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Introduction

You get hit with an incredible amount of statistical information on a daily 
basis. You know what I’m talking about: charts, graphs, tables, and head-

lines that talk about the results of the latest poll, survey, experiment, or other 
scientific study. The purpose of this book is to develop and sharpen your skills 
in sorting through, analyzing, and evaluating all that info, and to do so in a clear, 
fun, and pain-free way. You also gain the ability to decipher and make important 
decisions about statistical results (for example, the results of the latest medical 
studies), while being ever aware of the ways that people can mislead you with 
statistics. And you see how to do it right when it’s your turn to design the study, 
collect the data, crunch the numbers, and/or draw the conclusions.

This book is also designed to help those of you out there who are taking an 
introductory statistics class and can use some back-up. You’ll gain a working 
knowledge of the big ideas of statistics and gather a boatload of tools and tricks 
of the trade that’ll help you get ahead of the curve when you take your exams.

This book is chock-full of real examples from real sources that are relevant to 
your everyday life — from the latest medical breakthroughs, crime studies, 
and population trends to the latest U.S. government reports. I even address 
a survey on the worst cars of the millennium! By reading this book, you’ll 
understand how to collect, display, and analyze data correctly and effec-
tively, and you’ll be ready to critically examine and make informed decisions 
about the latest polls, surveys, experiments, and reports that bombard you 
every day. You even find out how to use crickets to gauge temperature!

You also get to enjoy poking a little fun at statisticians (who take themselves 
too seriously at times). After all, with the right skills and knowledge, you 
don’t have to be a statistician to understand introductory statistics.

About This Book
This book departs from traditional statistics texts, references, supplemental 
books, and study guides in the following ways:

 ✓ It includes practical and intuitive explanations of statistical concepts, 
ideas, techniques, formulas, and calculations found in an introductory 
statistics course.

 ✓ It shows you clear and concise step-by-step procedures that explain how 
you can intuitively work through statistics problems.

03_9780470911082-intro.indd   103_9780470911082-intro.indd   1 3/25/11   8:18 PM3/25/11   8:18 PM



2 Statistics For Dummies, 2nd Edition 

 ✓ It includes interesting real-world examples relating to your everyday life 
and workplace.

 ✓ It gives you upfront and honest answers to your questions like, “What 
does this really mean?” and “When and how will I ever use this?”

Conventions Used in This Book
You should be aware of three conventions as you make your way through 
this book:

 ✓ Definition of sample size (n): When I refer to the size of a sample, I mean 
the final number of individuals who participated in and provided informa-
tion for the study. In other words, n stands for the size of the final data set.

 ✓ Dual-use of the word statistics: In some situations, I refer to statistics 
as a subject of study or as a field of research, so the word is a singular 
noun. For example, “Statistics is really quite an interesting subject.” In 
other situations, I refer to statistics as the plural of statistic, in a numeri-
cal sense. For example, “The most common statistics are the mean and 
the standard deviation.”

 ✓ Use of the word data: You’re probably unaware of the debate raging 
amongst statisticians about whether the word data should be singular 
(“data is . . .”) or plural (“data are . . .”). It got so bad that recently one 
group of statisticians had to develop two different versions of a statis-
tics T-shirt: “Messy Data Happens” and “Messy Data Happen.” At the risk 
of offending some of my colleagues, I go with the plural version of the 
word data in this book.

 ✓ Use of the term standard deviation: When I use the term standard 
deviation, I mean s, the sample standard deviation. (When I refer to the 
population standard deviation, I let you know.)

Here are a few other basic conventions to help you navigate this book:

 ✓ I use italics to let you know a new statistical term is appearing on the scene.

 ✓ If you see a boldfaced term or phrase in a bulleted list, it’s been desig-
nated as a keyword or key phrase.

 ✓ Addresses for Web sites appear in monofont.

What You’re Not to Read
I like to think that you won’t skip anything in this book, but I also know you’re 
a busy person. So to save time, feel free to skip anything marked with the 
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3 Introduction

Technical Stuff icon as well as text in sidebars (the shaded gray boxes that 
appear throughout the book). These items feature information that’s interest-
ing but not crucial to your basic knowledge of statistics.

Foolish Assumptions
I don’t assume that you’ve had any previous experience with statistics, other 
than the fact that you’re a member of the general public who gets bombarded 
every day with statistics in the form of numbers, percents, charts, graphs, 
“statistically significant” results, “scientific” studies, polls, surveys, experi-
ments, and so on.

What I do assume is that you can do some of the basic mathematical opera-
tions and understand some of the basic notation used in algebra, such as 
the variables x and y, summation signs, taking the square root, squaring a 
number, and so on. If you need to brush up on your algebra skills, check out 
Algebra I For Dummies, 2nd Edition, by Mary Jane Sterling (Wiley).

I don’t want to mislead you: You do encounter formulas in this book, because 
statistics does involve a bit of number crunching. But don’t let that worry you. I 
take you slowly and carefully through each step of any calculations you need to 
do. I also provide examples for you to work along with this book, so that you can 
become familiar and comfortable with the calculations and make them your own.

How This Book Is Organized
This book is organized into five parts that explore the major areas of intro-
ductory statistics, along with a final part that offers some quick top-ten 
 nuggets for your information and enjoyment. Each part contains chapters 
that break down each major area of statistics into understandable pieces.

Part I: Vital Statistics about Statistics
This part helps you become aware of the quantity and quality of statistics 
you encounter in your workplace and your everyday life. You find out that a 
great deal of that statistical information is incorrect, either by accident or by 
design. You take a first step toward becoming statistically savvy by recogniz-
ing some of the tools of the trade, developing an overview of statistics as a 
process for getting and interpreting information, and getting up to speed on 
some statistical jargon.
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Part II: Number-Crunching Basics
This part helps you become more familiar and comfortable with making, 
interpreting, and evaluating data displays (otherwise known as charts, 
graphs, and so on) for different types of data. You also find out how to sum-
marize and explore data by calculating and combining some commonly used 
statistics as well as some statistics you may not know about yet.

Part III: Distributions and 
the Central Limit Theorem
In this part, you get into all the details of the three most common statistical 
distributions: the binomial distribution, the normal (and standard normal, 
also known as Z-distribution), and the t-distribution. You discover the charac-
teristics of each distribution and how to find and interpret probabilities, per-
centiles, means, and standard deviations. You also find measures of relative 
standing (like percentiles).

Finally, you discover how statisticians measure variability from sample to 
sample and why a measure of precision in your sample results is so important. 
And you get the lowdown on what some statisticians describe as the “Crowning 
Jewel of all Statistics”: the Central Limit Theorem (CLT). I don’t use quite this 
level of flourishing language to describe the CLT; I just tell my students it’s an 
MDR (“Mighty Deep Result”; coined by my PhD adviser). As for how my stu-
dents describe their feelings about the CLT, I’ll leave that to your imagination.

Part IV: Guesstimating and 
Hypothesizing with Confidence
This part focuses on the two methods for taking the results from a sample 
and generalizing them to make conclusions about an entire population. 
(Statisticians call this process statistical inference.) These two methods are 
confidence intervals and hypothesis tests.

In this part, you use confidence intervals to come up with good estimates for 
one or two population means or proportions, or for the difference between 
them (for example, the average number of hours teenagers spend watching 
TV per week or the percentage of men versus women in the United States 
who take arthritis medicine every day). You get the nitty-gritty on how con-
fidence intervals are formed, interpreted, and evaluated for correctness and 
credibility. You explore the factors that influence the width of a confidence 
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5 Introduction

interval (such as sample size) and work through formulas, step-by-step calcu-
lations, and examples for the most commonly used confidence intervals.

The hypothesis tests in this part show you how to use your data to test 
someone’s claim about one or two population means or proportions, or the 
difference between them. (For example, a company claims their packages are 
delivered in two days on average — is this true?) You discover how research-
ers (should) go about forming and testing hypotheses and how you can 
evaluate their results for accuracy and credibility. You also get detailed step-
by-step directions and examples for carrying out and interpreting the results 
of the most commonly used hypothesis tests.

Part V: Statistical Studies and the Hunt 
for a Meaningful Relationship
This part gives an overview of surveys, experiments, and observational stud-
ies. You find out what these studies do, how they are conducted, what their 
limitations are, and how to evaluate them to determine whether you should 
believe the results.

You also get all the details on how to examine pairs of numerical variables 
and categorical variables to look for relationships; this is the object of a great 
number of studies. For pairs of categorical variables, you create two-way tables 
and find joint, conditional, and marginal probabilities and distributions. You 
check for independence, and if a dependent relationship is found, you describe 
the nature of the relationship using probabilities. For numerical variables you 
create scatterplots, find and interpret correlation, perform regression analyses, 
study the fit of the regression line and the impact of outliers, describe the rela-
tionship using the slope, and use the line to make predictions. All in a day’s work!

Part VI: The Part of Tens
This quick and easy part shares ten ways to be a statistically savvy sleuth 
and root out suspicious studies and results, as well as ten surefire ways to 
boost your statistics exam score.

Some statistical calculations involve the use of statistical tables, and I provide 
quick and easy access to all the tables you need for this book in the appen-
dix. These tables are the Z-table (for the standard normal, also called the 
Z-distribution), the t-table (for the t-distribution), and the binomial table (for — 
you guessed it — the binomial distribution). Instructions and examples for using 
these three tables are provided in their corresponding sections of this book.
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Icons Used in This Book
Icons are used in this book to draw your attention to certain features that 
occur on a regular basis. Here’s what they mean:

 This icon refers to helpful hints, ideas, or shortcuts that you can use to save 
time. It also highlights alternative ways to think about a particular concept.

 This icon is reserved for particular ideas that I hope you’ll remember long 
after you read this book.

 This icon refers to specific ways that researchers or the media can mislead 
you with statistics and tells you what you can do about it. It also points out 
potential problems and cautions to keep an eye out for on exams.

 This icon is a sure bet if you have a special interest in understanding the more 
technical aspects of statistical issues. You can skip this icon if you don’t want 
to get into the gory details.

Where to Go from Here
This book is written in such a way that you can start anywhere and still be 
able to understand what’s going on. So you can take a peek at the table of 
contents or the index, look up the information that interests you, and flip to 
the page listed. However if you have a specific topic in mind and are eager 
to dive into it, here are some directions:

 ✓ To work on finding and interpreting graphs, charts, means or medians, 
and the like, head to Part II.

 ✓ To find info on the normal, Z-, t-, or binomial distributions or the Central 
Limit Theorem, see Part III.

 ✓ To focus on confidence intervals and hypothesis tests of all shapes and 
sizes, flip to Part IV.

 ✓ To delve into surveys, experiments, regression, and two-way tables, see 
Part V.

Or if you aren’t sure where you want to start, you may just go with Chapter 1 
for the big picture and then plow your way through the rest of the book. 
Happy reading!
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Part I

Vital Statistics 
about Statistics
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In this part . . . 

When you turn on the TV or open a newspaper, 
you’re bombarded with numbers, charts, graphs, 

and statistical results. From today’s poll to the latest 
major medical breakthroughs, the numbers just keep com-
ing. Yet much of the statistical information you’re asked 
to consume is actually wrong — by accident or even by 
design. How is a person to know what to believe? By doing 
a lot of good detective work.

This part helps awaken the statistical sleuth that lies 
within you by exploring how statistics affect your every-
day life and your job, how bad much of the information 
out there really is, and what you can do about it. This part 
also helps you get up to speed with some useful statistical 
jargon.
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Chapter 1

Statistics in a Nutshell
In This Chapter
▶ Finding out what the process of statistics is all about

▶ Gaining success with statistics in your everyday life, your career, and in the classroom

The world today is overflowing with data to the point where anyone (even 
me!) can be overwhelmed. I wouldn’t blame you if you were cynical right 

now about statistics you read about in the media — I am too at times. The 
good news is that while a great deal of misleading and incorrect information 
is lying out there waiting for you, a lot of great stuff is also being produced; 
for example, many studies and techniques involving data are helping improve 
the quality of our lives. Your job is to be able to sort out the good from the 
bad and be confident in your ability to do that. Through a strong understand-
ing of statistics and statistical procedures, you gain power and confidence 
with numbers in your everyday life, in your job, and in the classroom. That’s 
what this book is all about.

In this chapter, I give you an overview of the role statistics plays in today’s 
data-packed society and what you can do to not only survive but thrive. You 
get a much broader view of statistics as a partner in the scientific method — 
designing effective studies, collecting good data, organizing and analyzing the 
information, interpreting the results, and making appropriate conclusions. 
(And you thought statistics was just number-crunching!)

Thriving in a Statistical World
It’s hard to get a handle on the flood of statistics that affect your daily life 
in large and small ways. It begins the moment you wake up in the morning 
and check the news and listen to the meteorologist give you her predictions 
for the weather based on her statistical analyses of past data and present 
weather conditions. You pore over nutritional information on the side of your 
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10 Part I: Vital Statistics about Statistics 

cereal box while you eat breakfast. At work you pull numbers from charts 
and tables, enter data into spreadsheets, run diagnostics, take measure-
ments, perform calculations, estimate expenses, make decisions using statis-
tical baselines, and order inventory based on past sales data.

At lunch you go to the No. 1 restaurant based on a survey of 500 people. You 
eat food that was priced based on marketing data. You go to your doctor’s 
appointment where they take your blood pressure, temperature, weight, and 
do a blood test; after all the information is collected, you get a report show-
ing your numbers and how you compare to the statistical norms.

You head home in your car that’s been serviced by a computer running sta-
tistical diagnostics. When you get home, you turn on the news and hear the 
latest crime statistics, see how the stock market performed, and discover 
how many people visited the zoo last week.

At night, you brush your teeth with toothpaste that’s been statistically 
proven to fight cavities, read a few pages of your New York Times Best-Seller 
(based on statistical sales estimates), and go to sleep — only to start it all 
over again the next morning. But how can you be sure that all those statistics 
you encounter and depend on each day are correct? In Chapter 2, I discuss 
in more depth a few examples of how statistics is involved in our lives and 
workplaces, what its impact is, and how you can raise your awareness of it.

 Some statistics are vague, inappropriate, or just plain wrong. You need to 
become more aware of the statistics you encounter each day and train your 
mind to stop and say “wait a minute!”, sift through the information, ask ques-
tions, and raise red flags when something’s not quite right. In Chapter 3, you 
see ways in which you can be misled by bad statistics and develop skills to 
think critically and identify problems before automatically believing results.

Like any other field, statistics has its own set of jargon, and I outline and 
explain some of the most commonly used statistical terms in Chapter 4. 
Knowing the language increases your ability to understand and communicate 
statistics at a higher level without being intimidated. It raises your credibil-
ity when you use precise terms to describe what’s wrong with a statistical 
result (and why). And your presentations involving statistical tables, graphs, 
charts, and analyses will be informational and effective. (Heck, if nothing 
else, you need the jargon because I use it throughout this book; don’t worry 
though, I always review it.)

In the next sections, you see how statistics is involved in each phase of the 
scientific method.
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11 Chapter 1: Statistics in a Nutshell

Designing Appropriate Studies
Everyone’s asking questions, from drug companies to biologists; from mar-
keting analysts to the U.S. government. And ultimately, everyone will use sta-
tistics to help them answer their questions. In particular, many medical and 
psychological studies are done because someone wants to know the answer 
to a question. For example,

 ✓ Will this vaccine be effective in preventing the flu?

 ✓ What do Americans think about the state of the economy?

 ✓ Does an increase in the use of social networking Web sites cause depres-
sion in teenagers?

The first step after a research question has been formed is to design an 
effective study to collect data that will help answer that question. This step 
amounts to figuring out what process you’ll use to get the data you need. In 
this section, I give an overview of the two major types of studies — surveys 
and experiments — and explore why it’s so important to evaluate how a 
study was designed before you believe the results.

Surveys
An observational study is one in which data is collected on individuals in a 
way that doesn’t affect them. The most common observational study is the 
survey. Surveys are questionnaires that are presented to individuals who 
have been selected from a population of interest. Surveys take many differ-
ent forms: paper surveys sent through the mail, questionnaires on Web sites, 
call-in polls conducted by TV networks, phone surveys, and so on.

 If conducted properly, surveys can be very useful tools for getting informa-
tion. However, if not conducted properly, surveys can result in bogus informa-
tion. Some problems include improper wording of questions, which can be 
misleading, lack of response by people who were selected to participate, or 
failure to include an entire group of the population. These potential problems 
mean a survey has to be well thought out before it’s given.

 Many researchers spend a great deal of time and money to do good surveys, 
and you’ll know (by the criteria I discuss in Chapter 16) that you can trust 
them. However, as you are besieged with so many different types of surveys 
found in the media, in the workplace, and in many of your classes, you need 
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to be able to quickly examine and critique how a survey was designed and 
conducted and be able to point out specific problems in a well-informed way. 
The tools you need for sorting through surveys are found in Chapter 16.

Experiments
An experiment imposes one or more treatments on the participants in such 
a way that clear comparisons can be made. After the treatments are applied, 
the responses are recorded. For example, to study the effect of drug dosage 
on blood pressure, one group may take 10 mg of the drug, and another group 
may take 20 mg. Typically, a control group is also involved, in which subjects 
each receive a fake treatment (a sugar pill, for example), or a standard, non-
experimental treatment (like the existing drugs given to AIDS patients.)

 Good and credible experiments are designed to minimize bias, collect lots 
of good data, and make appropriate comparisons (treatment group versus 
control group). Some potential problems that occur with experiments include 
researchers and/or subjects who know which treatment they got, factors not 
controlled for in the study that affect the outcome (such as weight of the sub-
ject when studying drug dosage), or lack of a control group (leaving no base-
line to compare the results with).

But when designed correctly, an experiment can help a researcher establish 
a cause-and-effect relationship if the difference in responses between the 
treatment group and the control group is statistically significant (unlikely to 
have occurred just by chance).

 Experiments are credited with helping to create and test drugs, determining 
best practices for making and preparing foods, and evaluating whether a new 
treatment can cure a disease, or at least reduce its impact. Our quality of life 
has certainly been improved through the use of well-designed experiments. 
However, not all experiments are well-designed, and your ability to determine 
which results are credible and which results are incredible (pun intended) is 
critical, especially when the findings are very important to you. All the info 
you need to know about experiments and how to evaluate them is found in 
Chapter 17.

Collecting Quality Data
After a study has been designed, be it a survey or an experiment, the individ-
uals who will participate have to be selected, and a process must be in place 
to collect the data. This phase of the process is critical to producing credible 
data in the end, and this section hits the highlights.
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Selecting a good sample
 Statisticians have a saying, “Garbage in equals garbage out.” If you select your 

subjects (the individuals who will participate in your study) in a way that is 
biased — that is, favoring certain individuals or groups of individuals — then 
your results will also be biased. It’s that simple.

Suppose Bob wants to know the opinions of people in your city regarding a 
proposed casino. Bob goes to the mall with his clipboard and asks people 
who walk by to give their opinions. What’s wrong with that? Well, Bob is only 
going to get the opinions of a) people who shop at that mall; b) on that par-
ticular day; c) at that particular time; d) and who take the time to respond.

Those circumstances are too restrictive — those folks don’t represent a cross 
section of the city. Similarly, Bob could put up a Web site survey and ask 
people to use it to vote. However, only people who know about the site, have 
Internet access, and want to respond will give him data, and typically only 
those with strong opinions will go to such trouble. In the end, all Bob has is a 
bunch of biased data on individuals that don’t represent the city at all.

 To minimize bias in a survey, the key word is random. You need to select your 
sample of individuals randomly — that is, with some type of “draw names out 
of a hat” process. Scientists use a variety of methods to select individuals at 
random, and you see how they do it in Chapter 16.

Note that in designing an experiment, collecting a random sample of people 
and asking them to participate often isn’t ethical because experiments impose 
a treatment on the subjects. What you do is send out requests for volunteers 
to come to you. Then you make sure the volunteers you select from the group 
represent the population of interest and that the data is well collected on those 
individuals so the results can be projected to a larger group. You see how that’s 
done in Chapter 17.

After going through Chapters 16 and 17, you’ll know how to dig down and 
analyze others’ methods for selecting samples and even be able to design 
a plan you can use to select a sample. In the end, you’ll know when to say 
“Garbage in equals garbage out.”

Avoiding bias in your data
Bias is the systematic favoritism of certain individuals or certain responses. 
Bias is the nemesis of statisticians, and they do everything they can to mini-
mize it. Want an example of bias? Say you’re conducting a phone survey 
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on job satisfaction of Americans; if you call people at home during the day 
between 9 a.m. and 5 p.m., you miss out on everyone who works during the 
day. Maybe day workers are more satisfied than night workers.

You have to watch for bias when collecting survey data. For instance: Some 
surveys are too long — what if someone stops answering questions halfway 
through? Or what if they give you misinformation and tell you they make 
$100,000 a year instead of $45,000? What if they give you answers that aren’t 
on your list of possible answers? A host of problems can occur when collect-
ing survey data, and you need to be able to pinpoint those problems.

 Experiments are sometimes even more challenging when it comes to bias and 
collecting data. Suppose you want to test blood pressure; what if the instru-
ment you’re using breaks during the experiment? What if someone quits the 
experiment halfway through? What if something happens during the experi-
ment to distract the subjects or the researchers? Or they can’t find a vein when 
they have to do a blood test exactly one hour after a dose of a drug is given? 
These problems are just some examples of what can go wrong in data collection 
for experiments, and you have to be ready to look for and find these problems.

After you go through Chapter 16 (on samples and surveys) and Chapter 17 
(on experiments), you’ll be able to select samples and collect data in an unbi-
ased way, being sensitive to little things that can really influence the results. 
And you’ll have the ability to evaluate the credibility of statistical results and 
to be heard, because you’ll know what you’re talking about.

Creating Effective Summaries
After good data have been collected, the next step is to summarize them to 
get a handle on the big picture. Statisticians describe data in two major ways: 
with numbers (called descriptive statistics) and with pictures (that is, charts 
and graphs).

Descriptive statistics
 Descriptive statistics are numbers that describe a data set in terms of its impor-

tant features:

 ✓ If the data are categorical (where individuals are placed into groups, 
such as gender or political affiliation), they are typically summarized 
using the number of individuals in each group (called the frequency) or 
the percentage of individuals in each group (called the relative frequency).
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 ✓ Numerical data represent measurements or counts, where the actual 
numbers have meaning (such as height and weight). With numerical 
data, more features can be summarized besides the number or percent-
age in each group. Some of these features include

 • Measures of center (in other words, where is the “middle” of the 
data?)

 • Measures of spread (how diverse or how concentrated are the 
data around the center?)

 • If appropriate, numbers that measure the relationship between 
two variables (such as height and weight)

 Some descriptive statistics are more appropriate than others in certain situa-
tions; for example, the average isn’t always the best measure of the center of a 
data set; the median is often a better choice. And the standard deviation isn’t 
the only measure of variability on the block; the interquartile range has excel-
lent qualities too. You need to be able to discern, interpret, and evaluate the 
types of descriptive statistics being presented to you on a daily basis and to 
know when a more appropriate statistic is in order.

The descriptive statistics you see most often are calculated, interpreted, 
compared, and evaluated in Chapter 5. These commonly used descriptive 
statistics include frequencies and relative frequencies (counts and percents) 
for categorical data; and the mean, median, standard deviation, percentiles, 
and their combinations for numerical data.

Charts and graphs
Data is summarized in a visual way using charts and/or graphs. These are 
displays that are organized to give you a big picture of the data in a flash 
and/or to zoom in on a particular result that was found. In this world of quick 
information and mini-sound bites, graphs and charts are commonplace. Most 
graphs and charts make their points clearly, effectively, and fairly; however, 
they can leave room for too much poetic license, and as a result, can expose 
you to a high number of misleading and incorrect graphs and charts.

 In Chapters 6 and 7, I cover the major types of graphs and charts used to 
summarize both categorical and numerical data (see the preceding section 
for more about these types of data). You see how to make them, what their 
purposes are, and how to interpret the results. I also show you lots of ways 
that graphs and charts can be made to be misleading and how you can quickly 
spot the problems. It’s a matter of being able to say “Wait a minute here! 
That’s not right!” and knowing why not. Here are some highlights:
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 ✓ Some of the basic graphs used for categorical data include pie charts 
and bar graphs, which break down variables, such as gender or which 
applications are used on teens’ cellphones. A bar graph, for example, 
may display opinions on an issue using five bars labeled in order from 
“Strongly Disagree” up through “Strongly Agree.” Chapter 6 gives you all 
the important info on making, interpreting, and, most importantly, evalu-
ating these charts and graphs for fairness. You may be surprised to see 
how much can go wrong with a simple bar chart.

 ✓ For numerical data such as height, weight, time, or amount, a different 
type of graph is needed. Graphs called histograms and boxplots are 
used to summarize numerical data, and they can be very informative, 
providing excellent on-the-spot information about a data set. But of 
course they also can be misleading, either by chance or even by design. 
(See Chapter 7 for the scoop.)

 You’re going to run across charts and graphs every day — you can open 
a newspaper and probably find several graphs without even looking hard. 
Having a statistician’s magnifying glass to help you interpret the information 
is critical so that you can spot misleading graphs before you draw the wrong 
conclusions and possibly act on them. All the tools you need are ready for you 
in Chapter 6 (for categorical data) and Chapter 7 (for numerical data).

Determining Distributions
A variable is a characteristic that’s being counted, measured, or categorized. 
Examples include gender, age, height, weight, or number of pets you own. 
A distribution is a listing of the possible values of a variable (or intervals of 
values), and how often (or at what density) they occur. For example, the dis-
tribution of gender at birth in the United States has been estimated at 52.4% 
male and 47.6% female.

 Different types of distributions exist for different variables. The following 
three distributions are the most commonly occurring distributions in an intro-
ductory statistics course, and they have many applications in the real world:

 ✓ If a variable is counting the number of successes in a certain number 
of trials (such as the number of people who got well by taking a certain 
drug), it has a binomial distribution.

 ✓ If the variable takes on values that occur according to a “bell-shaped 
curve,” such as national achievement test scores, then that variable has 
a normal distribution.

 ✓ If the variable is based on sample averages and you have limited data, 
such as in a test of only ten subjects to see if a weight-loss program 
works, the t-distribution may be in order.
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When it comes to distributions, you need to know how to decide which dis-
tribution a particular variable has, how to find probabilities for it, and how to 
figure out what the long-term average and standard deviation of the outcomes 
would be. To get you squared away on these issues, I’ve got three chapters for 
you, one dedicated to each distribution: Chapter 8 is all about the binomial, 
Chapter 9 handles the normal, and Chapter 10 focuses on the t-distribution.

 For those of you taking an introductory statistics course (or any statistics 
course, for that matter), you know that one of the most difficult topics to under-
stand is sampling distributions and the Central Limit Theorem (these two things 
go hand in hand). Chapter 11 walks you through these topics step by step so 
you understand what a sampling distribution is, what it’s used for, and how it 
provides the foundation for data analyses like hypothesis tests and confidence 
intervals (see the next section for more about analyzing data). When you under-
stand the Central Limit Theorem, it actually helps you solve difficult problems 
more easily, and all the keys to this information are there for you in Chapter 11.

Performing Proper Analyses
After the data have been collected and described using numbers and pic-
tures, then comes the fun part: navigating through that black box called the 
statistical analysis. If the study has been designed properly, the original ques-
tions can be answered using the appropriate analysis — the operative word 
here being appropriate.

 Many types of analyses exist, and choosing the right analysis for the right situ-
ation is critical, as is interpreting results properly, being knowledgeable of the 
limitations, and being able to evaluate others’ choice of analyses and the con-
clusions they make with them.

In this book, you get all the information and tools you need to analyze data 
using the most common methods in introductory statistics: confidence inter-
vals, hypothesis tests, correlation and regression, and the analysis of two-
way tables. This section gives you a basic overview of those methods.

Margin of error and confidence intervals
You often see statistics that try to estimate numbers pertaining to an entire 
population; in fact, you see them almost every day in the form of survey 
results. The media tells you what the average gas price is in the U.S., how 
Americans feel about the job the president is doing, or how many hours 
people spend on the Internet each week.
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But no one can give you a single-number result and claim it’s an accurate esti-
mate of the entire population unless he collected data on every single member 
of the population. For example, you may hear that 60 percent of the American 
people support the president’s approach to healthcare, but you know they 
didn’t ask you, so how could they have asked everybody? And since they didn’t 
ask everybody, you know that a one-number answer isn’t going to cut it.

What’s really happening is that data is collected on a sample from the popula-
tion (for example, the Gallup Organization calls 2,500 people at random), the 
results from that sample are analyzed, and conclusions are made regarding the 
entire population (for example, all Americans) based on those sample results.

 The bottom line is, sample results vary from sample to sample, and this 
amount of variability needs to be reported (but it often isn’t). The statis-
tic used to measure and report the level of precision in someone’s sample 
results is called the margin of error. In this context, the word error doesn’t 
mean a mistake was made; it just means that because you didn’t sample the 
entire population, a gap will exist between your results and the actual value 
you are trying to estimate for the population.

For example, someone finds that 60% of the 1,200 people surveyed support 
the president’s approach to healthcare and reports the results with a margin 
of error of plus or minus 2%. This final result, in which you present your find-
ings as a range of likely values between 58% and 62%, is called a confidence 
interval.

 Everyone is exposed to results including a margin of error and confidence 
intervals, and with today’s data explosion, many people are also using them 
in the workplace. Be sure you know what factors affect margin of error (like 
sample size) and what the makings of a good confidence interval are and how 
to spot them. You should also be able to find your own confidence intervals 
when you need to.

In Chapter 12, you find out everything you need to know about the margin 
of error: All the components of it, what it does and doesn’t measure, and 
how to calculate it for a number of situations. Chapter 13 takes you step by 
step through the formulas, calculations, and interpretations of confidence 
intervals for a population mean, population proportion, and the difference 
between two means and proportions.

Hypothesis tests
One main staple of research studies is called hypothesis testing. A hypothesis 
test is a technique for using data to validate or invalidate a claim about a 
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population. For example, a politician may claim that 80% of the people in her 
state agree with her — is that really true? Or, a company may claim that they 
deliver pizzas in 30 minutes or less; is that really true? Medical researchers 
use hypothesis tests all the time to test whether or not a certain drug is effec-
tive, to compare a new drug to an existing drug in terms of its side effects, 
or to see which weight-loss program is most effective with a certain group of 
people.

 The elements about a population that are most often tested are

 ✓ The population mean (Is the average delivery time of 30 minutes really 
true?)

 ✓ The population proportion (Is it true that 80% of the voters support this 
candidate, or is it less than that?)

 ✓ The difference in two population means or proportions (Is it true that 
the average weight loss on this new program is 10 pounds more than 
the most popular program? Or, is it true that this drug decreases blood 
pressure by 10% more than the current drug?)

 Hypothesis tests are used in a host of areas that affect your everyday life, 
such as medical studies, advertisements, polling data, and virtually anywhere 
that comparisons are made based on averages or proportions. And in the 
workplace, hypothesis tests are used heavily in areas like marketing, where 
you want to determine whether a certain type of ad is effective or whether a 
certain group of individuals buys more or less of your product now compared 
to last year.

Often you only hear the conclusions of hypothesis tests (for example, this 
drug is significantly more effective and has fewer side effects than the drug 
you are using now); but you don’t see the methods used to come to these 
conclusions. Chapter 14 goes through all the details and underpinnings of 
hypothesis tests so you can conduct and critique them with confidence. 
Chapter 15 cuts right to the chase of providing step-by-step instructions for 
setting up and carrying out hypothesis tests for a host of specific situations 
(one population mean, one population proportion, the difference of two pop-
ulation means, and so on).

After reading Chapters 14 and 15, you’ll be much more empowered when you 
need to know things like which group you should be marketing a product 
to; which brand of tires will last the longest; whether a certain weight-loss 
program is effective; and bigger questions like which surgical procedure you 
should opt for.
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Correlation, regression, 
and two-way tables
One of the most common goals of research is to find links between variables. 
For example,

 ✓ Which lifestyle behaviors increase or decrease the risk of cancer?

 ✓ What side effects are associated with this new drug?

 ✓ Can I lower my cholesterol by taking this new herbal supplement?

 ✓ Does spending a large amount of time on the Internet cause a person to 
gain weight?

Finding links between variables is what helps the medical world design better 
drugs and treatments, provides marketers with info on who is more likely to 
buy their products, and gives politicians information on which to build argu-
ments for and against certain policies.

 In the mega-business of looking for relationships between variables, you find 
an incredible number of statistical results — but can you tell what’s correct 
and what’s not? Many important decisions are made based on these studies, 
and it’s important to know what standards need to be met in order to deem 
the results credible, especially when a cause-and-effect relationship is being 
reported.

Chapter 18 breaks down all the details and nuances of plotting data from two 
numerical variables (such as dosage level and blood pressure), finding and 
interpreting correlation (the strength and direction of the linear relationship 
between x and y), finding the equation of a line that best fits the data (and 
when doing so is appropriate), and how to use these results to make predic-
tions for one variable based on another (called regression). You also gain 
tools for investigating when a line fits the data well and when it doesn’t, and 
what conclusions you can make (and shouldn’t make) in the situations where 
a line does fit.

I cover methods used to look for and describe links between two categorical 
variables (such as the number of doses taken per day and the presence or 
absence of nausea) in detail in Chapter 19. I also provide info on collecting 
and organizing data into two-way tables (where the possible values of one 
variable make up the rows and the possible values for the other variable 
make up the columns), interpreting the results, analyzing the data from two-
way tables to look for relationships, and checking for independence. And, as I 
do throughout this book, I give you strategies for critically examining results 
of these kinds of analyses for credibility.
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Drawing Credible Conclusions
 To perform statistical analyses, researchers use statistical software that 

depends on formulas. But formulas don’t know whether they are being used 
properly, and they don’t warn you when your results are incorrect. At the end 
of the day, computers can’t tell you what the results mean; you have to figure 
it out. Throughout this book you see what kinds of conclusions you can and 
can’t make after the analysis has been done. The following sections provide an 
introduction to drawing appropriate conclusions.

Reeling in overstated results
Some of the most common mistakes made in conclusions are overstating the 
results or generalizing the results to a larger group than was actually repre-
sented by the study. For example, a professor wants to know which Super 
Bowl commercials viewers liked best. She gathers 100 students from her 
class on Super Bowl Sunday and asks them to rate each commercial as it is 
shown. A top-five list is formed, and she concludes that all Super Bowl view-
ers liked those five commercials the best. But she really only knows which 
ones her students liked best — she didn’t study any other groups, so she can’t 
draw conclusions about all viewers.

Questioning claims of cause and effect
One situation in which conclusions cross the line is when researchers find 
that two variables are related (through an analysis such as regression; see 
the earlier section “Correlation, regression, and two-way tables” for more 
info) and then automatically leap to the conclusion that those two variables 
have a cause-and-effect relationship.

For example, suppose a researcher conducted a health survey and found 
that people who took vitamin C every day reported having fewer colds than 
people who didn’t take vitamin C every day. Upon finding these results, she 
wrote a paper and gave a press release saying vitamin C prevents colds, 
using this data as evidence.

Now, while it may be true that vitamin C does prevent colds, this research-
er’s study can’t claim that. Her study was observational, which means she 
didn’t control for any other factors that could be related to both vitamin C 
and colds. For example, people who take vitamin C every day may be more 
health conscious overall, washing their hands more often, exercising more, 
and eating better foods; all these behaviors may be helpful in reducing colds.
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 Until you do a controlled experiment, you can’t make a cause-and-effect con-
clusion based on relationships you find. (I discuss experiments in more detail 
earlier in this chapter.)

Becoming a Sleuth, Not a Skeptic
Statistics is about much more than numbers. To really “get” statistics, you 
need to understand how to make appropriate conclusions from studying data 
and be savvy enough to not believe everything you hear or read until you 
find out how the information came about, what was done with it, and how the 
conclusions were drawn. That’s something I discuss throughout the book, 
but I really zoom in on it in Chapter 20, which gives you ten ways to be a sta-
tistically savvy sleuth by recognizing common mistakes made by researchers 
and the media.

 For you students out there, Chapter 21 brings good statistical practice into the 
exam setting and gives you tips on increasing your scores. Much of my advice 
is based on understanding the big picture as well as the details of tackling sta-
tistical problems and coming out a winner on the other side.

 Becoming skeptical or cynical about statistics is very easy, especially after 
finding out what’s going on behind the scenes; don’t let that happen to you. 
You can find lots of good information out there that can affect your life in 
a positive way. Find a good channel for your skepticism by setting two per-
sonal goals:

 ✓ To become a well-informed consumer of the statistical information you 
see every day

 ✓ To establish job security by being the statistics “go-to” person who 
knows when and how to help others and when to find a statistician

Through reading and using the information in this book, you’ll be confident 
in knowing you can make good decisions about statistical results. You’ll con-
duct your own statistical studies in a credible way. And you’ll be ready to 
tackle your next office project, critically evaluate that annoying political ad, 
or ace your next exam!
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Chapter 2

The Statistics of Everyday Life
In This Chapter
▶ Raising questions about statistics you see in everyday life

▶ Encountering statistics in the workplace

Today’s society is completely taken over by numbers. Numbers are 
everywhere you look, from billboards showing the on-time statistics 

for a particular airline, to sports shows discussing the Las Vegas odds for 
upcoming football games. The evening news is filled with stories focusing on 
crime rates, the expected life span of junk-food junkies, and the president’s 
approval rating. On a normal day, you can run into 5, 10, or even 20 differ-
ent statistics (with many more on election night). Just by reading a Sunday 
newspaper all the way through, you come across literally hundreds of statis-
tics in reports, advertisements, and articles covering everything from soup 
(how much does an average person consume per year?) to nuts (almonds are 
known to have positive health effects — what about other types of nuts?).

In this chapter I discuss the statistics that often appear in your life and work 
and talk about how statistics are presented to the general public. After reading 
this chapter, you’ll realize just how often the media hits you with numbers and 
how important it is to be able to unravel the meaning of those numbers. Like 
it or not, statistics are a big part of your life. So, if you can’t beat ’em, join ’em. 
And if you don’t want to join ’em, at least try to understand ’em.

Statistics and the Media: More 
Questions than Answers?

Open a newspaper and start looking for examples of articles and stories involv-
ing numbers. It doesn’t take long before numbers begin to pile up. Readers are 
inundated with results of studies, announcements of breakthroughs, statisti-
cal reports, forecasts, projections, charts, graphs, and summaries. The extent 
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to which statistics occur in the media is mind-boggling. You may not even be 
aware of how many times you’re hit with numbers nowadays.

This section looks at just a few examples from one Sunday paper’s worth of 
news that I read the other day. When you see how frequently statistics are 
reported in the news without providing all the information you need, you may 
find yourself getting nervous, wondering what you can and can’t believe any-
more. Relax! That’s what this book is for — to help you sort out the good infor-
mation from the bad (the chapters in Part II give you a great start on that).

Probing popcorn problems
The first article I came across that dealt with numbers was “Popcorn plant 
faces health probe,” with the subheading: “Sick workers say flavoring chemi-
cals caused lung problems.” The article describes how the Centers for Disease 
Control (CDC) expressed concern about a possible link between exposure to 
chemicals in microwave popcorn flavorings and some cases of fixed obstruc-
tive lung disease. Eight people from one popcorn factory alone contracted this 
lung disease, and four of them were awaiting lung transplants.

According to the article, similar cases were reported at other popcorn facto-
ries. Now, you may be wondering, what about the folks who eat microwave 
popcorn? According to the article, the CDC finds “no reason to believe that 
people who eat microwave popcorn have anything to fear.” (Stay tuned.) 
The next step is to evaluate employees more in-depth, including conducting 
surveys to determine health and possible exposures to the said chemicals, 
checks of lung capacity, and detailed air samples. The question here is: How 
many cases of this lung disease constitute a real pattern, compared to mere 
chance or a statistical anomaly? (You find out more about this in Chapter 14.)

Venturing into viruses
The second article discussed a recent cyber attack: A wormlike virus made 
its way through the Internet, slowing down Web browsing and e-mail delivery 
across the world. How many computers were affected? The experts quoted in 
the article said that 39,000 computers were infected, and they in turn affected 
hundreds of thousands of other systems.

Questions: How did the experts get that number? Did they check each com-
puter out there to see whether it was affected? The fact that the article was 
written less than 24 hours after the attack suggests the number is a guess. 
Then why say 39,000 and not 40,000 — to make it seem less like a guess? To 
find out more on how to guesstimate with confidence (and how to evaluate 
someone else’s numbers), see Chapter 13.
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Comprehending crashes
Next in the paper was an alert about the soaring number of motorcycle fatali-
ties. Experts said that the fatality rate — the number of fatalities per 100,000 reg-
istered vehicles — for motorcyclists has been steadily increasing, as reported 
by the National Highway Traffic Safety Administration (NHTSA). In the article, 
many possible causes for the increased motorcycle death rate are discussed, 
including age, gender, size of engine, whether the driver had a license, alcohol 
use, and state helmet laws (or lack thereof). The report is very comprehensive, 
showing various tables and graphs with the following titles:

 ✓ Motorcyclists killed and injured, and fatality and injury rates by year, per 
number of registered vehicles, and per millions of vehicle miles traveled

 ✓ Motorcycle rider fatalities by state, helmet use, and blood alcohol content

 ✓ Occupant fatality rates by vehicle type (motorcycles, passenger cars, 
light trucks), per 10,000 registered vehicles and per 100 million vehicle 
miles traveled

 ✓ Motorcyclist fatalities by age group

 ✓ Motorcyclist fatalities by engine size (displacement)

 ✓ Previous driving records of drivers involved in fatal traffic crashes by 
type of vehicle (including previous crashes, DUI convictions, speeding 
convictions, and license suspensions and revocations)

 ✓ Percentage of alcohol-impaired motorcycle riders killed in traffic crashes 
by time of day, for single-vehicle, multiple-vehicle, and total crashes

This article is very informative and provides a wealth of detailed information 
regarding motorcycle fatalities and injuries in the U.S. However, the onslaught 
of so many tables, graphs, rates, numbers, and conclusions can be overwhelm-
ing and confusing and allow you to miss the big picture. With a little practice, 
and help from Part II, you’ll be better able to sort out graphs, tables, and charts 
and all the statistics that go along with them. For example, some important sta-
tistical issues come up when you see rates versus counts (such as death rates 
versus number of deaths). As I address in Chapter 3, counts can give you mis-
leading information if they’re used when rates would be more appropriate.

Mulling malpractice
Further along in the newspaper was a report about a recent medical mal-
practice insurance study: Malpractice cases affect people in terms of the fees 
doctors charge and the ability to get the healthcare they need. The article 
indicates that 1 in 5 Georgia doctors have stopped doing risky procedures 
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(such as delivering babies) because of the ever-increasing malpractice 
insurance rates in the state. This is described as a “national epidemic” and 
a “health crisis” around the country. Some brief details of the study are 
included, and the article states that of the 2,200 Georgia doctors surveyed, 
2,800 of them — which they say represents about 18% of those sampled — 
were expected to stop providing high-risk procedures.

Wait a minute! That can’t be right. Out of 2,200 doctors, 2,800 don’t perform 
the procedures, and that is supposed to represent 18%? That’s impossible! 
You can’t have a bigger number on the top of a fraction, and still have the 
fraction be under 100%, right? This is one of many examples of errors in 
media reporting of statistics. So what’s the real percentage? There’s no way 
to tell from the article. Chapter 5 nails down the particulars of calculating 
statistics so that you can know what to look for and immediately tell when 
something’s not right.

Belaboring the loss of land
In the same Sunday paper was an article about the extent of land development 
and speculation across the United States. Knowing how many homes are likely 
to be built in your neck of the woods is an important issue to get a handle on. 
Statistics are given regarding the number of acres of farmland being lost to 
development each year. To further illustrate how much land is being lost, the 
area is also listed in terms of football fields. In this particular example, experts 
said that the mid-Ohio area is losing 150,000 acres per year, which is 234 
square miles, or 115,385 football fields (including end zones). How do people 
come up with these numbers, and how accurate are they? And does it help 
to visualize land loss in terms of the corresponding number of football fields? 
I discuss the accuracy of data collected in more detail in Chapter 16.

Scrutinizing schools
The next topic in the paper was school proficiency — specifically, whether 
extra school sessions help students perform better. The article states that 
81.3% of students in this particular district who attended extra sessions passed 
the writing proficiency test, whereas only 71.7% of those who didn’t participate 
in the extra school sessions passed it. But is this enough of a difference to 
account for the $386,000 price tag per year? And what’s happening in these ses-
sions to cause an improvement? Are students in these sessions spending more 
time just preparing for those exams rather than learning more about writing 
in general? And here’s the big question: Were the participants in the extra ses-
sions student volunteers who may be more motivated than the average 
student to try to improve their test scores? The article doesn’t say.
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Studies like this appear all the time, and the only way to know what to believe 
is to understand what questions to ask and to be able to critique the quality 
of the study. That’s all part of statistics! The good news is, with a few clarify-
ing questions, you can quickly critique statistical studies and their results. 
Chapter 17 helps you do just that.

Studying sports
The sports section is probably the most numerically jampacked section of the 
newspaper. Beginning with game scores, the win/loss percentages for each 
team, and the relative standing for each team, the specialized statistics reported 
in the sports world are so deep they require wading boots to get through. 
For example, basketball statistics are broken down by team, by quarter, and 

Studying surveys of all shapes and sizes
Surveys and polls are among the most visible 
mechanisms used by today’s media to grab your 
attention. It seems that everyone wants to do a 
survey, including market managers, insurance 
companies, TV stations, community groups, and 
even students in high school classes. Here are 
just a few examples of survey results that are 
part of today’s news:

With the aging of the American workforce, 
companies are planning for their future lead-
ership. (How do they know that the American 
workforce is aging, and if it is, by how much is 
it aging?) A recent survey shows that nearly 
67% of human-resources managers polled said 
that planning for succession had become more 
important in the past five years than it had been 
in the past. The survey also says that 88% of the 
210 respondents said they usually or often fill 
senior positions with internal candidates. But 
how many managers did not respond, and is 
210 respondents really enough people to war-
rant a story on the front page of the business 
section? Believe it or not, when you start look-
ing for them, you’ll find numerous examples in 
the news of surveys based on far fewer par-
ticipants than 210. (To be fair, however, 210 can 

actually be a good number of subjects in some 
situations. The issues of what sample size is 
large enough and what percentage of respon-
dents is big enough are addressed in full detail 
in Chapter 16.)

Some surveys are based on current interests 
and trends. For example, a recent Harris-
Interactive survey found that nearly half (47%) 
of U.S. teens say their social lives would end 
or be worsened without their cellphones, and 
57% go as far as to say that their cellphones 
are the key to their social life. The study also 
found that 42% of teens say that they can text 
while blindfolded (how do you really test this?). 
Keep in perspective, though, that the study did 
not tell you what percentage of teens actually 
have cellphones or what demographic charac-
teristics those teens have compared to teens 
who do not have cellphones. And remember 
that data collected on topics like this aren’t 
always accurate, because the individuals who 
are surveyed may tend to give biased answers 
(who wouldn’t want to say they can text blind-
folded?). For more information on how to inter-
pret and evaluate the results of surveys, see 
Chapter 16.
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by player. For each player, you get minutes played, field goals, free throws, 
rebounds, assists, personal fouls, turnovers, blocks, steals, and total points.

Who needs to know this stuff, besides the players’ mothers? Apparently many 
fans do. Statistics are something that sports fans can never get enough of 
and players often can’t stand to hear about. Stats are the substance of water-
cooler debates and the fuel for armchair quarterbacks around the world.

Fantasy sports have also made a huge impact on the sports money-making 
machine. Fantasy sports are games where participants act as owners to build 
their own teams from existing players in a professional league. The fantasy 
team owners then compete against each other. What is the competition based 
on? Statistical performance of the players and teams involved, as measured 
by rules set up by a “league commissioner” and an established point system. 
According to the Fantasy Sports Trade Association, the number of people age 
12 and up who are involved in fantasy sports is more than 30 million, and the 
amount of money spent is $3–4 billion per year. (And even here you can ask 
how the numbers were calculated — the questions never end, do they?)

Banking on business news
The business section of the newspaper provides statistics about the stock 
market. In one week the market went down 455 points; is that decrease a lot 
or a little? You need to calculate a percentage to really get a handle on that.

The business section of my paper contained reports on the highest yields 
nationwide on every kind of certificate of deposit (CD) imaginable. (By the 
way, how do they know those yields are the highest?) I also found reports 
about rates on 30-year fixed loans, 15-year fixed loans, 1-year adjustable rate 
loans, new car loans, used car loans, home equity loans, and loans from your 
grandmother (well actually no, but if grandma read these statistics, she might 
increase her cushy rates).

Finally, I saw numerous ads for those beloved credit cards — ads listing the 
interest rates, the annual fees, and the number of days in the billing cycle. How 
do you compare all the information about investments, loans, and credit cards 
in order to make a good decision? What statistics are most important? The real 
question is: Are the numbers reported in the paper giving the whole story, or 
do you need to do more detective work to get at the truth? Chapters 16 and 17 
help you start tearing apart these numbers and making decisions about them.

Touring the travel news
You can’t even escape the barrage of numbers by heading to the travel section. 
For example, there I found that the most frequently asked question coming in to 
the Transportation Security Administration’s response center (which receives 
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about 2,000 telephone calls, 2,500 e-mail messages, and 200 letters per week on 
average — would you want to be the one counting all of those?) is, “Can I carry 
this on a plane?” This can refer to anything from an animal to a wedding dress to 
a giant tin of popcorn. (I wouldn’t recommend the tin of popcorn. You have to 
put it in the overhead compartment horizontally, and because things shift during 
flight, the cover will likely open; and when you go to claim your tin at the end of 
the flight, you and your seatmates will be showered. Yes, I saw it happen once.)

The number of reported responses in this case leads to an interesting statis-
tical question: How many operators are needed at various times of the day 
to field those calls, e-mails, and letters coming in? Estimating the number of 
anticipated calls is your first step, and being wrong can cost you money (if 
you overestimate it) or a lot of bad PR (if you underestimate it). These kinds 
of statistical challenges are tackled in Chapter 13.

Surveying sexual stats
In today’s age of info-overkill, it’s very easy to find out what the latest buzz 
is, including the latest research on people’s sex lives. An article in my paper 
reported that married people have 6.9 more sexual encounters per year than 
people who have never been married. That’s nice to know, I guess, but how 
did someone come up with this number? The article I’m looking at doesn’t 
say (maybe some statistics are better left unsaid?).

If someone conducted a survey by calling people on the phone asking for 
a few minutes of their time to discuss their sex lives, who will be the most 
likely to want to talk about it? And what are they going to say in response to 
the question, “How many times a week do you have sex?” Are they going to 
report the honest truth, tell you to mind your own business, or exaggerate a 
little? Self-reported surveys can be a real source of bias and can lead to mis-
leading statistics. But how would you recommend people go about finding 
out more about this very personal subject? Sometimes, research is more dif-
ficult than it seems. (Chapter 16 discusses biases that come up when collect-
ing certain types of survey data.)

Breaking down weather reports
Weather reports provide another mass of statistics, with forecasts of the next 
day’s high and low temperatures (how do they decide it’ll be 16 degrees and 
not 15 degrees?) along with reports of the day’s UV factor, pollen count, pol-
lution standard index, and water quality and quantity. (How do they get these 
numbers — by taking samples? How many samples do they take, and where do 
they take them?) You can find out what the weather is right now anywhere in 
the world. You can get a forecast looking ahead three days, a week, a month, 
or even a year! Meteorologists collect and record tons and tons of data on the 
weather each day. Not only do these numbers help you decide whether to take 
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your umbrella to work, but they also help weather researchers to better pre-
dict longer term forecasts and even global climate changes over time.

Even with all the information and technologies available to weather research-
ers, how accurate are weather reports these days? Given the number of times 
you get rained on when you were told it was going to be sunny, it seems they 
still have work to do on those forecasts. What the abundance of data really 
shows though, is that the number of variables affecting weather is almost 
overwhelming, not just to you, but for meteorologists, too.

 Statistical computer models play an important role in making predictions 
about major weather-related events, such as hurricanes, earthquakes, and vol-
cano eruptions. Scientists still have some work to do before they can predict 
tornados before they begin to form or tell you exactly where and when a hur-
ricane is going to hit land, but that’s certainly their goal, and they continue to 
get better at it. For more on modeling and statistics, see Chapter 18.

Musing about movies
Moving on to the arts section, I saw several ads for current movies. Each 
movie ad contains quotes from certain movie critics: “Two thumbs up!” “The 
supreme adventure of our time,” “Absolutely hilarious,” or “One of the top ten 
films of the year!” Do you pay attention to the critics? How do you determine 
which movies to go to? Experts say that although the popularity of a movie 
may be affected by the critics’ comments (good or bad) in the beginning of a 
film’s run, word of mouth is the most important determinant of how well a film 
does in the long run.

Studies also show that the more dramatic a movie is, the more popcorn is 
sold. Yes, the entertainment business even keeps tabs on how much crunch-
ing you do at the movies. How do they collect all this information, and how 
does it impact the types of movies that are made? This, too, is part of statis-
tics: designing and carrying out studies to help pinpoint an audience and find 
out what they like, and then using the information to help guide the making 
of the product. So the next time someone with a clipboard asks if you have a 
minute, you may want to stand up and be counted.

Highlighting horoscopes
Those horoscopes: You read them, but do you believe them? Should you? Can 
people predict what will happen more often than just by chance? Statisticians 
have a way of finding out, by using something they call a hypothesis test (see 
Chapter 14). So far they haven’t found anyone who can read minds, but people 
still keep trying!
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Using Statistics at Work
Now put down the Sunday newspaper and move on to the daily grind of the 
workplace. If you’re working for an accounting firm, of course numbers are 
part of your daily life. But what about people like nurses, portrait studio pho-
tographers, store managers, newspaper reporters, office staff, or construc-
tion workers? Do numbers play a role in those jobs? You bet. This section 
gives you a few examples of how statistics creep into every workplace.

 You don’t have to go far to see how statistics weaves its way in and out of 
your life and work. The secret is being able to determine what it all means and 
what you can believe, and to be able to make sound decisions based on the 
real story behind numbers so you can handle and become used to the statis-
tics of everyday life.

Delivering babies — and information
Sue works as a nurse during the night shift in the labor and delivery unit at 
a university hospital. She takes care of several patients in a given evening, 
and she does her best to accommodate everyone. Her nursing manager has 
told her that each time she comes on shift she should identify herself to the 
patient, write her name on the whiteboard in the patient’s room, and ask 
whether the patient has any questions. Why? Because a few days after each 
mother leaves with her baby, the hospital gives her a phone call asking about 
the quality of care, what was missed, what it could do to improve its service 
and quality of care, and what the staff could do to ensure that the hospital is 
chosen over other hospitals in town. For example, surveys show that patients 
who know the names of their nurses feel more comfortable, ask more ques-
tions, and have a more positive experience in the hospital than those who 
don’t know the names of their nurses. Sue’s salary raises depend on her abil-
ity to follow through with the needs of new mothers. No doubt the hospital 
has also done a lot of research to determine the factors involved in quality 
of patient care well beyond nurse-patient interactions. (See Chapter 17 for in-
depth info concerning medical studies.)

Posing for pictures
Carol recently started working as a photographer for a department store 
portrait studio; one of her strengths is working with babies. Based on the 
number of photos purchased by customers over the years, this store has 
found that people buy more posed pictures than natural-looking ones. As a 
result, store managers encourage their photographers to take posed shots.
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A mother comes in with her baby and has a special request: “Could you 
please not pose my baby too deliberately? I just like his pictures to look natu-
ral.” If Carol says, “Can’t do that, sorry. My raises are based on my ability to 
pose a child well,” you can bet that the mother is going to fill out that survey 
on quality service after this session — and not just to get $2.00 off her next 
sitting (if she ever comes back). Instead, Carol should show her boss the 
information in Chapter 16 about collecting data on customer satisfaction.

Poking through pizza data
Terry is a store manager at a local pizzeria that sells pizza by the slice. He is 
in charge of determining how many workers to have on staff at a given time, 
how many pizzas to make ahead of time to accommodate the demand, and 
how much cheese to order and grate, all with minimal waste of wages and 
ingredients. Friday night at midnight, the place is dead. Terry has five work-
ers left and has five large pans of pizza he could throw in the oven, making 
about 40 slices of pizza each. Should he send two of his workers home? 
Should he put more pizza in the oven or hold off?

The store owner has been tracking the demand for weeks now, so Terry 
knows that every Friday night things slow down between 10 and 12 p.m., but 
then the bar crowd starts pouring in around midnight and doesn’t let up until 
the doors close at 2:30 a.m. So Terry keeps the workers on, puts in the pizzas 
in 30-minute intervals from midnight on, and is rewarded with a profitable 
night, with satisfied customers and with a happy boss. For more information 
on how to make good estimates using statistics, see Chapter 13.

Statistics in the office
D.J. is an administrative assistant for a computer company. How can statis-
tics creep into her office workplace? Easy. Every office is filled with people 
who want to know answers to questions, and they want someone to “Crunch 
the numbers,” to “Tell me what this means,” to “Find out if anyone has any 
hard data on this,” or to simply say, “Does this number make any sense?” 
They need to know everything from customer satisfaction figures to changes 
in inventory during the year; from the percentage of time employees spend 
on e-mail to the cost of supplies for the last three years. Every workplace is 
filled with statistics, and D.J.’s marketability and value as an employee could 
go up if she’s the one the head honchos turn to for help. Every office needs a 
resident statistician — why not let it be you?
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Chapter 3

Taking Control: So Many Numbers, 
So Little Time

In This Chapter
▶ Examining the extent of statistics abuse

▶ Feeling the impact of statistics gone wrong

The sheer amount of statistics in daily life can leave you feeling over-
whelmed and confused. This chapter gives you a tool to help you deal 

with statistics: skepticism! Not radical skepticism like “I can’t believe any-
thing anymore,” but healthy skepticism like “Hmm, I wonder where that 
number came from?” and “I need to find out more information before I believe 
these results.” To develop healthy skepticism, you need to understand how 
the chain of statistical information works.

Statistics end up on your TV and in your newspaper as a result of a process. 
First, the researchers who study an issue generate results; this group is com-
posed of pollsters, doctors, marketing researchers, government researchers, 
and other scientists. They are considered the original sources of the statisti-
cal information.

After they get their results, these researchers naturally want to tell people 
about it, so they typically either put out a press release or publish a journal 
article. Enter the journalists or reporters, who are considered the media 
sources of the information. Journalists hunt for interesting press releases and 
sort through journals, basically searching for the next headline. When report-
ers complete their stories, statistics are immediately sent out to the public 
through all forms of media. Now the information is ready to be taken in by the 
third group — the consumers of the information (you). You and other consum-
ers of information are faced with the task of listening to and reading the infor-
mation, sorting through it, and making decisions about it.

At any stage in the process of doing research, communicating results, or 
consuming information, errors can take place, either unintentionally or by 
design. The tools and strategies you find in this chapter give you the skills to 
be a good detective.
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Detecting Errors, Exaggerations, 
and Just Plain Lies

Statistics can go wrong for many different reasons. First, a simple, honest 
error can occur. This can happen to anyone, right? Other times, the error is 
something other than a simple, honest mistake. In the heat of the moment, 
because someone feels strongly about a cause and because the numbers 
don’t quite bear out the point that the researcher wants to make, statistics 
get tweaked, or, more commonly, exaggerated, either in their values or how 
they’re represented and discussed.

Another type of error is an error of omission — information that is missing 
that would have made a big difference in terms of getting a handle on the real 
story behind the numbers. That omission makes the issue of correctness dif-
ficult to address, because you’re lacking information to go on.

You may even encounter situations in which the numbers have been com-
pletely fabricated and can’t be repeated by anyone because they never hap-
pened. This section gives you tips to help you spot errors, exaggerations, and 
lies, along with some examples of each type of error that you, as an informa-
tion consumer, may encounter.

Checking the math
The first thing you want to do when you come upon a statistic or the result 
of a statistical study is to ask, “Is this number correct?” Don’t assume it is! 
You’d probably be surprised at the number of simple arithmetic errors that 
occur when statistics are collected, summarized, reported, or interpreted.

 To spot arithmetic errors or omissions in statistics:

 ✓ Check to be sure everything adds up. In other words, do the percents 
in the pie chart add up to 100 (or close enough due to rounding)? Do the 
number of people in each category add up to the total number surveyed?

 ✓ Double-check even the most basic calculations.

 ✓ Always look for a total so you can put the results into proper perspec-
tive. Ignore results based on tiny sample sizes.

 ✓ Examine whether the projections are reasonable. For example, if three 
deaths due to a certain condition are said to happen per minute, that 
adds up to over 1.5 million such deaths in a year. Depending on what 
condition is being reported, this number may be unreasonable.
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Uncovering misleading statistics
By far, the most common abuses of statistics are subtle, yet effective, exag-
gerations of the truth. Even when the math checks out, the underlying sta-
tistics themselves can be misleading if they exaggerate the facts. Misleading 
statistics are harder to pinpoint than simple math errors, but they can have a 
huge impact on society, and, unfortunately, they occur all the time.

Breaking down statistical debates
Crime statistics are a great example of how statistics are used to show two 
sides of a story, only one of which is really correct. Crime is often discussed 
in political debates, with one candidate (usually the incumbent) arguing that 
crime has gone down during her tenure, and the challenger often arguing that 
crime has gone up (giving the challenger something to criticize the incum-
bent for). How can two candidates make such different conclusions based on 
the same data set? Turns out, depending on the way you measure crime, get-
ting either result can be possible.

Table 3-1 shows the population of the United States for 1998 to 2008, along 
with the number of reported crimes and the crime rates (crimes per 100,000 
people), calculated by taking the number of crimes divided by the population 
size and multiplying by 100,000.

Table 3-1 Number of Crimes, Estimated Population Size, 
 and Crime Rates in the U.S.

Year No. of Crimes Population Size Crime Rate per 100,000 People

1998 12,475,634 270,296,000 4,615.5

1999 11,634,378 272,690,813 4,266.5

2000 11,608,072 281,421,906 4,124.8

2001 11,876,669 285,317,559 4,162.6

2002 11,878,954 287,973,924 4,125.0

2003 11,826,538 290,690,788 4,068.4

2004 11,679,474 293,656,842 3,977.3

2005 11,565,499 296,507,061 3,900.6

2006 11,401,511 299,398,484 3,808.1

2007 11,251,828 301,621,157 3,730.5

2008 11,149,927 304,059,784 3,667.0
Source: U.S. Crime Victimization Survey
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Now compare the number of crimes and the crime rates for 2001 and 2002 in 
Table 3-1. In column 2, you see that the number of crimes increased by 2,285 
from 2001 to 2002 (11,878,954 – 11,876,669). This represents an increase 
of 0.019% (dividing the difference, 2,285, by the number of crimes in 2001, 
11,876,669). Note the population size (column 3) also increased from 2001 
to 2002, by 2,656,365 people (287,973,924 – 285,317,559), or 0.931% (dividing 
this difference by the population size in 2001). However, in column 4, you see 
the crime rate decreased from 2001 to 2002 from 4,162.6 (per 100,000 people) 
in 2001 to 4,125.0 (per 100,000) in 2002. How did the crime rate decrease? 
Although the number of crimes and the number of people both went up, the 
number of crimes increased at a slower rate than the increase in population 
size did (0.019% compare to 0.931%).

So how should the crime trend be reported? Did crime actually go up or 
down from 2001 to 2002? Based on the crime rate — which is a more accurate 
gauge — you can conclude that crime decreased during that year. But be 
watchful of the politician who wants to show that the incumbent didn’t do his 
job; he will be tempted to look at the number of crimes and claim that crime 
went up, creating an artificial controversy and resulting in confusion (not to 
mention skepticism) on behalf of the voters. (Aren’t election years fun?)

 To create an even playing field when measuring how often an event occurs, 
you convert each number to a percent by dividing by the total to get what 
statisticians call a rate. Rates are usually better than count data because rates 
allow you to make fair comparisons when the totals are different.

Untwisting tornado statistics
Which state has the most tornados? It depends on how you look at it. If you 
just count the number of tornados in a given year (which is how I’ve seen the 
media report it most often), the top state is Texas. But think about it. Texas 
is the second biggest state (after Alaska). Yes, Texas is in that part of the U.S. 
called “Tornado Alley,” and yes, it gets a lot of tornados, but it also has 
a huge surface area for those tornados to land and run.

A more fair comparison, and how meteorologists look at it, is to look at the 
number of tornados per 10,000 square miles. Using this statistic (depending 
on your source), Florida comes out on top, followed by Oklahoma, Indiana, 
Iowa, Kansas, Delaware, Louisiana, Mississippi, and Nebraska, and finally 
Texas weighs in at number 10. (Although I’m sure this is one statistic they 
are happy to rank low on; as opposed to their AP rankings in NCAA football.)

Other tornado statistics measured and reported include the state with 
the highest percentage of killer tornadoes as a percentage of all tornados 
(Tennessee); and the total length of tornado paths per 10,000 square miles 
(Mississippi). Note each of these statistics is reported appropriately as a rate 
(amount per unit).
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 Before believing statistics indicating “the highest XXX” or “the lowest XXX,” 
take a look at how the variable is measured to see whether it’s fair and whether 
there are other statistics that should be examined too to get the whole picture. 
Also make sure the units are appropriate for making fair comparisons.

Zeroing in on what the scale tells you
Charts and graphs are useful for making a quick and clear point about your 
data. Unfortunately, many times the charts and graphs accompanying everyday 
statistics aren’t done correctly and/or fairly. One of the most important ele-
ments to watch for is the way that the chart or graph is scaled. The scale of a 
graph is the quantity used to represent each tick mark on the axis of the graph. 
Do the tick marks increase by 1s, 10s, 20s, 100s, 1,000s, or what? The scale can 
make a big difference in terms of the way the graph or chart looks.

For example, the Kansas Lottery routinely shows its recent results from the Pick 
3 Lottery. One of the statistics reported is the number of times each number (0 
through 9) is drawn among the three winning numbers. Table 3-2 shows a chart 
of the number of times each number was drawn during 1,613 total Pick 3 games 
(4,839 single numbers drawn). It also reports the percentage of times that each 
number was drawn. Depending on how you choose to look at these results, you 
can again make the statistics appear to tell very different stories.

Table 3-2 Numbers Drawn in the Pick 3 Lottery

Number 
Drawn

No. of Times Drawn 
out of 4,839

Percentage of Times Drawn 
(No. of Times Drawn ÷ 4,839)

0 485 10.0%

1 468 9.7%

2 513 10.6%

3 491 10.1%

4 484 10.0%

5 480 9.9%

6 487 10.1%

7 482 10.0%

8 475 9.8%

9 474 9.8%

The way lotteries typically display results like those in Table 3-2 is shown in 
Figure 3-1a. Notice that in this chart, it seems that the number 1 doesn’t get 
drawn nearly as often (only 468 times) as number 2 does (513 times). The 
difference in the height of these two bars appears to be very large, exaggerating 
the difference in the number of times these two numbers were drawn. However, 
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to put this in perspective, the actual difference here is 513 – 468 = 45 out of a 
total of 4,839 numbers drawn. In terms of percentages, the difference between 
the number of times the number 1 and the number 2 are drawn is 45 ÷ 4,839 = 
0.009, or only nine-tenths of one percent.
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What makes this chart exaggerate the differences? Two issues come to mind. 
First, notice that the vertical axis, which shows the number of times (or fre-
quency) that each number is drawn, goes up by 5s. So a difference of 5 out of a 
total of 4,839 numbers drawn appears significant. Stretching the scale so that 
differences appear larger than they really are is a common trick used to exag-
gerate results. Second, the chart starts counting at 465, not at 0. Only the top 
part of each bar is shown, which also exaggerates the results. In comparison, 
Figure 3-1b graphs the percentage of times each number was drawn. Normally 
the shape of a graph wouldn’t change when going from counts to percentages; 
however, this chart uses a more realistic scale than the one in Figure 3-1a 
(going by 2% increments) and starts at 0, both of which make the differences 
appear as they really are — not much different at all. Boring, huh?

Maybe the lottery folks thought so too. In fact, maybe they use Figure 3-1a 
rather than Figure 3-1b because they want you to think that some “magic” is 
involved in the numbers, and you can’t blame them; that’s their business.

 Looking at the scale of a graph or chart can really help you keep the reported 
results in proper perspective. Stretching the scale out or starting the y-axis at 
the highest possible number makes differences appear larger; squeezing down 
the scale or starting the y-axis at a much lower value than needed makes dif-
ferences appear smaller than they really are.

Checking your sources
When examining the results of any study, check the source of the information. 
The best results are often published in reputable journals that are well known 
by the experts in the field. For example, in the world of medical science, the 
Journal of the American Medical Association (JAMA), the New England Journal 
of Medicine, The Lancet, and the British Medical Journal are all reputable jour-
nals doctors use to publish results and read about new findings.

 Consider the source and who financially supported the research. Many com-
panies finance research and use it for advertising their products. Although 
that in itself isn’t necessarily a bad thing, in some cases a conflict of interest 
on the part of researchers can lead to biased results. And if the results are 
very important to you, ask whether more than one study was conducted, and 
if so, ask to examine all the studies that were conducted, not just those whose 
results were published in journals or appeared in advertisements.

Counting on sample size
Sample size isn’t everything, but it does count for a great deal in surveys and 
studies. If the study is designed and conducted correctly, and if the participants 
are selected randomly (that is, with no bias; see Chapter 16 for more on random 
samples), sample size is an important factor in determining the accuracy and 
repeatability of the results. (See Chapters 16 and 17 for more information on 
designing and carrying out studies.)
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Many surveys are based on large numbers of participants, but that isn’t 
always true for other types of research, such as carefully controlled experi-
ments. Because of the high cost of some types of research in terms of time 
and money, some studies are based on a small number of participants or 
products. Researchers have to find the appropriate balance when determin-
ing sample size.

 The most unreliable results are those based on anecdotes, stories that talk 
about a single incident in an attempt to sway opinion. Have you ever told some-
one not to buy a product because you had a bad experience with it? Remember 
that an anecdote (or story) is really a nonrandom sample whose size is only one.

Considering cause and effect
Headlines often simplify or skew the “real” information, especially when the 
stories involve statistics and the studies that generated the statistics.

A study conducted a few years back evaluated videotaped sessions of 1,265 
patient appointments with 59 primary-care physicians and 6 surgeons in 
Colorado and Oregon. This study found that physicians who had not been 
sued for malpractice spent an average of 18 minutes with each patient, 
compared to 16 minutes for physicians who had been sued for malpractice. 
The study was reported by the media with the headline, “Bedside manner 
fends off malpractice suits.” However, this study seemed to say that if you 
are a doctor who gets sued, all you have to do is spend more time with your 
patients, and you’re off the hook. (Now when did bedside manner get charac-
terized as time spent?)

Beyond that, are we supposed to believe that a doctor who has been sued 
needs only add a couple more minutes of time with each patient to avoid 
being sued in the future? Maybe what the doctor does during that time 
counts much more than how much time the doctor actually spends with 
each patient. You tackle the issues of cause-and-effect relationships between 
variables in Chapter 18.

Finding what you wanted to find
You may wonder how two political candidates can discuss the same topic 
and get two opposing conclusions, both based on “scientific surveys.” Even 
small differences in a survey can create big differences in results. (See 
Chapter 16 for the full scoop on surveys.)

One common source of skewed survey results comes from question wording. 
Here are three different questions that are trying to get at the same issue — 
public opinion regarding the line-item veto option available to the president:
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 ✓ Should the line-item veto be available to the president to eliminate waste 
(yes/no/no opinon)?

 ✓ Does the line-item veto give the president too much individual power 
(yes/no/no opinion)?

 ✓ What is your opinion on the presidential line-item veto? Choose 1–5, 
with 1 = strongly opposed and 5 = strongly support.

The first two questions are misleading and will lead to biased results in oppo-
site directions. The third version will draw results that are more accurate in 
terms of what people really think. However, not all surveys are written with the 
purpose of finding the truth; many are written to support a certain viewpoint.

 Research shows that even small changes in wording affect survey outcomes, 
leading to results that conflict when different surveys are compared. If you 
can tell from the wording of the question how they want you to respond to it, 
you know you’re looking at a leading question; and leading questions lead to 
biased results.(See Chapter 16 for more on spotting problems with surveys.)

Looking for lies in all the right places
Every once in a while, you hear about someone who faked his data, or “fudged 
the numbers.” Probably the most commonly committed lie involving statistics 
and data is when people throw out data that don’t fit their hypothesis, don’t 
fit the pattern, or appear to be outliers. In cases when someone has clearly 
made an error (for example, someone’s age is recorded as 200), removing that 
erroneous data point or trying to correct the error makes sense. Eliminating 
data for any other reason is ethically wrong; yet it happens.

Regarding missing data from experiments, a commonly used phrase is 
“Among those who completed the study. . . .” What about those who didn’t 
complete the study, especially a medical one? Did they get tired of the side 
effects of the experimental drug and quit? If so, the loss of this person will 
create results that are biased toward positive outcomes.

 Before believing the results of a study, check out how many people were 
chosen to participate, how many finished the study, and what happened to all 
the participants, not just the ones who experienced a positive result.

Surveys are not immune to problems from missing data, either. For example, 
it’s known by statisticians that the opinions of people who respond to a 
survey can be very different from the opinions of those who don’t. In general, 
the lower the percentage of people who respond to a survey (the response 
rate), the less credible the results will be. For more about surveys and 
missing data, see Chapter 16.
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Feeling the Impact of 
Misleading Statistics

You make decisions every day based on statistics and statistical studies that 
you’ve heard about or seen, many times without even realizing it. Misleading 
statistics affect your life in small or large ways, depending on the type of 
 statistics that cross your path and what you choose to do with the information 
you’re given. Here are some little everyday scenarios where statistics slip in:

 ✓ “Gee, I hope Rex doesn’t chew up my rugs again while I’m at work. I heard 
somewhere that dogs on Prozac deal better with separation anxiety. How 
did they figure that out? And what would I tell my friends?”

 ✓ “I thought everyone was supposed to drink eight glasses of water a day, 
but now I hear that too much water could be bad for me; what should 
I believe?”

 ✓ “A study says people spend two hours a day at work checking and sending 
personal e-mails. How is that possible? No wonder my boss is paranoid.”

You may run into other situations involving statistics that can have a larger 
impact on your life, and you need to be able to sort it all out. Here are some 
examples:

 ✓ A group lobbying for a new skateboard park tells you 80% of the people 
surveyed agree that taxes should be raised to pay for it, so you should 
too. Will you feel the pressure to say yes?

 ✓ The radio news at the top of the hour says cellphones cause brain 
tumors. Your spouse uses his cellphone all the time. Should you panic 
and throw away all cellphones in your house?

 ✓ You see an advertisement that tells you a certain drug will cure your 
particular ill. Do you run to your doctor and demand a prescription?

 Although not all statistics are misleading and not everyone is out to get you, 
you do need to be vigilant. By sorting out the good information from the suspi-
cious and bad information, you can steer clear of statistics that go wrong. The 
tools and strategies in this chapter are designed to help you to stop and say, 
“Wait a minute!” so you can analyze and critically think about the issues and 
make good decisions.
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Chapter 4

Tools of the Trade
In This Chapter
▶ Seeing statistics as a process, not just as numbers

▶ Getting familiar with some basic statistical jargon

In today’s world, the buzzword is data, as in, “Do you have any data to sup-
port your claim?” “What data do you have on this?” “The data supported 

the original hypothesis that . . . ,” “Statistical data show that . . . ,” and “The 
data bear this out . . . .” But the field of statistics is not just about data.

 Statistics is the entire process involved in gathering evidence to answer ques-
tions about the world, in cases where that evidence happens to be data.

In this chapter, you see firsthand how statistics works as a process and 
where the numbers play their part. You’re also introduced to the most com-
monly used forms of statistical jargon, and you find out how these definitions 
and concepts all fit together as part of that process. So the next time you 
hear someone say, “This survey had a margin of error of plus or minus 
3 percentage points,” you’ll have a basic idea of what that means.

Statistics: More than Just Numbers
Statisticians don’t just “do statistics.” Although the rest of the world views 
them as number crunchers, they think of themselves as the keepers of the 
scientific method. Of course, statisticians work with experts in other fields to 
satisfy their need for data, because man cannot live by statistics alone, but 
crunching someone’s data is only a small part of a statistician’s job. (In fact, 
if that’s all we did all day, we’d quit our day jobs and moonlight as casino 
consultants.) In reality, statistics is involved in every aspect of the scientific 
method — formulating good questions, setting up studies, collecting good 
data, analyzing the data properly, and making appropriate conclusions. But 
aside from analyzing the data properly, what do any of these aspects have to 
do with statistics? In this chapter you find out.
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All research starts with a question, such as:

 ✓ Is it possible to drink too much water?

 ✓ What’s the cost of living in San Francisco?

 ✓ Who will win the next presidential election?

 ✓ Do herbs really help maintain good health?

 ✓ Will my favorite TV show get renewed for next year?

None of these questions asks anything directly about numbers. Yet each 
question requires the use of data and statistical processes to come up with 
the answer.

Suppose a researcher wants to determine who will win the next U.S. presiden-
tial election. To answer with confidence, the researcher has to follow several 
steps:

 1. Determine the population to be studied.

  In this case, the researcher intends to study registered voters who plan 
to vote in the next election.

 2. Collect the data.

  This step is a challenge, because you can’t go out and ask every person 
in the United States whether they plan to vote, and if so, for whom they 
plan to vote. Beyond that, suppose someone says, “Yes, I plan to vote.” 
Will that person really vote come Election Day? And will that same 
person tell you whom he actually plans to vote for? And what if that 
person changes his mind later on and votes for a different candidate?

 3. Organize, summarize, and analyze the data.

  After the researcher has gone out and collected the data she needs, 
getting it organized, summarized, and analyzed helps the researcher 
answer her question. This step is what most people recognize as the 
business of statistics.

 4. Take all the data summaries, charts, graphs, and analyses and draw con-
clusions from them to try to answer the researcher’s original question.

  Of course, the researcher will not be able to have 100% confidence that 
her answer is correct, because not every person in the United States was 
asked. But she can get an answer that she is nearly 100% sure is correct. 
In fact, with a sample of about 2,500 people who are selected in a fair 
and unbiased way (that is, every possible sample of size 2,500 had an 
equal chance of being selected), the researcher can get accurate results 
within plus or minus 2.5% (if all the steps in the research process are 
done correctly).
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 In making conclusions, the researcher has to be aware that every study has 
limits and that — because the chance for error always exists — the results 
could be wrong. A numerical value can be reported that tells others how confi-
dent the researcher is about the results and how accurate these results are 
expected to be. (See Chapter 12 for more information on margin of error.)

 After the research is done and the question has been answered, the results 
typically lead to even more questions and even more research. For example, 
if men appear to favor one candidate but women favor the opponent, the next 
questions may be: “Who goes to the polls more often on Election Day — men 
or women — and what factors determine whether they will vote?”

The field of statistics is really the business of using the scientific method to 
answer research questions about the world. Statistical methods are involved in 
every step of a good study, from designing the research to collecting the data, 
organizing and summarizing the information, doing an analysis, drawing con-
clusions, discussing limitations, and, finally, designing the next study in order 
to answer new questions that arise. Statistics is more than just numbers — it’s 
a process.

Grabbing Some Basic Statistical Jargon
Every trade has a basic set of tools, and statistics is no different. If you think 
about the statistical process as a series of stages that you go through to get 
from question to answer, you may guess that at each stage you’ll find a group 
of tools and a set of terms (or jargon) to go along with it. Now if the hair is 
beginning to stand up on the back of your neck, don’t worry. No one is asking 
you to become a statistics expert and plunge into the heavy-duty stuff, or to 
turn into a statistics nerd who uses this jargon all the time. Hey, you don’t 
even have to carry a calculator and pocket protector in your shirt pocket 
(because statisticians really don’t do that; it’s just an urban myth).

But as the world becomes more numbers-conscious, statistical terms are 
thrown around more in the media and in the workplace, so knowing what the 
language really means can give you a leg up. Also, if you’re reading this book 
because you want to find out more about how to calculate some statistics, 
understanding basic jargon is your first step. So, in this section, you get a 
taste of statistical jargon; I send you to the appropriate chapters elsewhere 
in the book to get details.

Data
Data are the actual pieces of information that you collect through your study. 
For example, I asked five of my friends how many pets they own, and the 
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data they gave me are the following: 0, 2, 1, 4, 18. (The fifth friend counted 
each of her aquarium fish as a separate pet.) Not all data are numbers; I also 
recorded the gender of each of my friends, giving me the following data: 
male, male, female, male, female.

Most data fall into one of two groups: numerical or categorical. (I present the 
main ideas about these variables here; see Chapter 5 for more details.)

 ✓ Numerical data: These data have meaning as a measurement, such as a 
person’s height, weight, IQ, or blood pressure; or they’re a count, such 
as the number of stock shares a person owns, how many teeth a dog 
has, or how many pages you can read of your favorite book before you 
fall asleep. (Statisticians also call numerical data quantitative data.)

  Numerical data can be further broken into two types: discrete and 
 continuous.

 • Discrete data represent items that can be counted; they take on 
possible values that can be listed out. The list of possible values 
may be fixed (also called finite); or it may go from 0, 1, 2, on to 
infinity (making it countably infinite). For example, the number of 
heads in 100 coin flips takes on values from 0 through 100 (finite 
case), but the number of flips needed to get 100 heads takes on 
values from 100 (the fastest scenario) on up to infinity. Its possible 
values are listed as 100, 101, 102, 103, . . . (representing the count-
ably infinite case).

 • Continuous data represent measurements; their possible values 
cannot be counted and can only be described using intervals on 
the real number line. For example, the exact amount of gas pur-
chased at the pump for cars with 20-gallon tanks represents nearly-
continuous data from 0.00 gallons to 20.00 gallons, represented by 
the interval [0, 20], inclusive. (Okay, you can count all these values, 
but why would you want to? In cases like these, statisticians bend 
the definition of continuous a wee bit.) The lifetime of a C battery 
can be anywhere from 0 to infinity, technically, with all possible 
values in between. Granted, you don’t expect a battery to last more 
than a few hundred hours, but no one can put a cap on how long it 
can go (remember the Energizer Bunny?).

 ✓ Categorical data: Categorical data represent characteristics such as a 
person’s gender, marital status, hometown, or the types of movies they 
like. Categorical data can take on numerical values (such as “1” indicating 
male and “2” indicating female), but those numbers don’t have meaning. 
You couldn’t add them together, for example. (Other names for categori-
cal data are qualitative data, or Yes/No data.)
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 Ordinal data mixes numerical and categorical data. The data fall into catego-
ries, but the numbers placed on the categories have meaning. For example, 
rating a restaurant on a scale from 0 to 4 stars gives ordinal data. Ordinal data 
are often treated as categorical, where the groups are ordered when graphs 
and charts are made. I don’t address them separately in this book.

Data set
A data set is the collection of all the data taken from your sample. For exam-
ple, if you measured the weights of five packages, and those weights were 
12, 15, 22, 68, and 3 pounds, those five numbers (12, 15, 22, 68, 3) constitute 
your data set. If you only record the general size of the package (for example, 
small, medium, or large), your data set may look like this: medium, medium, 
medium, large, small.

Variable
A variable is any characteristic or numerical value that varies from individual 
to individual. A variable can represent a count (for example, the number of 
pets you own); or a measurement (the time it takes you to wake up in the 
morning). Or the variable can be categorical, where each individual is placed 
into a group (or category) based on certain criteria (for example, political 
affiliation, race, or marital status). Actual pieces of information recorded on 
individuals regarding a variable are the data.

Population
For virtually any question you may want to investigate about the world, you 
have to center your attention on a particular group of individuals (for example, 
a group of people, cities, animals, rock specimens, exam scores, and so on). 
For example:

 ✓ What do Americans think about the president’s foreign policy?

 ✓ What percentage of planted crops in Wisconsin did deer destroy last year?

 ✓ What’s the prognosis for breast cancer patients taking a new experimen-
tal drug?

 ✓ What percentage of all cereal boxes get filled according to specification?
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In each of these examples, a question is posed. And in each case, you can 
identify a specific group of individuals being studied: the American people, 
all planted crops in Wisconsin, all breast cancer patients, and all cereal boxes 
that are being filled, respectively. The group of individuals you want to study 
in order to answer your research question is called a population. Populations, 
however, can be hard to define. In a good study, researchers define the popu-
lation very clearly, whereas in a bad study, the population is poorly defined.

The question of whether babies sleep better with music is a good example of 
how difficult defining the population can be. Exactly how would you define 
a baby? Under three months old? Under a year? And do you want to study 
babies only in the United States, or all babies worldwide? The results may be 
different for older and younger babies, for American versus European versus 
African babies, and so on.

 Many times researchers want to study and make conclusions about a broad 
population, but in the end — to save time, money, or just because they don’t 
know any better — they study only a narrowly defined population. That short-
cut can lead to big trouble when conclusions are drawn. For example, suppose 
a college professor wants to study how TV ads persuade consumers to buy 
products. Her study is based on a group of her own students who partici-
pated to get five points extra credit. This test group may be convenient, but 
her results can’t be generalized to any population beyond her own students, 
because no other population was represented in her study.

Sample, random, or otherwise
When you sample some soup, what do you do? You stir the pot, reach in with 
a spoon, take out a little bit of the soup, and taste it. Then you draw a conclu-
sion about the whole pot of soup, without actually having tasted all of it. If 
your sample is taken in a fair way (for example, you didn’t just grab all the 
good stuff) you will get a good idea how the soup tastes without having to eat 
it all. Taking a sample works the same way in statistics. Researchers want to 
find out something about a population, but they don’t have time or money 
to study every single individual in the population. So they select a subset of 
individuals from the population, study those individuals, and use that infor-
mation to draw conclusions about the whole population. This subset of the 
population is called a sample.

Although the idea of a selecting a sample seems straightforward, it’s anything 
but. The way a sample is selected from the population can mean the difference 
between results that are correct and fair and results that are garbage. Example: 
Suppose you want a sample of teenagers’ opinions on whether they’re spend-
ing too much time on the Internet. If you send out a survey using text messag-
ing, your results won’t represent the opinions of all teenagers, which is your 
intended population. They will represent only those teenagers who have access 
to text messages. Does this sort of statistical mismatch happen often? You bet.
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 Some of the biggest culprits of statistical misrepresentation caused by bad 
sampling are surveys done on the Internet. You can find thousands of surveys 
on the Internet that are done by having people log on to a particular Web site 
and give their opinions. But even if 50,000 people in the U.S. complete a survey 
on the Internet, it doesn’t represent the population of all Americans. It repre-
sents only those folks who have Internet access, who logged on to that particu-
lar Web site, and who were interested enough to participate in the survey 
(which typically means that they have strong opinions about the topic in ques-
tion). The result of all these problems is bias — systematic favoritism of certain 
individuals or certain outcomes of the study.

 How do you select a sample in a way that avoids bias? The key word is 
random. A random sample is a sample selected by equal opportunity; that 
is, every possible sample the same size as yours had an equal chance to be 
selected from the population. What random really means is that no group in 
the population is favored in or excluded from the selection process.

Non-random (in other words bad) samples are samples that were selected in 
such a way that some type of favoritism and/or automatic exclusion of a part 
of the population was involved. A classic example of a non-random sample 
comes from polls for which the media asks you to phone in your opinion on 
a certain issue (“call-in” polls). People who choose to participate in call-in 
polls do not represent the population at large because they had to be watch-
ing that program, and they had to feel strongly enough to call in. They tech-
nically don’t represent a sample at all, in the statistical sense of the word, 
because no one selected them beforehand — they selected themselves to 
participate, creating a volunteer or self-selected sample. The results will be 
skewed toward people with strong opinions.

To take an authentic random sample, you need a randomizing mechanism 
to select the individuals. For example, the Gallup Organization starts with a 
computerized list of all telephone exchanges in America, along with estimates 
of the number of residential households that have those exchanges. The com-
puter uses a procedure called random digit dialing (RDD) to randomly create 
phone numbers from those exchanges, and then selects samples of telephone 
numbers from those. So what really happens is that the computer creates a 
list of all possible household phone numbers in America and then selects a 
subset of numbers from that list for Gallup to call.

Another example of random sampling involves the use of random number 
generators. In this process, the items in the sample are chosen using a 
computer-generated list of random numbers, where each sample of items 
has the same chance of being selected. Researchers may use this type of ran-
domization to assign patients to a treatment group versus a control group in 
an experiment. This process is equivalent to drawing names out of a hat or 
drawing numbers in a lottery.
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 No matter how large a sample is, if it’s based on non-random methods, the 
results will not represent the population that the researcher wants to draw 
conclusions about. Don’t be taken in by large samples — first check to see how 
they were selected. Look for the term random sample. If you see that term, dig 
further into the fine print to see how the sample was actually selected and use 
the preceding definition to verify that the sample was, in fact, selected ran-
domly. A small random sample is better than a large non-random one.

Statistic
A statistic is a number that summarizes the data collected from a sample. 
People use many different statistics to summarize data. For example, data 
can be summarized as a percentage (60% of U.S. households sampled own 
more than two cars), an average (the average price of a home in this sample 
is . . .), a median (the median salary for the 1,000 computer scientists in this 
sample was . . .), or a percentile (your baby’s weight is at the 90th percentile 
this month, based on data collected from over 10,000 babies).

The type of statistic calculated depends on the type of data. For example, 
percentages are used to summarize categorical data, and means are used to 
summarize numerical data. The price of a home is a numerical variable, so 
you can calculate its mean or standard deviation. However, the color of a 
home is a categorical variable; finding the standard deviation or median of 
color makes no sense. In this case, the important statistics are the percent-
ages of homes of each color.

 Not all statistics are correct or fair, of course. Just because someone gives you 
a statistic, nothing guarantees that the statistic is scientific or legitimate. You 
may have heard the saying, “Figures don’t lie, but liars figure.”

Parameter
Statistics are based on sample data, not on population data. If you col-
lect data from the entire population, that process is called a census. If you 
then summarize the entire census information from one variable into a 
single number, that number is a parameter, not a statistic. Most of the time, 
researchers are trying to estimate the parameters using statistics. The U.S. 
Census Bureau wants to report the total number of people in the U.S., so it 
conducts a census. However, due to logistical problems in doing such an 
arduous task (such as being able to contact homeless folks), the census num-
bers can only be called estimates in the end, and they’re adjusted upward to 
account for people the census missed.
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Bias
Bias is a word you hear all the time, and you probably know that it means 
something bad. But what really constitutes bias? Bias is systematic favoritism 
that is present in the data collection process, resulting in lopsided, mislead-
ing results. Bias can occur in any of a number of ways:

 ✓ In the way the sample is selected: For example, if you want to estimate 
how much holiday shopping people in the United States plan to do this 
year, and you take your clipboard and head out to a shopping mall on the 
day after Thanksgiving to ask customers about their shopping plans, you 
have bias in your sampling process. Your sample tends to favor those 
die-hard shoppers at that particular mall who were braving the massive 
crowds on that day known to retailers and shoppers as “Black Friday.”

 ✓ In the way data are collected: Poll questions are a major source of bias. 
Because researchers are often looking for a particular result, the ques-
tions they ask can often reflect and lead to that expected result. For 
example, the issue of a tax levy to help support local schools is some-
thing every voter faces at one time or another. A poll question asking, 
“Don’t you think it would be a great investment in our future to support 
the local schools?” has a bit of bias. On the other hand, so does “Aren’t 
you tired of paying money out of your pocket to educate other people’s 
children?” Question wording can have a huge impact on results.

Other issues that result in bias with polls are timing, length, level of ques-
tion difficulty, and the manner in which the individuals in the sample were 
contacted (phone, mail, house-to-house, and so on). See Chapter 16 for more 
information on designing and evaluating polls and surveys.

 When examining polling results that are important to you or that you’re partic-
ularly interested in, find out what questions were asked and exactly how the 
questions were worded before drawing your conclusions about the results.

Mean (Average)
The mean, also referred to by statisticians as the average, is the most 
common statistic used to measure the center, or middle, of a numerical data 
set. The mean is the sum of all the numbers divided by the total number of 
numbers. The mean of the entire population is called the population mean, 
and the mean of a sample is called the sample mean. (See Chapter 5 for more 
on the mean.)
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 The mean may not be a fair representation of the data, because the average is 
easily influenced by outliers (very small or large values in the data set that are 
not typical).

Median
The median is another way to measure the center of a numerical data set. 
A statistical median is much like the median of an interstate highway. On 
many highways, the median is the middle, and an equal number of lanes lay 
on either side of it. In a numerical data set, the median is the point at which 
there are an equal number of data points whose values lie above and below 
the median value. Thus, the median is truly the middle of the data set. See 
Chapter 5 for more on the median.

 The next time you hear an average reported, look to see whether the median 
is also reported. If not, ask for it! The average and the median are two different 
representations of the middle of a data set and can often give two very differ-
ent stories about the data, especially when the data set contains outliers (very 
large or small numbers that are not typical).

Standard deviation
Have you heard anyone report that a certain result was found to be “two 
standard deviations above the mean”? More and more, people want to report 
how significant their results are, and the number of standard deviations 
above or below average is one way to do it. But exactly what is a standard 
deviation?

The standard deviation is a measurement statisticians use for the amount of 
variability (or spread) among the numbers in a data set. As the term implies, 
a standard deviation is a standard (or typical) amount of deviation (or dis-
tance) from the average (or mean, as statisticians like to call it). So the stan-
dard deviation, in very rough terms, is the average distance from the mean.

The formula for standard deviation (denoted by s) is as follows, where n 
equals the number of values in the data set, each x represents a number in 
the data set, and  is the average of all the data:

For detailed instructions on calculating the standard deviation, see Chapter 5.
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 The standard deviation is also used to describe where most of the data should 
fall, in a relative sense, compared to the average. For example, if your data 
have the form of a bell-shaped curve (also known as a normal distribution), 
about 95% of the data lie within two standard deviations of the mean. (This 
result is called the empirical rule, or the 68–95–99.7% rule. See Chapter 5 for 
more on this.)

 The standard deviation is an important statistic, but it is often absent when 
statistical results are reported. Without it, you’re getting only part of the story 
about the data. Statisticians like to tell the story about the man who had one 
foot in a bucket of ice water and the other foot in a bucket of boiling water. 
He said on average he felt just great! But think about the variability in the two 
temperatures for each of his feet. Closer to home, the average house price, for 
example, tells you nothing about the range of house prices you may encounter 
when house-hunting. The average salary may not fully represent what’s really 
going on in your company, if the salaries are extremely spread out.

 Don’t be satisfied with finding out only the average — be sure to ask for the 
standard deviation as well. Without a standard deviation, you have no way of 
knowing how spread out the values may be. (If you’re talking starting salaries, 
for example, this could be very important!)

Percentile
You’ve probably heard references to percentiles before. If you’ve taken any 
kind of standardized test, you know that when your score was reported, it 
was presented to you with a measure of where you stood compared to the 
other people who took the test. This comparison measure was most likely 
reported to you in terms of a percentile. The percentile reported for a given 
score is the percentage of values in the data set that fall below that certain 
score. For example, if your score was reported to be at the 90th percentile, 
that means that 90% of the other people who took the test with you scored 
lower than you did (and 10% scored higher than you did). The median is right 
in the middle of a data set, so it represents the 50th percentile. For more spe-
cifics on percentiles, see Chapter 5.

 Percentiles are used in a variety of ways for comparison purposes and to 
determine relative standing (that is, how an individual data value compares to 
the rest of the group). Babies’ weights are often reported in terms of percen-
tiles, for example. Percentiles are also used by companies to see where they 
stand compared to other companies in terms of sales, profits, customer satis-
faction, and so on.
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Standard score
The standard score is a slick way to put results in perspective without having 
to provide a lot of details — something that the media loves. The standard 
score represents the number of standard deviations above or below the mean 
(without caring what that standard deviation or mean actually are).

For example, suppose Bob took his statewide 10th-grade test recently and 
scored 400. What does that mean? Not much, because you can’t put 400 into 
perspective. But knowing that Bob’s standard score on the test is +2 tells you 
everything. It tells you that Bob’s score is two standard deviations above 
the mean. (Bravo, Bob!) Now suppose Emily’s standard score is –2. In this 
case, this is not good (for Emily), because it means her score is two standard 
deviations below the mean.

The process of taking a number and converting it to a standard score is 
called standardizing. For the details on calculating and interpreting standard 
scores when you have a normal (bell-shaped) distribution, see Chapter 9.

Distribution and normal distribution
The distribution of a data set (or a population) is a listing or function showing 
all the possible values (or intervals) of the data and how often they occur. 
When a distribution of categorical data is organized, you see the number or 
percentage of individuals in each group. When a distribution of numerical 
data is organized, they’re often ordered from smallest to largest, broken into 
reasonably sized groups (if appropriate), and then put into graphs and charts 
to examine the shape, center, and amount of variability in the data.

The world of statistics includes dozens of different distributions for categori-
cal and numerical data; the most common ones have their own names. One 
of the most well-known distributions is called the normal distribution, also 
known as the bell-shaped curve. The normal distribution is based on numeri-
cal data that is continuous; its possible values lie on the entire real number 
line. Its overall shape, when the data are organized in graph form, is a sym-
metric bell-shape. In other words, most (around 68%) of the data are cen-
tered around the mean (giving you the middle part of the bell), and as you 
move farther out on either side of the mean, you find fewer and fewer values 
(representing the downward sloping sides on either side of the bell).

The mean (and hence the median) is directly in the center of the normal dis-
tribution due to symmetry, and the standard deviation is measured by the 
distance from the mean to the inflection point (where the curvature of the 
bell changes from concave up to concave down). Figure 4-1 shows a graph 
of a normal distribution with mean 0 and standard deviation 1 (this distribu-
tion has a special name, the standard normal distribution or Z-distribution).The 
shape of the curve resembles the outline of a bell.
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Figure 4-1: 
A standard 
normal (Z-) 

distribu-
tion has a 
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curve with 
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Because every distinct population of data has a different mean and standard 
deviation, an infinite number of different normal distributions exist, each 
with its own mean and its own standard deviation to characterize it. See 
Chapter 9 for plenty more on the normal and standard normal distributions.

Central Limit Theorem
 The normal distribution is also used to help measure the accuracy of many 

statistics, including the mean, using an important result in statistics called the 
Central Limit Theorem. This theorem gives you the ability to measure how much 
your sample mean will vary, without having to take any other sample means to 
compare it with (thankfully!). By taking this variability into account, you can now 
use your data to answer questions about the population, such as “What’s the 
mean household income for the whole U.S.?”; or “This report said 75% of all gift 
cards go unused; is that really true?” (These two particular analyses made pos-
sible by the Central Limit Theorem are called confidence intervals and hypothesis 
tests, respectively, and are described in Chapters 13 and 14, respectively.)

The Central Limit Theorem (CLT for short) basically says that for non-normal 
data, your sample mean has an approximate normal distribution, no matter what 
the distribution of the original data looks like (as long as your sample size was 
large enough). And it doesn’t just apply to the sample mean; the CLT is also 
true for other sample statistics, such as the sample proportion (see Chapters 13 
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and 14). Because statisticians know so much about the normal distribution 
(see the preceding section), these analyses are much easier. See Chapter 11 
for more on the Central Limit Theorem, known by statisticians as the “Crown 
jewel in the field of all statistics.” (Should you even bother to tell them to get 
a life?)

z-values
 If a data set has a normal distribution, and you standardize all the data to 

obtain standard scores, those standard scores are called z-values. All z-values 
have what is known as a standard normal distribution (or Z-distribution). The 
standard normal distribution is a special normal distribution with a mean equal 
to 0 and a standard deviation equal to 1.

The standard normal distribution is useful for examining the data and deter-
mining statistics like percentiles, or the percentage of the data falling between 
two values. So if researchers determine that the data have a normal distribu-
tion, they usually first standardize the data (by converting each data point 
into a z-value) and then use the standard normal distribution to explore and 
discuss the data in more detail. See Chapter 9 for more details on z-values.

Experiments
An experiment is a study that imposes a treatment (or control) to the sub-
jects (participants), controls their environment (for example, restricting their 
diets, giving them certain dosage levels of a drug or placebo, or asking them 
to stay awake for a prescribed period of time), and records the responses. 
The purpose of most experiments is to pinpoint a cause-and-effect relation-
ship between two factors (such as alcohol consumption and impaired vision; 
or dosage level of a drug and intensity of side effects). Here are some typical 
questions that experiments try to answer:

 ✓ Does taking zinc help reduce the duration of a cold? Some studies show 
that it does.

 ✓ Does the shape and position of your pillow affect how well you sleep at 
night? The Emory Spine Center in Atlanta says yes.

 ✓ Does shoe heel height affect foot comfort? A study done at UCLA says up 
to one-inch heels are better than flat soles.

In this section, I discuss some additional definitions of words that you may 
hear when someone is talking about experiments. Chapter 17 is entirely dedi-
cated to the subject. For now, just concentrate on basic experiment lingo.
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Treatment group versus control group
Most experiments try to determine whether some type of experimental treat-
ment (or important factor) has a significant effect on an outcome. For example, 
does zinc help to reduce the length of a cold? Subjects who are chosen to par-
ticipate in the experiment are typically divided into two groups: a treatment 
group and a control group. (More than one treatment group is possible.)

 ✓ The treatment group consists of participants who receive the experimen-
tal treatment whose effect is being studied (in this case, zinc tablets).

 ✓ The control group consists of participants who do not receive the experi-
mental treatment being studied. Instead, they get a placebo (a fake treat-
ment; for example, a sugar pill); a standard, nonexperimental treatment 
(such as vitamin C, in the zinc study); or no treatment at all, depending 
on the situation.

In the end, the responses of those in the treatment group are compared with 
the responses from the control group to look for differences that are statisti-
cally significant (unlikely to have occurred just by chance).

Placebo
A placebo is a fake treatment, such as a sugar pill. Placebos are given to the 
control group to account for a psychological phenomenon called the pla-
cebo effect, in which patients receiving a fake treatment still report having a 
response, as if it were the real treatment. For example, after taking a sugar 
pill a patient experiencing the placebo effect might say, “Yes, I feel better 
already,” or “Wow, I am starting to feel a bit dizzy.” By measuring the placebo 
effect in the control group, you can tease out what portion of the reports from 
the treatment group were real and what portion were likely due to the placebo 
effect. (Experimenters assume that the placebo effect affects both the treat-
ment and control groups.)

Blind and double-blind
A blind experiment is one in which the subjects who are participating in the 
study are not aware of whether they’re in the treatment group or the control 
group. In the zinc example, the vitamin C tablets and the zinc tablets would 
be made to look exactly alike and patients would not be told which type of pill 
they were taking. A blind experiment attempts to control for bias on the part 
of the participants.

A double-blind experiment controls for potential bias on the part of both the 
patients and the researchers. Neither the patients nor the researchers collect-
ing the data know which subjects received the treatment and which didn’t. So 
who does know what’s going on as far as who gets what treatment? Typically 
a third party (someone not otherwise involved in the experiment) puts 
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together the pieces independently. A double-blind study is best, because even 
though researchers may claim to be unbiased, they often have a special inter-
est in the results — otherwise they wouldn’t be doing the study!

Surveys (Polls)
A survey (more commonly known as a poll) is a questionnaire; it’s most often 
used to gather people’s opinions along with some relevant demographic infor-
mation. Because so many policymakers, marketers, and others want to “get 
at the pulse of the American public” and find out what the average American 
is thinking and feeling, many people now feel that they cannot escape the 
barrage of requests to take part in surveys and polls. In fact, you’ve probably 
received many requests to participate in surveys, and you may even have 
become numb to them, simply throwing away surveys received in the mail or 
saying “no” when asked to participate in a telephone survey.

If done properly, a good survey can really be informative. People use surveys 
to find out what TV programs Americans (and others) like, how consumers 
feel about Internet shopping, and whether the United States should allow 
someone under 35 to become president. Surveys are used by companies to 
assess the level of satisfaction their customers feel, to find out what products 
their customers want, and to determine who is buying their products. TV 
stations use surveys to get instant reactions to news stories and events, and 
movie producers use them to determine how to end their movies.

However, if I had to choose one word to assess the general state of surveys in 
the media today, I’d say it’s quantity rather than quality. In other words, you’ll 
find no shortage of bad surveys. But in this book you find no shortage of 
good tips and information for analyzing, critiquing, and understanding survey 
results, and for designing your own surveys to do the job right. (To take off 
with surveys, head to Chapter 16.)

Margin of error
You’ve probably heard or seen results like this: “This survey had a margin 
of error of plus or minus 3 percentage points.” What does this mean? Most 
surveys (except a census) are based on information collected from a sample 
of individuals, not the entire population. A certain amount of error is bound 
to occur — not in the sense of calculation error (although there may be some 
of that, too) but in the sense of sampling error, which is the error that occurs 
simply because the researchers aren’t asking everyone. The margin of error is 
supposed to measure the maximum amount by which the sample results are 
expected to differ from those of the actual population. Because the results of 
most survey questions can be reported in terms of percentages, the margin 
of error most often appears as a percentage, as well.

08_9780470911082-ch04.indd   5808_9780470911082-ch04.indd   58 3/25/11   8:17 PM3/25/11   8:17 PM



59 Chapter 4: Tools of the Trade

How do you interpret a margin of error? Suppose you know that 51% of people 
sampled say that they plan to vote for Ms. Calculation in the upcoming election. 
Now, projecting these results to the whole voting population, you would have 
to add and subtract the margin of error and give a range of possible results in 
order to have sufficient confidence that you’re bridging the gap between your 
sample and the population. Supposing a margin of error of plus or minus 3 per-
centage points, you would be pretty confident that between 48% (51% – 3%) and 
54% (51% + 3%) of the population will vote for Ms. Calculation in the election, 
based on the sample results. In this case, Ms. Calculation may get slightly more 
or slightly less than the majority of votes and could either win or lose the elec-
tion. This has become a familiar situation in recent years when the media want 
to report results on Election Night, but based on early exit polling results, the 
election is “too close to call.” For more on the margin of error, see Chapter 12.

 The margin of error measures accuracy; it does not measure the amount of 
bias that may be present (find a discussion of bias earlier in this chapter). 
Results that look numerically scientific and precise don’t mean anything if 
they were collected in a biased way.

Confidence interval
One of the biggest uses of statistics is to estimate a population parameter 
using a sample statistic. In other words, use a number that summarizes a 
sample to help you guesstimate the corresponding number that summarizes 
the whole population (the definitions of parameter and statistic appear ear-
lier in this chapter). You’re looking for a population parameter in each of the 
following questions:

 ✓ What’s the average household income in America? (Population = all 
households in America; parameter = average household income.)

 ✓ What percentage of all Americans watched the Academy Awards this 
year? (Population = all Americans; parameter = percentage who watched 
the Academy Awards this year.)

 ✓ What’s the average life expectancy of a baby born today? (Population = 
all babies born today; parameter = average life expectancy.)

 ✓ How effective is this new drug on adults with Alzheimer’s? (Population = 
all people who have Alzheimer’s; parameter = percentage of these people 
who see improvement when taking this drug.)

It’s not possible to find these parameters exactly; they each require an 
estimate based on a sample. You start by taking a random sample from a 
population (say a sample of 1,000 households in America) and then finding 
the corresponding statistic from that sample (the sample’s mean household 
income). Because you know that sample results vary from sample to sample, 
you need to add a “plus or minus something” to your sample results if you 
want to draw conclusions about the whole population (all households in 
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America). This “plus or minus” that you add to your sample statistic in order 
to estimate a parameter is the margin of error.

When you take a sample statistic (such as the sample mean or sample per-
centage) and add/subtract a margin of error, you come up with what statisti-
cians call a confidence interval. A confidence interval represents a range of 
likely values for the population parameter, based on your sample statistic. 
For example, suppose the average time it takes you to drive to work each day 
is 35 minutes, with a margin of error of plus or minus 5 minutes. You estimate 
that the average time to work would be anywhere from 30 to 40 minutes. This 
estimate is a confidence interval.

 Some confidence intervals are wider than others (and wide isn’t good, 
because it equals less accuracy). Several factors influence the width of a con-
fidence interval, such as sample size, the amount of variability in the popula-
tion being studied, and how confident you want to be in your results. (Most 
researchers are happy with a 95% level of confidence in their results.) For 
more on factors that influence confidence intervals, as well as instructions for 
calculating and interpreting confidence intervals, see Chapter 13.

Hypothesis testing
Hypothesis test is a term you probably haven’t run across in your everyday 
dealings with numbers and statistics. But I guarantee that hypothesis tests 
have been a big part of your life and your workplace, simply because of the 
major role they play in industry, medicine, agriculture, government, and a 
host of other areas. Any time you hear someone talking about their study 
showing a “statistically significant result,” you’re encountering a hypothesis 
test. (A statistically significant result is one that is unlikely to have occurred 
by chance. See Chapter 14 for the full scoop.)

Basically, a hypothesis test is a statistical procedure in which data are col-
lected from a sample and measured against a claim about a population 
parameter. For example, if a pizza delivery chain claims to deliver all pizzas 
within 30 minutes of placing the order, on average, you could test whether 
this claim is true by collecting a random sample of delivery times over a cer-
tain period and looking at the average delivery time for that sample. To make 
your decision, you must also take into account the amount by which your 
sample results can change from sample to sample (which is related to the 
margin of error).

 Because your decision is based on a sample and not the entire population, a 
hypothesis test can sometimes lead you to the wrong conclusion. However, 
statistics are all you have, and if done properly, they can give you a good 
chance of being correct. For more on the basics of hypothesis testing, see 
Chapter 14.
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A variety of hypothesis tests are done in scientific research, including t-tests 
(comparing two population means), paired t-tests (looking at before/after 
data), and tests of claims made about proportions or means for one or more 
populations. For specifics on these hypothesis tests, see Chapter 15.

p-values
Hypothesis tests are used to test the validity of a claim that is made about a 
population. This claim that’s on trial, in essence, is called the null hypothesis. 
The alternative hypothesis is the one you would believe if the null hypothesis 
is concluded to be untrue. The evidence in the trial is your data and the sta-
tistics that go along with it. All hypothesis tests ultimately use a p-value to 
weigh the strength of the evidence (what the data are telling you about the 
population). The p-value is a number between 0 and 1 and interpreted in the 
following way:

 ✓ A small p-value (typically ≤ 0.05) indicates strong evidence against the 
null hypothesis, so you reject it.

 ✓ A large p-value (> 0.05) indicates weak evidence against the null hypoth-
esis, so you fail to reject it.

 ✓ p-values very close to the cutoff (0.05) are considered to be marginal 
(could go either way). Always report the p-value so your readers can 
draw their own conclusions.

For example, suppose a pizza place claims their delivery times are 30 minutes 
or less on average but you think it’s more than that. You conduct a hypothesis 
test because you believe the null hypothesis, Ho, that the mean delivery time 
is 30 minutes max, is incorrect. Your alternative hypothesis (Ha) is that the 
mean time is greater than 30 minutes. You randomly sample some delivery 
times and run the data through the hypothesis test, and your p-value turns out 
to be 0.001, which is much less than 0.05. You conclude that the pizza place 
is wrong; their delivery times are in fact more than 30 minutes on average, 
and you want to know what they’re gonna do about it! (Of course you could 
be wrong by having sampled an unusually high number of late pizzas just by 
chance; but whose side am I on?) For more on p-values, head to Chapter 14.

Statistical significance
Whenever data are collected to perform a hypothesis test, the researcher is 
typically looking for something out of the ordinary. (Unfortunately, research 
that simply confirms something that was already well known doesn’t make 
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headlines.) Statisticians measure the amount by which a result is out of the 
ordinary using hypothesis tests (see Chapter 14). They define a statistically 
significant result as a result with a very small probability of happening just by 
chance, and provide a number called a p-value to reflect that probability (see 
the previous section on p-values).

For example, if a drug is found to be more effective at treating breast cancer 
than the current treatment is, researchers say that the new drug shows a 
statistically significant improvement in the survival rate of patients with 
breast cancer. That means that based on their data, the difference in the 
overall results from patients on the new drug compared to those using the 
old treatment is so big that it would be hard to say it was just a coincidence. 
However, proceed with caution: You can’t say that these results necessarily 
apply to each individual or to each individual in the same way. For full details 
on statistical significance, see Chapter 14.

 When you hear that a study’s results are statistically significant, don’t auto-
matically assume that the study’s results are important. Statistically significant 
means the results were unusual, but unusual doesn’t always mean important. 
For example, would you be excited to learn that cats move their tails more 
often when lying in the sun than when lying in the shade, and that those 
results are statistically significant? This result may not even be important to 
the cat, much less anyone else!

Sometimes statisticians make the wrong conclusion about the null hypoth-
esis because a sample doesn’t represent the population (just by chance). 
For example, a positive effect that’s experienced by a sample of people who 
took the new treatment may have just been a fluke; or in the example in the 
preceding section, the pizza company really was delivering those pizzas on 
time and you just got an unlucky sample of slow ones. However, the beauty 
of research is that as soon as someone gives a press release saying that she 
found something significant, the rush is on to try to replicate the results, 
and if the results can’t be replicated, this probably means that the original 
results were wrong for some reason (including being wrong just by chance). 
Unfortunately, a press release announcing a “major breakthrough” tends 
to get a lot of play in the media, but follow-up studies refuting those results 
often don’t show up on the front page.

 One statistically significant result shouldn’t lead to quick decisions on any-
one’s part. In science, what most often counts is not a single remarkable 
study, but a body of evidence that is built up over time, along with a variety 
of well-designed follow-up studies. Take any major breakthroughs you hear 
about with a grain of salt and wait until the follow-up work has been done 
before using the information from a single study to make important decisions 
in your life. The results may not be replicable, and even if they are, you can’t 
know if they necessarily apply to each individual.
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Correlation versus causation
 Of all of the misunderstood statistical issues, the one that’s perhaps the most 

problematic is the misuse of the concepts of correlation and causation.

Correlation, as a statistical term, is the extent to which two numerical vari-
ables have a linear relationship (that is, a relationship that increases or 
decreases at a constant rate). Following are three examples of correlated 
variables:

 ✓ The number of times a cricket chirps per second is strongly related 
to temperature; when it’s cold outside, they chirp less frequently, and 
as the temperature warms up, they chirp at a steadily increasing rate. In 
statistical terms, you say number of cricket chirps and temperature have 
a strong positive correlation.

 ✓ The number of crimes (per capita) has often been found to be related to 
the number of police officers in a given area. When more police officers 
patrol the area, crime tends to be lower, and when fewer police officers 
are present in the same area, crime tends to be higher. In statistical 
terms we say the number of police officers and the number of crimes 
have a strong negative correlation.

 ✓ The consumption of ice cream (pints per person) and the number of 
murders in New York are positively correlated. That is, as the amount of 
ice cream sold per person increases, the number of murders increases. 
Strange but true!

But correlation as a statistic isn’t able to explain why or how the relationship 
between two variables, x and y, exists; only that it does exist.

Causation goes a step further than correlation, stating that a change in the 
value of the x variable will cause a change in the value of the y variable. Too 
many times in research, in the media, or in the public consumption of statis-
tical results, that leap is made when it shouldn’t be. For instance, you can’t 
claim that consumption of ice cream causes an increase in murder rates just 
because they are correlated. In fact, the study showed that temperature was 
positively correlated with both ice cream sales and murders. (For more on 
correlation and causation, see Chapter 18.) When can you make the causa-
tion leap? The most compelling case is when a well-designed experiment is 
conducted that rules out other factors that could be related to the outcomes 
(see Chapter 17 for information on experiments showing cause-and-effect).

 You may find yourself wanting to jump to a cause-and-effect relationship when 
a correlation is found; researchers, the media, and the general public do it all 
the time. However, before making any conclusions, look at how the data were 
collected and/or wait to see if other researchers are able to replicate the results 
(the first thing they try to do after someone else’s “groundbreaking result” hits 
the airwaves).
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In this part . . .

Number crunching: It’s a dirty job, but somebody has 
to do it. Why not let it be you? Even if you aren’t a 

numbers person and calculations aren’t your thing, the 
step-by-step approach in this part may be just what you 
need to boost your confidence in doing and really under-
standing statistics.

In this part, you get down to the basics of number crunch-
ing, from making and interpreting charts and graphs to 
cranking out and understanding means, medians, stan-
dard deviations, and more. You also develop important 
skills for critiquing someone else’s statistical information 
and getting at the real truth behind the data.
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Chapter 5

Means, Medians, and More
In This Chapter
▶ Summarizing data effectively

▶ Interpreting commonly used statistics

▶ Realizing what statistics do and don’t say

Every data set has a story, and if statistics are used properly, they do 
a good job of uncovering and reporting that story. Statistics that are 

improperly used can tell a different story, or only part of it, so knowing how 
to make good decisions about the information you’re given is very important.

A descriptive statistic (or statistic for short) is a number that summarizes or 
describes some characteristic about a set of data. In this chapter, you see 
some of the most common descriptive statistics and how they are used, and 
you find out how to calculate them, interpret them, and put them together 
to get a good picture of a data set. You also find out what these statistics say 
and what they don’t say about the data.

Summing Up Data with 
Descriptive Statistics

Descriptive statistics take a data set and boil it down to a set of basic infor-
mation. Summarized data are often used to provide people with information 
that is easy to understand and that helps answer their questions. Picture 
your boss coming to you and asking, “What’s our client base like these 
days, and who’s buying our products?” How would you like to answer that 
question — with a long, detailed, and complicated stream of numbers that 
are sure to glaze her eyes over? Probably not. You want clean, clear, and 
concise statistics that sum up the client base for her, so that she can see how 
brilliant you are and then send you off to collect even more data to see how 
she can include more people in the client base. (That’s what you get for being 
efficient.) 
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Summarizing data has other purposes, as well. After all the data have been 
collected from a survey or some other kind of study, the next step is for 
the researcher to try to make sense out of the data. Typically, the first step 
researchers take is to run some basic statistics on the data to get a rough 
idea about what’s happening in it. Later in the process, researchers can do 
more analyses to formulate or test claims made about the population the 
data came from, estimate certain characteristics about the population (like 
the mean), look for links between variables they measured, and so on.

Another big part of research is reporting the results, not only to your peers, but 
also to the media and the general public. Although a researcher’s peers may 
be anxiously waiting to hear about all the complex analyses that were done on 
a data set, the general public is neither ready for nor interested in that. What 
does the public want? Basic information. Statistics that make a point clearly and 
concisely are usually used to relay information to the media and to the public.

 If you really need to learn more from data, a quick statistical overview isn’t 
enough. In the statistical world, less is not more, and sometimes the real story 
behind the data can get lost in the shuffle. To be an informed consumer of sta-
tistics, you need to think about which statistics are being reported, what these 
statistics really mean, and what information is missing. This chapter focuses 
on these issues.

Crunching Categorical Data: 
Tables and Percents

Categorical data (also known as qualitative data) capture qualities or charac-
teristics about the individual, such as a person’s eye color, gender, political 
party, or opinion on some issue (using categories such as Agree, Disagree, or 
No opinion). Categorical data tend to fall into groups or categories pretty nat-
urally. “Political party,” for example, typically has four groups in the United 
States: Democrat, Republican, Independent, and Other. Categorical data often 
come from survey data, but they can also be collected in experiments. For 
example, in an experimental test of a new medical treatment, researchers 
may use three categories to assess the outcome of the experiment: Did the 
patient get better, worse, or stay the same while undergoing the treatment?

Categorical data are often summarized by reporting the percentage of indi-
viduals falling into each category. For example, pollsters may report politi-
cal affiliation statistics by giving the percentage of Republicans, Democrats, 
Independents, and Others. To calculate the percentage of individuals in a certain 
category, find the number of individuals in that category, divide by the total 
number of people in the study, and then multiply by 100%. For example, if a 
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survey of 2,000 teenagers included 1,200 females and 800 males, the resulting 
percentages would be (1,200 ÷ 2,000) ∗ 100% = 60% female and (800 ÷ 2,000) ∗ 
100% = 40% male.

You can break down categorical data further by creating something called 
two-way tables. Two-way tables (also called crosstabs) are tables with rows 
and columns. They summarize the information from two categorical variables 
at once, such as gender and political party, so you can see (or easily calcu-
late) the percentage of individuals in each combination of categories and use 
them to make comparisons between groups.

For example, if you had data about the gender and political party of your 
respondents, you would be able to look at the percentage of Republican 
females, Republican males, Democratic females, Democratic males, and so 
on. In this example, the total number of possible combinations in your table 
would be 2 ∗ 4 = 8, or the total number of gender categories times the total 
number of party affiliation categories. (See Chapter 19 for the full scoop, and 
then some, on two-way tables.)

The U.S. government calculates and summarizes loads of categorical data using 
crosstabs. Typical age and gender data, reported by the U.S. Census Bureau for 
a survey conducted in 2009, are shown in Table 5-1. (Normally age would be 
considered a numerical variable, but the way the U.S. government reports it, 
age is broken down into categories, making it a categorical variable.)

Table 5-1 U.S. Population, Broken Down by 
 Age and Gender (2009)

Age 
Group

Both 
Sexes

% Males % Females %

Under 5 21,299,656 6.94 10,887,008 7.19 10,412,648 6.69

5–9 20,609,634 6.71 10,535,900 6.96 10,073,734 6.48

10–14 19,973,564 6.51 10,222,522 6.75 9,751,042 6.27

15–19 21,537,837 7.02 11,051,289 7.30 10,486,548 6.74

20–24 21,539,559 7.02 11,093,552 7.32 10,446,007 6.72

25–29 21,677,719 7.06 11,115,560 7.34 10,562,159 6.79

30–34 19,888,603 6.48 10,107,974 6.67 9,780,629 6.29

35–39 20,538,351 6.69 10,353,016 6.84 10,185,335 6.55

40–44 20,991,605 6.84 10,504,139 6.94 10,487,466 6.74
(continued)
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Table 5-1 (continued) 

Age 
Group

Both 
Sexes

% Males % Females %

45–49 22,831,092 7.44 11,295,524 7.46 11,535,568 7.42

50–54 21,761,391 7.09 10,677,847 7.05 11,083,544 7.13

55–59 18,975,026 6.18 9,204,666 6.08 9,770,360 6.28

60–64 15,811,923 5.15 7,576,933 5.00 8,234,990 5.29

65–69 11,784,320 3.84 5,511,164 3.64 6,273,156 4.03

70–74 9,007,747 2.93 4,082,226 2.70 4,925,521 3.17

75–79 7,325,528 2.39 3,149,236 2.08 4,176,292 2.68

80–84 5,822,334 1.90 2,298,260 1.52 3,524,074 2.27

85–89 3,662,397 1.19 1,266,899 0.84 2,395,498 1.54

90–94 1,502,263 0.49 424,882 0.28 1,077,381 0.69

95–99 401,977 0.13 82,135 0.05 319,842 0.21

100+ 64,024 0.02 8,758 0.01 55,266 0.04

Total 307,006,550 100.00 151,449,490 100.00 155,557,060 100.00

You can examine many different facets of the U.S. population by looking at and 
working with different numbers from Table 5-1. For example, looking at gender, 
you notice that women slightly outnumber men — the population in 2009 was 
50.67% female (divide total number of females by total population size and mul-
tiply by 100%) and 49.33% male (divide total number of males by total popula-
tion size and multiply by 100%). You can also look at age: The percentage of the 
entire population that is under 5 years old was 6.94% (divide the total number 
under age 5 by the total population size and multiply by 100%). The largest 
group belongs to the 45–49 year olds, who made up 7.44% of the population.

Next, you can explore a possible relationship between gender and age by 
comparing various parts of the table. You can compare, for example, the per-
centage of females to males in the 80-and-over age group. Because these data 
are reported in 5-year increments, you have to do a little math in order to 
get your answer, though. The percentage of the population that’s female and 
aged 80 and above (looking at column 7 of Table 5-1) is 2.27% + 1.54% + 0.69% 
+ 0.21% + 0.04% = 4.75%. The percentage of males aged 80 and over (looking 
at column 5 of Table 5-1) is 1.52% + 0.84% + 0.28% + 0.05% + 0.01% = 2.70%. 
This shows that the 80-and-over age group for the females is about 76% larger 
than the males (because [4.75 – 2.70] ÷ 2.70 = 0.76).
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These data confirm the widely accepted notion that women tend to live 
longer than men. However, the gap between men and women is narrowing 
over time. According to the U.S. Census Bureau, back in 2001 the percentage 
of women who were 80 years old and over was 4.36, compared to 2.31 for the 
men. The females in this age group outnumbered the males by a whopping 
89% back in 2001 (note that [4.36 – 2.31] ÷ 2.31 = 0.89).

 After you have the crosstabs that show the breakdown of two categorical vari-
ables, you can conduct hypothesis tests to determine whether a significant 
relationship or link between the two variables exists, taking into account the 
fact that data vary from sample to sample. Chapter 14 gives you all the details 
on hypothesis tests.

Measuring the Center with 
Mean and Median

With numerical data, measurable characteristics such as height, weight, IQ, 
age, or income are represented by numbers that make sense within the con-
text of the problem (for example in units of feet, dollars, or people). Because 
the data have numerical meaning, you can summarize them in more ways 
than is possible with categorical data. The most common way to summarize 
a numerical data set is to describe where the center is. One way of thinking 
about what the center of a data set means is to ask, “What’s a typical value?” 
Or, “Where is the middle of the data?” The center of a data set can actually 
be measured in different ways, and the method chosen can greatly influence 
the conclusions people make about the data. This section hits on measures 
of center.

Averaging out to the mean
NBA players make a lot of money, right? You often hear about players like 
Kobe Bryant or LeBron James who make tens of millions of dollars a year. 
But is that what the typical NBA player makes? Not really (although I don’t 
exactly feel sorry for the others, given that they still make more money than 
most of us will ever make). Tens of millions of dollars is the kind of money 
you can command when you are a superstar among superstars, which is 
what these elite players are.
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So how much money does the typical NBA player make? One way to answer 
this is to look at the average (the most commonly used statistic of all time).

The average, also called the mean of a data set, is denoted . The formula for 
finding the mean is:

where each value in the data set is denoted by an x with a subscript i that 
goes from 1 (the first number) to n (the last number).

Here’s how you calculate the mean of a data set:

 1. Add up all the numbers in the data set.

 2. Divide by the number of numbers in the data set, n.

 The mean I discuss here applies to a sample of data and is technically called 
the sample mean. The mean of an entire population of data is denoted with the 
Greek letter μ and is called the population mean. It’s found by summing up 
all the values in the population and dividing by the population size, denoted 
N (to distinguish it from a sample size, n). Typically the population mean is 
unknown, and you use a sample mean to estimate it (plus or minus a margin of 
error; see all the details in Chapter 13).

For example, player salary data for the 13 players on the 2010 NBA Champion 
Los Angeles Lakers is shown in Table 5-2.

Table 5-2 Salaries for L.A. Lakers 
 NBA Players (2009–2010)

Player Salary ($)

Kobe Bryant 23,034,375

Pau Gasol 16,452,000

Andrew Bynum 12,526,998

Lamar Odom 7,500,000

Ron Artest 5,854,000

Adam Morrison 5,257,229

Derek Fisher 5,048,000

Sasha Vujacic 5,000,000

Luke Walton 4,840,000
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Player Salary ($)

Shannon Brown 2,000,000

Jordan Farmar 1,947,240

Didier Ilunga-Mbenga 959,111

Josh Powell 959,111

Total 91,378,064

The mean of all the salaries on this team is $91,378,064 ÷ 13 = $7,029,082. That’s a 
pretty nice average salary, isn’t it? But notice that Kobe Bryant really stands out 
at the top of this list, and he should — his salary was the second highest in the 
entire league that season (just behind Tracy McGrady). If you remove Kobe from 
the equation (literally), the average salary of all the Lakers players besides Kobe 
becomes $68,343,689 ÷ 12 = $5,695,307 — a difference of around 1.3 million.

This new mean is still a hefty amount, but it’s significantly lower than the 
mean salary of all the players including Kobe. (Fans would tell you that this 
reflects his importance to the team, and others would say no one is worth 
that much money; this issue is but the tip of the iceberg of the never-ending 
debates that sports fans — me included — love to have about statistics.)

Bottom line: The mean doesn’t always tell the whole story. In some cases it 
may be a bit misleading, and this is one of those cases. That’s because every 
year a few top-notch players (like Kobe) make much more money than any-
body else, and their salaries pull up the overall average salary.

 Numbers in a data set that are extremely high or extremely low compared to 
the rest of the data are called outliers. Because of the way the average is calcu-
lated, high outliers tend to drive the average upward (as Kobe’s salary did in 
the preceding example). Low outliers tend to drive the average downward.

Splitting your data down the median
Remember in school when you took an exam, and you and most of the rest 
of the class did badly, but a couple of nerds got 100? Remember how the 
teacher didn’t curve the scores to reflect the poor performance of most of 
the class? Your teacher was probably using the average, and the average in 
that case didn’t really represent what statisticians might consider the best 
measure of center for the students’ scores.

What can you report, other than the average, to show what the salary of a 
“typical” NBA player would be or what the test score of a “typical” student 
in your class was? Another statistic used to measure the center of a data set 
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is called the median. The median is still an unsung hero of statistics in the 
sense that it isn’t used nearly as often as it should be, although people are 
beginning to report it more nowadays.

The median of a data set is the value that lies exactly in the middle when the 
data have been ordered. It’s denoted in different ways; some people use M 
and some use . Here are the steps for finding the median of a data set:

 1. Order the numbers from smallest to largest.

 2. If the data set contains an odd number of numbers, choose the one 
that is exactly in the middle. You’ve found the median.

 3. If the data set contains an even number of numbers, take the two 
 numbers that appear in the middle and average them to find the 
median.

The salaries for the Los Angeles Lakers during the 2009–2010 season (refer to 
Table 5-2) are ordered from smallest (at the bottom) to largest (at the top). 
Because the list contains the names and salaries of 13 players, the middle 
salary is the seventh one from the bottom: Derek Fisher, who earned $5.048 
million that season from the Lakers. Derek is at the median.

 This median salary ($5.048 million) is well below the average of $7.029 million 
for the 2009–2010 Lakers team. Notice that only 4 players of the 13 earned more 
than the average Lakers salary of $7.029 million. Because the average includes 
outliers (like the salary of Kobe Bryant), the median salary is more representa-
tive of center for the team salaries. The median isn’t affected by the salaries of 
those players who are way out there on the high end the way the average is.

Note: By the way, the lowest Lakers’ salary for the 2009–2010 season was 
$959,111 — a lot of money by most people’s standards, but peanuts com-
pared to what you imagine when you think of an NBA player’s salary!

 The U.S. government most often uses the median to represent the center with 
respect to income data again because the median is not affected by outliers. 
For example, the U.S. Census Bureau reported that in 2008, the median house-
hold income was $50,233 while the mean was found to be $68,424. That’s quite 
a difference!

Comparing means and 
medians: Histograms
Sometimes the mean versus median debate can get quite interesting. 
Suppose you’re part of an NBA team trying to negotiate salaries. If you 
represent the owners, you want to show how much everyone is making 
and how much money you’re spending, so you want to take into account 
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those superstar players and report the average. But if you’re on the side of 
the players, you would want to report the median, because that’s more rep-
resentative of what the players in the middle are making. Fifty percent of the 
players make a salary above the median, and 50 percent make a salary below 
the median. To sort it all out, it’s best to find and compare both the mean 
and the median. A graph showing the shape of the data is a great place 
to start.

 One of the graphs you can make to illustrate the shape of numerical data (how 
many values are close to/far from the mean, where the center is, how many 
outliers there might be) is a histogram. A histogram is a graph that organizes 
and displays numerical data in picture form, showing groups of data and the 
number or percentage of the data that fall into each group. It gives you a nice 
snapshot of the data set. (See Chapter 7 for more information on histograms 
and other types of data displays.)

Data sets can have many different possible shapes; here is a sampling of 
three shapes that are commonly discussed in introductory statistics courses:

 ✓ If most of the data are on the left side of the histogram but a few larger 
values are on the right, the data are said to be skewed to the right.

  Histogram A in Figure 5-1 shows an example of data that are skewed to 
the right. The few larger values bring the mean upwards but don’t really 
affect the median. So when data are skewed right, the mean is larger than 
the median. An example of such data is NBA salaries.

 ✓ If most of the data are on the right, with a few smaller values showing up 
on the left side of the histogram, the data are skewed to the left.

  Histogram B in Figure 5-1 shows an example of data that are skewed 
to the left. The few smaller values bring the mean down, and again the 
median is minimally affected (if at all). An example of skewed-left data is 
the amount of time students use to take an exam; some students leave 
early, more of them stay later, and many stay until the bitter end (some 
would stay forever if they could!). When data are skewed left, the mean 
is smaller than the median.

 ✓ If the data are symmetric, they have about the same shape on either side 
of the middle. In other words, if you fold the histogram in half, it looks 
about the same on both sides.

  Histogram C in Figure 5-1 shows an example of symmetric data in a his-
togram. With symmetric data, the mean and median are close together.

 By looking at Histogram A in Figure 5-1 (whose shape is skewed right), you 
can see that the “tail” of the graph (where the bars are getting shorter) is 
to the right, while the “tail” is to the left in Histogram B (whose shape is 
skewed left). By looking at the direction of the tail of a skewed distribution, 
you determine the direction of the skewness. Always add the direction when 
describing a skewed  distribution.
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Figure 5-1: 
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Histogram C is symmetric (it has about the same shape on each side). 
However, not all symmetric data has a bell shape like Histogram C does. 
As long as the shape is approximately the same on both sides, then you 
say that the shape is symmetric.

 The average (or mean) of a data set is affected by outliers, but the median is 
not. In statistical lingo, if a statistic is not affected by a certain characteristic 
of the data (such as outliers, or skewness), then you say that statistic is resis-
tant to that characteristic. In this case the median is resistant to outliers; the 
mean is not. If someone reports the average value, also ask for the median so 
that you can compare the two statistics and get a better feel for what’s actu-
ally going on in the data and what’s truly typical.

Accounting for Variation
Variation always exists in a data set, regardless of which characteristics 
you’re measuring, because not every individual is going to have the same 
exact value for every variable. Variation is what makes the field of statistics 
what it is. For example, the price of homes varies from house to house, from 
year to year, and from state to state. The amount of time it takes you to get to 
work varies from day to day. The trick to dealing with variation is to be able to 
measure that variation in a way that best captures it.
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Reporting the standard deviation
By far the most common measure of variation for numerical data is the stan-
dard deviation. The standard deviation measures how concentrated the data 
are around the mean; the more concentrated, the smaller the standard devia-
tion. It’s not reported nearly as often as it should be, but when it is, you often 
see it in parentheses: (s = 2.68).

Calculating standard deviation
The formula for the sample standard deviation of a data set (s) is

To calculate s, do the following steps:

 1. Find the average of the data set, .

 2. Take each number in the data set (x) and subtract the mean from it to 

get .

 3. Square each of the differences, .

 4. Add up all of the results from Step 3 to get the sum of squares: .

 5. Divide the sum of squares (found in Step 4) by the number of numbers 
in the data set minus one; that is, (n – 1). Now you have:

 6. Take the square root to get

  which is the sample standard deviation, s. Whew!

 At the end of Step 5 you have found a statistic called the sample variance, 
denoted by s2. The variance is another way to measure variation in a data set; its 
downside is that it’s in square units. If your data are in dollars, for example, the 
variance would be in square dollars — which makes no sense. That’s why we 
proceed to Step 6. Standard deviation has the same units as the original data.

Look at the following small example: Suppose you have four quiz scores: 
1, 3, 5, and 7. The mean is 16 ÷ 4 = 4 points. Subtracting the mean from 
each number, you get (1 – 4) = –3, (3 – 4) = –1, (5 – 4) = +1, and (7 – 4) = +3. 
Squaring each of these results, you get 9, 1, 1, and 9. Adding these up, the 
sum is 20. In this example, n = 4, and therefore n – 1 = 3, so you divide 20 by 
3 to get 6.67. The units here are “points squared,” which obviously makes 
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no sense. Finally, you take the square root of 6.67, to get 2.58. The standard 
deviation for these four quiz scores is 2.58 points.

Because calculating the standard deviation involves many steps, in most 
cases you have a computer calculate it for you. However, knowing how to cal-
culate the standard deviation helps you better interpret this statistic and can 
help you figure out when the statistic may be wrong.

 Statisticians divide by n – 1 instead of by n in the formula for s so the results 
have nicer properties that operate on a theoretical plane that’s beyond the 
scope of this book (not the Twilight Zone but close; trust me, that’s more than 
you want to know about that!).

 The standard deviation of an entire population of data is denoted with the 
Greek letter σ. When I use the term standard deviation, I mean s, the sample 
standard deviation. (When I refer to the population standard deviation, I let 
you know.)

Interpreting standard deviation
Standard deviation can be difficult to interpret as a single number on its own. 
Basically, a small standard deviation means that the values in the data set 
are close to the mean of the data set, on average, and a large standard devia-
tion means that the values in the data set are farther away from the mean, on 
average.

A small standard deviation can be a goal in certain situations where the results 
are restricted, for example, in product manufacturing and quality control. A 
particular type of car part that has to be 2 centimeters in diameter to fit prop-
erly had better not have a very big standard deviation during the manufactur-
ing process. A big standard deviation in this case would mean that lots of parts 
end up in the trash because they don’t fit right; either that or the cars will have 
problems down the road.

But in situations where you just observe and record data, a large standard 
deviation isn’t necessarily a bad thing; it just reflects a large amount of varia-
tion in the group that is being studied. For example, if you look at salaries for 
everyone in a certain company, including everyone from the student intern to 
the CEO, the standard deviation may be very large. On the other hand, if you 
narrow the group down by looking only at the student interns, the standard 
deviation is smaller, because the individuals within this group have salaries 
that are less variable. The second data set isn’t better, it’s just less variable.

Similar to the mean, outliers affect the standard deviation (after all, the for-
mula for standard deviation includes the mean). In the NBA salaries example, 
the salaries of the L.A. Lakers in the 2009–2010 season (shown in Table 5-2) 
range from the highest, $23,034,375 (Kobe Bryant) down to $959,111 (Didier 
Ilunga-Mbenga and Josh Powell). Lots of variation, to be sure! The standard 
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deviation of the salaries for this team turns out to be $6,567,405; it’s almost 
as large as the average. However, as you may guess, if you remove Kobe 
Bryant’s salary from the data set, the standard deviation decreases because 
the remaining salaries are more concentrated around the mean. The stan-
dard deviation becomes $4,671,508.

 Watch for the units when determining whether a standard deviation is large. 
For example, a standard deviation of 2 in units of years is equivalent to a 
standard deviation of 24 in units of months. Also look at the value of the mean 
when putting standard deviation into perspective. If the average number of 
Internet newsgroups that a user posts to is 5.2 and the standard deviation is 
3.4, that’s a lot of variation, relatively speaking. But if you’re talking about the 
age of the newsgroup users where the mean is 25.6 years, that same standard 
deviation of 3.4 would be comparatively smaller.

Understanding properties of standard deviation
Here are some properties that can help you when interpreting a standard 
deviation:

 ✓ The standard deviation can never be a negative number, due to the way 
it’s calculated and the fact that it measures a distance (distances are 
never negative numbers).

 ✓ The smallest possible value for the standard deviation is 0, and that hap-
pens only in contrived situations where every single number in the data 
set is exactly the same (no deviation).

 ✓ The standard deviation is affected by outliers (extremely low or 
extremely high numbers in the data set). That’s because the standard 
deviation is based on the distance from the mean. And remember, the 
mean is also affected by outliers.

 ✓ The standard deviation has the same units as the original data.

Lobbying for standard deviation
The standard deviation is a commonly used statistic, but it doesn’t often get 
the attention it deserves. Although the mean and median are out there in 
common sight in the everyday media, you rarely see them accompanied by any 
measure of how diverse that data set was, and so you are getting only part of 
the story. In fact, you could be missing the most interesting part of the story.

Without standard deviation, you can’t get a handle on whether the data 
are close to the average (as are the diameters of car parts that come off 
of a conveyor belt when everything is operating correctly) or whether the 
data are spread out over a wide range (as are house prices and income 
levels in the U.S.).

10_9780470911082-ch05.indd   7910_9780470911082-ch05.indd   79 3/25/11   8:17 PM3/25/11   8:17 PM



80 Part II: Number-Crunching Basics 

For example if someone told you that the average starting salary for someone 
working at Company Statistix is $70,000, you may think, “Wow! That’s great.” 
But if the standard deviation for starting salaries at Company Statistix is 
$20,000, that’s a lot of variation in terms of how much money you can make, 
so the average starting salary of $70,000 isn’t as informative in the end, is it?

On the other hand, if the standard deviation was only $5,000, you would have 
a much better idea of what to expect for a starting salary at that company. 
Which is more appealing? That’s a decision each person has to make; how-
ever it’ll be a much more informed decision once you realize standard devia-
tion matters.

Without the standard deviation, you can’t compare two data sets effectively. 
Suppose two sets of data have the same average; does that mean that the 
data sets must be exactly the same? Not at all. For example, the data sets 199, 
200, 201; and 0, 200, 400 both have the same average (200) yet they have very 
different standard deviations. The first data set has a very small standard 
deviation (s=1) compared to the second data set (s=200).

References to the standard deviation may become more commonplace in the 
media as more and more people (like you, for example) discover what the stan-
dard deviation can tell them about a set of results and start asking for it. In your 
career, you are likely to see the standard deviation reported and used as well.

Being out of range
The range is another statistic that some folks use to measure diversity in a 
data set. The range is the largest value in the data set minus the smallest value 
in the data set. It’s easy to find; all you do is put the numbers in order (from 
smallest to largest) and do a quick subtraction. Maybe that’s why the range is 
used so often; it certainly isn’t because of its interpretative value.

 The range of a data set is almost meaningless. It depends on only two num-
bers in the data set, both of which may reflect extreme values (outliers). My 
advice is to ignore the range and find the standard deviation, which is a more 
informative measure of the variation in the data set because it involves all 
the values. Or you can also calculate another statistic called the interquartile 
range, which is similar to the range with an important difference — it elimi-
nates outlier and skewness issues by only looking at the middle 50% of the 
data and finding the range for those values. The section “Exploring interquar-
tile range” at the end of this chapter gives you more details.
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Examining the Empirical 
Rule (68-95-99.7)

Putting a measure of center (such as the mean or median) together with a 
measure of variation (such as standard deviation or interquartile range) is a 
good way to describe the values in a population. In the case where the data 
are in the shape of a bell curve (that is, they have a normal distribution; see 
Chapter 9), the population mean and standard deviation are the combination 
of choice, and a special rule links them together to get some pretty detailed 
information about the population as a whole.

The Empirical Rule says that if a population has a normal distribution with 
population mean μ and standard deviation σ, then:

 ✓ About 68% of the values lie within 1 standard deviation of the mean (or 
between the mean minus 1 times the standard deviation, and the mean 
plus 1 times the standard deviation). In statistical notation, this is repre-
sented as μ ± 1σ.

 ✓ About 95% of the values lie within 2 standard deviations of the mean (or 
between the mean minus 2 times the standard deviation, and the mean plus 
2 times the standard deviation). The statistical notation for this is μ ± 2σ.

 ✓ About 99.7% of the values lie within 3 standard deviations of the mean 
(or between the mean minus 3 times the standard deviation and the 
mean plus 3 times the standard deviation). Statisticians use the following 
notation to represent this: μ ± 3σ.

 The Empirical Rule is also known as the 68-95-99.7 Rule, in correspondence 
with those three properties. It’s used to describe a population rather than a 
sample, but you can also use it to help you decide whether a sample of data 
came from a normal distribution. If a sample is large enough and you can see 
that its histogram looks close to a bell-shape, you can check to see whether 
the data follow the 68-95-99.7 percent specifications. If yes, it’s reasonable to 
conclude the data came from a normal distribution. This is huge because the 
normal distribution has lots of perks, as you can see in Chapter 9.

Figure 5-2 illustrates all three components of the Empirical Rule.

The reason that so many (about 68%) of the values lie within 1 standard 
deviation of the mean in the Empirical Rule is because when the data are 
bell-shaped, the majority of the values are mounded up in the middle, close 
to the mean (as Figure 5-2 shows).

10_9780470911082-ch05.indd   8110_9780470911082-ch05.indd   81 3/25/11   8:17 PM3/25/11   8:17 PM



82 Part II: Number-Crunching Basics 

 

Figure 5-2: 
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Adding another standard deviation on either side of the mean increases 
the percentage from 68 to 95, which is a big jump and gives a good idea of 
where “most” of the data are located. Most researchers stay with the 95% 
range (rather than 99.7%) for reporting their results, because increasing the 
range to 3 standard deviations on either side of the mean (rather than just 2) 
doesn’t seem worthwhile, just to pick up that last 4.7% of the values.

 The Empirical Rule tells you about what percentage of values are within a cer-
tain range of the mean, and I need to stress the word about. These results are 
approximations only, and they only apply if the data follow a normal distribu-
tion. However, the Empirical Rule is an important result in statistics because 
the concept of “going out about two standard deviations to get about 95% of 
the values” is one that you see mentioned often with confidence intervals and 
hypothesis tests (see Chapters 13 and 14).

Here’s an example of using the Empirical Rule to better describe a popula-
tion whose values have a normal distribution: In a study of how people make 
friends in cyberspace using newsgroups, the age of the users of an Internet 
newsgroup was reported to have a mean of 31.65 years, with a standard devi-
ation of 8.61 years. Suppose the data were graphed using a histogram and 
were found to have a bell-shaped curve similar to what’s shown in Figure 5-2.

According to the Empirical Rule, about 68% of the newsgroup users had ages 
within 1 standard deviation (8.61 years) of the mean (31.65 years). So about 
68% of the users were between ages 31.65 – 8.61 years and 31.65 + 8.61 years, 
or between 23.04 and 40.26 years. About 95% of the newsgroup users were 
between the ages of 31.65 – 2(8.61), and 31.65 + 2(8.61), or between 14.43 and 
48.87 years. Finally, about 99.7% of the newsgroup users’ ages were between 
31.65 – 3(8.61) and 31.65 + 3(8.61), or between 5.82 and 57.48 years.

This application of the rule gives you a much better idea about what’s hap-
pening in this data set than just looking at the mean, doesn’t it? As you 
can see, the mean and standard deviation used together add value to your 
results; plugging these values into the Empirical Rule allows you to report 
ranges for “most” of the data yourself.

 Remember, the condition for being able to use the Empirical Rule is that the 
data have a normal distribution. If that’s not the case (or if you don’t know 
what the shape actually is), you can’t use it. To describe your data in these 
cases, you can use percentiles, which represent certain cutoff points in the 
data (see the later section “Gathering a five-number summary”).

10_9780470911082-ch05.indd   8310_9780470911082-ch05.indd   83 3/25/11   8:17 PM3/25/11   8:17 PM



84 Part II: Number-Crunching Basics 

Measuring Relative Standing 
with Percentiles

Sometimes the precise values of the mean, median, and standard deviation 
just don’t matter, and all you are interested in is where you stand compared 
to the rest of the herd. In this situation, you need a statistic that reports rela-
tive standing, and that statistic is called a percentile. The kth percentile is a 
number in the data set that splits the data into two pieces: The lower piece 
contains k percent of the data, and the upper piece contains the rest of the 
data (which amounts to [100 – k] percent, because the total amount of data is 
100%). Note: k is any number between 1 and 100.

 The median is the 50th percentile: The point in the data where 50% of the data 
fall below that point, and 50% fall above it.

In this section, you find out how to calculate, interpret, and put together per-
centiles to help you uncover the story behind a data set.

Calculating percentiles
To calculate the kth percentile (where k is any number between one and one 
hundred), do the following steps:

 1. Order all the numbers in the data set from smallest to largest.

 2. Multiply k percent times the total number of numbers, n.

 3a. If your result from Step 2 is a whole number, go to Step 4. If the result 
from Step 2 is not a whole number, round it up to the nearest whole 
number and go to Step 3b.

 3b. Count the numbers in your data set from left to right (from the small-
est to the largest number) until you reach the value indicated by Step 
3a. The corresponding value in your data set is the kth percentile.

 4. Count the numbers in your data set from left to right until you reach the 
one indicated by Step 2. The kth percentile is the average of that corre-
sponding value in your data set and the value that directly follows it.

For example, suppose you have 25 test scores, and in order from lowest to 
highest they look like this: 43, 54, 56, 61, 62, 66, 68, 69, 69, 70, 71, 72, 77, 78, 
79, 85, 87, 88, 89, 93, 95, 96, 98, 99, 99. To find the 90th percentile for these 
(ordered) scores, start by multiplying 90% times the total number of scores, 
which gives 90% ∗ 25 = 0.90 ∗ 25 = 22.5. Rounding up to the nearest whole 
number, you get 23.
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Counting from left to right (from the smallest to the largest number in the 
data set), you go until you find the 23rd number in the data set. That number 
is 98, and it’s the 90th percentile for this data set.

Now say you want to find the 20th percentile. Start by taking 0.20 ∗ 25 = 5; 
this is a whole number, so proceed from Step 3a to Step 4, which tells us the 
20th percentile is the average of the 5th and 6th numbers in the ordered data 
set (62 and 66). The 20th percentile then comes to (62 + 66) ÷ 2 = 64. The 
median (the 50th percentile) for the test scores is the 13th score: 77.

 There is no single definitive formula for calculating percentiles. The formula 
here is designed to make finding the percentile easier and more intuitive, 
especially if you’re doing the work by hand; however, other formulas are 
used when you’re working with technology. The results you get using various 
methods may differ but not by much.

Interpreting percentiles
Percentiles report the relative standing of a particular value within a data set. 
If that’s what you’re most interested in, the actual mean and standard devia-
tion of the data set are not important, and neither is the actual data value. 
What’s important is where you stand — not in relation to the mean, but in 
relation to everyone else: That’s what a percentile gives you.

For example, in the case of exam scores, who cares what the mean is, as long 
as you scored better than most of the class? Who knows, it may have been 
an impossible exam and 40 points out of 100 was a great score (that hap-
pened to me in an advanced math class once; heaven forbid this should ever 
happen to you!). In this case, your score itself is meaningless, but your per-
centile tells you everything.

Suppose your exam score is better than 90% of the rest of the class. That 
means your exam score is at the 90th percentile (so k = 90), which hope-
fully gets you an A. Conversely, if your score is at the 10th percentile (which 
would never happen to you, because you’re such an excellent student), then 
k = 10; that means only 10% of the other scores are below yours, and 90% of 
them are above yours; in this case an A is not in your future.

A nice property of percentiles is they have a universal interpretation: Being 
at the 95th percentile means the same thing no matter if you are looking at 
exam scores or weights of packages sent through the postal service; the 95th 
percentile always means 95% of the other values lie below yours, and 5% lie 
above it. This also allows you to fairly compare two data sets that have differ-
ent means and standard deviations (like ACT scores in reading versus math). 
It evens the playing field and gives you a way to compare apples to oranges, 
so to speak.
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 A percentile is not a percent; a percentile is a number (or the average of two 
numbers) in the data set that marks a certain percentage of the way through 
the data. Suppose your score on the GRE was reported to be the 80th percen-
tile. This doesn’t mean you scored 80% of the questions correctly. It means 
that 80% of the students’ scores were lower than yours and 20% of the stu-
dents’ scores were higher than yours.

 A high percentile doesn’t always constitute a good thing. For example, if your 
city is at the 90th percentile in terms of crime rate compared to cities of the 
same size, that means 90% of cities similar to yours have a crime rate that is 
lower than yours, which is not good for you. Another example is golf scores; 
a low score in golf is a good thing, so being at the 80th percentile with your 
score wouldn’t qualify you for the PGA tour, let’s just say that.

Comparing household incomes
The U.S. government often reports percentiles among its data summaries. For 
example, the U.S. Census Bureau reported the median (the 50th percentile) 
household income for 2001 to be $42,228, and in 2007 it was reported to be 
$50,233. The Bureau also reports various percentiles for household income 
for each year, including the 10th, 20th, 50th, 80th, 90th, and 95th. Table 5-3 
shows the values of each of these percentiles for both 2001 and 2007.

Table 5-3 U.S. Household Income (2001 versus 2007)

Percentile 2001 Household Income 2007 Household Income

10th $10,913 $12,162

20th $17,970 $20,291

50th $42,228 $50,233

80th $83,500 $100,000

90th $116,105 $136,000

95th $150,499 $177,000

Looking at the percentiles for 2001 in Table 5-3, you can see that the bottom 
half of the incomes are closer together than the top half of the incomes are. 
The difference between the 20th percentile and the 50th percentile is about 
$24,000, whereas the spread between the 50th percentile and the 80th per-
centile is more like $41,000. The difference between the 10th and 50th percen-
tiles is only about $31,000, whereas the difference between the 50th and the 
90th percentiles is a whopping $74,000.
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The percentiles for 2007 are all higher than the percentiles for 2001 (which 
is a good thing!). They are also more spread out. For 2007, the difference 
between the 20th and 50th percentiles is around $30,000, and from the 50th 
to the 80th it’s approximately $50,000; both of these differences are larger 
than for 2001. Similarly, the 10th percentile is farther from the 50th (about 
$38,000 difference) in 2007 compared to 2001, and the 50th is farther from the 
90th (by about $86,000) in 2007, compared to 2001.These results tell us that 
incomes are increasing in general at all levels between 2001 and 2007, but 
the gap is widening between those levels. For example, the 10th percentile 
for income in 2001 was $10,913 (as seen in Table 5-3), compared to $12,162 
in 2007; this represents about an 11 percent increase (subtract the two and 
divide by 10,913). Now compare the 95th percentiles for 2007 versus 2001; 
the increase is almost 18%. Now, technically, you may want to adjust the 2001 
values for inflation, but you get the basic idea. 

 Percentage changes affect the variability in a data set. For example, when 
salary raises are given on a percentage basis, the diversity in the salaries 
also increases; it’s the “rich get richer” idea. The guy making $30,000 gets a 
10 percent raise and his salary goes up to $33,000 (an increase of $3,000); but 
the guy making $300,000 gets a 10 percent raise and now makes $330,000 (a 
difference of $30,000). So when you first get hired for a new job, negotiate the 
highest possible salary you can because your raises that follow will also net a 
higher amount.

Examining ACT Scores
Each year millions of U.S. high school students take a nationally administered 
ACT exam as part of the process of applying for colleges. The test is designed 
to assess college readiness in the areas of English, Math, Reading, and 
Science. Each test has a possible score of 36 points.

ACT does not release the average or standard deviation of the test scores 
for a given exam. (That would be a real hassle if they did, because these sta-
tistics can change from exam to exam, and people would complain that this 
exam was harder than that exam when the actual scores are not relevant.) 
To avoid these issues, and for other reasons, ACT reports test results using 
percentiles.

Percentiles are usually reported in the form of a predetermined list. For 
example, the U.S. Census Bureau reports the 10th, 20th, 50th, 80th, 90th, and 
95th percentiles for household income (as shown in Table 5-3). However, 
ACT uses percentiles in a different way. Rather than reporting the exam 
scores corresponding to a premade list of percentiles, they list each possible 
exam score and report its corresponding percentile, whatever that turns out 
to be. That way, to find out where you stand, you just look up your score and 
you’ll find out your percentile.
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Table 5-4 shows the 2009 percentiles for the scores on the Mathematics and 
Reading ACT exams. To interpret an exam score, find the row correspond-
ing to the score and the column for the exam area (for example, Reading). 
Intersect row and column and you find out which percentile your score rep-
resents; in other words, you see what percentage of your fellow exam-taking 
comrades scored lower than you.

Table 5-4 Percentiles for All Possible ACT Exam 
 Scores in Math and Reading

ACT Score Mathematics Percentile Reading Percentile

34–36 99 99

33 98 97

32 97 95

31 96 93

30 95 91

29 93 88

28 91 85

27 88 81

26 84 78

25 79 74

24 74 70

23 68 65

22 62 59

21 57 54

20 52 47

19 47 41

18 40 34

17 33 30

16 24 24

15 14 19

14 06 14

13 02 09

12 01 06

11 01 03

1–10 01 01
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For example, suppose you scored 30 on the Math exam; in Table 5-4 you look 
at the row for 30 in the column for Math; you see your score is at the 95th 
percentile. In other words 95% of the students scored lower than you, and 
only 5% scored higher than you.

Now suppose you also scored a 30 on the Reading exam. Just because a score 
of 30 represents the 95th percentile for Math doesn’t necessarily mean a score 
of 30 is at the 95th percentile for Reading as well. (It’s probably reasonable 
to expect that fewer people score 30 or higher on the Math exam than on the 
Reading exam.)

To test my theory, look at column 3 of Table 5-4 in the row for a score of 30. You 
see that a score of 30 on the Reading exam puts you at the 91st percentile — 
not quite as great as your position on the Math exam, but certainly not a bad 
score.

Gathering a five-number summary
Beyond reporting a single measure of center and/or a single measure of 
spread, you can create a group of statistics and put them together to get 
a more detailed description of a data set. The Empirical Rule (as seen in 
“Examining the Empirical Rule (68-95-99.7)” earlier in this chapter) uses the 
mean and standard deviation in tandem to describe a bell-shaped data set. 
In the case where your data are not bell-shaped, you use a different set of 
statistics (based on percentiles) to describe the big picture of your data. This 
method involves cutting the data into four pieces (with an equal amount of 
data in each piece) and reporting the resulting five cutoff points that sepa-
rate these pieces. These cutoff points are represented by a set of five statis-
tics that describe how the data are laid out.

The five-number summary is a set of five descriptive statistics that divide 
the data set into four equal sections. The five numbers in a five-number 
 summary are:

 1. The minimum (smallest) number in the data set

 2. The 25th percentile (also known as the first quartile, or Q
1
)

 3. The median (50th percentile)

 4. The 75th percentile (also known as the third quartile, or Q
3
)

 5. The maximum (largest) number in the data set

For example, suppose you want to find the five-number summary of the fol-
lowing 25 (ordered) exam scores: 43, 54, 56, 61, 62, 66, 68, 69, 69, 70, 71, 72, 
77, 78, 79, 85, 87, 88, 89, 93, 95, 96, 98, 99, 99. The minimum is 43, the maxi-
mum is 99, and the median is the number directly in the middle, 77.
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To find Q1 and Q3 you use the steps shown in the section “Calculating per-
centiles,” with n = 25. Step 1 is done because the data are ordered. For Step 
2, since Q1 is the 25th percentile, multiply 0.25 ∗ 25 = 6.25. This is not a whole 
number, so Step 3a says to round it up to 7 and proceed to Step 3b.

Following Step 3b, you count from left to right in the data set until you reach 
the 7th number, 68; this is Q1. For Q3 (the 75th percentile) you multiply 0.75 
∗ 25 = 18.75, which you round up to 19. The 19th number on the list is 89, so 
that’s Q3. Putting it all together, the five-number summary for these 25 test 
scores is 43, 68, 77, 89, and 99. To best interpret a five-number summary, you 
can use a boxplot; see Chapter 7 for details.

Exploring interquartile range
The purpose of the five-number summary is to give descriptive statistics for 
center, variation, and relative standing all in one shot. The measure of center 
in the five-number summary is the median, and the first quartile, median, and 
third quartiles are measures of relative standing.

To obtain a measure of variation based on the five-number summary, you can 
find what’s called the interquartile range (or IQR). The IQR equals Q3 – Q1 (that 
is, the 75th percentile minus the 25th percentile) and reflects the distance 
taken up by the innermost 50% of the data. If the IQR is small, you know a lot 
of data are close to the median. If the IQR is large, you know the data are more 
spread out from the median. The IQR for the test scores data set is 89 – 68 = 
21, which is fairly large, seeing as how test scores only go from 0 to 100.

 The interquartile range is a much better measure of variation than the regular 
range (maximum value minus minimum value; see the section “Being out of 
range” earlier in this chapter). That’s because the interquartile range doesn’t 
take outliers into account; it cuts them out of the data set by only focusing 
on the distance within the middle 50 percent of the data (that is, between the 
25th and 75th percentiles).

 Descriptive statistics that are well chosen and used correctly can tell you a 
great deal about a data set, such as where the center is located, how diverse 
the data are, and where a good portion of the data lies. However, descriptive 
statistics can’t tell you everything about the data, and in some cases they 
can be misleading. Be on the lookout for situations where a different statistic 
would be more appropriate (for example, the median describes center more 
fairly than the mean when the data is skewed), and keep your eyes peeled for 
situations where critical statistics are missing (for example, when a mean is 
reported without a corresponding standard deviation).

10_9780470911082-ch05.indd   9010_9780470911082-ch05.indd   90 3/25/11   8:17 PM3/25/11   8:17 PM



Chapter 6

Getting the Picture: Graphing 
Categorical Data

In This Chapter
▶ Making data displays for categorical data

▶ Interpreting and critiquing charts and graphs

Data displays, especially charts and graphs, seem to be everywhere, 
showing everything from election results, broken down by every con-

ceivable characteristic, to how the stock market has fared over the past few 
years (months, weeks, days, minutes). We’re living in an instant gratification, 
fast-information society; everyone wants to know the bottom line and be 
spared the details.

The abundance of graphs and charts is not necessarily a bad thing, but you 
have to be careful; some of them are incorrect or even misleading (some-
times intentionally and sometimes by accident), and you have to know what 
to look for.

This chapter is about graphs involving categorical data (data that places 
individuals into groups or categories, such as gender, opinion, or whether a 
patient takes medication every day. Here you find out how to read and make 
sense of these data displays and get some tips for evaluating them and spot-
ting problems. (Note: Data displays for numerical data, such as weight, exam 
score, or the number of pills taken by a patient each day, come in Chapter 7.)

The most common types of data displays for categorical data are pie charts 
and bar graphs. In this chapter, I present examples of each type of data dis-
play and share some thoughts on interpretation and tips for critically evalu-
ating each type.
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Take Another Little Piece of My Pie Chart
A pie chart takes categorical data and breaks them down by group, showing 
the percentage of individuals that fall into each group. Because a pie chart 
takes on the shape of a circle, the “slices” that represent each group can 
easily be compared and contrasted.

 Because each individual in the study falls into one and only one category, the 
sum of all the slices of the pie should be 100% or close to it (subject to a bit of 
rounding off). However, just in case, keep your eyes open for pie charts whose 
percentages just don’t add up.

Tallying personal expenses
When you spend your money, what do you spend it on? What are your 
top three expenses? According to the U.S. Bureau of Labor Statistics 2008 
Consumer Expenditure Survey, the top six sources of consumer expendi-
tures in the U.S. were housing (33.9%), transportation (17.0%), food (12.8%), 
personal insurance and pensions (11.1%), healthcare (5.9%), and entertain-
ment (5.6%). These six categories make up over 85% of average consumer 
expenses. (Although the exact percentages change from year to year, the list 
of the top six items remains the same.)

Figure 6-1 summarizes the 2008 U.S. expenditures in a pie chart. Notice that 
the “Other” category is a bit large in this chart (13.7%). However, with so 
many other possible expenditures out there (including this book), each one 
would only get a tiny slice of the pie for itself, and the resulting pie chart 
would be a mess. In this case, it is too difficult to break “Other” down further. 
(But in many other cases you can.)

 Ideally, a pie chart shouldn’t have too many slices because a large number 
of slices distracts the reader from the main point(s) the pie chart is trying to 
relay. However, lumping the remaining categories into one slice that’s one of 
the largest in the whole pie chart leaves readers wondering what’s included in 
that particular slice. With charts and graphs, doing it right is a delicate balance.

Bringing in a lotto revenue
State lotteries bring in a great deal of revenue, and they also return a large 
portion of the money received, with some of the revenues going to prizes and 
some being allocated to state programs such as education. Where does lot-
tery revenue come from? Figure 6-2 is a pie chart showing the types of games 
and their percentage of revenue as recently reported by Ohio’s state lottery. 
(Note the slices don’t sum to 100% exactly due to slight rounding error.)
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You can see by the pie chart in Figure 6-2 that 49.3% of the lottery sales rev-
enue comes from the instant (scratch-off) games. The rest come from various 
lottery-type games in which players choose a set of numbers and win if a cer-
tain number of their numbers match those chosen by the lottery.

 

Figure 6-1: 
Pie chart 
showing 

how people 
in the U.S. 

spend their 
money.

 

Top Consumer Expenses
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Transportation

Food

Insurance/pensions
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Other expenses
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Figure 6-2: 
Pie chart 

break-
ing down 
a state’s 

lottery 
 revenue.
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Notice that this pie chart doesn’t tell you how much money came in, only what 
percentage of the money came from each type of game. About half the money 
(49.3%) came from instant scratch-off games; does this revenue represent a 
million dollars, two million dollars, ten million dollars, or more? You can’t 
answer these questions without knowing the total amount of revenue dollars.

I was, however, able to find this information on another chart provided by 
the lottery Web site: The total revenue (over a 10-year period) was reported 
as “1,983.1 million dollars” — which you also know as 1.9831 billion dollars. 
Because 49.3% of sales came from instant games, they therefore represent 
sales revenue of $977,668,300 over a 10-year period. That’s a lot of (or dare I 
say a “lotto”) scratching.

Ordering takeout
It’s also important to watch for totals when examining a pie chart from a 
survey. A newspaper I read reported the latest results of a “people poll.” 
They asked, “What is your favorite night to order takeout for dinner?” The 
results are shown in a pie chart (see Figure 6-3).

You can clearly see that Friday night is the most popular night for ordering 
takeout (and that result makes sense) with decreasing demand moving from 
Saturday through Monday. The actual percentages shown in Figure 6-3 really 
only apply to the people who were surveyed; how close these results mimic 
the population depends on many factors, one of which is sample size. 
But unfortunately, sample size is not included as part of this graph. 
(For example, it would be nice to see “n = XXX” below the title; where 
n represents sample size.)

Without knowing the sample size, you can’t tell how accurate the informa-
tion is. Which results would you find to be more accurate — those based on 
25 people, 250 people, or 2,500 people? When you see the number 10%, you 
don’t know if it’s 10 out of 100, 100 out of 1,000, or even 1 out of 10. To statis-
ticians, 1 ÷ 10 is not the same as 100 ÷ 1,000, even though they both represent 
10%. (Don’t tell that to mathematicians — they’ll think you’re nuts!)

 Pie charts often don’t include mention of the total sample size. Always check 
for the sample size, especially if the results are very important to you; don’t 
assume it’s large! If you don’t see the sample size, go to the source of the data 
and ask for it.
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Figure 6-3: 
Pie chart 

for takeout 
food survey 

results.
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Projecting age trends
The U.S. Census Bureau provides an almost unlimited amount of data, statis-
tics, and graphics about the U.S. population, including the past, present, and 
projections for the future. It often makes comparisons between years in order 
to look for changes and trends.

One recent Census Bureau population report looked at what it calls the 
“older U.S. population” (by the government’s definition, this means people 
65 years old or over). Age was broken into the following groups: 65–69 years, 
70–74 years, 75–79 years, 80–84 years, and 85 and over. The Bureau calcu-
lated and reported the percentage in each age group for the year 2010 and 
made projections for the percentage in each age group for the year 2050.

I made side-by-side pie charts for the years 2010 versus 2050 (projections) 
to make comparisons; you can see the results in Figure 6-4. The percentage 
of the older population in each age group for 2010 is shown in one pie chart, 
and alongside it is a pie chart of the projected percentage for each age group 
for 2050 (based on the current age of the entire U.S. population, birth and 
death rates, and other variables).

If you compare the sizes of the slices from one graph to the other in Figure 6-4, 
you see that the slices for corresponding age groups are larger for the 2050 
projections (compared to 2010) as the age groups get older, and the slices 
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are smaller for the 2050 projections (compared to 2010) as the age groups get 
younger. For example the 65–69 age group decreases from 30% in 2010 to a 
projected 25% in 2050; while the 85-and-over age group increases from 14% 
in 2010 to 19% projected for 2050.

 

Figure 6-4: 
Side-by-side 

pie charts 
on the aging 

popula-
tion, 2010 

versus 2050 
 projections.

 

Age of U.S. 65-and-Over Population
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14.0%

30.0%

2010

17.0%

19.0%

25.0%19.0%

2050 projection

23.0%
20.0%

The results from Figure 6-4 indicate a shift in the ages of the population 
toward the older categories. From there, the medical and social research 
communities can examine the ramifications of this trend in terms of health-
care, assisted living, social security, and so on.

 The operative words here are if the trend continues. As you know, many vari-
ables affect population size, and you need to take those into account when 
interpreting these projections into the future. The U.S. government always 
points out caveats like this in their reports; it is very diligent about that.

 The pie charts in Figure 6-4 work well for comparing groups because they are 
side-by-side on the same graph, using the same coding for the age groups in 
each, and their slices are in the same order for both as you move clockwise 
around the graphs. They aren’t all scrambled up on each graph so you have 
to hunt for a certain age group on each graph separately.
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Raising the Bar on Bar Graphs
A bar graph (or bar chart) is perhaps the most common data display used 
by the media. Like a pie chart, a bar graph breaks categorical data down by 
group. Unlike a pie chart, it represents these amounts by using bars of differ-
ent lengths; whereas a pie chart most often reports the amount in each group 
as percentages, a bar graph uses either the number of individuals in each 
group (also called the frequency) or the percentage in each group (called the 
relative frequency).

Tracking transportation expenses
How much of their income do people in the United States spend on transporta-
tion to get back and forth to work? It depends on how much money they make. 
The Bureau of Transportation Statistics (did you know such a department 
existed?) conducted a study on transportation in the U.S. recently, and many 
of its findings are presented as bar graphs like the one shown in Figure 6-5.

This particular bar graph shows how much money is spent on transporta-
tion for people in different household-income groups. It appears that as 
household income increases, the total expenditures on transportation also 
increase. This makes sense, because the more money people have, the more 
they have available to spend.

Evaluating a pie chart
The following tips help you taste test a pie chart 
for statistical correctness:

 ✓ Check to be sure the percentages add up to 
100% or very close to it (any round-off error 
should be very small).

 ✓ Beware of slices of the pie called “Other” 
that are larger than many of the other 
slices.

 ✓ Look for a reported total number of units 
(people, dollar amounts, and so on) so that 
you can determine (in essence) how “big” 
the pie was before being divided up into the 
slices that you’re looking at.

 ✓ Avoid three-dimensional pie charts; they 
don’t show the slices in their proper pro-
portions. The slices in front look larger than 
they should.
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But would the bar graph change if you looked at transportation expenditures 
not in terms of total dollar amounts, but as the percentage of household 
income? The households in the first group make less than $5,000 a year and 
have to spend $2,500 of it on transportation. (Note: The label reads “2.5,” but 
because the units are in thousands of dollars, the 2.5 translates into $2,500.)

 

Figure 6-5: 
Bar graph 

showing 
transportation  
expenses by 

household 
income 
group.
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This $2,500 represents 50% of the annual income of those who make $5,000 
per year; the percentage of the total income is even higher for those who 
make less than $5,000 per year. The households earning $30,000–$40,000 per 
year pay $6,000 per year on transportation, which is between 15% and 20% of 
their household income. So, although the people making more money spend 
more dollars on transportation, they don’t spend more as a percentage of 
their total income. Depending on how you look at expenditures, the bar 
graph can tell two somewhat different stories.

Another point to check out is the groupings on the graph. The categories for 
household income as shown aren’t equivalent. For example, each of the first 
four bars represents household incomes in intervals of $5,000, but the next 
three groups increase by $10,000 each, and the last group contains every 
household making more than $50,000 per year. Bar graphs using different-
sized intervals to represent numerical values (such as Figure 6-5) make true 
comparisons between groups more difficult. (However, I’m sure the govern-
ment has its reasons for reporting the numbers this way; for example, this 
may be the way income is broken down for tax-related purposes.)
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One last thing: Notice that the numerical groupings in Figure 6-5 overlap on 
the boundaries. For example, $30,000 appears in both the 5th and 6th bars of 
the graph. So, if you have a household income of $30,000, which bar do you fall 
into? (You can’t tell from Figure 6-5, but I’m sure the instructions are buried 
in a huge report in the basement of some building in Washington, D.C.) This 
kind of overlap appears quite frequently in graphs, but you need to know how 
the borderline values are being treated. For example, the rule may be “Any 
data lying exactly on a boundary value automatically goes into the bar to its 
immediate right.” (Looking at Figure 6-5, that puts a household with a $30,000 
income into the 6th bar rather than the 5th.) As long as they are being consis-
tent for each boundary, that’s okay. The alternative, describing the income 
boundaries for the 5th bar as “20,000 to $29,999.99,” is not an improvement. 
Along those lines, income data can also be presented using a histogram (see 
Chapter 7), which has a slightly different look to it.

Making a lotto profit
That lotteries rake in the bucks is a well-known fact; but they also shell it 
out. How does it all shake out in terms of profits? Figure 6-6 shows the recent 
sales and expenditures of a certain state lottery.

 

Figure 6-6: 
Bar graph of 
lottery sales 
and expen-
ditures for 

a certain 
state.
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In my opinion, this bar graph needs some additional info from behind the 
scenes to make it more understandable. The bars in Figure 6-6 don’t repre-
sent similar types of entities. The first bar represents sales (a form of rev-
enue), and the other bars represent expenditures. The graph would be much 
clearer if the first bar weren’t included; for example, the total sales could be 
listed as a footnote.

Tipping the scales on a bar graph
 Another way a graph can be misleading is through its choice of scale on the 

frequency/relative frequency axis (that is, the axis where the amounts in each 
group are reported), and/or its starting value.

By using a “stretched out” scale (for example, having each half inch of a bar 
represent 10 units versus 50 units), you can stretch the truth, make differ-
ences look more dramatic, or exaggerate values. Truth-stretching can also 
occur if the frequency axis starts out at a number that’s very close to where 
the differences in the heights of the bars start; you are in essence chopping 
off the bottom of the bars (the less exciting part) and just showing their tops; 
emphasizing (in a misleading way) where the action is. Not every frequency 
axis has to start at zero, but watch for situations that elevate the differences.

A good example of a graph with a stretched out scale is seen in Chapter 3, 
regarding the results of numbers drawn in the “Pick 3” lottery. (You choose 
three one-digit numbers and if they all match what’s drawn, you win.) In 
Chapter 3, the percentage of times each number (from 0–9) was drawn is 
shown in Table 3-2, and the results are displayed in a bar graph in Figure 3-1a. 
The scale on the graph is stretched and starts at 465, making the differences 
in the results look larger than they really are; for example, it looks like the 
number 1 was drawn much less often, whereas the number 2 was drawn 
much more often, when in reality there is no statistical difference between 
the percentage of times each number was drawn. (I checked.)

Why was the graph in Figure 3-1a made this way? It might lead people to think 
they’ve got an inside edge if they choose the number 2 because it’s “on a hot 
streak”; or they might be led to choose the number 1 because it’s “due to come 
up.” Both of these theories are wrong, by the way; because the numbers are 
chosen at random, what happened in the past doesn’t matter. In Figure 3-1b 
you see a graph that’s been made correctly. (For more examples of where 
our intuition can go wrong with probability and what the scoop really is, see 
another of my books, Probability For Dummies, also published by Wiley.)

Alternatively, by using a “squeezed down” scale (for example, having each 
half inch of a bar represent 50 units versus 10 units), you can downplay dif-
ferences, making results look less dramatic than they actually are. For exam-
ple, maybe a politician doesn’t want to draw attention to a big increase in 
crime from the beginning to the end of her term, so she may have the number 
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of crimes of each type shown where each half inch of a bar represents 500 
crimes, versus 100 crimes. This squeezes the numbers together and makes 
differences less noticeable. Her opponent in the next election would go the 
other way and use a stretched-out scale to emphasize a crime increase in 
dramatic fashion, and voilà! (Now you know the answer to the question “How 
can two people talk about the same data and get two different conclusions?” 
Welcome to the world of politics.)

 With a pie chart, however, the scale can’t be changed to over-emphasize (or 
downplay) the results. No matter how you slice up a pie chart, you’re always 
slicing up a circle, and the proportion of the total pie belonging to any given 
slice won’t change, even if you make the pie bigger or smaller.

Pondering pet peeves
A recent survey of 100 people with office jobs asked them to report their big-
gest pet peeves in the workplace. (Before going on, you may want to jot down 
a couple of yours, just for fun.) A bar graph of the results of the survey is 
shown in Figure 6-7. Poor time management looks to be the number-one issue 
for these workers (I hope they didn’t do this survey on company time).

 

Figure 6-7: 
Bar graph 
for survey 
data with 

multiple 
responses.
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 If you take a look at the percentages shown for each pet peeve listed, you see 
they don’t sum to one. That tells you that each person surveyed was allowed 
to choose more than one pet peeve (like that would be hard to do); perhaps 
they were asked to name their top three pet peeves, for example. For this data 
set and others like it that allow for multiple responses, a pie chart wouldn’t be 
possible (unless you made one for every single pet peeve on the list).

Note that Figure 6-7 is a horizontal bar graph (its bars go side to side) as opposed 
to a vertical bar graph (in which bars go up and down, as in Figure 6-6). Either ori-
entation is fine; use whichever one you prefer when you make a bar graph. Do, 
however, make sure that you label the axes appropriately and include proper 
units (such as gender, opinion, or day of the week) where appropriate.

Evaluating a bar graph
To raise the statistical bar on bar graphs, check 
out these tips:

 ✓ Bars that divide up values of a numerical 
variable (such as income) should be equal 
in width (if possible) for fair comparison.

 ✓ Be aware of the scale of the bar graph and 
determine whether it’s an appropriate rep-
resentation of the information.

 ✓ Some bar graphs don’t sum to one because 
they are showing the results of more than 

one variable; make sure it’s clear what’s 
being summarized.

 ✓ Check whether the results are shown as 
the percentage within each group (relative 
frequencies) or the number in each group 
(frequencies).

 ✓ If you see relative frequencies, check for 
the total sample size — it matters. If you 
see frequencies, divide each one by the 
total sample size to get percentages, which 
are easier to compare.
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Chapter 7

Going by the Numbers: 
Graphing Numerical Data

In This Chapter
▶ Making and interpreting histograms and boxplots for numerical data

▶ Examining time charts for numerical data collected over time

▶ Strategies for spotting misleading and incorrect graphs

The main purpose of charts and graphs is to summarize data and display 
the results to make your point clearly, effectively, and correctly. In this 

chapter, I present data displays used to summarize numerical data — data 
that represent counts (such as the number of pills a patient with diabetes 
takes per day, or the number of accidents at an intersection per year) or 
measurements (the time it takes you to get to work/school each day, or your 
blood pressure).

You see examples of how to make, interpret, and evaluate the most common 
data displays for numerical data: time charts, histograms, and boxplots. I also 
point out many potential problems that can occur in these graphs, includ-
ing how people often misread what’s there. This information will help you 
develop important detective skills for quickly spotting misleading graphs.

Handling Histograms
A histogram provides a snapshot of all the data broken down into numeri-
cally ordered groups, making it a quick way to get the big picture of the data, 
in particular, its general shape. In this section you find out how to make and 
interpret histograms, and how to critique them for correctness and fairness.
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Making a histogram
A histogram is a special graph applied to data broken down into numerically 
ordered groups; for example, age groups such as 10–20, 21–30, 31–40, and 
so on. The bars connect to each other in a histogram — as opposed to a bar 
graph (Chapter 6) for categorical data, where the bars represent categories 
that don’t have a particular order, and are separated. The height of each bar 
of a histogram represents either the number of individuals (called the fre-
quency) in each group or the percentage of individuals (the relative frequency) 
in each group. Each individual in the data set falls into exactly one bar.

 You can make a histogram from any numerical data set; however, you can’t 
determine the actual values of the data set from a histogram because all you 
know is which group each data value falls into.

An award winning example
Here’s an example of how to create a histogram for all you movie lovers out 
there (especially those who love old movies). The Academy Awards started in 
1928, and one of the most popular categories for this award is Best Actress in 
a Motion Picture. Table 7-1 shows the winners of the first eight Best Actress 
Oscars, the years they won (1928–1935), their ages at the time of winning their 
awards, and the movies they were in. From the table you see the ages range 
from 22 to 62 — much wider than you may have thought it would be.

Table 7-1 Ages of Best Actress Oscar Award 
 Winners 1928–1935

Year Winner Age Movie

1928 Laura Gainor 22 Sunrise
1929 Mary Pickford 37 Coquette
1930 Norma Shearer 30 The Divorcee
1931 Marie Dressler 62 Min and Bill
1932 Helen Hayes 32 The Sin of Madelon Claudet
1933 Katharine Hepburn 26 Morning Glory
1934 Collette Colbert 31 It Happened One Night
1935 Bette Davis 27 Dangerous

To find out more about the ages of Best Actresses, I expanded my data set to 
the period 1928–2009. The age variable for this data set is numerical, so you 
can graph it using a histogram. From there you can answer questions like: 
What do the ages of these actresses look like? Are they mostly young, old, 
in between? Are their ages all spread out, or are they similar? Are most of 
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them in a certain age range, with a few outliers (either very young or very old 
actresses, compared to the others)? To investigate these questions, a histo-
gram of ages of the Best Award actresses is shown in Figure 7-1.
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Notice that the age groups are shown on the horizontal (x) axis. They go by 
groups of 5 years each: 20–25, 25–30, 30–35, . . . 80–85. The percentage (rela-
tive frequency) of actresses in each age group appears on the vertical (y) 
axis. For example, about 27 percent of the actresses were between 30 and 35 
years of age when they won their Oscars.

Creating appropriate groups
 For Figure 7-1, I used groups of 5 years each in the above example because 

increments of 5 create natural breaks for years and because it provides 
enough bars to look for general patterns. You don’t have to use this particular 
grouping, however; you have a bit of poetic license when making a histogram. 
(However, this freedom allows others to deceive you as you see in the later 
section “Detecting misleading histograms.”) Here are some tips for setting up 
your histogram:

 ✓ Each data set requires different ranges for its groupings, but you want to 
avoid ranges that are too wide or too narrow.

 • If a histogram has really wide ranges for its groups, it places all the 
data into a very small number of bars that make meaningful com-
parisons impossible.

12_9780470911082-ch07.indd   10512_9780470911082-ch07.indd   105 3/25/11   8:16 PM3/25/11   8:16 PM



106 Part II: Number-Crunching Basics 

 • If the histogram has very narrow ranges for its groups, it looks like 
a big series of tiny bars that cloud the big picture. This can make 
the data look very choppy with no real pattern.

 ✓ Make sure your groups have equal widths. If one bar is wider than the 
others, it may contain more data than it should.

One idea that may be appropriate for your histogram is to take the range of 
the data (largest minus smallest) and divide by 10 to get 10 groupings.

Handling borderline values
In the Academy Award example, what happens if an actress’s age lies right 
on a borderline? For example, in Table 7-1 Norma Shearer was 30 years old in 
1930 when she won the Oscar for The Divorcee. Does she belong in the 25–30 
age group (the lower bar) or the 30–35 age group (the upper bar)?

 As long as you are consistent with all the data points, you can either put all 
the borderline points into their respective lower bars or put all of them into 
their respective upper bars. The important thing is to pick a direction and be 
consistent. In Figure 7-1, I went with the convention of putting all borderline 
values into their respective upper bars — which puts Norma Shearer’s age in 
the 3rd bar, the 30–35 age group of Figure 7-1.

Clarifying the axes
The most complex part of interpreting a histogram for the reader is to get 
a handle on what’s being shown on the x and y axes. Having good descrip-
tive labels on the axes will help. Most statistical software packages label the 
x-axis using the variable name you provided when you entered your data (for 
example “age” or “weight”). However, the label for the y-axis isn’t as clear. 
Statistical software packages often label the y-axis of a histogram by writing 
“frequency” or “percent” by default. These terms can be confusing: frequency 
or percentage of what?

 Clarify the y-axis label on your histogram by changing “frequency” to “number 
of” and adding the variable name. To modify a label that simply reads “percent,” 
clarify by writing “percentage of” and the variable. For example, in the histo-
gram of ages of the Best Actress winners shown in Figure 7-1, I labeled the y-axis 
“Percentage of actresses in each age group.” In the next section you see how to 
interpret the results from a histogram. How old are those actresses anyway?

Interpreting a histogram
 A histogram tells you three main features of numerical data:

 ✓ How the data are distributed among the groups (statisticians call this 
the shape of the data)
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 ✓ The amount of variability in the data (statisticians call this the amount 
of spread in the data)

 ✓ Where the center of the data is (statisticians use different measures)

Checking out the shape of the data
One of the features that a histogram can show you is the shape of the data — 
in other words, the manner in which the data fall into the groups. For exam-
ple, all the data may be exactly the same, in which case the histogram is just 
one tall bar; or the data might have an equal number in each group; in which 
case the shape is flat.

Some data sets have a distinct shape. Here are three shapes that stand out:

 ✓ Symmetric: A histogram is symmetric if you cut it down the middle and 
the left-hand and right-hand sides resemble mirror images of each other.

  Figure 7-2a shows a symmetric data set; it represents the amount of time 
each of 50 survey participants took to fill out a certain survey. You see 
that the histogram is close to symmetric.

 ✓ Skewed right: A skewed right histogram looks like a lopsided mound, 
with a tail going off to the right.

  Figure 7-1, showing the ages of the Best Actress Award winners, is 
skewed right. You see on the right side there are a few actresses whose 
ages are older than the rest.

 ✓ Skewed left: If a histogram is skewed left, it looks like a lopsided mound 
with a tail going off to the left.

  Figure 7-2b shows a histogram of 17 exam scores. The shape is skewed 
left; you see a few students who scored lower than everyone else.

 Following are some particulars about classifying the shape of a data set:

 ✓ Don’t expect symmetric data to have an exact and perfect shape. Data 
hardly ever fall into perfect patterns, so you have to decide whether the 
data shape is close enough to be called symmetric.

  If the shape is close enough to symmetric that another person would notice 
it, and the differences aren’t enough to write home about, I’d classify it as 
symmetric or roughly symmetric. Otherwise, you classify the data as non-
symmetric. (More sophisticated statistical procedures exist that actually 
test data for symmetry, but they’re beyond the scope of this book.)

 ✓ Don’t assume that data are skewed if the shape is non-symmetric. 
Data sets come in all shapes and sizes, and many of them don’t have a 
distinct shape at all. I include skewness on the list here because it’s one 
of the more common non-symmetric shapes, and it’s one of the shapes 
included in a standard introductory statistics course.

  If a data set does turn out to be skewed (or close to it), make sure to 
denote the direction of the skewness (left or right).
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Figure 7-2: 
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As you know from Figure 7-1, the actresses’ ages in Figure 7-1 are skewed 
right. Most of the actresses were between 20 and 50 years of age when they 
won, with about 27% of them between the ages of 30–35. A few actresses were 
older when they won their Oscars; about 6 percent were between 60–65 years 
of age, and less than 4% (total) were 70 years old or over (if you add the 
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percentages from the last two bars in the histogram). The last three bars 
are what make the data have a shape that is skewed right.

Measuring center: Mean versus median
A histogram gives you a rough idea of where the “center” of the data lies. The 
word center is in quotes because many different statistics are used to desig-
nate center. The two most common measures of center are the average (the 
mean) and the median. (For details on measures of center, see Chapter 5.)

 To visualize the average age (the mean), picture the data as people sitting on a 
teeter-totter. Your objective is to balance it. Because data don’t move around, 
assume the people stay where they are and you move the pivot point (which 
you can also think of as the hinge or fulcrum) anywhere you want. The mean 
is the place the pivot point has to be in order to balance the weight on each 
side of the teeter-totter.

The balancing point of the teeter-totter is affected by the weights of the 
people on each side, not by the number of people on each side. So the mean 
is affected by the actual values of the data, rather than the amount of data.

The median is the place where you put the pivot point so you have an 
equal number of people on each side of the teeter-totter, regardless of their 
weights. With the same number of people on each side, the teeter-totter 
wouldn’t balance in terms of weight unless the teeter-totter had people with 
the same total weight on each side. So the median isn’t affected by the values 
of the data, just their location within the data set.

 

The mean is affected by outliers, values in the data set that are away from the 
rest of the data, on the high end and/or the low end. The median, being the 
middle number, is not affected by outliers.

Viewing variability: Amount of spread around the mean
You also get a sense of variability in the data by looking at a histogram. For 
example, if the data are all the same, they are all placed into a single bar, 
and there is no variability. If an equal amount of data is in each group, the 
histogram looks flat with the bars close to the same height; this means a fair 
amount of variability.

 The idea of a flat histogram indicating some variability may go against your 
intuition, and if it does you’re not alone. If you’re thinking a flat histogram 
means no variability, you’re probably thinking about a time chart, where 
single numbers are plotted over time (see the section “Tackling Time Charts” 
later in this chapter). Remember, though, that a histogram doesn’t show data 
over time — it shows all the data at one point in time.

Equally confusing is the idea that a histogram with a big lump in the middle 
and tails sloping sharply down on each side actually has less variability than 
a histogram that’s straight across. The curves looking like hills in a histogram 
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represent clumps of data that are close together; a flat histogram shows data 
equally dispersed, with more variability.

 Variability in a histogram is higher when the taller bars are more spread out 
around the mean and lower when the taller bars are close to the mean.

For the Best Actress Award winners’ ages shown in Figure 7-1, you see many 
actresses are in the age range from 30–35, and most of the ages are between 
20–50 years in age, which is quite diverse; then you have those outliers, those 
few older actresses (I count 7 of them) that spread the data out farther, 
increasing its overall variability.

The most common statistic used to measure variability in a data set is the 
standard deviation, which in a rough sense measures the average distance 
that the data lie from the mean. The standard deviation for the Best Actress 
age data is 11.35 years. (See Chapter 5 for all the details on standard devia-
tion.) A standard deviation of 11.35 years is fairly large in the context of this 
problem, but the standard deviation is based on average distance from the 
mean, and the mean is influenced by outliers, so the standard deviation will 
be as well (see Chapter 5 for more information).

In the later section “Interpreting a boxplot,” I discuss another measure of 
variability, called the interquartile range (IQR), which is a more appropriate 
measure of variability when you have skewed data.

Putting numbers with pictures
 You can’t actually calculate measures of center and variability from the his-

togram itself because you don’t know the exact data values. To add detail to 
your findings, you should always calculate the basic statistics of center and 
variation along with your histogram. (All the descriptive statistics you need, 
and then some, appear in Chapter 5.)

Figure 7-1 is a histogram for the Best Actress ages; you can see it is skewed 
right. Then for Figure 7-3, I calculated some basic (that is, descriptive) statis-
tics from the data set. Examining these numbers, you find the median age is 
33.00 years and the mean age is 35.69 years.

The mean age is higher than the median age because of a few actresses that 
were quite a bit older than the rest when they won their awards. For exam-
ple, Jessica Tandy won for her role in Driving Miss Daisy when she was 81, 
and Katharine Hepburn won the Oscar for On Golden Pond when she was 74. 
The relationship between the median and mean confirms the skewness (to 
the right) found in Figure 7-1.
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Figure 7-3: 
Descriptive 

statistics 
for Best 
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ages 
 (1928–2009).
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Here are some tips for connecting the shape of the histogram (discussed in 
the previous section) with the mean and median:

 ✓ If the histogram is skewed right, the mean is greater than the median.

  This is the case because skewed-right data have a few large values that 
drive the mean upward but do not affect where the exact middle of the 
data is (that is, the median). Looking at the histogram of ages of the Best 
Actress Award winners in Figure 7-1, you see they’re skewed right.

 ✓ If the histogram is close to symmetric, then the mean and median are 
close to each other.

  Close to symmetric means it’s almost the same on either side; it doesn’t 
need to be exact. Close is defined in the context of the data; for example, 
the numbers 50 and 55 are said to be close if all the values lie between 0 
and 1,000, but they are considered to be farther apart if all the values lie 
between 49 and 56.

  The histogram shown in Figure 7-2a is close to symmetric. Its mean and 
median are both equal to 3.5.

 ✓ If the histogram is skewed left, the mean is less than the median.

  This is the case because skewed-left data have a few small values that 
drive the mean downward but do not affect where the exact middle of 
the data is (that is, the median).

  Figure 7-2b represents the exam scores of 17 students, and the data are 
skewed left. I calculated the mean and median of the original data set to 
be 70.41 and 74.00, respectively. The mean is lower than the median due 
to a few students who scored quite a bit lower than the others. These 
findings match the general shape of the histogram shown in Figure 7-2b.

 The tips for interpreting histograms found in the previous section can also be 
used the other way around. If for some reason you don’t have a histogram of 
the data, and you only have the mean and median to go by, you compare them 
to each other to get a rough idea as to the shape of the data set.
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 ✓ If the mean is much larger than the median, the data are generally 
skewed right; a few values are larger than the rest.

 ✓ If the mean is much smaller than the median, the data are generally 
skewed left; a few smaller values bring the mean down.

 ✓ If the mean and median are close, you know the data is fairly balanced, 
or symmetric, on each side.

 Under certain conditions, you can put together the mean and standard devia-
tion to describe a data set in quite a bit of detail. If the data have a normal 
distribution (a bell-shaped hill in the middle, sloping down at the same rate 
on each side; see Chapter 5), the Empirical Rule can be applied.

The Empirical Rule (also in Chapter 5) says that if the data have a normal dis-
tribution, about 68% of the data lie within 1 standard deviation of the mean, 
about 95% of the data lie within 2 standard deviations from the mean, and 
99.7% of the data lie within 3 standard deviations of the mean. These percent-
ages are custom-made for the normal distribution (bell-shaped data) only and 
can’t be used for data sets of other shapes.

Detecting misleading histograms
There are no hard and fast rules for how to create a histogram; the person 
making the graph gets to choose the groupings on the x-axis as well as the 
scale and starting and ending points on the y-axis. Just because there is an 
element of choice, however, doesn’t mean every choice is appropriate; in 
fact, a histogram can be made to be misleading in many ways. In the following 
sections, you see examples of misleading histograms and how to spot them.

Missing the mark with too few groups
Although the number of groups you use for a histogram is up to the discre-
tion of the person making the graph, there is such a thing as going overboard, 
either by having way too few bars, with everything lumped together, or by 
having way too many bars, where every little difference is magnified.

 To decide how many bars a histogram should have, I take a good look at the 
groupings used to form the bars on the x-axis and see if they make sense. 
For example, it doesn’t make sense to talk about exam scores in groups of 2 
points; that’s too much detail — too many bars. On the other hand, it doesn’t 
make sense to group actresses’ ages by intervals of 20 years; that’s not 
descriptive enough.

Figures 7-4 and 7-5 illustrate this point. Each histogram summarizes n = 222 
observations of the amount of time between eruptions of the Old Faithful 
geyser in Yellowstone Park. Figure 7-4 uses six bars that group the data by 
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10-minute intervals. This histogram shows a general skewed left pattern, but 
with 222 observations you are cramming an awful lot of data into only six 
groups; for example, the bar for 75–85 minutes has more than 90 pieces of 
data in it. You can break it down further than that.

 

Figure 7-4: 
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Figure 7-5 is a histogram of the same data set, where the time between erup-
tions is broken into groups of 3 minutes each, resulting in 19 bars. Notice the 
distinct pattern in the data that shows up with this histogram which wasn’t 
uncovered in Figure 7-4. You see two distinct peaks in the data; one peak 
around the 50-minute mark, and one around the 75-minute mark. A data set 
with two peaks is called bimodal; Figure 7-5 shows a clear example.

Looking at Figure 7-5, you can conclude that the geyser has two categories of 
eruptions; one group that has a shorter waiting time, and another group that 
has a longer waiting time. Within each group you see the data are fairly close 
to where the peak is located. Looking at Figure 7-4, you couldn’t say that.

 If the interval for the groupings of the numerical variable is really small, you 
see too many bars in the histogram; the data may be hard to interpret because 
the heights of the bars look more variable than they should be. On the other 
hand, if the ranges are really large, you see too few bars, and you may miss 
something interesting in the data. 
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Figure 7-5: 
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Watching the scale and start/finish lines
The y-axis of a histogram shows how many individuals are in each group, 
using counts or percents. A histogram can be misleading if it has a deceptive 
scale and/or inappropriate starting and ending points on the y-axis.

 Watch the scale on the y-axis of a histogram. If it goes by large increments and 
has an ending point that’s much higher than needed, you see a great deal of 
white space above the histogram. The heights of the bars are squeezed down, 
making their differences look more uniform than they should. If the scale goes 
by small increments and ends at the smallest value possible, the bars become 
stretched vertically, exaggerating the differences in their heights and suggest-
ing a bigger difference than really exists.

An example comparing scales on the vertical (y) axes is shown in Figures 7-5 
and 7-6. I took the Old Faithful data (time between eruptions) and made a his-
togram with vertical increments of 20 minutes, from 0 to 100; see Figure 7-6. 
Compare this to Figure 7-5, with vertical increments of 5 minutes, from 0 to 
35. Figure 7-6 has a lot of white space and gives the appearance that the times 
are more evenly distributed among the groups than they really are. It also 
makes the data set look smaller, if you don’t pay attention to what’s on the 
y-axis. Of the two graphs, Figure 7-5 is more appropriate.
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Figure 7-6: 
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Examining Boxplots
A boxplot is a one-dimensional graph of numerical data based on the five-
number summary, which includes the minimum value, the 25th percentile 
(known as Q1), the median, the 75th percentile (Q3), and the maximum value. 
In essence, these five descriptive statistics divide the data set into four parts; 
each part contains 25% of the data. (See Chapter 5 for a full discussion of the 
five-number summary.)

Making a boxplot
To make a boxplot, follow these steps:

 1. Find the five-number summary of your data set. (Use the steps out-
lined in Chapter 5.)

 2. Create a vertical (or horizontal) number line whose scale includes the 
numbers in the five-number summary and uses appropriate units of 
equal distance from each other.
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 3. Mark the location of each number in the five-number summary just 
above the number line (for a horizontal boxplot) or just to the right of 
the number line (for a vertical boxplot).

 4. Draw a box around the marks for the 25th percentile and the 75th 
 percentile.

 5. Draw a line in the box where the median is located.

 6. Determine whether or not outliers are present.

  To make this determination, calculate the IQR (by subtracting Q3 – Q1); 
then multiply by 1.5. Add this amount to the value of Q3 and subtract this 
amount from Q1. This gives you a wider boundary around the median 
than the box does. Any data points that fall outside this boundary are 
determined to be outliers.

 7. If there are no outliers (according to your results of Step 6), draw lines 
from the upper and lower edges of the box out to the minimum and 
maximum values in the data set.

 8. If there are outliers (according to your results of Step 6), indicate their 
location on the boxplot with * signs. Instead of drawing a line from 
the edge of the box all the way to the most extreme outlier, stop the 
line at the last data value that isn’t an outlier.

 Many if not most software packages indicate outliers in a data set by using an 
asterisk (*) or star symbol and use the procedure outlined in Step 6 to identify 
outliers. However, not all packages use these symbols and procedures; check 
to see what your package does before analyzing your data with a boxplot. 

A horizontal boxplot for ages of the Best Actress Oscar award winners from 
1928–2009 is shown in Figure 7-7. You can see the numbers separating sec-
tions of the boxplot match the five-number summary statistics shown in 
Figure 7-3.

 Boxplots can be vertical (straight up and down) with the values on the axis 
going from bottom (lowest) to top (highest); or they can be horizontal, with 
the values on the axis going from left (lowest) to right (highest). The next sec-
tion shows you how to interpret a boxplot.
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Interpreting a boxplot
Similar to a histogram (see the section “Interpreting a histogram”), a box-
plot can give you information regarding the shape, center, and variability of 
a data set. Boxplots differ from histograms in terms of their strengths and 
weaknesses, as you see in the upcoming sections, but one of their biggest 
strengths is how they handle skewed data.

Checking the shape with caution!
A boxplot can show whether a data set is symmetric (roughly the same on 
each side when cut down the middle) or skewed (lopsided). A symmetric 
data set shows the median roughly in the middle of the box. Skewed data 
show a lopsided boxplot, where the median cuts the box into two unequal 
pieces. If the longer part of the box is to the right (or above) the median, the 
data is said to be skewed right. If the longer part is to the left (or below) the 
median, the data is skewed left.
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As shown in the boxplot of the data in Figure 7-7, the ages are skewed right. 
The part of the box to the left of the median (representing the younger 
actresses) is shorter than the part of the box to the right of the median (rep-
resenting the older actresses). That means the ages of the younger actresses 
are closer together than the ages of the older actresses. Figure 7-3 shows the 
descriptive statistics of the data and confirms the right skewness: the median 
age (33 years) is lower than the mean age (35.69 years).

 If one side of the box is longer than the other, it does not mean that side con-
tains more data. In fact, you can’t tell the sample size by looking at a boxplot; 
it’s based on percentages, not counts. Each section of the boxplot (the mini-
mum to Q1, Q1 to the median, the median to Q3, and Q3 to the maximum) con-
tains 25% of the data no matter what. If one of the sections is longer than 
another, it indicates a wider range in the values of data in that section (mean-
ing the data are more spread out). A smaller section of the boxplot indicates 
the data are more condensed (closer together).

 Although a boxplot can tell you whether a data set is symmetric (when the 
median is in the center of the box), it can’t tell you the shape of the symmetry 
the way a histogram can. For example, Figure 7-8 shows histograms from two 
different data sets, each one containing 18 values that vary from 1 to 6. The 
histogram on the left has an equal number of values in each group, and the one 
on the right has two peaks at 2 and 5. Both histograms show the data are sym-
metric, but their shapes are clearly different.
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Figure 7-9 shows the corresponding boxplots for these same two data sets; 
notice they are exactly the same. This is because the data sets both have 
the same five-number summaries — they’re both symmetric with the same 
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amount of distance between Q1, the median, and Q3. However, if you just saw 
the boxplots and not the histograms, you might think the shapes of the two 
data sets are the same, when indeed they are not.

Figure 7-9: 
Boxplots 

of the two 
symmetric 

data sets 
from 

Figure 7-8.
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Despite its weakness in detecting the type of symmetry (you can add in a his-
togram to your analyses to help fill in that gap), a boxplot has a great upside 
in that you can identify actual measures of spread and center directly from 
the boxplot, where on a histogram you can’t. A boxplot is also good for com-
paring data sets by showing them on the same graph, side by side.

 All graphs have strengths and weaknesses; it’s always a good idea to show 
more than one graph of your data for that reason.

Measuring variability with IQR
Variability in a data set that is described by the five-number summary is mea-
sured by the interquartile range (IQR). The IQR is equal to Q3 – Q1, the difference 
between the 75th percentile and the 25th percentile (the distance covering the 
middle 50% of the data). The larger the IQR, the more variable the data set is.

From Figure 7-3, the variability in age of the Best Actress winners as mea-
sured by the IQR is Q3 – Q1 = 39 – 28 = 11 years. Of the group of actresses 
whose ages were closest to the median, half of them were within 11 years of 
each other when they won their awards.

 Notice that the IQR ignores data below the 25th percentile or above the 75th, 
which may contain outliers that could inflate the measure of variability of the 
entire data set. So if data is skewed, the IQR is a more appropriate measure of 
variability than the standard deviation.
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Picking out the center using the median
The median, part of the five-number summary, is shown by the line that cuts 
through the box in the boxplot. This makes it very easy to identify. The mean, 
however, is not part of the boxplot and can’t be determined accurately by 
just looking at the boxplot.

You don’t see the mean on a boxplot because boxplots are based completely 
on percentiles. If data are skewed, the median is the most appropriate mea-
sure of center. Of course you can calculate the mean separately and add it to 
your results; it’s never a bad idea to show both.

Investigating Old Faithful’s boxplot
The relevant descriptive statistics for the Old Faithful geyser data are found 
in Figure 7-10.

Figure 7-10: 
Descriptive 

statistics for 
Old Faithful 

data. 

Descriptive Statistics: Time between Eruptions

Variable
Time between

Total
Count

222
Mean
71.009

StDev
12.799

Minimum
42.000

Q1
60.000

Median
75.000

Q3
81.000

Maximum
95.000

IQR
21.000

You can predict from the data set that the shape will be skewed left a bit because 
the mean is lower than the median by about 4 minutes. The IQR is Q3 – Q1 = 
81 – 60 = 21 minutes, which shows the amount of overall variability in the time 
between eruptions; 50% of the eruptions are within 21 minutes of each other.

A vertical boxplot for length of time between eruptions of the Old Faithful 
geyser is shown in Figure 7-11. You confirm that the data are skewed left 
because the lower part of the box (where the small values are) is longer than 
the upper part of the box.

You see the values of the boxplot in Figure 7-11 that mark the five-number 
summary and the information shown in Figure 7-10, including the IQR of 21 
minutes to measure variability. The center as marked by the median is 75 
minutes; this is a better measure of center than the mean (71 minutes), which 
is driven down a bit by the left skewed values (the few that are shorter times 
than the rest of the data).

Looking at the boxplot (Figure 7-11), you see there are no outliers denoted by 
stars. However, note that the boxplot doesn’t pick up on the bimodal shape 
of the data that you see in Figure 7-5. You need a good histogram for that.
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Figure 7-11: 
Boxplot of 
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Denoting outliers
Looking at the boxplot in Figure 7-7 for the Best Actress ages data, you see 
a set of outliers (seven in all) on the right side of the data set, marked by a 
group of stars (as described in Step 8 in the earlier section “Making a box-
plot”). Three of the stars lie on top of one another because three actresses 
were the same age, 61, when they won their Oscars.

You verify these outliers by applying the rule described in Step 6 of the sec-
tion “Making a Boxplot.” The IQR is 11 (from Figure 7-3), so you take 11 ∗ 1.5 = 
16.5 years. Add this amount to Q3 and you get 39 + 16.5 = 55.5 years; subtract-
ing this amount from Q1 you get 28 – 16.5 = 11.5 years. So an actress whose 
age was below 11.5 years (that is, 11 years old and under) or above 55.5 years 
(that is, 56 years old or over) is considered to be an outlier.

Of course, the lower end of this boundary (11.5 years) isn’t relevant because 
the youngest actress was 21 (Figure 7-3 shows the minimum is 21). So you 
know there aren’t any outliers on the low end of this data set.

However, seven outliers are on the high end of the data set, where the 
56-and-over actresses’ ages are. Table 7-2 shows the information on all seven 
outliers in the Best Actress ages data set.
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Table 7-2 Best Actress Winners with Ages 
 Designated as Outliers

Year Name Age Movie

1967 Katharine Hepburn 60 Guess Who’s Coming to Dinner
1968 Katharine Hepburn 61 The Lion in Winter
1985 Geraldine Page 61 Trip to Bountiful
2006 Helen Mirren 61 The Queen
1931 Marie Dressler 62 Min and Bill
1981 Katharine Hepburn 74 On Golden Pond
1989 Jessica Tandy 81 Driving Miss Daisy

The youngest of the outliers is 60 years old (Katharine Hepburn, 1967). Just 
to compare, the next youngest age in the data set is 49 (Susan Sarandon, 
1995). This indicates a clear break in this data set.

Making mistakes when interpreting a boxplot
It’s a common mistake to associate the size of the box in a boxplot with the 
amount of data in the data set. Remember that each of the four sections 
shown in the boxplot contains an equal percentage (25%) of the data; the 
boxplot just marks off the places in the data set that separate those sections.

 In particular, if the median splits the box into two unequal parts, the larger 
part contains data that’s more variable than the other part, in terms of its 
range of values. However, there is still the same amount of data (25%) in the 
larger part of the box as there is in the smaller part.

Another common error involves sample size. A boxplot is a one-dimensional 
graph with only one axis representing the variable being measured. There is 
no second axis that tells you how many data points are in each group. So if 
you see two boxplots side-by-side and one of them has a very long box and 
the other has a very short one, don’t conclude that the longer one has more 
data in it. The length of the box represents the variability in the data, not the 
number of data values.

 When viewing or making a boxplot, always make sure the sample size (n) is 
included as part of the title. You can’t figure out the sample size otherwise.
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Tackling Time Charts
A time chart (also called a line graph) is a data display used to examine trends 
in data over time (also known as time series data). Time charts show time on 
the x-axis (for example, by month, year, or day) and the values of the variable 
being measured on the y-axis (like birth rates, total sales, or population size). 
Each point on the time chart summarizes all the data collected at that par-
ticular time; for example, the average of all pepper prices for January or the 
total revenue for 2010.

Interpreting time charts
 To interpret a time chart, look for patterns and trends as you move across the 

chart from left to right.

The time chart in Figure 7-12 shows the ages of the Best Actress winners, 
in order of year won, from 1928–2009. Each dot indicates the age of a single 
actress, the one that won the Oscar that year. You see a bit of a cyclical pat-
tern across time; that is, the ages go up, down, up, down, up, down with at 
least some regularity. It’s hard to say what may be going on here; many vari-
ables go into determining an Oscar winner, including the type of movie, type 
of female role, mood of the voters, and so forth, and some of these variables 
may have a cyclical pattern to them.

Figure 7-12 also shows a very faint trend in age that is tending uphill; indi-
cating that the Best Actress Award winners may be winning their awards 
increasingly later in life. Again, I wouldn’t make too many assumptions 
from this result because the data has a great deal of variability.

As far as variability goes, you see that the ages represented by the dots do 
fluctuate quite a bit on the y-axis (representing age); all the dots basically fall 
between 20 and 80 years, with most of them between 25 and 45 years, I’d say. 
This goes along with the descriptive statistics found in Figure 7-3.

12_9780470911082-ch07.indd   12312_9780470911082-ch07.indd   123 3/25/11   8:16 PM3/25/11   8:16 PM



124 Part II: Number-Crunching Basics 

 

Figure 7-12: 
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Understanding variability: Time 
charts versus histograms

 Variability in a histogram should not be confused with variability in a time 
chart. If values change over time, they’re shown on a time chart as highs and 
lows, and many changes from high to low (over time) indicate lots of variabil-
ity. So a flat line on a time chart indicates no change and no variability in the 
values across time. For example, if the price of a product stays the same for 12 
months in a row, the time chart for price would be flat.

But when the heights of a histogram’s bars appear flat, the data is spread out 
uniformly across all the groups, indicating a great deal of variability in the 
data. (For an example, refer to Figure 7-2a.)

Spotting misleading time charts
As with any graph, you have to evaluate the units of the numbers being plot-
ted. For example, it’s misleading to chart the number of crimes over time, 
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rather than the crime rate (crimes per capita) — because the population size 
of a city changes over time, crime rate is the appropriate measure. Make sure 
you understand what numbers are being graphed and examine them for fair-
ness and appropriateness.

Watching the scale and start/end points
The scale on the vertical axis can make a big difference in the way the time 
chart looks. Refer to Figure 7-12 to see my original time chart of the ages for 
the Best Actress Academy Award winners from 1928–2009 in increments of 
10 years. You see a fair amount of variability, as discussed previously.

In Figure 7-12, the starting and ending points on the vertical axis are 0 to 100, 
which creates a little bit of extra white space on the top and bottom of the 
picture. I could have used 10 and 90 as my start/end points, but this graph 
looks reasonable.

Now what happens if I change the vertical axis? Figure 7-13 shows the same 
data, with start/end points of 20 and 80. The increments of 10 years appear 
longer than the increments of 10 years shown in Figure 7-12. Both of these 
changes in the graph exaggerate the differences in ages even more.

 

Figure 7-13: 
Time Chart 
#2 for ages 

of Best 
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winners, 
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 How do you decide which graph is the best one for your data? There is no per-
fect graph; there is no right or wrong answer; but there are limits. You can 
quickly spot problems just by zooming in on the scale and start/end points.

Simplifying excess data
A time chart of the time between eruptions for the Old Faithful data is shown 
in Figure 7-14. You see 222 dots on this graph; each one represents the time 
between one eruption and the next, for every eruption during a 16-day period.

This figure looks very complex; data are everywhere, there are too many 
points to really see anything, and you can’t find the forest for the trees. There 
is such a thing as having too much data, especially nowadays when you can 
measure data continuously and meticulously using all kinds of advanced 
technology. I’m betting they didn’t have a student standing by the geyser 
recording eruption times on a clipboard, for example!

To get a clearer picture of the Old Faithful data, I combined all the observa-
tions from a single day and found its mean; I did this for all 16 days, and then 
I plotted all the means on a time chart in order. This reduced the data from 
222 points to 16 points. The time chart is shown in Figure 7-15.

From this time chart I see a little bit of a cyclical pattern to the data; every day 
or two it appears to shift from short times between eruptions to longer times 
between eruptions. While these changes are not definitive, it does provide 
important information for scientists to follow up on when studying the behav-
ior of geysers like Old Faithful.

 

Figure 7-14: 
Time chart 
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eruptions 
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Figure 7-15: 
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 A time chart condenses all the data for one unit of time into a single point. By 
contrast, a histogram displays the entire sample of data that was collected at 
that one unit of time. For example, Figure 7-15 shows the daily average time 
between eruptions for 16 days. For any given day, you can make a histogram 
of all the eruptions observed on that particular day. Displaying a time chart of 
average times over 16 days accompanied by a histogram summarizing all the 
eruptions for a particular day would be a great one-two punch.

Evaluating time charts
Here is a checklist for evaluating time charts, 
with a couple more thoughts added in:

 ✓ Examine the scale and start/end points on 
the vertical axis (the one showing the values 
of the data). Large increments and/or lots of 
white space make differences look less dra-
matic; small increments and/or a plot that 
totally fills the page exaggerate differences.

 ✓ If the amount of data you have is over-
whelming, consider boiling it down by find-
ing means/medians for blocks of time and 
plotting those instead.

 ✓ Watch for gaps in the timeline on a time 
chart. For example, it’s misleading to show 
equally spaced points on the horizontal 
(time) axis for 1990, 2000, 2005, and 2010. 
This happens when years are just treated 
like labels, rather than real numbers.

 ✓ As with any graph, take the units into 
account; be sure they’re appropriate for 
comparison over time. For example, are 
dollar amounts adjusted for inflation? Are 
you looking at number of crimes, or the 
crime rate?
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In this part . . . 

Statisticians study populations; that’s their bread 
and butter. They measure, count, or classify charac-

teristics of a population (using random variables); find 
probabilities and proportions; and create (or estimate) 
numerical summaries for the population (that is, param-
eters for the population). Sometimes you know a great deal 
about a population from the start; sometimes it’s hazier. 
This part studies populations under both scenarios.

If a population fits a specific distribution, tools are avail-
able for studying it. In Chapters 8 through 10, you see three 
commonly used distributions: the binomial distribution 
(for categorical data) and the normal and t-distributions 
(for numerical data). 

If the specifics about a population are unknown (as hap-
pens most of the time), you take a sample and generalize 
its results to the population. However, sample results vary, 
and you need to take that into account. In Chapter 11 you 
investigate sample variability, measure the precision of 
your sample results, and find probabilities for their likeli-
hood. From there you’ll be able to properly estimate 
parameters and test claims made about them, but that’s 
another Part — IV, to be exact.
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Chapter 8

Random Variables and the 
Binomial Distribution

In This Chapter
▶ Identifying a binomial random variable

▶ Finding probabilities using a formula or table

▶ Calculating the mean and variance

Scientists and engineers often build models for the phenomena they are 
studying to make predictions and decisions. For example, where and 

when is this hurricane going to hit when it makes landfall? How many acci-
dents will occur at this intersection this year if it’s not redone? Or, what will 
the deer population be like in a certain region five years from now?

To answer these questions, scientists (usually working with statisticians) 
define a characteristic they are measuring or counting (such as number of 
intersections, location and time when a hurricane hits, population size, and 
so on) and treat it as a variable that changes in some random way, accord-
ing to a certain pattern. They cleverly call them — you guessed it — random 
variables. In this chapter, you find out more about random variables, their 
types and characteristics, and why they are important. And you look at the 
details of one of the most common random variables: the binomial.

Defining a Random Variable
A random variable is a characteristic, measurement, or count that changes 
randomly according to a certain set or pattern. Its notation is X, Y, Z, and so 
on. In this section, you see how different random variables are characterized 
and how they behave in the long term in terms of their means and standard 
deviations.
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 In math you have variables like X and Y that take on certain values depending 
on the problem (for example, the width of a rectangle), but in statistics the 
variables change in a random way. By random, statisticians mean that you 
don’t know exactly what the next outcome will be but you do know that cer-
tain outcomes happen more frequently than others; everything’s not 50-50. 
(Like when I try to shoot baskets; it’s definitely not a 50% chance I’ll make one 
and 50% chance I’ll miss. It’s more like 5% chance of making it and a 95% 
chance of missing it.) You can use that information to better study data and 
populations and make good decisions. (For example, don’t put me in your bas-
ketball game to shoot free throws.)

Data have different types: categorical and numerical (see Chapter 4). While 
both types of data are associated with random variables, I discuss only 
numerical random variables here (this falls in line with most intro stat 
courses as well). For information on analyzing categorical variables, see 
Chapters 6 and 19.

Discrete versus continuous
Numerical random variables represent counts and measurements. They 
come in two different flavors: discrete and continuous, depending on the 
type of outcomes that are possible.

 ✓ Discrete random variables: If the possible outcomes of a random vari-
able can be listed out using whole numbers (for example, 0, 1, 2 . . . , 10; 
or 0, 1, 2, 3), the random variable is discrete.

 ✓ Continuous random variables: If the possible outcomes of a random 
variable can only be described using an interval of real numbers (for 
example, all real numbers from zero to infinity), the random variable 
is continuous.

Discrete random variables typically represent counts — for example, the 
number of people who voted yes for a smoking ban out of a random sample of 
100 people (possible values are 0, 1, 2, . . . , 100); or the number of accidents at 
a certain intersection over one year’s time (possible values are 0, 1, 2, . . .).

 Discrete random variables have two classes: finite and countably infinite. A 
discrete random variable is finite if its list of possible values has a fixed (finite) 
number of elements in it (for example, the number of smoking ban support-
ers in a random sample of 100 voters has to be between 0 and 100). One very 
common finite random variable is the binomial, which is discussed in this 
chapter in detail.
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A discrete random variable is countably infinite if its possible values can be 
specifically listed out but they have no specific end. For example, the number 
of accidents occurring at a certain intersection over a 10-year period can take 
on possible values: 0, 1, 2, . . . (you know they end somewhere but you can’t 
say where, so you list them all).

Continuous random variables typically represent measurements, such as 
time to complete a task (for example 1 minute 10 seconds, 1 minute 20 sec-
onds, and so on) or the weight of a newborn. What separates continuous 
random variables from discrete ones is that they are uncountably infinite; 
they have too many possible values to list out or to count and/or they can be 
measured to a high level of precision (such as the level of smog in the air in 
Los Angeles on a given day, measured in parts per million).

Examples of commonly used continuous random variables can be found in 
Chapter 9 (the normal distribution) and Chapter 10 (the t-distribution).

Probability distributions
A discrete random variable X can take on a certain set of possible outcomes, 
and each of those outcomes has a certain probability of occurring. The nota-
tion used for any specific outcome is a lowercase x. For example, say you roll 
a die and look at the outcome. The random variable X is the outcome of the 
die (which takes on possible values of 1, 2, . . . , 6). Now if you roll the die and 
get a 1, that’s a specific outcome, so you write “x = 1.”

The probability of any specific outcome occurring is denoted p(x), which 
you pronounce “p of x.” It signifies the probability that the random variable X 
takes on a specific value, which you call “little x.” For example, to denote the 
probability of getting a 1 on a die, you write p(1).

 Statisticians use an uppercase X when they talk about random variables in 
their general form; for example, “Let X be the outcome of the roll of a single 
die.” They use lowercase x when they talk about specific outcomes of the 
random variable, like x = 1 or x = 2.

A list or function showing all possible values of a discrete random variable, 
along with their probabilities, is called a probability distribution, p(x). For 
example, when you roll a single die, the possible outcomes are 1, 2, 3, 4, 5, 
and 6, and each has a probability of 1⁄6 (if the die is fair). As another example, 
suppose 40% of renters living in an apartment complex own one dog, 7% own 
two dogs, 3% own three dogs, and 50% own zero dogs. For X = the number of 
dogs owned, the probability distribution for X is shown in Table 8-1.
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Table 8-1 Probability Distribution for X = Number of Dogs 
 Owned by Apartment Renters

x p(x)

0 0.50

1 0.40

2 0.07

3 0.03

The mean and variance of a 
discrete random variable
The mean of a random variable is the average of all the outcomes you would 
expect in the long term (over all possible samples). For example, if you roll a 
die a billion times and record the outcomes, the average of those outcomes is 
3.5. (Each outcome happens with equal chance, so you average the numbers 
1 through 6 to get 3.5.) However, if the die is loaded and you roll a 1 more 
often than anything else, the average outcome from a billion rolls is closer 
to 1 than to 3.5.

 The notation for the mean of a random variable X is  (pronounced “mu 
sub x”; or just “mu x”). Because you are looking at all the outcomes in the long 
term, it’s the same as looking at the mean of an entire population of values, 
which is why you denote it  and not . (The latter represents the mean of 
a sample of values [see Chapter 5].) You put the X in the subscript to remind 
you that the variable this mean belongs to is the X variable (as opposed to a Y 
variable or some other letter).

The variance of a random variable is roughly interpreted as the average 
squared distance from the mean for all the outcomes you would get in the 
long term, over all possible samples. This is the same as the variance of the 
population of all possible values. The notation for variance of a random vari-
able X is . You say “sigma sub x, squared” or just “sigma squared.”

The standard deviation of a random variable X is the square root of the vari-
ance, denoted by  (say “sigma x” or just “sigma”). It roughly repre-
sents the average distance from the mean.

Just like for the mean, you use the Greek notation to denote the variance and 
standard deviation of a random variable. The English notation s2 and s repre-
sent the variance and standard deviation of a sample of individuals, not the 
entire population (see Chapter 5).
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 The variance is in square units, so it can’t be easily interpreted. You use stan-
dard deviation for interpretation because it is in the original units of X. The 
standard deviation can be roughly interpreted as the average distance away 
from the mean.

Identifying a Binomial
The most well-known and loved discrete random variable is the binomial. 
Binomial means two names and is associated with situations involving two 
outcomes; for example yes/no, or success/failure (hitting a red light or not, 
developing a side effect or not). This section focuses on the binomial random 
variable — when you can use it, finding probabilities for it, and finding its 
mean and variance.

A random variable is binomial (that is, it has a binomial distribution) if the 
following four conditions are met:

 1. There are a fixed number of trials (n).

 2. Each trial has two possible outcomes: success or failure.

 3. The probability of success (call it p) is the same for each trial.

 4. The trials are independent, meaning the outcome of one trial doesn’t 
influence that of any other.

Let X equal the total number of successes in n trials; if all four conditions are 
met, X has a binomial distribution with probability of success (on each trial) 
equal to p.

The lowercase p here stands for the probability of getting a success on one 
single (individual) trial. It’s not the same as p(x), which means the probabil-
ity of getting x successes in n trials.

Checking binomial conditions step by step
You flip a fair coin 10 times and count the number of heads (X). Does X have 
a binomial distribution? You can check by reviewing your responses to the 
questions and statements in the list that follows:

 1. Are there a fixed number of trials?

  You’re flipping the coin 10 times, which is a fixed number. Condition 1 is 
met, and n = 10.

14_9780470911082-ch08.indd   13514_9780470911082-ch08.indd   135 3/25/11   8:16 PM3/25/11   8:16 PM



136 Part III: Distributions and the Central Limit Theorem 

 2. Does each trial have only two possible outcomes — success or failure?

  The outcome of each flip is either heads or tails, and you’re interested in 
counting the number of heads. That means success = heads, and failure 
= tails. Condition 2 is met.

 3. Is the probability of success the same for each trial?

  Because the coin is fair, the probability of success (getting a head) is 
p = 1⁄2 for each trial. You also know that 1 – 1⁄2 = 1⁄2 is the probability of fail-
ure (getting a tail) on each trial. Condition 3 is met.

 4. Are the trials independent?

  You assume the coin is being flipped the same way each time, which 
means the outcome of one flip doesn’t affect the outcome of subsequent 
flips. Condition 4 is met.

Because the random variable X (the number of successes [heads] that occur 
in 10 trials [flips]) meets all four conditions, you conclude it has a binomial 
distribution with n = 10 and p = 1⁄2.

But not every situation that appears binomial actually is. Read on to see 
some examples of what I mean.

No fixed number of trials
Suppose that you’re going to flip a fair coin until you get four heads and you’ll 
count how many flips it takes to get there; in this case X = number of flips. 
This certainly sounds like a binomial situation: Condition 2 is met because 
you have success (heads) and failure (tails) on each flip; condition 3 is met 
with the probability of success (heads) being the same (0.5) on each flip; and 
the flips are independent, so condition 4 is met.

However, notice that X isn’t counting the number of heads, it counts the 
number of trials needed to get 4 heads. The number of successes (X) is fixed 
rather than the number of trials (n). Condition 1 is not met, so X does not 
have a binomial distribution in this case.

More than success or failure
Some situations involve more than two possible outcomes, yet they can 
appear to be binomial. For example, suppose you roll a fair die 10 times and 
let X be the outcome of each roll (1, 2, 3, . . . , 6). You have a series of n = 
10 trials, they are independent, and the probability of each outcome is the 
same for each roll. However, on each roll you’re recording the outcome on a 
six-sided die, a number from 1 to 6. This is not a success/failure situation, so 
condition 2 is not met.
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However, depending on what you’re recording, situations originally having 
more than two outcomes can fall under the binomial category. For example, if 
you roll a fair die 10 times and each time you record whether or not you get a 
1, then condition 2 is met because your two outcomes of interest are getting 
a 1 (“success”) and not getting a 1 (“failure”). In this case, p (the probabil-
ity of success) = 1⁄6, and 5⁄6 is the probability of failure. So if X is counting the 
number of 1s you get in 10 rolls, X is a binomial random variable.

Trials are not independent
The independence condition is violated when the outcome of one trial 
affects another trial. Suppose you want to know opinions of adults in your 
city regarding a proposed casino. Instead of taking a random sample of, say, 
100 people, to save time you select 50 married couples and ask each of them 
what their opinion is. In this case it’s reasonable to say couples have a higher 
chance of agreeing on their opinions than individuals selected at random, so 
the independence condition 4 is not met.

Probability of success (p) changes
You have 10 people — 6 women and 4 men — and you want to form a commit-
tee of 2 people at random. Let X be the number of women on the committee 
of 2. The chance of selecting a woman at random on the first try is 6⁄10. Because 
you can’t select this same woman again, the chance of selecting another 
woman is now 5⁄9. The value of p has changed, and condition 3 is not met.

 If the population is very large (for example all U.S. adults), p still changes 
every time you choose someone, but the change is negligible, so you don’t 
worry about it. You still say the trials are independent with the same probabil-
ity of success, p. (Life is so much easier that way!)

Finding Binomial Probabilities 
Using a Formula

After you identify that X has a binomial distribution (the four conditions from the 
section “Checking binomial conditions step by step” are met), you’ll likely want 
to find probabilities for X. The good news is that you don’t have to find them 
from scratch; you get to use established formulas for finding binomial probabili-
ties, using the values of n and p unique to each problem. Probabilities for a 
binomial random variable X can be found using the following formula for p(x):
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138 Part III: Distributions and the Central Limit Theorem 

where

 ✓ n is the fixed number of trials.

 ✓ x is the specified number of successes.

 ✓ n – x is the number of failures.

 ✓ p is the probability of success on any given trial.

 ✓ 1 – p is the probability of failure on any given trial. (Note: Some textbooks 
use the letter q to denote the probability of failure rather than 1 – p.)

These probabilities hold for any value of X between 0 (lowest number of pos-
sible successes in n trials) and n (highest number of possible successes).

 The number of ways to rearrange x successes among n trials is called “n 

 choose x,” and the notation is . It’s important to note that this math 

 expression is not a fraction; it’s math shorthand to represent the number of 
ways to do these types of rearrangements.

In general, to calculate “n choose x,” you use the following formula:

The notation n! stands for n-factorial, the number of ways to rearrange n 
items. To calculate n!, you multiply n(n – 1)(n – 2) . . . (2)(1). For example 5! is 
5(4)(3)(2)(1) = 120; 2! is 2(1) = 2; and 1! is 1. By convention, 0! equals 1.

Suppose you have to cross three traffic lights on your way to work. Let X be 
the number of red lights you hit out of the three. How many ways can you hit 
two red lights on your way to work? Well, you could hit a green one first, then 
the other two red; or you could hit the green one in the middle and have red 
ones for the first and third lights, or you could hit red first, then another red, 
then green. Letting G = green and R=red, you can write these three possibili-
ties as: GRR, RGR, RRG. So you can hit two red lights on your way to work in 
three ways, right?

Check the math. In this example, a “trial” is a traffic light; and a “success” 
is a red light. (I know, that seems weird, but a success is whatever you are 
interested in counting, good or bad.) So you have n = 3 total traffic lights, and 
you’re interested in the situation where you get x = 2 red ones. Using the 

fancy notation,  means “3 choose 2” and stands for the number of ways 

to rearrange 2 successes in 3 trials.
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139 Chapter 8: Random Variables and the Binomial Distribution

To calculate “3 choose 2,” you do the following:

This confirms the three possibilities listed for getting two red lights.

Now suppose the lights operate independently of each other and each one 
has a 30% chance of being red. Suppose you want to find the probability dis-
tribution for X. (That is, a list of all possible values of X — 0,1,2,3 — and their 
probabilities.)

Before you dive into the calculations, you first check the four conditions (from 
the section “Checking binomial conditions step by step”) to see if you have a 
binomial situation here. You have n = 3 trials (traffic lights) — check. Each trial 
is success (red light) or failure (yellow or green light; in other words, “non-red” 
light) — check. The lights operate independently, so you have the independent 
trials taken care of, and because each light is red 30% of the time, you know 
p = 0.30 for each light. So X = number of red traffic lights has a binomial distribu-
tion. To fill in the nitty gritties for the formulas, 1 – p = probability of a non-red 
light = 1 – 0.30 = 0.70; and the number of non-red lights is 3 – X.

Using the formula for p(x), you obtain the probabilities for x = 0, 1, 2, and 3 
red lights:

 

;

 

 
;

 

 
; and

 

.
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The final probability distribution for X is shown in Table 8-2. Notice these 
probabilities all sum to 1 because every possible value of X is listed and 
accounted for.

Table 8-2 Probability Distribution for X = Number 
 of Red Traffic Lights (n = 3, p = 0.30)

X p(x)

0 0.343

1 0.441

2 0.189

3 0.027

Finding Probabilities Using 
the Binomial Table

The previous section deals with values of n that are pretty small, but you may 
wonder how you are going to handle the formula for calculating binomial prob-
abilities when n gets large. No worries! A large range of binomial probabilities 
are provided in the binomial table in the appendix. Here’s how to use it:

Within the binomial table you see several mini-tables; each one corresponds 
with a different n for a binomial (n = 1, 2, 3, ..., 15, and 20 are available). Each 
mini-table has rows and columns. Running down the side of any mini-table, you 
see all the possible values of X from 0 through n, each with its own row. The col-
umns of the binomial table represent various values of p from 0.10 through 0.90.

Finding probabilities for 
specific values of X
To use the binomial table in the appendix to find probabilities for X = total 
number of successes in n trials where p is the probability of success on any 
individual trial, follow these steps:

 1. Find the mini-table associated with your particular value of n (the 
number of trials).
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 2. Find the column that represents your particular value of p (or the one 
closest to it, if appropriate).

 3. Find the row that represents the number of successes (x) you are 
interested in.

 4. Intersect the row and column from Steps 2 and 3. This gives you the 
probability for x successes, written as p(x).

For the traffic light example from “Finding Binomial Probabilities Using a 
Formula,” you can use the binomial table (Table A-3 in the appendix) to verify 
the results found by the binomial formula shown back in Table 8-2. Go to the 
mini-table where n =3 and look in the column where p = 0.30. You see four 
probabilities listed for this mini-table: 0.343, 0.441, 0.189, and 0.027; these are 
the probabilities for X = 0, 1, 2, and 3 red lights, respectively, matching those 
from Table 8-2.

Finding probabilities for X greater-than, 
less-than, or between two values
The binomial table (Table A-3 in the appendix) shows probabilities for X 
being equal to any value from 0 to n, for a variety of ps. To find probabilities 
for X being less-than, greater-than, or between two values, just find the cor-
responding values in the table and add their probabilities. For the traffic light 
example, you count the number of times (X) that you hit a red light (out of 
3 possible lights). Each light has a 0.30 chance of being red, so you have a 
binomial distribution with n = 3 and p = 0.30. If you want the probability that 
you hit more than one red light, you find p(x > 1) by adding p(2) + p(3) from 
Table A-3 to get 0.189 + 0.027 = 0.216.

The probability that you hit between 1 and 3 (inclusive) red lights is 
p(1 ≤ x ≤ 3) = 0.441 + 0.189 + 0.027 = 0.657.

 You have to distinguish between a greater-than (>) and a greater-than-or-equal-
to (≥) probability when working with discrete random variables. Repackaging 
the previous two examples, you see p(x > 1) = 0.216 but p(x ≥ 1) = 0.657. This is 
a non-issue for continuous random variables (see Chapter 9).

 Other phrases to remember: at least means that number or higher, and at most 
means that number or lower. For example, the probability that X is at least 2 is 
p(x ≥ 2); the probability that X is at most 2 is p(x ≤ 2).
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Checking Out the Mean and Standard 
Deviation of the Binomial

Because the binomial distribution is so commonly used, statisticians went 
ahead and did all the grunt work to figure out nice, easy formulas for finding 
its mean, variance, and standard deviation. (That is, they’ve already applied 
the methods from the section “Defining a Random Variable” to the binomial 
distribution formulas, crunched everything out, and presented the results to 
us on a silver platter — don’t you love it when that happens?) The following 
results are what came out of it.

If X has a binomial distribution with n trials and probability of success p on 
each trial, then:

 1. The mean of X is .

 2. The variance of X is .

 3. The standard deviation of X is .

For example, suppose you flip a fair coin 100 times and let X be the number of 
heads; then X has a binomial distribution with n = 100 and p = 0.50. Its mean 
is  heads (which makes sense, because heads and tails 
are 50-50). The variance of X is , which 
is in square units (so you can’t interpret it); and the standard deviation is the 
square root of the variance, which is 5. That means when you flip a coin 100 
times, and do that over and over, the average number of heads you’ll get is 
50, and you can expect that to vary by about 5 heads on average.

 The formula for the mean of a binomial distribution has intuitive meaning. The 
p in the formula represents the probability of a success, yes, but it also rep-
resents the proportion of successes you can expect in n trials. Therefore, the 
total number of successes you can expect — that is, the mean of X — is .

The formula for variance has intuitive meaning as well. The only variability in 
the outcomes of each trial is between success (with probability p) and failure 
(with probability 1 – p). Over n trials, the variance of the number of successes/
failures is measured by . The standard deviation is just the 
square root.

 If the value of n is too large to use the binomial formula or the binomial table 
to calculate probabilities (see the earlier sections in this chapter), there’s an 
alternative. It turns out that if n is large enough, you can use the normal distri-
bution to get an approximate answer for a binomial probability. The mean and 
standard deviation of the binomial are involved in this process. All the details 
are in Chapter 9.
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Chapter 9

The Normal Distribution
In This Chapter
▶ Understanding the normal and standard normal distributions

▶ Going from start to finish when finding normal probabilities

▶ Working backward to find percentiles

In your statistical travels you’ll come across two major types of random 
variables: discrete and continuous. Discrete random variables basically 

count things (number of heads on 10 coin flips, number of female Democrats 
in a sample, and so on). The most well-known discrete random variable is the 
binomial. (See Chapter 8 for more on discrete random variables and binomi-
als). A continuous random variable is typically based on measurements; it 
either takes on an uncountably infinite number of values (values within an 
interval on the real line), or it has so many possible values that it may as well 
be deemed continuous (for example, time to complete a task, exam scores, 
and so on).

In this chapter, you understand and calculate probabilities for the most 
famous continuous random variable of all time — the normal distribution. 
You also find percentiles for the normal distribution, where you are given a 
probability as a percent and you have to find the value of X that’s associated 
with it. And you can think how funny it would be to see a statistician wearing 
a T-shirt that said “I’d rather be normal.”

Exploring the Basics of the
Normal Distribution

A continuous random variable X has a normal distribution if its values fall 
into a smooth (continuous) curve with a bell-shaped pattern. Each normal 
distribution has its own mean, denoted by the Greek letter μ (say “mu”); and 
its own standard deviation, denoted by the Greek letter σ (say “sigma”). But 
no matter what their means and standard deviations are, all normal distribu-
tions have the same basic bell shape. Figure 9-1 shows some examples of 
normal distributions.

15_9780470911082-ch09.indd   14315_9780470911082-ch09.indd   143 3/25/11   8:16 PM3/25/11   8:16 PM



144 Part III: Distributions and the Central Limit Theorem 

 

Figure 9-1: 
Three 

normal 
distribu-
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standard 
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Every normal distribution has certain properties. You use these properties to 
determine the relative standing of any particular result on the distribution, and 
to find probabilities. The properties of any normal distribution are as follows:

 ✓ Its shape is symmetric (that is, when you cut it in half the two pieces are 
mirror images of each other).

 ✓ Its distribution has a bump in the middle, with tails going down and out 
to the left and right.

 ✓ The mean and the median are the same and lie directly in the middle of 
the distribution (due to symmetry).

 ✓ Its standard deviation measures the distance on the distribution from 
the mean to the inflection point (the place where the curve changes from 
an “upside-down-bowl” shape to a “right-side-up-bowl” shape).

 ✓ Because of its unique bell shape, probabilities for the normal distribu-
tion follow the Empirical Rule (full details in Chapter 5), which says the 
following:

 • About 68 percent of its values lie within one standard deviation 
of the mean. To find this range, take the value of the standard devi-
ation, then find the mean plus this amount, and the mean minus 
this amount.

 • About 95 percent of its values lie within two standard deviations of 
the mean. (Here you take 2 times the standard deviation, then add 
it to and subtract it from the mean.)

 • Almost all of its values (about 99.7 percent of them) lie within 
three standard deviations of the mean. (Take 3 times the standard 
deviation and add it to and subtract it from the mean.)

 ✓ Precise probabilities for all possible intervals of values on the normal 
distribution (not just for those within 1, 2, or 3 standard deviations from 
the mean) are found using a table with minimal (if any) calculations. 
(The next section gives you all the info on this table.)

Take a look again at Figure 9-1. To compare and contrast the distributions 
shown in Figure 9-1a, b, and c, you first see they are all symmetric with the 
signature bell shape. The examples in Figure 9-1a and Figure 9-1b have the 
same standard deviation, but their means are different; Figure 9-1b is located 
30 units to the right of Figure 9-1a because its mean is 120 compared to 90. 
Figures 9-1a and c have the same mean (90), but Figure 9-1a has more variabil-
ity than Figure 9-1c due to its higher standard deviation (30 compared to 10). 
Because of the increased variability, the values in Figure 9-1a stretch from 0 to 
180 (approximately), while the values in Figure 9-1c only go from 60 to 120.

Finally, Figures 9-1b and c have different means and different standard devia-
tions entirely; Figure 9-1b has a higher mean which shifts it to the right, and 
Figure 9-1c has a smaller standard deviation; its values are the most concen-
trated around the mean.
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 Noting the mean and standard deviation is important so you can properly inter-
pret numbers located on a particular normal distribution. For example, you can 
compare where the number 120 falls on each of the normal distributions in 
Figure 9-1. In Figure 9-1a, the number 120 is one standard deviation above the 
mean (because the standard deviation is 30, you get 90 + 1 ∗ 30 = 120). So on this 
first distribution, the number 120 is the upper value for the range where about 
68% of the data are located, according to the Empirical Rule (see Chapter 5).

In Figure 9-1b, the number 120 lies directly on the mean, where the values 
are most concentrated. In Figure 9-1c, the number 120 is way out on the 
rightmost fringe, 3 standard deviations above the mean (because the stan-
dard deviation this time is 10, you get 90 + 3[10]=120). In Figure 9-1c, values 
beyond 120 are very unlikely to occur because they are beyond the range 
where about 99.7% of the values should be, according to the Empirical Rule.

Meeting the Standard Normal 
(Z-) Distribution

One very special member of the normal distribution family is called the 
standard normal distribution, or Z-distribution. The Z-distribution is used to 
help find probabilities and percentiles for regular normal distributions (X). It 
serves as the standard by which all other normal distributions are measured.

Checking out Z
The Z-distribution is a normal distribution with mean zero and standard 
deviation 1; its graph is shown in Figure 9-2. Almost all (about 99.7%) of its 
values lie between –3 and +3 according to the Empirical Rule. Values on the 
Z-distribution are called z-values, z-scores, or standard scores. A z-value 
represents the number of standard deviations that a particular value lies 
above or below the mean. For example, z = 1 on the Z-distribution represents 
a value that is 1 standard deviation above the mean. Similarly, z = –1 repre-
sents a value that is one standard deviation below the mean (indicated by the 
minus sign on the z-value). And a z-value of 0 is — you guessed it — right on 
the mean. All z-values are universally understood.

If you refer back to Figure 9-1 and the discussion regarding where the number 
120 lies on each normal distribution in “Exploring the Basics of the Normal 
Distribution,” you can now calculate z-values to get a much clearer picture. 
In Figure 9-1a, the number 120 is located one standard deviation above the 
mean, so its z-value is 1. In Figure 9-1b, 120 is equal to the mean, so its z-value 
is 0. Figure 9-1c shows that 120 is 3 standard deviations above the mean, so 
its z-value is 3.
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Figure 9-2: 
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 High standard scores (z-values) aren’t always the best. For example, if you’re 
measuring the amount of time needed to run around the block, a standard 
score of +2 is a bad thing because your time was two standard deviations 
above (more than) the overall average time. In this case, a standard score 
of –2 would be much better, indicating your time was two standard deviations 
below (less than) the overall average time.

Standardizing from X to Z
Probabilities for any continuous distribution are found by finding the area 
under a curve (if you’re into calculus, you know that means integration; if 
you’re not into calculus, don’t worry about it). Although the bell-shaped 
curve for the normal distribution looks easy to work with, calculating areas 
under its curve turns out to be a nightmare requiring high-level math proce-
dures (believe me, I won’t be going there in this book!). Plus, every normal 
distribution is different, causing you to repeat this process over and over 
each time you have to find a new probability.

To help get over this obstacle, statisticians worked out all the math gymnas-
tics for one particular normal distribution, made a table of its probabilities, 
and told the rest of us to knock ourselves out. Can you guess which normal 
distribution they chose to crank out the table for?

Yes, all the basic results you need to find probabilities for any normal distri-
bution (X) can be boiled down into one table based on the standard normal 
(Z-) distribution. This table is called the Z-table and is found in the appendix. 
Now all you need is one formula that transforms values from your normal dis-
tribution (X) to the Z-distribution; from there you can use the Z-table to find 
any probability you need.

Changing an x-value to a z-value is called standardizing. The so-called “z-formula” 
for standardizing an x-value to a z-value is:
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You take your x-value, subtract the mean of X, and divide by the standard 
deviation of X. This gives you the corresponding standard score (z-value or 
z-score).

 Standardizing is just like changing units (for example, from Fahrenheit to 
Celsius). It doesn’t affect probabilities for X; that’s why you can use the 
Z-table to find them!

 You can standardize an x-value from any distribution (not just the normal) 
using the z-formula. Similarly, not all standard scores come from a normal 
 distribution.

 Because you subtract the mean from your x-values and divide everything by 
the standard deviation when you standardize, you are literally taking the mean 
and standard deviation of X out of the equation. This is what allows you to 
compare everything on the scale from –3 to +3 (the Z-distribution) where nega-
tive values indicate being below the mean, positive values indicate being 
above the mean, and a value of 0 indicates you’re right on the mean.

Standardizing also allows you to compare numbers from different distribu-
tions. For example, suppose Bob scores 80 on both his math exam (which has 
a mean of 70 and standard deviation of 10) and his English exam (which has a 
mean of 85 and standard deviation of 5). On which exam did Bob do better, in 
terms of his relative standing in the class?

Bob’s math exam score of 80 standardizes to a z-value of . That 

tells us his math score is one standard deviation above the class average. His 
English exam score of 80 standardizes to a z-value of , putting

him one standard deviation below the class average. Even though Bob scored 
80 on both exams, he actually did better on the math exam than the English 
exam, relatively speaking.

 To interpret a standard score, you don’t need to know the original score, the 
mean, or the standard deviation. The standard score gives you the relative 
standing of a value, which in most cases is what matters most. In fact, on most 
national achievement tests, they won’t even tell you what the mean and stan-
dard deviation were when they report your results; they just tell you where 
you stand on the distribution by giving you your z-score.

Finding probabilities for Z with the Z-table
A full set of less-than probabilities for a wide range of z-values is in the Z-table 
(Table A-1 in the appendix). To use the Z-table to find probabilities for the 
standard normal (Z-) distribution, do the following:
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 1. Go to the row that represents the first digit of your z-value and the 
first digit after the decimal point.

 2. Go to the column that represents the second digit after the decimal 
point of your z-value.

 3. Intersect the row and column.

  This result represents p(Z < z), the probability that the random variable 
Z is less than the number z (also known as the percentage of z-values 
that are less than yours).

For example, suppose you want to find p(Z < 2.13). Using the Z-table, find the 
row for 2.1 and the column for 0.03. Intersect that row and column to find the 
probability: 0.9834. You find that p(Z < 2.13) = 0.9834.

Suppose you want to look for p(Z < –2.13). You find the row for –2.1 and the 
column for 0.03. Intersect the row and column and you find 0.0166; that means 
p(Z < –2.13) equals 0.0166. (This happens to be one minus the probability that 
Z is less than 2.13 because p(Z < +2.13) equals 0.9834. That’s true because the 
normal distribution is symmetric; more on that in the following section.)

Finding Probabilities for 
a Normal Distribution

Here are the steps for finding a probability when X has any normal distribution:

 1. Draw a picture of the distribution.

 2. Translate the problem into one of the following: p(X < a), p(X > b), or 
p(a < X < b). Shade in the area on your picture.

 3. Standardize a (and/or b) to a z-score using the z-formula:

 4. Look up the z-score on the Z-table (Table A-1 in the appendix) and 
find its corresponding probability.

  (See the section “Standardizing from X to Z” for more on the Z-table).

 5a. If you need a “less-than” probability — that is, p(X < a) — you’re done.

 5b. If you want a “greater-than” probability — that is, p(X > b) — take one 
minus the result from Step 4.

 5c. If you need a “between-two-values” probability — that is, p(a < X < b) — 
do Steps 1–4 for b (the larger of the two values) and again for a (the 
smaller of the two values), and subtract the results.
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 The probability that X is equal to any single value is 0 for any continuous 
random variable (like the normal). That’s because continuous random vari-
ables consider probability as being area under the curve, and there’s no area 
under a curve at one single point. This isn’t true of discrete random variables.

Suppose, for example, that you enter a fishing contest. The contest takes 
place in a pond where the fish lengths have a normal distribution with mean 
μ = 16 inches and standard deviation σ = 4 inches.

 ✓ Problem 1: What’s the chance of catching a small fish — say, less than 
8 inches?

 ✓ Problem 2: Suppose a prize is offered for any fish over 24 inches. What’s 
the chance of winning a prize?

 ✓ Problem 3: What’s the chance of catching a fish between 16 and 
24 inches?

To solve these problems using the steps that I just listed, first draw a pic-
ture of the normal distribution at hand. Figure 9-3 shows a picture of X’s 
distribution for fish lengths. You can see where the numbers of interest 
(8, 16, and 24) fall.

 

Figure 9-3: 
The distribu-

tion of fish 
lengths in a 

pond.
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Next, translate each problem into probability notation. Problem 1 is really 
asking you to find p(X < 8). For Problem 2, you want p(X > 24). And Problem 3 
is looking for p(16 < X < 24).

Step 3 says change the x-values to z-values using the z-formula:

For Problem 1 of the fish example, you have the following:
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Similarly for Problem 2, p(X > 24) becomes

And Problem 3 translates from p(16 < X < 24) to

Figure 9-4 shows a comparison of the X-distribution and Z-distribution for the 
values x = 8, 16, and 24, which standardize to z = –2, 0, and +2, respectively.

Now that you have changed x-values to z-values, you move to Step 4 and find 
(or calculate) probabilities for those z-values using the Z-table (in the appen-
dix). In Problem 1 of the fish example, you want p(Z < –2); go to the Z-table 
and look at the row for –2.0 and the column for 0.00, intersect them, and you 
find 0.0228 — according to Step 5a, you’re done. The chance of a fish being 
less than 8 inches is equal to 0.0228.

 

Figure 9-4: 
Standardiz-

ing numbers 
from a 

normal dis-
tribution (X) 
to numbers 

on the Z-
distribution.
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For Problem 2, find p(Z > 2.00). Because it’s a “greater-than” problem, this 
calls for Step 5b. To be able to use the Z-table, you need to rewrite this in 
terms of a “less-than” statement. Because the entire probability for the 
Z-distribution equals 1, we know p(Z > 2.00) = 1 – p(Z < 2.00) = 1 – 0.9772 = 
0.0228 (using the Z-table). So, the chance that a fish is greater than 24 inches 
is also 0.0228. (Note: The answers to Problems 1 and 2 are the same because 
the Z-distribution is symmetric; refer to Figure 9-3.)

15_9780470911082-ch09.indd   15115_9780470911082-ch09.indd   151 3/25/11   8:16 PM3/25/11   8:16 PM



152 Part III: Distributions and the Central Limit Theorem 

In Problem 3, you find p(0 < Z < 2.00); this requires Step 5c. First find p(Z < 
2.00), which is 0.9772 from the Z-table. Then find p(Z < 0), which is 0.5000 
from the Z-table. Subtract them to get 0.9772 – 0.5000 = 0.4772. The chance 
of a fish being between 16 and 24 inches is 0.4772.

 The Z-table does not list every possible value of Z; it just carries them out to two 
digits after the decimal point. Use the one closest to the one you need. And just 
like in an airplane where the closest exit may be behind you, the closest z-value 
may be the one that is lower than the one you need.

Finding X When You Know the Percent
Another popular normal distribution problem involves finding percentiles 
for X (see Chapter 5 for a detailed rundown on percentiles). That is, you are 
given the percentage or probability of being at or below a certain x-value, 
and you have to find the x-value that corresponds to it. For example, if you 
know that the people whose golf scores were in the lowest 10% got to go to 
the tournament, you may wonder what the cutoff score was; that score would 
represent the 10th percentile.

 A percentile isn’t a percent. A percent is a number between 0 and 100; a 
percentile is a value of X (a height, an IQ, a test score, and so on).

Figuring out a percentile 
for a normal distribution
Certain percentiles are so popular that they have their own names and their 
own notation. The three “named” percentiles are Q1 — the first quartile, 
or the 25th percentile; Q2 — the 2nd quartile (also known as the median or 
the 50th percentile); and Q3 — the 3rd quartile or the 75th percentile. (See 
Chapter 5 for more information on quartiles.)

Here are the steps for finding any percentile for a normal distribution X:

 1a. If you’re given the probability (percent) less than x and you need to 
find x, you translate this as: Find a where p(X < a) = p (and p is the 
given probability). That is, find the pth percentile for X. Go to Step 2.

 1b. If you’re given the probability (percent) greater than x and you need 
to find x, you translate this as: Find b where p(X > b) = p (and p is 
given). Rewrite this as a percentile (less-than) problem: Find b where 
p(X < b) = 1 – p. This means find the (1 – p)th percentile for X.
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153 Chapter 9: The Normal Distribution

 2. Find the corresponding percentile for Z by looking in the body of the 
Z-table (in the appendix) and finding the probability that is closest 
to p (from Step 1a) or 1 – p (from Step 1b). Find the row and column 
this probability is in (using the table backwards). This is the desired 
z-value.

 3. Change the z-value back into an x-value (original units) by using 

. You’ve (finally!) found the desired percentile for X.

  The formula in this step is just a rewriting of the z-formula, , so 
it’s solved for x.

Doing a low percentile problem
Look at the fish example used previously in “Finding Probabilities for a 
Normal Distribution,” where the lengths (X) of fish in a pond have a normal 
distribution with mean 16 inches and standard deviation 4 inches. Suppose 
you want to know what length marks the bottom 10 percent of all the fish 
lengths in the pond. What percentile are you looking for?

 Being at the bottom 10 percent means you have a “less-than” probability that’s 
equal to 10 percent, and you are at the 10th percentile.

Now go to Step 1a in the preceding section and translate the problem. In this 
case, because you’re dealing with a “less-than” situation, you want to find x 
such that p(X < x) = 0.10. This represents the 10th percentile for X. Figure 9-5 
shows a picture of this situation.

 

Figure 9-5: 
Bottom 10 

percent 
of fish in 

the pond, 
according to 

length.
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Now go to Step 2, which says to find the 10th percentile for Z. Looking in the 
body of the Z-table (in the appendix), the probability closest to 0.10 is 0.1003, 
which falls in the row for z = –1.2 and the column for 0.08. That means the 10th 
percentile for Z is –1.28; so a fish whose length is 1.28 standard deviations 
below the mean marks the bottom 10 percent of all fish lengths in the pond.
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But exactly how long is that fish, in inches? In Step 3, you change the z-value 
back to an x-value (fish length in inches) using the z-formula solved for x; you 
get x = 16 + –1.28 ∗ 4 = 10.88 inches. So 10.88 inches marks the lowest 10 per-
cent of fish lengths. Ten percent of the fish are shorter than that.

Working with a higher percentile
Now suppose you want to find the length that marks the top 25 percent of all 
the fish in the pond. This problem calls for Step 1b (in “Finding a percentile 
for a normal distribution”) because being in the top part of the distribution 
means you’re dealing with a greater-than probability. The number you are 
looking for is somewhere in the right tail (upper area) of the X-distribution, 
with p = 25 percent of the probability to its right and 1 – p = 75 percent to its 
left. Thinking in terms of the Z-table and how it only uses less-than probabili-
ties, you need to find the 75th percentile for Z, then change it to an x-value.

Step 2: The 75th percentile of Z is the z-value where p(Z < z) = 0.75. Using the 
Z-table (in the appendix), you find the probability closest to 0.7500 is 0.7486, 
and its corresponding z-value is in the row for 0.6 and column for 0.07. Put 
these together and you get a z-value of 0.67. This is the 75th percentile for Z. 
In Step 3, change the z-value back to an x-value (length in inches) using the 
z-formula solved for x to get x = 16 + 0.67 ∗ 4 = 18.68 inches. So, 75% of the 
fish are shorter than 18.68 inches. And to answer the original question, the 
top 25% of the fish in the pond are longer than 18.68 inches.

Translating tricky wording 
in percentile problems

 Some percentile problems are especially challenging to translate. For example, 
suppose the amount of time for a racehorse to run around a track in a quali-
fying round has a normal distribution with mean 120 seconds and standard 
deviation 5 seconds. The best 10 percent of the times qualify; the rest don’t. 
What’s the cutoff time for qualifying?

Because “best times” mean “lowest times” in this case, the percentage of 
times that lie below the cutoff must be 10, and the percentage above the cutoff 
must be 90. (It’s an easy mistake to think it’s the other way around.) The per-
centile of interest is therefore the 10th, which is down on the left tail of the 
distribution. You now work this problem the same way I worked Problem 1 
regarding fish lengths (see the section, “Finding Probabilities for a Normal 
Distribution”). The standard score for the 10th percentile is z = –1.28 look-
ing at the Z-table (in the appendix). Converting back to original units, you get 

 seconds. So the cutoff time needed for a 
racehorse to qualify (that is, to be among the fastest 10%) is 113.6 seconds. 
(Notice this number is less than the average time of 120 seconds, which makes 
sense; a negative z-value is what makes this happen.)
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155 Chapter 9: The Normal Distribution

 The 50th percentile for the normal distribution is the mean (because of 
symmetry) and its z-score is zero. Smaller percentiles, like the 10th, lie below 
the mean and have negative z-scores. Larger percentiles, like the 75th, lie 
above the mean and have positive z-scores.

Here’s another style of wording that has a bit of a twist: Suppose times to 
complete a statistics exam have a normal distribution with a mean of 40 min-
utes and standard deviation of 6 minutes. Deshawn’s time comes in at the 
90th percentile. What percentage of the students are still working on their 
exams when Deshawn leaves? Because Deshawn is at the 90th percentile, 90 
percent of the students have exam times lower than hers. That means 90% of 
the students left before Deshawn, so 100 – 90 = 10 percent of the students are 
still working when Deshawn leaves.

 To be able to decipher the language used to imply a percentile problem, look 
for clues like the bottom 10% (also known as the 10th percentile) and the top 
10% (also known as the 90th percentile). For the best 10%, you must determine 
whether low or high numbers qualify as “best.”

Normal Approximation to the Binomial
Suppose you flip a fair coin 100 times and you let X equal the number of 
heads. What’s the probability that X is greater than 60? In Chapter 8, you 
solve problems like this (involving fewer flips) using the binomial distribu-
tion. For binomial problems where n (the number of trials) is small, you 
can either use the direct formula (found in Chapter 8), the binomial table 
(found in the appendix), or you can use technology if available (such 
as a graphing calculator or Microsoft Excel).

However, if n is large the calculations get unwieldy and the binomial table 
runs out of numbers. If there’s no technology available (like when taking an 
exam), what can you do to find a binomial probability? Turns out, if n is large 
enough, you can use the normal distribution to find a very close approximate 
answer with a lot less work.

But what do I mean by n being “large enough”? To determine whether n is 
large enough to use what statisticians call the normal approximation to the 
binomial, both of the following conditions must hold:

 ✓ n ∗ p ≥ 10 (at least 10), where p is the probability of success

 ✓ n ∗ (1 – p) ≥ 10 (at least 10), where 1 – p is the probability of failure
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To find the normal approximation to the binomial distribution when n is 
large, use the following steps:

 1. Verify whether n is large enough to use the normal approximation by 
checking the two appropriate conditions.

  For the coin-flipping question, the conditions are met because n ∗ p = 
100 ∗ 0.50 = 50, and n ∗ (1 – p) = 100 ∗ (1 – 0.50) = 50, both of which are at 
least 10. So go ahead with the normal approximation.

 2. Translate the problem into a probability statement about X.

  For the coin-flipping example, you need to find p(X > 60).

 3. Standardize the x-value to a z-value, using the z-formula:

  

  For the mean of the normal distribution, use  (the mean of the 
  binomial), and for the standard deviation , use  (the standard 

deviation of the binomial; see Chapter 8).

  For the coin-flipping example, use  and 
   = . Then put these values into 

  the z-formula to get . To solve the problem, you 

  need to find p(Z > 2).

  On an exam, you won’t see μ and σ in the problem when you have a 
binomial distribution. However, you know the formulas that allow you to 
calculate both of them using n and p (both of which will be given in the 
problem). Just remember you have to do that extra step to calculate the 
μ and σ needed for the z-formula.

 4. Proceed as you usually would for any normal distribution. That is, do 
Steps 4 and 5 described in the earlier section “Finding Probabilities 
for a Normal Distribution.”

  Continuing the example, p(Z > 2.00) = 1 – 0.9772 = 0.0228 from the Z-table 
(appendix). So the chance of getting more than 60 heads in 100 flips of a 
coin is only about 2.28 percent. (I wouldn’t bet on it.)

 When using the normal approximation to find a binomial probability, your 
answer is an approximation (not exact) — be sure to state that. Also show that 
you checked both necessary conditions for using the normal approximation.
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Chapter 10

The t-Distribution
In This Chapter
▶ Characteristics of the t-distribution

▶ Relationship between Z- and t-distributions

▶ Understanding and using the t-table

The t-distribution is one of the mainstays of data analysis. You may have 
heard of the “t-test” for example, which is often used to compare two 

groups in medical studies and scientific experiments.

This short chapter covers the basic characteristics and uses of the t-distribution. 
You find out how it compares to the normal distribution (more on that in 
Chapter 9) and how to use the t-table to find probabilities and percentiles.

Basics of the t-Distribution
In this section, you get an overview of the t-distribution, its main characteristics, 
when it’s used, and how it’s related to the Z-distribution (see Chapter 9).

Comparing the t- and Z-distributions
The normal distribution is that well-known bell-shaped distribution whose mean 
is μ and whose standard deviation is σ (see Chapter 9 for more on the normal 
distribution). The most common normal distribution is the standard normal 
(also called the Z-distribution), whose mean is 0 and standard deviation is 1.

The t-distribution can be thought of as a cousin of the standard normal 
distribution — it looks similar in that it’s centered at zero and has a basic 
bell-shape, but it’s shorter and flatter than the Z-distribution. Its standard 
deviation is proportionally larger compared to the Z, which is why you see 
the fatter tails on each side.
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Figure 10-1 compares the t- and standard normal (Z-) distributions in their 
most general forms.

 

Figure 10-1: 
Comparing 

the standard 
normal (Z-) 
distribution 

to a generic 
t-distribution.

 

Standard normal
distribution (Z-distribution)

t -distribution

3210−1−2−3

The t-distribution is typically used to study the mean of a population, rather 
than to study the individuals within a population. In particular, it is used 
in many cases when you use data to estimate the population mean — for 
example, to estimate the average price of all the new homes in California. Or 
when you use data to test someone’s claim about the population mean — for 
example, is it true that the mean price of all the new homes in California is 
$500,000?

 These procedures are called confidence intervals and hypothesis tests and are 
discussed in Chapters 13 and 14, respectively.

The connection between the normal distribution and the t-distribution is that 
the t-distribution is often used for analyzing the mean of a population if the 
population has a normal distribution (or fairly close to it). Its role is espe-
cially important if your data set is small or if you don’t know the standard 
deviation of the population (which is often the case).

When statisticians use the term t-distribution, they aren’t talking about just 
one individual distribution. There is an entire family of specific t-distributions, 
depending on what sample size is being used to study the population mean. 
Each t-distribution is distinguished by what statisticians call its degrees of 
freedom. In situations where you have one population and your sample size 
is n, the degrees of freedom for the corresponding t-distribution is n – 1. For 
example, a sample of size 10 uses a t-distribution with 10 – 1, or 9, degrees of 
freedom, denoted t9 (pronounced tee sub-nine). Situations involving two popu-
lations use different degrees of freedom and are discussed in Chapter 15.
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Discovering the effect of variability 
on t-distributions
t-distributions based on smaller sample sizes have larger standard deviations 
than those based on larger sample sizes. Their shapes are flatter; their values 
are more spread out. That’s because results based on smaller data sets are 
more variable than results based on large data sets.

 The larger the sample size is, the larger the degrees of freedom will be, and 
the more the t-distributions look like the standard normal distribution 
(Z-distribution). A rough cutoff point where the t- and Z-distributions become 
similar (at least similar enough for jazz or government work) is around n = 30.

Figure 10-2 shows what different t-distributions look like for different sample 
sizes and how they all compare to the standard normal (Z-) distribution.

 

Figure 10-2: 
t-distribu-

tions for 
different 

sample 
sizes com-

pared to 
the Z-

distribution.
 

Z-distribution
= t30 (approximately)

t1

3210−1−2−3

t5 t20

Using the t-Table
Each normal distribution has its own mean and standard deviation that classify 
it, so finding probabilities for each normal distribution on its own is not the way 
to go. Thankfully, you can standardize the values of any normal distribution 
to become values on a standard normal (Z-) distribution (whose mean is 0 and 
standard deviation is 1) and use a Z-table (in the appendix) to find probabilities. 
(Chapter 9 has info on normal distributions.)

In contrast, a t-distribution is not classified by its mean and standard devia-
tion, but by the sample size of the data set being used (n). Unfortunately, 
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there is no single “standard t-distribution” that you can use to transform the 
numbers and find probabilities on a table. Because it wouldn’t be humanly 
possible to create a table of probabilities and corresponding t-values for 
every possible t-distribution, statisticians created one table showing certain 
values of t-distributions for a selection of degrees of freedom and a selection 
of probabilities. This table is called the t-table (it appears in the appendix). In 
this section, you find out how to find probabilities, percentiles, and critical 
values (for confidence intervals) using the t-table.

Finding probabilities with the t-table
Each row of the t-table (in the appendix) represents a different t-distribution, 
classified by its degrees of freedom (df). The columns represent various 
common greater-than probabilities, such as 0.40, 0.25, 0.10, and 0.05. The 
numbers across a row indicate the values on the t-distribution (the t-values) 
corresponding to the greater-than probabilities shown at the top of the 
columns. Rows are arranged by degrees of freedom.

 Another term for greater-than probability is right-tail probability, which indi-
cates that such probabilities represent areas on the right-most end (tail) of 
the t-distribution.

For example, the second row of the t-table is for the t2 distribution (2 degrees 
of freedom, pronounced tee sub-two). You see that the second number, 0.816, 
is the value on the t2 distribution whose area to its right (its right-tail probabil-
ity) is 0.25 (see the heading for column 2). In other words, the probability that 
t2 is greater than 0.816 equals 0.25. In probability notation, that means p(t2 > 
0.816) = 0.25.

The next number in row two of the t-table is 1.886, which lies in the 0.10 
column. This means the probablity of being greater than 1.886 on the t2 distri-
bution is 0.10. Because 1.886 falls to the right of 0.816, its right-tail probability 
is lower.

Figuring percentiles for the t-distribution
You can also use the t-table (in the appendix) to find percentiles for a 
 t-distribution. A percentile is a number on a distribution whose less-than 
probability is the given percentage; for example, the 95th percentile of the 
t-distribution with n – 1 degrees of freedom is that value of t

n – 1 whose left-tail 
(less-than) probability is 0.95 (and whose right-tail probability is 0.05). (See 
Chapter 5 for particulars on percentiles.)

Suppose you have a sample of size 10 and you want to find the 95th percentile 
of its corresponding t-distribution. You have n – 1= 9 degrees of freedom, so 
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you look at the row for df = 9. The 95th percentile is the number where 95% 
of the values lie below it and 5% lie above it, so you want the right-tail area to 
be 0.05. Move across the row, find the column for 0.05, and you get t9 = 1.833. 
This is the 95th percentile of the t-distribution with 9 degrees of freedom.

Now, if you increase the sample size to n = 20, the value of the 95th percen-
tile decreases; look at the row for 20 – 1 = 19 degrees of freedom, and in the 
column for 0.05 (a right-tail probability of 0.05) you find t19 = 1.729. Notice 
that the 95th percentile for the t19 distribution is less than the 95th percen-
tile for the t9 distribution (1.833). This is because larger degrees of freedom 
indicate a smaller standard deviation and the t-values are more concentrated 
about the mean, so you reach the 95th percentile with a smaller value of t. 
(See the section “Discovering the effect of variability on t-distributions,” 
earlier in this chapter.)

Picking out t*-values for confidence intervals
Confidence intervals estimate population parameters, such as the population 
mean, by using a statistic (for example, the sample mean) plus or minus a 
margin of error. (See Chapter 13 for all the information you need on confi-
dence intervals and more.) To compute the margin of error for a confidence 
interval, you need a critical value (the number of standard errors you add 
and subtract to get the margin of error you want; see Chapter 13). When the 
sample size is large (at least 30), you use critical values on the Z-distribution 
(shown in Chapter 13) to build the margin of error. When the sample size is 
small (less than 30) and/or the population standard deviation is unknown, you 
use the t-distribution to find critical values.

To help you find critical values for the t-distribution, you can use the last 
row of the t-table, which lists common confidence levels, such as 80%, 90%, 
and 95%. To find a critical value, look up your confidence level in the bottom 
row of the table; this tells you which column of the t-table you need. Intersect 
this column with the row for your df (see Chapter 13 for degrees of freedom 
formulas). The number you see is the critical value (or the t*-value) for your 
confidence interval. For example, if you want a t*-value for a 90% confidence 
interval when you have 9 degrees of freedom, go to the bottom of the table, 
find the column for 90%, and intersect it with the row for df = 9. This gives 
you a t*-value of 1.833 (rounded).

 Across the top row of the t-table, you see right-tail probabilities for the 
 t-distribution. But confidence intervals involve both left- and right-tail proba-
bilities (because you add and subtract the margin of error). So half of the 
probability left from the confidence interval goes into each tail. You need to 
take that into account. For example, a t*-value for a 90% confidence interval 
has 5% for its greater-than probability and 5% for its less-than probability 
(taking 100% minus 90% and dividing by 2). Using the top row of the t-table, 
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you would have to look for 0.05 (rather than 10%, as you might be inclined to 
do.) But using the bottom row of the table, you just look for 90%. (The result 
you get using either method ends up being in the same column.)

 When looking for t*-values for confidence intervals, use the bottom row of the 
t-table as your guide, rather than the headings at the top of the table.

Studying Behavior Using the t-Table
You can use computer software to calculate any probabilities, percentiles, or 
critical values you need for any t-distribution (or any other distribution) if it’s 
available to you. (On exams it may not be available.) However, one of the nice 
things about using a table to find probabilities (rather than using computer 
software) is that the table can tell you information about the behavior of the 
distribution itself — that is, it can give you the big picture. Here are some 
nuggets of big-picture information about the t-distribution you can glean by 
scanning the t-table (in the appendix).

In Figure 10-2, as the degrees of freedom increase, the values on each 
t-distribution become more concentrated around the mean, eventually resem-
bling the Z-distribution. The t-table confirms this pattern as well. Because 
of the way the t-table is set up, if you choose any column and move down 
through the numbers in the column, you’re increasing the degrees of freedom 
(and sample size) and keeping the right-tail probability the same. As you do 
this, you see the t-values getting smaller and smaller, indicating the t-values 
are becoming closer to (hence more concentrated around) the mean.

I labeled the second-to-last row of the t-table with a z in the df column. This 
indicates the “limit” of the t-values as the sample size (n) goes to infinity. The 
t-values in this row are approximately the same as the z-values on the Z-table 
(in the appendix) that correspond to the same greater-than probabilities. This 
confirms what you already know: As the sample size increases, the t- and the 
Z-distributions look more and more alike. For example, the t-value in row 30 
of the t-table corresponding to a right-tail probability of 0.05 (column 0.05) is 
1.697. This lies close to z = 1.645, the value corresponding to a right-tail area of 
0.05 on the Z-distribution. (See row Z of the t-table.)

 It doesn’t take a super-large sample size for the values on the t-distribution 
to get close to the values on a Z-distribution. For example, when n = 31 and  
df = 30, the values in the t-table are already quite close to the corresponding 
values on the Z-table.
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Chapter 11

Sampling Distributions and the 
Central Limit Theorem

In This Chapter
▶	Understanding the concept of a sampling distribution

▶	Putting the Central Limit Theorem to work

▶	Determining the factors that affect precision

When you take a sample of data, it’s important to realize the results 
will vary from sample to sample. Statistical results based on samples 

should include a measure of how much those results are expected to vary. 
When the media reports statistics like the average price of a gallon of gas in 
the U.S. or the percentage of homes on the market that were sold over the 
last month, you know they didn’t sample every possible gas station or every 
possible home sold. The question is, how much would their results change if 
another sample was selected?

This chapter addresses this question by studying the behavior of means for 
all possible samples, and the behavior of proportions from all possible sam-
ples. By studying the behavior of all possible samples, you can gauge where 
your sample results fall and understand what it means when your sample 
results fall outside of certain expectations.

Defining a Sampling Distribution
A random variable is a characteristic of interest that takes on certain values 
in a random manner. For example, the number of red lights you hit on the 
way to work or school is a random variable; the number of children a ran-
domly selected family has is a random variable. You use capital letters such 
as X or Y to denote random variables and you use small case letters x or y 
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to denote actual outcomes of random variables. A distribution is a listing, 
graph, or function of all possible outcomes of a random variable (such as X) 
and how often each actual outcome (x), or set of outcomes, occurs. (See 
Chapter 8 for more details on random variables and distributions.)

For example, suppose a million of your closest friends each rolls a single die 
and records each actual outcome (x). A table or graph of all these possible 
outcomes (one through six) and how often they occurred represents the 
distribution of the random variable X. A graph of the distribution of X in this 
case is shown in Figure 11-1a. It shows the numbers 1–6 appearing with equal 
frequency (each one occurring 1⁄6 of the time), which is what you expect over 
many rolls if the die is fair.

Now suppose each of your friends rolls this single die 50 times (n = 50) and 
records the average, . The graph of all their averages of all their samples 
represents the distribution of the random variable . Because this distribu-
tion is based on sample averages rather than individual outcomes, this distri-
bution has a special name. It’s called the sampling distribution of the sample 
mean, . Figure 11-1b shows the sampling distribution of , the average of 
50 rolls of a die.

Figure 11-1b (average of 50 rolls) shows the same range (1 through 6) of out-
comes as Figure 11-1a (individual rolls), but Figure 11-1b has more possible 
outcomes. You could get an average of 3.3 or 2.8 or 3.9 for 50 rolls, for exam-
ple, whereas someone rolling a single die can only get whole numbers from 
1 to 6. Also, the shape of the graphs are different; Figure 11-1a shows a flat 
shape, where each outcome is equally likely, and Figure 11-1b has a mound 
shape; that is, outcomes near the center (3.5) occur with high frequency and 
outcomes near the edges (1 and 6) occur with extremely low frequency. A 
detailed look at the differences and similarities in shape, center, and spread 
for individuals versus averages, and the reasons behind them, is the topic of 
the following sections. (See Chapter 8 if you need background info on shape, 
center, and spread of random variables before diving in.)

The Mean of a Sampling Distribution
Using the die-rolling example from the preceding section, X is a random vari-
able denoting the outcome you can get from a single die (assuming the die 
is fair). The mean of X (over all possible outcomes) is denoted by  (pro-
nounced mu sub-x); in this case its value is 3.5 (as shown in Figure 11-1a). If 
you roll a die 50 times and take the average, the random variable  repre-
sents any outcome you could get. The mean of , denoted  (pronounced 
mu sub-x-bar) equals 3.5 as well. (You can see this result in Figure 11-1b.)
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to denote actual outcomes of random variables. A distribution is a listing, 
graph, or function of all possible outcomes of a random variable (such as X) 
and how often each actual outcome (x), or set of outcomes, occurs. (See 
Chapter 8 for more details on random variables and distributions.)

For example, suppose a million of your closest friends each rolls a single die 
and records each actual outcome (x). A table or graph of all these possible 
outcomes (one through six) and how often they occurred represents the 
distribution of the random variable X. A graph of the distribution of X in this 
case is shown in Figure 11-1a. It shows the numbers 1–6 appearing with equal 
frequency (each one occurring 1⁄6 of the time), which is what you expect over 
many rolls if the die is fair.

Now suppose each of your friends rolls this single die 50 times (n = 50) and 
records the average, . The graph of all their averages of all their samples 
represents the distribution of the random variable . Because this distribu-
tion is based on sample averages rather than individual outcomes, this distri-
bution has a special name. It’s called the sampling distribution of the sample 
mean, . Figure 11-1b shows the sampling distribution of , the average of 
50 rolls of a die.

Figure 11-1b (average of 50 rolls) shows the same range (1 through 6) of out-
comes as Figure 11-1a (individual rolls), but Figure 11-1b has more possible 
outcomes. You could get an average of 3.3 or 2.8 or 3.9 for 50 rolls, for exam-
ple, whereas someone rolling a single die can only get whole numbers from 
1 to 6. Also, the shape of the graphs are different; Figure 11-1a shows a flat 
shape, where each outcome is equally likely, and Figure 11-1b has a mound 
shape; that is, outcomes near the center (3.5) occur with high frequency and 
outcomes near the edges (1 and 6) occur with extremely low frequency. A 
detailed look at the differences and similarities in shape, center, and spread 
for individuals versus averages, and the reasons behind them, is the topic of 
the following sections. (See Chapter 8 if you need background info on shape, 
center, and spread of random variables before diving in.)

The Mean of a Sampling Distribution
Using the die-rolling example from the preceding section, X is a random vari-
able denoting the outcome you can get from a single die (assuming the die 
is fair). The mean of X (over all possible outcomes) is denoted by  (pro-
nounced mu sub-x); in this case its value is 3.5 (as shown in Figure 11-1a). If 
you roll a die 50 times and take the average, the random variable  repre-
sents any outcome you could get. The mean of , denoted  (pronounced 
mu sub-x-bar) equals 3.5 as well. (You can see this result in Figure 11-1b.)
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This result is no coincidence! In general, the mean of the population of all 
possible sample means is the same as the mean of the original population. 
(Notationally speaking, you write .) It’s a mouthful, but it makes sense 
that the average of the averages from all possible samples is the same as 
the average of the population that the samples came from. In the die rolling 
example, the average of the population of all 50-roll averages equals the aver-
age of the population of all single rolls (3.5).

 Using subscripts on , you can distinguish which mean you’re talking 
about — the mean of X (all individuals in a population) or the mean of  
(all sample means from the population).

Measuring Standard Error
The values in any population deviate from their mean; for instance, people’s 
heights differ from the overall average height. Variability in a population of 
individuals (X) is measured in standard deviations (see Chapter 5 for details 
on standard deviation). Sample means vary because you’re not sampling the 
whole population, only a subset; and as samples vary, so will their means. 
Variability in the sample mean ( ) is measured in terms of standard errors.

 Error here doesn’t mean there’s been a mistake — it means there is a gap 
between the population and sample results.

The standard error of the sample mean is denoted by  (sigma sub-x-bar). Its 
formula is , where  is population standard deviation (sigma sub-x) and 

n is size of each sample. In the next sections you see the effect each of these 
two components has on the standard error.

Sample size and standard error
The first component of standard error is the sample size, n. Because n is in 
the denominator of the standard error formula, the standard error decreases 
as n increases. It makes sense that having more data gives less variation (and 
more precision) in your results.

Suppose X is the time it takes for a clerical worker to type and send one letter of 
recommendation, and say X has a normal distribution with mean 10.5 minutes 
and standard deviation 3 minutes. The bottom curve in Figure 11-2 shows the 
picture of the distribution of X, the individual times for all clerical workers in the 
population. According to the Empirical Rule (see Chapter 9), most of the values 
are within 3 standard deviations of the mean (10.5) — between 1.5 and 19.5.
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Now take a random sample of 10 clerical workers, measure their times, and 
find the average, , each time. Repeat this process over and over, and graph all 
the possible results for all possible samples. The middle curve in Figure 11-2 
shows the picture of the sampling distribution of . Notice that it’s still cen-
tered at 10.5 (which you expected) but its variability is smaller; the standard 

error in this case is  minutes (quite a bit less than 3 minutes, 

the standard deviation of the individual times). 

Looking at Figure 11-2, the average times for samples of 10 clerical workers 
are closer to the mean (10.5) than the individual times are. That’s because 
average times don’t change as much from sample to sample as individual 
times change from person to person.

Now take all possible random samples of 50 clerical workers and find their 
means; the sampling distribution is shown in the tallest curve in Figure 11-2. 
The standard error of  goes down to  minutes. You can see 

the average times for 50 clerical workers are even closer to 10.5 than the 
ones for 10 clerical workers. By the Empirical Rule, most of the values fall 
between 10.5 – 3(.42) = 9.24 and 10.5 + 3(.42) = 11.76. Larger samples give 
even more precision around the mean because they change even less from 
sample to sample.

 

Figure 11-2: 
Distributions 
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This result is no coincidence! In general, the mean of the population of all 
possible sample means is the same as the mean of the original population. 
(Notationally speaking, you write .) It’s a mouthful, but it makes sense 
that the average of the averages from all possible samples is the same as 
the average of the population that the samples came from. In the die rolling 
example, the average of the population of all 50-roll averages equals the aver-
age of the population of all single rolls (3.5).

 Using subscripts on , you can distinguish which mean you’re talking 
about — the mean of X (all individuals in a population) or the mean of  
(all sample means from the population).

Measuring Standard Error
The values in any population deviate from their mean; for instance, people’s 
heights differ from the overall average height. Variability in a population of 
individuals (X) is measured in standard deviations (see Chapter 5 for details 
on standard deviation). Sample means vary because you’re not sampling the 
whole population, only a subset; and as samples vary, so will their means. 
Variability in the sample mean ( ) is measured in terms of standard errors.

 Error here doesn’t mean there’s been a mistake — it means there is a gap 
between the population and sample results.

The standard error of the sample mean is denoted by  (sigma sub-x-bar). Its 
formula is , where  is population standard deviation (sigma sub-x) and 

n is size of each sample. In the next sections you see the effect each of these 
two components has on the standard error.

Sample size and standard error
The first component of standard error is the sample size, n. Because n is in 
the denominator of the standard error formula, the standard error decreases 
as n increases. It makes sense that having more data gives less variation (and 
more precision) in your results.

Suppose X is the time it takes for a clerical worker to type and send one letter of 
recommendation, and say X has a normal distribution with mean 10.5 minutes 
and standard deviation 3 minutes. The bottom curve in Figure 11-2 shows the 
picture of the distribution of X, the individual times for all clerical workers in the 
population. According to the Empirical Rule (see Chapter 9), most of the values 
are within 3 standard deviations of the mean (10.5) — between 1.5 and 19.5.
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 Why is having more precision around the mean important? Because some-
times you don’t know the mean but want to determine what it is, or at least get 
as close to it as possible. How can you do that? By taking a large random 
sample from the population and finding its mean. You know that your sample 
mean will be close to the actual population mean if your sample is large, as 
Figure 11-2 shows (assuming your data are collected correctly; see Chapter 16 
for details on collecting good data).

Population standard deviation  
and standard error
The second component of standard error involves the amount of diversity  
in the population (measured by standard deviation). In the standard error 
formula  you see the population standard deviation, , is in the 

numerator. That means as the population standard deviation increases, 
the standard error of the sample means also increases. Mathematically this 
makes sense; how about statistically?

Suppose you have two ponds full of fish (call them pond #1 and pond #2), and 
you’re interested in the length of the fish in each pond. Assume the fish lengths 
in each pond have a normal distribution (see Chapter 9). You’ve been told that 
the fish lengths in pond #1 have a mean of 20 inches and a standard deviation 
of 2 inches (see Figure 11-3a). Suppose the fish in pond #2 also average 20 
inches but have a larger standard deviation of 5 inches (see Figure 11-3b).

Comparing Figures 11-3a and 11-3b, you see the lengths for the two populations 
of fish have the same shape and mean, but the distribution in Figure 11-3b 
(for pond #2) has more spread, or variability, than the distribution shown in 
Figure 11-3a (for pond #1). This spread confirms that the fish in pond #2 vary 
more in length than those in pond #1.

Now suppose you take a random sample of 100 fish from pond #1, find the 
mean length of the fish, and repeat this process over and over. Then you do 
the same with pond #2. Because the lengths of individual fish in pond #2 have 
more variability than the lengths of individual fish in pond #1, you know the 
average lengths of samples from pond #2 will have more variability than the 
average lengths of samples from pond #1 as well. (In fact, you can calculate 
their standard errors using the formula earlier in this section to be 0.20 and 
0.50, respectively.)

 Estimating the population average is harder when the population varies a lot 
to begin with — estimating the population average is much easier when the 
population values are more consistent. The bottom line is the standard error 
of the sample mean is larger when the population standard deviation is larger.
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Looking at the Shape of  
a Sampling Distribution

Now that you know about the mean and standard error of , the next step is 
to determine the shape of the sampling distribution of ; that is, the shape of 
the distribution of all possible sample means (all possible values of ) from 
all possible samples. You proceed differently for different conditions, which 
I divide into two cases: 1) the original distribution for X (the population) is 
normal, or has a normal distribution; and 2) the original distribution for X 
(the population) is not normal, or is unknown.

 Why is having more precision around the mean important? Because some-
times you don’t know the mean but want to determine what it is, or at least get 
as close to it as possible. How can you do that? By taking a large random 
sample from the population and finding its mean. You know that your sample 
mean will be close to the actual population mean if your sample is large, as 
Figure 11-2 shows (assuming your data are collected correctly; see Chapter 16 
for details on collecting good data).

Population standard deviation  
and standard error
The second component of standard error involves the amount of diversity  
in the population (measured by standard deviation). In the standard error 
formula  you see the population standard deviation, , is in the 

numerator. That means as the population standard deviation increases, 
the standard error of the sample means also increases. Mathematically this 
makes sense; how about statistically?

Suppose you have two ponds full of fish (call them pond #1 and pond #2), and 
you’re interested in the length of the fish in each pond. Assume the fish lengths 
in each pond have a normal distribution (see Chapter 9). You’ve been told that 
the fish lengths in pond #1 have a mean of 20 inches and a standard deviation 
of 2 inches (see Figure 11-3a). Suppose the fish in pond #2 also average 20 
inches but have a larger standard deviation of 5 inches (see Figure 11-3b).

Comparing Figures 11-3a and 11-3b, you see the lengths for the two populations 
of fish have the same shape and mean, but the distribution in Figure 11-3b 
(for pond #2) has more spread, or variability, than the distribution shown in 
Figure 11-3a (for pond #1). This spread confirms that the fish in pond #2 vary 
more in length than those in pond #1.

Now suppose you take a random sample of 100 fish from pond #1, find the 
mean length of the fish, and repeat this process over and over. Then you do 
the same with pond #2. Because the lengths of individual fish in pond #2 have 
more variability than the lengths of individual fish in pond #1, you know the 
average lengths of samples from pond #2 will have more variability than the 
average lengths of samples from pond #1 as well. (In fact, you can calculate 
their standard errors using the formula earlier in this section to be 0.20 and 
0.50, respectively.)

 Estimating the population average is harder when the population varies a lot 
to begin with — estimating the population average is much easier when the 
population values are more consistent. The bottom line is the standard error 
of the sample mean is larger when the population standard deviation is larger.
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Case 1: The distribution of X is normal
If X has a normal distribution, then  does too, no matter what the sample 
size n is. In the example regarding the amount of time (X) for a clerical 
worker to complete a task (refer to the section “Sample size and standard 
error”), you knew X had a normal distribution (refer to the lowest curve in 
Figure 11-2). If you refer to the other curves in Figure 11-2, you see the aver-
age times for samples of n = 10 and n = 50 clerical workers, respectively, also 
have normal distributions. 

 When X has a normal distribution, the sample means also always have a 
normal distribution, no matter what size samples you take, even if you take 
samples of only 2 clerical workers at a time.

The difference between the curves in Figure 11-2 is not their means or their 
shapes, but rather their amount of variability (how close the values in the 
distribution are to the mean). Results based on large samples vary less and 
will be more concentrated around the mean than results from small samples 
or results from the individuals in the population.

Case 2: The distribution of X is not normal —  
enter the Central Limit Theorem
If X has any distribution that is not normal, or if its distribution is unknown, 
you can’t automatically say the sample mean ( ) has a normal distribution. 
But incredibly, you can use a normal distribution to approximate the distribu-
tion of  — if the sample size is large enough. This momentous result is due 
to what statisticians know and love as the Central Limit Theorem.

 The Central Limit Theorem (abbreviated CLT) says that if X does not have a 
normal distribution (or its distribution is unknown and hence can’t be deemed 
to be normal), the shape of the sampling distribution of  is approximately 
normal, as long as the sample size, n, is large enough. That is, you get an 
approximate normal distribution for the means of large samples, even if the 
distribution of the original values (X) is not normal.

	 Most statisticians agree that if n is at least 30, this approximation will be rea-
sonably close in most cases, although different distribution shapes for X have 
different values of n that are needed. The larger the sample size (n), the closer 
the distribution of the sample means will be to a normal distribution.
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Averaging a fair die is approximately normal
Consider the die rolling example from the earlier section “Defining a Sampling 
Distribution.” Notice in Figure 11-1a, the distribution of X (the population of 
outcomes based on millions of single rolls) is flat; the individual outcomes of 
each roll go from 1 to 6, and each outcome is equally likely.

Things change when you look at averages. When you roll a die a large number 
of times (say a sample of 50 times) and look at your outcomes, you’ll prob-
ably find about the same number of 6s as 1s (note that 6 and 1 average out 
to 3.5); 5s as 2s (5 and 2 also average out to 3.5); and 4s as 3s (which also 
average out to 3.5 — do you see a pattern here?). So if you roll a die 50 times, 
you have a high probability of getting an overall average that’s close to 3.5. 
Sometimes just by chance things won’t even out as well, but that won’t happen 
very often with 50 rolls.

Getting an average at the extremes with 50 rolls is a very rare event. To get 
an average of 1 on 50 rolls, you need all 50 rolls to be 1. How likely is that? (If 
it happens to you, buy a lottery ticket right away, it’s the luckiest day of your 
life!) The same is true for getting an average near 6.

So the chance that your average of 50 rolls is close to the middle (3.5) is 
highest, and the chance of it being at or close to the extremes (1 or 6) is 
extremely low. As for averages between 1 and 6, the probabilities get smaller 
as you move farther from 3.5, and the probabilities get larger as you move 
closer to 3.5; in particular, statisticians show that the shape of the sampling 
distribution of sample means in Figure 11-1b is approximately normal as long 
as the sample size is large enough. (See Chapter 9 for particulars on the shape 
of the normal distribution.)

Note that if you roll the die even more times, the chance of the average being 
close to 3.5 increases, and the sampling distribution of the sample means 
looks more and more like a normal distribution.

Averaging an unfair die is still approximately normal
However, sometimes the values of X don’t occur with equal probability like 
they do when you roll a fair die. What happens then? For example, say the 
die isn’t fair, and the average value for many individual rolls turns out to be 
2 instead of 3.5. This means the distribution of X is skewed right (more low 
values like 1, 2, and 3, and fewer high values like 4, 5, and 6). But if the distri-
bution of X (millions of individual rolls of this unfair die) is skewed right, how 
does the distribution of  (average of 50 rolls of this unfair die) end up with 
an approximate normal distribution?

Case 1: The distribution of X is normal
If X has a normal distribution, then  does too, no matter what the sample 
size n is. In the example regarding the amount of time (X) for a clerical 
worker to complete a task (refer to the section “Sample size and standard 
error”), you knew X had a normal distribution (refer to the lowest curve in 
Figure 11-2). If you refer to the other curves in Figure 11-2, you see the aver-
age times for samples of n = 10 and n = 50 clerical workers, respectively, also 
have normal distributions. 

 When X has a normal distribution, the sample means also always have a 
normal distribution, no matter what size samples you take, even if you take 
samples of only 2 clerical workers at a time.

The difference between the curves in Figure 11-2 is not their means or their 
shapes, but rather their amount of variability (how close the values in the 
distribution are to the mean). Results based on large samples vary less and 
will be more concentrated around the mean than results from small samples 
or results from the individuals in the population.

Case 2: The distribution of X is not normal —  
enter the Central Limit Theorem
If X has any distribution that is not normal, or if its distribution is unknown, 
you can’t automatically say the sample mean ( ) has a normal distribution. 
But incredibly, you can use a normal distribution to approximate the distribu-
tion of  — if the sample size is large enough. This momentous result is due 
to what statisticians know and love as the Central Limit Theorem.

 The Central Limit Theorem (abbreviated CLT) says that if X does not have a 
normal distribution (or its distribution is unknown and hence can’t be deemed 
to be normal), the shape of the sampling distribution of  is approximately 
normal, as long as the sample size, n, is large enough. That is, you get an 
approximate normal distribution for the means of large samples, even if the 
distribution of the original values (X) is not normal.

	 Most statisticians agree that if n is at least 30, this approximation will be rea-
sonably close in most cases, although different distribution shapes for X have 
different values of n that are needed. The larger the sample size (n), the closer 
the distribution of the sample means will be to a normal distribution.
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Say that one person, Bob, is doing 50 rolls. What will the distribution of Bob’s 
outcomes look like? Bob is more likely to get low outcomes (like 1 and 2) and 
less likely to get high outcomes (like 5 and 6) — the distribution of Bob’s out-
comes will be skewed right as well.

In fact, because Bob rolled his die a large number of times (50), the distribu-
tion of his individual outcomes has a good chance of matching the distribu-
tion of X (the outcomes from millions of rolls). However, if Bob had only 
rolled his die a few times (say, 6 times), he would be unlikely to even get  
the higher numbers like 5 and 6, and hence his distribution wouldn’t look  
as much like the distribution of X.

If you run through the results of each of a million people like Bob who rolled 
this unfair die 50 times, each of their million distributions will look very simi-
lar to each other and very similar to the distribution of X. The more rolls they 
make each time, the closer their distributions get to the distribution of X and 
to each other. And here is the key: If their distributions of outcomes have a 
similar shape, no matter what that similar shape is, then their averages will 
be similar as well. Some people will get higher averages than 2 by chance, 
and some will get lower averages by chance, but these types of averages get 
less and less likely the farther you get from 2. This means you’re getting an 
approximate normal distribution centered at 2.

 The big deal is, it doesn’t matter if you started out with a skewed distribu-
tion, or some totally wacky distribution for X. Because each of them had 
a large sample size (number of rolls), the distributions of each person’s 
sample results end up looking similar, so their averages will be similar, close 
together, and close to a normal distribution. In fancy lingo, the distribution  
of  is approximately normal as long as n is large enough. This is all due to the 
Central Limit Theorem.

 In order for the CLT to work when X does not have a normal distribution, each 
person needs to roll their die enough times (that is, n must be large enough) 
so they have a good chance of getting all possible values of X, especially those 
outcomes that won’t occur as often. If n is too small, some folks will not get 
the outcomes that have low probabilities and their means will differ from 
the rest by more than they should. As a result, when you put all the means 
together, they may not congregate around a single value. In the end, the 
approximate normal distribution may not show up.
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Clarifying three major points about the CLT
I want to alert you to a few sources of confusion about the Central Limit 
Theorem before they happen to you:

	 ✓	The CLT is needed only when the distribution of X is not a normal dis-
tribution or is unknown. It is not needed if X started out with a normal 
distribution.

	 ✓	The formulas for the mean and standard error of  are not due to 
the CLT. These are just mathematical results that are always true. To 
see these formulas, check out the sections “The Mean of a Sampling 
Distribution” and “Measuring Standard Error,” earlier in this chapter.

	 ✓	The n stated in the CLT refers to the size of the sample you take each 
time, not the number of samples you take. Bob rolling a die 50 times is 
one sample of size 50, so n = 50. If 10 people do it, you have 10 samples, 
each of size 50, and n is still 50.

Finding Probabilities for the Sample Mean
After you’ve established through the conditions addressed in case 1 or case 
2 (see the previous sections) that  has a normal or approximately normal 
distribution, you’re in luck. The normal distribution is a very friendly distri-
bution that has a table for finding probabilities and anything else you need. 
For example, you can find probabilities for  by converting the -value to a 
z-value and finding probabilities using the Z-table (provided in the appendix). 
(See Chapter 9 for all the details on the normal and Z-distributions.)

The general conversion formula from -values to z-values is:

Substituting the appropriate values of the mean and standard error of , the 
conversion formula becomes:

Say that one person, Bob, is doing 50 rolls. What will the distribution of Bob’s 
outcomes look like? Bob is more likely to get low outcomes (like 1 and 2) and 
less likely to get high outcomes (like 5 and 6) — the distribution of Bob’s out-
comes will be skewed right as well.

In fact, because Bob rolled his die a large number of times (50), the distribu-
tion of his individual outcomes has a good chance of matching the distribu-
tion of X (the outcomes from millions of rolls). However, if Bob had only 
rolled his die a few times (say, 6 times), he would be unlikely to even get  
the higher numbers like 5 and 6, and hence his distribution wouldn’t look  
as much like the distribution of X.

If you run through the results of each of a million people like Bob who rolled 
this unfair die 50 times, each of their million distributions will look very simi-
lar to each other and very similar to the distribution of X. The more rolls they 
make each time, the closer their distributions get to the distribution of X and 
to each other. And here is the key: If their distributions of outcomes have a 
similar shape, no matter what that similar shape is, then their averages will 
be similar as well. Some people will get higher averages than 2 by chance, 
and some will get lower averages by chance, but these types of averages get 
less and less likely the farther you get from 2. This means you’re getting an 
approximate normal distribution centered at 2.

 The big deal is, it doesn’t matter if you started out with a skewed distribu-
tion, or some totally wacky distribution for X. Because each of them had 
a large sample size (number of rolls), the distributions of each person’s 
sample results end up looking similar, so their averages will be similar, close 
together, and close to a normal distribution. In fancy lingo, the distribution  
of  is approximately normal as long as n is large enough. This is all due to the 
Central Limit Theorem.

 In order for the CLT to work when X does not have a normal distribution, each 
person needs to roll their die enough times (that is, n must be large enough) 
so they have a good chance of getting all possible values of X, especially those 
outcomes that won’t occur as often. If n is too small, some folks will not get 
the outcomes that have low probabilities and their means will differ from 
the rest by more than they should. As a result, when you put all the means 
together, they may not congregate around a single value. In the end, the 
approximate normal distribution may not show up.
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 Don’t forget to divide by the square root of n in the denominator of z. Always 
divide by square root of n when the question refers to the average of the 
x- values.

Revisiting the clerical worker example from the previous section “Sample size 
and standard error,” suppose X is the time it takes a randomly chosen cleri-
cal worker to type and send a standard letter of recommendation. Suppose X 
has a normal distribution, and assume the mean is 10.5 minutes and the stan-
dard deviation 3 minutes. You take a random sample of 50 clerical workers 
and measure their times. What is the chance that their average time is less 
than 9.5 minutes?

This question translates to finding . As X has a normal distribution 
to start with, you know  also has an exact (not approximate) normal distri-
bution. Converting to z, you get:

So you want P(Z < –2.36), which equals 0.0091 (from the Z-table in the appen-
dix). So the chance that a random sample of 50 clerical workers average less 
than 9.5 minutes to complete this task is 0.91% (very small).

How do you find probabilities for  if X is not normal, or unknown? As a 
result of the CLT , the distribution of X can be non-normal or even unknown 
and as long as n is large enough, you can still find approximate probabilities 
for  using the standard normal (Z-)distribution and the process described 
earlier. That is, convert to a z-value and find approximate probabilities using 
the Z-table (in the appendix).

 When you use the CLT to find a probability for  (that is, when the distribu-
tion of X is not normal or is unknown), be sure to say that your answer is an 
approximation. You also want to say the approximate answer should be close 
because you’ve got a large enough n to use the CLT. (If n is not large enough 
for the CLT, you can use the t-distribution in many cases — see Chapter 10.)

 Beyond actual calculations, probabilities about  can help you decide 
whether an assumption or a claim about a population mean is on target, based 
on your data. In the clerical workers example, it was assumed that the average 
time for all workers to type up a recommendation letter was 10.5 minutes. 
Your sample averaged 9.5 minutes. Because the probability that they would 
average less than 9.5 minutes was found to be tiny (0.0091), you either got an 
unusually high number of fast workers in your sample just by chance, or the 
assumption that the average time for all workers is 10.5 minutes was simply 
too high. (I’m betting on the latter.) The process of checking assumptions or 
challenging claims about a population is called hypothesis testing; details are 
in Chapter 14.
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The Sampling Distribution  
of the Sample Proportion

The Central Limit Theorem (CLT) doesn’t apply only to sample means for 
numerical data. You can also use it with other statistics, including sample 
proportions for categorical data (see Chapter 6). The population proportion, 
p, is the proportion of individuals in the population who have a certain char-
acteristic of interest (for example, the proportion of all Americans who are 
registered voters, or the proportion of all teenagers who own cellphones). 
The sample proportion, denoted  (pronounced p-hat), is the proportion of 
individuals in the sample who have that particular characteristic; in other 
words, the number of individuals in the sample who have that characteristic 
of interest divided by the total sample size (n). 

For example, if you take a sample of 100 teens and find 60 of them own cell-
phones, the sample proportion of cellphone-owning teens is . 
This section examines the sampling distribution of all possible sample pro-
portions, , from samples of size n from a population.

The sampling distribution of  has the following properties:

	 ✓	Its mean, denoted by  (pronounced mu sub-p-hat), equals the popula-
tion proportion, p.

	 ✓	Its standard error, denoted by  (say sigma sub-p-hat), equals:

  (Note that because n is in the denominator, the standard error 
decreases as n increases.)

	 ✓	Due to the CLT, its shape is approximately normal, provided that the 
sample size is large enough. Therefore you can use the normal distribu-
tion to find approximate probabilities for . 

	 ✓	The larger the sample size (n), the closer the distribution of the sample 
proportion is to a normal distribution.

 If you are interested in the number (rather than the proportion) of individuals 
in your sample with the characteristic of interest, you use the binomial distri-
bution to find probabilities for your results (see Chapter 8).

 How large is large enough for the CLT to work for sample proportions? Most 
statisticians agree that both np and n(1 – p) should be greater than or equal to 
10. That is, the average number of successes (np) and the average number of 
failures n(1 – p) needs to be at least 10.

 Don’t forget to divide by the square root of n in the denominator of z. Always 
divide by square root of n when the question refers to the average of the 
x- values.

Revisiting the clerical worker example from the previous section “Sample size 
and standard error,” suppose X is the time it takes a randomly chosen cleri-
cal worker to type and send a standard letter of recommendation. Suppose X 
has a normal distribution, and assume the mean is 10.5 minutes and the stan-
dard deviation 3 minutes. You take a random sample of 50 clerical workers 
and measure their times. What is the chance that their average time is less 
than 9.5 minutes?

This question translates to finding . As X has a normal distribution 
to start with, you know  also has an exact (not approximate) normal distri-
bution. Converting to z, you get:

So you want P(Z < –2.36), which equals 0.0091 (from the Z-table in the appen-
dix). So the chance that a random sample of 50 clerical workers average less 
than 9.5 minutes to complete this task is 0.91% (very small).

How do you find probabilities for  if X is not normal, or unknown? As a 
result of the CLT , the distribution of X can be non-normal or even unknown 
and as long as n is large enough, you can still find approximate probabilities 
for  using the standard normal (Z-)distribution and the process described 
earlier. That is, convert to a z-value and find approximate probabilities using 
the Z-table (in the appendix).

 When you use the CLT to find a probability for  (that is, when the distribu-
tion of X is not normal or is unknown), be sure to say that your answer is an 
approximation. You also want to say the approximate answer should be close 
because you’ve got a large enough n to use the CLT. (If n is not large enough 
for the CLT, you can use the t-distribution in many cases — see Chapter 10.)

 Beyond actual calculations, probabilities about  can help you decide 
whether an assumption or a claim about a population mean is on target, based 
on your data. In the clerical workers example, it was assumed that the average 
time for all workers to type up a recommendation letter was 10.5 minutes. 
Your sample averaged 9.5 minutes. Because the probability that they would 
average less than 9.5 minutes was found to be tiny (0.0091), you either got an 
unusually high number of fast workers in your sample just by chance, or the 
assumption that the average time for all workers is 10.5 minutes was simply 
too high. (I’m betting on the latter.) The process of checking assumptions or 
challenging claims about a population is called hypothesis testing; details are 
in Chapter 14.
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To help illustrate the sampling distribution of the sample proportion, con-
sider a student survey that accompanies the ACT test each year asking 
whether the student would like some help with math skills. Assume (through 
past research) that 38% of all the students taking the ACT respond yes. That 
means p, the population proportion, equals 0.38 in this case. The distribution 
of responses (yes, no) for this population are shown in Figure 11-4 as a bar 
graph (see Chapter 6 for information on bar graphs).

Because 38% applies to all students taking the exam, I use p to denote the 
population proportion, rather than , which denotes sample proportions. 
Typically p is unknown, but I’m giving it a value here to point out how the 
sample proportions from samples taken from the population behave in  
relation to the population proportion.

 

Figure 11-4: 
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Now take all possible samples of n = 1,000 students from this population and 
find the proportion in each sample who said they need math help. The distri-
bution of these sample proportions is shown in Figure 11-5. It has an approxi-
mate normal distribution with mean p = 0.38 and standard error equal to:

(or about 1.5%).
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 The approximate normal distribution works because the two conditions for the 
CLT are met: 1) np = 1,000(0.38) = 380 (≥ 10); and 2) n(1 – p) = 1,000(0.62) = 620 
(also ≥ 10). And because n is so large (1,000), the approximation is excellent.

 

Figure 11-5: 
Sampling 
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Finding Probabilities for  
the Sample Proportion

You can find probabilities for , the sample proportion, by using the normal 
approximation as long as the conditions are met (see the previous section  
for those conditions). For the ACT test example, you assume that 0.38 or 38% 
of all the students taking the ACT test would like math help. Suppose you 
take a random sample of 100 students. What is the chance that more than  
45 of them say they need math help? In terms of proportions, this is equiva-
lent to the chance that more than 45 ÷ 100 = 0.45 of them say they need help; 
that is, .

To answer this question, you first check the conditions: First, is np at least 
10? Yes, because 100 ∗ 0.38 = 38. Next, is n(1 – p) at least 10? Again yes, 
because 100 ∗ (1 – 0.38) = 62 checks out. So you can go ahead and use 
the normal approximation.

You make the conversion of the -value to a z-value using the following 
general equation:

To help illustrate the sampling distribution of the sample proportion, con-
sider a student survey that accompanies the ACT test each year asking 
whether the student would like some help with math skills. Assume (through 
past research) that 38% of all the students taking the ACT respond yes. That 
means p, the population proportion, equals 0.38 in this case. The distribution 
of responses (yes, no) for this population are shown in Figure 11-4 as a bar 
graph (see Chapter 6 for information on bar graphs).

Because 38% applies to all students taking the exam, I use p to denote the 
population proportion, rather than , which denotes sample proportions. 
Typically p is unknown, but I’m giving it a value here to point out how the 
sample proportions from samples taken from the population behave in  
relation to the population proportion.

  

Now take all possible samples of n = 1,000 students from this population and 
find the proportion in each sample who said they need math help. The distri-
bution of these sample proportions is shown in Figure 11-5. It has an approxi-
mate normal distribution with mean p = 0.38 and standard error equal to:

(or about 1.5%).
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When you plug in the numbers for this example, you get:

And then you find P(Z > 1.44) = 1 – 0.9251 = 0.0749 using Table A-1 in the 
appendix. So if it’s true that 0.38 percent of all students taking the exam want 
math help, the chance of taking a random sample of 100 students and finding 
more than 45 needing math help is approximately 0.0749 (by the CLT).

 As noted in the previous section on sample means, you can use sample pro-
portions to check out a claim about a population proportion. (This procedure 
is a hypothesis test for a population proportion; all the details are found in 
Chapter 15.) In the ACT example, the probability that more than 45% of the 
students in a sample of 100 need math help (when you assumed 38% of the 
population needed math help) was found to be 0.0749. Because this prob-
ability is higher than 0.05 (the typical cutoff for blowing the whistle on a claim 
about a population value), you can’t dispute their claim that the percentage in 
the population needing math help is only 38%. Our sample result is just not a 
rare enough event. (See Chapter 15 for more on hypothesis testing for a popu-
lation proportion.)
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In this part . . .

Anytime you’re given a statistic by itself, you haven’t 
really gotten the full story. The statistic alone is 

missing the most important part: by how much that statis-
tic is expected to vary. All good estimates of population 
parameters contain not just a statistic but also a margin of 
error. This combination of a statistic plus or minus a mar-
gin of error is called a confidence interval.

Now suppose you’re already given a claim, assumption, or 
target value for the population parameter, and you want 
to test that claim. You do it with a hypothesis test based 
on sample statistics. Because sample statistics will vary, 
you need techniques that take this into account.

This part gives you a general, intuitive look at margin of 
error, confidence intervals, and hypothesis tests: their 
function, formulas, calculations, influential factors, and 
interpretation. You also get quick references and exam-
ples for the most commonly used confidence intervals 
and hypothesis tests.
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Chapter 12

Leaving Room for a Margin of Error
In This Chapter
▶ Understanding and calculating margin of error

▶ Exploring the effect of sample size

▶ Finding out what margin of error doesn’t measure

Good survey and experiment researchers always include some measure 
of how accurate their results are so that consumers of the information 

can put the results into perspective. This measure is called the margin of 
error (MOE) — it’s a measure of how close the sample statistic (one number 
that summarizes the sample) is expected to be to the population parameter 
being studied. (A population parameter is one number that summarizes the 
population. Find out more about statistics and parameters in Chapter 4.)
Thankfully, many journalists are also realizing the importance of the MOE in 
assessing information, so reports that include the margin of error are begin-
ning to appear in the media. But what does the margin of error really mean, 
and does it tell the whole story?

This chapter looks at the margin of error and what it can and can’t do to help 
you assess the accuracy of statistical information. It also examines the issue 
of sample size; you may be surprised at how small a sample can be used to 
get a good handle on the pulse of America — or the world — if the research 
is done correctly.

Seeing the Importance 
of That Plus or Minus

Margin of error is probably not a new term to you. You’ve probably heard of 
it before, most likely in the context of survey results. For example, you may 
have heard someone report, “This survey had a margin of error of plus or 
minus three percentage points.” And you may have wondered what you’re 
supposed to do with that information and how important it really is. The 
truth is, the survey results themselves (with no MOE) are only a measure of 
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how the sample of selected individuals felt about the issue; they don’t reflect 
how the entire population may have felt, had they all been asked. The margin 
of error helps you estimate how close you are to the truth about the popula-
tion based on your sample data.

 Results based on a sample won’t be exactly the same as what you would’ve 
found for the entire population, because when you take a sample, you don’t 
get information from everyone in the population. However, if the study is done 
right (see Chapters 16 and 17 for more about designing good studies), the 
results from the sample should be close to and representative of the actual 
values for the entire population, with a high level of confidence.

 The MOE doesn’t mean someone made a mistake; all it means is that you 
didn’t get to sample everybody in the population, so you expect your sample 
results to vary from that population by a certain amount. In other words, you 
acknowledge that your results will change with subsequent samples and are 
only accurate to within a certain range — which can be calculated using the 
margin of error.

Consider one example of the type of survey conducted by some of the lead-
ing polling organizations, such as the Gallup Organization. Suppose its latest 
poll sampled 1,000 people from the United States, and the results show that 
520 people (52%) think the president is doing a good job, compared to 48% 
who don’t think so. Suppose Gallup reports that this survey had a margin of 
error of plus or minus 3%. Now, you know that the majority (more than 50%) 
of the people in this sample approve of the president, but can you say that 
the majority of all Americans approve of the president? In this case, you can’t. 
Why not?

You need to include the margin of error (in this case, 3%) in your results. 
If 52% of those sampled approve of the president, you can expect that the 
percent of the population of all Americans who approve of the president will 
be 52%, plus or minus 3%. Therefore, between 49% and 55% of all Americans 
approve of the president. That’s as close as you can get with your sample of 
1,000. But notice that 49%, the lower end of this range, represents a minor-
ity, because it’s less than 50%. So you really can’t say that a majority of the 
American people support the president, based on this sample. You can only 
say you’re confident that between 49% and 55% of all Americans support the 
president, which may or may not be a majority.

Think about the sample size for a moment. Isn’t it interesting that a sample 
of only 1,000 Americans out of a population of well over 310,000,000 can lead 
you to be within plus or minus only 3% on your survey results? That’s incred-
ible! That means for large populations you only need to sample a tiny portion 
of the total to get close to the true value (assuming, as always, that you have 
good data). Statistics is indeed a powerful tool for finding out how people feel 
about issues, which is probably why so many people conduct surveys and 
why you’re so often bothered to respond to them as well.
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 When you are working with categorical variables (those that record certain 
characteristics that don’t involve measurements or counts; see Chapter 6), a 
quick-and-dirty way to get a rough idea of the margin of error for proportions, 
for any given sample size (n), is simply to find 1 divided by the square root of 
n. For the Gallup poll example, n = 1,000, and its square root is roughly 31.62, 
so the margin of error is roughly 1 divided by 31.62, or about 0.03, which is 
equivalent to 3%. In the remainder of this chapter, you see how to get a more 
accurate measure of the margin of error.

Finding the Margin of Error: 
A General Formula

The margin of error is the amount of “plus or minus” that is attached to your 
sample result when you move from discussing the sample itself to discussing 
the whole population that it represents. Therefore, you know that the general 
formula for the margin of error contains a “±” in front of it. So, how do you 
come up with that plus or minus amount (other than taking a rough estimate, 
as shown above)? This section shows you how.

Measuring sample variability
Sample results vary, but by how much? According to the Central Limit 
Theorem (see Chapter 11), when sample sizes are large enough, the so-called 
sampling distribution of the sample proportions (or the sample means) follows 
a bell-shaped curve (or approximate normal distribution — see Chapter 9). 
Some of the sample proportions (or sample means) overestimate the popula-
tion value and some underestimate it, but most are close to the middle.

And what’s in the middle of this sampling distribution? If you average out the 
results from all the possible samples you could take, the average is the actual 
population proportion, in the case of categorical data, or the actual population 
average, in the case of numerical data. Normally, you don’t know all the values 
of the population, so you can’t look at all of the possible sample results and 
average them out — but knowing something about all the other sample pos-
sibilities does help you to measure the amount by which you expect your own 
sample proportion (or average) to vary. (See Chapter 11 for more on sample 
means and proportions.)

 Standard errors are the basic building blocks of the margin of error. The stan-
dard error of a statistic is basically equal to the standard deviation of the pop-
ulation divided by the square root of n (the sample size). This reflects the fact 
that the sample size greatly affects how much that sample statistic is going to 
vary from sample to sample. (See Chapter 11 for more about standard errors.)
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 The number of standard errors you have to add or subtract to get the MOE 
depends on how confident you want to be in your results (this is called your 
confidence level). Typically, you want to be about 95% confident, so the basic 
rule is to add or subtract about 2 standard errors (1.96, to be exact) to get the 
MOE (you get this from the Empirical Rule; see Chapter 9). This allows you to 
account for about 95% of all possible results that may have occurred with 
repeated sampling. To be 99% confident, you add and subtract 2.58 standard 
errors. (This assumes a normal distribution on large n; standard deviation 
known. See Chapter 11.)

You can be more precise about the number of standard errors you have to add 
or subtract in order to calculate the MOE for any confidence level; if the condi-
tions are right, you can use values on the standard normal (Z-) distribution. (See 
Chapter 13 for details.) For any given confidence level, a corresponding value 
on the standard normal distribution (called a z*-value) represents the number 
of standard errors to add and subtract to account for that confidence level. 
For 95% confidence, a more precise z*-value is 1.96 (which is “about” 2), and 
for 99% confidence, the exact z*-value is 2.58. Some of the more commonly 
used confidence levels (also known as percentage confidence), along with 
their corresponding z*-values, are given in Table 12-1.

Table 12-1 z*-Values for Selected (Percentage) 
 Confidence Levels

Percentage Confidence z*-Value

80 1.28

90 1.645

95 1.96

98 2.33

99 2.58

 To find a z*-value like those in Table 12-1, add to the confidence level to make 
it a less-than probability and find its corresponding z-value on the Z-table. For 
example, a 95% confidence level means the “between” probability is 95%, so 
the “less-than” probability is 95% plus 2.5% (half of what’s left), or 97.5%. Look 
up 0.975 in the body of the Z-table and find z * = 1.96 for a 95% confidence level.

Calculating margin of error 
for a sample proportion
When a polling question asks people to choose from a range of answers 
(for example, “Do you approve or disapprove the president’s performance?”), 
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the statistic used to report the results is the proportion of people from the 
sample who fell into a certain group (for example, the “approve” group). 
This is known as the sample proportion. You find this number by taking the 
number of people in the sample that fell into the group of interest, divided by 
the sample size, n.

Along with the sample proportion, you need to report a margin of error. The 
general formula for margin of error for the sample proportion (if certain 

conditions are met) is , where  is the sample proportion, n is 

the sample size, and z* is the appropriate z*-value for your desired level of 
confidence (from Table 12-1). Here are the steps for calculating the margin of 
error for a sample proportion:

 1. Find the sample size, n, and the sample proportion, .

  The sample proportion is the number in the sample with the character-
istic of interest, divided by n.

 2. Multiply the sample proportion by .

 3. Divide the result by n.

 4. Take the square root of the calculated value.

  You now have the standard error, .

 5. Multiply the result by the appropriate z*-value for the confidence 
level desired.

  Refer to Table 12-1 for the appropriate z*-value. If the confidence level is 
95%, the z*-value is 1.96.

Looking at the example involving whether Americans approve of the presi-
dent, you can find the actual margin of error. First, assume you want a 95% 
level of confidence, so z* = 1.96. The number of Americans in the sample who 
said they approve of the president was found to be 520. This means that the 
sample proportion, , is 520 ÷ 1,000 = 0.52. (The sample size, n, was 1,000.) 
The margin of error for this polling question is calculated in the following way:

According to this data, you conclude with 95% confidence that 52% of all 
Americans approve of the president, plus or minus 3.1%.

 Two conditions need to be met in order to use a z*-value in the formula for 
margin of error for a sample proportion:
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 1. You need to be sure that  is at least 10.

 2. You need to make sure that  is at least 10.

In the preceding example of a poll on the president, n = 1,000,  = 0.52, and 
 is 1 – 0.52 = 0.48. Now check the conditions:  = 1,000 ∗ 0.52 = 520, and 

 = 1,000 ∗ 0.48 = 480. Both of these numbers are at least 10, so every-
thing is okay.

Most surveys you come across are based on hundreds or even thousands of 
people, so meeting these two conditions is usually a piece of cake (unless the 
sample proportion is very large or very small, requiring a larger sample size 
to make the conditions work).

 A sample proportion is the decimal version of the sample percentage. In other 
words, if you have a sample percentage of 5%, you must use 0.05 in the for-
mula, not 5. To change a percentage into decimal form, simply divide by 100. 
After all your calculations are finished, you can change back to a percentage 
by multiplying your final answer by 100%.

Reporting results
Including the margin of error allows you to make conclusions beyond your 
sample to the population. After you calculate and interpret the margin of 
error, report it along with your survey results. To report the results from 
the president approval poll in the previous section, you say, “Based on my 
sample, 52% of all Americans approve of the president, plus or minus a 
margin of error of 3.1%. I am 95% confident in these results.”

How does a real-life polling organization report its results? Here’s an example 
from Gallup:

Based on the total random sample of 1,000 adults in (this) survey, we are 
95% confident that the margin of error for our sampling procedure and its 
results is no more than ±3.1 percentage points.

It sounds sort of like that long list of disclaimers that comes at the end of a 
car-leasing advertisement. But now you can understand the fine print!

 Never accept the results of a survey or study without the margin of error for 
the study. The MOE is the only way to estimate how close the sample statistics 
are to the actual population parameters you’re interested in. Sample results 
vary, and if a different sample had been chosen, a different sample result would 
have been obtained; the MOE measures that amount of difference.
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The next time you hear a media story about a survey or poll that was con-
ducted, take a closer look to see if the margin of error is given; if it’s not, you 
should ask why. Some news outlets are getting better about reporting the 
margin of error for surveys, but what about other studies?

Calculating margin of error 
for a sample mean
When a research question asks you to estimate a parameter based on a 
numerical variable (for example, “What’s the average age of teachers?”), the 
statistic used to help estimate the results is the average of all the responses 
provided by people in the sample. This is known as the sample mean (or 
average — see Chapter 5). And just like for sample proportions, you need to 
report a MOE for sample means.

The general formula for margin of error for the sample mean (assuming a  
certain condition is met) is , where σ is the population standard 

deviation, n is the sample size, and z* is the appropriate z*-value for your 
desired level of confidence (which you can find in Table 12-1).

Here are the steps for calculating the margin of error for a sample mean:

 1. Find the population standard deviation, , and the sample size, n.

  The population standard deviation will be given in the problem. 

 2. Divide the population standard deviation by the square root of the 
sample size.

   gives you the standard error.

 3. Multiply by the appropriate z*-value (refer to Table 12-1).

  For example, the z*-value is 1.96 if you want to be about 95% confident.

 The condition you need to meet in order to use a z*-value in the margin of 
error formula for a sample mean is either: 1) The original population has a 
normal distribution to start with, or 2) The sample size is large enough so 
the normal distribution can be used (that is, the Central Limit Theorem kicks 
in; see Chapter 11). In general, the sample size, n, should be above about 30 
for the Central Limit Theorem. Now, if it’s 29, don’t panic — 30 is not a magic 
number, it’s just a general rule of thumb. (The population standard deviation 
must be known either way.)

Suppose you’re the manager of an ice cream shop, and you’re training new 
employees to be able to fill the large-size cones with the proper amount of 

19_9780470911082-ch12.indd   18719_9780470911082-ch12.indd   187 3/25/11   8:15 PM3/25/11   8:15 PM



188 Part IV: Guesstimating and Hypothesizing with Confidence 

ice cream (10 ounces each). You want to estimate the average weight of the 
cones they make over a one-day period, including a margin of error. Instead 
of weighing every single cone made, you ask each of your new employees to 
randomly spot check the weights of a random sample of the large cones they 
make and record those weights on a notepad. For n = 50 cones sampled, the 
sample mean was found to be 10.3 ounces. Suppose the population standard 
deviation of σ = 0.6 ounces is known.

What’s the margin of error? (Assume you want a 95% level of confidence.) It’s 
calculated this way:

So to report these results, you say that based on the sample of 50 cones, you 
estimate that the average weight of all large cones made by the new employees 
over a one-day period is 10.3 ounces, with a margin of error of plus or minus 
0.17 ounces. In other words, the range of likely values for the average weight 
of all large cones made for the day is estimated (with 95% confidence) to be 
between 10.30 – 0.17 = 10.13 ounces and 10.30 + 0.17 = 10.47 ounces. The new 
employees appear to be giving out too much ice cream (but I have a feeling the 
customers aren’t offended).

 Notice in the ice-cream-cone example, the units are ounces, not percentages! 
When working with and reporting results about data, always remember what 
the units are. Also, be sure that statistics are reported with their correct units 
of measure, and if they’re not, ask what the units are.

 In cases where n is too small (in general, less than 30) for the Central Limit 
Theorem to be used, but you still think the data came from a normal dis-
tribution, you can use a t*-value instead of a z*-value in your formulas. A 
t*-value is one that comes from a t-distribution with n – 1 degrees of free-
dom. (Chapter 10 gives you all the in-depth details on the t-distribution.) 
In fact, many statisticians go ahead and use t*-values instead of z*-values 
consistently, because if the sample size is large, t*-values and z*-values are 
approximately equal anyway. In addition, for cases where you don’t know 
the population standard deviation, σ, you can substitute it with s, the sample 
standard deviation; from there you use a t*-value instead of a z*-value in your 
formulas as well.

Being confident you’re right
If you want to be more than 95% confident about your results, you need to 
add and subtract more than 1.96 standard errors (see Table 12-1). For exam-
ple, to be 99% confident, you add and subtract 2.58 standard errors to obtain 
your margin of error. More confidence means a larger margin of error, though 
(assuming the sample size stays the same); so you have to ask yourself if it’s 
worth it. When going from 95% to 99% confidence, the z*-value increases by 
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2.58 – 1.96 = 0.62 (see Table 12-1). Most people don’t think adding and sub-
tracting this much more of a MOE is worthwhile, just to be 4% more confident 
(99% versus 95%) in the results obtained.

 You can never be completely certain that your sample results do reflect the 
population, even with the margin of error included. Even if you’re 95% confi-
dent in your results, that actually means that if you repeat the sampling pro-
cess over and over, 5% of the time the sample won’t represent the population 
well, simply due to chance (not because of problems with the sampling pro-
cess or anything else). In these cases, you would miss the mark. So all results 
need to be viewed with that in mind. 

Determining the Impact of Sample Size
The two most important ideas regarding sample size and margin of error are 
the following:

 ✓ Sample size and margin of error have an inverse relationship.

 ✓ After a point, increasing n beyond what you already have gives you 
a diminished return.

This section illustrates both concepts.

Sample size and margin of error
The relationship between margin of error and sample size is simple: As the 
sample size increases, the margin of error decreases. This relationship is 
called an inverse because the two move in opposite directions. If you think 
about it, it makes sense that the more information you have, the more accu-
rate your results are going to get (in other words, the smaller your margin 
of error will get). (That assumes, of course, that the data were collected and 
handled properly.)

 In the previous section, you see that the impact of a larger confidence level 
is a larger MOE. But if you increase the sample size, you can offset the larger 
MOE and bring it down to a reasonable size! Find out more about this concept 
in Chapter 13.

Bigger isn’t always (that much) better!
In the example of the poll involving the approval rating of the president (see 
the earlier section “Calculating margin of error for a sample proportion”), the 
results of a sample of only 1,000 people from well over 310,000,000 residents 
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in the United States could get to within about 3% of what the whole popula-
tion would have said, if they had all been asked. 

Using the formula for margin of error for a sample proportion, you can look at 
how the margin of error changes dramatically for samples of different sizes. 
Suppose in the presidential approval poll that n was 500 instead of 1,000. (Recall 
that  = 0.52 for this example.) Therefore the margin of error for 95% confidence 

is , which is equivalent to 4.38%. 

When n = 1,000 in the same example, the margin of error (for 95% confidence) 

is , which is equal to 3.10%. If n 

is increased to 1,500, the margin of error (with the same level of confidence) 

becomes , or 2.53%. Finally, when 

n = 2,000, the margin of error is , 
or 2.19%.

Looking at these different results, you can see that larger sample sizes 
decrease the MOE, but after a certain point, you have a diminished return. 
Each time you survey one more person, the cost of your survey increases, 
and going from a sample size of, say, 1,500 to a sample size of 2,000 decreases 
your margin of error by only 0.34% (one third of one percent!) — from 0.0253 
to 0.0219. The extra cost and trouble to get that small decrease in the MOE 
may not be worthwhile. Bigger isn’t always that much better!

But what may really surprise you is that bigger can actually be worse! I 
explain this surprising fact in the following section.

Keeping margin of error in perspective
The margin of error is a measure of how close you expect your sample 
results to represent the entire population being studied. (Or at least it gives 
an upper limit for the amount of error you should have.) Because you’re 
basing your conclusions about the population on your one sample, you have 
to account for how much those sample results could vary just due to chance.

Another view of margin of error is that it represents the maximum expected 
distance between the sample results and the actual population results (if 
you’d been able to obtain them through a census). Of course if you had the 
absolute truth about the population, you wouldn’t be trying to do a survey, 
would you?
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Just as important as knowing what the margin of error measures is realizing 
what the margin of error does not measure. The margin of error does not 
measure anything other than chance variation. That is, it doesn’t measure 
any bias or errors that happen during the selection of the participants, the 
preparation or conduct of the survey, the data collection and entry process, 
or the analysis of the data and the drawing of the final conclusions.

 A good slogan to remember when examining statistical results is “garbage in 
equals garbage out.” No matter how nice and scientific the margin of error 
may look, remember that the formula that was used to calculate it doesn’t 
have any idea of the quality of the data that the margin of error is based on. If 
the sample proportion or sample mean was based on a biased sample (one 
that favored certain people over others), a bad design, bad data-collection 
procedures, biased questions, or systematic errors in recording, then calculat-
ing the margin of error is pointless because it won’t mean a thing.

For example, 50,000 people surveyed sounds great, but if they were all visi-
tors to a certain Web site, the margin of error for this result is bogus because 
the calculation is all based on biased results! In fact, many extremely large 
samples are the result of biased sampling procedures. Of course, some 
people go ahead and report them anyway, so you have to find out what went 
into the formula: good information or garbage? If it turns out to be garbage, 
you know what to do about the margin of error. Ignore it. (For more infor-
mation on errors that can take place during a survey or experiment, see 
Chapters 16 and 17, respectively.)

The Gallup Organization addresses the issue of what margin of error does 
and doesn’t measure in a disclaimer that it uses to report its survey results. 
Gallup tells you that besides sampling error, surveys can have additional 
errors or bias due to question wording and some of the logistical issues 
involved in conducting surveys (such as missing data due to phone numbers 
that are no longer current). 

This means that even with the best of intentions and the most meticulous 
attention to details and process control, stuff happens. Nothing is ever per-
fect. But what you need to know is that the margin of error can’t measure the 
extent of those other types of errors. And if a highly credible polling organi-
zation like Gallup admits to possible bias, imagine what’s really going on with 
other people’s studies that aren’t nearly as well designed or conducted.
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Chapter 13

Confidence Intervals: Making 
Your Best Guesstimate

In This Chapter
▶ Understanding confidence interval pieces, parts, and interpretation

▶ Calculating with confidence

▶ Examining factors that influence the width of a confidence interval

▶ Detecting misleading results

Most statistics are used to estimate some characteristic about a popula-
tion of interest, such as average household income, the percentage 

of people who buy birthday gifts online, or the average amount of ice cream 
consumed in the United States every year (and the resulting average weight 
gain — nah!). Such characteristics of a population are called parameters. 
Typically, people want to estimate (take a good guess at) the value of a 
parameter by taking a sample from the population and using statistics from 
the sample that will give them a good estimate. The question is: How do you 
define “good estimate”?

As long as the process is done correctly (and in the media, it often isn’t!), an 
estimate can often get very close to the parameter. This chapter gives you 
an overview of confidence intervals (the type of estimates used and recom-
mended by statisticians); why they should be used (as opposed to just a one-
number estimate); how to set up, calculate, and interpret the most commonly 
used confidence intervals; and how to spot misleading estimates.

Not All Estimates Are Created Equal
Read any magazine or newspaper or listen to any newscast, and you hear 
a number of statistics, many of which are estimates of some quantity or 
another. You may wonder how they came up with those statistics. In some 
cases, the numbers are well researched; in other cases, they’re just a shot 
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in the dark. Here are some examples of estimates that I came across in one 
single issue of a leading business magazine. They come from a variety of 
sources:

 ✓ Even though some jobs are harder to get these days, some areas are 
really looking for recruits: Over the next eight years, 13,000 nurse anes-
thetists will be needed. Pay starts from $80,000 to $95,000.

 ✓ The average number of bats used by a major league baseball player per 
season is 90.

 ✓ The Lamborghini Murcielago can go from 0 to 60 mph in 3.7 seconds 
with a top speed of near 205 miles per hour.

Some of these estimates are easier to obtain than others. Here are some 
observations I was able to make about those estimates:

 ✓ How do you estimate how many nurse anesthetists are needed over the 
next eight years? You can start by looking at how many will be retiring 
in that time; but that won’t account for growth. A prediction of the need 
in the next year or two would be close, but eight years into the future is 
much harder to do.

 ✓ The average number of bats used per major league baseball player in a 
season could be found by surveying the players themselves, the people 
who take care of their equipment, or the bat companies that supply 
the bats.

 ✓ Determining car speed is more difficult but could be conducted as a test 
with a stopwatch. And they should find the average speed of many dif-
ferent cars (not just one) of the same make and model, under the same 
driving conditions each time.

 Not all statistics are created equal. To determine whether a statistic is reliable 
and credible, don’t just take it at face value. Think about whether it makes 
sense and how you would go about formulating an estimate. If the statistic is 
really important to you, find out what process was used to come up with it. 
(Chapter 16 handles all the elements involving surveys, and Chapter 17 gives 
you the lowdown on experiments.)

Linking a Statistic to a Parameter
A parameter is a single number that describes a population, such as the 
median household income for all households in the U.S. A statistic is a single 
number that describes a sample, such as the median household income of 
a sample of, say, 1,200 households. You typically don’t know the values of 
parameters of populations, so you take samples and use statistics to give 
your best estimates.
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Suppose you want to know the percentage of vehicles in the U.S. that are 
pickup trucks (that’s the parameter, in this case). You can’t look at every 
single vehicle, so you take a random sample of 1,000 vehicles over a range 
of highways at different times of the day. You find that 7% of the vehicles in 
your sample are pickup trucks. Now, you don’t want to say that exactly 7% 
of all vehicles on U.S. roads are pickup trucks, because you know this is only 
based on the 1,000 vehicles you sampled. Though you hope 7% is close to 
the true percentage, you can’t be sure because you based your results on a 
sample of vehicles, not on all the vehicles in the U.S.

So what to do? You take your sample result and add and subtract some 
number to indicate that you are giving a range of possible values for the pop-
ulation parameter, rather than just assuming the sample statistic equals the 
population parameter (which would not be good, although it’s done in the 
media all the time). This number that is added to and subtracted from a sta-
tistic is called the margin of error (MOE ). This plus or minus (denoted by ±) 
that’s added to any estimate helps put the results into perspective. When you 
know the margin of error, you have an idea of how much the sample results 
could change if you took another sample.

 The word error in margin of error doesn’t mean a mistake was made or the 
quality of the data was bad. It just means the results from a sample are not 
exactly equal to what you would have gotten if you had used the entire popu-
lation. This gap measures error due to random chance, the luck of the draw — 
not due to bias. (That’s why minimizing bias is so important when you select 
your sample and collect your data; see Chapters 16 and 17.)

Getting with the Jargon
A statistic plus or minus a margin of error is called a confidence interval:

 ✓ The word interval is used because your result becomes an interval. 
For example, say the percentage of kids who like baseball is 40%, plus 
or minus 3.5%. That means the percentage of kids who like baseball is 
somewhere between 40% – 3.5% = 36.5% and 40% + 3.5% = 43.5%. The 
lower end of the interval is your statistic minus the margin of error, and 
the upper end is your statistic plus the margin of error.

 ✓ With all confidence intervals, you have a certain amount of confidence 
in being correct (guessing the parameter) with your sample in the long 
run. Expressed as a percent, the amount of confidence is called the 
 confidence level.

You can find formulas and examples for the most commonly used confidence 
intervals later in this chapter.
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Following are the general steps for estimating a parameter with a confidence 
interval. Details on Steps 1 and 4–6 are included throughout the remainder of 
this chapter. Steps 2 and 3 involve sampling and data collection, which are 
detailed in Chapter 16 (sampling and survey data collection) and Chapter 17 
(data collection from experiments).

 1. Choose your confidence level and your sample size.

 2. Select a random sample of individuals from the population.

 3. Collect reliable and relevant data from the individuals in the sample.

 4. Summarize the data into a statistic, such as a mean or proportion.

 5. Calculate the margin of error.

 6. Take the statistic plus or minus the margin of error to get your final 
estimate of the parameter.

  This step calculates the confidence interval for that parameter.

Interpreting Results with Confidence
Suppose you, a research biologist, are trying to catch a fish using a hand 
net, and the size of your net represents the margin of error of a confidence 
interval. Now say your confidence level is 95%. What does this really mean? 
It means that if you scoop this particular net into the water over and over 
again, you’ll catch a fish 95% of the time. Catching a fish here means your 
confidence interval was correct and contains the true parameter (in this case 
the parameter is represented by the fish itself).

But does this mean that on any given try you have a 95% chance of catching 
a fish after the fact? No. Is this confusing? It certainly is. Here’s the scoop 
(no pun intended): On a single try, say you close your eyes before you scoop 
your net into the water. At this point, your chances of catching a fish are 95%. 
But then go ahead and scoop your net through the water with your eyes still 
closed. After that’s done, however, you open your eyes and see one of only 
two possible outcomes; you either caught a fish or you didn’t; probability 
isn’t involved anymore.

Likewise, after data have been collected, and the confidence interval has been 
calculated, you either captured the true population parameter or you didn’t. 
So you’re not saying you’re 95% confident that the parameter is in your par-
ticular interval. What you are 95% confident about is the process by which 
random samples are selected and confidence intervals are created. (That is, 
95% of the time in the long run, you’ll catch a fish.)
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You know that this process will result in intervals that capture the popula-
tion mean 95% of the time. The other 5% of the time, the data collected in the 
sample just by random chance has abnormally high or low values in it and 
doesn’t represent the population. This 5% measures errors due to random 
chance only and doesn’t include bias.

 The margin of error is meaningless if the data that went into the study were 
biased and/or unreliable. However, you can’t tell that by looking at anyone’s 
statistical results. My best advice is to look at how the data were collected 
before accepting a reported margin of error as the truth (see Chapters 16 and 
17 for details on data collection issues). That means asking questions before 
you believe a study.

Zooming In on Width
The width of your confidence interval is two times the margin of error. For 
example, suppose the margin of error is ± 5%. A confidence interval of 7%, plus 
or minus 5%, goes from 7% – 5% = 2%, all the way up to 7% + 5% = 12%. So the 
confidence interval has a width of 12% – 2% = 10%. A simpler way to calculate 
this is to say that the width of the confidence interval is two times the margin 
of error. In this case, the width of the confidence interval is 2 ∗ 5% = 10%.

 The width of a confidence interval is the distance from the lower end of the 
interval (statistic minus margin of error) to the upper end of the interval (sta-
tistic plus margin of error). You can always calculate the width of a confidence 
interval quickly by taking two times the margin of error.

The ultimate goal when making an estimate using a confidence interval is 
to have a narrow width, because that means you’re zooming in on what the 
parameter is. Having to add and subtract a large margin of error only makes 
your result much less accurate.

 So, if a small margin of error is good, is smaller even better? Not always. A 
narrow confidence interval is a good thing — to a point. To get an extremely 
narrow confidence interval, you have to conduct a much larger — and 
expensive — study, so a point comes where the increase in price doesn’t jus-
tify the marginal difference in accuracy. Most people are pretty comfortable 
with a margin of error of 2% to 3% when the estimate itself is a percentage 
(like the percentage of women, Republicans, or smokers).

How do you go about ensuring that your confidence interval will be narrow 
enough? You certainly want to think about this issue before collecting your 
data; after the data are collected, the width of the confidence interval is set.
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Three factors affect the width of a confidence interval:

 ✓ Confidence level

 ✓ Sample size

 ✓ Amount of variability in the population

Each of these three factors plays an important role in influencing the width 
of a confidence interval. In the following sections, you explore details of each 
element and how they affect width.

Choosing a Confidence Level
Every confidence interval (and every margin of error, for that matter) has a 
percentage associated with it that represents how confident you are that the 
results will capture the true population parameter, depending on the luck of the 
draw with your random sample. This percentage is called a confidence level.

A confidence level helps you account for the other possible sample results 
you could have gotten, when you’re making an estimate of a parameter using 
the data from only one sample. If you want to account for 95% of the other 
possible results, your confidence level would be 95%.

 What level of confidence is typically used by researchers? I’ve seen confidence 
levels ranging from 80% to 99%. The most common confidence level is 95%. In 
fact, statisticians have a saying that goes, “Why do statisticians like their jobs? 
Because they have to be correct only 95% of the time.” (Sort of catchy, isn’t it? 
And let’s see weather forecasters beat that.)

Variability in sample results is measured in terms of number of standard 
errors. A standard error is similar to the standard deviation of a data set, only 
a standard error applies to sample means or sample percentages that you 
could have gotten if different samples were taken. (See Chapter 11 for infor-
mation on standard errors.) 

 

Standard errors are the building blocks of confidence intervals. A confidence 
interval is a statistic plus or minus a margin of error, and the margin of error is 
the number of standard errors you need to get the confidence level you want.

Every confidence level has a corresponding number of standard errors that 
have to be added or subtracted. This number of standard errors is a called a 
critical value. In a situation where you use a Z-distribution to find the number 
of standard errors (as described later in this chapter), you call the critical 
value the z*-value (pronounced z-star value). See Table 13-1 for a list of 
 z*-values for some of the most common confidence levels.
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 As the confidence level increases, the number of standard errors increases, so 
the margin of error increases.

Table 13-1 z*-values for Various Confidence Levels

Confidence Level z*-value

80% 1.28

90% 1.645 (by convention)

95% 1.96

98% 2.33

99% 2.58

If you want to be more than 95% confident about your results, you need to 
add and subtract more than about two standard errors. For example, to be 
99% confident, you would add and subtract about two and a half standard 
errors to obtain your margin of error (2.58 to be exact). The higher the con-
fidence level, the larger the z*-value, the larger the margin of error, and the 
wider the confidence interval (assuming everything else stays the same). You 
have to pay a certain price for more confidence.

Note that I said “assuming everything else stays the same.” You can offset an 
increase in the margin of error by increasing the sample size. See the follow-
ing section for more on this.

Factoring In the Sample Size
The relationship between margin of error and sample size is simple: As the 
sample size increases, the margin of error decreases, and the confidence 
interval gets narrower. This relationship confirms what you hope is true: The 
more information (data) you have, the more accurate your results are going 
to be. (That, of course, assumes that the information is good, credible infor-
mation. See Chapter 3 for how statistics can go wrong.)

 The margin of error formulas for the confidence intervals in this chapter all 
involve the sample size (n) in the denominator. For example, the formula for 

 margin of error for the sample mean,  (which you’ll see in great detail 

 later in this chapter), has an n in the denominator of a fraction (this is the 
case for most margin of error formulas). As n increases, the denominator of this 
fraction increases, which makes the overall fraction get smaller. That makes the 
margin of error smaller and results in a narrower confidence interval.

20_9780470911082-ch13.indd   19920_9780470911082-ch13.indd   199 3/25/11   8:14 PM3/25/11   8:14 PM



200 Part IV: Guesstimating and Hypothesizing with Confidence 

 When you need a high level of confidence, you have to increase the z*-value 
and, hence, margin of error, resulting in a wider confidence interval, which 
isn’t good. (See the previous section.) But you can offset this wider confidence 
interval by increasing the sample size and bringing the margin of error back 
down, thus narrowing the confidence interval.

The increase in sample size allows you to still have the confidence level you 
want, but also ensures that the width of your confidence interval will be small 
(which is what you ultimately want). You can even determine the sample 
size you need before you start a study: If you know the margin of error you 
want to get, you can set your sample size accordingly. (See the later section 
“Figuring Out What Sample Size You Need” for more.)

 When your statistic is going to be a percentage (such as the percentage of 
people who prefer to wear sandals during summer), a rough way to figure 
margin of error for a 95% confidence interval is to take 1 divided by the square 
root of n (the sample size). You can try different values of n and you can see 
how the margin of error is affected. For example, a survey of 100 people from 

 a large population will have a margin of error of about  or plus 

 or minus 10% (meaning the width of the confidence interval is 20%, which is 
pretty large). 

However, if you survey 1,000 people, your margin of error decreases dramati-
cally, to plus or minus about 3%; the width now becomes only 6%. A survey 
of 2,500 people results in a margin of error of plus or minus 2% (so the width 
is down to 4%). That’s quite a small sample size to get so accurate, when you 
think about how large the population is (the U.S. population, for example, is 
over 310 million!).

Keep in mind, however, you don’t want to go too high with your sample size, 
because a point comes where you have a diminished return. For example, 
moving from a sample size of 2,500 to 5,000 narrows the width of the confi-
dence interval to about 2 ∗ 1.4 = 2.8%, down from 4%. Each time you survey 
one more person, the cost of your survey increases, so adding another 2,500 
people to the survey just to narrow the interval by little more than 1% may 
not be worthwhile.

 

The first step in any data analysis problem (and when critiquing another per-
son’s results) is to make sure you have good data. Statistical results are only 
as good as the data that went into them, so real accuracy depends on the 
quality of the data as well as on the sample size. A large sample size that has 
a great deal of bias (see Chapter 16) may appear to have a narrow confidence 
interval — but means nothing. That’s like competing in an archery match and 
shooting your arrows consistently, but finding out that the whole time you’re 
shooting at the next person’s target; that’s how far off you are. With the field 
of statistics, though, you can’t accurately measure bias; you can only try to 
minimize it by designing good samples and studies (see Chapters 16 and 17).

20_9780470911082-ch13.indd   20020_9780470911082-ch13.indd   200 3/25/11   8:14 PM3/25/11   8:14 PM



201 Chapter 13: Confidence Intervals: Making Your Best Guesstimate

Counting On Population Variability
One of the factors influencing variability in sample results is the fact that the 
population itself contains variability. For example, in a population of houses 
in a fairly large city like Columbus, Ohio, you see a great deal of variety in not 
only the types of houses, but also the sizes and the prices. And the variability 
in prices of houses in Columbus should be more than the variability in prices 
of houses in a selected housing development in Columbus.

That means if you take a sample of houses from the entire city of Columbus 
and find the average price, the margin of error should be larger than if you 
take a sample from that single housing development in Columbus, even if you 
have the same confidence level and the same sample size.

Why? Because the houses in the entire city have more variability in price, and 
your sample average would change more from sample to sample than it would 
if you took the sample only from that single housing development, where 
the prices tend to be very similar because houses tend to be comparable in 
a single housing development. So you need to sample more houses if you’re 
sampling from the entire city of Columbus in order to have the same amount 
of accuracy that you would get from that single housing development.

 The standard deviation of the population is denoted . Notice that  appears 
in the numerator of the standard error in the formula for margin of error for 
the sample mean: .

Therefore, as the standard deviation (the numerator) increases, the standard 
error (the entire fraction) also increases. This results in a larger margin of 
error and a wider confidence interval. (Refer to Chapter 11 for more info on 
the standard error.)

 More variability in the original population increases the margin of error, 
making the confidence interval wider. This increase can be offset by increas-
ing the sample size.

Calculating a Confidence Interval 
for a Population Mean

When the characteristic that’s being measured (such as income, IQ, price, 
height, quantity, or weight) is numerical, most people want to estimate the 
mean (average) value for the population. You estimate the population mean, 

, by using a sample mean, , plus or minus a margin of error. The result is 
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called a confidence interval for the population mean, . Its formula depends 
on whether certain conditions are met. I split the conditions into two cases, 
illustrated in the following sections.

Case 1: Population standard 
deviation is known
In Case 1, the population standard deviation is known. The formula for a 
confidence interval (CI) for a population mean in this case is , 

where  is the sample mean,  is the population standard deviation, n is the 
sample size, and z* represents the appropriate z*-value from the standard 
normal distribution for your desired confidence level. (Refer to Table 13-1 for 
values of z* for the given confidence levels.)

 In this case, the data either have to come from a normal distribution, or if not, 
then n has to be large enough (at least 30 or so) for the Central Limit Theorem 
to kick in (see Chapter 11), allowing you to use z*-values in the formula.

To calculate a CI for the population mean (average), under the conditions for 
Case 1, do the following:

 1. Determine the confidence level and find the appropriate z*-value.

  Refer to Table 13-1.

 2. Find the sample mean ( ) for the sample size (n).

  Note: The population standard deviation is assumed to be a known 
value, .

 3. Multiply z* times  and divide that by the square root of n.

  This calculation gives you the margin of error.

 4. Take  plus or minus the margin of error to obtain the CI.

  The lower end of the CI is  minus the margin of error, whereas the 
upper end of the CI is  plus the margin of error.

For example, suppose you work for the Department of Natural Resources and 
you want to estimate, with 95% confidence, the mean (average) length of wall-
eye fingerlings in a fish hatchery pond.

 1. Because you want a 95% confidence interval, your z*-value is 1.96.

 2. Suppose you take a random sample of 100 fingerlings and determine 
that the average length is 7.5 inches; assume the population standard 
deviation is 2.3 inches. This means , , and n = 100.
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 3. Multiply 1.96 times 2.3 divided by the square root of 100 (which is 10). The 
margin of error is, therefore, ± 1.96 ∗ (2.3 ÷ 10) = 1.96 ∗ 0.23 = 0.45 inches.

 4. Your 95% confidence interval for the mean length of walleye fingerlings 
in this fish hatchery pond is 7.5 inches ± 0.45 inches. (The lower end of 
the interval is 7.5 – 0.45 = 7.05 inches; the upper end is 7.5 + 0.45 = 7.95 
inches.)

 After you calculate a confidence interval, make sure you always interpret it in 
words a non-statistician would understand. That is, talk about the results in 
terms of what the person in the problem is trying to find out — statisticians 
call this interpreting the results “in the context of the problem.” In this exam-
ple you can say: “With 95% confidence, the average length of walleye finger-
lings in this entire fish hatchery pond is between 7.05 and 7.95 inches, based 
on my sample data.” (Always be sure to include appropriate units.)

Case 2: Population standard deviation 
is unknown and/or n is small
In many situations, you don’t know , so you estimate it with the sample stan-
dard deviation, s; and/or the sample size is small (less than 30), and you can’t 
be sure your data came from a normal distribution. (In the latter case, the 
Central Limit Theorem can’t be used; see Chapter 11.) In either situation, you 
can’t use a z*-value from the standard normal (Z-) distribution as your critical 
value anymore; you have to use a larger critical value than that, because of 
not knowing what  is and/or having less data.

The formula for a confidence interval for one population mean in Case 2 
is , where t*

n – 1 is the critical t*-value from the t-distribution 

with n – 1 degrees of freedom (where n is the sample size). The t*-values for 
common confidence levels are found using the last row of the t-table (in the 
appendix). Chapter 10 gives you the full details on the  t-distribution and how 
to use the t-table.

 The t-distribution has a similar shape to the Z-distribution except it’s flatter 
and more spread out. For small values of n and a specific confidence level, 
the critical values on the t-distribution are larger than on the Z-distribution, 
so when you use the critical values from the t-distribution, the margin of error 
for your confidence interval will be wider. As the values of n get larger, the 
t*-values are closer to z*-values. (Chapter 10 gives you the full details on the 
t-distribution and its relationships to the Z-distribution.)
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In the fish hatchery example from Case 1, suppose your sample size was 10 
instead of 100, and everything else was the same. The t*-value in this case 
comes from a t-distribution with 10 – 1 = 9 degrees of freedom. This t*-value is 
found by looking at the t-table (in the appendix). Look in the last row where the 
confidence levels are located, and find the confidence level of 95%; this marks 
the column you need. Then find the row corresponding to df = 9. Intersect the 
row and column, and you find t* = 2.262. This is the t*-value for a 95% confi-
dence interval for the mean with a sample size of 10. (Notice this is larger than 
the z*-value of 1.96 found in Table 13-1.) Calculating the confidence 
interval, you get , or 5.86 to 9.15 inches. (Chapter 10 

gives you the full details on the t-distribution and how to use the t-table.)

Notice this confidence interval is wider than the one found when n = 100. 
In addition to having a larger critical value (t* versus z*), the sample size 
is much smaller, which increases the margin of error, because n is in its 
denominator.

 In a case where you need to use s because you don’t know , the confidence 
interval will be wider as well. It is also often the case that  is unknown and 
the sample size is small, in which case the confidence interval is also wider.

Figuring Out What Sample 
Size You Need

The margin of error of a confidence interval is affected by size (see the ear-
lier section “Factoring In the Sample Size”); as size increases, margin of error 
decreases. Looking at this the other way around, if you want a smaller margin 
of error (and doesn’t everyone?), you need a larger sample size. Suppose 
you are getting ready to do your own survey to estimate a population mean; 
wouldn’t it be nice to see ahead of time what sample size you need to get the 
margin of error you want? Thinking ahead will save you money and time and 
it will give you results you can live with in terms of the margin of error — you 
won’t have any surprises later.

 The formula for the sample size required to get a desired margin of error (MOE) 

 when you are doing a confidence interval for  is ; always round up 

 the sample size no matter what decimal value you get. (For example, if your cal-
culations give you 126.2 people, you can’t just have 0.2 of a person — you need 
the whole person, so include him by rounding up to 127.)
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In this formula, MOE is the number representing the margin of error you 
want, and z* is the z*-value corresponding to your desired confidence level 
(from Table 13-1; most people use 1.96 for a 95% confidence interval). If the 
population standard deviation, , is unknown, you can put in a worst-case 
scenario guess for it or run a pilot study (a small trial study) ahead of time, 
find the standard deviation of the sample data (s), and use that number. This 
can be risky if the sample size is very small because it’s less likely to reflect 
the whole population; try to get the largest trial study that you can, and/or 
make a conservative estimate for .

 Often a small trial study is worth the time and effort. Not only will you get 
an estimate of  to help you determine a good sample size, but you may also 
learn about possible problems in your data collection.

 I only include one formula for calculating sample size in this chapter: the one 
that pertains to a confidence interval for a population mean. (You can, 
however, use the quick and dirty formula in the earlier section “Factoring in 
the Sample Size” for handling proportions.)

Here’s an example where you need to calculate n to estimate a population 
mean. Suppose you want to estimate the average number of songs college 
students store on their portable devices. You want the margin of error to be 
no more than plus or minus 20 songs. You want a 95% confidence interval. 
How many students should you sample?

Because you want a 95% CI, z* is 1.96 (found in Table 13-1); you know your 
desired MOE is 20. Now you need a number for the population standard devi-
ation, . This number is not known, so you do a pilot study of 35 students 
and find the standard deviation (s) for the sample is 148 songs — use this 
number as a substitute for . Using the sample size formula, you calculate the 

sample size you need is , which you round 

up to 211 students (you always round up when calculating n). So you need 
to take a random sample of at least 211 college students in order to have a 
margin of error in the number of stored songs of no more than 20. That’s why 
you see a greater-than-or-equal-to sign in the formula here.

 You always round up to the nearest integer when calculating sample size, no 
matter what the decimal value of your result is (for example, 0.37). That’s 
because you want the margin of error to be no more than what you stated. If 
you round down when the decimal value is under .50 (as you normally do in 
other math calculations), your MOE will be a little larger than you wanted. 
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 If you are wondering where this formula for sample size came from, it’s actu-
ally created with just a little math gymnastics. Take the margin of error for-
mula (which contains n), fill in the remaining variables in the formula with 
numbers you glean from the problem, set it equal to the desired MOE, and 
solve for n.

Determining the Confidence Interval 
for One Population Proportion

When a characteristic being measured is categorical — for example, opinion 
on an issue (support, oppose, or are neutral), gender, political party, or type 
of behavior (do/don’t wear a seatbelt while driving) — most people want to 
estimate the proportion (or percentage) of people in the population that fall 
into a certain category of interest. For example, consider the percentage of 
people in favor of a four-day work week, the percentage of Republicans who 
voted in the last election, or the proportion of drivers who don’t wear seat 
belts. In each of these cases, the object is to estimate a population propor-
tion, p, using a sample proportion, , plus or minus a margin of error. The 
result is called a confidence interval for the population proportion, p.

The formula for a CI for a population proportion is , where  is 
the sample proportion, n is the sample size, and z* is the appropriate value 
from the standard normal distribution for your desired confidence level. 
Refer to Table 13-1 for values of z* for certain confidence levels.

To calculate a CI for the population proportion:

 1. Determine the confidence level and find the appropriate z*-value.

  Refer to Table 13-1 for z*-values.

 2. Find the sample proportion, , by dividing the number of people in 
the sample having the characteristic of interest by the sample size (n).

  Note: This result should be a decimal value between 0 and 1.

 3. Multiply  and then divide that amount by n.

 4. Take the square root of the result from Step 3.

 5. Multiply your answer by z*.

  This step gives you the margin of error.

 6. Take  plus or minus the margin of error to obtain the CI; the lower 

end of the CI is  minus the margin of error, and the upper end of the 

CI is  plus the margin of error.
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 The formula shown in the preceding example for a CI for p is used under the 
condition that the sample size is large enough for the Central Limit Theorem 
to kick in and allow us to use a z*-value (see Chapter 11), which happens in 
cases when you are estimating proportions based on large scale surveys (see 
Chapter 9). For small sample sizes, confidence intervals for the proportion are 
typically beyond the scope of an intro statistics course.

For example, suppose you want to estimate the percentage of the time you’re 
expected to get a red light at a certain intersection.

 1. Because you want a 95% confidence interval, your z*-value is 1.96.

 2. You take a random sample of 100 different trips through this intersec-
tion and find that you hit a red light 53 times, so .

 3. Find .

 4. Take the square root to get 0.0499.

  The margin of error is, therefore, plus or minus 1.96 ∗ (0.0499) = 0.0978, 
or 9.78%.

 5. Your 95% confidence interval for the percentage of times you will ever 
hit a red light at that particular intersection is 0.53 (or 53%), plus or 
minus 0.0978 (rounded to 0.10 or 10%). (The lower end of the interval is 
0.53 – 0.10 = 0.43 or 43%; the upper end is 0.53 + 0.10 = 0.63 or 63%.)

  To interpret these results within the context of the problem, you can say 
that with 95% confidence the percentage of the times you should expect 
to hit a red light at this intersection is somewhere between 43% and 
63%, based on your sample.

 While performing any calculations involving sample percentages, use the 
decimal form. After the calculations are finished, convert to percentages by 
multiplying by 100. To avoid round-off error, keep at least 2 decimal places 
throughout.

Creating a Confidence Interval for 
the Difference of Two Means

The goal of many surveys and studies is to compare two populations, such 
as men versus women, low versus high income families, and Republicans 
versus Democrats. When the characteristic being compared is numerical (for 
example, height, weight, or income), the object of interest is the amount of 
difference in the means (averages) for the two populations.
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For example, you may want to compare the difference in average age of 
Republicans versus Democrats, or the difference in average incomes of men 
versus women. You estimate the difference between two population means, 

, by taking a sample from each population (say, sample 1 and sample 2) 
and using the difference of the two sample means , plus or minus a 
margin of error. The result is a confidence interval for the difference of two 
population means, . The formula for the CI is different depending on 
certain conditions, as seen in the following sections; I call them Case 1 and 
Case 2.

Case 1: Population standard 
deviations are known
Case 1 assumes that both of the population standard deviations are known. The 
formula for a CI for the difference between two population means (averages) is 

, where  and n1 are the mean and size of the first sample, 

and the first population’s standard deviation, , is given (known);  and n2 
are 

the mean and size of the second sample, and the second population’s standard 
deviation, , is given (known). Here z* is the appropriate value from the stan-
dard normal distribution for your desired confidence level. (Refer to Table 13-1 
for values of z* for certain confidence levels.)

To calculate a CI for the difference between two population means, do the 
 following:

 1. Determine the confidence level and find the appropriate z*-value.

  Refer to Table 13-1.

 2. Identify , n
1
, and ; find , n

2
, and .

 3. Find the difference, ( ), between the sample means.

 4. Square  and divide it by n
1
; square  and divide it by n

2
. Add the 

results together and take the square root.

 5. Multiply your answer from Step 4 by z*.

  This answer is the margin of error.

 6. Take x
1

x
2
 plus or minus the margin of error to obtain the CI.

  The lower end of the CI is  minus the margin of error, whereas the 
upper end of the CI is  plus the margin of error.
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Suppose you want to estimate with 95% confidence the difference between 
the mean (average) length of the cobs of two varieties of sweet corn (allow-
ing them to grow the same number of days under the same conditions). Call 
the two varieties Corn-e-stats and Stats-o-sweet. Assume by prior research 
that the population standard deviations for Corn-e-stats and Stats-o-sweet 
are 0.35 inches and 0.45 inches, respectively.

 1. Because you want a 95% confidence interval, your z* is 1.96.

 2. Suppose your random sample of 100 cobs of the Corn-e-stats variety 
averages 8.5 inches, and your random sample of 110 cobs of Stats-o-
sweet averages 7.5 inches. So the information you have is: , 

, n1 = 100, , , and n2 = 110.

 3. The difference between the sample means, , from Step 3, is 8.5 – 7.5 = 
+1 inch. This means the average for Corn-e-stats minus the average for 
Stats-o-sweet is positive, making Corn-e-stats the larger of the two variet-
ies, in terms of this sample. Is that difference enough to generalize to the 
entire population, though? That’s what this confidence interval is going 
to help you decide.

 4. Square  (0.35) to get 0.1225; divide by 100 to get 0.0012. Square  (0.45) 
and divide by 110 to get 0.2025 ÷ 110 = 0.0018. The sum is 0.0012 + 0.0018 = 
0.0030; the square root is 0.0554 inches (if no rounding was done).

 5. Multiply 1.96 times 0.0554 to get 0.1085 inches, the margin of error.

 6. Your 95% confidence interval for the difference between the average 
lengths for these two varieties of sweet corn is 1 inch, plus or minus 
0.1085 inches. (The lower end of the interval is 1 – 0.1085 = 0.8915 
inches; the upper end is 1 + 0.1085 = 1.1085 inches.) Notice all the values 
in this interval are positive. That means Corn-e-stats is estimated to be 
longer than Stats-o-sweet, based on your data.

  To interpret these results in the context of the problem, you can say 
with 95% confidence that the Corn-e-stats variety is longer, on average, 
than the Stats-o-sweet variety, by somewhere between 0.8915 and 1.1085 
inches, based on your sample. 

Notice that you could get a negative value for . For example, if you had 
switched the two varieties of corn, you would have gotten –1 for this difference. 
You would say that Stats-o-sweet averaged one inch shorter than Corn-e-stats 
in the sample (the same conclusion stated differently).

 If you want to avoid negative values for the difference in sample means, 
always make the group with the larger sample mean your first group — all 
your differences will be positive (that’s what I do).
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Case 2: Population standard deviations are 
unknown and/or sample sizes are small
In many situations, you don’t know , and you estimate them with 
the sample standard deviations, s1, and s2; and/or the sample sizes are small 
(less than 30) and you can’t be sure whether your data came from a normal 
distribution.

A confidence interval for the difference in two population means under 

Case 2 is , where t* is the critical value 

from the t-distribution with n1 + n2 – 2 degrees of freedom; n1 and n2 are the 
two sample sizes, respectively; and s1 and s2 are the two sample standard 
deviations. This t*-value is found on the t-table (in the appendix) by 
intersecting the row for df = n1 + n2 – 2 with the column for the confidence 
level you need, as indicated by looking at the last row of the table. (See 
Chapter 10.) Here we assume the population standard deviations are similar; 
if not, modify by using the standard error and degrees of freedom. See the 
end of the section on comparing two means in Chapter 15.

In the corn example from Case 1, suppose the mean cob lengths of the two 
brands of corn, Corn-e-stats (group 1) and Stats-o-sweet (group 2), are the same 
as they were before:  inches. But this time you don’t know 
the population standard deviations, so you use the sample standard deviations 
instead — suppose they turn out to be s1 = 0.40 and s2 = 0.50 inches, respectively. 
Suppose the sample sizes, n1 and n2, are each only 15 in this case.

Calculating the CI, you first need to find the t*-value on the t-distribution with 
(15 + 15 – 2) = 28 degrees of freedom. (Assume the confidence level is still 95%.) 
Using the t-table (in the appendix), look at the row for 28 degrees of freedom 
and the column representing a confidence level of 95% (see the labels on the 
last row of the table); intersect them and you see t*28 = 2.048. Using the rest of 
the information you are given, the confidence interval for the difference in mean 

cob length for the two brands is

 

.

That means a 95% CI for the difference in the mean cob lengths of these two 
brands of corn in this situation is (0.0727, 1.9273) inches, with Corn-e-stats 
coming out on top. (Note: This CI is wider than what was found in Case 1, as 
expected.)
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Estimating the Difference 
of Two Proportions

When a characteristic, such as opinion on an issue (support/don’t support), 
of the two groups being compared is categorical, people want to report on 
the differences between the two population proportions — for example, the 
difference between the proportion of women who support a four-day work 
week and the proportion of men who support a four-day work week. How do 
you do this?

You estimate the difference between two population proportions, p1 – p2, by 
taking a sample from each population and using the difference of the two 
sample proportions, , plus or minus a margin of error. The result is called 
a confidence interval for the difference of two population proportions, p1 – p2.

The formula for a CI for the difference between two population proportions 

is , where  and n1 
are the sample propor-

tion and sample size of the first sample, and  and n2 
are the sample proportion 

and sample size of the second sample. z* is the appropriate value from the stan-
dard normal distribution for your desired confidence level. (Refer to Table 13-1 
for z*-values.)

To calculate a CI for the difference between two population proportions, do 
the following:

 1. Determine the confidence level and find the appropriate z*-value.

  Refer to Table 13-1.

 2. Find the sample proportion  for the first sample by taking the total 
number from the first sample that are in the category of interest 

and dividing by the sample size, n
1
. Similarly, find  for the second 

sample.

 3. Take the difference between the sample proportions, .

 4. Find  and divide that by n
1
. Find  and divide that 

by n
2
. Add these two results together and take the square root.

 5. Multiply z* times the result from Step 4.

  This step gives you the margin of error.
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 6. Take  plus or minus the margin of error from Step 5 to obtain 
the CI.

  The lower end of the CI is  minus the margin of error, and the 
upper end of the CI is  plus the margin of error.

The formula shown here for a CI for p1 – p2 is used under the condition that 
both of the sample sizes are large enough for the Central Limit Theorem to kick 
in and allow us to use a z*-value (see Chapter 11); this is true when you are 
estimating proportions using large scale surveys, for example. For small sample 
sizes, confidence intervals are beyond the scope of an intro statistics course.

Suppose you work for the Las Vegas Chamber of Commerce, and you want 
to estimate with 95% confidence the difference between the percentage of 
females who have ever gone to see an Elvis impersonator and the percentage 
of males who have ever gone to see an Elvis impersonator, in order to help 
determine how you should market your entertainment offerings.

 1. Because you want a 95% confidence interval, your z*-value is 1.96.

 2. Suppose your random sample of 100 females includes 53 females who 
have seen an Elvis impersonator, so  is 53 ÷ 100 = 0.53. Suppose also 
that your random sample of 110 males includes 37 males who have ever 
seen an Elvis impersonator, so  is 37 ÷ 110 = 0.34.

 3. The difference between these sample proportions (females – males) is 
0.53 – 0.34 = 0.19.

 4. Take 0.53 ∗ (1 – 0.53) and divide that by 100 to get 0.2491 ÷ 100 = 0.0025. 
Then take 0.34 ∗ (1 – 0.34) and divide that by 110 to get 0.2244 ÷ 110 = 
0.0020. Add these two results to get 0.0025 + 0.0020 = 0.0045; the square 
root is 0.0671.

 5. 1.96 ∗ 0.0671 gives you 0.13, or 13%, which is the margin of error.

 6. Your 95% confidence interval for the difference between the percentage 
of females who have seen an Elvis impersonator and the percentage of 
males who have seen an Elvis impersonator is 0.19 or 19% (which you 
got in Step 3), plus or minus 13%. The lower end of the interval is 0.19 – 
0.13 = 0.06 or 6%; the upper end is 0.19 + 0.13 = 0.32 or 32%.

  To interpret these results within the context of the problem, you can 
say with 95% confidence that a higher percentage of females than males 
have seen an Elvis impersonator, and the difference in these percent-
ages is somewhere between 6% and 32%, based on your sample.

Now I’m thinking there are some guys out there that wouldn’t admit they’d 
ever seen an Elvis impersonator (although they’ve probably pretended to be 
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one doing karaoke at some point). This may create some bias in the results. 
(The last time I was in Vegas, I believe I really saw Elvis; he was driving a van 
taxi to and from the airport. . . .)

 Notice that you could get a negative value for . For example, if you had 
switched the males and females, you would have gotten –0.19 for this differ-
ence. That’s okay, but you can avoid negative differences in the sample pro-
portions by having the group with the larger sample proportion serve as the 
first group (here, females).

Spotting Misleading Confidence Intervals
When the MOE is small, relatively speaking, you would like to say that these 
confidence intervals provide accurate and credible estimates of their param-
eters. This is not always the case, however.

 Not all estimates are as accurate and reliable as the sources may want you to 
think. For example, a Web site survey result based on 20,000 hits may have a 
small MOE according to the formula, but the MOE means nothing if the survey 
is only given to people who happened to visit that Web site.

In other words, the sample isn’t even close to being a random sample (where 
every sample of equal size selected from the population has an equal chance 
of being chosen to participate). Nevertheless, such results do get reported, 
along with their margins of error that make the study seem truly scientific. 
Beware of these bogus results! (See Chapter 12 for more on the limits of 
the MOE.)

 Before making any decisions based on someone’s estimate, do the following:

 ✓ Investigate how the statistic was created; it should be the result of a sci-
entific process that results in reliable, unbiased, accurate data.

 ✓ Look for a margin of error. If one isn’t reported, go to the original source 
and request it.

 ✓ Remember that if the statistic isn’t reliable or contains bias, the margin 
of error will be meaningless.

(See Chapter 16 for evaluating survey data and see Chapter 17 for criteria for 
good data in experiments.)
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Chapter 14

Claims, Tests, and Conclusions
In This Chapter
▶ Testing other people’s claims

▶ Using hypothesis tests to weigh evidence and make decisions

▶ Recognizing that your conclusions could be wrong

You hear claims involving statistics all the time; the media has no short-
age of them:

 ✓ Twenty-five percent of all women in the United States have varicose 
veins. (Wow, are some claims better left unsaid, or what?)

 ✓ Cigarette use in the U.S. continues to drop, with the percentage of all 
American smokers decreasing by about 2% per year over the last ten years.

 ✓ A 6-month-old baby sleeps an average of 14 to 15 hours in a 24-hour 
period. (Yeah, right!)

 ✓ A name-brand ready-mix pie takes only 5 minutes to make.

In today’s age of information (and big money), a great deal rides on being 
able to back up your claims. Companies that say their products are better 
than the leading brand had better be able to prove it, or they could face law-
suits. Drugs that are approved by the FDA have to show strong evidence that 
their products actually work without producing life-threatening side effects. 
Manufacturers have to make sure their products are being produced according 
to specifications to avoid recalls, customer complaints, and loss of business.

Although many claims are backed up by solid scientific (and statistically 
sound) research, others are not. In this chapter, you find out how to use statis-
tics to investigate whether a claim is actually valid and get the lowdown on the 
process that researchers should be using to validate claims that they make.

 

A hypothesis test is a statistical procedure that’s designed to test a claim. 
Before diving into details, I want to give you the big picture of a hypothesis 
test by showing the main steps involved. These steps are discussed in the fol-
lowing sections:

 1. Set up the null and alternative hypotheses.
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 2. Collect good data using a well-designed study (see Chapters 16 and 17).

 3. Calculate the test statistic based on your data.

 4. Find the p-value for your test statistic.

 5. Decide whether or not to reject H
o
 based on your p-value.

 6. Understand that your conclusion may be wrong, just by chance.

Setting Up the Hypotheses
Typically in a hypothesis test, the claim being made is about a population 
parameter (one number that characterizes the entire population). Because 
parameters tend to be unknown quantities, everyone wants to make claims 
about what their values may be. For example, the claim that 25% (or 0.25) 
of all women have varicose veins is a claim about the proportion (that’s the 
parameter) of all women (that’s the population) who have varicose veins 
(that’s the variable — having or not having varicose veins).

Researchers often challenge claims about population parameters. You may 
hypothesize, for example, that the actual proportion of women who have 
varicose veins is lower than 0.25, based on your observations. Or you may 
hypothesize that due to the popularity of high heeled shoes, the proportion 
may be higher than 0.25. Or if you’re simply questioning whether the actual 
proportion is 0.25, your alternative hypothesis is: “No, it isn’t 0.25.”

Defining the null
Every hypothesis test contains a set of two opposing statements, or hypoth-
eses, about a population parameter. The first hypothesis is called the null 
hypothesis, denoted Ho. The null hypothesis always states that the population 
parameter is equal to the claimed value. For example, if the claim is that the 
average time to make a name-brand ready-mix pie is five minutes, the statisti-
cal shorthand notation for the null hypothesis in this case would be as fol-
lows: Ho: μ = 5. (That is, the population mean is 5 minutes.)

 

All null hypotheses include an equal sign in them; there are no ≤ or ≥ signs in 
Ho. Not to cop out or anything, but the reason it’s always equal is beyond the 
scope of this book; let’s just say you wouldn’t pay me to explain it to you.

What’s the alternative?
Before actually conducting a hypothesis test, you have to put two possible 
hypotheses on the table — the null hypothesis is one of them. But, if the 
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null hypothesis is rejected (that is, there was sufficient evidence against it), 
what’s your alternative going to be? Actually, three possibilities exist for the 
second (or alternative) hypothesis, denoted Ha. Here they are, along with 
their shorthand notations in the context of the pie example:

 ✓ The population parameter is not equal to the claimed value (Ha: μ ≠ 5).

 ✓ The population parameter is greater than the claimed value (Ha: μ > 5).

 ✓ The population parameter is less than the claimed value (Ha: μ < 5).

Which alternative hypothesis you choose in setting up your hypothesis test 
depends on what you’re interested in concluding, should you have enough 
evidence to refute the null hypothesis (the claim).

For example, if you want to test whether a company is correct in claiming its 
pie takes five minutes to make and it doesn’t matter whether the actual aver-
age time is more or less than that, you use the not-equal-to alternative. Your 
hypotheses for that test would be Ho: μ = 5 versus Ha: μ ≠ 5.

If you only want to see whether the time turns out to be greater than what 
the company claims (that is, whether the company is falsely advertising its 
quick prep time), you use the greater-than alternative, and your two hypoth-
eses are Ho: μ = 5 versus Ha: μ > 5.

Finally, say you work for the company marketing the pie, and you think the 
pie can be made in less than five minutes (and could be marketed by the 
company as such). The less-than alternative is the one you want, and your 
two hypotheses would be Ho: μ = 5 versus Ha: μ < 5.

 How do you know which hypothesis to put in Ho and which one to put in Ha? 
Typically, the null hypothesis says that nothing new is happening; the previous 
result is the same now as it was before, or the groups have the same average 
(their difference is equal to zero). In general, you assume that people’s claims 
are true until proven otherwise. So the question becomes: Can you prove 
otherwise? In other words, can you show sufficient evidence to reject Ho?

Gathering Good Evidence (Data)
After you’ve set up the hypotheses, the next step is to collect your evidence 
and determine whether your evidence goes against the claim made in Ho. 
Remember, the claim is made about the population, but you can’t test the whole 
population; the best you can usually do is take a sample. As with any other situ-
ation in which statistics are being collected, the quality of the data is extremely 
critical. (See Chapter 3 for ways to spot statistics that have gone wrong.)

Collecting good data starts with selecting a good sample. Two important 
issues to consider when selecting your sample are avoiding bias and being 
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accurate. To avoid bias when selecting a sample, make it a random sample 
(one that’s got the same chance of being selected as every other possible 
sample of the same size) and choose a large enough sample size so that the 
results will be accurate. (See Chapter 11 for more information on accuracy.)

Data is collected in many different ways, but the methods used basically boil 
down to two: surveys (observational studies) and experiments (controlled 
studies). Chapter 16 gives all the information you need to design and critique 
surveys, as well as information on selecting samples properly. In Chapter 17, 
you examine experiments: what they can do beyond an observational study, the 
criteria for a good experiment, and when you can conclude cause and effect.

Compiling the Evidence: The Test Statistic
After you select your sample, the appropriate number-crunching takes 
place. Your null hypothesis (Ho) makes a statement about the population 
parameter — for example, “The proportion of all women who have varicose 
veins is 0.25” (in other words, Ho: p = 0.25); or the average miles per gallon of 
a U.S.-built light truck is 27 (Ho: μ = 27). The data you collect from the sample 
measures the variable of interest, and the statistics that you calculate will 
help you test the claim about the population parameter.

Gathering sample statistics
Say you’re testing a claim about the proportion of women with varicose veins. 
You need to calculate the proportion of women in your sample who have 
varicose veins, and that number will be your sample statistic. If you’re testing 
a claim about the average miles per gallon of a U.S.-built light truck, your 
statistic will be the average miles per gallon of the light trucks in your sample. 
And knowing you want to measure the variability in average miles per gallon 
for various trucks, you’ll want to calculate the sample standard deviation. (See 
Chapter 5 for all the information you need on calculating sample statistics.)

Measuring variability using standard errors
After you’ve calculated all the necessary sample statistics, you may think you’re 
done with the analysis part and ready to make your conclusions — but you’re 
not. The problem is you have no way to put your results into any kind of 
perspective just by looking at them in their regular units. That’s because you 
know that your results are based only on a sample and that sample results are 
going to vary. That variation needs to be taken into account, or your conclusions 
could be completely wrong. (How much do sample results vary? Sample 
variation is measured by the standard error; see Chapter 11 for more on this.)
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Suppose the claim is that the percentage of all women with varicose veins 
is 25%, and your sample of 100 women had 20% with varicose veins. The 
standard error for your sample percentage is 4% (according to formulas in 
Chapter 11), which means that your results are expected to vary by about 
twice that, or about 8%, according to the Empirical Rule (see Chapter 12). So 
a difference of 5%, for example, between the claim and your sample result 
(25% – 20% = 5%) isn’t that much, in these terms, because it represents a 
 distance of less than 2 standard errors away from the claim.

However, suppose your sample percentage was based on a sample of 1,000 
women, not 100. This decreases the amount by which you expect your 
results to vary, because you have more information. Again using formulas 
from Chapter 11, I calculate the standard error to be 0.013 or 1.3%. The 
margin of error (MOE) is about twice that, or 2.6% on either side. Now a dif-
ference of 5% between your sample result (20%) and the claim in Ho (25%) is 
a more meaningful difference; it’s way more than 2 standard errors.

Exactly how meaningful are your results? In the next section, you get more 
specific about measuring exactly how far apart your sample results are from 
the claim in terms of the number of standard errors. This leads you to a spe-
cific conclusion as to how much evidence you have against the claim in Ho.

Understanding standard scores
 The number of standard errors that a statistic lies above or below the mean 

is called a standard score (for example, a z-value is a type of standard score; 
see Chapter 9). In order to interpret your statistic, you need to convert it from 
original units to a standard score. When finding a standard score, you take 
your statistic, subtract the mean, and divide the result by the standard error.

In the case of hypothesis tests, you use the value in Ho as the mean. (That’s 
what you go with unless/until you have enough evidence against it.) The 
standardized version of your statistic is called a test statistic, and it’s the main 
component of a hypothesis test. (Chapter 15 contains the formulas for the 
most common hypothesis tests.)

Calculating and interpreting 
the test statistic
The general procedure for converting a statistic to a test statistic (standard 
score) is as follows:

 1. Take your statistic minus the claimed value (the number stated in H
o
).
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 2. Divide by the standard error of the statistic. (Different formulas for stan-
dard error exist for different problems; see Chapter 13 for detailed formulas 
for standard error and Chapter 15 for formulas for various test statistics.)

Your test statistic represents the distance between your actual sample 
results and the claimed population value, in terms of number of standard 
errors. In the case of a single population mean or proportion, you know that 
these standardized distances should at least have an approximate standard 
normal distribution if your sample size is large enough (see Chapter 11). So, 
to interpret your test statistic in these cases, you can see where it stands on 
the standard normal distribution (Z-distribution).

Using the numbers from the varicose veins example in the previous sec-
tion, the test statistic is found by taking the proportion in the sample with 
varicose veins, 0.20, subtracting the claimed proportion of all women with 
varicose veins, 0.25, and then dividing the result by the standard error, 0.04. 
These calculations give you a test statistic (standard score) of –0.05 ÷ 0.04 = 
–1.25. This tells you that your sample results and the population claim in Ho 
are 1.25 standard errors apart; in particular, your sample results are 1.25 
standard errors below the claim. Now is this enough evidence to reject the 
claim? The next section addresses that issue.

Weighing the Evidence and 
Making Decisions: p-Values

After you find your test statistic, you use it to make a decision about whether 
to reject Ho. You make this decision by coming up with a number that mea-
sures the strength of this evidence (your test statistic) against the claim in Ho. 
That is, how likely is it that your test statistic could have occurred while the 
claim was still true? This number you calculate is called the p-value; it’s the 
chance that someone could have gotten results as extreme as yours while Ho 
was still true. Similarly in a jury trial, the jury discusses how likely it is that all 
the evidence came out the way it did assuming the defendant was innocent.

This section shows all the ins and outs of p-values, including how to calculate 
them and use them to make decisions regarding Ho.

Connecting test statistics and p-values
To test whether a claim in Ho should be rejected (after all, it’s all about Ho) you 
look at your test statistic taken from your sample and see whether you have 
enough evidence to reject the claim. If the test statistic is large (in either the 
positive or negative directions), your data is far from the claim; the larger the 
test statistic, the more evidence you have against the claim. You determine 
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“how far is far” by looking at where your test statistic ends up on the distribu-
tion that it came from. When testing one population mean, under certain condi-
tions the distribution of comparison is the standard normal (Z-) distribution, 
which has a mean of 0 and a standard deviation of 1; I use it throughout this 
section as an example. (See Chapter 9 to find out more about the Z-distribution.)

 If your test statistic is close to 0, or at least within that range where most of the 
results should fall, then you don’t have much evidence against the claim (Ho) 
based on your data. If your test statistic is out in the tails of the standard normal 
distribution (see Chapter 9 for more on tails), then your evidence against the claim 
(Ho) is great; this result has a very small chance of happening if the claim is true. In 
other words, you have sufficient evidence against the claim (Ho), and you reject Ho.

But how far is “too far” from 0? As long as you have a normal distribution or 
a large enough sample size, you know that your test statistic falls somewhere 
on a standard normal distribution (see Chapter 11). If the null hypothesis (Ho) 
is true, most (about 95%) of the samples will result in test statistics that lie 
roughly within 2 standard errors of the claim. If Ha is the not-equal-to alterna-
tive, any test statistic outside this range will result in Ho being rejected. See 
Figure 14-1 for a picture showing the locations of your test statistic and their 
corresponding conclusions. In the next section, you see how to quantify the 
amount of evidence you have against Ho.

 

Figure 14-1: 
Decisions 

for Ha: not-
equal-to.

 

Reject HO Reject HO

0-2 +2

Fail to reject HO Fail to reject HO

 Note that if the alternative hypothesis is the less-than alternative, you reject 
Ho only if the test statistic falls in the left tail of the distribution (below –1.64). 
Similarly, if Ha is the greater-than alternative, you reject Ho only if the test sta-
tistic falls in the right tail (above 1.64).

Defining a p-value
 A p-value is a probability associated with your test statistic. It measures the 

chance of getting results at least as strong as yours if the claim (Ho) were true. 
In the case of testing the population mean, the farther out your test statistic is 
on the tails of the standard normal (Z-) distribution, the smaller your p-value 
will be, the less likely your results were to have occurred, and the more 
evidence you have against the claim (Ho).
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Calculating a p-value
To find the p-value for your test statistic:

 1. Look up your test statistic on the appropriate distribution — in this 
case, on the standard normal (Z-) distribution (see the Z-table in the 
appendix).

 2. Find the chance that Z is beyond (more extreme than) your test statistic:

 • If Ha contains a less-than alternative, find the probability that Z is 
less than your test statistic (that is, look up your test statistic on the 
Z-table and find its corresponding probability). This is the p-value.

 • If Ha contains a greater-than alternative, find the probability that 
Z is greater than your test statistic (look up your test statistic on 
the Z-table, find its corresponding probability, and subtract it from 
one). The result is your p-value.

 • If Ha contains a non-equal-to alternative, find the probability that Z 
is beyond your test statistic and double it. There are two cases:

  If your test statistic is negative, first find the probability that Z 
is less than your test statistic (look up your test statistic on the 
Z-table and find its corresponding probability). Then double this 
probability to get the p-value.

  If your test statistic is positive, first find the probability that Z is 
greater than your test statistic (look up your test statistic on the 
Z-table, find its corresponding probability, and subtract it from 
one). Then double this result to get the p-value.

 Why do you double the probabilities if your Ha contains a non-equal-to 
alternative? Think of the not-equal-to alternative as the combination of the 
greater-than alternative and the less-than alternative. If you’ve got a positive 
test statistic, its p-value only accounts for the greater-than portion of the not-
equal-to alternative; double it to account for the less-than portion. (The dou-
bling of one p-value is possible because the Z-distribution is symmetric.)

Similarly, if you’ve got a negative test statistic, its p-value only accounts for 
the less-than portion of the not-equal-to alternative; double it to also account 
for the greater-than portion.

When testing Ho: p = 0.25 versus Ha: p < 0.25 in the varicose veins example 
from the previous section, the p-value turns out to be 0.1056. This is because 
the test statistic (calculated in the previous section) was –1.25, and when you 
look this number up on the Z-table (in the appendix) you find a probability 
of 0.1056 of being less than this value. If you had been testing the two-sided 
alternative, Ha: p ≠ 0.25, the p-value would be 2 ∗ 0.1056, or 0.2112.
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 If the results are likely to have occurred under the claim, then you fail to reject 
Ho (like a jury decides not guilty). If the results are unlikely to have occurred 
under the claim, then you reject Ho (like a jury decides guilty). The cutoff point 
between rejecting Ho and failing to reject Ho is another whole can of worms 
that I dissect in the next section (no pun intended).

Making Conclusions
To draw conclusions about Ho (reject or fail to reject) based on a p-value, you 
need to set a predetermined cutoff point where only those p-values less than 
or equal to the cutoff will result in rejecting Ho. This cutoff point is called the 
alpha level (α), or significance level for the test. While 0.05 is a very popular 
cutoff value for rejecting Ho, cutoff points and resulting decisions can vary — 
some people use stricter cutoffs, such as 0.01, requiring more evidence 
before rejecting Ho, and others may have less strict cutoffs, such as 0.10, 
requiring less evidence.

If Ho is rejected (that is, the p-value is less than or equal to the predetermined 
significance level), the researcher can say she’s found a statistically signifi-
cant result. A result is statistically significant if it’s too rare to have occurred 
by chance assuming Ho is true. If you get a statistically significant result, you 
have enough evidence to reject the claim, Ho, and conclude that something 
different or new is in effect (that is, Ha).

 The significance level can be thought of as the highest possible p-value that 
would reject Ho and declare the results statistically significant. Following are 
the general rules for making a decision about Ho based on a p-value:

 ✓ If the p-value is less than or equal to your significance level, then it meets 
your requirements for having enough evidence against Ho; you reject Ho.

 ✓ If the p-value is greater than your significance level, your data failed to 
show evidence beyond a reasonable doubt; you fail to reject Ho.

However, if you plan to make decisions about Ho by comparing the p-value to 
your significance level, you must decide on your significance level ahead of 
time. It wouldn’t be fair to change your cutoff point after you’ve got a sneak 
peak at what’s happening in the data.

 You may be wondering whether it’s okay to say “Accept Ho” instead of “Fail to 
reject Ho.” The answer is a big no. In a hypothesis test, you are not trying to 
show whether or not Ho is true (which accept implies) — indeed, if you knew 
whether Ho was true, you wouldn’t be doing the hypothesis test in the first 
place. You’re trying to show whether you have enough evidence to say Ho is 
false, based on your data. Either you have enough evidence to say it’s false (in 
which case you reject Ho) or you don’t have enough evidence to say it’s false 
(in which case you fail to reject Ho).
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Setting boundaries for rejecting Ho
These guidelines help you make a decision (reject or fail to reject Ho) based 
on a p-value when your significance level is 0.05:

 ✓ If the p-value is less than 0.01 (very small), the results are considered 
highly statistically significant — reject Ho.

 ✓ If the p-value is between 0.05 and 0.01 (but not super-close to 0.05), the 
results are considered statistically significant — reject Ho.

 ✓ If the p-value is really close to 0.05 (like 0.051 or 0.049), the results 
should be considered marginally  significant — the decision could go 
either way.

 ✓ If the p-value is greater than (but not super-close to) 0.05, the results are 
considered non-significant — you fail to reject Ho.

 When you hear a researcher say her results are found to be statistically signifi-
cant, look for the p-value and make your own decision; the researcher’s pre-
determined significance level may be different from yours. If the p-value isn’t 
stated, ask for it.

Testing varicose veins
In the varicose veins example in the last section, the p-value was found to be 
0.1056. This p-value is fairly large and indicates very weak evidence against 
Ho by almost anyone’s standards because it’s greater than 0.05 and even 
slightly greater than 0.10 (considered to be a very large significance level). 
In this case you fail to reject Ho. You didn’t have enough evidence to say the 
proportion of women with varicose veins is less than 0.25 (your alternative 
hypothesis). This isn’t declared to be a statistically significant result.

But say your p-value had been something like 0.026. A reader with a personal 
cutoff point of 0.05 would reject Ho in this case because the p-value (of 0.026) 
is less than 0.05. His conclusion would be that the proportion of women with 
varicose veins isn’t equal to 0.25; according to Ha in this case, you conclude 
it’s less than 0.25, and the results are statistically significant. However, a 
reader whose significance level is 0.01 wouldn’t have enough evidence (based 
on your sample) to reject Ho because the p-value of 0.026 is greater than 0.01. 
These results wouldn’t be statistically significant.

Finally, if the p-value turned out to be 0.049 and your significance level is 0.05, 
you can go by the book and say because it’s less than 0.05 you reject Ho, but you 
really should say your results are marginal, and let the reader decide. (Maybe 
they can flip a coin or something — “Heads we reject Ho, tails, we don’t!”)
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Assessing the Chance of a Wrong Decision
After you make a decision to either reject Ho or fail to reject Ho, the next step is 
living with the consequences, in terms of how people respond to your decision.

 ✓ If you conclude that a claim isn’t true but it actually is, will that result in 
a lawsuit, a fine, unnecessary changes in the product, or consumer boy-
cotts that shouldn’t have happened? It’s possible.

 ✓ If you can’t disprove a claim that’s wrong, what happens then? Will 
products continue to be made in the same way as they are now? Will no 
new law be made, no new action taken, because you showed that noth-
ing was wrong? Missed opportunities to blow the whistle have been 
known to occur.

 Whatever decision you make with a hypothesis test, you know there is a 
chance of being wrong; that’s life in the statistics world. Knowing the kinds of 
errors that can happen and finding out how to curb the chance of them occur-
ring are key.

Making a false alarm: Type-1 errors
Suppose a company claims that its average package delivery time is 2 days, 
and a consumer group tests this hypothesis, gets a p-value of 0.04, and 
concludes that the claim is false: They believe that the average delivery time 
is actually more than 2 days. This is a big deal. If the group can stand by its 
statistics, it has done well to inform the public about the false advertising 
issue. But what if the group is wrong?

 Even if the group bases their study on a good design, collects good data, and 
makes the right analysis, it can still be wrong. Why? Because its conclusions 
were based on a sample of packages, not on the entire population. And as 
Chapter 11 tells you, sample results vary from sample to sample.

Just because the results from a sample are unusual doesn’t mean they’re 
impossible. A p-value of 0.04 means that the chance of getting your particu-
lar test statistic, even if the claim is true, is 4% (less than 5%). You reject Ho 
in this case because that chance is small. But even a small chance is still a 
chance!

Perhaps your sample, though collected randomly, just happens to be one of 
those atypical samples whose result ended up far from what was expected. 
So, Ho could be true, but your results lead you to a different conclusion. How 
often does that happen? Five percent of the time (or whatever your given 
cutoff probability is for rejecting Ho).
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 Rejecting Ho when you shouldn’t is called a type-1 error. I don’t really like this 
name, because it seems so nondescript. I prefer to call a type-1 error a false 
alarm. In the case of the packages, if the consumer group made a type-1 error 
when it rejected the company’s claim, they created a false alarm. What’s the 
result? A very angry delivery company, I guarantee that!

 To reduce the chance of false alarms, set a low cutoff probability (significance 
level) for rejecting Ho. Setting it to 5% or 1% will keep the chance of a type-1 
error in check.

Missing out on a detection: Type-2 errors
On the other hand, suppose the company really wasn’t delivering on its 
claim. Who’s to say that the consumer group’s sample will detect it? If the 
actual delivery time is 2.1 days instead of 2 days, the difference would be 
pretty hard to detect. If the actual delivery time is 3 days, even a fairly small 
sample would probably show that something’s up. The issue lies with those 
in-between values, like 2.5 days.

 If Ho is indeed false, you want to find out about it and reject Ho. Not rejecting Ho 
when you should have is called a type-2 error. I like to call it a missed detection.

Sample size is the key to being able to detect situations where Ho is false and, 
thus, avoiding type-2 errors. The more information you have, the less vari-
able your results will be (see Chapter 11) and the more ability you have to 
zoom in on detecting problems that exist with a claim made by Ho.

This ability to detect when Ho is truly false is called the power of a test. Power 
is a pretty complicated issue, but what’s important for you to know is that 
the higher the sample size, the more powerful a test is. A powerful test has a 
small chance for a type-2 error.

 As a preventative measure to minimize the chances of a type-2 error, statisti-
cians recommend that you select a large sample size to ensure that any differ-
ences or departures that really exist won’t be missed.
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Chapter 15

Commonly Used Hypothesis Tests: 
Formulas and Examples

In This Chapter
▶ Breaking down commonly used hypothesis tests

▶ Calculating their test statistics

▶ Using the results to make informed decisions

From product advertisements to media blitzes on recent medical break-
throughs, you often run across claims made about one or more popula-

tions. For example, “We promise to deliver our packages in two days or less” 
or “Two recent studies show that a high-fiber diet may reduce your risk of 
colon cancer by 20%.” Whenever someone makes a claim (also called a null 
hypothesis) about a population (such as all packages, or all adults) you can test 
the claim by doing what statisticians call a hypothesis test.

A hypothesis test involves setting up your hypotheses (a claim and its alterna-
tive), selecting a sample (or samples), collecting data, calculating the rele-
vant statistics, and using those statistics to decide whether the claim is true. 

In this chapter, I outline the formulas used for some of the most common 
hypothesis tests, explain the necessary calculations, and walk you through 
some examples.

 If you need more background information on hypothesis testing (such as 
setting up hypotheses, understanding test statistics, p-values, significance 
levels, and type-1 and type-2 errors), just flip to Chapter 14. All the general 
concepts of hypothesis testing are developed there. This chapter focuses on 
their application.
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Testing One Population Mean
When the variable is numerical (for example, age, income, time, and so on) 
and only one population or group (such as all U.S. households or all col-
lege students) is being studied, you use the hypothesis test in this section 
to examine or challenge a claim about the population mean. For example, a 
child psychologist says that the average time that working mothers spend 
talking to their children is 11 minutes per day, on average. (For dads, the 
claim is 8 minutes.) The variable — time — is numerical, and the population 
is all working mothers. Using statistical notation, μ represents the average 
number of minutes per day that all working mothers spend talking to their 
children, on average.

The null hypothesis is that the population mean, μ, is equal to a certain 
claimed value, μo. The notation for the null hypothesis is Ho: μ = μo. So the 
null hypothesis in our example is Ho: μ = 11 minutes, and μo is 11. The three 
possibilities for the alternative hypothesis, Ha, are μ ≠ 11, μ < 11, or μ > 11, 
depending on what you are trying to show. (See Chapter 14 for more on 
alternative hypotheses.) If you suspect that the average time working moth-
ers spend talking with their kids is more than 11 minutes, your alternative 
hypothesis would be Ha: μ > 11.

To test the claim, you compare the mean you got from your sample ( ) with the 
mean shown in Ho (μo). To make a proper comparison, you look at the differ-
ence between them, and divide by the standard error to take into account the 
fact that your sample results will vary. (See Chapter 12 for all the info you need 
on standard error.) This result is your test statistic. In the case of a hypothesis 
test for the population mean, the test statistic turns out (under certain condi-
tions) to be a z-value (a value from the Z-distribution; see Chapter 9 ).

Then you can look up your test statistic on the appropriate table (in this 
case, you look it up on the Z-table in the appendix), and find the chance that 
this difference between your sample mean and the claimed population mean 
really could have occurred if the claim were true.

The test statistic for testing one population mean (under certain conditions) is

where  is the sample mean, σ is the population standard deviation (assume 
for this case that this number is known), and z is a value on the Z-distribution. 
To calculate the test statistic, do the following:

 1. Calculate the sample mean, .

 2. Find .

 3. Calculate the standard error:  .
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 4. Divide your result from Step 2 by the standard error found in Step 3.

 The conditions for using this test statistic are that the population standard 
deviation, σ, is known, and either the population has a normal distribution or 
the sample size is large enough to use the CLT (n > 30); see Chapter 11.

For our example, suppose a random sample of 100 working mothers spend 
an average of 11.5 minutes per day talking with their children. (Assume prior 
research suggests the population standard deviation is 2.3 minutes.)

 1. We are given that  is 11.5, n = 100, and σ is 2.3.

 2. Take 11.5 – 11 = +0.5.

 3. Take 2.3 divided by the square root of 100 (which is 10) to get 0.23 for 
the standard error.

 4. Divide +0.5 by 0.23 to get 2.17. That’s your test statistic, which means your 
sample mean is 2.17 standard errors above the claimed population mean.

 The big idea of a hypothesis test is to challenge the claim that’s being made 
about the population (in this case, the population mean); that claim is shown 
in the null hypothesis, Ho. If you have enough evidence from your sample 
against the claim, Ho is rejected. 

To decide whether you have enough evidence to reject Ho, calculate the 
p-value by looking up your test statistic (in this case 2.17) on the standard 
normal (Z-) distribution — see the Z-table in the appendix — and take 1 minus 
the probability shown. (You subtract from 1 because your Ha is a greater-
than hypothesis and the table shows less-than probabilities.)

For this example you look up the test statistic (2.17) on the Z-table and find 
the (less-than) probability is 0.9850, so the p-value is 1 – 0.9850 = 0.015. It’s 
quite a bit less than your (typical) significance level 0.05, which means your 
sample results would be considered unusual if the claim (of 11 minutes) was 
true. So reject the claim (Ho: μ = 11 minutes). Your results support the alter-
native hypothesis Ha: μ > 11. According to your data, the child psychologist’s 
claim of 11 minutes per day is too low; the actual average is greater than that.

For information on how to calculate p-values for the less-than or not-equal-to 
alternatives, also see Chapter 14.

Handling Small Samples and Unknown 
Standard Deviations: The t-Test

In two cases, you can’t use the Z-distribution for a test statistic for one popu-
lation mean. The first case is where the sample size is small (and by small, 
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I mean dropping below 30 or so) the second case is when the population 
standard deviation, σ, is not known, and you have to estimate it using the 
sample standard deviation, s. In both cases, you have less reliable informa-
tion on which to base your conclusions, so you have to pay a penalty for this 
by using a distribution with more variability in the tails than a Z-distribution 
has. Enter the t-distribution. (See Chapter 10 for all things t-distribution, 
including its relationship with the Z.)

A hypothesis test for a population mean that involves the t -distribution is 
called a t-test. The formula for the test statistic in this case is:

, where t
n-1 is a value from the t-distribution with n–1 degrees

 
of freedom.

Note it is just like the test statistic for the large sample and/or normal distri-
bution case (see the section “Testing One Population Mean”), except σ is not 
known, so you substitute the sample standard deviation, s, instead, and use a 
t-value rather than a z-value.

 Because the t-distribution has fatter tails than the Z-distribution, you get a 
larger p-value from the t-distribution than one that the standard normal (Z-) 
distribution would have given you for the same test statistic. A bigger p-value 
means less chance of rejecting Ho. Having less data and/or not knowing the 
population standard deviation should create a higher burden of proof.

Putting the t-test to work
Suppose a delivery company claims they deliver their packages in 2 days on 
average, and you suspect it’s longer than that. The hypotheses are Ho: μ = 2 
versus Ha: μ > 2. To test this claim, you take a random sample of 10 packages 
and record their delivery times. You find the sample mean is  days, 
and the sample standard deviation is 0.35 days. (Because the population 
standard deviation, σ, is unknown, you estimate it with s, the sample stan-
dard deviation.) This is a job for the t-test.

 Because the sample size is small (n =10 is much less than 30) and the popula-
tion standard deviation is not known, your test statistic has a t-distribution. Its 
degrees of freedom is 10 – 1 = 9. The formula for the test statistic (referred to 
as the t-value) is:

To calculate the p-value, you look in the row in the t-table (in the appendix) 
for df = 9. Your test statistic (2.71) falls between two values in the row for 
df = 9 in the t-table: 2.26 and 2.82 (rounding to two decimal places). To calculate 
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the p-value for your test statistic, find which columns correspond to these two 
numbers. The number 2.26 appears in the 0.025 column and the number 2.82 
appears in the 0.010 column; you now know the p-value for your test 
statistic lies between 0.025 and 0.010 (that is, 0.010 < p-value < 0.025).

Using the t-table you don’t know the exact number for the p-value, but because 
0.010 and 0.025 are both less than your significance level of 0.05, you reject Ho; 
you have enough evidence in your sample to say the packages are not being 
delivered in 2 days, and in fact the average delivery time is more than 2 days.

 The t-table (in the appendix) doesn’t include every possible t-value; just find 
the two values closest to yours on either side, look at the columns they’re in, 
and report your p-value in relation to theirs. (If your test statistic is greater 
than all the t-values in the corresponding row of the t-table, just use the last 
one; your p-value will be less than its probability.)

 Of course you can use statistical software, if available, to calculate exact 
p-values for any test statistic; using software you get 0.012 for the exact 
p-value.  

Relating t to Z
The next-to-the-last line of the t-table shows the corresponding values from the 
standard normal (Z-) distribution for the probabilities listed on the top of each 
column. Now choose a column in the table and move down the column look-
ing at the t-values. As the degrees of freedom of the t-distribution increase, the 
t-values get closer and closer to that row of the table where the z-values are.

This confirms a result found in Chapter 10: As the sample size (hence 
degrees of freedom) increases, the t-distribution becomes more and more 
like the Z-distribution, so the p-values from their hypothesis tests are virtu-
ally equal for large sample sizes. And those sample sizes don’t even have to 
be that large to see this relationship; for df = 30 the t-values are already very 
similar to the z-values shown in the bottom of the table. These results make 
sense; the more data you have, the less of a penalty you have to pay. (And of 
course, you can use computer technology to calculate more exact p-values 
for any t-value you like.)

Handling negative t-values
For a less-than alternative hypothesis (Ha: xx < xx), your test statistic would 
be a negative number (to the left of 0 on the t-distribution). In this case, you 
want to find the percentage below, or to the left of, your test statistic to get 
your p-value. Yet negative test statistics don’t appear on the t-table (in the 
appendix).

22_9780470911082-ch15.indd   23122_9780470911082-ch15.indd   231 3/25/11   8:14 PM3/25/11   8:14 PM



232 Part IV: Guesstimating and Hypothesizing with Confidence 

Not to worry! The percentage to the left (below) a negative t-value is the same 
as the percentage to the right (above) the positive t-value, due to symmetry. 
So to find the p-value for your negative test statistic, look up the positive 
version of your test statistic on the t-table, find the corresponding right tail 
(greater-than) probability, and use that.

For example, suppose your test statistic is –2.7105 with 9 degrees of freedom 
and Ha is the less-than alternative. To find your p-value, first look up +2.7105 
on the t-table; by the work in the previous section, you know its p-value falls 
between the column headings 0.025 and 0.010. Because the t-distribution is sym-
metric, the p-value for –2.7105 also falls somewhere between 0.025 and 0.010. 
Again you reject Ho because these values are both less than or equal to 0.05.

Examining the not-equal-to alternative
 To find the p-value when your alternative hypothesis (Ha) is not-equal-to, 

simply double the probability that you get from the t-table when you look up 
your test statistic. Why double it? Because the t-table shows only greater-than 
probabilities, which are only half the story. To find the p-value when you have 
a not-equal-to alternative, you must add the p-values from the less-than and 
greater-than alternatives. Because the t-distribution is symmetric, the less-than 
and greater-than probabilities are the same, so just double the one you looked 
up on the t-table and you’ll have the p-value for the not-equal-to alternative.

For example, if your test statistic is 2.7171 and Ha is a not-equal-to alterna-
tive, look up 2.7171 on the t-table (df = 9 again), and you find the p-value lies 
between 0.025 and 0.010, as shown previously. These are the p-values for the 
greater-than alternative. Now double these values to include the less-than 
alternative and you find the p-value for your test statistic lies somewhere 
between 0.025 ∗ 2 = 0.05 and 0.010 ∗ 2 = 0.020.

Testing One Population Proportion
When the variable is categorical (for example, gender or support/oppose) 
and only one population or group is being studied (for example, all registered 
voters), you use the hypothesis test in this section to test a claim about the 
population proportion. The test looks at the proportion (p) of individuals in 
the population who have a certain characteristic — for example, the propor-
tion of people who carry cellphones. The null hypothesis is Ho: p = po, where 
po is a certain claimed value of the population proportion, p. For example, if 
the claim is that 70% of people carry cellphones, po is 0.70. The alternative 
hypothesis is one of the following: p > po, p < po, or p ≠ po. (See Chapter 14 for 
more on alternative hypotheses.)
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The formula for the test statistic for a single proportion (under certain 
conditions) is:

where  is the proportion of individuals in the sample who have that charac-
teristic and z is a value on the Z-distribution (see Chapter 9). To calculate the 
test statistic, do the following:

 1. Calculate the sample proportion, , by taking the number of people in 
the sample who have the characteristic of interest (for example, the 
number of people in the sample carrying cellphones) and dividing 
that by n, the sample size.

 2. Find , where p
o
 is the value in H

o
.

 3. Calculate the standard error, .

 4. Divide your result from Step 2 by your result from Step 3.

To interpret the test statistic, look up your test statistic on the standard 
normal (Z-) distribution (in the appendix) and calculate the p-value (see 
Chapter 14 for more on p-value calculations).

 The conditions for using this test statistic are that  
(see Chapter 9 for details).

For example, suppose Cavifree claims that four out of five dentists recom-
mend Cavifree toothpaste to their patients. In this case, the population is all 
dentists, and p is the proportion of all dentists who recommended Cavifree. 
The claim is that p is equal to “four out of five,” or po is 4 ÷ 5 = 0.80. You sus-
pect that the proportion is actually less than 0.80. Your hypotheses are Ho: 
p = 0.80 versus Ha: p < 0.80.

Suppose that 151 out of your sample of 200 dental patients reported receiving 
a recommendation for Cavifree from their dentist. To find the test statistic for 
these results, follow these steps:

 1. Start with  and n = 200.

 2. Because po = 0.80, take 0.755 – 0.80 = –0.045 (the numerator of the test 
 statistic).

 3. Next, the standard error equals  (the denominator 
of the test statistic).

 4. The test statistic is .
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 Because the resulting test statistic is negative, it means your sample results 
are –1.61 standard errors below (less than) the claimed value for the popula-
tion. How often would you expect to get results like this if Ho were true? The 
chance of being at or beyond (in this case less than) –1.61 is 0.0537. (Keep the 
negative with the number and look up –1.61 in the Z-table in the appendix.) 
This result is your p-value because Ha is a less-than hypothesis. (See Chapter 14 
for more on this.)

Because the p-value is greater than 0.05 (albeit not by much), you don’t have 
quite enough evidence for rejecting Ho. You conclude that the claim that 80% 
of dentists recommend Cavifree can’t be rejected, according to your data. 
However, it’s important to report the actual p-value too, so others can make 
their own decisions.

 The letter p is used two different ways in this chapter: p-value and p. The 
letter p by itself indicates the population proportion, not the p-value. Don’t get 
confused. Whenever you report a p-value, be sure you add –value so it’s not 
confused with p, the population proportion.

Comparing Two (Independent) 
Population Averages

When the variable is numerical (for example, income, cholesterol level, or 
miles per gallon) and two populations or groups are being compared (for 
example, men versus women), you use the steps in this section to test a 
claim about the difference in their averages. (For example, is the difference 
in the population means equal to zero, indicating their means are equal?) 
Two independent (totally separate) random samples need to be selected, one 
from each population, in order to collect the data needed for this test. 

The null hypothesis is that the two population means are the same; in other 
words, that their difference is equal to 0. The notation for the null hypothesis 
is Ho: μ1 = μ2, where μ1 represents the mean of the first population and μ2 rep-
resents the mean of the second population.

 You can also write the null hypothesis as Ho: μ1 – μ2 = 0, emphasizing the idea 
that their difference is equal to zero if the means are the same.

The formula for the test statistic comparing two means (under certain condi-
tions) is:
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To calculate it, do the following:

 1. Calculate the sample means . (Assume the population stan-
dard deviations,  and  are given.) Let n

1
 and n

2
 represent the two 

sample sizes (they need not be equal).

  See Chapter 5 for these calculations.

 2. Find the difference between the two sample means: .

  Because μ1 – μ2 is equal to 0 if Ho is true, it doesn’t need to be included 
in the numerator of the test statistic. However, if the difference they are 
testing is any value other than 0, you subtract that value in the numera-
tor of the test statistic. 

 3. Calculate the standard error using the following equation:

 4. Divide your result from Step 2 by your result from Step 3.

 To interpret the test statistic, add the following two steps to the list:

 5. Look up your test statistic on the standard normal (Z-) distribution (see 
the Z-table in the appendix) and calculate the p-value.

  (See Chapter 14 for more on p-value calculations.)

 6. Compare the p-value to your significance level, such as 0.05. If it’s less 
than or equal to 0.05, reject H

o
. Otherwise, fail to reject H

o
.

  (See Chapter 14 for the details on significance levels.)

 The conditions for using this test are that the two population standard 
deviations are known and either both populations have a normal distribution 
or both sample sizes are large enough for the Central Limit Theorem (see 
Chapter 11).

For example, suppose you want to compare the absorbency of two brands 
of paper towels (call the brands Stats-absorbent and Sponge-o-matic). You 
can make this comparison by looking at the average number of ounces each 
brand can absorb before being saturated. Ho says the difference between the 
average absorbencies is 0 (nonexistent), and Ha says the difference is not 0. 
In other words, one brand is more absorbent than the other. Using statistical 
notation, you have Ho = μ1 – μ2 = 0 versus Ha = μ1 – μ2 ≠ 0. Here, you have no 
indication of which paper towel may be more absorbent, so the not-equal-to 
alternative is the one to use (see Chapter 14).

Suppose you select a random sample of 50 paper towels from each brand 
and measure the absorbency of each paper towel. Suppose the average 
absorbency of Stats-absorbent (x1) for your sample is 3 ounces, and assume 
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the population standard deviation is 0.9 ounces. For Sponge-o-matic (x2), 
the average absorbency is 3.5 ounces according to your sample; assume the 
population standard deviation is 1.2 ounces. Carry out this hypothesis test 
by following the 6 steps listed above:

 1. Given the above information, you know , σ1 = 0.9, , σ2 = 1.2, 
n1 = 50, and n2 = 50.

 2. The difference between the sample means for (Stats-absorbent – Sponge-
o-matic) is . (A negative difference simply 
means that the second sample mean was larger than the first.)

 3. The standard error is .

 4. Divide the difference, –0.5, by the standard error, 0.2121, which gives 
you –2.36. This is your test statistic.

 5. To find the p-value, look up –2.36 on the standard normal (Z-) distribu-
tion — see the Z-table in the appendix. The chance of being beyond, 
in this case to the left of, –2.36 is equal to 0.0091. Because Ha is a not-
equal-to alternative, you double this percentage to get 2 ∗ 0.0091 = 
0.0182, your p-value. (See Chapter 14 for more on the not-equal-to 
alternative.)

 6. This p-value is quite a bit less than 0.05. That means you have fairly 
strong evidence to reject Ho.

Your conclusion is that a statistically significant difference exists between 
the absorbency levels of these two brands of paper towels, based on your 
samples. And Sponge-o-matic comes out on top, because it has a higher 
average. (Stats-absorbent minus Sponge-o-matic being negative means 
Sponge-o-matic had the higher value.)

 If one or both of your samples happen to be under 30 in size, you use the 
t-distribution (with degrees of freedom equal to n1 – 1 or n2 – 1, whichever is 
smaller) to look up the p-value. If the population standard deviations, σ1 and 
σ2, are unknown, you use the sample standard deviations s1 and s2 instead, and 
you use the t-distribution with the abovementioned degrees of freedom. (See 
Chapter 10 for more on the t-distribution.)

Testing for an Average Difference 
 (The Paired t-Test)

You can test for an average difference using the test in this section when 
the variable is numerical (for example, income, cholesterol level, or miles 
per gallon) and the individuals in the sample are either paired up in some 
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way according to relevant variables such as age or perhaps weight, or the 
same people are used twice (for example, using a pre-test and post-test). 
Paired tests are typically used for studies in which someone is testing to see 
whether a new treatment, technique, or method works better than an existing 
method, without having to worry about other factors about the subjects that 
may influence the results (see Chapter 17 for details).

 The average difference (tested in this section) isn’t the same as the difference 
in the averages (tested in the previous section):

 ✓ With the difference in averages, you compare the difference in the 
means of two separate samples to test the difference in the means of 
two different populations. 

 ✓ With the average difference, you match up the subjects so they are 
thought of as coming from a single population, and the set of differences 
measured for each subject (for example, pre-test versus post-test) are 
thought of as one sample. The hypothesis test then boils down to a test 
for one population mean (as I explain earlier in this chapter).

For example, suppose a researcher wants to see whether teaching students 
to read using a computer game gives better results than teaching with a 
tried-and-true phonics method. She randomly selects 20 students and puts 
them into 10 pairs according to their reading readiness level, age, IQ, and so 
on. She randomly selects one student from each pair to learn to read via the 
computer game method (abbreviated CM), and the other learns to read using 
the phonics method (abbreviated PM). At the end of the study, each student 
takes the same reading test. The data are shown in Table 15-1.

Table 15-1 Reading Scores for Computer Game Method 
 versus Phonics Method

Student Pair Computer Method Phonics Method Difference (CM – PM)

1 85 80 +5

2 80 80 0

3 95 88 +7

4 87 90 –3

5 78 72 +6

6 82 79 +3

7 57 50 +7

8 69 73 –4

9 73 78 –5

10 99 95 +4
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The original data are in pairs, but you’re really interested only in the dif-
ference in reading scores (computer reading score minus phonics reading 
score) for each pair, not the reading scores themselves. So the paired differ-
ences (the differences in the pairs of scores) are your new data set. See their 
values in the last column of Table 15-1.

By examining the differences in the pairs of observations, you really only 
have a single data set, and you only have a hypothesis test for one popula-
tion mean. In this case the null hypothesis is that the mean (of the paired dif-
ferences) is 0, and the alternative hypothesis is that the mean (of the paired 
 differences) is > 0.

If the two reading methods are the same, the average of the paired differ-
ences should be 0. If the computer method is better, the average of the 
paired differences should be positive; the computer reading score is larger 
than the phonics score.

 The notation for the null hypothesis is Ho: μ
d
 = 0, where μ

d
 is the mean of the 

paired differences for the population. (The d in the subscript just reminds you 
that you’re working with the paired differences.)

The formula for the test statistic for paired differences is , where 

 is the average of all the paired differences found in the sample, and t
n–1 is a 

value on the t-distribution with n
d
–1 degrees of freedom (see Chapter 10). 

 You use a t-distribution here because in most matched-pairs experiments the 
sample size is small and/or the population standard deviation σ

d
 is unknown, 

so it’s estimated by s
d
. (See Chapter 10 for more on the t-distribution.)

To calculate the test statistic for paired differences, do the following:

 1. For each pair of data, take the first value in the pair minus the second 
value in the pair to find the paired difference.

  Think of the differences as your new data set.

 2. Calculate the mean, , and the standard deviation, s
d
, of all the 

 differences.

 3. Letting n
d
 represent the number of paired differences that you have, 

calculate the standard error:

 4. Divide  by the standard error from Step 3.
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 Because μ
d
 is equal to 0 if Ho is true, it doesn’t really need to be included in the 

formula for the test statistic. As a result, you sometimes see the test statistic 
written like this:

 For the reading scores example, you can use the preceding steps to see whether 
the computer method is better in terms of teaching students to read.

To find the statistic, follow these steps:

 1. Calculate the differences for each pair (they’re shown in column 4 of 
Table 15-1).

  Notice that the sign on each of the differences is important; it indicates 
which method performed better for that particular pair.

 2. Calculate the mean and standard deviation of the differences from 
Step 1.

  My calculations found the mean of the differences, , and the stan-
dard deviation is s

d
 = 4.64. Note that n

d
 = 10 here.

 3. The standard error is .

  (Remember that here, n
d
 is the number of pairs, which is 10.)

 4. Take the mean of the differences (Step 2) divided by the standard 
error of 1.47 (Step 3) to get 1.36, the test statistic.

Is the result of Step 4 enough to say that the difference in reading scores 
found in this experiment applies to the whole population in general? Because 
the population standard deviation, σ, is unknown and you estimated it with 
the sample standard deviation (s), you need to use the t-distribution rather 
than the Z-distribution to find your p-value (see the section “Handling Small 
Samples and Unknown Standard Deviations: The t-Test,” earlier in this chap-
ter). Using the t-table (in the appendix) you look up 1.36 on the t-distribution 
with 10 – 1 = 9 degrees of freedom to calculate the p-value.

The p-value in this case is greater than 0.05 because 1.36 is smaller than (or to 
the left of) the value of 1.38 on the table, and therefore its p-value is more than 
0.10 (the p-value for the column heading corresponding to 1.38).

Because the p-value is greater than 0.05, you fail to reject Ho; you don’t 
have enough evidence that the mean difference in the scores between the 
computer method and the phonics method is significantly greater than 0. 
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However, that doesn’t necessarily mean a real difference isn’t present in the 
population of all students. But the researcher can’t say the computer game is 
a better reading method based on this sample of 10 students. (See Chapter 14 
for information on the power of a hypothesis test and its relationship to 
sample size.)

 In many paired experiments, the data sets are small due to costs and time 
associated with doing these kinds of studies. That means the t-distribution 
(see the t-table in the appendix) is often used instead of the standard normal 
(Z-) distribution (the Z-table in the appendix) when figuring out the p-value.

Comparing Two Population Proportions
This test is used when the variable is categorical (for example, smoker/
nonsmoker, Democrat/Republican, support/oppose an opinion, and so 
on) and you’re interested in the proportion of individuals with a certain 
characteristic — for example, the proportion of smokers. In this case, two 
populations or groups are being compared (such as the proportion of female 
smokers versus male smokers).

In order to conduct this test, two independent (separate) random samples 
need to be selected, one from each population. The null hypothesis is that the 
two population proportions are the same; in other words, that their difference 
is equal to 0. The notation for the null hypothesis is Ho: p1 = p2, where p1 is the 
proportion from the first population, and p2 is the proportion from the second 
population.

 Stating in Ho that the two proportions are equal is the same as saying their dif-
ference is zero. If you start with the equation p1 = p2 and subtract p2 from each 
side, you get p1 – p2 = 0. So you can write the null hypothesis either way.

The formula for the test statistic comparing two proportions (under certain 
conditions) is

where  is the proportion in the first sample with the characteristic of interest, 
 is the proportion in the second sample with the characteristic of interest,   

is the proportion in the combined sample (all the individuals in the first and 
second samples together) with the characteristic of interest, and z is a value 
on the Z-distribution (see Chapter 9). To calculate the test statistic, do the 
following:
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 1. Calculate the sample proportions  and  for each sample. Let n
1
 and 

n
2
 represent the two sample sizes (they don’t need to be equal).

 2. Find the difference between the two sample proportions, .

 3. Calculate the overall sample proportion , the total number of indi-
viduals from both samples who have the characteristic of interest (for 
example, the total number of smokers, male or female, in the sample), 
divided by the total number of individuals from both samples (n

1
 + n

2
).

 4. Calculate the standard error:

 5. Divide your result from Step 2 by your result from Step 4. This answer 
is your test statistic.

To interpret the test statistic, look up your test statistic on the standard 
normal (Z-) distribution (the Z-table in the appendix) and calculate the p-value, 
then make decisions as usual (see Chapter 14 for more on p-values). 

Consider those drug ads that pharmaceutical companies put in magazines. The 
front page of an ad shows a serene picture of the sun shining, flowers bloom-
ing, people smiling — their lives changed by the drug. The company claims 
that its drugs can reduce allergy symptoms, help people sleep better, lower 
blood pressure, or fix whichever other ailment it’s targeted to help. The claims 
may sound too good to be true, but when you turn the page to the back of the 
ad, you see all the fine print where the drug company justifies how it’s able to 
make its claims. (This is typically where statistics are buried!) Somewhere in 
the tiny print, you’ll likely find a table that shows adverse effects of the drug 
when compared to a control group (subjects who take a fake drug), for fair 
comparison to those who actually took the real drug (the treatment group; see 
Chapter 17 for more on this).

For example, Adderall, a drug for attention deficit hyperactivity disorder 
(ADHD), reported that 26 of the 374 subjects (7%) who took the drug experi-
enced vomiting as a side effect, compared to 8 of the 210 subjects (4%) who 
were on a placebo (fake drug). Note that patients didn’t know which treat-
ment they were given. In the sample, more people on the drug experienced 
vomiting, but is this percentage enough to say that the entire population on 
the drug would experience more vomiting? You can test it to see.

In this example, you have Ho: p1 – p2 = 0 versus Ho: p1 – p2 > 0, where p1 repre-
sents the proportion of subjects who vomited using Adderall, and p2 repre-
sents the proportion of subjects who vomited using the placebo.
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 Why does Ha contain a “>” sign and not a “<” sign? Ha represents the scenario 
in which those taking Adderall experience more vomiting than those on the 
placebo — that’s something the FDA (and any candidate for the drug) would 
want to know about. But the order of the groups is important, too. You want 
to set it up so the Adderall group is first, so that when you take the Adderall 
proportion minus the placebo proportion, you get a positive number if Ha is 
true. If you switch the groups, the sign would have been negative.

Now calculate the test statistic:

 1. First, determine that

  The sample sizes are n1 = 374 and n2 = 210, respectively.

 2. Take the difference between these sample proportions to get 
.

 3. Calculate the overall sample proportion to get .

 4. The standard error is .

 5. Finally, the test statistic is 0.032 ÷ 0.020 = 1.60. Whew!

The p-value is the percentage chance of being at or beyond (in this case to 
the right of) 1.60, which is 1 – 0.9452 = 0.0548. This p-value is just slightly 
greater than 0.05, so, technically, you don’t have quite enough evidence to 
reject Ho. That means that according to your data, vomiting is not experi-
enced any more by those taking this drug when compared to a placebo.

 A p-value that’s very close to that magical but somewhat arbitrary significance 
level of 0.05 is what statisticians call a marginal result. In the preceding exam-
ple, because the p-value of 0.0548 is close to the borderline between accept-
ing and rejecting Ho, it’s generally viewed as a marginal result and should be 
reported as such.

The beauty of reporting a p-value is that you can look at it and decide for 
yourself what you should conclude. The smaller the p-value, the more evi-
dence you have against Ho, but how much evidence is enough evidence? Each 
person is different. If you come across a report from a study in which some-
one found a statistically significant result, and that result is important to you, 
ask for the p-value so that you can make your own decision. (See Chapter 14 
for more.)
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In this part . . .

Many statistics you hear and see each day are based 
on the results of surveys, experiments, and obser-

vational studies. Unfortunately, you can’t believe every-
thing you read or hear.

In this part, you look at what actually happens behind the 
scenes of these studies — how they are designed and con-
ducted and how the data is (supposed to be) collected — 
so that you’ll be able to spot misleading results. You also 
see what’s needed to conduct your own study correctly 
and effectively.

You also analyze data from good studies to look for rela-
tionships between two variables, where both variables are 
categorical (using two-way tables) or both are numerical 
(using correlation and regression). In addition, you see 
how to make proper conclusions and spot problems.
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Chapter 16

Polls, Polls, and More Polls
In This Chapter
▶ Realizing the impact of polls and surveys

▶ Going behind the scenes of polls and surveys

▶ Detecting biased and inaccurate survey results

Surveys are all the rage amid today’s information explosion. Everyone 
wants to know how the public feels about issues from prescription 

drug prices and methods of disciplining children to approval ratings of the 
president and ratings of reality TV shows. Polls and surveys are a big part 
of American life; they’re a vehicle for quickly getting information about how 
you feel, what you think, and how you live your life, and they’re a means of 
quickly disseminating information about important issues. Surveys highlight 
controversial topics, raise awareness, make political points, stress the impor-
tance of an issue, and educate or persuade the public.

 Survey results can be powerful, because when many people hear that “such 
and such percentage of the American people do this or that,” they accept 
these results as the truth, and then make decisions and form opinions based 
on that information. But in fact, many surveys don’t provide correct, complete, 
or even fair or balanced information.

In this chapter, I discuss the impact of surveys and how they’re used, and I 
take you behind the scenes of how surveys are designed and conducted so 
you know what to watch for when examining survey results and how to run 
your own surveys right. I also talk about how to interpret survey results and 
how to spot biased and inaccurate information, so that you can determine for 
yourself which results to believe and which to ignore.

Recognizing the Impact of Polls
A survey is an instrument that collects data through questions and answers. 
It is used to gather information about the opinions, behaviors, demographics, 
lifestyles, and other reportable characteristics of the population of interest. 
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What’s the difference between a poll and a survey? Statisticians don’t make 
a clear distinction between the two, but I’ve noticed that what people call a 
poll is typically a short survey containing only a few questions (maybe that’s 
how researchers get more people to respond — they call it a poll rather than a 
survey!). But for all intents and purposes, surveys and polls are the same thing.

You come into contact with surveys and their results on a daily basis. 
Compared to other types of studies, such as medical experiments, some sur-
veys can be relatively easy to conduct. They provide quick results that can 
often make interesting headlines in newspapers or eye-catching stories in 
magazines. People connect with surveys because they feel that survey results 
represent the opinions of people just like themselves (even though they may 
never have been asked to participate in a survey). And many people enjoy 
seeing how other people feel, what they do, where they go, and what they 
care about. Looking at survey results makes people feel linked with a bigger 
group, somehow. That’s what pollsters (the people who conduct surveys) 
bank on, and that’s why they spend so much time doing surveys and polls 
and reporting the results of this research.

Getting to the source
Who conducts surveys these days? Pretty much anyone and everyone who 
has a question to ask. Some of the groups that conduct polls and report the 
results include the following:

 ✓ News organizations

 ✓ Political parties and candidates running for office

 ✓ Professional polling organizations (such as the Gallup Organization, 
the Harris Poll, Zogby International, and the National Opinion Research 
Center [NORC])

 ✓ Representatives of magazines, TV shows, and radio programs

 ✓ Professional research organizations (like the American Medical 
Association, Smithsonian Institution, and Pew Research Center for 
the People and the Press)

 ✓ Special-interest groups (such as the National Rifle Association, 
Greenpeace, and American Civil Liberties Union)

 ✓ Academic researchers

 ✓ The United States government

 ✓ Joe Six-Pack (who can easily conduct his own survey on the Internet)
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 Some surveys are just for fun, and others are more serious. Be sure to check 
the source of any serious survey in which you’re asked to participate and for 
which you’re given results. Groups that have a special interest in the results 
should either hire an independent organization to conduct (or at least to 
review) the survey, or they should offer copies of the survey questions to the 
public. Groups should also disclose in detail how the survey was designed and 
conducted, so that the public can make an informed decision about the credi-
bility of the results.

Ranking the worst cars of the millennium
You may be familiar with a radio show called 
Car Talk that’s typically aired Saturday morn-
ings on National Public Radio and is hosted by 
“Click and Clack,” two brothers in Cambridge, 
Massachusetts, who offer wise and wacky 
advice to callers with strange car problems. 
The show’s Web site regularly offers “just for 
fun” surveys on a wide range of car-related 
topics, such as, “Who has bumper stickers 
on their cars, and what do they say?” One of 
their surveys asked the question, “What do you 
think was the worst car of the millennium?” 
Thousands upon thousands of folks responded 
with their votes — but, of course, these folks 
don’t represent all car owners. They represent 
only those who listen to the radio show, logged 

on to the Web site, and answered the survey 
question.

Just so you won’t be left hanging (and I 
know you’re dying to find out!), the results of 
the survey are shown in the following table. 
Although you may not be old enough to remem-
ber some of these vehicles, it is certainly an 
easy exercise to search the Internet for pictures 
and stories about them galore. (Remember, 
though, that these results represent only the 
opinions of Car Talk fans who took the time to 
get to the Web site and take the survey.) Notice 
that the  percentages won’t add up to 100% 
because the results in the table represent only 
the top ten vote-getters.

Rank Type of Car Percentage of Votes

1 Yugo 33.7%

2 Chevy Vega 15.8%

3 Ford Pinto 12.6%

4 AMC Gremlin 8.5%

5 Chevy Chevette 7.0%

6 Renault LeCar 4.3%

7 Dodge Aspen / Plymouth Volare 4.1%

8 Cadillac Cimarron 4.0%

9 Renault Dauphine 3.6%

10 Volkswagen (VW) Bus 2.7%
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Surveying what’s hot
The topics of many surveys are driven by current events, issues, and areas of 
interest; after all, timeliness and relevance to the public are two of the most 
attractive qualities of any survey. Here are just a few examples of some of the 
subjects being brought to the surface by today’s surveys, along with some of 
the results being reported:

 ✓ Does celebrity activism influence the political opinions of the American 
public? (Over 90% of the American public says no, according to CBS News.)

 ✓ What percentage of Americans have dated a co-worker? (A whopping 
40% have, according to a career networking Web site.)

 ✓ How many patients surf the Web to find health-related information? 
(55% do, according to a national medical journal.)

When you read the preceding survey results, do you find yourself thinking 
about what the results mean to you, rather than first asking yourself whether 
the results are valid? Some of the preceding survey results are more valid 
and accurate than others, and you should think about whether to believe the 
results first, before accepting them without question. Nationally known poll-
ing and research organizations such as those mentioned in the previous sec-
tion are credible sources, as well as journals that are peer-reviewed (meaning 
all papers published in the journal have been reviewed by others in the field 
and passed a certain set of standards). And the U.S. government does a good 
job with their data collection as well. If you are not familiar with a group con-
ducting a survey and the results are important to you, check out the source.

Impacting lives
Whereas some surveys are just fun to look at and think about, other surveys 
can have a direct impact on your life or your workplace. These life-decision 
surveys need to be closely scrutinized before action is taken or important 
decisions are made. Surveys at this level can cause politicians to change 
or create new laws, motivate researchers to work on the latest problems, 
encourage manufacturers to invent new products or change business policies 
and practices, and influence people’s behavior and ways of thinking. The fol-
lowing are some examples of survey results that can impact you:

 ✓ Children’s healthcare suffers: A survey of 400 pediatricians by the 
Children’s National Medical Center in Washington, D.C., reported that 
pediatricians spend, on average, only 8 to 12 minutes with each patient.
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 ✓ Teens drink more: According to the 2009 Partnership Attitude Tracking 
Study, conducted by the Partnership for a Drug-Free America, the 
number of teens in grades 9 through 12 that use alcohol has grown by 
4% (from 35% in 2008 to 39% in 2009), reversing the downward trend 
experienced in the ten years prior to the survey.

  Always look at how researchers define the terms they’re using to col-
lect their data. In the above example, how did they define “alcohol use”? 
Does it count if the teenager tried alcohol once? Does it mean they drink 
alcohol on a consistent basis? Results can be misleading if the range 
of what or who gets counted is too wide. Find out what questions were 
actually asked when the data was collected.

 ✓ Crimes go unreported: The U.S. Bureau of Justice Crime Victimization 
Survey concludes that only 49.4% of violent crimes were reported to 
police. The reasons victims gave for not reporting crimes to the police 
are listed in Table 16-1.

Table 16-1 Reasons Victims Didn’t Report Violent Crimes

Reason for Not Reporting Percentage of Victims

Considered it to be a personal matter 19.2%

The offender was not successful/didn’t complete the crime 15.9%

Reported the crime to another official 14.7%

Didn’t consider the crime to be important enough 5.5%

Didn’t think police would want to be bothered 5.3%

Lack of proof 5.0%

Fear of reprisal 4.6%

Too inconvenient/time consuming to report it 3.9%

Thought police would be biased/ineffective 2.7%

Property stolen had no ID number 0.5%

Not aware that a crime occurred until later 0.4%

Other reasons 22.3%

The most frequently given reason for not reporting a violent crime to the 
police was that the victim considered it to be a personal matter (19.2%). Note 
that almost 12% of the reasons relate to perception of the reporting process 
itself (for example, that it would take too much time or that the police would 
be bothered, biased, or ineffective).
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 By the way, did you notice how large the “Other reasons” category is? This 
large, unexplained percentage indicates that the survey can be more specific 
and/or more research can be done regarding why crime victims don’t report 
crimes. Maybe the victims themselves aren’t even sure.

Behind the Scenes: The Ins 
and Outs of Surveys

Surveys and their results are a part of your daily experience, and you use 
these results to make decisions that affect your life. (Some decisions may 
even be life changing.) Looking at surveys with a critical eye is important. 
Before taking action or making decisions based on survey results, you must 
determine whether those results are credible, reliable, and believable. A good 
way to begin developing these detective skills is to go behind the scenes and 
see how surveys are designed, developed, implemented, and analyzed.

The survey process can be broken down into a series of ten steps:

 1. Clarify the purpose of your survey.

 2. Define the target population.

 3. Choose the type and timing of the survey.

 4. Design the introduction with ethics in mind.

 5. Formulate the questions.

 6. Select the sample.

 7. Carry out the survey.

 8. Follow up, follow up, and follow up.

 9. Organize and analyze the data.

 10. Draw conclusions.

Each step presents its own set of special issues and challenges, but each step 
is critical in terms of producing survey results that are fair and accurate. This 
sequence of steps helps you design, plan, and implement a survey, but it can 
also be used to critique someone else’s survey, if those results are important 
to you.

Planning and designing a survey
The purpose of a survey is to answer questions about a target population. 
The target population is the entire group of individuals that you’re interested 
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in drawing conclusions about. In most situations, surveying the entire target 
population (that is, conducting a full-blown census) is impossible because 
researchers would have to spend too much time or money to do so. Usually, 
the best you can do is to select a sample of individuals from the target popu-
lation, survey those individuals, then draw conclusions about the target 
population based on the data from that sample.

Sounds easy, right? Wrong. Many potential problems arise after you realize 
that you can’t survey everyone in the entire target population. Then, after a 
sample is selected, many researchers aren’t sure what to do to get the data 
they need. Unfortunately, many surveys are conducted without taking the 
time needed to think through these issues, resulting in errors, misleading 
results, and wrong conclusions. In the following sections, I give specifics for 
the first five steps in the survey process.

Clarifying the purpose of your survey
This sounds like it should just be common sense, but in reality, many surveys 
have been designed and carried out that never met their purpose, or that met 
only some of the objectives, but not all of them. Getting lost in the questions 
and forgetting what you’re really trying to find out is easy to do. In stating the 
purpose of a survey, be as specific as possible. Think about the types of con-
clusions you would want to make if you were to write a report, and let that 
help you determine your goals for the survey.

Lots of researchers can’t see the forest for the trees. If a restaurant manager 
wants to determine and compare satisfaction rates for her customers, she 
needs to think ahead about what kinds of comparisons she wants to make 
and what information she wants to be able to report on. Questions that pin-
point when the customers came into the restaurant (date and time), or even 
what table they were at, are relevant. And if she wants to compare satisfac-
tion rates for, say, adults versus families, she needs to ask how many people 
were in the party and how many were children. But if she simply asks a 
couple of questions on satisfaction or throws in every question she can think 
of, without considering in advance why she needs the information, she may 
end up with more questions than answers.

 The more specific you can be about the purpose of the survey, the more easily 
you can design questions that meet your objectives, and the better off you’ll 
be when you need to write your report.

Defining the target population
Suppose, for example, that you want to conduct a survey to determine the 
extent to which people send and receive personal e-mail in the workplace. 
You may think that the target population is e-mail users in the workplace. 
However, you want to determine the extent to which personal e-mail is used 
in the workplace, so you can’t just ask e-mail users, or your results would be 
biased against those who don’t use e-mail in the workplace. But should you 
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also include those who don’t even have access to a computer during their 
workday? (See how fast surveys can get tricky?)

The target population that probably makes the most sense here is all the 
people who use Internet-connected computers in the workplace. Everyone 
in this group at least has access to e-mail, though only some of those with 
access to e-mail in the workplace actually use it, and of those who use it, only 
some use it for personal e-mail. (And that’s what you want to find out — how 
much they use e-mail for that purpose.)

 You need to be clear in your definition of the target population. Your defini-
tion is what helps you select the proper sample, and it also guides you in your 
conclusions, so that you don’t overgeneralize your results. If the researcher 
didn’t clearly define the target population, this can be a sign of other prob-
lems with the survey.

Choosing the type and timing of the survey
The next step in designing your survey is to choose what type of survey is 
most appropriate for the situation at hand. Surveys can be done over the 
phone, through the mail, with door-to-door interviews, or over the Internet. 
However, not every type of survey is appropriate for every situation. For 
example, suppose you want to determine some of the factors that relate to 
illiteracy in the United States. You wouldn’t want to send a survey through 
the mail, because people who can’t read won’t be able to take the survey. In 
that case, a telephone interview is more appropriate.

 Choose the type of survey that’s most appropriate for the target population, 
in terms of getting the most truthful and informative data possible. You also 
have to keep in mind the budget you have to work with; door-to-door inter-
views are more expensive than phone surveys, for example. When examining 
the results of a survey, be sure to look at whether the type of survey used is 
most appropriate for the situation, keeping budget considerations in mind.

Next you need to decide when to conduct the survey. In life, timing is every-
thing, and the same goes for surveys. Current events shape people’s opinions 
all the time, and although some pollsters try to determine how people feel 
about those events, others take advantage of events, especially negative 
ones, and use them as political platforms or as fodder for headlines and 
controversy. For example, surveys about gun control often come up after a 
shooting takes place. Also take note of other events that were going on at the 
time of the survey; for example, people may not want to answer their phones 
during the Super Bowl, on election night, during the Olympics, or around 
holidays. Improper timing can lead to bias.

In addition to the date, the time of day is also important. If you conduct a 
telephone survey to get people’s opinions on stress in the workplace and 
you call them at home between the hours of 9 a.m. and 5 p.m., you’re going 
to have bias in your results; those are the hours when the majority of people 
are at work (busy being stressed out!).
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Designing the introduction with ethics in mind
While this rule doesn’t apply to little polls that you see on the Internet and in 
magazines, serious surveys need to provide information pertaining to impor-
tant ethical issues. First, they should include what pollsters call a cover letter — 
an introduction that explains the purpose of the survey, what will be done with 
the data, whether the information the respondent supplies will be confidential 
or anonymous (see the sidebar “Anonymity versus confidentiality” later in this 
chapter), and that the person’s participation is appreciated but not required. 
The cover letter should also provide the researcher’s contact information for 
respondents to use if they have questions or concerns.

 If the survey is done by any institution or group that is federally regulated, 
such as a university, research institute, or a hospital, the survey has to be 
approved in advance by a committee designated to review, regulate, and/or 
monitor the research to make sure it’s ethical, scientific, and follows regula-
tions. Such committees are called institutional review boards (IRBs), indepen-
dent ethics committees (IECs), or ethical review boards (ERBs). The survey 
cover letter should explain who has approved the research. If you don’t see 
such information, ask.

Formulating the questions
After the purpose, type, timing, and ethical issues of the survey have been 
addressed, the next step is to formulate the questions. The way that the 
questions are asked can make a huge difference in the quality of the data that 
will be collected. One of the single most common sources of bias in surveys 
is the wording of the questions. Research shows that the wording of the 
questions can directly affect the outcome of a survey. Leading questions, also 
called misleading questions, are designed to favor a certain response over 
another. They can greatly affect how people answer the questions, and their 
responses may not accurately reflect how they truly feel about an issue.

For example, here are two ways that I’ve seen survey questions worded 
about a proposed school bond issue (both of which are leading questions):

Don’t you agree that a tiny percentage increase in sales tax is a worthwhile 
investment in improving the quality of the education of our children?

Don’t you think we should stop increasing the burden on the taxpayers and 
stop asking for yet another sales tax hike to fund the wasteful school system?

From the wording of each of these leading questions, you can easily see how 
the pollsters want you to respond. To make matters worse, neither question 
tells you exactly how much of a tax increase is being proposed, which is also 
misleading.

 The best way to word a question is in a neutral way, giving the reader the nec-
essary information required to make an informed decision. For example, the 
tax issue question is better worded this way:
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The school district is proposing a 0.01% increase in sales tax to provide 
funds for a new high school to be built in the district. What’s your opinion on 
the proposed sales tax? (Possible responses: strongly in favor, in favor, neu-
tral, against, strongly against.)

If the purpose of a survey is purely to collect information rather than influ-
ence or persuade the respondent, the questions should be worded in a neu-
tral and informative way in order to minimize bias. The best way to assess 
the neutrality of a question is to ask yourself whether you can tell how the 
person wants you to respond. If the answer is yes, that question is a leading 
question and can give misleading results.

 If the results of a survey are important to you, ask the researcher for a copy 
of the questions used on the survey so you can assess the quality of the ques-
tions. When conducting your own survey, have others check the questions to 
verify that the wording is neutral and informative.

Selecting the sample
After the survey has been designed, the next step is to select people to partici-
pate in the survey. Because typically you don’t have time or money to conduct a 
census (a survey of the entire target population), you need to select a subset of 
the population, called a sample. How this sample is selected can make all the dif-
ference in terms of the accuracy and the quality of the results.

Three criteria are important in selecting a good sample, as you find out in the 
following sections.

A good sample represents the target population
To represent the target population, the sample must be selected from the 
target population, the whole target population, and nothing but the target 
population. Suppose you want to find out how many hours of TV Americans 
watch in a day, on average. Asking students in a dorm at a local university to 
record their TV viewing habits isn’t going to cut it. Students represent only a 
portion of the target population.

 Unfortunately, many people who conduct surveys don’t take the time or 
spend the money to select a representative sample of people to participate in 
the study, and they end up with biased survey results. When presented with 
survey results, find out how the sample was selected before examining the 
results of the survey and see how well they match the target population.
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A good sample is selected randomly
A random sample is one in which every possible sample (of the same size) has 
an equal chance of being selected from the target population. The easiest exam-
ple to visualize here is that of a hat (or bucket) containing individual slips of 
paper, each with the name of a person written on it; if the slips are thoroughly 
mixed before each slip of paper is drawn out, the result will be a random sample 
of the target population (in this case, the population of people whose names are 
in the hat). A random sample eliminates bias in the sampling process.

Reputable polling organizations, such as the Gallup Organization, use a 
random digit-dialing procedure to telephone the members of their sample. Of 
course, this excludes people without telephones, but because most American 
households today have at least one telephone, the bias involved in excluding 
people without telephones is relatively small.

 Beware of surveys that have a large but not randomly selected sample. 
Internet surveys are the biggest culprit. Someone can say that 50,000 people 
logged on to a Web site to answer a survey, and that means the person post-
ing this site has gotten a lot of data. But the information is biased; research 
shows that people who respond to surveys tend to have stronger opinions 
than those that don’t respond. And if they didn’t even select the participants 
randomly to start with, imagine how strong (and biased) the respondents’ 
opinions would be. If the survey designer sampled fewer people but did so 
randomly, the survey results would be more accurate.

A good sample is large enough for the results to be accurate
If you have a large sample size, and if the sample is representative of the 
target population and is selected at random, you can count on that informa-
tion being pretty accurate. How accurate depends on the sample size, but the 
bigger the sample size, the more accurate the information will be (as long as 
that information is good information). The accuracy of most survey questions 
is measured in terms of a percentage. This percentage is called the margin of 
error, and it represents how much the researcher expects the results to vary if 
she were to repeat the survey many times using different samples of the same 
size. Read more about this in Chapter 12.

 A quick and dirty formula to estimate the minimum amount of accuracy of a 
survey involving categorical data (such as gender or political affiliation) is to 
take 1 divided by the square root of the sample size. For example, a survey of 
1,000 (randomly selected) people is accurate to within ±0.032, or 3.2 percent-
age points. (See Chapter 12 for the exact formula for calculating the accuracy 
of a survey.) In cases where not everyone responded, you should replace 
the sample size with the number of respondents (see the “Following up, fol-
lowing up, and following up” section later in this chapter). Remember, these 
quick-and-dirty estimates of accuracy are conservative; using the precise 
formulas gives you accuracy rates that are often much better than these. 
(See Chapter 13 for details.)
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 With large populations (in the thousands, say) it’s the size of the sample, not 
the size of the population, that matters. For example, if you randomly sample 
1,000 individuals from a large population, your accuracy level is estimated to 
be within 3.2 percentage points, no matter whether you sample from a small 
town of 10,000 people, a state of 1,000,000 people, or all of the United States. 
That fact was one of the things that blew my mind about statistics when I first 
learned it, and it still does today — it’s amazing how accurate you can get with 
such a comparatively small sample size.

 However, with small populations, you have to apply different methods to 
determine accuracy and sample size. A sample of 10 out of a population of 100 
takes a much larger piece out of the pie than a sample of 10 out of 10,000 does, 
for example. More advanced methods involving a finite population correction 
handle issues that come up with small populations.

Carrying out a survey
The survey has been designed, and the participants have been selected. Now 
you have to go about the process of carrying out the survey, which is another 
important step — one where lots of mistakes and biases can occur.

Collecting the data
During the survey itself, the participants can have problems understanding 
the questions, they may give answers that aren’t among the choices (in the 
case of a multiple choice question), or they may decide to give answers that 
are inaccurate or blatantly false; the latter is called response bias. (As an exam-
ple of response bias, think about the difficulties involved in getting people to 
tell the truth about whether they’ve cheated on their income-tax forms.) 

Some of the potential problems with the data-collection process can be 
minimized or avoided with careful training of the personnel who carry out 
the survey. With proper training, any issues that arise during the survey are 
resolved in a consistent and clear way, and fewer errors are made in record-
ing the data. Problems with confusing questions or incomplete choices for 
answers can be resolved by conducting a pilot study on a few participants 
prior to the actual survey and then, based on their feedback, fixing any prob-
lems with the questions.

Personnel can also be trained to create an environment in which each respon-
dent feels safe enough to tell the truth; ensuring that privacy will be protected 
also helps encourage more people to respond. To minimize interviewer bias, 
the interviewers must follow a script that’s the same for each subject.
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 Beware of conflicts of interest that come up with misleading surveys. For 
example, if you are being asked about the quality of your service by the 
person who gave you the service, you may not want to respond truthfully. Or, 
if your physical therapist gives you an “anonymous” feedback survey on your 
last day and tells you to give it to her when you’re done, the survey may have 
issues of bias.

Following up, following up, and following up
Anyone who has ever thrown away a survey or refused to “answer a few 
questions” over the phone knows that getting people to participate in a 
survey isn’t easy. If the researcher wants to minimize bias, the best way to 
handle it is to get as many folks to respond as possible by following up, one, 
two, or even three times. Offer dollar bills, coupons, self-addressed stamped 
return envelopes, chances to win prizes, and so on. Every little bit helps.

If only those folks who feel very strongly respond to a survey, that means 
that only their opinions will count, because the other people who didn’t 
really care about the issue didn’t respond, and their “I don’t care” vote didn’t 
get counted. Or maybe they did care, but they just didn’t take the time to tell 
anyone. Either way, their vote doesn’t count.

For example, suppose 1,000 people are given a survey about whether the 
park rules should be changed to allow dogs without leashes. Most likely, 

Anonymity versus confidentiality
If you were to conduct a survey to determine 
the extent of personal e-mail use at work, the 
response rate would probably be an issue, 
because many people are reluctant to discuss 
their use of personal e-mail in the workplace, 
or at least to do so truthfully. You could try to 
encourage people to respond by letting them 
know that their privacy would be protected 
during and after the survey.

When you report the results of a survey, you 
generally don’t tie the information collected to 
the names of the respondents, because doing 
so would violate the privacy of the respondents. 
You’ve probably heard the terms anonymous 
and confidential before, but what you may not 

realize is that these two words are completely 
different in terms of privacy issues. Keeping 
results confidential means that I could tie your 
information to your name in my report, but I 
promise that I won’t do that. Keeping results 
anonymous means that I have no way of tying 
your information to your name in my report, 
even if I wanted to.

If you’re asked to participate in a survey, be 
sure you’re clear about what the researchers 
plan to do with your responses and whether or 
not your name can be tied to the survey. (Good 
surveys always make this issue very clear for 
you.) Then make a decision as to whether you 
still want to participate.
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the respondents would be those who strongly agree or disagree with the 
proposed rules. Suppose only 200 people respond ed — 100 against and 100 
for the issue. That would mean that 800 opinions weren’t counted. Suppose 
none of those 800 people really cared about the issue either way. If you could 
count their opinions, the results would be 800 ÷ 1,000 = 80% “no opinion,” 
100 ÷ 1,000 = 10% in favor of the new rules, and 100 ÷ 1,000 = 10% against the 
new rules. But without the votes of the 800 non-respondents, the researchers 
would report, “Of the people who responded, 50% were in favor of the new 
rules and 50% were against them.” This gives the impression of a very differ-
ent (and a very biased) result from the one you would’ve gotten if all 1,000 
people had responded.

The response rate of a survey is a ratio found by taking the number of respon-
dents divided by the number of people who were originally asked to partici-
pate. You of course want to have the highest response rate you can get with 
your survey; but how high is high enough to be minimizing bias? The purest 
of the pure statisticians feel that a good response rate is anything over 70%, 
but I think we need to be a little more realistic. Today’s fast-paced society is 
saturated with surveys; many if not most response rates fall far short of 70%. 
In fact, response rates for today’s surveys are more likely to be in the 20% to 
30% range, unless the survey is conducted by a professional polling organiza-
tion such as Gallup or you are being offered a new car just for filling one out. 

 Look for the response rate when examining survey results. If the response rate 
is too low (much less than 50%) the results are likely to be biased and should 
be taken with a grain of salt, or even ignored.

 Don’t be fooled by a survey that claims to have a large number of respondents 
but actually has a low response rate; in this case, many people may have 
responded, but many more were asked and didn’t respond.

Note that statistical formulas at this level (including the formulas in this book) 
assume that your sample size is equal to the number of respondents, so statis-
ticians want you to know how important it is to follow up with people and not 
end up with biased data due to non-response. However, in reality, statisticians 
know that you can’t always get everyone to respond, no matter how hard you 
try; indeed, even the U.S. Census doesn’t have a 100% response rate. One way 
statisticians combat the non-response problem after the data have been col-
lected is to break down the data to see how well it matches the target popula-
tion. If it’s a fairly good match, they can rest easier on the bias issue.

So which number do you put in for n in all those statistical formulas you 
use so often (such as the sample mean in Chapter 5)? You can’t use the 
intended sample size (the number of people contacted). You have to use the 
final sample size (the number of people who responded). In the media you 
most often see only the number of respondents reported, but you also need 
the response rate (or the total number of respondents) to be able to critically 
evaluate the results.
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 Regarding the quality of results, selecting a smaller initial sample size and fol-
lowing them up more aggressively is a much better approach than selecting a 
larger group of potential respondents and having a low response rate, because 
of the bias introduced by non-response.

Interpreting results and finding problems
The purpose of a survey is to gain information about your target population; 
this information can include opinions, demographic information, or lifestyles 
and behaviors. If the survey has been designed and conducted in a fair and 
accurate manner with the goals of the survey in mind, the data should pro-
vide good information as to what’s happening with the target population 
(within the stated margin of error; see Chapter 12). The next steps are to 
organize the data to get a clear picture of what’s happening; to analyze the 
data to look for links, differences, or other relationships of interest; and then 
to draw conclusions based on the results.

Organizing and analyzing
After a survey has been completed, the next step is to organize and analyze 
the data (in other words, crunch some numbers and make some graphs). 
Many different types of data displays and summary statistics can be created 
and calculated from survey data, depending on the type of information that 
was collected. (Numerical data, such as income, have different character-
istics and are usually presented differently than categorical data, such as 
gender.) For more information on how data can be organized and summa-
rized, see Chapters 5 through 7. Depending on the research question, differ-
ent types of analyses can be performed on the data, including coming up with 
population estimates, testing a hypothesis about the population, or looking 
for relationships, to name a few. See Chapters 13, 14, 15, 18, and 19 for more 
on each of these analyses, respectively.

 Watch for misleading graphs and statistics. Not all survey data are organized 
and analyzed fairly and correctly. See Chapter 3 for more about how statistics 
can go wrong.

Drawing conclusions
The conclusions are the best part of any survey — they’re why the research-
ers do all of the work in the first place. If the survey was designed and carried 
out properly — the sample was selected carefully and the data were organized 
and summarized correctly — the results should fairly and accurately repre-
sent the reality of the target population. But, of course, not all surveys are 
done right. And even if a survey is done correctly, researchers can misinter-
pret or overinterpret results so that they say more than they really should.
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 You know the saying “Seeing is believing”? Some researchers are guilty of the 
converse, which is “Believing is seeing.” In other words, they claim to see what 
they want to believe about the results. All the more reason for you to know 
where the line is drawn between reasonable conclusions and misleading 
results, and to realize when others have crossed that line.

Here are some common errors made in drawing conclusions from surveys:

 ✓ Making projections to a larger population than the study actually 
 represents

 ✓ Claiming a difference exists between two groups when a difference isn’t 
really there (see Chapter 15)

 ✓ Saying, “these results aren’t scientific, but . . . ,” and then going on to 
present the results as if they are scientific

 To avoid common errors made when drawing conclusions, do the following:

 1. Check whether the sample was selected properly and that the conclu-
sions don’t go beyond the population presented by that sample.

 2. Look for any disclaimers about the survey before reading the results.

  That way, if the results aren’t based on a scientific survey (an accurate 
and unbiased survey), you’ll be less likely to be influenced by the results 
you’re reading. You can judge for yourself whether the survey results 
are credible.

 3. Be on the lookout for statistically incorrect conclusions.

  If someone reports a difference between two groups in terms of survey 
results, be sure that the difference is larger than the reported margin of 
error. If the difference is within the margin of error, you should expect 
the sample results to vary by that much just by chance, and the so-
called “difference” can’t really be generalized to the entire population. 
(See Chapter 14 for more on this.)

 Know the limitations of any survey and be wary of any information coming 
from surveys in which those limitations aren’t respected. A bad survey is 
cheap and easy to do, but you get what you pay for. But don’t let big expen-
sive surveys fool you either — they can be riddled with bias as well! Before 
looking at the results of any survey, investigate how it was designed and con-
ducted, using the criteria and tips in this chapter, so you can judge the quality 
of the results and express yourself confidently and correctly about what is 
wrong.

24_9780470911082-ch16.indd   26024_9780470911082-ch16.indd   260 3/25/11   8:13 PM3/25/11   8:13 PM



Chapter 17

Experiments: Medical 
Breakthroughs or 

Misleading Results?
In This Chapter
▶ Distinguishing experiments from observational studies

▶ Dissecting the criteria for a good experiment

▶ Watching for misleading results

Medical breakthroughs seem to come and go quickly. One day you 
hear about a promising new treatment for a disease, only to find out 

later that the drug didn’t live up to expectations in the last stage of testing. 
Pharmaceutical companies bombard TV viewers with commercials for pills, 
sending millions of people to their doctors clamoring for the latest and great-
est cures for their ills, sometimes without even knowing what the drugs are 
for. Anyone can search the Internet for details about any type of ailment, dis-
ease, or symptom and come up with tons of information and advice. But how 
much can you really believe? And how do you decide which options are best 
for you if you get sick, need surgery, or have an emergency?

In this chapter, you go behind the scenes of experiments, the driving force of 
medical studies and other investigations in which comparisons are made — 
comparisons that test, for example, which building materials are best, which 
soft drink teens prefer, and so on. You find out the difference between experi-
ments and observational studies and discover what experiments can do for 
you, how they’re supposed to be done, how they can go wrong, and how you 
can spot misleading results. With so many headlines, sound bites, and pieces 
of “expert advice” coming at you from all directions, you need to use all your 
critical thinking skills to evaluate the sometimes-conflicting information 
you’re presented with on a regular basis.
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Boiling Down the Basics of Studies
Although many different types of studies exist, you can basically boil them 
down to two types: experiments and observational studies. This section 
examines what exactly makes experiments different from other studies. But 
before I dive in to the details, I need to lay some jargon on you.

Looking at the lingo of studies
To understand studies, you need to find out what their commonly used terms 
mean:

 ✓ Subjects: Individuals participating in the study.

 ✓ Observational study: A study in which the researcher merely observes 
the subjects and records the information. No intervention takes place, 
no changes are introduced, and no restrictions or controls are imposed.

 ✓ Experiment: This study doesn’t simply observe subjects in their natural 
state; it deliberately applies treatments to them in a controlled situation 
and studies their effects on the outcome.

 ✓ Response: The response is the variable whose outcome is the million 
dollar question; it’s the variable whose outcome is of interest. For exam-
ple, if researchers want to know what happens to your blood pressure 
when you take a large amount of Ibuprofen each day, the response vari-
able is blood pressure.

 ✓ Factor: A factor is the variable whose effect on the response is being 
studied. For example, if you want to know whether a particular drug 
increases blood pressure, your factor is the amount of the drug taken. 
If you want to know which weight loss program is most effective, your 
factor would be the type of weight loss program used.

  You can have more than one factor in a study; however, in this book 
I stick with discussing one factor only. For the analysis of two-factor 
studies, including the use of Analysis of Variance (ANOVA) and multiple 
comparisons to compare treatment combinations, you can check out my 
book Statistics II For Dummies, also published by Wiley.

 ✓ Level: A level is one possible outcome of a factor. Each factor has a cer-
tain number of levels. In the weight loss example, the factor is the type 
of weight loss program and the levels would be the specific programs 
studied (for example Weight Watchers, South Beach, or the famous 
Potato Diet). Levels need not be ascending in any way; however, in a 
study like the drug example, the levels would be the various dosages 
taken each day, in increasing amounts.
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 ✓ Treatment: A treatment is a combination of the levels of the factors 
being studied. If you only have one factor, the levels and the treatments 
are the same thing. If you have more than one factor, each combination 
of levels of the factors is called a treatment.

  For example, if you want to study the effects of the type of weight loss 
program and the amount of water consumed daily, you have two fac-
tors: 1) the type of program, with 3 levels (Weight Watchers, South 
Beach, Potato Diet); and 2) the amount of water consumed, with, say, 
3 levels (24, 48, and 64 ounces per day). In this case, there are 3 ∗ 3 = 9 
treatments: Weight Watchers and 24 ounces of water per day; Weight 
Watchers and 48 ounces of water per day, . . . all the way up to the 
famous Potato Diet and 64 ounces of water per day. Each subject is 
assigned to one treatment. (With my luck, I’d get that last treatment.)

 ✓ Cause and effect: A factor and a response have a cause-and-effect 
relationship if a change in the factor results in a direct change in the 
response (for example, increasing calorie intake causes weight gain).

In the following sections, you see the differences between observational 
studies and experiments, when each is used, and what their strengths and/or 
weaknesses may be.

Observing observational studies
Just like with tools, you want to find the right type of study for the right job. 
In certain situations, observational studies are the optimal way to go. The 
most common observational studies are polls and surveys (see Chapter 16). 
When the goal is simply to find out what people think and to collect some 
demographic information (such as gender, age, income, and so on), surveys 
and polls can’t be beat, as long as they’re designed and conducted correctly.

In other situations, especially those looking for cause-and-effect relationships, 
observational studies aren’t optimal. For example, suppose you took a couple 
of vitamin C pills last week; is that what helped you avoid getting that cold 
that’s going around the office? Maybe the extra sleep you got recently or 
the extra hand-washing you’ve been doing helped you ward off the cold. Or 
maybe you just got lucky this time. With so many variables in the mix, how 
can you tell which one had an influence on the outcome of your not getting a 
cold? An experiment that takes these other variables into account is the way 
to go.

 When looking at the results of any study, first determine what the purpose of 
the study was and whether the type of study fits the purpose. For example, 
if an observational study was done instead of an experiment to establish a 
cause-and-effect relationship, any conclusions that are drawn should be care-
fully scrutinized.
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Examining experiments
The object of an experiment is to see if the response changes as a result of 
the factor you are studying; that is, you are looking for cause and effect. For 
example, does taking Ibuprofen cause blood pressure to increase? If so, by 
how much? But because results will vary with any experiment, you want to 
know that your results have a high chance of being repeatable if you found 
something interesting happening. That is, you want to know that your results 
were unlikely to be due to chance; statisticians call such results statistically 
significant. That’s the objective of any study, observational, or experimental.

 A good experiment is conducted by creating a very controlled environment — 
so controlled that the researcher can pinpoint whether a certain factor or 
combination of factors causes a change in the response variable, and if so, 
the extent to which that factor (or combination of factors) influences the 
response. For example, to gain government approval for a proposed blood 
pressure drug, pharmaceutical researchers set up experiments to determine 
whether that drug helps lower blood pressure, what dosage level is most 
appropriate for each different population of patients, what side effects (if any) 
occur, and to what extent those side effects occur in each population.

Designing a Good Experiment
How an experiment is designed can mean the difference between good 
results and garbage. Because most researchers are going to write the most 
glowing press releases that they can about their experiments, you have to 
be able to sort through the hype to determine whether to believe the results 
you’re being told. To decide whether an experiment is credible, check to see 
if it meets all the following criteria for a good experiment. A good experiment:

 ✓ Makes comparisons

 ✓ Includes a large enough sample size so that the results are accurate

 ✓ Chooses subjects that most accurately represent the target population

 ✓ Assigns subjects randomly to the treatment group(s) and the control 
group

 ✓ Controls for possible confounding variables

 ✓ Is ethical

 ✓ Collects good data

 ✓ Applies the proper data analysis

 ✓ Makes appropriate conclusions

In this section, each of these criteria is explained and illustrated with examples.
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Designing the experiment 
to make comparisons
Every experiment has to make bonafide comparisons to be credible. This 
seems to go without saying, but researchers often are so gung-ho to prove 
their results that they forget (or just don’t bother) to show that their factor, 
and not some other factor(s), including random chance, was the actual cause 
for any differences found in the response.

For example, suppose a researcher is convinced that taking vitamin C pre-
vents colds, and she assigns subjects to take one vitamin C pill per day and 
follows them for 6 months. Suppose the subjects get very few colds during 
that time. Can she attribute these results to the vitamin C and nothing else? 
No; there’s no way of knowing whether the subjects would have been just as 
healthy without the vitamin C, due to some other factor(s), or just by chance. 
There’s nothing to compare the results to.

 To tease out the real effect (if any) that your factor has on the response, you 
need a baseline to compare the results to. This baseline is called the control. 
Different methods exist for creating a control in an experiment; depending on 
the situation, one method typically rises to the top as being the most appro-
priate. Three common methods for including control are to administer: 1) a 
fake treatment; 2) a standard treatment; or 3) no treatment. The following sec-
tions describe each method.

 When examining the results of an experiment, make sure the researchers estab-
lished a baseline by creating a control group. Without a control group, you 
have nothing to compare the results to, and you never know whether the treat-
ment being applied was the real cause of any differences found in the response.

Fake treatments — the placebo effect
A fake treatment (also called a placebo) is not distinguishable from a “real” 
treatment by the subject. For example, when drugs are administered, a 
subject assigned to the placebo will receive a fake pill that looks and tastes 
exactly like a real pill; it’s just filled with an inert substance like sugar 
instead of the actual drug. A placebo establishes a baseline measure for 
what responses would have taken place anyway, in lieu of any treatment 
(this would have helped the vitamin C study mentioned under “Designing 
the experiment to make comparisons”). But a fake treatment also takes into 
account what researchers call the placebo effect, a response that people have 
(or think they’re having) because they know they’re getting some type of 
“treatment” (even if that treatment is a fake treatment, such as sugar pills).

Pharmaceutical companies are required to account for the placebo effect 
when examining both the positive and negative effects of a drug. When you 
see an ad for a drug in a magazine, you see the positive results of the drug 

25_9780470911082-ch17.indd   26525_9780470911082-ch17.indd   265 3/25/11   8:13 PM3/25/11   8:13 PM



266 Part V: Statistical Studies and the Hunt for a Meaningful Relationship 

standing out in big, bright, happy, colorful visuals. Then look at the back of 
the page and you see it’s entirely filled in black with words written in 3-point 
font. Embedded somewhere on that page, you can find one or more tiny 
tables that show the number and nature of side effects reported by each 
treatment group (subjects who received an actual treatment) as well as the 
control group (subjects who were administered a placebo).

 If the control group is on a placebo, you may expect the subjects not to report 
any side effects, but you would be wrong. If you are taking a pill, you know it 
could be an actual drug, and you are being asked whether or not you’re expe-
riencing side effects, you might be surprised at what your response would be.

If you don’t take the placebo effect into account, you have to believe that any 
side effects (or positive results) reported are actually due to the drug. This 
gives an artificially high number of reported side effects because at least some 
of those reports are likely due to the placebo effect and not to the drug itself. 
If you have a control group to compare with, you can subtract the percentage 
of people in the control group who reported the side effects from the per-
centage of people in the treatment group that reported the side effects, and 
examine the magnitude of the numbers that remain. You’re in essence look-
ing at the net number of reported side effects due to the drug, rather than the 
gross number of side effects, some of which are due to the placebo effect.

 The placebo effect has been shown to be real. If you want to be fair about exam-
ining the reported side effects (or positive reactions) of a treatment, you have 
to also take into account the side effects (or positive reactions) that the control 
group reports — those reactions that are due to the placebo effect only.

Standard treatments
 In some situations, such as when the subjects have very serious diseases, 

offering a fake treatment as an option may be unethical. One famous example 
of a breech in ethics occurred in 1997. The U.S. government was harshly 
criticized for financing an HIV study that examined new dosage levels of AZT, 
a drug known at that time to cut the risk of HIV transmission from pregnant 
mothers to their babies by two-thirds. This particular study, in which 12,000 
pregnant women with HIV in Africa, Thailand, and the Dominican Republic 
participated, had a deadly design. Researchers gave half of the women vari-
ous dosages of AZT, but the other half of the women received sugar pills. Of 
course, had the U.S. government realized that a placebo was being given to 
half of the subjects, it wouldn’t have supported the HIV study. It’s not ethical 
to give a fake treatment to anyone with a deadly disease for which a standard 
treatment is available (in this case, the standard dosage of AZT).

When ethical reasons bar the use of fake treatments, the new treatment is 
compared to at least one existing or standard treatment that is known to be 
an effective treatment. After researchers have enough data to see that one of 
the treatments is working better than the other, they generally stop the exper-
iment and put everyone on the better treatment; again, for ethical reasons.
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No treatment
“No treatment” means the researcher can’t help but tell which group the sub-
ject is in, due to the nature of the experiment. The subjects in this case aren’t 
receiving any type of intervention in terms of their behavior, but they still 
serve as a control, establishing a baseline of data to compare their results 
with those in the treatment group(s). For example, if you want to determine 
whether speed walking around the block ten times a day lowers a person’s 
resting heart rate after six months, the subjects in your control group know 
they aren’t going to be speed walking — obviously you can’t do fake speed 
walking (although faking exercising and still reaping the benefits would be 
great, wouldn’t it?).

 In situations where the control group receives no treatment, you still make 
sure the groups of subjects (speed walkers versus non–speed walkers) are sim-
ilar in as many ways as possible, and that the other criteria for a good experi-
ment are being met. (See “Designing a Good Experiment” for the list of criteria.)

Selecting the sample size
The size of a (good) sample greatly affects the accuracy of the results. The 
larger the sample size, the more accurate the results, and the more powerful 
the statistical tests (in terms of being able to detect real results when they 
exist). In this section, I hit the highlights; Chapter 14 has the details.

 The word sample is often attributed to surveys where a random sample is 
selected from the target population (see Chapter 16). However, in the setting 
of experiments, a sample means the group of subjects who have volunteered 
to participate.

Limiting small samples to small conclusions
You may be surprised at the number of research headlines that have been 
made regarding large populations that were based on very small samples. 
Such headlines can be of concern to statisticians, who know that detecting 
true statistically significant results in a large population using a small sample 
is difficult because small data sets have more variability from sample to 
sample (see Chapter 12). When sample sizes are small and big conclusions 
have been made by the researcher, either the researchers didn’t use the right 
hypothesis test to analyze their data (for example, using the Z-distribution 
rather than the t-distribution; see Chapter 10) or the difference was so large 
that it would be very difficult to miss. The latter isn’t always the case, however.

 Be wary of research conclusions that find significant results based on small 
sample sizes (especially for experiments involving many treatments but only a 
few subjects assigned to each treatment). Statisticians want to see at least five 
subjects per treatment, but (much) more is (much) better. You do need to be 
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aware of some of the limitations of experiments such as cost, time, as well as 
ethical issues, and realize that the number of subjects for experiments is often 
smaller than the number of participants in a survey.

If the results are important to you, ask for a copy of the research report 
and look to see what type of analysis was done on the data. Also look at the 
sample of subjects to see whether this sample truly represents the popula-
tion about which the researchers are drawing conclusions.

Defining sample size
When asking questions about sample size, be specific about what you mean 
by the term. For example, you can ask how many subjects were selected to 
participate and also ask for the number who actually completed the experi-
ment; these two numbers can be very different. Make sure the researchers 
can explain any situations in which the research subjects decided to drop 
out or were unable (for some reason) to finish the experiment.

For example, an article in The New York Times titled “Marijuana Is Called an 
Effective Relief in Cancer Therapy” says in the opening paragraph that mari-
juana is “far more effective” than any other drug in relieving the side effects 
of chemotherapy. When you get into the details, you find out that the results 
are based on only 29 patients (15 on the treatment, 14 on a placebo). Then 
you find out that only 12 of the 15 patients in the treatment group actually 
completed the study. What happened to the other three subjects?

 Sometimes researchers draw their conclusions based on only those subjects 
who completed the study. This can be misleading, because the data don’t 
include information about those who dropped out (and why), which may be 
leading to biased data. For a discussion of the sample size you need to achieve 
a certain level of accuracy, see Chapter 13.

 Accuracy isn’t the only issue in terms of having “good” data. You still need to 
worry about eliminating bias by selecting a random sample (see Chapter 16 
for more on how random samples are taken).

Choosing the subjects
The first step in carrying out an experiment is selecting the subjects (par-
ticipants). Although researchers would like their subjects to be selected 
randomly from their respective populations, in most cases, this just isn’t 
appropriate. For example, suppose a group of eye researchers wants to test 
out a new laser surgery on nearsighted people. They need a random sample 
of subjects, so they randomly select various eye doctors from across the 
country and randomly select nearsighted patients from these doctors’ files. 
They call up each person selected and say, “We’re experimenting with a 
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new laser surgery technique for nearsightedness, and you’ve been selected at 
random to participate in our study. When can you come in for the surgery?” 
Something tells me that this approach wouldn’t go over very well with many 
people receiving the call (although some would probably jump at the chance, 
especially if they didn’t have to pay for the procedure).

 The point is that getting a truly random sample of people to participate in an 
experiment is generally more difficult than getting a random sample of folks 
to participate in a survey. However, statisticians can build techniques into the 
design of an experiment to help minimize the potential bias that can occur.

Making random assignments
One way to minimize bias in an experiment is to introduce some randomness. 
After the sample has been decided on, the subjects are randomly divided 
into treatment and control groups. The treatment groups receive the vari-
ous treatments being studied, and the control group receives the current (or 
standard) treatment, no treatment, or a placebo. (See the section “Designing 
the experiment to make comparisons” earlier in this chapter.)

Making random assignments of subjects to treatments is an extremely critical 
step toward minimizing bias in an experiment. Suppose a researcher wants to 
determine the effects of exercise on heart rate. The subjects in his treatment 
group run 5 miles and have their heart rates measured before and after the 
run. The subjects in his control group sit on the couch the whole time and 
watch reruns of old TV shows. Which group would you rather be in? Some 
health nuts out there would no doubt volunteer for the treatment group. If 
you’re not crazy about the idea of running five miles, you may opt for the 
easy way out and volunteer to be a couch potato. (Or maybe you hate to 
watch old reruns so much that you’d run five miles to avoid that.)

Finding volunteers
To find subjects for their experiments, research-
ers often advertise for volunteers and offer them 
incentives such as money, free treatments, or 
follow-up care for their participation. Medical 
research on humans is complicated and diffi-
cult, but it’s necessary in order to really know 
whether a treatment works, how well it works, 
what the dosage should be, and what the side 
effects are. In order to prescribe the right treat-
ments in the right amounts in real-life situations, 

doctors and patients depend on these studies 
being representative of the general population. 
In order to recruit such representative subjects, 
researchers have to do a broad advertisement 
campaign and select enough participants with 
enough different characteristics to represent a 
cross section of the populations of folks who 
will be prescribed these treatments in the 
future.
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What impact would this selective volunteering have on the results of the study? 
If only the health nuts (who probably already have excellent heart rates) vol-
unteer to be in the treatment group, the researcher will be looking only at the 
effect of the treatment (running five miles) on very healthy and active people. 
He won’t see the effect that running five miles has on the heart rates of couch 
potatoes. This non-random assignment of subjects to the treatment and control 
groups could have a huge impact on the conclusions he draws from this study.

 To avoid major bias in the results of an experiment, subjects must be ran-
domly assigned to treatments by a third party and not be allowed to choose 
which group they will be in. The goal of random assignment is to create 
homogenous groups; any unusual characteristics or biases have an equal 
chance of appearing in any of the groups. Keep this in mind when you evaluate 
the results of an experiment.

Controlling for confounding variables
Suppose you’re participating in a research study that looks at factors influenc-
ing whether you catch a cold. If a researcher records only whether you got 
a cold after a certain period of time and asks questions about your behavior 
(how many times per day you washed your hands, how many hours of sleep 
you get each night, and so on), the researcher is conducting an observational 
study. The problem with this type of observational study is that without con-
trolling for other factors that may have had an influence and without regulat-
ing which action you were taking when, the researcher won’t be able to single 
out exactly which of your actions (if any) actually impacted the outcome.

 The biggest limitation of observational studies is that they can’t really show 
true cause-and-effect relationships, due to what statisticians call confounding 
variables. A confounding variable is a variable or factor that was not controlled 
for in the study but can have an influence on the results.

For example, one news headline boasted, “Study links older mothers, long 
life.” The opening paragraph said that women who have a first baby after age 
40 have a much better chance of living to be 100, compared to women who 
have a first baby at an earlier age. When you get into the details of the study 
(done in 1996) you find out, first of all, that it was based on 78 women in sub-
urban Boston who were born in 1896 and had lived to be at least 100, com-
pared to 54 women who were also born in 1896 but died in 1969 (the earliest 
year the researchers could get computerized death records). This so-called 
“control group” lived to be exactly 73, no more and no less. Of the women who 
lived to be at least 100 years of age, 19% had given birth after age 40, whereas 
only 5.5% of the women who died at age 73 had given birth after age 40.
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I have a real problem with these conclusions. What about the fact that the 
“control group” was based only on mothers who died in 1969 at age 73? What 
about all the other mothers who died before age 73, or who died between the 
ages of 73 and 100? What about other variables that may affect both mothers’ 
ages at the births of their children and longer life spans — variables such 
as financial status, marital stability, or other socioeconomic factors? The 
women in this study were in their thirties during the Depression; this may 
have influenced both their life span and if or when they had children.

 How do researchers handle confounding variables? They control for them as 
best they can, for as many of them as they can anticipate, trying to minimize 
their possible effect on the response. In experiments involving human sub-
jects, researchers have to battle many confounding variables.

For example, in a study trying to determine the effect of different types and 
volumes of music on the amount of time grocery shoppers spend in the store 
(yes, they do think about that), researchers have to anticipate as many pos-
sible confounding variables ahead of time and then control for them. What 
other factors besides volume and type of music may influence the amount of 
time you spend in a grocery store? I can think of several factors: gender, age, 
time of day, whether you have children with you, how much money you have, 
the day of the week, how clean and inviting the store is, how nice the employ-
ees are, and (most importantly) what your motive is — are you shopping for 
the whole week, or are you just running in to grab a candy bar?

How can researchers begin to control for so many possible confounding fac-
tors? Some of them can be controlled for in the design of the study, such as 
the time of the day, day of the week, and reason for shopping. But other fac-
tors (such as the perception of the store environment) depend totally on the 
individual in the study. The ultimate form of control for those person-specific 
confounding variables is to use pairs of people that are matched according 
to important variables, or to just use the same person twice: once with the 
treatment and once without. This type of experiment is called a matched-pairs 
design. (See Chapter 15 for more on this.)

 Before believing any medical headlines (or any headlines with statistics, for 
that matter), look to see how the study was conducted. Observational studies 
can’t control for confounding variables, so their results are not as statistically 
meaningful (no matter what the statistics say) as the results of a well-designed 
experiment are. In cases where an experiment can’t be done (after all, no one 
can force you to have a baby after or before age 40), make sure the observa-
tional study is based on a large enough sample that represents a cross-section 
of the population. And think about possible confounding variables that may 
affect the conclusions being drawn.
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Respecting ethical issues
The trouble with experiments is that some experimental designs are not 
ethical. You can’t force research subjects to smoke in order to see whether 
they get lung cancer, for example — you can only look at people who have 
lung cancer and work backward to see what factors (variables being studied) 
may have caused the disease. But because you can’t control for the various 
factors you’re interested in — or for any other variables, for that matter — 
singling out any one particular cause becomes difficult with observational 
studies. That’s why so much evidence was needed to show that smoking 
causes lung cancer, and why the tobacco companies only recently had to pay 
huge penalties to victims.

Although the causes of cancer and other diseases can’t be determined ethically 
by conducting experiments on humans, new treatments for cancer can be 
(and are) tested using experiments. Medical studies that involve experiments 
are called clinical trials. The U.S. government has a registry of federally and 
privately supported clinical trials conducted in the United States and around 
the world; it also has information available on who may participate in various 
clinical trials. Check out www.clinicaltrials.gov for more information.

Serious experiments (such as those funded by and/or regulated by the U.S. 
government) must pass a huge series of tests that can take years to carry 
out. The approval of a new drug, for example, goes through a very lengthy, 
comprehensive, and detailed process regulated and monitored by the FDA 
(Federal Drug Administration). One reason the cost of prescription drugs 
is so high is the massive amount of time and money needed to conduct 
research and development of new drugs, most of which fail to pass the tests 
and have to be scrapped.

Any experiments involving human subjects are also regulated by the fed-
eral government and have to gain approval by a committee created for the 
purpose of protecting “the rights and welfare of the participants.” The com-
mittees set up for different organizations have different names (such as 
Institutional Review Board [IRB], Independent Ethics Committee [IEC], or 
Ethical Review Board [ERB], to name a few) but they all serve the same pur-
pose. Research conducted on animals is more nebulous in terms of regula-
tions and continues to be a topic of much debate and controversy in the U.S. 
and around the world.

 Surveys, polls, and other observational studies are fine if you want to know 
people’s opinions, examine their lifestyles without intervention, or examine 
some demographic variables. If you want to try to determine the cause of a 
certain outcome or behavior (that is, a reason why something happened), an 
experiment is a much better way to go. If an experiment isn’t possible because 
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of ethics concerns (or because of expense or other reasons), a large body of 
observational studies examining many different factors and coming up with 
similar conclusions is the next best thing. (See Chapter 18 for more about 
cause-and-effect relationships.)

Collecting good data
What constitutes “good” data? Statisticians use three criteria for evaluating 
data quality; each of the criteria really relates most strongly to the quality of 
the measurement instrument that’s used in the process of collecting the data. 
To decide whether you’re looking at good data from a study, look for these 
characteristics:

 ✓ The data are reliable — you can get repeatable results with subse-
quent measurements. Many bathroom scales give unreliable data. You 
get on the scale, and it gives you one number. You don’t believe the 
number, so you get off, get back on, and get a different number. (If the 
second number is lower, you’ll most likely quit at this point; if not, you 
may continue getting on and off until you see a number you like.) Or you 
can do what some researchers do: Take three measurements, find the 
average, and use that; at least this will improve the reliability a bit.

  Unreliable data come from unreliable measurement instruments or unre-
liable data collection methods. Errors can go beyond the actual scales to 
more intangible measurement instruments, like survey questions, which 
can give unreliable results if they’re written in an ambiguous way (see 
Chapter 16).

  Find out how the data were collected when examining the results of a 
study. If the measurements are unreliable, the data could be inaccurate.

 ✓ The data are valid — they measure what they’re supposed to measure. 
Checking the validity of data requires you to step back and look at the 
big picture. You have to ask the question: Do these data measure what 
they should be measuring? Or should the researchers have been collect-
ing altogether different data? The appropriateness of the measurement 
instrument used is important. For example, many educators say that 
a student’s transcript is not a valid measure of their ability to perform 
well in college. Alternatives include a more holistic approach, taking into 
account not only grades, but adding weight to elements such as service, 
creativity, social involvement, extracurricular activities, and the like.

  Before accepting the results of an experiment, find out what data were 
measured and how they were measured. Be sure the researchers are 
 collecting valid data that are appropriate for the goals of the study.
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 ✓ The data are unbiased — they contain no systematic errors that either 
add to or subtract from the true values. Biased data are data that sys-
tematically overmeasure or undermeasure the true result. Bias can occur 
almost anywhere during the design or implementation of a study. Bias 
can be caused by a bad measurement instrument (like that bathroom 
scale that’s “always” 5 pounds over), by survey questions that lead par-
ticipants in a certain way, or by researchers who know what treatment 
each subject received and who have preconceived expectations.

 Bias is probably the number-one problem in collecting good data. However, 
you can minimize bias with methods similar to those discussed in Chapter 16 
for surveys and in the “Making random assignments” section earlier in this 
chapter, and by making your experiments double-blind whenever possible.

Double-blind means neither the subjects nor the researchers know who got 
what treatment or who is in the control group. The subjects need to be oblivi-
ous to which treatment they’re getting so that the researchers can measure the 
placebo effect. And researchers should be kept in the dark so they don’t treat 
subjects differently by either expecting or not expecting certain responses 
from certain groups. For example, if a researcher knows you’re in the treat-
ment group to study the side effects of a new drug, she may expect you to get 
sick and therefore may pay more attention to you than if she knew you were in 
the control group. This can result in biased data and misleading results.

If the researcher knows who got what treatment but the subjects don’t know, 
the study is called a blind study (rather than a double-blind study). Blind stud-
ies are better than nothing, but double-blind studies are best. In case you’re 
wondering: In a double-blind study, does anyone know which treatment was 
given to which subjects? Relax; typically a third party, such as a lab assistant, 
does that part.

In some cases the subjects know which group they’re in because it’s 
unconcealable — for example, when comparing the benefits of doing yoga 
versus jogging. However, bias can be reduced by not telling the subjects the 
precise purpose of the study. This irregular type of plan would have to be 
reviewed by an institutional review board to make sure it isn’t unethical to 
do; see the earlier section “Respecting ethical issues.”

Analyzing the data properly
After the data have been collected, they’re put into that mysterious box 
called the statistical analysis for number crunching. The choice of analysis is 
just as important (in terms of the quality of the results) as any other aspect 
of a study. A proper analysis should be planned in advance, during the design 
phase of the experiment. That way, after the data are collected, you won’t 
run into any major problems during the analysis.
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Here’s the bottom line when selecting the proper analysis: Ask yourself the 
question, “After the data are analyzed, will I be able to legitimately and correctly 
answer the question that I set out to answer?” If the answer is “no,” then that 
analysis isn’t appropriate.

Some basic types of statistical analyses include confidence intervals (used 
when you’re trying to estimate a population value, or the difference between 
two population values); hypothesis tests (used when you want to test a claim 
about one or two populations, such as the claim that one drug is more effec-
tive than another); and correlation and regression analyses (used when you 
want to show if and/or how one quantitative variable can predict or cause 
changes in another quantitative variable). See Chapters 13, 15, and 18, 
respectively, for more on each of these types of analyses.

 When choosing how you’re going to analyze your data, you have to make sure 
that the data and your analysis will be compatible. For example, if you want 
to compare a treatment group to a control group in terms of the amount of 
weight lost on a new (versus an existing) diet program, you need to collect 
data on how much weight each person lost — not just each person’s weight at 
the end of the study.

Making appropriate conclusions
In my opinion, the biggest mistakes researchers make when drawing conclu-
sions about their studies are the following (discussed in the following sections):

 ✓ Overstating their results

 ✓ Making connections or giving explanations that aren’t backed up by the 
statistics

 ✓ Going beyond the scope of the study in terms of whom the results apply to

Overstating the results
Many times, the headlines in the media overstate actual research results. 
When you read a headline or otherwise hear about a study, be sure to look 
further to find out the details of how the study was done and exactly what 
the conclusions were.

Press releases often overstate results, too. For example, in a recent press 
release by the National Institute for Drug Abuse, the researchers claimed that 
use of the street drug Ecstasy was down from the previous year. However, 
when you look at the actual statistical results in the report, you find that 
the percentage of teens from the sample who said they’d used Ecstasy was 
lower than those from the previous year, but this difference was not found to 
be statistically significant when they tried to project it onto the population 
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of all teens. This discrepancy means that although fewer teens in the sample 
used Ecstasy that year, the difference wasn’t enough to account for more 
than chance variability from sample to sample. (See Chapter 14 for more 
about statistical significance.)

 Headlines and leading paragraphs in press releases and news articles often 
overstate the actual results of a study. Big results, spectacular findings, and 
major breakthroughs make the news these days, and reporters and others in 
the media constantly push the envelope in terms of what is and isn’t newswor-
thy. How can you sort out the truth from exaggeration? The best thing to do is 
to read the fine print.

Taking the results one step beyond the actual data
A study that links having children later in life to longer life spans illustrates 
another point about research results. Do the results of this observational 
study mean that having a baby later in life can make you live longer? “No,” 
said the researchers. Their explanation of the results was that having a baby 
later in life may be due to women having a “slower” biological clock, which 
presumably would then result in the aging process being slowed down.

My question to these researchers is, “Then why didn’t you study that, instead 
of just looking at their ages?” The study didn’t include any information that 
would lead me to conclude that women who had children after age 40 aged 
at a slower rate than other women, so in my view, the researchers shouldn’t 
make that conclusion. Or the researchers should state clearly that this view 
is only a theory and requires further study. Based on the data in this study, 
the researchers’ theory seems like a leap of faith (although since I became a 
new mom at age 41, I’ll hope for the best!).

Frequently in a press release or news article, the researcher will give an 
explanation about why he thinks the results of the study turned out the way 
they did and what implications these results have for society as a whole 
when the “why” hasn’t been studied yet. These explanations may have been 
in response to a reporter’s questions about the research — questions that 
were later edited out of the story, leaving only the juicy quotes from the 
researcher. Many of these after-the-fact explanations are no more than theo-
ries that have yet to be tested. In such cases, you should be wary of conclu-
sions, explanations, or links drawn by researchers that aren’t backed up by 
their studies.

 Be aware that the media wants to make you read the article (they get paid 
to do that), so they will have strong headlines, or will make unconfirmed 
“cause-effect” statements because it is their job to sell the story. It is your job 
to be wary.
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Generalizing results to people beyond the scope of the study
You can make conclusions only about the population that’s represented 
by your sample. If you sample men only, you can’t make conclusions about 
women. If you sample healthy young people, you can’t make your conclu-
sions about everyone. But many researchers try to do just that, and it can 
give misleading results.

Here’s how you can determine whether a researcher’s conclusions measure up 
(Chapter 16 has more on samples and populations):

 1. Find out what the target population is (that is, the group that the 
researcher wants to make conclusions about).

 2. Find out how the sample was selected and see whether the sample is 
representative of that target population (and not some more narrowly 
defined population).

 3. Check the conclusions made by the researchers and make sure they’re 
not trying to apply their results to a broader population than they 
actually studied.

Making Informed Decisions
Just because someone says they conducted a “scientific study” or a “scientific 
experiment” doesn’t mean it was done right or that the results are credible 
(not that I’m saying you should discount everything that you see and hear). 
Unfortunately, I’ve come across a lot of bad experiments in my days as a sta-
tistical consultant. The worst part is that if an experiment was done poorly, 
you can’t do anything about it after the fact except ignore the results — and 
that’s exactly what you need to do.

 Here are some tips that help you make an informed decision about whether 
to believe the results of an experiment, especially one whose results are very 
important to you:

 ✓ When you first hear or see the result, grab a pencil and write down as 
much as you can about what you heard or read, where you heard or 
read it, who did the research, and what the main results were. (I keep 
pencil and paper in my TV room and in my purse just for this purpose.)

 ✓ Follow up on your sources until you find the person who did the origi-
nal research and then ask them for a copy of the report or paper.
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 ✓ Go through the report and evaluate the experiment according to the 
eight steps for a good experiment described in the “Designing a Good 
Experiment” section of this chapter. (You really don’t have to under-
stand everything written in a report in order to do that.)

 ✓ Carefully scrutinize the conclusions that the researcher makes regard-
ing his or her findings. Many researchers tend to overstate results, 
make conclusions beyond the statistical evidence, or try to apply their 
results to a broader population than the one they studied.

 ✓ Never be afraid to ask questions of the media, the researchers, and 
even your own experts. For example, if you have a question about a 
medical study, ask your doctor. He or she will be glad that you’re an 
empowered and well-informed patient!

 ✓ And finally, don’t get overly skeptical, just because you’re now a lot 
more aware of all the bad practices going on out there. Not everything 
is bad. There are many more good researchers, credible results, and 
well-informed reporters than not. You have to maintain a sense of being 
cautious and ready to spot problems without discounting everything.

25_9780470911082-ch17.indd   27825_9780470911082-ch17.indd   278 3/25/11   8:13 PM3/25/11   8:13 PM



Chapter 18

Looking for Links: 
Correlation and Regression

In This Chapter
▶ Exploring statistical relationships between numerical variables

▶ Looking at correlation and linear regression

▶ Making predictions based on known relationships

▶ Considering correlation versus causation

Today’s media provide a steady stream of information, including reports 
on all the latest links that have been found by researchers. Just today I 

heard that increased video game use can negatively affect a child’s attention 
span, the amount of a certain hormone in a woman’s body can predict when 
she will enter menopause, and the more depressed you get, the more choco-
late you eat, and the more chocolate you eat, the more depressed you get 
(how depressing!).

Some studies are truly legitimate and help improve the quality and longevity 
of our lives. Other studies are not so clear. For example, one study says that 
exercising 20 minutes three times a week is better than exercising 60 minutes 
one time a week, another study says the opposite, and yet another study says 
there is no difference.

If you are a confused consumer when it comes to links and correlations, take 
heart; this chapter can help. You’ll gain the skills to dissect and evaluate 
research claims and make your own decisions about those headlines and 
sound bites that you hear each day alerting you to the latest correlation. 
You’ll discover what it truly means for two variables to be correlated, when a 
cause-and-effect relationship can be concluded, and when and how to predict 
one variable based on another.
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Picturing a Relationship 
with a Scatterplot

An article in Garden Gate magazine caught my eye: “Count Cricket Chirps to 
Gauge Temperature.” According to the article, all you have to do is find a 
cricket, count the number of times it chirps in 15 seconds, add 40, and voilà! 
You’ve just estimated the temperature in Fahrenheit.

The National Weather Service Forecast Office even puts out its own “Cricket 
Chirp Converter.” You enter the number of cricket chirps recorded in 15 sec-
onds, and the converter gives you the estimated temperature in four different 
units, including Fahrenheit and Celsius.

A fair amount of research does support the claim that frequency of cricket 
chirps is related to temperature. For the purpose of illustration I’ve taken 
only a subset of some of the data (see Table 18-1).

Table 18-1 Cricket Chirps and Temperature Data (Excerpt)

Number of Chirps (in 15 Seconds) Temperature (Fahrenheit)

18 57

20 60

21 64

23 65

27 68

30 71

34 74

39 77

Notice that each observation is composed of two variables that are tied 
together: the number of times the cricket chirped in 15 seconds (the 
X-variable) and the temperature at the time the data was collected (the 
Y-variable). Statisticians call this type of two-dimensional data bivariate data. 
Each observation contains one pair of data collected simultaneously. For 
example, row one of Table 18-1 depicts a pair of data (18, 57).

Bivariate data is typically organized in a graph that statisticians call a scatter-
plot. A scatterplot has two dimensions, a horizontal dimension (the X-axis) 
and a vertical dimension (the Y-axis). Both axes are numerical; each one 
contains a number line. In the following sections, I explain how to make and 
interpret a scatterplot.
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Making a scatterplot
 Placing observations (or points) on a scatterplot is similar to playing the game 

Battleship. Each observation has two coordinates; the first corresponds to the 
first piece of data in the pair (that’s the X coordinate; the amount that you go 
left or right). The second coordinate corresponds to the second piece of data 
in the pair (that’s the Y-coordinate; the amount that you go up or down). You 
place the point representing that observation at the intersection of the two 
coordinates.

Figure 18-1 shows a scatterplot for the cricket chirps and temperature data 
listed in Table 18-1. Because I ordered the data according to their X-values, 
the points on the scatterplot correspond from left to right to the observa-
tions given in Table 18-1, in the order listed.
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Interpreting a scatterplot
 You interpret a scatterplot by looking for trends in the data as you go from left 

to right:

 ✓ If the data show an uphill pattern as you move from left to right, this 
indicates a positive relationship between X and Y. As the X-values increase 
(move right), the Y-values increase (move up) a certain amount.
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 ✓ If the data show a downhill pattern as you move from left to right, this 
indicates a negative relationship between X and Y. As the X-values increase 
(move right) the Y-values decrease (move down) by a certain amount.

 ✓ If the data don’t seem to resemble any kind of pattern (even a vague 
one), then no relationship exists between X and Y.

One pattern of special interest is a linear pattern, where the data has a gen-
eral look of a line going uphill or downhill. Looking at Figure 18-1, you can see 
that a positive linear relationship does appear between number of cricket 
chirps and the temperature. That is, as the cricket chirps increase, the tem-
perature increases as well.

 In this chapter I explore linear relationships only. A linear relationship between 
X and Y exists when the pattern of X- and Y-values resembles a line, either 
uphill (with a positive slope) or downhill (with a negative slope). Other types 
of trends may exist in addition to the uphill/downhill linear trends (for exam-
ple, curves or exponential functions); however, these trends are beyond the 
scope of this book. The good news is that many relationships do fall under the 
uphill/downhill linear scenario.

 Scatterplots show possible associations or relationships between two vari-
ables. However, just because your graph or chart shows something is going 
on, it doesn’t mean that a cause-and-effect relationship exists.

For example, a doctor observes that people who take vitamin C each day 
seem to have fewer colds. Does this mean vitamin C prevents colds? Not 
necessarily. It could be that people who are more health conscious take 
vitamin C each day, but they also eat healthier, are not overweight, exercise 
every day, and wash their hands more often. If this doctor really wants to 
know if it’s the vitamin C that’s doing it, she needs a well-designed experi-
ment that rules out these other factors. (See the later section “Explaining the 
Relationship: Correlation versus Cause and Effect” for more information.)

Quantifying Linear Relationships 
Using the Correlation

After the bivariate data have been organized graphically with a scatterplot 
(see the preceding section), and you see some type of linear pattern, the 
next step is to do some statistics that can quantify or measure the extent 
and nature of the relationship. In the following sections, I discuss correla-
tion, a statistic measuring the strength and direction of a linear relationship 
between two variables; in particular, how to calculate and interpret correla-
tion and understand its most important properties.
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Calculating the correlation
In the earlier section “Interpreting a scatterplot,” I say data that resembles an 
uphill line has a positive linear relationship and data that resembles a down-
hill line has a negative linear relationship. However, I didn’t address the issue 
of whether or not the linear relationship was strong or weak. The strength of 
a linear relationship depends on how closely the data resembles a line, and of 
course varying levels of “closeness to a line” exist.

Can one statistic measure both the strength and direction of a linear relation-
ship between two variables? Sure! Statisticians use the correlation coefficient 
to measure the strength and direction of the linear relationship between two 
numerical variables X and Y. The correlation coefficient for a sample of data 
is denoted by r.

 Although the street definition of correlation applies to any two items that are 
related (such as gender and political affiliation), statisticians use this term 
only in the context of two numerical variables. The formal term for correlation 
is the correlation coefficient. Many different correlation measures have been 
created; the one used in this case is called the Pearson correlation coefficient 
(but from now on I’ll just call it the correlation).

The formula for the correlation (r) is

where n is the number of pairs of data;  and  are the sample means of all 
the x-values and all the y-values, respectively; and s

x
 and s

y
 are the sample 

standard deviations of all the x- and y-values, respectively.

 Use the following steps to calculate the correlation, r, from a data set:

 1. Find the mean of all the x-values ( ) and the mean of all the y-values ( ).

  See Chapter 5 for more on calculating the mean.

 2. Find the standard deviation of all the x-values (call it s
x
) and the stan-

dard deviation of all the y-values (call it s
y
).

  See Chapter 5 to find out how to calculate the standard deviation.

 3. For each (x, y) pair in the data set, take x minus  and y minus , and 

multiply them together to get .

 4. Add up all the results from Step 3.
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 5. Divide the sum by s
x
 ∗ s

y
.

 6. Divide the result by n – 1, where n is the number of (x, y) pairs. (It’s 
the same as multiplying by 1 over n – 1.)

  This gives you the correlation, r.

For example, suppose you have the data set (3, 2), (3, 3), and (6, 4). You 
calculate the correlation coefficient r via the following steps. (Note for this 
data the x-values are 3, 3, 6, and the y-values are 2, 3, 4.)

 1.  is 12 ÷ 3 = 4, and  is 9 ÷ 3 = 3.

 2. The standard deviations are s
x
 = 1.73 and s

y
 = 1.00.

  See Chapter 5 for step-by-step calculations.

 3. The differences found in Step 3 multiplied together are: (3 – 4)(2 – 3) = 
(– 1)( – 1) = +1; (3 – 4)(3 – 3) = (– 1)(0) = 0; (6 – 4)(4 – 3) = (2)(1) = +2.

 4. Adding the Step 3 results, you get 1 + 0 + 2 = 3.

 5. Dividing by s
x
 ∗ s

y
 gives you 3 ÷ (1.73 ∗ 1.00) = 3 ÷ 1.73 = 1.73.

 6. Now divide the Step 5 result by 3 – 1 (which is 2), and you get the cor-
relation r = 0.87.

Interpreting the correlation
 The correlation r is always between +1 and –1. To interpret various values of 

r (no hard and fast rules here, just Rumsey’s rule of thumb), see which of the 
following values your correlation is closest to:

 ✓ Exactly –1: A perfect downhill (negative) linear relationship

 ✓ –0.70: A strong downhill (negative) linear relationship

 ✓ –0.50: A moderate downhill (negative) relationship

 ✓ –0.30: A weak downhill (negative) linear relationship

 ✓ 0: No linear relationship

 ✓ +0.30: A weak uphill (positive) linear relationship

 ✓ +0.50: A moderate uphill (positive) relationship

 ✓ +0.70: A strong uphill (positive) linear relationship

 ✓ Exactly +1: A perfect uphill (positive) linear relationship
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 If the scatterplot doesn’t indicate there’s at least somewhat of a linear rela-
tionship, the correlation doesn’t mean much. Why measure the amount of 
linear relationship if there isn’t enough of one to speak of? However you can 
take the idea of no linear relationship two ways: 1) If no relationship at all 
exists, calculating the correlation doesn’t make sense because correlation 
only applies to linear relationships; and 2) If a strong relationship exists but 
it’s not linear, the correlation may be misleading, because in some cases a 
strong curved relationship exists yet the correlation turns out to be strong. 
That’s why it’s critical to examine the scatterplot first.

Figure 18-2 shows examples of what various correlations look like, in terms 
of the strength and direction of the relationship. Figure 18-2a shows a cor-
relation of +1, Figure 18-2b shows a correlation of –0.50, Figure 18-2c shows a 
correlation of +0.85, and Figure 18-2d shows a correlation of +0.15. Comparing 
Figures 18-2a and c, you see Figure 18-2a is a perfect uphill straight line, and 
Figure 18-2c shows a very strong uphill linear pattern. Figure 18-2b is going 
downhill but the points are somewhat scattered in a wider band, showing a 
linear relationship is present, but not as strong as in Figures 18-2a and 18-2c. 
Figure 18-2d doesn’t show much of anything happening (and it shouldn’t, 
since its correlation is very close to 0).
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Many folks make the mistake of thinking that a correlation of –1 is a bad 
thing, indicating no relationship. Just the opposite is true! A correlation of 
–1 means the data are lined up in a perfect straight line, the strongest linear 
relationship you can get. The “–” (minus) sign just happens to indicate a 
negative relationship, a downhill line.

 How close is close enough to –1 or +1 to indicate a strong enough linear 
relationship? Most statisticians like to see correlations beyond at least +0.5 
or –0.5 before getting too excited about them. Don’t expect a correlation to 
always be 0.99 however; remember, this is real data, and real data aren’t perfect.

For my subset of the cricket chirps versus temperature data from the earlier 
section “Picturing a Relationship with a Scatterplot,” I calculated a correlation 
of 0.98, which is almost unheard of in the real world (these crickets are good!).

Examining properties of the correlation
 Here are several important properties of the correlation coefficient:

 ✓ The correlation is always between –1 and +1, as I explain in the preceding 
section.

 ✓ The correlation is a unitless measure, which means that if you 
change the units of X or Y, the correlation won’t change. For example, 
changing the temperature from Fahrenheit to Celsius won’t affect 
the correlation between the frequency of chirps (X) and the outside 
 temperature (Y).

 ✓ The variables X and Y can be switched in the data set without changing 
the correlation. For example, if height and weight have a correlation of 
0.53, weight and height have the same correlation.

Working with Linear Regression
In the case of two numerical variables X and Y, when at least a moderate 
correlation has been established through both the correlation and the scat-
terplot, you know they have some type of linear relationship. Researchers 
often use that relationship to predict the (average) value of Y for a given 
value of X using a straight line. Statisticians call this line the regression line. 
If you know the slope and the y-intercept of that regression line, then you can 
plug in a value for X and predict the average value for Y. In other words, you 
predict (the average) Y from X. In the following sections, I provide the basics 
of understanding and using the linear regression equation (I explain how to 
make predictions with linear regression later in this chapter).
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 Never do a regression analysis unless you have already found at least a mod-
erately strong correlation between the two variables. (My rule of thumb is it 
should be at or beyond either positive or negative 0.50, but other statisticians 
may have different criteria.) I’ve seen cases where researchers go ahead and 
make predictions when a correlation is as low as 0.20! By anyone’s standards, 
that doesn’t make sense. If the data don’t resemble a line to begin with, you 
shouldn’t try to use a line to fit the data and make predictions (but people 
still try).

Figuring out which variable 
is X and which is Y
Before moving forward to find the equation for your regression line, you have 
to identify which of your two variables is X and which is Y. When doing cor-
relations (as I explain earlier in this chapter), the choice of which variable is X 
and which is Y doesn’t matter, as long as you’re consistent for all the data. 
But when fitting lines and making predictions, the choice of X and Y does 
make a difference.

 So how do you determine which variable is which? In general, Y is the vari-
able that you want to predict, and X is the variable you are using to make that 
prediction. In the earlier cricket chirps example, you are using the number of 
chirps to predict the temperature. So in this case the variable Y is the tem-
perature, and the variable X is the number of chirps. Hence Y can be predicted 
by X using the equation of a line if a strong enough linear relationship exists.

 Statisticians call the X-variable (cricket chirps in my earlier example) the 
explanatory variable, because if X changes, the slope tells you (or explains) 
how much Y is expected to change in response. Therefore, the Y variable is 
called the response variable. Other names for X and Y include the independent 
and dependent variables, respectively.

Checking the conditions
 In the case of two numerical variables, you can come up with a line that 

enables you to predict Y from X, if (and only if) the following two conditions 
from the previous sections are met:

 ✓ The scatterplot must form a linear pattern.

 ✓ The correlation, r, is moderate to strong (typically beyond 0.50 or –0.50).

Some researchers actually don’t check these conditions before making pre-
dictions. Their claims are not valid unless the two conditions are met.

26_9780470911082-ch18.indd   28726_9780470911082-ch18.indd   287 3/25/11   8:13 PM3/25/11   8:13 PM



288 Part V: Statistical Studies and the Hunt for a Meaningful Relationship 

But suppose the correlation is high; do you still need to look at the scatter-
plot? Yes. In some situations the data have a somewhat curved shape, yet the 
correlation is still strong; in these cases making predictions using a straight 
line is still invalid. Predictions need to be made based on a curve. (This topic 
is outside the scope of this book; if you are interested, see Statistics II For 
Dummies, where I tackle nonlinear relationships.)

Calculating the regression line
For the crickets and temperature data, you can see that the scatterplot in 
Figure 18-1 shows a linear pattern. The correlation between cricket chirps 
and temperature was found earlier in this chapter to be very strong (r = 0.98). 
You now can find one line that best fits the data (in terms of having the small-
est overall distance to the points). Statisticians call this technique for finding 
the best-fitting line a simple linear regression analysis using the least squares 
method.

 The formula for the best-fitting line (or regression line) is y = mx + b, where 
m is the slope of the line and b is the y-intercept. This equation itself is the 
same one used to find a line in algebra; but remember, in statistics the points 
don’t lie perfectly on a line — the line is a model around which the data lie if a 
strong linear pattern exists.

 ✓ The slope of a line is the change in Y over the change in X. For example, 
a slope of 10⁄3 means as the x-value increases (moves right) by 3 units, the 
y-value moves up by 10 units on average.

 ✓ The y-intercept is that place on the y-axis where the value of x is zero. For 
example, in the equation 2x – 6, the line crosses the y-axis at the point 
–6. The coordinates of this point are (0, –6); when a line crosses the 
y-axis, the x-value is always 0.

 To come up with the best-fitting line, you need to find values for m and b that 
fit the pattern of data the best, for your given criteria. Different criteria exist 
and can lead to other lines, but the criteria I use in this book (and in all intro-
ductory level statistics courses in general) is to find the line that minimizes 
what statisticians call the sum of squares for error (SSE). The SSE is the sum of 
all the squared differences from the points on the proposed line to the actual 
points in the data set. The line with the lowest possible SSE wins and its equa-
tion is used as the best-fitting line. This process is where the name the least-
squares method comes from.

You may be thinking that you have to try lots and lots of different lines to 
see which one fits best. Fortunately, you have a more straightforward option 
(although eyeballing a line on the scatterplot does help you think about what 
you’d expect the answer to be). The best-fitting line has a distinct slope and 
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y-intercept that can be calculated using formulas (and, I may add, these for-
mulas aren’t too hard to calculate).

 To save a great deal of time calculating the best fitting line, first find the “big 
five,” five summary statistics that you’ll need in your calculations:

 1. The mean of the x values (denoted )

 2. The mean of the y values (denoted )

 3. The standard deviation of the x values (denoted s
x
)

 4. The standard deviation of the y values (denoted s
y
)

 5. The correlation between X and Y (denoted r)

Finding the slope
The formula for the slope, m, of the best-fitting line is

where r is the correlation between X and Y, and s
x
 and s

y
 are the standard 

deviations of the x-values and the y-values, respectively. You simply divide s
y 

by s
x
 and multiply the result by r.

Note that the slope of the best-fitting line can be a negative number because 
the correlation can be a negative number. A negative slope indicates that the 
line is going downhill. For example, an increase in police officers is related 
to a decrease in the number of crimes in a linear fashion; the correlation and 
hence the slope of the best-fitting line is negative in this case.

 The correlation and the slope of the best-fitting line are not the same. The for-
mula for slope takes the correlation (a unitless measurement) and attaches 
units to it. Think of s

y
 ÷ s

x
 as the variation (resembling change) in Y over 

the variation in X, in units of X and Y. For example, variation in temperature 
(degrees Fahrenheit) over the variation in number of cricket chirps (in 15 
seconds).

Finding the y-intercept
The formula for the y-intercept, b, of the best-fitting line is , where 

 and  are the means of the x-values and the y-values, respectively, and m is 
the slope (the formula for which is given in the preceding section).

 So to calculate the y-intercept, b, of the best-fitting line, you start by finding 
the slope, m, of the best-fitting line using the steps listed in the preceding sec-
tion. You then multiply m by  and subtract your result from .
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 Always calculate the slope before the y-intercept. The formula for the y-intercept 
contains the slope!

Interpreting the regression line
Even more important than being able to calculate the slope and y-intercept 
to form the best-fitting regression line is the ability to interpret their values; 
I explain how to do so in the following sections.

Interpreting the slope
The slope is interpreted in algebra as rise over run. If, for example, the slope 
is 2, you can write this as 2⁄1 and say that as you move from point to point on 
the line, as the value of the X variable increases by 1, the value of the Y vari-
able increases by 2. In a regression context, the slope is the heart and soul of 
the equation because it tells you how much you can expect Y to change as X 
increases.

In general, the units for slope are the units of the Y variable per units of the X 
variable. It’s a ratio of change in Y per change in X. Suppose in studying the 
effect of dosage level in milligrams (mg) on systolic blood pressure (mmHg), 
a researcher finds that the slope of the regression line is –2.5. You can write 
this as –2.5⁄1 and say that systolic blood pressure is expected to decrease by 
2.5 mmHg on average per 1 mg increase in drug dosage.

 Always make sure to use proper units when interpreting slope. If you don’t 
consider units, you won’t really see the connection between the two variables 
at hand. For example if Y is exam score and X = study time, and you find the 
slope of the equation is 5, what does this mean? Not much without any units 
to draw from. Including the units, you see you get an increase of 5 points 
(change in Y) for every 1 hour increase in studying (change in X). Also be sure 
to watch for variables that have more than one common unit, such as tem-
perature being in either Fahrenheit or Celsius; know which unit is being used.

If using a 1 in the denominator of slope is not super-meaningful to you, you 
can multiply the top and bottom by any number (as long as it’s the same 
number) and interpret it that way instead. In the systolic blood pressure 
example, instead of writing slope as –2.5⁄1 and interpreting it as a drop of 
2.5 mmHg per 1 mg increase of the drug, you can multiply the top and bottom 
by 10 to get –25⁄10 and say an increase in dosage of 10 mg results in a decrease 
in systolic blood pressure of 25 mmHg.

Interpreting the y-intercept
The y-intercept is the place where the regression line y = mx + b crosses the 
y-axis where x = 0, and is denoted by b (see the earlier section “Finding the 
y-intercept”). Sometimes the y-intercept can be interpreted in a meaningful 
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way, and sometimes not. This uncertainty differs from slope, which is always 
interpretable. In fact, between the two elements of slope and y-intercept, the 
slope is the star of the show, with the y-intercept serving as the less-famous 
but still noticeable sidekick.

 At times the y-intercept makes no sense. For example, suppose you use rain 
to predict bushels per acre of corn. You know if the data set contains a point 
where rain is 0, the bushels per acre must be 0 as well. As a result, if the 
regression line crosses the y-axis somewhere else besides 0 (and there is no 
guarantee it will cross at 0 — it depends on the data), the y-intercept will make 
no sense. Similarly, in this context a negative value of y (corn production) 
cannot be interpreted.

Another situation where you can’t interpret the y-intercept is when data are 
not present near the point where x = 0. For example, suppose you want to 
use students’ scores on Midterm 1 to predict their scores on Midterm 2. The 
y-intercept represents a prediction for Midterm 2 when the score on Midterm 
1 is 0. You don’t expect scores on a midterm to be at or near 0 unless some-
one didn’t take the exam, in which case her score wouldn’t be included in the 
first place.

Many times, however, the y-intercept is of interest to you, it has meaning, and 
you have data collected in the area where x = 0. For example, if you’re predict-
ing coffee sales at football games in Green Bay, Wisconsin, using temperature, 
some games get cold enough to have temperatures at or even below 0 degrees 
Fahrenheit, so predicting coffee sales at these temperatures makes sense. (As 
you may guess, they sell more and more coffee as the temperature dips.)

Putting it all together with an example: 
The regression line for the crickets
In the earlier section “Picturing a Relationship with a Scatterplot,” I introduce 
the example of cricket chirps related to temperature. The “big five” statistics, 
which I explain in “Calculating the regression line,” are shown in Table 18-2 for 
the subset of cricket data. (Note: I’m rounding for ease of explanation only.)

Table 18-2 “Big Five” Statistics for the Cricket Data

Variable Mean Standard Deviation Correlation

Number of chirps (x)  = 26.5 sx = 7.4 r = +0.98

Temp (y)  = 67 sy = 6.8
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The slope, m, for the best-fitting line for the subset of cricket chirps versus 

temperature data is . So as the number of chirps 

increases by 1 chirp per 15 seconds, the temperature is expected to increase 
by 0.90 degrees Fahrenheit on average. To get a more meaningful interpre-
tation, you can multiply the top and bottom of the slope by 10 and say as 
chirps increase by 10 (per 15 seconds) temperature increases 9 degrees 
Fahrenheit.

Now, to find the y-intercept, b, you take , or 67 – (0.90)(26.5) = 43.15. So 
the best-fitting line for predicting temperature from cricket chirps based on 
the data is y = 0.90x + 43.15, or temperature (in degrees Fahrenheit) = 0.90 ∗ 
(number of chirps in 15 seconds) + 43.2. Now can you use the y-intercept to pre-
dict temperature when no chirping is going on at all? Because no data was col-
lected at or near this point, you cannot make predictions for temperature in this 
area. You can’t predict temperature using crickets if the crickets are silent.

Making Proper Predictions
After you have determined a strong linear relationship and you find the equa-
tion of the best fitting line using y = mx + b, you use that line to predict (the 
average) y for a given x-value. To make predictions, you plug the x-value into 
the equation and solve for y. For example, if your equation is y = 2x + 1 and 
you want to predict y for x = 1, then plug 1 into the equation for x to get  
y = 2(1) + 1 = 3.

Keep in mind that you choose the values of X (the explanatory variable) 
that you plug in; what you predict is Y, the response variable, which totally 
depends on X. By doing this, you are using one variable that you can easily 
collect data on to predict a Y variable that is difficult or not possible to mea-
sure. This process works well as long as X and Y are correlated. This concept 
is the big idea of regression.

Using the examples from the previous section, the best-fitting line for the 
crickets is y = 0.90x + 43.2. Say you’re camping outside, listening to the crick-
ets, and remember you can predict temperature by counting cricket chirps. 
You count 35 chirps in 15 seconds, put in 35 for x, and find that y = 0.9(35) + 
43.2 = 74.7. (Yeah, you memorized the formula before you went camping just 
in case you needed it.) So because the crickets chirped 35 times in 15 sec-
onds, you figure the temperature is probably about 75 degrees Fahrenheit.

 Just because you have a regression line doesn’t mean you can plug in any value 
for X and do a good job of predicting Y. Making predictions using x-values that 
fall outside the range of your data is a no-no. Statisticians call this extrapolation; 
watch for researchers who try to make claims beyond the range of their data.
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For example, in the chirping data, no data is collected for fewer than 18 
chirps or more than 39 chirps per 15 seconds (refer to Table 18-1). If you try 
to make predictions outside this range, you are going into uncharted terri-
tory; the farther outside this range you go with your x-values, the more dubi-
ous your predictions for y will get. Who’s to say the line still works outside 
of the area where data were collected? Do you really think that crickets will 
chirp faster and faster without limit? At some point they would either pass 
out or burn up! And what does a negative number of chirps really mean? 
(Is this similar to asking what the sound of one hand clapping is?)

 Be aware that not every data point will necessarily fit the regression line well, 
even if the correlation is high. A point or two may fall outside the overall pat-
tern of the rest of the data; such points are called outliers. One or two outliers 
probably won’t affect the overall fit of the regression line much, but in the end 
you can see that the line didn’t do well at those specific points.

The numerical difference between the predicted value of y from the line and 
the actual y-value you got from your data is called a residual. Outliers have 
large residuals compared to the rest of the points; they are worth investigat-
ing to see if there was an error in the data at those points or if there is some-
thing particularly interesting in the data to follow up on. (I give a much more 
detailed look at residuals in the book Statistics II For Dummies.)

Explaining the Relationship: Correlation 
versus Cause and Effect

Scatterplots and correlations identify and quantify relationships between two 
variables. However, if a scatterplot shows a definite pattern and the data are 
found to have a strong correlation, that doesn’t necessarily mean that a cause-
and-effect relationship exists between the two variables. A cause-and-effect 
relationship is one where a change in one variable (in this case X) causes a 
change in another variable (in this case Y). (In other words, the change in Y is 
not only associated with a change in X, but also directly caused by X.)

For example, suppose a well-controlled medical experiment is conducted to 
determine the effects of dosage of a certain drug on blood pressure. (See a 
total breakdown of experiments in Chapter 17.) The researchers look at their 
scatterplot and see a definite downhill linear pattern; they calculate the cor-
relation, and it’s strong. They conclude that increasing the dosage of this drug 
causes a decrease in blood pressure. This cause-and-effect conclusion is okay 
because they controlled for other variables that could affect blood pressure in 
their experiment, such as other drugs taken, age, general health, and so on.
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However, if you made a scatterplot and examined the correlation between ice 
cream consumption versus murder rates in New York City, you would also 
see a strong linear relationship (this one is uphill). Yet no one would claim 
that more ice cream consumption causes more murders to occur.

What’s going on here? In the first case, the data were collected through a 
well-controlled medical experiment, which minimizes the influence of other 
factors that may affect blood pressure. In the second example, the data were 
based just on observation, and no other factors were examined. Researchers 
subsequently found out that this strong relationship exists because increases 
in murder rates and ice cream sales are both related to increases in tempera-
ture. Temperature in this case is called a confounding variable; it affects both 
X and Y but was not included in the study (see Chapter 17).

 Whether two variables are found to be causally associated depends on how the 
study was conducted. I’ve seen many instances in which people try to claim 
cause-and-effect relationships just by looking at scatterplots or correlations. 
Why would they do this? Because they want to believe it (in other words for 
them it’s “believing is seeing,” rather than the other way around). Beware of this 
tactic. In order to establish cause and effect, you need to have a well-designed 
experiment or a boatload of observational studies. If someone is trying to estab-
lish a cause-and-effect relationship by showing a chart or graph, dig deeper 
to find out how the study was designed and how the data were collected, and 
evaluate the study appropriately using the criteria outlined in Chapter 17.

The need for a well-designed experiment in order to claim cause and effect 
is often ignored by some researchers and members of the media, who give 
us headlines such as “Doctors can lower malpractice lawsuits by spending 
more time with patients.” In reality, it was found that doctors who have fewer 
lawsuits are the type who spend a lot of time with patients. But that doesn’t 
mean taking a bad doctor and having him spend more time with his patients 
will reduce his malpractice suits; in fact, spending more time with them may 
create even more problems.
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Chapter 19

Two-Way Tables and 
Independence

In This Chapter
▶ Setting up two-way tables with categorical variables

▶ Delving into marginal, joint, and conditional distributions

▶ Checking for independence and dependence

▶ Having perspective on the results of two-way tables

Categorical variables place individuals into groups based on certain 
characteristics, behaviors, or outcomes, such as whether you ate break-

fast this morning (yes, no) or political affiliation (Democrat, Republican, 
Independent, “other”). Oftentimes people look for relationships between two 
categorical variables; hardly a day goes by that you don’t hear about another 
relationship that’s reported to have been found.

Here are just a few examples I found on the Internet recently:

 ✓ Dog owners are more likely to take their animal to the vet than cat owners.

 ✓ Heavy use of social-networking Web sites in teens is linked to depression.

 ✓ Children who play more video games do better in science classes.

With all this information being given to you about variables that are related, 
how do you decide what to believe? For example, does heavy use of social-
networking Web sites cause depression, or is it the other way around? Or 
perhaps a third variable out there is related to both of them, such as prob-
lems in the home.

In this chapter, you see how to organize and analyze data from two categori-
cal variables. You find out how to use proportions to make comparisons and 
look at overall patterns and how to check for independence of two categori-
cal variables. You see how to describe dependent relationships appropriately 
and to evaluate results claiming to indicate cause-and-effect relationships, 
making predictions, and/or projecting their results to a population.
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Organizing a Two-Way Table
To explore links between two categorical variables, you first need to organize 
the data that’s been collected, and a table is a great way to do that. A two-way 
table classifies individuals into groups based on the outcomes of two categor-
ical variables (for example, gender and opinion).

Suppose your local community developers are building a campground, and 
they’ve decided pets will be allowed as long as they’re on a leash. They are 
now trying to decide whether the campground should have a separate sec-
tion for pets. You have a hunch that non–pet campers in the area may be 
more in favor of a separate pet area than pet campers, so you decide to find 
out what the members of the camping community think. You randomly select 
100 campers from the local area and conduct a pet camping survey, record-
ing each person’s opinion on having a pet section (yes, no) and if they camp 
with pets (yes, no). You now have a spreadsheet with 100 rows of data, one 
for each person you surveyed. Each row has two pieces of data: one column 
for whether the person is a pet camper (yes, no) and one column for that 
person’s opinion on having a pet section (support, oppose). Suppose the first 
10 rows of your data set look like what’s shown in Table 19-1.

Table 19-1 First 10 Rows of Data from the Pet Camping Survey

Person Pet Camper? Opinion on a Separate Pet Section

1 Yes Oppose

2 Yes Oppose

3 Yes Support

4 No Support

5 No Support

6 Yes Support

7 No Oppose

8 No Support

9 Yes Support

10 No Oppose

From this small portion of your data set, you can start to break it down your-
self. For example, looking at column 2 results, you see that half the respon-
dents (5 ÷ 10 = 0.50) camp with pets and the other half do not. Of those who 
camp with pets (that is, of those five people who have a yes in column 2), 
three of them (60%) support having a separate section; and the same results 
are true for non–pet campers. These results from these 10 campers likely 
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don’t apply to all 100 campers surveyed; however, if you tried to examine the 
raw data from all 100 rows of this data set by hand, you wouldn’t make much 
progress in seeing patterns without a lot of hard work.

In order to get a handle on what’s happening in a large data set when you are 
examining two categorical variables, you organize your data into a two-way 
table. The following sections take you through it.

Setting up the cells
 A two-way table organizes categorical data from two variables by using rows 

to represent one variable (such as pet camping — yes or no) and columns to 
represent the other variable (such as opinion on a pet section — support or 
oppose). Each person appears exactly once in the table.

Continuing with the camping example I start earlier in this chapter, in Table 19-2 
I summarize the results from all 100 campers surveyed.

Table 19-2 Two-Way Table of Pet Camping Survey Data 
 (All 100 Rows)

Support Separate 
Pet Section

Oppose Separate 
Pet Section

Pet Camper 20 10

Non–Pet Camper 55 15

Table 19-2 has 2 ∗ 2 = 4 numbers in it. These numbers represent the cells of 
the two-way table; each one represents an intersection of a row and column. 
The cell in the upper left corner of the table represents the 20 people who are 
pet campers supporting a pet section. In the upper right cell 10 people are pet 
campers opposing a pet section. In the lower left are the 55 non–pet campers 
who want a pet section; the 15 people in the lower right are non–pet campers 
opposing a pet section.

Figuring the totals
 Before getting to the nitty-gritty analysis of a two-way table in the later section 

“Interpreting Results from a Two-Way Table,” you calculate some totals and 
add them to the table for later reference. You summarize each variable sepa-
rately by calculating the marginal totals, which represent the total number in 
each row (for the first variable) and the total number in each column (for the 
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second variable). The marginal row totals form an additional column on the 
right side of the table, and the marginal column totals form an additional row 
on the bottom of the table.

For example, in Table 19-2 in the preceding section, the marginal row total for 
row 1, the number of pet campers, is 20 + 10 = 30; the marginal row total for 
non–pet campers (row 2) is 55 + 15 = 70. The marginal column total for those 
wanting a pet section (column 1) is 20 + 55 = 75; and the marginal column 
total for those not wanting a separate section (column 2) is 10 + 15 = 25.

 The grand total is the total of all the cells in the table and is equal to the 
sample size. (Note the marginal totals are not included in the grand total, only 
the cells.) The grand total sits in the lower right-hand corner of the two-way 
table. In this example, the grand total is 20 + 10 + 55 + 15 = 100. Table 19-3 
shows the marginal row and column totals and the grand total for the pet 
camping survey data.

The marginal row totals always sum to the grand total, because everyone 
in the survey either camps with a pet or they don’t. In the last column of 
Table 19-3 you see that 30 + 70 = 100. Similarly the marginal column totals 
always sum to the grand total; everyone in the survey either wants a pet 
section or they don’t; in the last row of Table 19-3 you see 75 + 25 = 100.

Table 19-3 Two-Way Table of Pet Camping Survey Data, 
 Including Marginal Totals

Support Separate 
Pet Section

Oppose Separate 
Pet Section

Marginal Row 
Totals

Pet Camper 20 10 20 + 10 = 30

Non–Pet Camper 55 15 55 + 15 = 70

Marginal Column 
Totals

20 + 55 = 75 10 + 15 = 25 Grand total = 
100 (20 + 10 + 55 
+ 15)

 When organizing a two-way table, always include the marginal totals and the 
grand total. It gets you off on the right foot when analyzing the data.

Interpreting Two-Way Tables
After the two-way table is set up (with the help of the information in the 
previous section), you calculate percents to explore the data to answer your 
research questions. Here are some questions of interest from the camping 
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data earlier in this chapter (each question will be handled in the following 
sections, respectively):

 ✓ What percentage of the campers are in favor of a pet section?

 ✓ What percentage of the campers are pet campers who support a pet 
 section?

 ✓ Do more non–pet campers support a pet section, compared to pet campers?

The answers to these (and any other) questions about the data come from 
finding and working with the proportions, or percentages, of individuals 
within certain parts of the table. This process involves calculating and examin-
ing what statisticians call distributions. A distribution in the case of a two-way 
table is a list of all the possible outcomes for one variable or a combination of 
variables, along with their corresponding proportions (or percentages).

For example, the distribution for the pet camping variable lists the percent-
ages of people who do and do not camp with pets. The distribution for the 
combination of the pet camping variable (yes, no) and the opinion variable 
(support, oppose) lists the percentages of: 1) pet campers who support a pet 
section; 2) pet campers who oppose a pet section; 3) non–pet campers who 
support a pet section; and 4) the non–pet campers who oppose a pet section.

 For any distribution, all the percentages must sum to 100%. If you’re using pro-
portions (decimals), they must sum to 1.00. Each individual has to be some-
where, and he can’t be in more than one place at one time.

In the following sections, you see how to find three types of distributions, each 
one helping you to answer its corresponding question in the preceding list.

Singling out variables with 
marginal  distributions
If you want to examine one variable at a time in a two-way table, you don’t 
look in the cells of the table, but rather in the margins. As seen in the earlier 
section “Figuring the totals,” the marginal totals represent the total number 
in each row (or column) separately. In the two-way table for the pet camping 
survey (refer to Table 19-3), you see the marginal totals for the pet camping 
variable (yes/no) in the right-hand column, and you find the marginal totals 
for the opinion variable (support/oppose) in the bottom row.

If you want to make comparisons between two groups (for example, pet 
campers versus non–pet campers), however, the results are easier to inter-
pret if you use proportions instead of totals. If 350 people were surveyed, 
visualizing a comparison is easier if you’re told that 60% are in Group A and 
40% are in Group B, rather than saying 210 people are in Group A and 140 are 
in Group B.
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To examine the results of a two-way table based on a single variable, you find 
what statisticians call the marginal distribution for that variable. In the follow-
ing sections, I show you how to calculate and graph marginal distributions.

Calculating marginal distributions
 To find a marginal distribution for one variable in a two-way table, you take 

the marginal total for each row (or column) divided by the grand total.

 ✓ If your variable is represented by the rows (for example, the pet camp-
ing variable in Table 19-3), use the marginal row totals in the numerators 
and the grand total in the denominators. Table 19-4 shows the marginal 
distribution for the pet camping variable (yes, no).

 ✓ If your variable is represented by the columns (for example, opinion on the 
pet section policy, shown in Table 19-3), use the marginal column totals for 
the numerators and the grand total for the denominators. Table 19-5 shows 
the marginal distribution for the opinion variable (support, oppose).

 In either case, the sum of the proportions for any marginal distribution must 
be 1 (subject to rounding). All results in a two-way table are subject to round-
ing error; to reduce rounding error, keep at least 2 digits after the decimal 
point throughout.

Table 19-4 Marginal Distribution for Pet Camping Variable

Pet Camping Proportion

Yes 30 ÷ 100 = 0.30

No 70 ÷ 100 = 0.70

Total 1.00

Table 19-5 Marginal Distribution for the Opinion Variable

Opinion Proportion

Support pet section 75 ÷ 100 = 0.75

Oppose pet section 25 ÷ 100 = 0.25

Total 1.00

Graphing marginal distributions
You graph a marginal distribution using either a pie chart or a bar graph. 
Each graph shows the proportion of individuals within each group for a 
single variable. Figure 19-1a is a pie chart summarizing the pet camping 
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 variable, and Figure 19-1b is a pie chart showing the breakdown of the opin-
ion variable. You see that the results of these two pie charts correspond with 
the marginal distributions in Tables 19-4 and 19-5, respectively.

 

Figure 19-1: 
Pie charts 

showing 
marginal 

distributions 
for a) pet 
camping 
variable; 

and b) opin-
ion variable.
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From the results of the two separate marginal distributions for the pet camp-
ing and opinion variables, you say that the majority of all the campers in this 
sample are non–pet campers (70%) and the majority of all the campers in this 
sample (75%) support the idea of having a pet section.

 While marginal distributions show us how each variable breaks down on its 
own, they don’t tell us about the connection between two variables. For the 
camping example, you know what percentage of all campers support a new 
pet section, but you can’t distinguish the opinions of the pet campers from the 
non–pet campers. Distributions for making such comparisons are found in the 
later section, “Comparing groups with conditional distributions.”

Examining all groups — 
a joint distribution
Story time: A certain auto manufacturer conducted a survey to see what char-
acteristics customers prefer in their small pickup trucks. They found that the 
most popular color for these trucks was red and the most popular option was 
four-wheel drive. In response to these results, the company started making 
more of their small pickup trucks red with four-wheel drive.

Guess what? They struck out; people weren’t buying those trucks. Turns out 
that the customers who bought the red trucks were more likely to be women, 
and women didn’t use four-wheel drive as often as men did. Customers who 
bought the four-wheel drive trucks were more likely to be men, and they 
tended to prefer black ones over red ones. So the most popular outcome of 
the first variable (color) paired with the most popular outcome of the second 
variable (options on the vehicle) doesn’t necessarily add up to the most 
popular combination of the two variables.

 To figure out which combination of two categorical variables contains the 
highest proportion, you need to compare the cell proportions (for example, 
the color and vehicle options together) rather than the marginal propor-
tions (the color and vehicle option separately). The joint distribution of both 
variables in a two-way table is a listing of all possible row and column com-
binations and the proportion of individuals within each group. You use it to 
answer questions involving two characteristics; such as “What proportion of 
the voters are Democrat and female?” or, “What percentage of the campers 
are pet campers who support a pet section?” In the following sections, I show 
you how to calculate and graph joint distributions.

Calculating joint distributions
A joint distribution shows the proportion of the data that lies in each cell of 
the two-way table. For the pet camping example, the four row-column combi-
nations are:
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 ✓ All campers who camp with pets and support a pet section.

 ✓ All campers who camp with pets and oppose a pet section.

 ✓ All campers who don’t camp with pets and support a pet section.

 ✓ All campers who don’t camp with pets and oppose a pet section.

 The key phrase in all of the proportions mentioned in the preceding list is 
all campers. You are taking the entire group of all campers in the survey and 
breaking them into four separate groups. When you see the word all, think 
joint distribution. Table 19-6 shows the joint distribution for all campers in the 
pet camping survey.

Table 19-6 Joint Distribution for the Pet Camping Survey Data

Support Separate 
Pet Section

Oppose Separate 
Pet Section

Camp with Pets 20 ÷ 100 = 0.20 10 ÷ 100 = 0.10

Don’t Camp with Pets 55 ÷ 100 = 0.55 15 ÷ 100 = 0.15

 To find a joint distribution for a two-way table, you take the cell count (the 
number of individuals in a cell) divided by the grand total, for each cell in 
the table. The total of all these proportions should be 1 (subject to rounding 
error). 

To get the numbers in the cells of Table 19-6, take the cells of Table 19-3 and 
divide by their corresponding grand total (100, in this case). Using the results 
listed in Table 19-6, you report the following:

 ✓ 20% of all campers surveyed camp with pets and support a pet section. 
(See the upper left-hand cell of the table.)

 ✓ 10% of all campers surveyed camp with pets and oppose a pet section. 
(See the upper right-hand cell of the table.)

 ✓ 55% of all campers surveyed don’t camp with pets and do support the 
pet section policy. (See the lower left-hand cell of the table.)

 ✓ 15% of all campers surveyed don’t camp with pets and oppose the pet 
section policy. (See the lower right-hand cell of the table.)

Adding all the proportions shown in Table 19-6, you get 0.20 + 0.10 + 0.55 + 0.15 = 
1.00. Every camper shows up in one and only one of the cells of the table.
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Graphing joint distributions
To graph a joint distribution from a two-way table, you make a single pie 
chart with four slices, representing each proportion of the data that falls 
within a row-column combination. Groups containing more individuals get a 
bigger piece of the overall pie, and hence get more weight when all the votes 
are counted up. Figure 19-2 is a pie chart showing the joint distribution for 
the pet camping survey data.

 

Figure 19-2: 
Pie chart 

showing the 
joint distri-

bution of the 
pet camping 
and opinion 

variables.
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Non-pet campers, support pet section

Non-pet campers, oppose pet section

From the pie chart shown in Figure 19-2, you see some results that stand out. 
The majority of campers in this sample (0.55 or 55%) don’t camp with pets 
and support a separate section for pets. The smallest slice of the pie repre-
sents those campers who camp with pets and are opposed to a separate sec-
tion for pets (0.10 or 10%).

A joint distribution gives you a breakdown of the entire group by both vari-
ables at once and allows you to compare the cells to each other and to the 
whole group. The results in Figure 19-2 show that if they were asked to vote 
today as to whether or not to have a pet section, when all the votes were 
added up, most of the weight would be placed on the opinions of non–pet 
campers, because they make up the majority of campers in the survey (70%, 
according to Table 19-4), and the pet campers would have less of a voice, 
because they are a smaller group (30%).
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 A limitation of a joint distribution is that you can’t fairly compare two groups 
to each other (for example pet campers versus non–pet campers) because the 
joint distribution puts more weight on larger groups. The next section shows 
how to fairly compare the groups in a two-way table.

Comparing groups with conditional 
distributions
You need a different type of distribution other than a joint distribution to 
compare the results from two groups (for example comparing opinions of pet 
campers versus non–pet campers). Conditional distributions are used when 
looking for relationships between two categorical variables; the individuals 
are first split into the groups you want to compare (for example, pet campers 
and non–pet campers); then the groups are compared based on their opinion 
on a pet section (yes, no). In the following sections, I explain how to calculate 
and graph conditional distributions.

Calculating conditional distributions
 To find conditional distributions for the purpose of comparison, first split the 

individuals into groups according to the variable you want to compare. Then 
for each group, take the cell count (the number of individuals in a particular 
cell) divided by the marginal total for that group. Do this for all the cells in 
that group. Now repeat for the other group, using its marginal total as the 
denominator and the cells within its group as the numerators. (See the earlier 
section “Figuring the totals” for more about marginal totals.) You now have 
two conditional distributions, one for each group, and you fairly compare the 
results for the two groups.

For the pet camping survey data example (earlier in this chapter), you 
compare the opinions of two groups: pet campers and non–pet campers; 
in statistical terms you want to find the conditional distributions of opinion 
based on the pet camping variable. That means you split the individuals 
into the pet camper and non–pet camper groups, and then for each group, 
you find the percentages of who supports and opposes the new pet section. 
Table 19-7 shows these two conditional distributions in table form (working 
off Table 19-3).
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Table 19-7 Conditional Distributions of Opinion for 
 Pet Campers versus Non–Pet Campers

Support Pet 
Section Policy

Oppose Pet 
Section Policy

Total

Pet Campers 20 ÷ 30 = 0.67 10 ÷ 30 = 0.33 1.00

Non–Pet Campers 55 ÷ 70 = 0.79 15 ÷ 70 = 0.21 1.00

 Notice that Table 19-7 differs from Table 19-6 in the earlier section “Calculating 
joint distributions” in terms of how the values in the table add up. This rep-
resents the key difference between a joint distribution and a conditional 
distribution that allows you to make fair comparisons using the conditional 
distribution:

 ✓ In Table 19-6, the proportions in the cells of the entire table sum to 1 
because the entire group is broken down by both variables at once in a 
joint distribution.

 ✓ In Table 19-7, the proportions in each row of the table sum to 1 because  
each group is treated separately in a conditional distribution.

Graphing conditional distributions
One effective way to graph conditional distributions is to make a pie chart for 
each group (for example, one for pet campers and one for non–pet campers) 
where each pie chart shows the results of the variable being studied (opinion: 
yes or no).

Another method is to use a stacked bar graph. A stacked bar graph is a spe-
cial bar graph where each bar has a height of 1 and represents an entire 
group (one bar for pet campers and one bar for non–pet campers). Each bar 
shows how that group breaks down regarding the other variable being stud-
ied (opinion: yes or no).

Figure 19-3 is a stacked bar graph showing two conditional distributions. The 
first bar is the conditional distribution of opinion for the pet camping group 
(row 1 of Table 19-7) and the second bar represents the conditional distribu-
tion of opinion for the non–pet camping group (row 2 of Table 19-7).

Using Table 19-7 and Figure 19-3, first look at the opinions of each group. 
More than 50% of the pet campers support the pet section (the exact number 
rounds to 67%), so you say the majority of pet campers support a pet sec-
tion. Similarly, the majority of non–pet campers (about 79%, way more than 
half) support a pet section.
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Now you compare the opinions of the two groups by comparing the per-
centage of supporters in the pet camping group (67%) to the percentage of 
supporters in the non-pet camping group (79%). While both groups have a 
majority of supporters of the pet section, you see more of the non–pet camp-
ers support the policy than pet campers (because 79% > 67%). By comparing 
the conditional distributions, you’ve found that a relationship appears to 
exist between opinion and pet camping, and your original hunch that non-
pet campers in the area may be more in favor of a separate pet area than pet 
campers is correct, based on this data.

 The difference in the results found in Figure 19-3 isn’t as large as you may have 
thought by looking at the joint distribution in Figure 19-2. The conditional dis-
tribution takes into account and adjusts for the number in each group being 
compared, while the joint distribution puts everyone in the same boat. That’s 
why you need conditional distributions to make fair comparisons.

 When making my conclusions regarding the pet-camping data, the opera-
tive words I use are “a relationship appears to exist.” The results of the pet 
camping survey are based on only your sample of 100 campers. To be able to 
generalize these results to the whole population of pet campers and non–pet 
campers in this community (which is really what you want to do), you need to 
take into account that these sample results will vary, and when they do vary, 
will they still show the same kind of difference? That’s what a hypothesis test 
will tell you (all the details are in Chapter 14).
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 To conduct a hypothesis test for a relationship between two categorical vari-
ables (when each variable has only two categories, like yes/no or male/
female), you either do a test for two proportions (see Chapter 15) or a Chi-
square test (which is covered in my book Statistics II For Dummies, also pub-
lished by Wiley). If one or more of your variables have more than two 
categories, such as Democrats/Republicans/Other, you must use the Chi-
square test to test for independence in the population.

 Be mindful that you may run across a report in which someone is trying to 
give the appearance of a stronger relationship than really exists, or trying to 
make a relationship less obvious by how the graphs are made. With pie charts, 
the sample size often is not reported, leading you to believe the results are 
based on a large sample when they may not be. With bar graphs, they stretch 
or shrink the scale to make differences appear larger or smaller, respectively. 
(See Chapter 6 for more information on misleading graphs of categorical data.)

Checking Independence and 
Describing Dependence

The main reason researchers collect data on two categorical variables is to 
explore possible relationships or connections between the variables. For 
example, if a survey finds that more females than males voted for the incum-
bent president in the last election, then you conclude that gender and voting 
outcome are related. If a relationship between two categorical variables has 
been found (that is, the results from the two groups are different), then stat-
isticians say they’re dependent.

However, if you find that the percentage of females who voted for the incum-
bent is the same as the percentage of males who voted for the incumbent, 
then the two variables (gender and voting for the incumbent) have no rela-
tionship and statisticians say those two variables are independent. In this sec-
tion, you find out how to check for independence and describe relationships 
found to be dependent.

Checking for independence
Two categorical variables are independent if the percentages for the second 
variable (typically representing the results you want to compare, such as 
support or oppose) do not differ based on the first variable (typically repre-
senting the groups you want to compare, such as men versus women). You 
can check for independence with the methods that I cover in this section.

27_9780470911082-ch19.indd   30827_9780470911082-ch19.indd   308 3/25/11   8:13 PM3/25/11   8:13 PM



309 Chapter 19: Two-Way Tables and Independence

Comparing the results of two conditional distributions
 Two categorical variables are independent if the conditional distributions 

are the same for all groups being compared. The variables are independent 
because breaking them down and comparing them by group doesn’t change 
the results. In the election example I introduced at the beginning of “Checking 
Independence and Describing Dependence,” independence means the condi-
tional distribution for opinion is the same for the males and the females.

Suppose you do a survey of 200 voters to see if gender is related to whether 
they voted for the incumbent president, and you summarize your results in 
Table 19-8.

Table 19-8 Results of Election Survey

Voted for Incumbent 
President

Didn’t Vote for 
Incumbent President

Marginal 
Row Totals

Males 44 66 110

Females 36 54 90

Marginal 
Column Totals

80 120 Grand total 
= 200

To see whether gender and voting are independent, you find the conditional 
distribution of voting pattern for the males and the conditional distribution of 
voting pattern for the females. If they’re the same, you’ve got independence; 
if not, you’ve got dependence. These two conditional distributions have been 
calculated and appear in rows 1 and 2, respectively, of Table 19-9. (See the 
earlier section “Comparing groups with conditional distributions” for details.)

To get the numbers in Table 19-9, I started with Table 19-8 and divided the 
number in each cell by its marginal row total to get a proportion. Each row in 
Table 19-9 sums to 1 because each row represents its own conditional distribu-
tion. (If you’re male, you either voted for the incumbent or you didn’t — same 
for females.)

Row 1 of Table 19-9 shows the conditional distribution of voting pattern for 
males. You see 40% voted for the incumbent and 60% not. Similarly, row 2 
of the table shows the conditional distribution of voting pattern for females; 
again, 40% voted for the incumbent and 60% did not. Because these distribu-
tions are the same, men and women voted the same way; gender and voting 
pattern are independent.
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Table 19-9 Results of Election Survey with 
 Conditional Distributions

Voted for Incumbent 
President

Didn’t Vote for Incumbent 
President

Total

Males 44 ÷ 110 = 0.40 66 ÷ 110 = 0.60 1.00

Females 36 ÷ 90 = 0.40 54 ÷ 90 = 0.60 1.00

Figure 19-4 shows the conditional distributions of voting pattern for males 
and females using a graph called a stacked bar chart. Because the bars look 
exactly alike, you conclude that gender and voting pattern are independent.
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 To have independence, you don’t need the percentages within each bar to be 
50-50 (for example, 50% males in favor and 50% males opposed). It’s not the 
percentages within each bar (group) that have to be the same; it’s the percent-
ages across the bars (groups) that need to match (for example, 60% of males 
in favor and 60% of females in favor).

 Instead of comparing rows of a two-way table to determine independence, 
you can compare the columns. In the voting example you’d be comparing the 
gender breakdowns for the group who voted for the incumbent to the gender 
breakdowns for the group who didn’t vote for the incumbent. The conclusion 
of independence would be the same as what you found previously, although 
the percentages you calculate would be different.
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Comparing marginal and conditional to check for independence
Another way to check for independence is to see whether the marginal distri-
bution of voting pattern (overall) equals the conditional distribution of voting 
pattern for each of the gender groups (males and females). If these distribu-
tions are equal, then gender doesn’t matter. Again, gender and voting pattern 
are independent.

Looking at the voting pattern example, you find the conditional distribution of 
voting pattern for the males (first bar in Figure 19-4) is 40% yes and 60% no. To 
find the marginal (overall) distribution of voting pattern (males and females 
together), take the marginal column totals in the last row of Table 19-8 (80 yes 
and 120 no) and divide through by 200 (the grand total). You get 80 ÷ 200 = 
0.40 or 40% yes, and 120 ÷ 200 = 0.60 or 60% no. (See the section “Calculating 
marginal distributions” earlier in this chapter for more explanation.) The mar-
ginal distribution of overall voting pattern matches the conditional distribu-
tion of voting pattern for males, so voting pattern is independent of gender.

 Here’s where a small table with only two rows and two columns cuts you 
a break. You have to compare only one of the conditionals to the marginal 
because you have only two groups to compare. If the voting pattern for the 
males is the same as the overall voting pattern, then the same will be true 
for the females. To check for independence when you have more than two 
groups, you use a Chi-square test (discussed in my book Statistics II For 
Dummies, published by Wiley).

Describing a dependent relationship
Two categorical variables are dependent if the conditional distributions 
are different for at least two of the groups being compared. In the election 
example from the previous section, the groups are males and females, and 
the variable being compared is whether the person voted for the incumbent 
president.

Dependence in this case means knowing that the outcome of the first vari-
able does affect the outcome of the second variable. In the election example, 
if dependence had been found, it would mean that males and females didn’t 
have the same voting pattern for the incumbent (for example, more males 
voting for the incumbent than females). (Pollsters use this kind of data to 
help steer their campaign strategies.)

 Other ways of saying two variables are dependent are to say they are related, 
or associated. However, statisticians don’t use the term correlation to indi-
cate relationships between categorical variables. The word correlation in this 
context applies to the linear relationship between two numerical variables 
(such as height and weight), as seen in Chapter 18. (This mistake occurs in the 
media all the time, and it drives us statisticians crazy!)
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Here’s an example to help you better understand dependence: A recent 
press release put out by The Ohio State University Medical Center caught my 
attention. The headline said that aspirin can prevent polyps in colon-cancer 
patients. Having had a close relative who succumbed to this disease, I was 
heartened at the prospect that researchers are making progress in this area 
and decided to look into it.

The researchers studied 635 colon-cancer patients; they randomly assigned 
approximately half of them to an aspirin regimen (317 people) and the other 
half to a placebo (fake pill) regimen (318 people). They followed the patients 
to see which ones developed subsequent polyps and which did not. The data 
from the study are summarized in Table 19-10.

Table 19-10 Summary of Aspirin and Polyps Study Results

Developed Subsequent 
Polyps

Didn’t Develop 
Subsequent Polyps

Total

Aspirin 54 (17%) 263 (83%) 317 (100%)

Placebo 86 (27%) 232 (73%) 318 (100%)

Total 140 495 635

Comparing the results in the rows of Table 19-10 to check for independence 
means finding the conditional distribution of outcomes (polyps or not) for 
the aspirin group and comparing it to the conditional distribution of out-
comes for the placebo group. Making these calculations, you find that 54 ÷ 
317 = 17% of patients in the aspirin group developed polyps (the rest, 83%, 
did not), compared to 86 ÷ 318 = 27% of the placebo group who developed 
subsequent polyps (the rest, 73%, did not).

Because the percentage of patients developing polyps is much smaller for the 
aspirin group compared to the placebo group (17% versus 27%), a dependent 
relationship appears to exist between aspirin-taking and the development of 
subsequent polyps among the colon-cancer patients in this study. (But does 
it carry over to the population? You find out in the section “Projecting from 
sample to population” later in this chapter.)

Cautiously Interpreting Results
It’s easy to get carried away when a relationship between two variables 
has been found; you see this happen all the time in the media. For example, 
a study reports that eating eggs doesn’t affect your cholesterol as once 
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thought; in the details of the report you see the study was conducted on a 
total of 20 men who were all in excellent health, on low-fat diets, who exercised 
several times a week. Ten men in good health ate two eggs a day and their cho-
lesterol didn’t change much, compared to ten men who didn’t eat two eggs per 
day. Do these results carry over to the entire population? Can’t tell — the sub-
jects in the study don’t represent the rest of us. (See Chapter 17 for the scoop 
on evaluating experiments.)

In this section, you see how to put the results from a two-way table into 
proper perspective in terms of what you can and can’t say and why. This 
basic understanding gives you the ability to critically evaluate and make deci-
sions about results presented to you (not all of which are correct).

Checking for legitimate cause and effect
Researchers studying two variables often look for links that indicate a cause-
and-effect relationship. A cause-and-effect relationship between two categorical 
variables means as you change the value of one variable and all else remains 
the same, it causes a change in the second variable — for example, if being on 
an aspirin regimen decreases the chance of developing subsequent polyps in 
colon-cancer patients.

However, just because two variables are found to be related (dependent) 
doesn’t mean they have a cause-and-effect relationship. For example, observ-
ing that people who live near power lines are more likely to visit the hospi-
tal in a year’s time due to illness doesn’t necessarily mean the power lines 
caused the illnesses.

 The most effective way to conclude a cause-and-effect relationship is by con-
ducting a well-designed experiment (where possible). All the details are laid 
out in Chapter 17, but I touch on the main points here. A well-designed experi-
ment meets the following three criteria:

 ✓ It minimizes bias (systematic favoritism of subjects or outcomes).

 ✓ It repeats the experiment on enough subjects so the results are reliable 
and repeatable by another researcher.

 ✓ It controls for other variables that may affect the outcome that weren’t 
included in the study.

In the earlier section “Describing a dependent relationship,” I discuss a study 
involving the use of aspirin to prevent polyps in cancer patients. Because of 
the way the data was collected for this study, you can be confident about the 
conclusions drawn by the researchers; this study was a well-designed experi-
ment, according to the criteria established in Chapter 17. To avoid problems, 
the researchers in this study did the following:
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 ✓ Randomly chose who took the aspirin and who received a fake pill

 ✓ Had large enough sample sizes to obtain accurate information

 ✓ Controlled for other variables by conducting the experiment on patients 
in similar situations with similar backgrounds

Because their experiment was well-designed, the researchers concluded 
that a cause-and-effect relationship was found for the patients in this study. 
The next test is to see whether they can project these results to the popula-
tion of all colon-cancer patients. If so, they are truly entitled to the headline 
“Aspirin Prevents Polyps in Colon-Cancer Patients.” The next section walks 
you through the test.

 Whether two related variables are found to be causally associated depends on 
how the study was conducted. A well-designed experiment is the most con-
vincing way to establish cause and effect. In cases where an experiment would 
be unethical (for example, proving that smoking causes lung cancer by forcing 
people to smoke), a mountain of convincing observational studies (where you 
collect data on people who smoke and people who don’t) would be needed to 
show that an association between two variables crosses over into a cause-and-
effect  relationship.

Projecting from sample to population
In the aspirin/polyps experiment discussed in the earlier section “Describing 
a dependent relationship,” I compare the percentage of patients developing 
subsequent polyps for the aspirin group versus the non-aspirin group and 
got the results 17% and 27%, respectively. For this sample, the difference is 
quite large, so I’m cautiously optimistic that these results would carry over 
to the population of all cancer patients. But what if the numbers were closer, 
such as 17% and 20%? Or 17% compared to 19%? How different do the pro-
portions have to be in order to signal a meaningful association between the 
two variables?

 Percentages compared using data from your sample reflect relationships 
within your sample. However, you know that results change from sample to 
sample. To project these conclusions to the population of all colon-cancer 
patients (or any population being studied), the difference in percentages 
found by the sample has to be statistically significant. Statistical significance 
means even though you know results will vary, even taking that variation into 
account it’s very unlikely the differences were due to chance. That way, the 
same conclusion about a relationship can be made about the whole popula-
tion, not just for a particular data set.
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I analyzed the data from the aspirin/polyps study using a hypothesis test for 
the difference of two proportions (found in Chapter 15). The proportions being 
compared were the proportion of patients taking aspirin who developed subse-
quent polyps and the proportion of patients not taking aspirin who developed 
subsequent polyps. Looking at these results, my p-value is less than 0.0024. 
(A p-value measures how likely you were to have gotten the results from your 
sample if the populations really had no difference; see Chapter 14 to get the 
scoop on p-values.)

Because this p-value is so small, the difference in proportions between the 
aspirin and non-aspirin groups is declared to be statistically significant, and 
I conclude that a relationship exists between taking aspirin and developing 
fewer subsequent polyps.

 You can’t make conclusions about relationships between variables in a popu-
lation based only on the sample results in a two-way table. You must take into 
account the fact that results change from sample to sample. A hypothesis test 
gives limits for how different the sample results can be to still say the vari-
ables are independent. Beware of conclusions based only on sample data from 
a two-way table.

Making prudent predictions
A common goal of research (especially medical studies) is to make predic-
tions, recommendations, and decisions after a relationship between two 
categorical variables is found. However, as a consumer of information, you 
have to be very careful when interpreting results; some studies are better 
designed than others.

The colon-cancer study from the previous section shows that patients who 
took aspirin daily had a lower chance of developing subsequent polyps 
(17% compared to 27% for the non-aspirin group). Because this was a well-
designed experiment and the hypothesis test for generalizing to the popu-
lation was significant, making predictions and recommendations for the 
population of colon-cancer patients based on these sample results is appro-
priate. They’ve indeed earned the headline of their press release: “Aspirin 
Prevents Polyps in Colon-Cancer Patients.”

Resisting the urge to jump to conclusions
 Try not to jump to conclusions when you hear or see a relationship being 

reported regarding two categorical variables. Take a minute to figure out 
what’s really going on, even when the media wants to sweep you away with a 
dramatic result.
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For example, as I write this, a major news network reports that men are 40% 
more likely to die from cancer than women. If you’re a man, you may think 
you should panic. But when you examine the details, you find something dif-
ferent. Researchers found that men are much less likely to go to the doctor 
than women, so by the time cancer is found, it’s more advanced and difficult 
to treat. As a result, men were more likely to die of cancer after its diagno-
sis. (They aren’t necessarily more likely to get cancer; that’s for a different 
study.) This study was meant to promote early detection as the best protec-
tion and encourage men to keep their annual checkups. The message would 
have been clearer had the media reported it correctly (but that’s not as excit-
ing or dramatic).

27_9780470911082-ch19.indd   31627_9780470911082-ch19.indd   316 3/25/11   8:13 PM3/25/11   8:13 PM



Part VI

The Part of Tens
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In this part . . .

Where would a statistics book be without some sta-
tistics of its own? This part contains ten methods 

for being a statistically savvy sleuth and ten tips for 
boosting your score on a statistics exam. You can use 
this quick, concise reference to help critique or design a 
survey, detect common statistical abuses, and ace your 
introductory statistics course.
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Chapter 20

Ten Tips for the Statistically 
Savvy Sleuth

In This Chapter
▶ Recognizing common statistical mistakes made by researchers and the media

▶ Avoiding mistakes when doing your statistics

This book is not only about understanding the statistics that you come 
across in the media and in your workplace; it’s even more about digging 

deeper to examine whether those statistics are correct, reasonable, and fair. 
You have to be vigilant — and a bit skeptical — to deal with today’s informa-
tion explosion, because many of the statistics you find are wrong or mislead-
ing, either by error or by design. If you don’t critique the information you’re 
consuming, in terms of its correctness, completeness, and fairness, who will? 
In this chapter, I outline ten tips for detecting common statistical mistakes 
made by researchers and by the media and ways to avoid making them 
yourself.

Pinpoint Misleading Graphs
Most graphs and charts contain great information that makes a point clearly, 
concisely, and fairly. However, many graphs give incorrect, mislabeled, and/or 
misleading information; or they simply lack important information that the 
reader needs to make critical decisions about what is being presented. Some 
of these shortcomings occur by mistake; others are incorporated by design in 
hopes you won’t notice. If you’re able to pick out problems with a graph before 
you contemplate any conclusions, you won’t be taken in by misleading graphs.

Figure 20-1 shows examples of four important types of data displays: pie 
charts, bar graphs, time charts, and histograms. In this section I point out 
some of the ways you can be misled if these types of graphs are not made 
properly. (For more information on making charts and graphs correctly and 
identifying misleading ones, see Chapters 6 and 7.)
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Pie charts
Pie charts are exactly what they sound like: circular (pie-shaped) charts that 
are divided into slices that represent the percentage (relative frequency) of 
individuals that fall into different groups. Groups  represent a categorical 
variable, such as gender, political party, or employment status. Figure 20-1a 
is a pie chart showing a breakdown of voter opinions on some issue (call it 
Issue 1).

Here’s how to sink your teeth into a pie chart and test it for quality:

 ✓ Check to be sure the percentages add up to 100 percent, or close to it 
(any round-off error should be small).

 ✓ Be careful when you see a slice of the pie called “other”; this is the 
catch-all category. If the slice for “other” is too large (larger than other 
slices), the pie chart is too vague. On the other extreme, pie charts with 
many tiny slices give you information overload.

 ✓ Watch for distortions that come with the three-dimensional (“exploded”) 
pie charts, in which the slice closest to you looks larger than it really is 
because of the angle at which it’s presented.

 ✓ Look for a reported total number of individuals who make up the pie 
chart so you can determine how big the sample was before it was divided 
up into slices. If the size of the data set (the number of respondents) is 
too small, the information isn’t reliable.

Bar graphs
A bar graph is similar to a pie chart, except that instead of being in the shape 
of a circle that’s divided up into slices, a bar graph represents each group as 
a bar, and the height of the bar represents the number (frequency) or per-
centage (relative frequency) of individuals in that group. Figure 20-1b is a rel-
ative frequency–style bar graph showing voter opinions on some issue (call it 
Issue 1); its results correspond with the pie chart shown in Figure 20-1a.

When examining a bar graph:

 ✓ Check for the sample size. If the bars represent frequencies, you find the 
sample size by summing them up; if the bars represent relative frequen-
cies, you need the sample size to know how much data went into making 
the graph.
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 ✓ Consider the units being represented by the height of the bars and what 
the results mean in terms of those units. For example, are they show-
ing the total number of crimes, or the crime rate (also known as total 
number of crimes per capita)?

 ✓ Evaluate the starting point of the axis where the counts (or percents) are 
shown, and watch for the extremes: If the heights of the bars fluctuate from 
200 to 300 but the counts axis starts at 0, the heights of the bars won’t look 
much different. However, if the starting point on the counts axis is 200, you 
are basically chopping off the bottoms of all the bars, and what differences 
remain (ranging from 0 to 100) will look more dramatic than they should.

 ✓ Check out the range of values on the axis where the counts (or percents) 
are shown. If the heights of the bars range from 6 to 108 but the axis 
shows 0 to 500, the graph will have a great deal of white space and dif-
ferences in the bars become hard to distinguish. However, if the axis 
goes from 5 to 110 with almost no breathing room, the bars will be 
stretched to the limit, making differences between groups look larger 
than they should.

Time charts
A time chart shows how a numerical variable changes over time (for exam-
ple, stock prices, car sales, or average temperature). Figure 20-1c is an exam-
ple of a time chart showing the percentage of yes voters from 2002 to 2010, in 
2-year increments.

Here are some issues to watch for with time charts:

 ✓ Watch the scale on the vertical (quantity) axis as well as the horizontal 
(timeline) axis; results can be made to look more or less dramatic than 
they actually are by simply changing the scale.

 ✓ Take into account the units being portrayed by the chart and be sure 
they are equitable for comparison over time; for example, are dollar 
amounts being adjusted for inflation?

 ✓ Beware of people trying to explain why a trend is occurring without 
additional statistics to back themselves up. A time chart generally 
shows what is happening. Why it’s happening is another story!

 ✓ Watch for situations in which the time axis isn’t marked with equally 
spaced jumps. This often happens when data are missing. For example, 
the time axis may have equal spacing between 2001, 2002, 2005, 2006, 
2008 when it should actually show empty spaces for the years in which 
no data are available.
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Figure 20-1: 
Four types 
of graphs: 

a) pie chart; 
b) bar graph; 

c) time 
chart; and 

d) histogram.
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Histograms
A histogram is a graph that breaks the sample into groups according to a 
numerical variable (such as age, height, weight, or income) and shows either 
the number of individuals (frequency) or the percentage of individuals (rela-
tive frequency) that fall into each group. Figure 20-1d is a frequency style his-
togram showing the ages of voters in a certain election.

Some items to watch for regarding histograms include the following:

 ✓ Watch the scale used for the vertical (frequency/relative frequency) 
axis, looking especially for results that are exaggerated or played down 
through the use of inappropriate scales.

 ✓ Check out the units on the vertical axis to see whether they report
 frequencies or relative frequencies; if they’re relative frequencies, you 
need the sample size to determine how much data you’re looking at.

 ✓ Look at the scale used for the groupings of the numerical variable on the 
horizontal axis. If the groups are based on small intervals (for example, 
0–2, 2–4, and so on), the heights of the bars may look choppy and overly 
volatile. If the groups are based on large intervals (for example, 0–100, 
100–200, and so on), the data may give a smoother appearance than is 
realistic. 

Uncover Biased Data
Bias in statistics is the result of a systematic error that either overestimates 
or underestimates the true value. For example, if I use a ruler to measure 
plants and that ruler is 1⁄2-inch short, all of my results are biased; they’re 
 systematically lower than their true values.

Here are some of the most common sources of biased data:

 ✓ Measurement instruments may be systematically off. For example, a 
police officer’s radar gun may say you were going 76 miles per hour 
when you know you were only going 72 miles per hour. Or a badly 
adjusted scale may always add 5 pounds to your weight.

 ✓ The way the study is designed can create bias. For example, a survey 
question that asks, “Have you ever disagreed with the government?” will 
overestimate the percentage of people who are generally unhappy with 
the government. (See Chapter 16 for ways to minimize bias in surveys.)

 ✓ The sample of individuals may not represent the population of 
interest — for example, examining student study habits by only going 
to the campus library. (See more in the section, “Identify Non-Random 
Samples” later in this chapter.)
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 ✓ Researchers aren’t always objective. Suppose in a drug study one group 
of patients is given a sugar pill and the other group is given the real 
drug. If the researchers know who received the real drug, they may inad-
vertently pay more attention to those patients to see if it’s working; they 
may even project results onto the patients (such as saying, “I bet you’re 
feeling better, aren’t you?”). This creates a bias in favor of the drug. (See 
Chapter 17 for more information on setting up good experiments.)

 To spot biased data, examine how the data were collected. Ask questions 
about the selection of the participants, how the study was conducted, what 
questions were used, what treatments (medications, procedures, therapy, 
and so on) were given (if any) and who knew about them, what measurement 
instruments were used and how they were calibrated, and so on. Look for sys-
tematic errors or favoritism, and if you see too much of it, ignore the results.

Search for a Margin of Error
The word error has a somewhat negative connotation, as if an error is some-
thing that is always avoidable. In statistics, that’s not always the case. For 
example, a certain amount of what statisticians call sampling error will always 
occur whenever someone tries to estimate a population value using anything 
other than the entire population. Just the act of selecting a sample from the 
population means you leave out certain individuals, and that means you’re 
not going to get the precise, exact population value. No worries, though. 
Remember that statistics means never having to say you’re certain — you 
have to only get close. And if the sample is large enough, the sampling error 
will be small (assuming it’s good data of course).

To evaluate a statistical result, you need a measure of its accuracy — typi-
cally through the margin of error. The margin of error tells you how much 
the researcher expects her results to vary from sample to sample. (For more 
information on margin of error, see Chapter 12.) When a researcher or the 
media fail to report the margin of error, you’re left to wonder about the accu-
racy of the results, or worse, you just assume that everything is fine, when in 
many cases, it’s not.

 When looking at statistical results in which a number is being estimated (for 
example, the percentage of all Americans who think the president is doing a 
good job), always check for the margin of error. If it’s not included, ask for it! 
(Or if given enough other pertinent information, you can calculate the margin 
of error yourself using the formulas in Chapter 13.)
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Identify Non-Random Samples
If you’re trying to study a population but you can only study a sample of 
individuals from it, how can you ensure that your sample represents the 
population? The most important criteria is to select your sample in a random 
fashion; that is, to take a random sample. You know a sample is random if it 
had the same chance of being selected as every other possible sample of the 
same size did. (It’s like pulling names from a hat.)

Many surveys aren’t based on random samples, however. For example, TV 
polls asking viewers to “call us with your opinion” don’t represent random 
samples. In fact they don’t represent samples at all; when you take a sample, 
you select individuals from the population; for call-in polls, the individuals 
select themselves.

Experiments (particularly medical studies) typically can’t involve a random 
sample of individuals, for ethical reasons. You can’t call someone and say, 
“You were chosen at random to participate in a sleep study. You’ll need to 
come down to our lab tomorrow and stay there for two nights.” Such types 
of experiments are conducted using subjects that volunteer to participate — 
they’re not randomly selected first.

 But even though you can’t randomly select the subjects (participants) for your 
experiment, you can still get valid results if you incorporate the randomness in 
a different way — by randomly assigning the subjects to the treatment group 
and the control group. If the groups were assigned at random, they have a good 
chance of being very similar, except for what treatment they received. That 
way, if you do find a large enough difference in the outcomes of the groups, you 
can attribute those differences to the treatment, rather than to other factors.

 Before making any decisions about statistical results from a survey, look to 
see how the sample of individuals was selected. If the sample wasn’t selected 
randomly, take the results with a grain of salt (see Chapter 16). If you’re look-
ing at the results of an experiment, find out whether the subjects were ran-
domly assigned to the treatment and control groups; if not, ignore the results 
(see Chapter 17).

Sniff Out Missing Sample Sizes
Both the quality and quantity of information is important in assessing how 
accurate a statistic will be. The more good data that goes into a statistic, the 
more accurate that statistic will be. The quality issue is tackled in the sec-
tion “Uncover Biased Data” earlier in this chapter. When the quality has been 
established, you need to assess the accuracy of the information, and for that 
you need to look at how much information was collected (that is, you have to 
know the sample size).

29_9780470911082-ch20.indd   32529_9780470911082-ch20.indd   325 3/25/11   8:12 PM3/25/11   8:12 PM



326 Part VI: The Part of Tens 

Small sample sizes make results less accurate (unless your population was 
small to begin with). Many headlines aren’t exactly what they appear to be 
when the details reveal a study that was based on a small sample. Perhaps 
even worse, many studies don’t even report the sample size at all, which 
should lead you to be skeptical of the results. (For example, an old chewing 
gum ad said, “Four out of five dentists surveyed recommend [this gum] for 
their patients who chew gum.” What if they really did ask only five dentists?)

 Don’t think about this too much, but according to statisticians (who are picky 
about precision), 4 out of 5 is much different than 4,000 out of 5,000, even 
though both fractions equal 80 percent. The latter represents a much more 
precise (repeatable) result because it’s based on a much higher sample size. 
(Assuming it’s good data, of course.) If you ever wondered how math and sta-
tistics are different, here’s your answer! (Chapter 12 has more on precision.)

However, more data isn’t always better data — it depends on how well the 
data were collected (see Chapter 16). Suppose you want to gather the opin-
ions of city residents on a city council proposal. A small random sample with 
well-collected data (such as a mail survey of a small number of homes chosen 
at random from a city map) is much better than a large non-random sample 
with poorly collected data (for example, posting a Web survey on the city 
manager’s Web site and asking for people to respond).

 Always look for the sample size before making decisions about statistical 
information. The smaller the sample size, the less precise the information. If 
the sample size is missing from the article, get a copy of the full report of the 
study, contact the researcher, or contact the journalist who wrote the article.

Detect Misinterpreted Correlations
Everyone wants to look for connections between variables; for example, what 
age group is more likely to vote Democrat? If I take even more vitamin C, 
am I even less likely to get a cold? How does staring at the computer all day 
affect my eyesight? When you think of connections or associations between 
variables, you probably think of correlation. Yes, correlation is one of the 
most commonly used statistics — but it’s also one of the most misunder-
stood and misused, especially throughout the media.

Some important points about correlation are as follows (see Chapter 18 for 
all the additional information):

 ✓ The statistical definition of correlation (denoted by r) is the mea-
sure of strength and direction of the linear relationship between 
two numerical variables. A correlation tells you whether the variables 
increase together or go in opposite directions and the extent to which 
the pattern is consistent across the data set.
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 ✓ The statistical term correlation is only used in the context of two 
numerical variables (such as height and weight). It does not apply to 
two categorical variables (such as political party and gender).

  For example, voting pattern and gender may be related, but using the 
word correlated to describe their relationship isn’t “sc” (statistically cor-
rect, get it?). You can say two categorical variables are associated.

 ✓ If a strong correlation and scatterplot exist between two numerical 
variables, you should be able to draw a straight line through the points, 
and the points should lie close to the line. If a line doesn’t fit the data well, 
the variables likely won’t have a strong correlation (r), and vice versa. (See 
Chapter 18 for information on line-fitting, also known as linear regression.)

  A weak correlation implies that a linear relationship doesn’t exist between 
the two variables, but this doesn’t necessarily mean the variables aren’t 
related at all. They may have some other type of relationship besides a 
linear relationship. For example, bacteria multiply at an exponential rate 
over time (their numbers explode, doubling faster and faster).

 ✓ Correlation doesn’t automatically mean cause and effect. For example, 
suppose Susan reports based on her observations that people who 
drink diet soda have more acne than people who don’t. If you’re a diet 
soda drinker, don’t break out just yet! This correlation may be a freak 
coincidence that only happened to the people she observed. At most, it 
means more research needs to be done (beyond observation) in order 
to draw any connections between diet soda and acne. (Susan can read 
Chapter 17 to find out how to design a good experiment.)

Reveal Confounding Variables
A confounding variable is a variable that isn’t included in a study but whose 
influence can affect the results and create confusing (confounding) conclu-
sions. For example, suppose a researcher reports that eating seaweed helps 
you live longer, but when you examine the study, you find out that it was 
based on a sample of people who regularly eat seaweed in their diets and are 
over the age of 100. When you read the interviews of these people, you dis-
cover some of their other secrets to long life (besides eating seaweed): They 
slept an average of 8 hours a day, drank a lot of water, and exercised every 
day. So did the seaweed cause them to live longer? You can’t tell, because 
several confounding variables (exercise, water consumption, and sleeping 
patterns) may also have contributed.

 The best way to control for confounding variables is to conduct a well-
designed experiment (see Chapter 17), which involves setting up two groups 
that are alike in as many ways as possible, except that one group receives a 
specified treatment and the other group receives a control (a fake treatment, 
no treatment, or a standard, non-experimental treatment).You then compare 
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the results from the two groups, attributing any significant differences to the 
treatment (and to nothing else, in an ideal world).

 This seaweed study wasn’t a designed experiment; it was an observational 
study. In observational studies, no control for any variables exists; people 
are merely observed, and information is recorded. Observational studies are 
great for surveys and polls, but not for showing cause-and-effect relationships, 
because they don’t control for confounding variables. A well-designed experi-
ment provides much stronger evidence.

If doing an experiment is unethical (for example, showing smoking causes 
lung cancer by forcing half of the subjects in the experiment to smoke ten 
packs a day for 20 years while the other half of the subjects smoke nothing), 
then you must rely on mounting evidence from many observational studies 
over many different situations, all leading to the same result. (See Chapter 17 
for all the details on designing experiments.)

Inspect the Numbers
Just because a statistic appears in the media doesn’t mean it’s correct. In 
fact, errors appear all the time (by mistake or by design), so stay on the look-
out for them. Here are some tips for spotting botched numbers:

 ✓ Make sure everything adds up to what it’s reported to. With pie charts, 
be sure all the percentages add up to 100 percent (subject to a small 
amount of rounding error).

 ✓ Double-check even the most basic of calculations. For example, a pie 
chart shows that about 83.33 percent of Americans are in favor of an 
issue, but the accompanying article reports “7 out of every 8” Americans 
are in favor of the issue. Are these statements saying the same thing? 
No; 7 divided by 8 is 87.5 percent — if you want 83.33 percent, it’s 5 out 
of 6.

 ✓ Look for the response rate of a survey; don’t just be happy with the 
number of participants. (The response rate is the number of people 
who responded divided by the total number of people surveyed times 
100 percent.) If the response rate is much lower than 50 percent, the 
results may be biased, because you don’t know what the non-respon-
dents would have said. (See Chapter 16 for the full scoop on surveys and 
their response rates.)

 ✓ Question the type of statistic used, to determine whether it’s appropri-
ate. For example, suppose the number of crimes went up, but so did the 
population size. Instead of reporting the number of crimes, the media 
need to report the crime rate (number of crimes per capita).
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 Statistics are based on formulas that take the numbers you give them and 
crunch out what you ask them to crunch out. The formulas don’t know whether 
the final answers are correct or not. The people behind the formulas should 
know better, of course. Those who don’t know better will make mistakes; those 
who do know better might fudge the numbers anyway and hope you don’t catch 
on. You, as a consumer of information (also known as a certified skeptic), must 
be the one to take action. The best policy is to ask questions.

Report Selective Reporting
You cannot credit studies in which a researcher reports his one statistically 
significant result but fails to mention the reports of his other 25 analyses, 
none of which came up significant. If you had known about all the other anal-
yses, you may have wondered whether this one statistically significant result 
is truly meaningful, or simply due to chance (like the idea that a monkey 
typing randomly on the typewriter would eventually write Shakespeare). It’s 
a legitimate question.

The misleading practice of analyzing data until you find something is what 
statisticians call data snooping or data fishing. Here’s an example: Suppose 
Researcher Bob wants to figure out what causes first graders to argue with 
each other so much in school (he must not be a parent or he wouldn’t even 
try to touch this one!). He sets up a study in which he observes a classroom 
of first graders every day for a month and records their every move. He gets 
back to his office, enters all his data, hits a button that asks the computer 
to perform every analysis known to man, and sits back in his chair eagerly 
awaiting the results. After all, with all this data he’s bound to find something.

After poring through his results for several days, he hits pay dirt. He runs 
out of his office and tells his boss he’s got to put out a press release saying a 
ground-breaking study finds that first graders argue most when 1) the day of 
the week ends in the letter y or 2) when the goldfish in their classroom aquar-
ium swims through the hole in its sunken pirate ship. Great job, Researcher 
Bob! I’ve got a feeling that a month of watching a group of first graders took 
the edge off his data analysis skills.

 The bottom line is that if you collect enough data and analyze it long enough, 
you’re bound to find something, but that something may be totally meaning-
less or just a fluke that’s not repeatable by other researchers.

How do you protect yourself against misleading results due to data fishing? 
Find out more details about the study, starting with how many tests were 
done in total, and how many of those tests were found to be non-significant. 
In other words, get the whole story if you can, so that you can put the signifi-
cant results into perspective.
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 To avoid being reeled in by someone’s data fishing, don’t just go with the first 
result that you hear, especially if it makes big news and/or seems a little suspi-
cious. Contact the researchers and ask for more information about their data, 
or wait to see whether other researchers can verify and replicate their results.

Expose the Anecdote
Ah, the anecdote — one of the strongest influences on public opinion and 
behavior ever created. And one of the least valid. An anecdote is a story or 
result based on a single person’s experience or situation. For example:

 ✓ The waitress who won the lottery — twice.

 ✓ The cat that learned how to ride a bicycle.

 ✓ The woman who lost a hundred pounds in two days on the new miracle 
potato diet.

 ✓ The celebrity who claims to have used an over-the-counter hair color for 
which she is a spokesperson (yeah, right).

Anecdotes make great news; the more sensational the better. But sensational 
stories are outliers from the norm of life. They don’t happen to most people.

You may think you’re out of reach of the influence of anecdotes. But what 
about those times when you let one person’s experience influence you? Your 
neighbor loves his Internet service provider, so you try it, too. Your friend 
had a bad experience with a certain brand of car, so you don’t bother to test-
drive it. Your dad knows somebody who died in a car crash because she was 
trapped in the car by her seat belt, so he decides never to wear his.

While some decisions are okay to make based on anecdotes, some of the 
more important decisions you make should be based on real statistics and 
real data that come from well-designed studies and careful research.

 An anecdote is really a data set with a sample size of only one. You have no 
information to compare it to, no statistics to analyze, no possible explanations 
or information to go on — just a single story. Don’t let anecdotes have much 
influence over you. Instead, rely on scientific studies and statistical informa-
tion based on large random samples of individuals who represent their target 
populations (not just a single situation). When someone tries to persuade you 
by telling you an anecdote just say, “Show me the data!”
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Chapter 21

Ten Surefire Exam Score Boosters
In This Chapter
▶ Getting into the zone

▶ Developing savvy strategies

▶ Preventing silly mistakes

I’ve taught more than 40,000 students in my teaching career (don’t try to 
guess how old I am, it’s not polite!), and each student has taken at least 

three exams for me. That makes over 120,000 exams I’ve graded or had a hand 
in grading, and believe me, I’ve seen it all. I’ve seen excellent answers, disas-
trous answers, and everything in between. I’ve gotten notes from students in 
the margins asking me to go easy on them because their dog ran away and they 
didn’t have time to study. I’ve seen some answers that even I couldn’t figure 
out. I’ve laughed, I’ve cried, and I’ve beamed with pride at what my students 
have come up with in exam situations.

In this chapter, I’ve put together a list of ten strategies most often used by 
students who do well on exams. These students are not necessarily smarter 
than everyone else (although you do have to know your material, of course), 
but they are much better prepared. As a result, they are able to handle new 
problems and situations without getting thrown off; they make fewer little 
mistakes that chip away at an exam score; and they are less likely to have 
that deer-in-the headlights look, not being able to start a problem. They are 
more likely to get the right answer (or at least get partial credit) because 
they are good at labeling information and organizing their work. No doubt 
about it — preparation is the key to success on a stat exam.

You too can be a successful statistics student — or more successful, if you’re 
already doing well — by following the simple strategies outlined in this 
chapter. Remember, every point counts, and they all add up, so let’s start 
boosting your exam score right away!
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Know What You Don’t Know, and 
then Do Something about It

Figuring out what you know and what you don’t know can be hard when you 
are taking a statistics class. You read the book and can understand all the 
examples in your notes, but you can’t do your homework problems. You can 
answer all your roommate’s statistics questions, but you can’t answer your 
own. You walk out of an exam thinking you did well, but when you see your 
grade, you are shocked.

What’s happening here? The bottom line is, you have to be aware of what you 
know and what you don’t know if you want to be successful. This is a very 
tough skill to develop, but it’s well worth it. Students often find out what they 
don’t know the hard way — by losing points on exam questions. Mistakes are 
okay, we all make them — what matters is when you make them. If you make 
a mistake before the exam while you still have time to figure out what you’re 
doing wrong, it doesn’t cost you anything. If you make that same mistake on 
an exam, it’ll cost you points.

 Here’s a strategy for figuring out what you know and what you don’t know. 
Go through your lecture notes and place stars by any items from the notes 
that you don’t understand. You can also “test” yourself, as I describe later in 
“Yeah-yeah trap #2,” and make a list of problems that stumped you. Take your 
notes and list to your professor and ask him to go through the problem areas 
with you. Your questions will be specific enough that your professor can zoom 
in when he’s talking with you, give you specific information and examples, and 
then check to make sure you understand each idea before moving on to the 
next item. Meeting with your professor won’t take long; sometimes getting one 
question answered has a ripple effect and clears up other questions farther 
down on your list.

 Leave no stone unturned when it comes to making sure you understand all the 
concepts, examples, formulas, notation, and homework problems before you 
walk into the exam. I always tell my students that 30 minutes with me has a 
potential of raising your grade by 10%, because I’m awfully good at explaining 
things and answering questions — and I’m probably better at it than any room-
mate, brother-in-law, or friend who took the class four years ago with another 
professor. A quick office visit with your professor is well worth your time — 
especially if you bring a detailed list of questions with you. If for some reason 
your professor is not available, see if you have access to a tutor for help.

30_9780470911082-ch21.indd   33230_9780470911082-ch21.indd   332 3/25/11   8:12 PM3/25/11   8:12 PM



333 Chapter 21: Ten Surefire Exam Score Boosters

Avoid “Yeah-Yeah” Traps
What’s a “yeah-yeah” trap? It’s a term I use when you get caught saying 
“Yeah-yeah, I got this; I know this, no problem,” but then comes the exam and 
whoa — you didn’t have it, you didn’t know it, and Houston, you actually had 
a problem. Yeah-yeah traps are bad because they lull you into thinking you 
know everything, you don’t have any questions, and you’ll get 100% on the 
exam, when the truth is you still need to resolve some issues.

Although many different yeah-yeah traps exist, I point out the two most 
common ones in this section and help you avoid them. I call them (cleverly) 
yeah-yeah trap #1 and yeah-yeah trap #2. Both of these traps are subtle, and 
they can sneak up on even the most conscientious students, so if you recog-
nize yourself in this section, don’t feel bad. Just think how many points you’ll 
be saving yourself when you get out of “yeah-yeah” mode and into “wait a 
minute — here’s something I need to get straightened out!” mode.

All-purpose pointers for succeeding in class
Here’s some general advice my students have 
found helpful:

 ✓ I know you’ve heard this before, but you 
really are at an advantage if you go to class 
every day so you have a full set of notes to 
review. It also ensures you didn’t miss any 
of the little things that add up to big points 
on an exam.

 ✓ Don’t just write down what the professor 
wrote down — that’s for amateurs. The 
professionals also write down anything 
else he made a big deal about but didn’t 
write down. That’s what separates the As 
from the Bs.

 ✓ Do little things to stay organized while you 
go through the course; you won’t get over-
whelmed later when it’s crunch time. The 
day I invested 5 dollars and bought a good 

mechanical pencil, a good eraser, a cheap 
three-hole punch for my handouts, and a 
tiny stapler was one of the best days of my 
student life. Okay, it’ll probably cost you 10 
dollars for these items today, but trust me, 
it’ll be worth it!

 ✓ Get to your know your professor and let her 
get to know you. Introducing yourself on 
the first day makes a big impression; get-
ting face time (as well as some good help) 
by asking a question after class (if you have 
one) or stopping in during office hours 
never hurts. Don’t worry about whether 
your questions are silly — it’s not what 
level you’re at now that counts; it’s your 
desire to get to the next level and do well in 
the class that’s important. That’s what your 
professor wants to see.
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Yeah-yeah trap #1
Yeah-yeah trap #1 happens when you study by looking through your lecture 
notes over and over again, saying “yeah, I get that,” “I understand that,” and 
“okay, I can do that,” but you don’t actually try the problems from scratch 
totally on your own. If you understand a problem that’s already been done by 
someone else, it only means you understand what that person did when they 
worked the problem. It doesn’t say anything about whether you could have 
done it on your own in an exam situation when the pressure is on and you’re 
staring at a blank space where your answer is supposed to be. Big difference!

I fall into yeah-yeah trap #1 too. I read through my DVR (digital video record-
ing) manual from beginning to end, and it all made total sense to me. But a 
week later when I went to record a movie, I had no clue how to do it. Why not? 
I understood the information as I was reading along, but I didn’t try to apply it 
for myself, and when the time came I couldn’t remember how to do it.

Students always tell me, “If someone sets up the problem for me, I can always 
figure it out.” The problem is, almost anyone can solve a problem that’s 
already been set up. In fact, the whole point is being able to set it up, and no 
one is going to do that for you on an exam.

 Avoid yeah-yeah trap #1 by going through your notes, pulling out a set of 
examples that your professor used, and writing each one on a separate piece 
of paper (just the problem, not the solution). Then mix up the papers and 
make an “exam” out of them. For each problem, try to start it by writing down 
just the very first step. Don’t worry about finishing the problems; just con-
centrate on starting them. After you’ve done this step for all the problems, go 
back into your lecture notes and see if you started them right. (On the back of 
each problem, write down where it came from in your notes so you can check 
your answers faster.)

Yeah-yeah trap #2
Yeah-yeah trap #2 is even more subtle than yeah-yeah trap #1. A student 
comes into my office after the exam and says, “Well I worked every problem 
in the notes, I redid all the homework problems, I worked all the old exams 
you posted, and I did great on all of them; I hardly got a single problem 
wrong. But when I took the exam, I bombed it.”

What happened? Nine out of ten times, students in yeah-yeah trap #2 did 
indeed work all those problems, and spent hours upon hours doing so. But 
whenever they got stuck and couldn’t finish a problem, they peeked at the 
solutions (which they kept sitting right next to them), saw where they went 
wrong, said “yeah-yeah, that was a silly mistake — I knew that!” and contin-
ued on to finish the problem. In the end they thought they got the problems 
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correct all by themselves, but on an exam they lost some (if not all) of the 
points, depending on where they originally got stuck.

So how do you avoid yeah-yeah trap #2? By making a test run under “real” 
exam conditions where the pressure is on. Here’s how:

 1. Study as much as you need to, in whatever manner you need to, until 
you are ready to test your knowledge.

 2. Sit down with a practice exam, or if one isn’t available, make your 
own by choosing some problems from homework, your notes, or the 
book and shuffling them up.

  Just like at a real exam, you also need a pencil, a calculator, and any 
other materials you are allowed to bring to your exam — and nothing 
else! Putting your book and notes away may make you feel anxious, 
frustrated, or exposed when you do a test run of an exam, but you really 
need to find out what you can do on your own before you do the real 
thing.

  Some teachers allow you to bring a review sheet (also sometimes called 
a memory sheet or — cringe — a cheat sheet), a sheet of paper on which 
you can write any helpful information you want, subject to limitations 
that your professor may give. If your teacher allows review sheets at 
tests, use one for your practice test, too.

 3. Turn on the oven timer for however long your exam is scheduled to 
last, and then get started.

 4. Work as many problems as you can to the best of your ability, and 
when you are finished (or time runs out), put your pencil down.

 5. When your “exam” is over, get into the lotus position and breathe in, 
hold it, and breathe out three times. Then look at the solutions and 
grade your paper the way your professor would.

  If you couldn’t start a problem, even if you just forgot one little thing 
and you immediately recognized it when you saw the solutions — you 
can’t say “Yeah-yeah, I knew that; I wouldn’t make that mistake on a real 
exam”; you have to say “No, I couldn’t start it on my own. I would have 
gotten 0 points for that problem. I need to figure this out.”

 You don’t get a second chance on a real exam, so when you’re studying, don’t 
be afraid to admit when you can’t do a problem correctly on your own; just be 
glad you caught it, and figure out how to fix the problem so you’ll get it right 
next time. Go back over it in your notes, read about it in the book, ask your 
professor, try more problems of the same type, or ask your study buddy to 
quiz you on it. Also, try to see a pattern in the type of problems that you were 
missing points on or getting wrong altogether. Figure out why you missed 
what you missed. Did you read the questions too fast, which caused you to 
answer them incorrectly? Was it a vocabulary or a notation issue? How did 
your studying align with what was on the test? And so on.
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 Being critical of yourself is hard, and finding out you didn’t know something 
you thought you knew is a little scary. But if you put yourself out there and 
find your mistakes before they cost you points, you’ll zoom in on your weak-
nesses, turn them into strengths, boost your knowledge, and get a higher 
exam score.

Make Friends with Formulas
Many students are not comfortable with formulas (unless you are a math 
nerd, in which case formulas make you shout for joy). That unease is 
understandable — I used to be intimidated by them too (formulas, that is — 
not math nerds). The trouble is, you really can’t survive too long without 
eventually using a formula in a statistics class, so becoming comfortable with 
them right from the start is important. A formula tells you much more than 
how to calculate something. It shows the thinking process behind the calcula-
tions. For example, the big picture regarding standard deviation can be seen 
by analyzing its formula:

Subtracting the mean, , from a value in the data set, , measures how far 
above or below the mean that number is. Because you don’t want the posi-
tive and negative differences to cancel each other out, you square them all 
to make them positive (but remember that this gives you square units). Then 
you add them up and divide by n – 1, which is near to finding an average, and 
take the square root to get back into original units. In a general sense, you 
are finding something like the average distance from the mean.

Stepping back even further, you can tell from the formula that the standard 
deviation can’t be negative, because everything is squared. You also know 
the smallest it can be is zero, which occurs when all the data are the same 
(that is, all are equal to the mean). And you see how data that is far from the 
mean will contribute a larger number to the standard deviation than data 
that is close to the mean.

And here’s another perk. Because you understand the formula for standard 
deviation now, you know what it’s really measuring: the spread of the data 
around the mean. So when you get an exam question saying “Measure the 
spread around the mean,” you’ll know what to do. Bam!
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 In order to feel comfortable about formulas, follow these tips:

 ✓ Get into the right mind-set. Think of formulas as mathematical short-
hand and nothing more. All you have to do is be able to decipher them. 
Oftentimes you’re allowed to bring a review sheet to your exam, or 
you’ll be given a formula sheet with your exam, so you may not have to 
make things harder by memorizing them.

 ✓ Understand every part of every formula. In order for any formula to be 
useful, you have to understand all its components. For example, before 
you can use the formula for standard deviation, you need to know what 

   and  mean and what  stands for. Otherwise it’s totally useless.

 ✓ Practice using formulas from day one. Use them to verify the calcula-
tions done in lecture or in your book. If you get a different answer from 
what’s shown, figure out what you are doing wrong. Making mistakes 
here is okay — you caught the problem early, and that’s all that counts.

 ✓ Whenever you use a formula to do a problem, write it down first and 
then plug in the numbers in the second step. The more often you write 
down a formula, the more comfortable you will be using it on an exam. 
And if (heaven forbid!) you copy the formula down wrong, your instruc-
tor will be able to follow your error, which may mean some partial credit 
for you!

 Chances are, if you’ve learned some formulas in your class, you’re going to 
need to use them on your exam. Don’t expect to be able to use formulas with 
confidence on an exam if you haven’t practiced with them and written them 
down many, many times beforehand. Practice when the problems are easy so 
when they get harder you won’t have to worry as much.

Make an “If-Then-How” Chart
Quarterbacks always talk about trying to get the game to “slow down” for 
them so they feel like they have more time to think and react. You want the 
same thing when you take a statistics exam. (See, you and your NFL hero 
really do have something in common!) The game starts slowing down for a 
quarterback when he begins to see patterns in the way the defense lines up 
against him, rather than feeling like every play brings a completely different 
look. Similarly for you, the exam starts to “slow down” when the problems 
start falling into categories as you read them, rather than each one appearing 
to be totally different from anything you’ve ever seen before.
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To make this happen, many of my students find help in making what I call an 
if-then-how chart. An if-then-how chart maps out the types of problems you are 
likely to run into, strategies to solve them, and examples for quick reference. The 
basic idea of the if-then-how chart is to say “If the problem asks for X, then I solve 
it by doing Y, and here’s how.” An if-then-how chart contains three columns:

 ✓ If: In the if column, write down a succinct description of what you are 
asked to find or do. For example, if the problem asks you to test a claim 
about the population mean (see Chapter 14 for more about claims), 
write “Test a claim — population mean.” If you are asked to give your 
best estimate of the population mean (Chapter 13 has the scoop on esti-
mates), write “Estimate population mean.”

  Problems are worded in different ways, because that’s how the real 
world works. Pay attention to different wordings that in essence boil 
down to the same problem, and add them to the appropriate place in the 
if column where the actual problem is already listed. For example, one 
problem may ask you to estimate the population mean; another problem 
may say, “Give a range of likely values for the population mean.” These 
questions ask for the same thing, so include both in your if column.

 ✓ Then: In your then column you write the exact statistical procedure, for-
mula, or technique you need to solve that type of problem using the statisti-
cal lingo. For example, when your if column says “Test a claim — population 
mean,” your then column should say “Hypothesis test for μ.” When your if 
statement reads “Estimate population mean” your then column should read 
“Confidence interval for μ.”

  To match strategies to situations, look carefully at how the examples in 
your lecture notes and your book were done and use them as your guide.

 ✓ How: In the how column, write an example, a formula, and/or a quick 
note to yourself that will spark your mind and send you off running in 
the right direction. Write whatever you need to feel comfortable (no 
one’s going to see it but you, so make it your way!). For example, sup-
pose your if column says “Estimate the population mean,” and your 
then column says “Confidence interval — population mean.” In the how 
column, you can write the formula.

Although I just took a lot of time and talking to walk you through it, making 
an if-then-how chart is much easier done than said. Below is an example of an 
entry in an if-then-how chart for the confidence interval problem I just laid out.

If Then How

Estimate the population mean (also 
known as range of likely values)

CI for μ
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Using these three columns, fill in your if-then-how chart with each different 
type of problem you’ve covered in class. Don’t write down every little exam-
ple; look for patterns in the problems and boil down the number of scenarios 
to a doable list.

 If-then-how charts should be customized to your needs, so the only way it’s 
going to work is if you make it yourself. No two people think alike; what works 
for your friend may not work for you. However, it might be helpful to compare 
your chart with a friend’s once you are both finished, to see if you’ve left any-
thing out.

 If you’re allowed to bring a review sheet to exams, I suggest putting your if-
then-how chart on one side. On the other side, write down those little nuggets 
of information your professor gave you in lecture but didn’t write down. If you 
aren’t allowed to have a review sheet during the exam, call me crazy, but I’ll 
argue that you should still make one to study from. Making one really helps 
you sort out all the ideas so when you take the exam you’ll be much more 
clear about what to look for and how to set up and solve problems. Lots of 
students come out of an exam saying they didn’t even use their review sheet, 
and that’s when you know you’ve done a good job putting one together: When 
it went on the sheet, it went into your mind!

Figure Out What the Question Is Asking
Students often tell me that they don’t understand what a problem is asking 
for. That’s the million dollar question, isn’t it? And it’s not a trivial matter. 
Oftentimes the actual question is embedded somewhere in the language of 
the problem; it isn’t usually as clear as: “Find the mean of this data set.”

 For example, a question may ask you to “interpret” a statistical result. What 
does “interpret” really mean? To most professors the word “interpret” means 
to explain in words that a nonstatistician would understand.

Suppose you are given some computer output analyzing number of crimes 
and number of police officers, and you are asked to interpret the correlation 
between them. First you pick off the number from the output that represents 
the correlation (say it’s –0.85); then you talk about its important features in 
language that is easy for others to understand. The answer I would like to 
see on an exam goes something like this: “The correlation between number 
of police officers and number of crimes is –0.85; they have a strong negative 
linear relationship. As the number of police officers increases, number of 
crimes decreases.”
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 If you know what the problem is asking for, you have a better chance of actu-
ally solving it. You’ll gain confidence when you know what you are supposed 
to do. On the flip side, if you don’t know what the problem is asking, even 
starting it will be very hard. Your anxiety will go up, which can affect your 
ability to work other problems as well. So how do you boil down a problem to 
figure out exactly what it’s asking for? Here are some tips to follow:

 ✓ Check the very last sentence of the problem — that’s usually where 
the question is located. Rather than reading the entire problem a 
second (and third and fourth) time and getting yourself all worked up, 
just read it once and then focus on the end of the problem.

 ✓ Practice boiling down questions ahead of time. Look at all the exam-
ples from your lecture notes, your homework problems, and problems 
in your textbook and try to figure out what each problem is asking for. 
Eventually you’ll start to see patterns in the way problems are worded, 
and you’ll get better at figuring out what they are really asking for.

 ✓ Ask your professor what clues you should look for, and bring example 
problems with you. She will be impressed because you are trying to 
figure out the big picture, and oh, how professors love those “big pic-
ture” questions! And after she helps you, you can add those to your if-
then-how chart (see “Make an ‘If-Then-How’ Chart”).

 ✓ Translate the wording of the problem into a statistical statement. This 
involves labeling not only what you are given (as discussed in the next 
section), but also what you want to find.

  For example, Professor Barb wants to give 20 percent of her students an A 
on her statistics exam; your job is to find the cutoff exam score for an A, 
and this translates to “find the score representing the 80th percentile.”

Label What You’re Given
 Many students try to work problems by pushing around numbers that are 

given in the problem. This approach may work with easy problems, but 
everyone hits the wall at some point and needs more support to solve harder 
problems. You’ll benefit from getting into the habit of labeling everything 
properly — labeling is the critical connection between the if column and the 
then column in your if-then-how chart (described earlier in this chapter). You 
may read a problem and know what you need to do, but without understand-
ing how to use what you’re given in the problem, you won’t be able to solve it 
correctly. To really understand the numbers the problem gives you, take each 
one and write down what it stands for.

Suppose you’re given the following problem to solve: “You want to use the 
size of a house in a certain city (in square feet) to predict its price (in thou-
sands). You collect data on 100 randomly selected homes that have recently 
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been sold. You find the mean price is $219,100 with standard deviation of 
$60,100, and you know the mean size is 1,993 square feet, with standard devi-
ation of 349 square feet. You find the correlation between size and price for 
these homes is +0.90. Find the best-fitting regression line that you can use to 
predict house price using size.”

Your first step is labeling everything. Knowing you use size to predict price, 
you figure size must be the x variable and price must be the y variable. You 
then label the means  (square feet) and  (in thousands) 
respectively; the standard deviations are labeled  (square feet) and 

 (in thousands), respectively, and the correlation is labeled r = 0.90. 
The sample size is n = 100. Now you can plug your numbers into the right for-
mulas. (See Chapter 18 regarding correlation and regression.)

When you know you have to work with a regression line and that formulas 
are involved, having all the given information organized and labeled, ready to 
go, is very comforting. It’s one less thing to think about. (The problem in this 
particular example is solved in the section “Make the Connection and Solve 
the Problem.”) If that example doesn’t convince you, here are six more rea-
sons to label what you are given in a problem:

 ✓ Labeling allows you to check your work more easily. When you go 
back to check your work (as I advise in the section “Do the Math — 
Twice”), you’ll quickly see what you were thinking when you did the 
problem the first time.

 ✓ Your professor will be impressed. He will see your labels and realize you 
at least know what the given information stands for. That way if your cal-
culations go haywire, you still have a chance for partial credit.

 ✓ Labeling saves time. I know that writing down more information seems 
like a strange way to save time, but by labeling all the items, you can pull 
out the info you need in a flash.

  For example, suppose you need to do a 95% confidence interval for the 
population mean (using what you know from Chapter 13) and you’re 
told that the sample mean is 60, the population standard deviation is 
10, and the sample size is 200. You know the formula has to involve , , 
and n, and you see one that does:

  

  Because you’ve already labeled everything, you just grab what you need, 
put it into the formula, throw in a z*-value of 1.96 (the critical value 
corresponding to a 95% confidence level), and crunch it out to get the 
answer:
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 ✓ Labels keep your mind organized. You are less likely to get buried in 
calculations and forget what you’re doing if your work involves symbols 
and not just numbers. By sorting out the information you are given, 
you’re less likely to resort to reading the problem over and over again, 
raising your anxiety level each time.

 ✓ You use the labels to figure out which formula or technique you need 
to use to solve a problem. For example, if you think you need a hypoth-
esis test but no claim is made about the population mean, hold up. 
You may need a confidence interval instead; this realization saves you 
precious time because you won’t be spinning your wheels in the wrong 
direction. Labels help you quickly narrow down your options.

 ✓ Labeling helps you resist the urge to just write down numbers and 
push them around on the paper. More often than not, number-pushing 
leads to wrong answers and less (if any) partial credit if your answer 
is wrong. Your professor may not be able to follow you, or just doesn’t 
want to spend all that time trying to figure it out (sorry to say, but this 
happens sometimes).

 Labeling saves you anxiety, time, and points when you take your exam. But 
in order to be successful on exam day, you need to start this practice early 
on, while the problems are easy to do. Don’t expect to suddenly be able to 
sort out the information on exam day if you never did it before; it’s not gonna 
happen. Make it your habit right away and you won’t freak out when you see 
a new problem. You’ll at least be able to break it down into smaller chunks, 
which always helps.

Draw a Picture
You’ve heard the expression “A picture is worth a thousand words.” As a 
statistics professor, I say, “A picture is worth a thousand points (or at least 
half the points on a given problem).” When the given information and/or the 
question being asked can be expressed in a picture form, you should do it. 
Here’s why:

 ✓ A picture can help you see what’s going on in the problem. For exam-
ple, if you know exam scores have a normal distribution with mean 75 
and standard deviation 5 (see Chapter 9 for more about normal distribu-
tion), you draw a bell-shaped curve, marking off the mean in the center 
and three standard deviations on each side. You can now visualize the 
scenario you’re dealing with.

 ✓ You can use the drawing to help figure out what you are trying to find. 
For example, if you need to know the probability that Bob scored more 
than 70 points on the exam, you shade in the area to the right of 70 on 
your drawing, and you’re on your way.
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 ✓ Your professor knows that you understand the basics of the problem, 
increasing your chance for partial credit. On the other hand, someone 
who got the problem wrong doesn’t get much sympathy if the professor 
knows drawing a simple picture would have avoided the whole problem.

 ✓ Students who draw pictures tend to get more problems correct than 
students who don’t. Without a picture you can easily lose track of what’s 
needed, and make mistakes like finding P(X < 70) instead of P(X > 70), for 
example. Also, checking for and spotting errors before you turn in your 
exam is easier if you have a picture to look at.

 Drawing a picture may seem like a waste of valuable time on an exam, but it’s 
actually a time-saver because it gets you going in the right direction, keeps 
you focused throughout the problem, and helps ensure you answer the right 
question. Drawing a picture can also help you analyze your final numerical 
answer and either confirm you’ve got it right, or quickly a spot and fix an error 
and save yourself some points. (Be sure to draw pictures while studying so 
they come naturally during an exam.)

Make the Connection and 
Solve the Problem

 When you’ve figured out what the problem is asking, you have everything 
labeled, and you have your pictures drawn, it’s time to solve the problem. 
After doing the prep work, nine times out of ten you’ll remember a technique 
you learned from class, a formula that contains the items you’ve labeled, and/
or an example you worked through. Use or remember your if-then-how chart 
and you’ll be on your way. (See “Make an ‘If-Then-How’ Chart” if you need 
more info.)

 Breaking down a problem means having less to think about at each step, and 
in a stressful exam situation where you may forget your own name, that’s a 
real plus! (This strategy reminds me of the saying, “How do you eat an ele-
phant? One bite at a time.”)

In the example of using size of a home to predict its price (see the earlier sec-
tion “Label What You’re Given”), you know the mean and standard deviation 
of size, the mean and standard deviation of price, and the correlation between 
them; and you’ve labeled them all. The question asks you to find the equation 
of the best-fitting regression line to predict price based on size of the home; 
you know that means find the equation y = a + bx where x = size (square feet) 
and y = price (thousands of dollars), b is the slope of the regression line, and 
a is the y-intercept. (Flip to Chapter 18 for more about this formula.)
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Now you recognize what to do — you have to find a and b. You remember (or 
can find) that those formulas are  and . Grab the numbers 

you’ve labeled ( ), put them 
into the formulas, and solve (sounds like a commercial for a frozen dinner 
doesn’t it?). You find the slope is  and the y-intercept is 

, so the equation of the best-fitting regression 
line is . (See Chapter 18 for the details of regression.)

Do the Math — Twice
I can still remember some of the struggles I had way back in high school 
algebra. For the longest time 3 times 2 was equal to 5 for me; this mistake 
(and others like it) caused me to miss a handful of points on every exam and 
homework assignment, and I just could not get past it. One day I decided I’d 
had enough of losing points here and there for silly errors, and I did some-
thing about it. From that day on, I wrote out all of my work, step by step, and 
resisted the urge to do steps in my head. When I got my final answer, instead 
of moving on, I went back and checked every step, and I did so with the mind-
set that a mistake had probably slipped in somewhere and it was my job to 
find it before anyone else did.

This approach forced me to look at each step with fresh eyes, as if I were 
grading someone else’s paper. I caught more mistakes because I never 
skipped over a step without bothering to check it. I finally stopped thinking 
3 times 2 was 5 because I caught myself in the act enough times. My exam 
grades went up, just because I started checking things more carefully. It 
reminds me of the carpenter’s saying, “Measure twice, cut once.” They waste 
a lot less wood that way.

 Every time you find and fix a mistake before you turn in your exam, you’re get-
ting a handful of points back for yourself. Find your errors before your profes-
sor does, and you’ll be amazed how those points add up. However, remember 
that time is not unlimited on an exam, so try to get the problems right the first 
time. Labeling everything, drawing pictures, writing down formulas, and show-
ing all your work will definitely help!

Analyze Your Answers
A very prominent statistician I know has a framed piece of paper on his office 
wall. It’s a page of an exam he took way back when he was a student. It’s got a 
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big red circle around one of his answers, which happens to be the number 2. 
Why was writing the number 2 for an answer such a problem? Because the 
question asked him to find a probability, and probabilities are always between 
0 and 1. As a result, he didn’t get any points for that problem, not even partial 
credit. In fact, I’ll bet his professor wanted to give him negative points for 
making such a mistake. (They really don’t like it when you totally miss the 
boat.)

 Always take the time to check your final answer to see if it makes sense. A neg-
ative standard deviation, a probability more than 1, or a correlation of –121.23 
is not going to go over well with your professor, and it will not be treated like 
a simple math error. It will be treated as a fundamental error in not knowing 
(or perhaps caring) what the result should look like.

 If you know an answer you got can’t possibly be right, but you cannot for the 
life of you figure out where you went wrong, don’t waste any more time on it. 
Just write a note in the margin that says you know your answer can’t be right 
but you can’t figure out your error. This helps separate you from the regular Joe 
who found a probability of 10,524.31 (yes, I’ve seen it) and merrily moved on.

By the way, you may be wondering why this world-class statistician still 
keeps this exam page framed on his office wall. He says it’s to keep him 
humble. Learn from his example and never move on to the next problem 
without stepping back and saying “does this answer even make sense?”
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Appendix

Tables for Reference

This appendix includes tables for finding probabilities and/or critical 
values for the three distributions used in this book: the Z-distribution 

(standard normal), the t-distribution, and the binomial distribution.

The Z-Table
Table A-1 shows less-than-or-equal-to probabilities for the Z-distribution; that 
is, p(Z ≤ z) for a given z-value. (See Chapter 9 for calculating z-values for a 
normal distribution; see Chapter 11 for calculating z-values for a sampling 
distribution.) To use Table A-1, do the following:

 1. Determine the z-value for your particular problem.

  The z-value should have one leading digit before the decimal point (posi-
tive, negative, or zero) and two digits after the decimal point; for example 
z = 1.28, –2.69, or 0.13.

 2. Find the row of the table corresponding to the leading digit and first 
digit after the decimal point. 

  For example, if your z-value is 1.28, look in the “1.2” row; if z = –1.28, look 
in the “–1.2” row.

 3. Find the column corresponding to the second digit after the decimal 
point. 

  For example, if your z-value is 1.28 or –1.28, look in the “.08” column.

 4. Intersect the row and column from Steps 2 and 3.

  This number is the probability that Z is less than or equal to your 
z-value. In other words, you’ve found p(Z ≤ z). For example, if z = 1.28, 
you see p(Z ≤ 1.28) = 0.8997. For z = –1.28, you see p(Z ≤ –1.28) = 0.1003.
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Table A-1 The Z-Table

    z 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09

–3.6 .0002 .0002 .0001 .0001 .0001 .0001 .0001 .0001 .0001 .0001

–3.5 .0002 .0002 .0002 .0002 .0002  .0002  .0002 .0002 .0002 .0002

–3.4 .0003 .0003 .0003 .0003 .0003 .0003 .0003 .0003 .0002 .0002

–3.3 .0005 .0005 .0005 .0004 .0004 .0004 .0004 .0004 .0003 .0003

–3.2 .0007 .0007 .0006 .0006 .0006 .0006 .0006 .0005 .0005 .0005

–3.1 .0010 .0009 .0009 .0009 .0008 .0008 .0008 .0008 .0007 .0007

–3.0 .0013 .0013 .0013 .0012 .0012 .0011 .0011 .0011 .0010 .0010

–2.9 .0019 .0018 .0018 .0017 .0016 .0016 .0015 .0015 .0014 .0014

–2.8 .0026 .0025 .0024 .0023 .0023 .0022 .0021 .0021 .0020 .0019

–2.7 .0035 .0034 .0033 .0032 .0031 .0030 .0029 .0028 .0027 .0026

–2.6 .0047 .0045 .0044 .0043 .0041 .0040 .0039 .0038 .0037 .0036

–2.5 .0062 .0060 .0059 .0057 .0055 .0054 .0052 .0051 .0049 .0048

–2.4 .0082 .0080 .0078 .0075 .0073 .0071 .0069 .0068 .0066 .0064

–2.3 .0107 .0104 .0102 .0099 .0096 .0094 .0091 .0089 .0087 .0084

–2.2 .0139 .0136 .0132 .0129 .0125 .0122 .0119 .0116 .0113 .0110

–2.1 .0179 .0174 .0170 .0166 .0162 .0158 .0154 .0150 .0146 .0143

–2.0 .0228 .0222 .0217 .0212 .0207 .0202 .0197 .0192 .0188 .0183

–1.9 .0287 .0281 .0274 .0268 .0262 .0256 .0250 .0244 .0239 .0233

–1.8 .0359 .0351 .0344 .0336 .0329 .0322 .0314 .0307 .0301 .0294

–1.7 .0446 .0436 .0427 .0418 .0409 .0401 .0392 .0384 .0375 .0367

–1.6 .0548 .0537 .0526 .0516 .0505 .0495 .0485 .0475 .0465 .0455

–1.5 .0668 .0655 .0643 .0630 .0618 .0606 .0594 .0582 .0571 .0559

–1.4 .0808 .0793 .0778 .0764 .0749 .0735 .0721 .0708 .0694 .0681

–1.3 .0968 .0951 .0934 .0918 .0901 .0885 .0869 .0853 .0838 .0823

–1.2 .1151 .1131 .1112 .1093 .1075 .1056 .1038 .1020 .1003 .0985

–1.1 .1357 .1335 .1314 .1292 .1271 .1251 .1230 .1210 .1190 .1170

–1.0 .1587 .1562 .1539 .1515 .1492 .1469 .1446 .1423 .1401 .1379

–0.9 .1841 .1814 .1788 .1762 .1736 .1711 .1685 .1660 .1635 .1611

–0.8 .2119 .2090 .2061 .2033 .2005 .1977 .1949 .1922 .1894 .1867

–0.7 .2420 .2389 .2358 .2327 .2296 .2266 .2236 .2206 .2177 .2148

–0.6 .2743 .2709 .2676 .2643 .2611 .2578 .2546 .2514 .2483 .2451

–0.5 .3085 .3050 .3015 .2981 .2946 .2912 .2877 .2843 .2810 .2776

–0.4 .3446 .3409 .3372 .3336 .3300 .3264 .3228 .3192 .3156 .3121

–0.3 .3821 .3783 .3745 .3707 .3669 .3632 .3594 .3557 .3520 .3483

–0.2 .4207 .4168 .4129 .4090 .4052 .4013 .3974 .3936 .3897 .3859

–0.1 .4602 .4562 .4522 .4483 .4443 .4404 .4364 .4325 .4286 .4247

–0.0 .5000 .4960 .4920 .4880 .4840 .4801 .4761 .4721 .4681 .4641

Number in the

table represents

P(Z � z)

0z

31_9780470911082-bapp01.indd   34831_9780470911082-bapp01.indd   348 3/25/11   8:12 PM3/25/11   8:12 PM



349 Appendix: Tables for Reference

  z 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09

0.0 .5000 .5040 .5080 .5120 .5160 .5199 .5239 .5279 .5319 .5359

0.1 .5398 .5438 .5478 .5517 .5557 .5596 .5636 .5675 .5714 .5753

0.2 .5793 .5832 .5871 .5910 .5948 .5987 .6026 .6064 .6103 .6141

0.3 .6179 .6217 .6255 .6293 .6331 .6368 .6406 .6443 .6480 .6517

0.4 .6554 .6591 .6628 .6664 .6700 .6736 .6772 .6808 .6844 .6879

0.5 .6915 .6950 .6985 .7019 .7054 .7088 .7123 .7157 .7190 .7224

0.6 .7257 .7291 .7324 .7357 .7389 .7422 .7454 .7486 .7517 .7549

0.7 .7580 .7611 .7642 .7673 .7704 .7734 .7764 .7794 .7823 .7852

0.8 .7881 .7910 .7939 .7967 .7995 .8023 .8051 .8078 .8106 .8133

0.9 .8159 .8186 .8212 .8238 .8264 .8289 .8315 .8340 .8365 .8389

1.0 .8413 .8438 .8461 .8485 .8508 .8531 .8554 .8577 .8599 .8621

1.1 .8643 .8665 .8686 .8708 .8729 .8749 .8770 .8790 .8810 .8830

1.2 .8849 .8869 .8888 .8907 .8925 .8944 .8962 .8980 .8997 .9015

1.3 .9032 .9049 .9066 .9082 .9099 .9115 .9131 .9147 .9162 .9177

1.4 .9192 .9207 .9222 .9236 .9251 .9265 .9279 .9292 .9306 .9319

1.5 .9332 .9345 .9357 .9370 .9382 .9394 .9406 .9418 .9429 .9441

1.6 .9452 .9463 .9474 .9484 .9495 .9505 .9515 .9525 .9535 .9545

1.7 .9554 .9564 .9573 .9582 .9591 .9599 .9608 .9616 .9625 .9633

1.8 .9641 .9649 .9656 .9664 .9671 .9678 .9686 .9693 .9699 .9706

1.9 .9713 .9719 .9726 .9732 .9738 .9744 .9750 .9756 .9761 .9767

2.0 .9772 .9778 .9783 .9788 .9793 .9798 .9803 .9808 .9812 .9817

2.1 .9821 .9826 .9830 .9834 .9838 .9842 .9846 .9850 .9854 .9857

2.2 .9861 .9864 .9868 .9871 .9875 .9878 .9881 .9884 .9887 .9890

2.3 .9893 .9896 .9898 .9901 .9904 .9906 .9909 .9911 .9913 .9916

2.4 .9918 .9920 .9922 .9925 .9927 .9929 .9931 .9932 .9934 .9936

2.5 .9938 .9940 .9941 .9943 .9945 .9946 .9948 .9949 .9951 .9952

2.6 .9953 .9955 .9956 .9957 .9959 .9960 .9961 .9962 .9963 .9964

2.7 .9965 .9966 .9967 .9968 .9969 .9970 .9971 .9972 .9973 .9974

2.8 .9974 .9975 .9976 .9977 .9977 .9978 .9979 .9979 .9980 .9981

2.9 .9981 .9982 .9982 .9983 .9984 .9984 .9985 .9985 .9986 .9986

3.0 .9987 .9987 .9987 .9988 .9988 .9989 .9989 .9989 .9990 .9990

3.1 .9990 .9991 .9991 .9991 .9992 .9992 .9992 .9992 .9993 .9993

3.2 .9993 .9993 .9994 .9994 .9994 .9994 .9994 .9995 .9995 .9995

3.3 .9995 .9995 .9995 .9996 .9996 .9996 .9996 .9996 .9996 .9997

3.4 .9997 .9997 .9997 .9997 .9997 .9997 .9997 .9997 .9997 .9998

3.5 .9998 .9998 .9998 .9998 .9998 .9998 .9998 .9998 .9998 .9998

3.6 .9998 .9998 .9999 .9999 .9999 .9999 .9999 .9999 .9999 .9999

0

Number in the

table represents

P(Z � z)

z
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The t-Table
Table A-2 shows right-tail probabilities for selected t-distributions 
(see Chapter 10 for more on the t-distribution). 

Follow these steps to use Table A-2 to find right-tail probabilities and 
p-values for hypothesis tests involving t (see Chapter 15):

 1. Find the t-value for which you want the right-tail probability (call it t), 
and find the sample size (for example, n).

 2. Find the row corresponding to the degrees of freedom (df ) for your 
problem (for example, n – 1). Go across that row to find the two t-val-
ues between which your t falls.

  For example, if your t is 1.60 and your n is 7, you look in the row for 
df = 7 – 1 = 6. Across that row you find your t lies between t-values 1.44 
and 1.94.

 3. Go to the top of the columns containing the two t-values from Step 2.

  The right-tail (greater-than) probability for your t-value is somewhere 
between the two values at the top of these columns. For example, your 
t = 1.60 is between t-values 1.44 and 1.94 (df = 6); so the right tail prob-
ability for your t is between 0.10 (column heading for t = 1.44); and 0.05 
(column heading for t = 1.94).

 The row near the bottom with Z in the df column gives right-tail (greater-than) 
probabilities from the Z-distribution (Chapter 10 shows Z ’s relationship 
with t). 

Use Table A-2 to find t*-values (critical values) for a confidence interval 
involving t (see Chapter 13):

 1. Determine the confidence level you need (as a percentage).

 2. Determine the sample size (for example, n).

 3. Look at the bottom row of the table where the percentages are shown. 
Find your % confidence level there.

 4. Intersect this column with the row representing your degrees of free-
dom (df). This is the t-value you need for your confidence interval.

  For example, a 95% confidence interval with df=6 has t*=2.45. (Find 95% 
on the last line and go up to row 6.)
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Table A-2 The t-Table

0.40 0.25 0.10 0.05

Numbers in each row of the table are values on a t-distribution with
(df ) degrees of freedom for selected right-tail (greater-than) probabilities (p).

0.025

t (p, df)

0.01 0.005 0.0005

1

df/p

0.324920 1.000000 3.077684 6.313752 12.70620 31.82052 63.65674 636.6192

2 0.288675 0.816497 1.885618 2.919986 4.30265 6.96456 9.92484 31.5991

3 0.276671 0.764892 1.637744 2.353363 3.18245 4.54070 5.84091 12.9240

4 0270722 0.740697 1.533206 2.131847 2.77645 3.74695 4.60409 8.6103

5

6

0.267181 0.726687 1.475884 2.015048 2.57058 3.36493 4.03214 6.8688

0.264835 0.717558 1.439756 1.943180 2.44691 3.14267 3.70743 5.9588

7 0.263167 0.711142 1.414924 1.894579 2.36462 2.99795 3.49948 5.4079

8 0.261921 0.706387 1.396815 1.859548 2.30600 2.89646 3.35539 5.0413

9 0.260955 0.702722 1.383029 1.833113 2.26216 2.82144 3.24984 4.7809

10 0260185 0.699812 1.372184 1.812461 2.22814 2.76377 3.16927 4.5869

11 0259556 0.697445 1.363430 1.795885 2.20099 2.71808 3.10581 4.4370

12 0259033 0.695483 1.356217 1.782288 2.17881 2.68100 3.05454 43178

13 0.258591 0.693829 1.350171 1.770933 2.16037 2.65031 3.01228 4.2208

14 0.258213 0.692417 1.345030 1.761310 2.14479 2.62449 2.97684 4.1405

15 0.257885 0.691197 1.340606 1.753050 2.13145 2.60248 2.94671 4.0728

16 0257599 0.690132 1.336757 1.745884 2.11991 2.58349 2.92078 4.0150

17 0.257347 0.689195 1.333379 1.739607 2.10982 2.56693 2.89823 3.9651

18 0.257123 0.688364 1.330391 1.734064 2.10092 2.55238 2.87844 3.9216

19 0.256923 0.687621 1.327728 1.729133 2.09302 2.53948 2.86093 3.8834

20 0.256743 0.686954 1.325341 1.724718 2.08596 2.52798 2.84534 3.8495

21 0.256580 0.686352 1.323188 1.720743 2.07961 2.51765 2.83136 3.8193

22 0256432 0.685805 1.321237 1.717144 2.07387 2.50832 2.81876 3.7921

23 0256297 0.685306 1.319460 1.713872 2.06866 2.49987 2.80734 3.7676

24 0.256173 0.684850 1.317836 1.710882 2.06390 2.49216 2.79694 3.7454

25 0.256060 0.684430 1.316345 1.708141 2.05954 2.48511 2.78744 3.7251

26 0.255955 0.684043 1.314972 1.705618 2.05553 2.47863 2.77871 3.7066

27 0.255858 0.683685 1.313703 1.703288 2.05183 2.47266 2.77068 3.6896

28 0.255768 0.683353 1.312527 1.701131 2.04841 2.46714 2.76326 3.6739

29 0.255684 0.683044 1.311434 1.699127 2.04523 2.46202 2.75639 3.6594

30 0.255605 0.682756 1.310415 1.697261 2.04227 2.45726 2.75000 3.6460

z 0.253347 0.674490 1.281552 1.644854 1.95996 2.32635 2.57583 3.2905

CI 80% 90% 95% 98% 99% 99.9%
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The Binomial Table
Table A-3 shows probabilities for the binomial distribution (see Chapter 8).

To use Table A-3, do the following:

 1. Find these three numbers for your particular problem:

 • The sample size, n

 • The probability of success, p

 • The x-value for which you want p(X = x)

 2. Find the section of Table A-3 that’s devoted to your n.

 3. Look at the row for your x-value and the column for your p.

 4. Intersect that row and column. You have found p(X = x).

 5. To get the probability of being less than, greater than, greater than or 
equal to, less than or equal to, or between two values of X, you add 
the appropriate values of Table A-3 using the steps found in Chapter 8.

  For example, if n=10, p=0.6, and you want p(X=9), go to the n=10 section, 
the x=9 row, and the p=0.6 column to find 0.04.
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Table A-3 The Binomial Table

p

Binomial probabilities:

(continued)

px(1 – p) n – x( )n
x

n x 0.1 0.2 0.25 0.3 0.4 0.5 0.6 0.7 0.75 0.8 0.9

1 0 0.900 0.800 0.750 0.700 0.600 0.500 0.400 0.300 0.250 0.200 0.100
1 0.100 0.200 0.250 0.300 0.400 0.500 0.600 0.700 0.750 0.800 0.900

2 0 0.810 0.640 0.563 0.490 0.360 0.250 0.160 0.090 0.063 0.040 0.010
1 0.180 0.320 0.375 0.420 0.480 0.500 0.480 0.420 0.375 0.320 0.180
2 0.010 0.040 0.063 0.090 0.160 0.250 0.360 0.490 0.563 0.640 0.810

3 0 0.729 0.512 0.422 0.343 0.216 0.125 0.064 0.027 0.016 0.008 0.001
1 0.243 0.384 0.422 0.441 0.432 0.375 0.288 0.189 0.141 0.096 0.027
2 0.027 0.096 0.141 0.189 0.288 0.375 0.432 0.441 0.422 0.384 0.243
3 0.001 0.008 0.016 0.027 0.064 0.125 0.216 0.343 0.422 0.512 0.729

4 0 0.656 0.410 0.316 0.240 0.130 0.063 0.026 0.008 0.004 0.002 0.000
1 0.292 0.410 0.422 0.412 0.346 0.250 0.154 0.076 0.047 0.026 0.004
2 0.049 0.154 0.211 0.265 0.346 0.375 0.346 0.265 0.211 0.154 0.049
3 0.004 0.026 0.047 0.076 0.154 0.250 0.346 0.412 0.422 0.410 0.292
4 0.000 0.002 0.004 0.008 0.026 0.063 0.130 0.240 0.316 0.410 0.656

5 0 0.590 0.328 0.237 0.168 0.078 0.031 0.010 0.002 0.001 0.000 0.000
1 0.328 0.410 0.396 0.360 0.259 0.156 0.077 0.028 0.015 0.006 0.000
2 0.073 0.205 0.264 0.309 0.346 0.312 0.230 0.132 0.088 0.051 0.008
3 0.008 0.051 0.088 0.132 0.230 0.312 0.346 0.309 0.264 0.205 0.073
4 0.000 0.006 0.015 0.028 0.077 0.156 0.259 0.360 0.396 0.410 0.328
5 0.000 0.000 0.001 0.002 0.010 0.031 0.078 0.168 0.237 0.328 0.590

6 0 0.531 0.262 0.178 0.118 0.047 0.016 0.004 0.001 0.000 0.000 0.000
1 0.354 0.393 0.356 0.303 0.187 0.094 0.037 0.010 0.004 0.002 0.000
2 0.098 0.246 0.297 0.324 0.311 0.234 0.138 0.060 0.033 0.015 0.001
3 0.015 0.082 0.132 0.185 0.276 0.313 0.276 0.185 0.132 0.082 0.015
4 0.001 0.015 0.033 0.060 0.138 0.234 0.311 0.324 0.297 0.246 0.098
5 0.000 0.002 0.004 0.010 0.037 0.094 0.187 0.303 0.356 0.393 0.354
6 0.000 0.000 0.000 0.001 0.004 0.016 0.047 0.118 0.178 0.262 0.531

7 0 0.478 0.210 0.133 0.082 0.028 0.008 0.002 0.000 0.000 0.000 0.000
1 0.372 0.367 0.311 0.247 0.131 0.055 0.017 0.004 0.001 0.000 0.000
2 0.124 0.275 0.311 0.318 0.261 0.164 0.077 0.025 0.012 0.004 0.000
3 0.023 0.115 0.173 0.227 0.290 0.273 0.194 0.097 0.058 0.029 0.003
4 0.003 0.029 0.058 0.097 0.194 0.273 0.290 0.227 0.173 0.115 0.023
5 0.000 0.004 0.012 0.025 0.077 0.164 0.261 0.318 0.311 0.275 0.124
6 0.000 0.000 0.001 0.004 0.017 0.055 0.131 0.247 0.311 0.367 0.372
7 0.000 0.000 0.000 0.000 0.002 0.008 0.028 0.082 0.133 0.210 0.478

Numbers in the table represent p (X=x) for a binomial
distribution with n trials and probability of success p.
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Table A-3 (continued)

p

Binomial probabilities:

px(1 – p) n – x( )n
x

n x 0.1 0.2 0.25 0.3 0.4 0.5 0.6 0.7 0.75 0.8 0.9

8 0 0.430 0.168 0.100 0.058 0.017 0.004 0.001 0.000 0.000 0.000 0.000
1 0.383 0.336 0.267 0.198 0.090 0.031 0.008 0.001 0.000 0.000 0.000
2 0.149 0.294 0.311 0.296 0.209 0.109 0.041 0.010 0.004 0.001 0.000
3 0.033 0.147 0.208 0.254 0.279 0.219 0.124 0.047 0.023 0.009 0.000
4 0.005 0.046 0.087 0.136 0.232 0.273 0.232 0.136 0.087 0.046 0.005
5 0.000 0.009 0.023 0.047 0.124 0.219 0.279 0.254 0.208 0.147 0.033
6 0.000 0.001 0.004 0.010 0.041 0.109 0.209 0.296 0.311 0.294 0.149
7 0.000 0.000 0.000 0.001 0.008 0.031 0.090 0.198 0.267 0.336 0.383
8 0.000 0.000 0.000 0.000 0.001 0.004 0.017 0.058 0.100 0.168 0.430

9 0 0.387 0.134 0.075 0.040 0.010 0.002 0.000 0.000 0.000 0.000 0.000
1 0.387 0.302 0.225 0.156 0.060 0.018 0.004 0.000 0.000 0.000 0.000
2 0.172 0.302 0.300 0.267 0.161 0.070 0.021 0.004 0.001 0.000 0.000
3 0.045 0.176 0.234 0.267 0.251 0.164 0.074 0.021 0.009 0.003 0.000
4 0.007 0.066 0.117 0.172 0.251 0.246 0.167 0.074 0.039 0.017 0.001
5 0.001 0.017 0.039 0.074 0.167 0.246 0.251 0.172 0.117 0.066 0.007
6 0.000 0.003 0.009 0.021 0.074 0.164 0.251 0.267 0.234 0.176 0.045

Numbers in the table represent p(X=x) for a binomial
distribution with n trials and probability of success p.

7 0.000 0.000 0.001 0.004 0.021 0.070 0.161 0.267 0.300 0.302 0.172
8 0.000 0.000 0.000 0.000 0.004 0.018 0.060 0.156 0.225 0.302 0.387
9 0.000 0.000 0.000 0.000 0.000 0.002 0.010 0,040 0.075 0.134 0.387

10 0 0.349 0.107 0.056 0.028 0.006 0.001 0.000 0.000 0.000 0.000 0.000
1 0.387 0.268 0.188 0.121 0.040 0.010 0.002 0.000 0.000 0.000 0.000
2 0.194 0.302 0.282 0.233 0.121 0.044 0.011 0.001 0.000 0.000 0.000
3 0.057 0.201 0.250 0.267 0.215 0.117 0.042 0.009 0.003 0.001 0.000
4 0.011 0.088 0.146 0.200 0.251 0.205 0.111 0.037 0.016 0.006 0.000
5 0.001 0.026 0.058 0.103 0.201 0.246 0.201 0.103 0.058 0.026 0.001
6 0.000 0.006 0.016 0.037 0.111 0.205 0.251 0.200 0.146 0.088 0.011
7 0.000 0.001 0.003 0.009 0.042 0.117 0.215 0.267 0.250 0.201 0.057
8 0.000 0.000 0.000 0.001 0.011 0.044 0.121 0.233 0.282 0.302 0.194
9 0.000 0.000 0.000 0.000 0.002 0.010 0.040 0.121 0.188 0.268 0.387

10 0.000 0.000 0.000 0.000 0.000 0.001 0.006 0.028 0.056 0.107 0.349

11 0 0.314 0.086 0.042 0.020 0.004 0.000 0.000 0.000 0.000 0.000 0.000
1 0.384 0.236 0.155 0.093 0.027 0.005 0.001 0.000 0.000 0.000 0.000
2 0.213 0.295 0.258 0.200 0.089 0.027 0.005 0.001 0.000 0.000 0.000
3 0.071 0.221 0.258 0.257 0.177 0.081 0.023 0.004 0.001 0.000 0.000
4 0.016 0.111 0.172 0.220 0.236 0.161 0.070 0.017 0.006 0.002 0.000
5 0.002 0.039 0.080 0.132 0.221 0.226 0.147 0.057 0.027 0.010 0.000
6 0.000 0.010 0.027 0.057 0.147 0.226 0.221 0.132 0.080 0.039 0.002
7 0.000 0.002 0.006 0.017 0.070 0.161 0.236 0.220 0.172 0.111 0.016
8 0.000 0.000 0.001 0.004 0.023 0.081 0.177 0.257 0.258 0.221 0.071
9 0.000 0.000 0.000 0.001 0.005 0.027 0.089 0.200 0.258 0.295 0.213

10 0.000 0.000 0.000 0.000 0.001 0.005 0.027 0.093 0.155 0.236 0.384
11 0.000 0.000 0.000 0.000 0.000 0.000 0.004 0.020 0.042 0.086 0.314
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p

Binomial probabilities:

px(1 – p) n – x( )n
x

n x 0.1 0.2 0.25 0.3 0.4 0.5 0.6 0.7 0.75 0.8 0.9

12 0 0.282 0.069 0.032 0.014 0.002 0.000 0.000 0.000 0.000 0.000 0.000
1 0.377 0.206 0.127 0.071 0.017 0.003 0.000 0.000 0.000 0.000 0.000
2 0.230 0.283 0.232 0.168 0.064

0.142
0.016 0.002 0.000 0.000 0.000 0.000

3 0.085 0.236 0.258 0.240 0.054 0.012 0.001 0.000 0.000 0.000
4 0.021 0.133 0.194 0.231 0.213 0.121 0.042 0.008 0.002 0.001 0.000
5 0.004 0.053 0.103 0.158 0.227 0.193 0.101 0.029 0.011 0.003 0.000
6 0.000 0.016 0.040 0.079 0.177 0.226 0.177 0.079 0.040 0.016 0.000
7 0.000 0.003 0.011 0.029 0.101 0.193 0.227 0.158 0.103 0.053 0.004
8 0.000 0.001 0.002 0.008 0.042 0.121 0.213 0.231 0.194 0.133 0.021
9 0.000 0.000 0.000 0.001 0.012 0.054 0.142 0.240 0.258 0.236 0.085

10 0.000 0.000 0.000 0.000 0.002 0.016 0.064 0.168 0.232 0.283 0.230
11 0.000 0.000 0.000 0.000 0.000 0.003 0.017 0.071 0.127 0.206 0.377
12 0.000 0.000 0.000 0.000 0.000 0.000 0.002 0.014 0.032 0.069 0.282

13 0 0.254 0.055 0.024 0.010 0.001 0.000 0.000 0.000 0.000 0.000 0.000
1 0.367 0.179 0.103 0.054 0.011 0.002 0.000 0.000 0.000 0.000 0.000
2 0.245 0.268 0.206 0.139 0.045 0.010 0.001 0.000 0.000 0.000 0.000
3 0.100 0.246 0.252 0.218 0.111 0.035 0.006 0.001 0.000 0.000 0.000
4 0.028 0.154 0.210 0.234 0.184 0.087 0.024 0.003 0.001 0.000 0.000
5 0.006 0.069 0.126 0.180 0.221 0.157 0.066 0.014 0.005 0.001 0.000
6 0.001 0.023 0.056 0.103 0.197 0.209 0.131 0.044 0.019 0.006 0.000
7 0.000 0.006 0.019 0.044 0.131 0.209 0.197 0.103 0.056 0.023 0.001
8 0.000 0.001 0.005 0.014 0.066 0.157 0.221 0.180 0.126 0.069 0.006
9 0.000 0.000 0.001 0.003 0.024 0.087 0.184 0.234 0.210 0.154 0.028

10 0.000 0.000 0.000 0.001 0.006 0.035 0.111 0.218 0.252 0.246 0.100
11 0.000 0.000 0.000 0.000 0.001 0.010 0.045 0.139 0.206 0.268 0.245
12 0.000 0.000 0.000 0.000 0.000 0.002 0.011 0.054 0.103 0.179 0.367
13 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.010 0.024 0.055 0.254

14 0 0.229 0.044 0.018 0.007 0.001 0.000 0.000 0.000 0.000 0.000 0.000
1 0.356 0.154 0.083 0.041 0.007 0.001 0.000 0.000 0.000 0.000 0.000
2 0.257 0.250 0.180 0.113 0.032 0.006 0.001 0.000 0.000 0.000 0.000
3 0.114 0.250 0.240 0.194 0.085 0.022 0.003 0.000 0.000 0.000 0.000
4 0.035 0.172 0.220 0.229 0.155 0.061 0.014 0.001 0.000 0.000 0.000
5 0.008 0.086 0.147 0.196 0.207 0.122 0.041 0.007 0.002 0.000 0.000
6 0.001 0.032 0.073 0.126 0.207 0.183 0.092 0.023 0.008 0.002 0.000
7 0.000 0.009 0.028 0.062 0.157 0.209 0.157 0.062 0.028 0.009 0.000
8 0.000 0.002 0.008 0.023 0.092 0.183 0.207 0.126 0.073 0.032 0.001
9 0.000 0.000 0.002 0.007 0.041 0.122 0.207 0.196 0.147 0.086 0.008

10 0.000 0.000 0.000 0.001 0.014 0.061 0.155 0.229 0.220 0.172 0.035
11 0.000 0.000 0.000 0.000 0.003 0.022 0.085 0.194 0.240 0.250 0.114
12 0.000 0.000 0.000 0.000 0.001 0.006 0.032 0.113 0.180 0.250 0.257
13 0.000 0.000 0.000 0.000 0.000 0.001 0.007 0.041 0.083 0.154 0.356
14 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.007 0.018 0.044 0.229

(continued)

Numbers in the table represent p(X=x) for a binomial
distribution with n trials and probability of success p.
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Table A-3 (continued)

p

Binomial probabilities:

px(1 – p) n – x( )n
x

n x 0.1 0.2 0.25 0.3 0.4 0.5 0.6 0.7 0.75 0.8 0.9

15 0 0.206 0.035 0.013 0.005 0.000 0.000 0.000
1 0.343 0.132 0.067 0.031 0.005 0.000 0.000 0.000 0.000 0.000

0.000 0.000 0.000

0.000 0.000 0.000

2 0.267 0.231 0.156 0.092 0.022 0.003 0.000

0.000
0.000
0.000

3 0.129 0.250 0.225 0.170 0.063 0.014 0.002 0.000 0.000 0.000 0.000
4 0.043 0.188 0.225 0.219 0.127 0.042 0.007 0.001 0.000 0.000 0.000
5 0.010 0.103 0.165 0.206 0.186 0.092 0.024 0.003 0.001 0.000 0.000
6 0.002 0.043 0.092 0.147 0.207 0.153 0.061 0.012 0.003 0.001 0.000
7 0.000 0.014 0.039 0.081 0.177 0.196 0.118 0.035 0.013 0.003 0.000
8 0.000 0.003 0.013 0.035 0.118 0.196 0.177 0.081 0.039 0.014 0.000
9 0.000 0.001 0.003 0.012 0.061 0.153 0.207 0.147 0.092 0.043 0.002

10 0.000 0.000 0.001 0.003 0.024 0.092 0.186 0.206 0.165 0.103 0.010
11 0.000 0.000 0.000 0.001 0.007 0.042 0.127 0.219 0.225 0.188 0.043
12 0.000 0.000 0.000 0.000 0.002 0.014 0.063 0.170 0.225 0.250 0.129
13 0.000 0.000 0.000 0.000 0.000 0.003 0.022 0.092 0.156 0.231 0.267
14 0.000 0.000 0.000 0.000 0.000 0.000 0.005 0.031 0.067 0.132 0.343
15 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.013 0.035 0.206

20 0 0.122 0.012 0.003 0.001 0.000 0.000 0.000 0.000

0.005

0.000 0.000 0.000
1 0.270 0.058 0.021 0.007 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.285 0.137 0.067 0.028 0.003 0.000 0.000 0.000 0.000 0.000 0.000
3 0.190 0.205 0.134 0.072 0.012 0.001 0.000 0.000 0.000 0.000 0.000
4 0.090 0.218 0.190 0.130 0.035 0.005 0.000 0.000 0.000 0.000 0.000
5 0.032 0.175 0.202 0.179 0.075 0.015 0.001 0.000 0.000 0.000 0.000
6 0.009 0.109 0.169 0.192 0.124 0.037 0.005 0.000 0.000 0.000 0.000
7 0.002 0.055 0.112 0.164 0.166 0.074 0.015 0.001 0.000 0.000 0.000
8 0.000 0.022 0.061 0.114 0.180 0.120 0.035 0.004 0.001 0.000 0.000
9 0.000 0.007 0.027 0.065 0.160 0.160 0.071 0.012 0.003 0.000 0.000

10 0.000 0.002 0.010 0.031 0.117 0.176 0.117 0.031
0.065 0.027 0.007 0.007

0.010 0.002 0.000
11 0.000 0.000 0.003 0.012 0.071 0.160 0.160
12 0.000 0.000 0.001 0.004 0.035 0.120 0.180 0.114 0.061 0.022 0.000
13 0.000 0.000 0.000 0.001 0.015 0.074 0.166 0.164 0.112 0.055 0.002
14 0.000 0.000 0.000 0.000 0.005 0.037 0.124 0.192 0.169 0.109 0.009
15 0.000 0.000 0.000 0.000 0.001 0.015 0.075 0.179 0.202 0.175 0.032
16 0.000 0.000 0.000 0.000 0.000 0.005 0.035 0.130 0.190 0.218 0.090
17 0.000 0.000 0.000 0.000 0.000 0.001 0.012 0.072 0.134 0.205 0.190
18 0.000 0.000 0.000 0.000 0.000 0.000 0.003 0.028 0.067 0.137 0.285
19 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.007 0.021 0.058 0.270
20 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.003 0.012 0.122

Numbers in the table represent p(X=x) for a binomial
distribution with n trials and probability of success p.
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Introduction

So you’ve gone through some of the basics of statistics. Means, medians, and 
standard deviations all ring a bell. You know about surveys and experiments 
and the basic ideas of correlation and simple regression. You’ve studied 

probability, margin of error, and a few hypothesis tests and confidence intervals. 
Are you ready to load your statistical toolbox with a new level of tools? Statistics II 
For Dummies, 2nd Edition, picks up right where Statistics For Dummies, 2nd Edition, 
(John Wiley & Sons) leaves off and keeps you moving along the road of statistical 
ideas and techniques in a positive, step-by-step way.

The focus of Statistics II For Dummies, 2nd Edition, is on finding more ways of ana-
lyzing data. I provide step-by-step instructions for using techniques such as mul-
tiple regression, nonlinear regression, one-way and two-way analysis of variance 
(ANOVA), and Chi-square tests, and I give you some practice with big data sets, 
which are all the rage right now. Using these new techniques, you estimate, inves-
tigate, correlate, and congregate even more variables based on the information at 
hand, and you see how to put the tools together to create a great story about your 
data (nonfiction, I hope!).

About This Book
This book is designed for those who have completed the basic concepts of statis-
tics through confidence intervals and hypothesis testing (found in Statistics For 
Dummies, 2nd Edition) and are ready to plow ahead to get through the final part of 
Stats I, or to tackle Stats II. However, I do pepper in some brief overviews of Stats 
I as needed, just to remind you of what was covered and to make sure you’re up to 
speed. For each new technique, you get an overview of when and why it’s used, 
how to know when you need it, step-by-step directions on how to apply it, and 
tips and tricks from a seasoned data analyst (yours truly). Because it’s very impor-
tant to be able to know which method to use when, I emphasize what makes each 
technique distinct and what the results tell you. You will also see many applica-
tions of the techniques used in real life.

I also include interpretation of computer output for data analysis purposes. I show 
you how to use the software to get the results, but I focus more on how to inter-
pret the results found in the output, because you’re more likely to be interpreting 
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this kind of information than doing the programming specifically. Because the 
equations and calculations can get too involved if you are solving them by hand, 
you often use a computer to get your results. I include instructions for using 
Minitab to conduct many of the calculations in this book. Most statistics teachers 
who cover these topics use this approach as well. (What a relief!)

This book is different from the other Stats II books in many ways. Notably, this 
book features the following:

 » Full explanations of Stats II concepts. Many statistics textbooks squeeze all 
the Stats II topics at the very end of their Stats I coverage; as a result, these 
topics tend to get condensed and presented as if they’re optional. But no 
worries; I take the time to clearly and fully explain all the information you 
need to survive and thrive.

 » Dissection of computer output. Throughout the book, I present many 
examples that use statistical software to analyze the data. In each case, I 
present the computer output and explain how I got it and what it means.

 » An extensive number of examples. I include plenty of examples to cover the 
many different types of problems you’ll face. Some examples are short, and 
some are quite extensive and include multiple variables.

 » Lots of tips, strategies, and warnings. I share with you some trade secrets, 
based on my experience teaching and supporting students and grading their 
papers.

 » Understandable language. I try to keep things conversational to help you 
understand, remember, and put into practice statistical definitions, tech-
niques, and processes.

 » Clear and concise, step-by-step procedures. In most chapters, you can find 
steps that intuitively explain how to work through Stats II problems — and 
remember how to do it on your own later on.

Throughout this book, I’ve used several conventions that I want you to be aware of:

 » I indicate multiplication by using a times sign, indicated by a lowered 
asterisk *.

 » I indicate the null and alternative hypotheses as Ho (for the null hypothesis) 
and Ha (for the alternative hypothesis).

 » The statistical software package I use and display throughout the book is 
Minitab 18, but I simply refer to it as Minitab.

 » Whenever I introduce a new term, I italicize it.

 » Keywords and numbered steps appear in boldface.



Introduction      3

At times I get into some of the more technical details of formulas and procedures 
for those individuals who may need to know about them — or just really want to 
get the full story. These minutiae are marked with a Technical Stuff icon. I also 
include sidebars along with the essential text, usually in the form of a real-life 
statistics example or some bonus information you may find interesting. You can 
feel free to skip those icons and sidebars because you won’t miss any of the main 
information you need (but by reading them, you may just be able to impress your 
stats professor with your above-and-beyond knowledge of Stats II!).

Foolish Assumptions
Because this book deals with Stats II, I assume you have one previous course in 
introductory statistics under your belt (or at least have read Statistics For Dummies, 
2nd Edition), with topics taking you up through the Central Limit Theorem and 
perhaps an introduction to confidence intervals and hypothesis tests (although I 
review these concepts briefly in Chapter 4). Prior experience with simple linear 
regression isn’t necessary. Only college algebra is needed for the math details. 
Some experience using statistical software is also a plus, but not required.

As a student, you may be covering these topics in one of two ways: either at the 
tail end of your Stats I course (perhaps in a hurried way, but in some way none-
theless); or through a two-course sequence in statistics in which the topics in this 
book are the focus of the second course. If so, this book provides you the informa-
tion you need to do well in those courses.

You may simply be interested in Stats II from an everyday point of view, or per-
haps you want to add to your understanding of studies and statistical results pre-
sented in the media. If this sounds like you, you can find plenty of real-world 
examples and applications of these statistical techniques in action, as well as cau-
tions for interpreting them.

Icons Used in This Book
I use icons in this book to draw your attention to certain text features that occur 
on a regular basis. Think of the icons as road signs that you encounter on a trip. 
Some signs tell you about shortcuts, and others offer more information that you 
may need; some signs alert you to possible warnings, while others leave you with 
something to remember.
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When you see this icon, it means I’m explaining how to carry out that particular 
data analysis using Minitab. I also explain the information you get in the com-
puter output so you can interpret your results.

I use this icon to reinforce certain ideas that are critical for success in Stats II, 
such as things I think are important to review as you prepare for an exam.

When you see this icon, you can skip over the information if you don’t want to get 
into the nitty-gritty details. They exist mainly for people who have a special inter-
est or obligation to know more about the technical aspects of certain statistical 
issues.

This icon points to helpful hints, ideas, or shortcuts that you can use to save time; 
it also includes alternative ways to think about a particular concept.

I use warning icons to help you stay away from common misconceptions and pit-
falls you may face when dealing with ideas and techniques related to Stats II.

Beyond the Book
In addition to all the great content included in the book itself, you can find even 
more content online. Check out this book’s online Cheat Sheet on dummies.com. 
It covers the major formulas needed for Statistics II. You can access it by going to 
www.dummies.com and then typing “Statistics II For Dummies Cheat Sheet” into 
the search bar.

I’ve also included two major data sets that are analyzed in Chapters 20 and 21, so 
you can follow along with me or do your own analysis (not required!). Go to  
www.dummies.com/go/statisticsIIfd2e to access these files.

Where to Go from Here
This book is written in a nonlinear way, so you can start anywhere and still under-
stand what’s happening. However, I can make some recommendations if you want 
some direction on where to start.

http://www.dummies.com
http://www.dummies.com/go/statisticsIIfd2e
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If you’re thoroughly familiar with the ideas of hypothesis testing and simple lin-
ear regression, start with Chapter 5 (multiple regression). Use Chapter  1 if you 
need a reference for the jargon that statisticians use in Stats II.

If you’ve covered all topics up through the various types of regression (simple, 
multiple, nonlinear, and logistic) or a subset of those as your professor deemed 
important, proceed to Chapter 10, the basics of analysis of variance (ANOVA).

Chapter 15 is the place to begin if you want to tackle categorical (qualitative) vari-
ables before hitting the quantitative stuff. You can work with the Chi-square test 
there.

Nonparametric statistics are presented starting in Chapter 17. Start there if you 
want the full details on the most common nonparametric procedures, used when 
you do not necessarily have an assumed distribution (for example, a normal).

If you want to see a bunch of Stats II ideas put into practice right off the bat, head 
to Chapter 19 where I discuss a multi-stage approach to analyzing a big data set, 
or Chapter 21, where you look into a big data set on refrigerators and see how it’s 
analyzed in a multi-stage approach.



1Tackling Data 
Analysis and 
Model-Building 
Basics



IN THIS PART . . .

Understand why data analysis is both a science and 
an art.

Make sure you use the right type of analysis for the job.

Work with the normal and binomial distribtions.

Reaquaint yourself with confidence intervals and 
hypothesis tests.
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Chapter 1
Beyond Number 
Crunching: The Art and 
Science of Data Analysis

Because you’re reading this book, you’re likely familiar with the basics of 
statistics and you’re ready to take it up a notch. That next level involves 
using what you know, picking up a few more tools and techniques, and 

finally putting it all to use to help you answer more realistic questions by using 
real data. In statistical terms, you’re ready to enter the world of the data analyst.

In this chapter, you review the terms involved in statistics as they pertain to data 
analysis at the Stats II level. You get a glimpse of the impact that your results can 
have by seeing what these analysis techniques can do. You also gain insight into 
some of the common misuses of data analysis and their effects.

Data Analysis: Looking before You Crunch
It used to be that statisticians were the only ones who really analyzed data because 
the only computer programs available were very complicated to use, requiring a 
great deal of knowledge about statistics to set up and carry out analyses.  

IN THIS CHAPTER

 » Realizing your role as a data analyst

 » Avoiding statistical faux pas

 » Delving into the jargon of Stats II
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The calculations were tedious and at times unpredictable, and they required a 
thorough understanding of the theories and methods behind the calculations to 
get correct and reliable answers.

Today, anyone who wants to analyze data can do it easily. Many user-friendly sta-
tistical software packages are made expressly for that purpose — Microsoft Excel, 
Minitab, and SAS are just a few. Free online programs are available, too, such as 
R, which helps you do just what it says — crunch your numbers and get an answer.

Each software package has its own pros and cons (and its own users and protest-
ers). My software of choice and the one I reference throughout this book is Minitab, 
because it’s very easy to use, the results are precise, and the software’s loaded 
with all the data-analysis techniques used in Stats II. Although a site license for 
Minitab isn’t cheap, the student version is available for rent for only a few bucks 
a semester.

The most important idea when applying statistical techniques to analyze data is to 
know what’s going on behind the number crunching so you (not the computer) 
are in control of the analysis. That’s why knowledge of Stats II is so critical.

Many people don’t realize that statistical software can’t tell you when and when 
not to use a certain statistical technique. You have to determine that on your own. 
As a result, people think they’re doing their analyses correctly, but they can end 
up making all kinds of mistakes. In the following sections, I give examples of 
some situations in which innocent data analyses can go wrong and why it’s 
important to spot and avoid these mistakes before you start crunching numbers.

Bottom line: Today’s software packages really are too good to be true if you don’t 
have a clear and thorough understanding of the Stats II that’s beneath the surface.

Nothing (not even a straight line)  
lasts forever
Bill Prediction is a statistics student who is studying the effect of study time on a 
student’s exam score. Bill collects data on statistics students and uses his trusty 
software package to predict exam scores based on study time. His computer comes 
up with the equation y x10 30, where y represents the test score you get if you 
study for a certain number of hours (x). Notice that this model is the equation of a 
straight line with a y-intercept of 30 and a slope of 10.

So using this model, Bill predicts that if you don’t study at all, you’ll get a 30 on 
the exam (plugging x 0 into the equation and solving for y; this point represents 
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the y-intercept of the line). He also predicts, using this model, that if you study 
for 5 hours, you’ll get an exam score of y  10 5 30 80 So, the point (5,80)  
is also on this line.

But then Bill goes a little crazy and wonders what would happen if you studied for 
40 hours (because it always seems that long when he’s studying). The computer 
tells him that if he studies for 40 hours, his test score is predicted to be 
10 40 30 430 points. Wow, that’s a lot of points! Problem is, the exam only 

goes up to a total of 100 points. Bill wonders where his computer went wrong.

But Bill puts the blame in the wrong place. He needs to remember that there are 
limits on the values of x that make sense in this equation. For example, because x 
is the amount of study time, x can never be a number less than zero. If you plug a 
negative number in for x, say x 10, you get y 10 10 30 70, which 
makes no sense. However, the equation itself doesn’t know that, nor does the 
computer that found it. The computer simply graphs the line you give it, assuming 
it’ll go on forever in both the positive and negative directions.

After you get a statistical equation or model, you need to specify for what values 
the equation applies. Equations don’t know when they work and when they don’t; 
it’s up to the data analyst to determine that. This idea is the same for applying the 
results of any data analysis that you do.

Data snooping isn’t cool
Statisticians have come up with a saying that you may have heard: “Figures don’t 
lie. Liars figure.” Make sure that you find out about all the analyses that were 
performed on a data set, not just the ones reported as being statistically 
significant.

Suppose Bill Prediction (from the previous section) decides to try to predict scores 
on a biology exam based on study time, but this time his model doesn’t fit. Not 
one to give in, Bill insists there must be some other factors that predict biology 
exam scores besides study time, and he sets out to find them.

Bill measures everything from soup to nuts. His set of 20 possible variables 
includes study time, GPA, previous experience in statistics, math grades in high 
school, and whether you chew gum during the exam. After his multitude of vari-
ous correlation analyses, the variables that Bill finds to be related to exam score 
are study time, math grades in high school, GPA, and gum chewing during the 
exam. It turns out that this particular model fits pretty well (by criteria I discuss 
in Chapter 6 on multiple linear regression models).
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But here’s the problem: By looking at all possible correlations between his  
20 variables and the exam score, Bill is actually doing 20 separate statistical anal-
yses. Under typical conditions that I describe in Chapter 4, each statistical analysis 
has a 5 percent chance of being wrong just by chance. I bet you can guess which 
one of Bill’s correlations likely came out wrong in this case. And hopefully, he  
didn’t rely on a stick of gum to boost his grade in biology.

Looking at data until you find something in it is called data snooping. Data snoop-
ing results in giving the researcher his five minutes of fame but then leads him to 
lose all credibility because no one can repeat his results.

No (data) fishing allowed
Some folks just don’t take no for an answer, and when it comes to analyzing data, 
that can lead to trouble.

Sue Gonnafindit is a determined researcher. She believes that her horse can count 
by stomping his foot. (For example, she says “2” and her horse stomps twice.) Sue 
collects data on her horse for four weeks, recording the percentage of time the 
horse gets the counting right. She runs the appropriate statistical analysis on her 
data and is shocked to find no significant difference between her horse’s results 
and those you would get simply by guessing.

Determined to prove her results are real, Sue looks for other types of analyses that 
exist and plugs her data into anything and everything she can find (never mind 
that those analyses are inappropriate to use in her situation). Using the famous 
hunt-and-peck method, at some point she eventually stumbles upon a significant 
result. However, the result is bogus because she tried so many analyses that 
weren’t appropriate and ignored the results of the appropriate analysis because it 
didn’t tell her what she wanted to hear.

Funny thing, too. When Sue went on a late-night TV program to show the world 
her incredible horse, someone in the audience noticed that whenever the horse got 
to the correct number of stomps, Sue would interrupt him and say “Good job!” 
and the horse quit stomping. He didn’t know how to count; all he knew to do was 
to quit stomping when she said, “Good job!”

Redoing analyses in different ways in order to try to get the results you want is 
called data fishing, and folks in the stats biz consider it to be a major no-no.  
(However, people unfortunately do it all too often to verify their strongly held 
beliefs.) By using the wrong data analysis for the sake of getting the results you 
desire, you mislead your audience into thinking that your hypothesis is actually 
correct when it may not be.
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Getting the Big Picture: An Overview  
of Stats II

Stats II is an extension of Stats I (introductory statistics), so the jargon follows 
suit and the techniques build on what you already know. In this section, you get 
an introduction to the terminology you use in Stats II along with a broad overview 
of the techniques that statisticians use to analyze data and find the story behind 
it. (If you’re still unsure about some of the terms from Stats I, you can consult 
your Stats I textbook or see my other book, Statistics For Dummies, 2nd Edition 
[Wiley], for a complete rundown.)

Population parameter
A parameter is a number that summarizes the population, which is the entire group 
you’re interested in investigating. Examples of parameters include the mean of a 
population, the median of a population, or the proportion of the population that 
falls into a certain category.

Suppose you want to determine the average length of a cellphone call among 
teenagers (ages 13–18). You’re not interested in making any comparisons; you just 
want to make a good guesstimate of the average time. So you want to estimate a 
population parameter (such as the mean or average). The population is all cell-
phone users between the ages of 13 and 18 years old. The parameter is the average 
length of a phone call this population makes.

Sample statistic
Typically you can’t determine population parameters exactly; you can only esti-
mate them. But all is not lost; by taking a representative sample (a well-chosen 
subset of individuals) from the population and studying it, you can come up with 
a good estimate of the population parameter. A sample statistic is a single number 
that summarizes that subset.

For example, in the cellphone scenario from the previous section, you select a 
sample of teenagers and measure the duration of their cellphone calls over a 
period of time (or look at their cellphone records if you can gain access legally). 
You take the average of the cellphone call duration. For example, the average 
duration of 100 cellphone calls may be 12.2 minutes — this average is a statistic. 
This particular statistic is called the sample mean because it’s the average value 
from your sample data.
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Many different statistics are available to study different characteristics of a sam-
ple, such as the proportion, the median, and standard deviation.

Confidence interval
A confidence interval is a range of likely values for a population parameter. A con-
fidence interval is based on a sample and the statistics that come from that sam-
ple. The main reason you want to provide a range of likely values rather than a 
single number is that sample results vary.

For example, suppose you want to estimate the percentage of people who eat 
chocolate. According to the Simmons Market Research Bureau, 78 percent of 
adults reported eating chocolate, and of those, 18 percent admitted eating sweets 
frequently. What’s missing in these results? These numbers are only from a single 
sample of people, and those sample results are guaranteed to vary from sample to 
sample. You need some measure of how much you can expect those results to 
move if you were to repeat the study.

This expected variation in your statistic from sample to sample is measured by the 
margin of error, which reflects a certain number of standard deviations of your sta-
tistic that you add and subtract to have a certain confidence in your results (see 
Chapter 4 for more on margin of error). If the chocolate-eater results were based 
on 1,000 people, the margin of error would be approximately 3 percent. This 
means the actual percentage of people who eat chocolate in the entire population 
is expected to be 78 percent, ± 3 percent (that is, between 75 percent and  
81 percent).

Hypothesis test
A hypothesis test is a statistical procedure that you use to test an existing claim 
about the population, using your data. The claim is noted by Ho (the null hypoth-
esis). If your data support the claim, you fail to reject Ho. If your data don’t sup-
port the claim, you reject Ho and conclude an alternative hypothesis, Ha. The 
reason most people conduct a hypothesis test is not to merely show that their data 
support an existing claim, but rather to show that the existing claim is false, in 
favor of the alternative hypothesis.

The Pew Research Center studied the percentage of people who turn to ESPN  
for their sports news. Its statistics, based on a survey of about 1,000 people,  
found that in 2000, 23 percent of people said they went to ESPN; in 2020, only 
20.9  percent reported going to ESPN. The question is this: Does this 2.1 percent 
reduction in viewers represent a significant trend that ESPN should worry about?
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To test these differences formally, you can set up a hypothesis test. You set up 
your null hypothesis as the result you have to believe without your study, Ho = No 
difference exists between 2000 and 2020 data for ESPN viewership. Your alterna-
tive hypothesis (Ha) is that a difference is there. To run a hypothesis test, you look 
at the difference between your statistic from your data and the claim that has been 
already made about the population (in Ho), and you measure how far apart they 
are in units of standard deviations.

With respect to the example, using the techniques from Chapter 4, the hypothesis 
test shows that 23 percent and 20.9 percent aren’t far enough apart in terms of 
standard deviations to dispute the claim (Ho). You can’t say the percentage of 
viewers of ESPN in the entire population changed from 2000 to 2020.

As with any statistical analysis, your conclusions can be wrong just by chance, 
because your results are based on sample data, and sample results vary. In 
 Chapter 4, I discuss the types of errors that can be made in conclusions from a 
hypothesis test.

Analysis of variance (ANOVA)
ANOVA is the acronym for analysis of variance. You use ANOVA in situations where 
you want to compare the means of more than two populations. For example, say 
you want to compare the lifetimes of four brands of tires in number of miles. You 
take a random sample of 50 tires from each group, for a total of 200 tires, and set 
up an experiment to compare the lifetime of each tire, and record it. You now have 
four means and four standard deviations, one for each data set.

Then, to test for differences in average lifetime for the four brands of tires, you 
basically compare the variability between the four data sets to the variability 
within the entire data set, using a ratio. This ratio is called the F-statistic. If this 
ratio is large, the variability between the brands is more than the variability within 
the brands, giving evidence that not all the means are the same for the different 
tire brands. If the F-statistic is small, not enough difference exists between the 
treatment means compared to the general variability within the treatments (here 
the brands) themselves. In this case, you can’t say that the means are different for 
the groups. (I give you the full scoop on ANOVA plus all the jargon, formulas, and 
computer output in Chapters 10 and 11.)

Multiple comparisons
Suppose you conduct ANOVA, and you find a difference in the average lifetimes of 
the four brands of tire (see the preceding section). Your next questions would 
probably be, “Which brands are different?” and “How different are they?” To 
answer these questions, you use multiple-comparison procedures.
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A multiple-comparison procedure is a statistical technique that compares means to 
each other and finds out which ones are different and which ones aren’t. With this 
information, you’re able to put the groups in order from those with the largest 
mean to those with the smallest mean, realizing that sometimes two or more 
groups were too close to tell and are placed together in a group.

Many different multiple-comparison procedures exist to compare individual 
means and come up with an ordering in the event that your F-statistic does find 
that some difference exists. Some of the multiple-comparison procedures include 
Tukey’s test, LSD (least significant difference), and pairwise t-tests. Some proce-
dures are better than others, depending on the conditions and your goal as a data 
analyst. I discuss multiple-comparison procedures in detail in Chapter 11.

Never take that second step to compare the means of the groups if the ANOVA 
procedure doesn’t find any significant results during the first step. Computer 
software will never stop you from doing a follow-up analysis, even if it’s wrong to 
do so.

Interaction effects
An interaction effect in statistics operates the same way that it does in the world of 
medicine. Sometimes if you take two different medicines at the same time, the 
combined effect is much different than if you were to take the two individual 
medications separately.

Interaction effects can come up in statistical models that use two or more vari-
ables to explain or compare outcomes. In this case you can’t automatically study 
the effect of each variable separately; you have to first examine whether or not an 
interaction effect is present.

For example, suppose medical researchers are studying a new drug for depression 
and want to know how this drug affects the change in blood pressure for a low 
dose versus a high dose. They also compare the effects for children versus adults. 
It could also be that dosage level affects the blood pressure of adults differently 
than the blood pressure of children. This type of model is called a two-way ANOVA 
model, with a possible interaction effect between the two factors (age group and 
dosage level). Chapter 12 covers this subject in depth.

Correlation
The term correlation is often misused. Statistically speaking, the correlation mea-
sures the strength and direction of the linear relationship between two quantita-
tive variables (variables that represent counts or measurements only).
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You aren’t supposed to use correlation to talk about relationships unless the vari-
ables are quantitative. For example, it’s wrong to say that a correlation exists 
between eye color and hair color. (In Chapter 14, you explore associations between 
two categorical variables.)

Correlation is a number between –1.0 and +1.0. A correlation of +1.0 indicates a 
perfect positive relationship; as you increase one variable, the other one increases 
in perfect sync. A correlation of –1.0 indicates a perfect negative relationship 
between the variables; as one variable increases, the other one decreases in perfect 
sync. A correlation of zero means you found no linear relationship at all between 
the variables. Most correlations in the real world fall somewhere in between  
–1.0 and +1.0; the closer to –1.0 or +1.0, the stronger the relationship is; the closer 
to 0, the weaker the relationship is.

Figure 1-1 shows a plot of the number of coffees sold at football games in Buffalo, 
New York, as well as the air temperature (in degrees Fahrenheit) at each game. 
This data set seems to follow a downhill straight line fairly well, indicating a 
negative correlation. The correlation turns out to be –0.741; the number of coffees 
sold has a fairly strong negative relationship with the temperature of the football 
game. This makes sense because on days when the temperature is low, people get 
cold and want more coffee. I discuss correlation further, as it applies to model 
building, in Chapter 5.

Linear regression
After you’ve found a correlation and determined that two variables have a fairly 
strong linear relationship, you may want to try to make predictions for one vari-
able based on the value of the other variable. For example, if you know that a fairly 

FIGURE 1-1: 
Coffees sold at 

various air 
temperatures on 

football 
game day.
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strong negative linear relationship exists between coffees sold and the air tem-
perature at a football game (see the previous section), you may want to use this 
information to predict how much coffee is needed for a game, based on the tem-
perature. This method of finding the best-fitting line is called linear regression.

Many different types of regression analyses exist, depending on your situation. 
When you use only one variable to predict the response, the method of regression 
is called simple linear regression (see Chapter 5). Simple linear regression is the best 
known of all the regression analyses and is a staple in the Stats I course sequence.

However, you use other flavors of regression for other situations.

 » If you want to use more than one variable to predict a response, you use 
multiple linear regression (see Chapter 6).

 » If you want to make predictions about a variable that has only two outcomes, 
yes or no, you use logistic regression (see Chapter 9).

 » For relationships that don’t follow a straight line, you have a technique called 
(no surprise) nonlinear regression (see Chapter 8).

Chi-square tests
Correlation and regression techniques all assume that the variable being studied 
in most detail (the response variable) is quantitative — that is, the variable mea-
sures or counts something. You can also run into situations where the data being 
studied isn’t quantitative, but rather categorical — that is, the data represents 
categories, not measurements or counts. To study relationships in categorical 
data, you use a Chi-square test for independence. If the variables are found to be 
unrelated, they’re declared independent. If they’re found to be related, they’re 
declared dependent.

Suppose you want to explore the relationship between age group and eating 
breakfast. Because each of these variables is categorical, or qualitative, you use a 
Chi-square test for independence. You survey 70 adults and 70 children and find 
that 25 adults eat breakfast and 45 do not; for the children, 35 do eat breakfast and 
35 do not. Table 1-1 organizes this data and sets you up for the Chi-square test for 
this scenario.

TABLE 1-1	 Table Setup for the Breakfast and Age Group Question
Do Eat Breakfast Don’t Eat Breakfast Total

Adult 25 45 70

Child 35 35 70
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A Chi-square test first calculates what you expect to see in each cell of the table if 
the variables are independent (these values are brilliantly called the expected cell 
counts). The Chi-square test then compares these expected cell counts to what you 
observed in the data (called the observed cell counts) and compares them using a 
Chi-square statistic.

In the breakfast age-group comparison, fewer adults than children eat breakfast 
( . )25 70 35 7 35 70 50/  percent compared to /  percent . Even though you know 
results will vary from sample to sample, this difference turns out to be enough to 
declare a relationship between age group and eating breakfast, according to the 
Chi-square test of independence. Chapter  15 reveals all the details of doing a  
Chi-square test.

You can also use the Chi-square test to see whether your theory about what  
percent of each group falls into a certain category is true or not. For example, can 
you guess what percentage of M&M’S fall into each color category? You can  
find more on these Chi-square variations, as well as the M&M’S question, in 
Chapter 16.
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Chapter 2
Finding the Right 
Analysis for the Job

One of the most critical elements of statistics and data analysis is the ability 
to choose the right statistical technique for each job. Carpenters and 
mechanics know the importance of having the right tool when they need 

it and the problems that can occur if they use the wrong tool. They also know that 
the right tool helps to increase their odds of getting the results they want the first 
time around, using the “work smarter, not harder” approach.

In this chapter, you look at some of the major statistical analysis techniques from 
the point of view of the carpenters and mechanics — knowing what each statisti-
cal tool is meant to do, how to use it, and when to use it. You also zoom in on 
mistakes some number crunchers make in applying the wrong analysis or doing 
too many analyses.

Knowing how to spot these problems can help you avoid making the same mis-
takes, but it also helps you to steer through the ocean of statistics that may await 
you in your job and in everyday life.

If many of the ideas you find in this chapter seem like a foreign language to you 
and you need more background information, don’t fret. Before continuing on in 
this chapter, head to your nearest Stats I book or check out another one of my 
books, Statistics For Dummies, 2nd Edition (Wiley).

IN THIS CHAPTER

 » Deciphering the difference between 
categorical and quantitative 
variables

 » Choosing appropriate statistical 
techniques for the task at hand

 » Evaluating bias and precision levels

 » Interpreting the results properly
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Categorical versus Quantitative Variables
After you’ve collected all the data you need from your sample, you want to organ-
ize it, summarize it, and analyze it. Before plunging right into all the number 
crunching, though, you need to first identify the type of data you’re dealing with. 
The type of data you have points you to the proper types of graphs, statistics, and 
analyses you’re able to use.

Before I begin, here’s an important piece of jargon: Statisticians call any quantity 
or characteristic you measure on an individual a variable; the data collected on a 
variable is expected to vary from person to person (hence the creative name).

There are two major types of variables:

 » Categorical. A categorical variable, also known as a qualitative variable, 
classifies the individual based on categories. For example, political affiliation 
may be classified into four categories: Democrat, Republican, Independent, 
and Other. Similarly, type of pet can take on three categories: Cat, Dog, and 
Other. Categorical variables can take on numerical values only as placehold-
ers; the numbers themselves don’t mean anything special.

 » Quantitative. A quantitative variable measures or counts a quantifiable 
characteristic, such as height, weight, number of children you have, your GPA 
in college, or the number of hours of sleep you got last night. The quantitative 
variable value represents a quantity (count) or a measurement and has 
numerical meaning. That is, you can add, subtract, multiply, or divide the 
values of a quantitative variable, and the results make sense as numbers.

Because the two types of variables represent such different types of data, it makes 
sense that each type has its own set of statistics. Categorical variables, such as 
political affiliation, are somewhat limited in terms of the statistics that can be 
performed on them.

For example, suppose you have a sample of 500 classmates classified by dominant 
hand — 80 are left-handed and 420 are right-handed. How can you summarize 
this information? You already have the total number in each category (this statis-
tic is called the frequency). You’re off to a good start, but frequencies are hard to 
interpret because you find yourself trying to compare them to a total in your mind 
in order to get a proper comparison. For example, in this case you may be think-
ing, “Eighty left-handers out of what? Let’s see, it’s out of 500. Hmmm . . . what 
percentage is that?”

The next step is to find a means to relate these numbers to each other in an easy 
way. You can do this by using the relative frequency, which is the percentage of data 
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that falls into a specific category of a categorical variable. You can find a catego-
ry’s relative frequency by dividing the frequency by the sample total and then 

multiplying by 100. In this case, you have 80
500

0 16 100 16.  percent left- 

handers and 420
500

0 84 100 84.  percent right-handers in the class.

You can also express the relative frequency as a proportion in each group by leav-
ing the result in decimal form and not multiplying by 100. This statistic is called 
the sample proportion. In this example, the sample proportion of left-handed stu-
dents is 0.16, and the sample proportion of right-handed students is 0.84.

You mainly summarize categorical variables by using two statistics: the number  
in each category (frequency) and the percentage in each category (relative 
frequency).

Statistics for Categorical Variables
The types of statistics done on categorical data may seem limited; however, the 
wide variety of analyses you can perform using frequencies and relative frequen-
cies offers answers to an extensive range of possible questions you may want  
to explore.

In this section, you see that the proportion in each group is the number-one sta-
tistic for summarizing categorical data. Beyond that, you see how you can use 
proportions to estimate, compare, and look for relationships between the groups 
that comprise the categorical data.

Estimating a proportion
You can use relative frequencies to make estimates about a single population pro-
portion. (Refer to the earlier section, “Categorical versus Quantitative Variables,” 
for an explanation of relative frequencies.)

Suppose you want to know what proportion of registered voters in the United 
States identify as Democrats, Republicans, and Independents. According to a ran-
dom sample of 12,000 registered voters in the U.S. conducted by the Pew Research 
Center in 2019, the percentage of Democrat, Republican, and Independent regis-
tered voters was 33 percent, 29 percent, and 34 percent, respectively. Now, because 
the Pew researchers based these results on only a sample of the population and 
not on the entire population, their results will vary if they take another random 
sample of 12,000 people. This variation in sample results is cleverly called — you 
guessed it — sampling variability.
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The sampling variability is measured by the margin of error (the amount that you 
add and subtract from your sample statistic), which for this sample is only about 
0.9 percent. (To find out how to calculate margin of error, turn to Chapter 4.) That 
means, for example, that the estimated percentage of all registered voters in  
the U.S. identifying as Democrat is somewhere between 33 9 32 1. .  percent 
and 33 9 33 9. .  percent.

The margin of error, combined with the sample proportion, forms what statisti-
cians call a confidence interval for the population proportion. Recall from Stats  
I that a confidence interval is a range of likely values for a population parameter, 
formed by taking the sample statistic plus or minus the margin of error. (For more 
on confidence intervals, see Chapter 4.)

Comparing proportions
Researchers, the media, and even everyday folks like you and me love to compare 
groups (whether you like to admit it or not). For example, what proportion of 
Democrats support oil drilling in Alaska, compared to Republicans? What percent-
age of women watch college football, compared to men? What proportion of read-
ers of Statistics II For Dummies, 2nd Edition pass their stats exams with flying colors, 
compared to nonreaders?

To answer these questions, you need to compare the sample proportions using a 
hypothesis test for two proportions (see Chapter 4 or your Stats I textbook).

Suppose you’ve collected data on a random sample of 1,000 voters in the U.S. (who 
identify as male or female), and you want to compare the proportion of female 
voters to the proportion of male voters and find out how they compare. Suppose 
that in your sample, you find that the proportion of females is 0.53, and the pro-
portion of males is 0.47. So for this sample of 1,000 people, you have a higher 
proportion of females than males.

But here’s the big question: Are these sample proportions different enough to say 
that the entire population of American voters has more females in it than males? 
After all, sample results vary from sample to sample. The answer to this question 
requires comparing the sample proportions by using a hypothesis test for two 
proportions. I demonstrate and expand on this technique in Chapter 4.
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Looking for relationships between  
categorical variables
Suppose you want to know whether two categorical variables are related; for 
example, is gender related to political affiliation? Answering this question requires 
putting the sample data into a two-way table (using rows and columns to repre-
sent the two variables) and analyzing the data by using a Chi-square test (see 
Chapter 15).

By following this process, you can determine if two categorical variables are inde-
pendent (unrelated) or if a relationship exists between them. If you find a rela-
tionship, you can use percentages to describe it.

Table 2-1 shows an example of data organized in a two-way table. The data was 
collected by the Pew Research Center.

Notice that the percentage of male Republicans in the sample is 32 and the 
 percentage of female Republicans in the sample is 29. These percentages are quite 
close in relative terms. However, the percentage of female Democrats seems much 
higher than the percentage of male Democrats (36 percent versus 27 percent); 
also, the percentage of males in the “Other” category is quite a bit higher than the 
percentage of females in the same category (41 percent versus 35 percent).

These large differences in the percentages indicate that gender and political affil-
iation are related in the sample. But do these trends carry over to the population 
of all American voters? This question requires a hypothesis test to answer. Because 
gender and political affiliation are both categorical variables, the particular 
hypothesis test you need in this situation is a Chi-square test. (I discuss  
Chi-square tests in detail in Chapter 15.)

To make a two-way table from a data set by using Minitab, first enter the data in 
two columns, where column one is the row variable (in this case, gender) and 
column two is the column variable (in this case, political affiliation). For example, 
suppose the first person is a male Democrat. In row one of Minitab, enter M (for 
male) in column one and D (Democrat) in column two. Then go to Stat>Tables>Cross 
Tabulation and Chi-square. Click in the ROWS box, then move to the large box on 

TABLE 2-1	 Gender and Political Affiliation of 56,735 U.S. Voters
Gender Republican Democrat Other

Males 32% 27% 41%

Females 29% 36% 35%
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the left where the variables are listed and double-click your row variable name to 
select it, click in the COLUMNS box, move to the variable list, and double-click 
your column variable name to select it. Click OK.

People often use the word correlation to discuss relationships between variables, 
but in the world of statistics, correlation only relates to the relationship between 
two quantitative (numerical) variables, not two categorical variables. Correlation 
measures how closely the relationship between two quantitative variables, such as 
height and weight, follows a straight line and tells you the direction of that line as 
well. In total, for any two quantitative variables, x and y, the correlation measures 
the strength and direction of their linear relationship. As one increases, what does 
the other one do?

Because categorical variables don’t have a numerical order to them, they don’t 
increase or decrease in value. For example, just because cat 1 and dog 2 doesn’t 
mean that a dog is worth twice as much as a cat (although some dog owners want 
to disagree). Therefore, you can’t use the word correlation to describe the relation-
ship between, say, gender and political affiliation. (Chapter 5 covers correlation.)

The appropriate term to describe the relationships of categorical variables is asso-
ciation. You can say that political affiliation is associated with gender and then 
explain how. (For full details on association, see Chapter 14.)

Building models to make predictions
You can build models to predict the value of a categorical variable based on other 
related information. In this case, building models involves more than working 
with a lot of little plastic pieces and some irritatingly sticky glue.

When you build a statistical model, you look for variables that help explain, esti-
mate, or predict some response you’re interested in; the variables that do this are 
called explanatory variables. You sort through the explanatory variables and figure 
out which ones do the best job of predicting the response. Then you put them 
together into a type of equation like y x2 4 where x shoe size and 
y estimated calf length. That equation is a model.

For example, suppose you want to know which factors or variables can help you 
predict someone’s political affiliation. Is someone without children more likely to 
be a Republican or a Democrat? What about a middle-aged person who proclaims 
Hinduism as their religion?

In order for you to compare these complex relationships, you must build a model 
to evaluate each group’s impact on political affiliation (or some other categorical 
variable). This kind of model-building is explored in depth in Chapter 9, where  
I discuss the topic of logistic regression.
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Logistic regression builds models to predict the outcome of a categorical variable, 
such as political affiliation. If you want to make predictions about a quantitative 
variable, such as income, you need to use the standard type of regression (check 
out Chapters 5 and 6).

Statistics for Quantitative Variables
Quantitative variables, unlike categorical variables, have a wider range of statisti-
cal functions that you can perform, depending on what questions you want to ask. 
The main reason for this wider range is that quantitative data are numbers that 
represent measurements or counts, so it makes sense that you can order, add or 
subtract, and multiply or divide them — and the results all have numerical mean-
ing. In this section, I present the major data-analysis techniques for quantitative 
data. I expand on each technique in later chapters of this book.

Making estimates
Quantitative variables take on numerical values that involve counts or measure-
ments, so they have means, medians, standard deviations, and all those good 
things that categorical variables don’t have. Researchers often want to know  
what the average or median value is for a population (these are called parameters). 
To do this requires taking a sample and making a good guess, also known as an 
estimate, of that parameter.

To find an estimate for any population parameter requires a confidence interval. 
For quantitative variables, you would find a confidence interval to estimate the 
population mean, median, or standard deviation, but by far the most common 
parameter of interest is the population mean.

A confidence interval for the population mean is the sample mean plus or minus a 
margin of error. (To calculate the margin of error in this case, see Chapter 4.) The 
result will be a range of likely values you have produced for the real population 
mean. Because the variable is quantitative, the confidence interval will take on the 
same units as the variable does. For example, household incomes will be in thou-
sands of dollars.

There is no rule of thumb regarding how large or small the margin of error should 
be for a quantitative variable; it depends on what the variable is counting or mea-
suring. For example, if you want average household income for the state of 
New York, a margin of error of plus or minus $5,000 is not unreasonable. If the 
variable is the average number of steps from the first floor to the second floor of 
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a two-story home in the U.S., the margin of error will be much smaller. Estimates 
of categorical variables, on the other hand, are percentages; most people want 
those confidence intervals to be within plus or minus 2 to 3 percent.

Making comparisons
Suppose you want to look at income (a quantitative variable) and how it relates to 
a categorical variable, such as identifying gender or region of the country. One 
question may be: Do people that live on the coasts make more money than the 
people who don’t? In this case, you can compare the mean incomes of two  
populations — those that live on the coasts and those that don’t. This assessment 
requires a hypothesis test of two means (often called a t-test for independent 
samples). I present more information on this technique in Chapter 4.

When comparing the means of more than two groups, don’t simply look at all the 
possible t-tests that you can do on the pairs of means, because you have to control 
for an overall error rate in your analysis. Too many analyses can result in errors — 
adding up to disaster. For example, if you conduct 100 hypothesis tests, each one 
with a 5 percent error rate, then 5 of those 100 tests will come out statistically 
significant on average, just by chance, even if no real relationship exists.

If you want to compare the average wage in different regions of the country (the 
East, the Midwest, the South, and the West, for example), this comparison requires 
a more sophisticated analysis because you’re looking at four groups rather than 
just two. The procedure for comparing more than two means is called analysis of 
variance (ANOVA, for short), and I discuss this method in detail in Chapters  10 
and 11.

Exploring relationships
One of the most common reasons why data is collected is to look for relationships 
between variables. With quantitative variables, the most common type of rela-
tionship people look for is a linear relationship; that is, as one variable increases, 
does the other increase or decrease along with it in a similar way? Relationships 
between any variables are examined using specialized plots and statistics. Because 
a linear relationship is so common, it has its own special statistic called correla-
tion. You find out how statisticians make graphs and statistics to explore relation-
ships in this section, paying particular attention to linear relationships.

Suppose you’re an avid golfer and you want to figure out how much time you 
should spend on your putting game. The question is this: Is the number of putts 
related to your total score? If the answer is yes, then spending time on your putt-
ing game makes sense. If not, then you can slack off on it. These are both 
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quantitative variables, and you’re looking for a connection between them. You 
collect data on 100 rounds of golf played by golfers at your favorite course over a 
weekend. Following are the first few lines of your data set.

Round Number of Putts Total Score

1 23 76

2 27 80

3 28 80

4 29 80

5 30 80

6 29 82

7 30 83

8 31 83

9 33 83

10 26 84

The first step in looking for a connection between putts and total scores (or any 
other quantitative variables) is to make a scatterplot of the data. A scatterplot graphs 
your data set in two-dimensional space by using an X,Y plane. You can take a look 
at the scatterplot of the golf data in Figure 2-1. Here, x represents the number of 
putts, and y represents the total score. For example, the point in the lower-left 
corner of the graph represents someone who had only 23 putts and a total score of 
75. (For instructions on making a scatterplot using Minitab, see Chapter 5.)

FIGURE 2-1: 
The two- 

dimensional 
scatterplot helps 

you look for 
relationships  

in data.
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According to Figure 2-1, it appears that as the number of putts increases, so does 
the golfer’s total score. It also shows that the variables increase in a linear way; that 
is, the data form a pattern that resembles a straight line. The relationship seems 
pretty strong — the number of putts plays a big part in determining the total score.

Now you need a measure of how strong the relationship is between x and y and 
whether it goes uphill or downhill. Different measures are used for different types 
of patterns seen in a scatterplot. Because the relationship you see in this case 
resembles a straight line, the correlation is the measure that you use to quantify 
the relationship. Correlation is the number that measures how close the points fol-
low a straight line. Correlation is always between –1.0 and +1.0, and the more 
closely the points follow a straight line, the closer the correlation is to –1.0 or +1.0.

 » A positive correlation means that as x increases on the x-axis, y also 
increases on the y-axis. Statisticians call this type of relationship an uphill 
relationship.

 » A negative correlation means that as x increases on the x-axis, y goes down. 
Statisticians call this type of relationship — you guessed it — a downhill relationship.

For the golf data set, the correlation is 0 896 0 90. . , which is extremely high as 
correlations go. The sign of the correlation is positive, so as you increase the 
number of putts, your total score increases (an uphill relationship). For instruc-
tions on calculating a correlation in Minitab, see Chapter 5.

Predicting y using x
If you want to predict some response variable (y) using one explanatory variable 
(x) and you want to use a straight line to do it, you can use simple linear regression 
(see Chapter 5 for all the fine points on this topic). Linear regression finds the 
best-fitting line — called the regression line — that cuts through the data set. After 
you get the regression line, you can plug in a value of x and get your prediction for 
y. (For instructions on using Minitab to find the best-fitting line for your data, see 
Chapter 5.)

To use the golf example from the previous section, suppose you want to predict 
the total score you can get for a certain number of putts. In this case, you want to 
calculate the linear regression line. By running a regression analysis on the data 
set, the computer tells you that the best line to use to predict total score using 
number of putts is the following:

Total score Number of putts39 6 1 52. .

So if you have 35 putts in an 18-hole golf course, your total score is predicted to be 
about 39 6 1 52 35 92 8. . . , or 93. (Not bad for 18 holes!)
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Don’t try to predict y for x-values that fall outside the range of where the data was 
collected; you have no guarantee that the line still works outside of that range or 
that it will even make sense. For the golf example, you can’t say that if 
x ( )the number of putts 1, the total score would be 39 6 1 52 1 41 12. . .  (unless 
you just call it good after your ball hits the green). This mistake is called 
extrapolation.

You can discover more about simple linear regression, and expansions on it, in 
Chapters 5 and 6.

Avoiding Bias
Bias is the bane of a statistician’s existence; it’s easy to create and very hard (if 
not impossible) to deal with in most situations. The statistical definition of bias is 
the systematic overestimation or underestimation of the actual value. In language 
the rest of us can understand, it means that the results are always off by a certain 
amount in a certain direction.

For example, a bathroom scale may always report a weight that’s five pounds more 
than it should be (I’m convinced this is true of the scale at my doctor’s office).

Bias can show up in a data set in a variety of different ways. Here are some of the 
most common ways bias can creep into your data.

 » Selecting the sample from the population: Bias occurs when you either 
leave some groups out of the process that should have been included, or give 
certain groups too much weight.

For example, TV surveys that ask viewers to phone in their opinion are biased 
because no one has selected a prior sample of people to represent the 
 population — viewers who want to be involved select themselves to participate 
by calling in on their own. Statisticians have found that folks who decide to 
participate in “call-in” or website polls are very likely to have stronger opinions 
than those who have been randomly selected but choose not to get involved in 
such polls. Such samples are called self-selected samples and are typically very 
biased.

 » Designing the data-collection instrument: Poorly designed instruments, 
including surveys and their questions, can result in inconsistent or even 
incorrect data. A survey question’s wording plays a large role in whether or 
not results are biased. A leading question can make people feel like they 
should answer a certain way. For example, “Don’t you think that the president 
should be allowed to have a line-item veto to prevent government spending 
waste?” Who would feel they should say no to that?
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 » Collecting the data: In this case, bias can infiltrate the results if someone 
makes errors in recording the data or if interviewers deviate from the script.

 » Deciding how and when the data is collected: The time and place you 
collect data can affect whether your results are biased. For example, if you 
conduct a telephone survey during the middle of the day, people who work 
from 9 to 5 aren’t able to participate. Depending on the issue, the timing of 
this survey could lead to biased results.

The best way to deal with bias is to avoid it in the first place, but you also can try 
to minimize it by doing the following:

 » Using a random process to select the sample from the population. The 
only way a sample is truly random is if every single member of the population 
has an equal chance of being selected. Self-selected samples aren’t random.

 » Making sure the data is collected in a fair and consistent way. Be sure to 
use neutral wording in the question, and time the survey properly.

DON’T PUT ALL YOUR DATA IN  
ONE BASKET!
An animal science researcher once came to me with a data set he was very proud of. He 
was studying cows and the variables involved in helping determine their longevity. His 
super-mega data set contained over 100,000 observations. He was thinking, “Wow, this 
is gonna be great! I’ve been collecting this data for years and years, and I can finally have 
it analyzed. There’s got to be loads of information I can get out of this. The papers I’ll 
write, the talks I’ll be invited to give . . . the raise I’ll get!” He turned his precious data over 
to me with an expectant smile and sparkling eyes.

But after looking at his data for a few minutes, I had a terrible realization: All his data 
came from exactly one cow. With no other cows to compare with and a sample size of 
just one, he had no way to even measure how much those results would vary if he 
wanted to apply them to another cow. His results were so biased toward that one ani-
mal that I couldn’t do anything with the data. After I summoned the courage to tell him 
so, it took a while to peel him off the floor. The moral of the story, I suppose, is to run 
your big plans by a statistician before you go down a cow path like this guy did.
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Measuring Precision with Margin of Error
Precision is the amount of movement you expect to have in your sample results if 
you repeat your entire study again with a new sample. Precision comes in two 
forms:

 » Low precision means that you expect your sample results to move a lot (not 
a good thing).

 » High precision means that you expect your sample results to remain fairly 
close in the repeated samples (a good thing).

In this section, you find out what precision does and doesn’t measure, and you see 
how to measure the precision of a statistic in general terms.

UP CLOSE AND PERSONAL: SURVEY 
RESULTS
The Gallup organization states its survey results in a universal, statistically correct for-
mat. Using a specific example from a recent survey it conducted, here’s the language it 
uses to report its results:

“These results are based on telephone interviews with a randomly selected national 
sample of 1,002 adults, aged 18 years and older, conducted June 9–11. For results 
based on this sample, one can say with 95 percent confidence that the maximum 
error attributable to sampling and other random effects is ± 3 percentage points.  
In addition to sampling error, question wording and practical difficulties in conduct-
ing surveys can introduce error or bias into the findings of public opinion polls.”

The first sentence of the quote refers to how the Gallup organization collected the 
data, as well as the size of the sample. As you can guess, precision is related to the 
sample size, as seen in the section, “Measuring Precision with Margin of Error.”

The second sentence of the quote refers to the precision measurement: How much did 
Gallup expect these sample results to vary? The fact that Gallup is 95 percent confident 
means that if this process were repeated a large number of times, in 5 percent of the 
cases the results would be wrong, just by chance. This inconsistency occurs if the sam-
ple selected for the analysis doesn’t represent the population — not due to biased rea-
sons, but due to chance alone. Check out the section, “Avoiding Bias,” to get the 
information on why the third sentence is included in this quote.
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Before you report or try to interpret any statistical results, you need to have some 
measurement of how much those results are expected to vary from sample to 
sample. This measurement is called the margin of error. You always hope, and may 
even assume, that statistical results shouldn’t change much with another sample, 
but that’s not always the case.

The margin of error is affected by two elements:

 » The sample size

 » The amount of diversity in the population (also known as the population 
standard deviation)

You can read more about these elements in Chapter 4, but here’s the big picture: 
As your sample size increases, you have more data to work with, and your results 
become more precise. As a result, the margin of error goes down.

On the other hand, a high amount of diversity in your population reduces your 
level of precision because the diversity makes it harder to get a handle on what’s 
going on. As a result, the margin of error increases. (To offset this problem, just 
increase the sample size to get your precision back.)

To interpret the margin of error, just think of it as the amount of play you allow 
in your results to cover most of the other samples you could have taken.

Suppose you’re trying to estimate the proportion of people in the population who 
support a certain issue, and you want to be 95 percent confident in your results. 
You sample 1,002 individuals and find that 65 percent support the issue. The mar-
gin of error for this survey turns out to be ±3 percentage points (you can find the 
details of this calculation in Chapter 4). That result means that you could expect 
the sample proportion of 65 percent to change by as much as 3 percentage points 
either way if you were to take a different sample of 1,002 individuals. In other 
words, you believe the actual population proportion is somewhere between 
65 3 62 percent and 65 3 68 percent. That’s the best you can say.

Any reported margin of error is calculated on the basis of having zero bias in the 
data. However, this assumption is rarely true. Before interpreting any margin of 
error, check first to be sure that the sampling process and the data-collection 
process don’t contain any obvious sources of bias. Ignore results that are based on 
biased data, or at least take them with a great deal of skepticism.

For more details on how to calculate margin of error in various statistical tech-
niques, turn to Chapter 4.
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Knowing Your Limitations
The most important goal of any data analyst is to remain focused on the big  
picture — the question that you or someone else is asking — and make sure that 
the data analysis used is appropriate and comprehensive enough to answer that 
question correctly and fairly.

Here are some tips for analyzing data and interpreting the results, in terms of the 
statistical procedures and techniques that you may use — at school, in your job, 
and in everyday life. These tips are implemented and reinforced throughout  
this book:

 » Be sure that the research question being asked is clear and definitive. 
Some researchers don’t want to be pinned down on any particular set of 
questions because they have the intent of mining the data — looking for any 
relationship they can find and then stating their results after the fact. This 
practice can lead to overanalyzing the data, making the results subject to 
skepticism by statisticians.

 » Double-check that you clearly understand the type of data being 
collected. Is the data categorical or quantitative? The type of data used drives 
the approach that you take in the analysis.

 » Make sure that the statistical technique you use is designed to answer 
the research question. If you want to make comparisons between two 
groups and your data is quantitative, use a hypothesis test for two means. If 
you want to compare five groups, use analysis of variance (ANOVA). Use this 
book as a resource to help you determine the technique you need.

 » Look for the limitations of the data analysis. For example, if the researcher 
wants to know whether negative political ads affect the population of voters, 
and they base their study on a group of college students, you can find severe 
limitations here. For starters, student reactions to negative ads don’t neces-
sarily carry over to all voters in the population. In this case, it’s best to limit the 
conclusions to college students in that class (which no researcher would ever 
want to do). Better to take a sample that represents the intended population 
of all voters in the first place (a much more difficult task, but well worth it).
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Chapter 3
Having the Normal and 
Sampling Distributions in 
Your Back Pocket

You have most likely heard of the bell-shaped curve, and likely have some 
experience with it from Stats I. And you’ve probably run into (or had a run-
in with) the term sampling distributions, one of the more difficult statistical 

concepts to understand. The normal distribution and sampling distributions are 
very important, probably the most important distributions in Stats I and II. Many 
techniques require the data to have come from a population with a normal distri-
bution, and many techniques use sampling distributions as key components, so 
you want to know them very well as you proceed through the rest of this book. No 
sweat, this chapter’s got you covered.

In this chapter, I give you an overview of the normal and sampling distributions 
from Stats I and their connection to each other. Throughout this book, I discuss 
their importance as prerequisites for many of the other statistical techniques, 

IN THIS CHAPTER

 » Characterizing normal and sampling 
distributions

 » Making friends with the standard 
normal (Z-) table

 » Finding probabilities for the normal 
distribution

 » Feeling comfortable with the 
sampling distributions of X  and p̂

 » Building confidence intervals and 
hypothesis tests
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including confidence intervals and hypothesis tests (Chapter  4), regression 
(Chapters 5 to 9), and ANOVA (Chapters 10 to 13), among others.

Recognizing the VIP Distribution —  
the Normal

In this section, I go over the main points of the normal distribution as they pertain 
to many other chapters in this book. If a statistical technique has a condition that 
the data come from a normal distribution, then you need to know what that means 
and how to work with it. First, you look at the characteristics of the normal, then 
you standardize to the standard normal distribution, then you walk through the 
steps of the standard normal table that I use in this book, and finally you walk 
through some examples of finding probabilities for a normal distribution.

Characterizing the normal
The normal distribution has a distinct, bell-shaped curve. The mean is in the 
middle, and the distribution is symmetric, meaning it looks the same on each side 
if you cut it down the middle. Each different normal distribution has its own 
mean, , and standard deviation, . The mean can be any number, and the stan-
dard deviation can be any non-negative number. The 68-95-99.7% Rule for nor-
mal distributions says the following: About 68% of its values lie within one 
standard deviation of the mean (middle), about 95% of its values lie within two 
standard deviations of the mean, and about 99.7% (virtually all) of its values lie 
within three standard deviations of the mean. Figure 3-1 shows some different 
normal distributions. The tick marks on the horizontal axis denote the standard 
deviations.

Standardizing to the standard  
normal (Z-) distribution
In Figure 3-1c, you see a normal distribution with a mean of 0 and a standard 
deviation of 1. This is a special normal distribution — a VIP of VIPs — and is called 
the standard normal distribution. This distribution is so special that it was given its 
own letter, Z, to describe it. The Z-distribution is special because whatever value 
you have on the Z-distribution, it represents the number of standard deviations 
you are above (if positive) or below (if negative) the mean of 0. For example, if 
z 2, that means you are 2 standard deviations above the mean, because the mean 
is 0 and the standard deviation is 1. If z 1, that means you are 1 standard devia-
tion below the mean.
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The Z-distribution sets a standard by which other distributions are compared. 
This comparison is made in the following way. Suppose X is normal with mean 80 
and standard deviation 5. If you get a score of 90 on an exam, what is your Z-value? 
In other words, how many standard deviations are you above or below the mean? 
Well, your score is 90, and 90 80 represents a difference of 10. In terms of number 
of standard deviations, you divide by 5 (the standard deviation) to get 2. And this 
tells you that on this exam, a 90 is 2 standard deviations above the mean, and so 
z 2. Similarly, a 70 equals ( ) /70 80 5 2, or 2 standard deviations below the 
mean, and so z 2.

The notation is important here. Note that

 » A capital italicized letter represents a random variable or a name of a distribu-
tion in the general sense. For example, “Test scores have a Z-distribution.”

 » A lowercase italicized letter is a specific value of a random variable, or a 
specific value on a distribution. For example, “Bob’s test score has a value of 
z 2 standard deviations above the mean.”

In general, to get from X to Z, you use what statistics students around the world 

call the Z-formula: Z X . It’s a formula that you’ll soon have memorized (if 

you haven’t already), and it’ll be like a song you can’t get out of your head.

FIGURE 3-1: 
Three normal 

distributions, with 
means and 

standard 
deviations of a) 

10 and 5; b) 0 and 
10; and c) 0 and 
1, respectively.
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Why is this formula so important? It represents a process called standardizing a 
score; it takes away X’s original units, and for a normal it puts its values on a scale 
from about –3 to 3 (3 standard deviations below or above the mean.) Any value on 
any normal distribution can be standardized this way, so to find probabilities for 
any normal distribution, you only need to standardize the values and provide a 
single table to look at — cleverly called the standard normal table, or Z-table. This 
table can be found in Table A-5 in the Appendix.

A great use for the Z-formula is to compare two groups that have different means 
and different standard deviations. For example, suppose you got a 90 on an exam 
with mean 80 and standard deviation 5, and you got a 90 on an exam with mean 
75 and standard deviation 10. On which exam did you do better, relative to the 
other students? If you standardize both exam scores, you can easily find out. Your 
first exam score is ( ) /90 80 5 2 standard deviations above the mean, and so 
Z 2. Your second exam score is ( ) / .90 75 10 1 5 standard deviations above the 
mean, and so Z 1 5. . So you did better on the first exam than the second exam, 
relative to the rest of the class  — even though you got the same score of  
90 each time.

Using the normal table
Because the Z-distribution is standardized, and you can change any normal dis-
tribution X to the Z-distribution through the Z-formula, statisticians created a 
single table to find probabilities for any normal distribution — and it is based on 
the standard normal distribution.

The Z-table in this book shows P( )Z z  for basically any Z from –3 to +3. Here  
are the steps for finding the probability that Z is less than z using the Z-table in 
this book:

1. Write the Z-value with 2 digits after the decimal point.

For example, if you want P( )Z 1 , you write P( . )Z 1 00 .

2. Look in the row for the leading digit and the first digit after the decimal 
point.

In this case, look in the row that says 1.0.

3. Look in the column that has the second digit after the decimal point.

In this case, go to the first column, .00.

4. Intersect the row and column to find P( )Z z .

When you do that here, you get 0.8413. So, the probability of scoring less than 
90 on this exam is P P( ) ( . ) .X Z90 1 00 0 8413.



CHAPTER 3  Having the Normal and Sampling Distributions in Your Back Pocket      41

5. If you want a greater-than probability, take 1 minus your answer from 
Step 4.

That’s because the total probability under the entire curve equals 1, and you 
want the upper part when given the lower part. For exam-
ple, P P( ) ( ) . .Z Z1 1 1 1 0 8413 0 1587.

6. If you want an in-between probability, such as P(a b)Z , change both 
values to Z, look them both up, and subtract (largest value minus 
smallest) to get P( b) P( a)Z Z .

For example, P P P( ) ( . ) ( . ) . .2 1 1 00 2 00 0 8413 0 1587Z Z Z   
0 6826. .

Different textbooks may have different formats of the Z-table. Make sure you 
understand how your table works before proceeding to try to find probabilities.

Finding probabilities for the normal 
distribution
Other normal distributions, of course, have other means besides 0 and other stan-
dard deviations besides 1. To find a probability for any normal distribution X with 
mean  and standard deviation , just standardize it and look it up. That is, use 
the Z-formula to change X to Z, and look it up on the Z-table to find the 
probabilities.

For example, say you want to find the probability that someone scored less than 
90 on a statistics exam that had mean 80 and standard deviation 10. So you want 
to find P( )X 90 . Change X to Z using the Z-formula and you get 

P P P( ) ( )X X Z90 80
10

90 80
10

1 . From the previous section, you know 

this probability from the Z-table is 0.8413.

As another example, suppose you want P( . )X 92 5 . (Yes, some of us professors 

actually do give half points!) This equals P PZ Z92 5 80
10

1 25. ( . ). Look up 

the row for 1.2, and the column for .05, and intersect them to get 0.8944. This is 
the probability that someone scored less than 92.5 on the exam.

If you want a greater-than probability using the Z-table, you need to take 1 minus 
your answer from Step 4. So, for example, P P( . ) ( . ) .X X92 5 1 92 5 1 0 8944 

0 1056. .

If you want an in-between probability, find the probability of being less than each 
of the numbers in the inequality, and subtract the larger one minus the smaller 
one to get a non-negative answer. For example, if you want P( . )90 92 5X , you 
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find P( . )X 92 5  and subtract P( )X 90  to get the part in between. In this case, 
from the previous example, P( . ) .X 92 5 0 8944 and P( ) .X 90 0 8413. Subtract 
them to get 0 8944 0 8413 0 0531. . . .

Finally Getting Comfortable with  
Sampling Distributions

In Stats I, one of the most difficult and often dreaded topics is sampling distribu-
tions. However, sampling distributions, once broken down, really aren’t that bad, 
plus they possess some neat qualities and have a strong connection to the normal 
distribution. In this section, you gain more experience and find a higher comfort 
level with sampling distributions as they pertain to other statistical techniques in 
this book.

A sampling distribution is a population of values that comes from taking random 
samples over and over and collecting the resulting statistics into one big pot. This 
pot is called a sampling distribution for that particular statistic. For example, you 
can start with a class of 1,000 students and take random samples of size 100 from 
this population, over and over and over, and each time you can find the mean age 
of the sample. When you are done taking as many different random samples of 100 
as you possibly can, and you put all the mean ages together into one big pot, this 
pot is called the sampling distribution of the sample mean.

As another example, you could take all possible random samples of size 2,000 
from all registered voters in Columbus, Ohio, and find the proportion in each 
sample who voted for the elected president in the last election. This pot contains 
many sample proportions, and is called the sampling distribution of the sample 
proportion.

You can have a lot of different types of sampling distributions for a lot of different 
statistics from any population you can dream up. You have to make sure that the 
samples are random, that you have all possible samples, and you have the same 
sample size each time.

The mean and standard error of a  
sampling distribution
A sampling distribution is a population of sample statistics. The big pot of all pos-
sible sample means from samples of size n is called the sampling distribution of the 
sample mean, or the sampling distribution of X . The big pot of all possible sample 
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proportions from samples of size n is called the sampling distribution of the sample 
proportion, or the sampling distribution of p̂.

Each sampling distribution is its own population. That means it has its own popu-
lation mean, and its own population standard error. (It’s the same as a standard 
deviation, but because it applies to sampling distributions, it is called a  
standard error.)

Sampling distribution of X

If X is the original population that the samples came from, and it has mean X , 
then the mean of the sampling distribution of X  is denoted by, and is the same as, 
the mean of X. So the mean of X  is equal to X .

Also, if the standard deviation of the population X is equal to x , then the standard 
error of the sampling distribution of X  is denoted by x  and is equal to the popula-

tion standard deviation of X, divided by the square root of n, written as x

n
. Here 

you are finding the average when you are finding X , so the standard error contains 
an n in the denominator like the average does. That means the standard error of X  
gets smaller and smaller as you take larger and larger sample sizes. Big samples 
don’t change as much as small samples. X  can be a pretty precise statistic!

Now the shape of the population of all possible sample means (for example, the 
shape of the sampling distribution of X) is either normal or approximately normal 
(if the samples are large enough). If X is a distribution from a population that has 
a normal distribution, then you know that X  also has a normal distribution. But 
the crazy and wonderful news is, and you saw this in Stats I, if X is not a normal 
distribution, but your samples are large enough (at least > 30 for most folks), then 
X  has an approximate normal distribution. This is due to what you know as the 
Central Limit Theorem. See how it all fits together? And this is big news because 
whether X is a normal distribution or not, you can use Z to solve problems if the 
right conditions are met.

The formula for using Z to solve probability problems for X  is Z X x

x
, and 

when you plug in what you know for x  and x , you get Z X

n

x

x
.

Notice the difference between x  and x  and the difference between x  and x . It’s 
a very important difference. Don’t be afraid to read the previous sections again if 
you are still confused; sometimes it takes a couple of whacks to get it.

For example, suppose X = distribution of exam scores and X has a normal  
distribution with mean 80 and standard deviation 10. What’s the chance that  
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the average of 36 exams is less than 75? To answer this question, you know X  is 
the average of 36 exams, and that it has a normal distribution (because the exams 
do  — you do not need the Central Limit Theorem here). You know the mean  

is x x 80 and the standard error is x
x

n
10
36

1 67. . So you find 

P P P( ) ( . ) .X Z Z75 75 80
10

36

3 00 0 0013. (Highly unlikely.)

Sampling distribution of p̂
Suppose X has a binomial distribution with n trials with p = the proportion  
of successes/yeses in the population and X in general represents the number of 
successes/yeses in a sample of size n from the population. Let p̂ represent the 
proportion of successes/yeses in the sample. You can form a sampling distribution 
for p̂ by taking all possible random samples of size n from the binomial population 
and finding all possible proportions of yeses from those samples.

The mean of the sampling distribution of p̂ is denoted by p̂ . Its mean is equal to 
this same p from the binomial distribution. Note that both are proportions; one is 
from the sample, p̂, and one is from the population, p.

Also, because the standard deviation of the binomial distribution is equal to 

x np p( )1 , the standard error of the sampling distribution of p̂ is denoted by 

p̂ and is equal to p p
n

( )1 .

From Stats I, you know the mean of the binomial itself is np, but that is the case 
where you are counting X = number of successes in n trials. If you are measuring 
the proportion of successes in n trials, you divide by n to get np n p/ . That’s the 
mean of p̂. The standard error of p̂ is found by looking at how much each observa-
tion can vary (between 1 = success with probability p and 0 = failure with proba-
bility 1 p), and dividing by n. (The square root is there because you are taking the 
square root of the variance when you find the standard deviation.)

Again, because you have an n in the denominator of the standard error for p̂, that 
means the standard error of p̂ gets smaller and smaller as you take larger and 
larger sample sizes. Big samples don’t change as much as small samples; p̂ can 
also be a pretty precise statistic!

The shape of the distribution of all possible sample proportions (for example,  
the shape of the sampling distribution of p̂) is approximately normal, again by 
another version of the Central Limit Theorem, if the sample sizes are large enough. 
In the binomial’s case, you need np and n p( )1  to both be at least 10. That means 
you can use Z to solve problems regarding p̂ as long as the conditions are met.
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The formula for using Z to solve probability problems for p̂ is Z
p p

p

ˆ ˆ

ˆ
, and 

when you plug in what you know for p̂  and p̂, you get Z p p
p p

n

ˆ
( )1

.

For example, suppose X = number of exams that are passed out to a large class, and 
suppose the pass rate is reported to be 90%. What is the chance that out of a 
sample of 100 exams, less than 85% of them pass? To answer this question, you 
know p̂ is the proportion of 100 exams that had a “success” (passed), and that it 
has an approximate normal distribution. Remember, this is because the conditions 
are met: np 100 90 90(. )  and n p( ) ( . )1 100 1 90 10 are both at least 10. You 

know the mean of ̂p is p .90 and the standard error is p p
n

( ) . ( . )
.

1 90 1 90
100

03.  

So you find P ˆ . . .
.

( . ) . .p Z Z0 85 85 90
03

1 67 0 0475P P

Heads Up! Building Confidence Intervals 
and Hypothesis Tests

The information from the previous sections is very important for later chapters, 
where you use properties of X  and p̂ to build formulas for other statistical tech-
niques, such as confidence intervals and hypothesis tests. In this section, I provide 
an overview of how the main formulas for confidence intervals and hypothesis 
tests for x  and p come about, as they are based in large part on X  and p̂ and their 
means and standard errors. Keeping these techniques in your mind is much easier 
if you understand where they came from.

Confidence interval for the  
population mean
Say your goal is to estimate the mean of a population, x . Your technique is to 
make a confidence interval for it. That is, you start with the sample mean, X , and 
you add and subtract a margin of error (as you learned in Stats I). The margin of 
error is made up of a certain number of standard errors of X . Do you remember the 
68-95-99.7% Rule (from the earlier section, “Characterizing the normal”), where 
95% of the values lie within about 2 standard deviations of the mean in a normal 
distribution? Because the sampling distribution of X  has an exact or approximate 
(if n 30) normal distribution, you can just take X , your sample mean, and add 
and subtract about 2 standard errors, and you’ll have a 95% confidence interval. 

That’s what’s going on. The general formula looks like this: X Z
n
x , where Z is 
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the number of standard errors you add and subtract to get the confidence level you 
want — a common value of Z is 1.96, about 2! See the standard error of X  doing its 
job? Now that you see how the formula comes to be, you can understand a great 
deal more about confidence intervals in Chapter 4 and beyond!

Confidence interval for the  
population proportion
The same idea applies to get the formula for a confidence interval for the popula-
tion proportion, p. If the conditions are met (np and n p[ ]1  are both at least 10), 
then p̂ has an approximate normal distribution, and you can again make a 95% 
confidence interval by taking the sample proportion, p̂, plus or minus about 2 
standard errors (1.96 of them, to be exact). The standard error of p̂ as found previ-

ously in this chapter, is p p
n

( )1 , which contains the very thing you are trying to 

estimate: p. You can’t have that because you don’t know p, so you substitute p̂ for 
p, and there you go! So the final formula for a confidence interval for the popula-

tion proportion is ˆ
ˆ( ˆ)

p Z
p p

n
1 . (See Chapter 4 for more on building formulas 

for confidence intervals.)

Hypothesis test for population mean
A hypothesis test for the population mean x  is used when you want to challenge 
some reported value for the mean, based on your sample data. The ideas are all 
fleshed out in Chapter 4, but briefly, you have a null hypothesis Ho: x 0, and an 
alternative hypothesis, Ha, which says x  is >, <, or 0, and Ho is on trial. Start-
ing with your sample mean, you standardize it using the ideas presented earlier in 
this chapter, and you use a table to see where it falls. If the population has a nor-
mal distribution (or if the sample size is > 30), then you can use the standard 
normal (Z-) distribution to compare your test statistic to Ho, and gauge how likely 
or unlikely it is that your data matches the value in Ho.

That is, you find the p-value for your test statistic, the probability of being where 
you were with your data, or further out if Ho were the truth. If the p-value is small, 
you reject the reported value for the population mean presented in Ho. If the 
p-value is large, you fail to reject. Those are the nuts and bolts of doing a hypoth-
esis test for the population mean. All these ideas are filled out in Chapter 4.

Now let’s focus on the test statistic, the centerpiece of the hypothesis test. You 
take your sample mean, X , and standardize it, which means you subtract the mean 

and divide by the standard error, as you saw previously in this chapter: Z X

n

x

x
. 
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But, because x  is not known, you use its reported value, and assume that is the 
true value until proven otherwise. So you substitute 0 for x  and you get the test 

statistic Z X

n
x

0 . Again, you can see that standard error of X  at work in the 

denominator of the test statistic.

Hypothesis test for the population 
proportion
Similarly, for a hypothesis test for p, the population proportion, you start with the 
sample proportion, p̂, and standardize it to get the test statistic. That is, you sub-
tract the mean of p̂, and divide by the standard error of p̂, both of which you found 

earlier in this chapter, to get Z p p
p p

n

ˆ
( )1

. Because you don’t know the actual 

value of p in this situation (you are hypothesizing about its value), you assume H0 
is true until proven otherwise, and you use p0 for p in this formula. In the end, 
your test statistic looks like this:

Z p p
p p

n

ˆ
( )

0

0 01

If the conditions are met where np and n p( )1  are both at least 10, you can use a 
Z-table to look up your test statistic and find the p-value.

Knowing how test statistics for the population mean and standard error are built 
sets you up well for the information covered in Chapter 4 and other techniques 
used in this book. You can also see how incredibly important the normal distribu-
tion is, and how much it is used in statistics.
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Chapter 4
Reviewing Confidence 
Intervals and Hypothesis 
Tests

One of the major goals in statistics is to use the information you collect 
from a sample to get a better idea of what’s going on in the entire popula-
tion you’re studying (because populations are generally large and exact 

information is often unknown). Unknown values that summarize the population 
are called population parameters. Researchers typically want to either get a handle 
on what those parameters are or test a hypothesis about the population 
parameters.

In Stats I, you probably went over confidence intervals and hypothesis tests for 
one and two population means and one and two population proportions. Your 
instructor hopefully emphasized that no matter which parameters you’re trying 
to estimate or test, the general process is the same. If not, don’t worry; this chap-
ter drives that point home.

IN THIS CHAPTER

 » Utilizing confidence intervals to 
estimate parameters

 » Testing models by using hypothesis 
tests

 » Finding the probability of getting it 
right and getting it wrong

 » Discovering power in a large 
sample size
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This chapter reviews the basic concepts of confidence intervals and hypothesis 
tests, including the probabilities of making errors by chance. I also discuss how 
statisticians measure the ability of a statistical procedure to do a good job — of 
detecting a real difference in the populations, for example.

Estimating Parameters by Using 
Confidence Intervals

Confidence intervals are a statistician’s way of covering their you-know-what when 
it comes to estimating a population parameter. For example, instead of just giving 
a one-number guess as to what the average household income is in the United 
States, a statistician gives a range of likely values for this number. They do this 
because

 » All good statisticians know sample results vary from sample to sample, so a 
one-number estimate isn’t any good.

 » Statisticians have developed some awfully nice formulas to give a range of 
likely values, so why not use them?

In this section, you get the general formula for a confidence interval, including the 
margin of error, and a good look at the common approach to building confidence 
intervals. I also discuss interpretation and the chance of making an error.

Getting the basics: The general form of a 
confidence interval
The big idea of a confidence interval is coming up with a range of likely values for 
a population parameter. The confidence level represents the chance that if you were 
to repeat your sample-taking over and over, you’d get a range of likely values that 
actually contains the actual population parameter. In other words, the confidence 
level is the long-term chance of being correct.

The general formula for a confidence interval is

Confidence interval Sample statistic Margin of error

The confidence interval has a certain level of precision (measured by the margin 
of error). Precision measures how close you expect your results to be to the truth.
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For example, suppose you want to know the average amount of time a student at 
Ohio State University spends listening to music on their phone per day. The aver-
age time for the entire population of OSU students who are phone users is the 
parameter you’re looking for. You take a random sample of 1,000 students and 
find that the average time a student uses their phone per day to listen to music is 
2.5 hours, and the standard deviation is 0.5 hour. Is it right to say that the popula-
tion of all OSU students use their phones an average of 2.5 hours per day for music 
listening? You hope and may want to assume that the average for the whole popu-
lation is close to 2.5, but it probably isn’t exact.

What’s the solution to this problem? The solution is to not only report the average 
from your sample, but also to report some measure of how much you expect that 
sample average to vary from one sample to the next, with a certain level of confi-
dence. The number that you use to represent this level of precision in your results 
is called the margin of error.

Finding the confidence interval  
for a population mean
The sample-statistic part of the confidence-interval formula is fairly 
straightforward.

 » To estimate the population mean, you use the sample mean plus or minus 
a margin of error, which is based on standard error. The sample mean has a 
standard error of 

n
. In this formula, you can see the population standard 

deviation (σ) and the sample size (n).

 » To estimate the population proportion, you use the sample proportion 
plus or minus a margin of error.

In many cases, the standard deviation of the population, σ, is not known. To esti-
mate the population mean by using a confidence interval when σ is unknown, you 

use the formula x t s
nn 1 . This formula contains the sample standard devia-

tion (s), the sample size (n), and a t-value representing how many standard errors 
you want to add and subtract to get the confidence you need. To get the margin of 

error for the mean, you see the standard error, s
n

, is being multiplied by a factor 

of t. Notice that t has n 1 as a subscript to indicate which of the myriad  
t- distributions you use for your confidence interval. The n 1 is called degrees of 
freedom.

The value of t in this case represents the number of standard errors you add and 
subtract to or from the sample mean to get the confidence you want. If you want 
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to be 95 percent confident, for example, you add and subtract 1.96 of those stan-
dard errors. If you want to be 99.7 percent confident, you add or subtract about 
three of them. (See Table A-1 in the Appendix to find t-values for various confi-

dence levels; use 1
2

confidence level  for the area to the right and find the 

t-value that goes with it.)

If you know the population standard deviation, you should certainly use it. In that 
case, you use the corresponding number from the Z-distribution (standard nor-
mal distribution) in the confidence interval formula. (The Z-distribution in the 
Appendix can give you the numbers you need.) But I would be remiss in saying 
that while textbooks and teachers always include problems where σ is known, 
rarely is σ known in the real world. Why teach it this way? This issue is up for 
debate; for now, just go with it, and I can keep you posted.

For the phone example from the preceding section, a random sample of 1,000 of 
all OSU students spend an average of 2.5 hours using their phones to listen to 
music. The standard deviation is 0.5 hour. Plugging this information into the for-

mula for a confidence interval, you get 2 5 1 96 0 5
1 000

. . .
,

. You conclude that all 

OSU-student phone-users spend an average of between 2.47 and 2.53 hours lis-
tening to music on their phones.

What changes the margin of error?
What do you need to know in order to come up with a margin of error? Margin of 
error, in general, depends on three elements:

 » The standard deviation of the population, σ (or an estimate of it, denoted by s, 
the sample standard deviation)

 » The sample size, n

 » The level of confidence you need

You can see these elements in action in the formula for margin of error of the 

sample mean: t s
nn 1 . Here I assume that σ isn’t known; t n 1 represents the 

value on the t-distribution table (see Table A-1 in the Appendix) with n 1 degrees 
of freedom.

Each of these three elements has a major role in determining how large the mar-
gin of error will be when you estimate the mean of a population. In the following 
sections, I show how each of the elements of the margin of error formula work 
separately and together to affect the size of the margin of error.



CHAPTER 4  Reviewing Confidence Intervals and Hypothesis Tests      53

Population standard deviation
The standard deviation of the population is typically combined with the sample 
size in the margin of error formula, with the population standard deviation on top 
of the fraction and n on the bottom. (In this case, the standard error of the popula-
tion, σ, is estimated by the standard deviation of the sample, s, because σ is typi-
cally unknown.)

This combination of standard deviation of the population and sample size is 
known as the standard error of your statistic. It measures how much the sample 
statistic deviates from its mean in the long term.

How does the standard deviation of the population (σ) affect margin of error? As 
it gets larger, the margin of error increases, so your range of likely values is wider.

Suppose you have two gas stations, one on a busy corner (gas station #1) and one 
farther off the main drag (gas station #2). You want to estimate the average time 
between customers at each station. At the busy gas station #1, customers are con-
stantly using the gas pumps, so you basically have no downtime between custom-
ers. At gas station #2, customers sometimes come all at once, and sometimes you 
don’t see a single person for an hour or more. So the time between customers 
varies quite a bit.

For which gas station would it be easier to estimate the overall average time 
between customers as a whole? Gas station #1 has much more consistency, which 
represents a smaller standard deviation of time between customers. Gas station 
#2 has much more variability in time between customers. That means σ for gas 
station #1 is smaller than σ for gas station #2. So the average time between cus-
tomers is easier to estimate at gas station #1.

Sample size
Sample size affects margin of error in a very intuitive way. Suppose you’re trying 
to estimate the average number of pets per household in your city. Which sample 
size would give you better information: 10 homes or 100 homes? I hope you’d 
agree that 100 homes would give more precise information (as long as the data on 
those 100 homes was collected properly).

If you have more data to base your conclusions on and that data is collected prop-
erly, your results will be more precise. Precision is measured by margin of error, 
so as the sample size increases, the margin of error of your estimate goes down.

Bigger is only better in terms of sample size if the data is collected properly — 
that is, with minimal bias. If the quality of the data can’t be maintained with a 
larger sample size, it does no good to have it.
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Confidence level
For each problem at hand, you have to address how confident you need to be in 
your results over the long term, and, of course, more confidence comes with a 
price in the margin of error formula. This level of confidence in your results over 
the long term is reflected in a number called the confidence level, which you report 
as a percentage. In general, more confidence requires a wider range of likely val-
ues. So, as the confidence level increases, so does the margin of error.

Every margin of error is interpreted as plus or minus a certain number of standard 
errors. The number of standard errors added and subtracted is determined by the 
confidence level. If you need more confidence, you add and subtract more stan-
dard errors. If you need less confidence, you add and subtract fewer standard 
errors. The number that represents how many standard errors to add and subtract 
is different from situation to situation. For one population mean, you use a value 
on the t-distribution, represented by t n 1, where n is the sample size (see Table A-1 
in the Appendix).

Suppose you have a sample size of 20, and you want to estimate the mean of a 
population with 90 percent confidence. The number of standard errors you add 
and subtract is represented by t n 1, which in this case is t19 1 73. . (To find these 
values of t, see Table A-1 in the Appendix, with n 1 degrees of freedom for the 

row, and 
1

2
confidence level

 for the column.)

Now suppose you want to be 95 percent confident in your results, with the same 
sample size of n 20. The degrees of freedom are 20 1 19 (row) and the column 

is for 
1 95

2
025

.
. . The t-table gives you the value of t19 2 09. .

Notice that this value of t is larger than the value of t for 90 percent confidence, 
because in order to be more confident, you need to go out more standard devia-
tions on the t-distribution table to cover more possible results.

Large confidence, narrow intervals —  
just the right size
A narrow confidence interval is much more desirable than a wide one. For exam-
ple, claiming that the average cost of a new home is $150,000 plus or minus 
$100,000 isn’t helpful at all because your estimate is anywhere between $50,000 
and $250,000. (Who has an extra $100,000 to throw around?) But you do want a 
high confidence level, so your statistician has to add and subtract more standard 
errors to get there, which makes the interval that much wider (a downer).
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Wait, don’t panic — you can have your cake and eat it too! If you know you want 
to have a high level of confidence but you don’t want a wide confidence interval, 
just increase your sample size to meet that level of confidence.

Suppose the standard deviation of the house prices from a previous study is 
s $ ,15 000, and you want to be 95 percent confident in your estimate of average 
house price. Using a large sample size, your value of t (from the last row of 
Table A-1 in the Appendix) is 1.96.

With a sample of 100 homes, your margin of error is 1 96 15 000
100

2 940. , $ , .

If this is too large for you but you still want 95 percent confidence, crank up your 

value of n. If you sample 500 homes, the margin of error decreases to 1 96 15 000
500

. , , 
which brings you down to $1,314.81.

You can use a formula to find the sample size you need to meet a desired margin 

of error. That formula is n t s
MOE

n 1
2

, where MOE is the desired margin of error 

(as a proportion), s is the sample standard deviation, and t is the value on the 
t-distribution that corresponds with the confidence level you want. (For large 
sample sizes, the t-distribution is approximately equal to the Z-distribution.)

Interpreting a confidence interval
Interpreting a confidence interval involves a couple of subtle but important issues. 
The big idea is that a confidence interval presents a range of likely values for the 
population parameter, based on your sample. However, you interpret it not in 
terms of your own sample, but in terms of an infinite number of other samples out 
there that could have been selected, yours just being one of them. For example, 
suppose 1,000 people each took a sample and they each formed a 95 percent con-
fidence interval for the mean. The “95 percent confidence” part means that of 
those 1,000 confidence intervals, about 950 of them can be expected to be correct 
on average. (Correct means the confidence interval actually contains the true 
value of the parameter.)

A 95 percent confidence interval doesn’t mean that your particular confidence 
interval has a 95 percent chance of capturing the actual value of the parameter; 
after the sample has been taken, the parameter is either in the interval or it isn’t. 
A confidence interval represents the chances of capturing the actual value of the 
population parameter over many different samples.

Suppose a polling organization wants to estimate the percentage of people in the 
United States who drive a car with more than 100,000 miles on it, and it wants to 
be 95 percent confident in its results. The organization takes a random sample of 
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1,200 people and finds that 420 of them (35 percent) drive a car with that mini-
mum mileage; the margin of error turns out to be plus or minus 3 percent. (See 
your Stats I text for determining margin of error for percentages.)

The meaty part of the interpretation lies in the confidence level — in this case, the 
95 percent. Because the organization took a sample of 1,200 people in the U.S., 
asked each of them whether their car had more than 100,000 miles on it, and 
made a confidence interval out of the results, the polling organization was, in 
essence, accounting for all the other samples out there that it could have gotten by 
building in the margin of error ( )3 percent . The organization wanted to cover its 
bases on 95 percent of those other situations, and ±3 percent satisfies that.

Another way of thinking about the confidence interval is to say that if the organi-
zation sampled 1,200 people over and over again and made a confidence interval 
from its results each time, 95 percent of those confidence intervals would be right. 
(You just have to hope that yours is one of those right results.)

Using stat notation, you can write confidence levels as ( )%1 . So if you want  
95 percent confidence, you write it as 1 0 05. . Here, α represents the chance that 
your confidence interval is one of the wrong ones. This number, α, is also related 
to the random chance of making a certain kind of error with a hypothesis test, 
which I explain in the later section, “False alarms and missed opportunities: Type 
I and II errors.”

What’s the Hype about Hypothesis Tests?
Suppose a shipping company claims that its packages are on time 92 percent of 
the time, or a campus official claims that 75 percent of students live off campus. 
If you’re questioning these claims, how can you use statistics to investigate?

In this section, you see the big ideas of hypothesis testing that are the basis for the 
data-analysis techniques in this book. You review and expand on the concepts 
involved in a hypothesis test, including the hypotheses, the test statistic, and the 
p-value.

What Ho and Ha really represent
You use a hypothesis test in situations where you have a certain model in mind 
and want to see whether that model fits your data. Your model may be one that 
just revolves around the population mean (testing whether that mean is equal to 
ten, for example). Your model may be testing the slope of a regression line 
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(whether or not it’s zero, for example, with zero meaning you find no relationship 
between x and y). You may be trying to use several different variables to predict 
the marketability of a product, and you believe a model using customer age, price, 
and shelf location can help predict it, so you need to run one or more hypothesis 
tests to see whether that model works. (This particular process is called multiple 
regression, and you can find more information on it in Chapter 6.)

A hypothesis test is made up of two hypotheses:

 » The null hypothesis, Ho: Ho symbolizes the current situation — the one that 
everyone assumed was true until you got involved.

 » The alternative hypothesis, Ha: Ha represents the alternative model that you 
want to consider. It stands for the researcher’s hypothesis, and the burden of 
proof lies on the researcher.

Ho is the model that’s on trial. If you get enough evidence against it, you conclude 
Ha, which is the model you’re claiming is the right one. If you don’t get enough 
evidence against Ho, then you can’t say that your model (Ha) is the right one.

Gathering your evidence into  
a test statistic
A test statistic is the statistic from your sample, standardized so you can look it up 
on a table, basically. Although each hypothesis test is a little different, the main 
thought is the same. Take your statistic and standardize it in the appropriate way 
so you can use the corresponding table for it. Then look up your test statistic on 
the table to see where it stands. That table may be the t-table, the Chi-square 
table, or a different table. The type of test you need to use for your data dictates 
which table you use.

In the case of testing a hypothesis for a population mean, μ, you use the sample 
mean, x , as your statistic. To standardize it, you take x  and convert it to a value of 

t by using the formula t x
s
n

n 1
0 , where μ0 is the value in Ho. This value is your 

test statistic, which you compare to the t-distribution.

Determining strength of evidence  
with a p-value
If you want to know whether your data has the brawn to stand up against Ho, you 
need to figure out the p-value and compare it to a predetermined cutoff, α 
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(typically 0.05). The p-value is a measure of the strength of your evidence against 
Ho. You calculate the p-value through these steps:

1. Calculate the test statistic (refer to the preceding section for more 
information on this).

2. Look up the test statistic on the appropriate table (such as the t-table, 
found in the Appendix).

3. Find the percentage of values on the table that fall beyond your test 
statistic. This percentage is the p-value.

4. If your Ha is “not equal to,” double the percentage that you got in Step 3 
because your test statistic could have gone either way before the data 
was collected. (See your Stats I textbook or Statistics For Dummies, 2nd Edition 
for full details on obtaining p-values for hypothesis tests.)

Your friend α is the cutoff for your p-value. (α is typically set at 0.05, but some-
times it’s another number, like 0.10 for example.) If your p-value is less than your 
predetermined value of α, reject Ho because you have sufficient evidence against 
it. If your p-value is greater than or equal to α, you can’t reject Ho.

For example, if your p-value is 0.002, your test statistic is so far away from Ho that 
the chance of getting this result by chance if the null hypothesis were true is only 
2 out of 1,000. So, you conclude that Ho is very likely to be false. If your p-value 
turns out to be 0.30, this same result is expected to happen 30 percent of the time 
anyway, so you see no red flags there, and you can’t reject Ho; you don’t have 
enough evidence against it. If your p-value is close to the cutoff line, say 
p 0 049 0 51. . or , you say the result is marginal and let the reader make their own 
conclusions. That’s the main advantage of the p-value: It lets other folks deter-
mine whether your evidence is strong enough to reject Ho in their minds.

False alarms and missed opportunities: 
Type I and II errors
Any technique you use in statistics to make a conclusion about a population based 
on a sample of data has the chance of making an error. The errors I am talking 
about, Type I and Type II errors, are due to random chance (assuming the data 
were collected properly).

The way you set up your test can help to reduce these kinds of errors, but they’re 
always out there. As a data analyst, you need to know how to measure and under-
stand the impact of the errors that can occur with a hypothesis test and what you 
can do to possibly make those errors smaller. In the following sections, I show you 
how you can do just that.
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Making false alarms with Type I errors
A Type I error is the conditional probability of rejecting Ho, given that Ho is  
true. I think of a Type I error as a false alarm: You blew the whistle when you 
shouldn’t have.

The chance of making a Type I error is equal to α, which is predetermined before 
you begin collecting your data. This α is the same α that represents the chance of 
missing the boat in a confidence interval. It makes some sense that these two 
probabilities are both equal because the probability of rejecting H0 when you 
shouldn’t (a Type I error) is the same as the chance that the true population 
parameter falls out of the range of likely values when it shouldn’t. That  
chance is α.

Suppose someone claims that the mean time to deliver packages for a company is 
3.0 days on average (so Ho is 3 0. ), but you believe it’s not equal to that (so Ha 
is 3 0. ). Your α level is 0.05, and because you have a two-sided test, you have 
0.025 on each side. Your sample of 100 packages has a mean of 3.5 days with a 

standard deviation of 1.5 days. The test statistic equals 3 5 3 0
1 5
100

3 33. .
.

. , which is 

greater than 1.96 (the value in the last row and the 0.025 column of the  
t-distribution table — see the Appendix). So 3.0 is not a likely value for the mean 
time of delivery for all packages, and you reject Ho.

But suppose that just by chance, your sample contained some longer-than- 
normal delivery times and that, in reality, the company’s claim is right. You just 
made a Type I error; that is, you made a false alarm about the company’s claim.

To reduce the chance of a Type I error, reduce your value of α. However, I don’t 
recommend reducing it too far. On the positive side, this reduction makes it harder 
to reject Ho because you need more evidence in your data to do so. On the negative 
side, by reducing your chance of a false alarm (Type I error), you increase the 
chance of a missed opportunity (Type II error).

Missing an opportunity with a Type II error
A Type II error is the conditional probability of not rejecting Ho, given that Ho is 
false. I call it a missed opportunity because you were supposed to be able to find a 
problem with Ho and reject it, but you didn’t. You didn’t blow the whistle when 
you should have.
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The chance of making a Type II error depends on a couple of things.

 » Sample size: If you have more data, you’re less likely to miss something that’s 
going on. For example, if a coin actually is unfair, flipping the coin only ten 
times may not reveal the problem. But if you flip the coin 1,000 times, you 
have a good chance of seeing a pattern that favors heads over tails, or 
vice versa.

 » Actual value of the parameter: A Type II error is also related to how big the 
problem is that you’re trying to uncover. For example, suppose a company 
claims that the average delivery time for packages is 3.5 days. If the actual 
average delivery time is 5.0 days, you won’t have a very hard time detecting 
that with your sample (even a small sample). But if the actual average delivery 
time is 4.0 days, you have to do more work to actually detect the problem.

To reduce the chance of a Type II error, take a larger sample size. A greater sample 
size makes it easier to reject Ho (although it increases the chance of a Type I error).

Type I and Type II errors sit on opposite ends of a seesaw — as one goes up, the 
other goes down. Try to meet in the middle by choosing a large sample size (the 
bigger, the better; see Figures 4-1 and 4-2) and a small α level (0.05 or less) for 
your hypothesis test.

The power of a hypothesis test
Type II errors, which I explain in the preceding section, show the downside of a 
hypothesis test. But statisticians, despite what many may think, actually try to 
look on the bright side once in a while; so, instead of looking at the chance of 
missing a difference from Ho that is actually there, they look at the chance of 
detecting a difference that is really there. This detection is called the power of a 
hypothesis test.

The power of a hypothesis test is 1 minus the probability of making a Type II error. 
So power is a number between 0 and 1 that represents the chance that you rejected 
Ho when Ho was false. (You can even sing about it: “If Ho is false and you know it, 
clap your hands. . ..”) Remember that power (just like Type II errors) depends on 
two elements: the sample size and the actual value of the parameter (see the pre-
ceding section for a description of these elements).

In the following sections, you discover what power means in statistics (not being 
one of the bigwigs, mind you); you also find out how to quantify power by using a 
power curve.
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Throwing a power curve
The specific calculations for the power of a hypothesis test are beyond the scope 
of this book (so you can breathe a sigh of relief), but computer programs and 
graphs are available online to show you what the power is for different hypothesis 
tests and various sample sizes (just type “power curve for the [blah blah blah] 
test” into an Internet search engine).

These graphs are called power curves for a hypothesis test. A power curve is a spe-
cial kind of graph that gives you an idea of how much of a difference from Ho you 
can detect with the sample size that you have. Because the precision of your test 
statistic increases as your sample size increases, sample size is directly related to 
power. But it also depends on how much of a difference from Ho you’re trying to 
detect. For example, if a package delivery company claims that its packages arrive 
in 2 days or less, do you want to blow the whistle if it’s actually 2.1 days? Or wait 
until it’s 3 days? You need a much larger sample size to detect the 2.1-days situa-
tion versus the 3-days situation just because of the precision level needed.

In Figure 4-1, you can see the power curve for a particular test of Ho: 0 versus 
Ha: 0. You can assume that σ (the standard deviation of the population) is equal 
to 2 (I give you this value in each problem) and doesn’t change. I set the sample 
size at 10 throughout.

The horizontal (x) axis on the power curve shows a range of actual values of μ. For 
example, you hypothesize that μ is equal to 0, but it may actually be 0.5, 1.0, 2.0, 
3.0, or any other possible value. If μ equals 0, then Ho is true, and the chance of 
detecting this (and therefore rejecting Ho) is equal to 0.05, the set value of α. You 
work from that baseline. (Notice the low power in this situation makes sense 
because there’s nothing to detect for values of μ that are close to 0.) So, on the 
graph in Figure 4-1, when x 0, you get a y-value of 0.05.

FIGURE 4-1: 
Power curve for 
Ho: 0 versus 

Ha: 0, for 
n 10 and 2.
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Suppose that μ is actually 0.5, not 0, as you hypothesized. A computer tells you 
that the chance of rejecting Ho (what you’re supposed to do here) is 0 197 0 20. . , 
which is the power. So, you have about a 20 percent chance of detecting this dif-
ference with a sample size of 10. As you move to the right, away from 0 on the 
horizontal (x) axis, you can see that the power goes up and the y-values get closer 
and closer to 1.0.

For example, if the actual value of μ is 1.0, the difference from 0 is easier to detect 
than if it’s 0.50. In fact, the power at 1.0 is equal to 0 475 0 48. . , so you have almost 
a 50 percent chance of catching the difference from Ho in this case. And as the 
values of the mean increase, the power gets closer and closer to 1.0. Power never 
reaches 1.0 because statistics can never prove anything with 100 percent accuracy, 
but you can get close to 1.0 if the actual value is far enough from your hypothesis.

Controlling the sample size
How can you increase the power of your hypothesis test? You don’t have any con-
trol over the actual value of the parameter, because that number is unknown. So 
what do you have control over? The sample size. As the sample size increases, it 
becomes easier to detect a real difference from Ho.

Figure 4-2 shows the power curve with the same numbers as Figure 4-1, except 
for the sample size (n), which is 100 instead of 10. Notice that the curve increases 
much more quickly and approaches 1.0 when the actual mean is 1.0, compared to 
your hypothesis of 0. You want to see this kind of curve that moves up quickly 
toward the value of 1.0, while the actual values of the parameter increase on the 
x-axis.

FIGURE 4-2: 
Power curve for 
Ho: 0 versus 

Ha: 0, for 
n 100 

and 2.
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If you compare the power of your test when μ is 1.0 for the n 10 situation (in  
Figure 4-1) versus the n 100 situation (in Figure 4-2), you see that the power 
increases from 0.475 to more than 0.999. Table 4-1 shows the different values of 
power for the n 10 case versus the n 100 case, when you test Ho: 0 versus  
Ha: 0, assuming a value of 2.

You can find power curves for a variety of hypothesis tests under many different 
scenarios. Each has the same general look and feel to it: starting at the value of α 
when Ho is true, increasing in an S-shape as you move from left to right on the 
x-axis, and finally approaching the value of 1.0 at some point. Power curves with 
large sample sizes approach 1.0 faster than power curves with small sample sizes.

It’s possible to have too much power. For example, if you make the power curve 
for n 10 000,  and compare it to Figures 4-1 and 4-2, you find that it’s practically 
at 1.0 already for any number other than 0.0 for the mean. In other words, the 
actual mean could be 0.05 and with your hypothesis Ho: 0 00. , you would reject 
Ho because of your huge sample size. Unless a researcher really wants to detect 
very small differences from Ho (such as in medical studies or quality control situ-
ations), inflated values of n are usually suspect. People sometimes increase n just 
to be able to say they’ve found a difference, no matter how small, so watch for 
that. If you zoom in enough, you can always detect something, even if that some-
thing makes no practical difference. Beware of surveys and experiments with an 
excessive sample size, such as one in the tens of thousands. Their results are 
guaranteed to be inflated.

TABLE 4-1	 Comparing the Values of Power for  
n 10 versus n 100 (Ho is 0)

Actual Value of Power When n 10 Power When n 100

0.00 0 050 0 05. . 0 050 0 05. .

0.50 0 197 0 20. . 0 804 0 81. .

1.00 0 475 0 48. . approx. 1.0

1.50 0 766 0 77. . approx. 1.0

2.00 0 935 0 94. . approx. 1.0

3.00 0 999. approx. 1.0 approx. 1.0
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POWER IN MANUFACTURING AND 
MEDICINE
The power of a test plays a role in the manufacturing process. Manufacturers often 
have very strict specifications regarding the size, weight, and/or quality of their prod-
ucts. During the manufacturing process, manufacturers want to be able to detect devia-
tions from these specifications, even small ones, so they must determine how much of 
a difference from Ho they want to detect, and then figure out the sample size needed in 
order to detect that difference when it appears. For example, if a candy bar is supposed 
to weigh 2.0 ounces, the manufacturer may want to blow the whistle if the actual aver-
age weight shifts to 2.2 ounces. Statisticians can work backward in calculating the power 
and find the sample size they need to know to stop the process.

Medical scientists also think about power when they set up their studies (called clinical 
trials). Suppose they’re checking to see whether an antidepressant adversely affects 
blood pressure (as a side effect of taking the drug). Scientists need to be able to detect 
small differences in blood pressure, because for some patients, any change in blood 
pressure is important to note and treat.
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Get up to speed on linear regression.

Work with more than one x variable in multiple 
regression.

Select the best model with model building.

Work with nonlinear regression.

Model yes/no data with logistic regression.
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Chapter 5
Getting in Line with 
Simple Linear Regression

Looking for relationships and making predictions is one of the staples of data 
analysis. Everyone wants to answer questions like, “Can I predict how many 
units I’ll sell if I spend x amount of advertising dollars?” or “Does drinking 

more diet cola really relate to more weight gain?” or “Do children’s backpacks 
seem to get heavier with each year of school, or is it just me?”

Linear regression tries to find relationships between two or more variables and 
comes up with a model that tries to describe those relationships, much like how 
the line y x2 3 explains the relationship between x and y. But unlike in math, 
where functions like y x2 3 tell the entire story about the two variables, in sta-
tistics things don’t come out that perfectly; some variability and error is involved 
(that’s what makes it fun!).

This chapter is partly a review of the concepts of simple linear regression pre-
sented in a typical Stats I textbook. But the fun doesn’t stop there. I expand on the 
ideas about regression that you picked up in your Stats I course and set you up for 
some of the other types of regression models you see in Chapters 6 through 9.

IN THIS CHAPTER

 » Using scatterplots and correlation 
coefficients to examine relationships

 » Building a simple linear regression 
model to estimate y from x

 » Testing how well the model fits

 » Interpreting the results and making 
good predictions
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In this chapter, you see how to build a simple linear regression model that exam-
ines the relationship between two variables. You also see how simple linear 
regression works from a model-building standpoint.

Exploring Relationships with Scatterplots 
and Correlations

Before looking ahead to predicting a value of y from x using a line, you need to

 » Establish that you have a legitimate reason to do so by using a straight line.

 » Feel confident that using a line to make that prediction will actually work well.

In order to accomplish both of these important steps, you need to first plot the 
data in a pairwise fashion so you can look for a visual relationship; then you need 
to somehow quantify that relationship in terms of how well those points follow a 
line. In this section, you do just that, using scatterplots and correlations.

Here’s a perfect example of a situation where simple linear regression is useful: In 
2018, a paper appeared in the International Journal of Environmental Research and 
Public Health called, “The Impact of Backpack Loads on School Children.” This 
paper discussed the great concern over the weight of the textbooks in students’ 
backpacks and the problems it presents for students. The paper referenced a study 
where researchers weighed a variety of textbooks from each of four core areas 
studied in grades 1 to 12 (reading, math, science, and history — where’s statis-
tics?) over a range of textbook brands and found the average total weight for all 
four books for each grade.

The study consulted pediatricians and chiropractors, who recommended that the 
weight of a student’s backpack should not exceed 15 percent of their body weight. 
From there, the board hypothesized that the total weight of the textbooks in these 
four areas increased for each grade level and wanted to see whether it could find a 
relationship between the average child’s weight in each grade and the average 
weight of their books. So, along with the average weight of the four core-area 
textbooks for each grade, researchers also recorded the average weight for the 
students in that grade. The results are shown in Table 5-1.

In this section, you begin exploring whether or not a relationship exists between 
these two quantitative variables. You start by displaying the pairs of data using a 
two-dimensional scatterplot to look for a possible pattern, and you quantify the 
strength and direction of that pattern using the correlation coefficient.



CHAPTER 5  Getting in Line with Simple Linear Regression      69

Using scatterplots to explore relationships
In order to explore a possible relationship between two variables, such as textbook 
weight and student weight, you first plot the data in a special graph called a  
scatterplot. A scatterplot is a two-dimensional graph that displays pairs of data, 
one pair per observation in the (x, y) format. Figure 5-1 shows a scatterplot of the 
textbook-weight data from Table 5-1.

You can see that the relationship appears to follow the straight line that’s included 
on the graph, except possibly for the last point, where textbook weight is 16.06 
pounds and student weight is 142 pounds (for grade 12). This point appears to be 
an outlier — it’s the only point that doesn’t fall into the pattern. So overall, an 
uphill, or positive linear relationship appears to exist between textbook weight and 
student weight; as student weight increases, so does textbook weight.

To make a scatterplot in Minitab, enter the data in columns one and two of the 
spreadsheet. Go to Graph>Scatterplot. Click Simple and then click OK. Click on the 
response variable (y) in the left-hand box, and click Select. This variable shows up 
as the y variable in the scatterplot. Click on the explanatory (x) variable in the left-
hand box, and click Select. It shows up in the x variable box. Click OK, and you get 
the scatterplot.

TABLE 5-1	 Average Textbook Weight and Student Weight  
(Grades 1–12)

Grade
Average Student 
Weight (In Pounds)

Average Textbook 
Weight (In Pounds)

1 48.50 8.00

2 54.50 9.44

3 61.25 10.08

4 69.00 11.81

5 74.50 12.28

6 85.00 13.61

7 89.00 15.13

8 99.00 15.47

9 112.00 17.36

10 123.00 18.07

11 134.00 20.79

12 142.00 16.06
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Collating the information by using  
the correlation coefficient
After you’ve displayed the data using a scatterplot (see the preceding section), the 
next step is to find a statistic that quantifies the relationship somehow. The cor-
relation coefficient (also known as Pearson’s correlation coefficient, especially in sta-
tistical software packages) measures the strength and direction of the linear 
relationship between two quantitative variables x and y. It’s a number between –1 
and +1 that’s unit-free, which means that if you change from pounds to ounces, the 
correlation coefficient doesn’t change. (What a messed-up world it would be if 
this wasn’t the case!)

If the relationship between x and y is uphill, or positive (as x increases, so does y), 
the correlation is a positive number. If the relationship is downhill, or negative (as 
x increases, y gets smaller), then the correlation is negative. The following list 
translates different correlation values:

 » A correlation value of zero means that you can find no linear relation-
ship between x and y. (It may be that a different relationship exists, such as a 
curve; see Chapter 8 for more on this.)

 » A correlation value of +1 or –1 indicates that the points fall in a perfect, 
straight line. (Negative values indicate a downhill relationship; positive values 
indicate an uphill relationship.)

 » A correlation value close to +1 or –1 signifies a strong linear relationship. 
A general rule of thumb is that correlations close to or beyond 0.7 or –0.7 are 
considered to be strong.

 » A correlation closer to +0.5 or –0.5 shows a moderate linear relationship.

FIGURE 5-1: 
Scatterplot of 

average student 
weight versus 

average textbook 
weight in grades 

1–12.
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 » A correlation closer to +0.3 or –0.3 shows a weak linear relationship. In 
general, beware of correlations this low.

 » A correlation closer to 0 shows no linear relationship.

You can calculate the correlation coefficient by using a formula involving the 
standard deviation of x, the standard deviation of y, and the covariance of x and y, 
which measures how x and y move together in relation to their means. However, 
the formula isn’t the focus here (you can find it in your Stats I textbook or in my 
other book, Statistics For Dummies, 2nd Edition, published by John Wiley& Sons); 
it’s the concept that’s important. Any computer package can calculate the correla-
tion coefficient for you with a simple click of the mouse.

To have Minitab calculate a correlation for you, go to Stat>Basic Statistics> 
Correlation. Click on the name of the first of your two variables, and then click 
Select. Click on the name of the second variable, and then click Select. Then 
click OK.

The correlation for the textbook-weight example is (can you guess before looking 
at it?) 0.926, which is very close to 1.0. This correlation means that a very strong 
linear relationship is present between average textbook weight and average stu-
dent weight for grades 1 to 12, and that relationship is positive and linear (it fol-
lows a straight line). This correlation is confirmed by the scatterplot shown in 
Figure 5-1.

Data analysts should never make any conclusions about a relationship between x 
and y based solely on either the correlation or the scatterplot; the two elements 
need to be examined together. It’s possible (but, of course, not a good idea) to 
manipulate graphs to look better or worse than they really are just by changing 
the scales on the axes. Because of this, statisticians never go with the scatterplot 
alone to determine whether or not a linear relationship exists between x and y. A 
correlation without a scatterplot is dangerous, too, because the relationship 
between x and y may be very strong but just not linear.

Building a Simple Linear Regression Model
After you have a handle on which x variables may be related to y in a linear way, 
you go about the business of finding that straight line that best fits the data. You 
find the slope and y-intercept, put them together to make a line, and use the 
equation of that line to make predictions for y. All this is part of building a simple 
linear regression model.
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In this section, you set the foundation for regression models in general (including 
those you can find in Chapters 6 through 9). You plot the data, come up with a 
model that you think makes sense, assess how well it fits, and use it to guessti-
mate the value of y given another variable, x.

Finding the best-fitting line to  
model your data
After you’ve established that x and y have a strong linear relationship, as evi-
denced by both the scatterplot and the correlation coefficient (close to or beyond 
0.7 and –0.7; see the previous sections), you’re ready to build a model that esti-
mates y using x. In the textbook-weight case, you want to estimate average text-
book weight using average student weight.

The most basic of all the regression models is the simple linear regression model that 
comes in the general form of y x . Here, α represents the y-intercept of 
the line, β represents the slope, and ε represents the error in the model due to 
chance.

A straight line that’s used in simple linear regression is just one of an entire fam-
ily of models (or functions) that statisticians use to express relationships between 
variables. A model is just a general name for a function that you can use to describe 
what outcome will occur based on some given information about one or more 
related variables.

Note that you will never know the true model that describes the relationship per-
fectly. The best you can do is estimate it based on data.

To find the right model for your data, the idea is to scour all possible lines and 
choose the one that fits the data best. Thankfully, you have an algorithm that does 
this for you (computers use it in their calculations). Formulas also exist for find-
ing the slope and y-intercept of the best-fitting line by hand. The best-fitting line 
based on your data is y a bx, where a estimates α and b estimates β from the 
true model. (You can find those formulas in your Stats I text or in Statistics For 
Dummies, 2nd Edition.)

To run a linear regression analysis in Minitab, go to Stat>Regression>Regression> 
Fit Regression Model. Highlight the response (y) variable in the left-hand box, 
and click Select. The variable shows up in the Response Variable box. Then high-
light your explanatory (x) variable, and click Select. This variable shows up in the 
(Continuous) Predictor Variable box. Click OK. (Simple linear regression as 
described in this chapter assumes the predictor variable (x) is quantitative, not 
categorical.)
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The equation of the line that best describes the relationship between average text-
book weight and average student weight is y x3 69 0 113. . , where x is the average 
student weight for that grade, and y is the average textbook weight. Figure 5-2 
shows the Minitab output of this analysis.

By writing y x3 69 0 113. . , you mean that this equation represents your esti-
mated value of y, given the value of x that you observe with your data. Statisticians 
technically write this equation by using a caret (or hat, as statisticians call it), like 
ŷ, so everyone can know it’s an estimate, not the actual value of y. This y-hat is 
your estimate of the average value of y over the long term, based on the observed 
values of x. However, in many Stats I texts, the hat is left off because statisticians 
have an unwritten understanding as to what y represents. This issue comes up 
again in Chapters 6 through 9. (By the way, if you think y-hat is a funny term 
here, it’s even funnier in Mexico, where statisticians call it y-sombrero  — no 
kidding!)

The y-intercept of the regression line
Selected parts of that Minitab output shown in Figure 5-2 are of importance to 
you at this point. First, you can see that under the Coef column you have the 
numerical values on the right side of the equation of the line — in other words, 
the slope and y-intercept. The number 3.69 represents the coefficient of  
“Constant,” which is a fancy way of saying that’s the y-intercept (because the 
y-intercept is just a constant — it never changes). The y-intercept is the point 
where the line crosses the y-axis; in other words, it’s the value of y when x  
equals zero.

FIGURE 5-2: 
Simple linear 

regression 
analysis for the 

textbook-weight 
example.
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The y-intercept of a regression line may or may not have a practical meaning, 
depending on the situation. To determine whether the y-intercept of a regression 
line has practical meaning, look at the following:

 » Does the y-intercept fall within the actual values in the data set? If yes, it 
has practical meaning.

 » Does the y-intercept fall into negative territory where negative y-values 
aren’t possible? For example, if the y-values are weights, they can’t be 
negative. If this is the case, then the y-intercept has no practical meaning. The 
y-intercept is still needed in the equation, though, because it just happens to 
be the place where the line, if extended to the y-axis, crosses the y-axis.

 » Does the value x 0 have practical meaning? For example, if x is tempera-
ture at a football game in Green Bay, then x 0 is a value that’s relevant to 
examine. If x 0 has practical meaning, then the y-intercept does too, 
because it represents the value of y when x 0. If the value of x 0 doesn’t 
have practical meaning in its own right (such as when x represents height of a 
toddler), then the y-intercept doesn’t either.

In the textbook example, the y-intercept doesn’t really have a practical meaning 
because students don’t weigh zero pounds, so you don’t really care what the esti-
mated textbook weight is for that situation. But you do need to find a line that fits 
the data you do have (where average student weights go from 48.5 to 142 pounds). 
That best-fitting line must include a y-intercept, and for this problem, that 
y-intercept happens to be 3.69 pounds.

The slope of the regression line
The value 0.113 from Figure  5-2 indicates the coefficient (or number in front)  
of the student-weight variable. This number is also known as the slope. It shows 
that the change in y (textbook weight) is associated with a one-unit increase in x 
(student weight). As student weight increases by 1 pound, textbook weight increases 
by about 0.113 pound, on average. To make this relationship more meaningful, you 
can multiply both quantities by 10 to say that as student weight increases by  
10 pounds, the textbook weight goes up by about 1.13 pounds on average.

Whenever you get a number for the slope, take that number and put it over 1 to 
help you get started on a proper interpretation of slope. For example, a slope of 

0.113 is rewritten as 0 113
1

. . Using the idea that slope equals rise over run, or change 

in y over change in x, you can interpret the value of 0.113 in the following way: As 
x increases on average by 1 pound, y increases by 0.113 pound.
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Making point estimates by using the 
regression line
When you have a line that estimates y given x, you can use it to give a one-number 
estimate for the (average) value of y for a given value of x. This is called making a 
point estimate. The basic idea is to take a reasonable value of x, plug it into the 
equation of the regression line, and see what you get for the value of y.

In the textbook-weight example, the best-fitting line (or model) is the line 
y x3 69 0 113. . . For an average student who weighs 60 pounds, for example, a one- 
number point estimate of the average textbook weight is 3 69 0 113 60 10 47. . .( )  
pounds (those poor little kids!). If the average student weighs 100 pounds,  
the estimated average textbook weight is 3 69 0 113 100 14 99. . .( ) , or nearly  
15 pounds, plus or minus something. (You find out what that something is in the 
following section.)

No Conclusion Left Behind: Tests and 
Confidence Intervals for Regression

After you have the slope of the best-fitting regression line for your data (see the 
previous sections), you need to step back and take into account the fact that sam-
ple results will vary. You shouldn’t just say, “Okay, the slope of this line is 2. I’m 
done!” It won’t be exactly 2 the next time. This variability is why statistics profes-
sors harp on adding a margin of error to your sample results; you want to be sure 
to cover yourself by adding that plus or minus.

In hypothesis testing, you don’t just compare your sample mean to the population 
mean and say, “Yep, they’re different alright!” You have to standardize your  
sample result using the standard error so that you can put your results in the 
proper perspective (see Chapter  4 for a review of confidence intervals and  
hypothesis tests).

The same idea applies here with regression. The data were used to figure out the 
best-fitting line, and you know it fits well for those data. That’s not to say that the 
best-fitting line will work perfectly well for a new data set taken from the same 
population. So, in regression, all your results should involve the standard error 
with them in order to allow for the fact that sample results vary. That also goes for 
estimating and testing for the slope and y-intercept and for any predictions that 
you make.
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In Stats I courses, the concept of margin of error is often skipped over after the 
best-fitting regression line is found, but this is a very important idea and should 
always be included. (Okay, enough of the soap box for now. Let’s get out there  
and do it!)

Scrutinizing the slope
Recall the slope of the regression line is the amount by which you expect the y 
variable to change on average as the x variable increases by 1 unit  — the old  
rise-over-run idea (see the section, “The slope of the regression line,” earlier in 
this chapter). Now, how do you deal with knowing that the best-fitting line will 
change with a new data set? You just apply the basic ideas of confidence intervals 
and hypothesis tests (see Chapter 4).

A confidence interval for slope
A confidence interval in general has this form: your statistic plus or minus a margin 
of error. The margin of error includes a certain number of standard deviations (or 
standard errors) from your statistic. How many standard errors you add and sub-
tract depends on what confidence level, 1 , you want. The size of the standard 
error depends on the sample size and other factors.

The equation of the best-fitting simple linear regression line, y a bx, includes 
a slope (b) and a y-intercept (a). Because these were found using the data, they’re 
only estimates of what’s going on in the population, and therefore they need to be 
accompanied by a margin of error.

The formula for a 1  level confidence interval for the slope of a regression line 

is b t SEn b2
* , where the standard error is denoted SE s

x x
b

i
i

2
,  

 
where s

n
y yi i

i

1
2

2ˆ . The value of t* comes from the t-distribution with 

n 2 degrees of freedom, and the area to its right is equal to 2. (See Chapter 4 
regarding the concept of α.)

In case you wonder why you see n 2 degrees of freedom here, as opposed to n 1 
degrees of freedom used in t-tests for the population mean in Stats I, here’s the 
scoop. From Stats I you know that a parameter is a number that describes the 
population; it’s usually unknown, and it can change from scenario to scenario. For 
each parameter in a model, you lose 1 degree of freedom. The regression line con-
tains two parameters — the slope and the y-intercept — and you lose 1 degree of 
freedom for each one. With the t-test from Stats I, you only have one parameter, 
the population mean, to worry about; hence, you use n 1 degrees of freedom.
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You can find the value of t* in any t-distribution table (check your textbook for 
one, or check the Appendix of this book). Or you can always have Minitab calculate 
it for you. For example, suppose you want to find a 95 percent confidence interval 
based on sample size n 10. The value of t* is found in Table A-1 in the Appendix 
in the row marked 10 2 8 degrees of freedom, and the column marked  
0.025 (because 2 0 05 2 0 025. . ). This value of t* is 2.306. (Statistics For  
Dummies, 2nd Edition can tell you a lot more about the t-distribution and the 
t-table.)

To put together a 95 percent confidence interval for the slope using computer out-
put, you pull off the pieces that you need. For the textbook-weight example, in 
Figure 5-2 you see that the slope is equal to 0.11337. (Recall that slope is the coef-
ficient of the x variable in the equation, which is why you see the abbreviation Coef 
in the output.)

Because the slope changes from sample to sample, it’s a random variable with its 
own distribution, its own mean, and its own standard error. (Recall from Stats  
I that the standard error of a statistic is likened to the standard deviation of a ran-
dom variable.) If you look just to the right of the slope in Figure 5-2, you see SE 
Coef; this stands for the standard error of the slope (which is 0.01456 in this case).

Now all you need is the value of t* from the t-table (Table A-1 in the Appendix). 
Because n 12, you look in the row where degrees of freedom is 12 2 10. You 
want a 95 percent confidence interval, so you look in the column for 
1 0 95 2 0 25– . . . The t* value you get is 2.228.

Putting these pieces together, a 95 percent confidence interval for the slope  
of the best-fitting regression line for the textbook-weight example is 
0 11337 2 228 0 01456. . * . , which goes from 0.0809 to 0.1458. The units are in 
pounds (textbook weight) per pounds (child weight). Note that this interval is 
large due to the small sample size, which increases the standard error.

A hypothesis test for slope
You may be interested in conducting a hypothesis test for the slope of a regression 
line as another way to assess how well the line fits. If the slope is zero or close to 
it, the regression line is basically flat, signifying that no matter the value of x, 
you’ll always estimate y by using its mean. This means that x and y aren’t related 
at all, so a specific value of x doesn’t help you predict a specific value for y. You can 
also test to see if the slope is some value other than zero, but that’s atypical. So for 
all intents and purposes, I use the hypotheses H  o : 0 versus H  a : 0, where β is 
the slope of the true model.

To conduct a hypothesis test for the slope of a simple linear regression line, you 
follow the basic steps of any hypothesis test. You take the statistic (b) from your 
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data, subtract the value in Ho (in this case it’s zero), and standardize it by dividing 
by the standard error (see Chapter 4 for more on this process).

Using the formula for standard error for b, the test statistic for the  

hypothesis test of whether or not the slope equals zero is b
SEb

0 , where 
2

2

1 ˆ,  and 
2b i i

i
i

i

sSE s  y y
nx x

. On the Minitab output from  

Figure 5-2, the test statistic is located right next to the SE Coef column; it’s clev-
erly marked T.  In this case, T 7 78. . Compare this value to t* .2 228 from the 
t-table. Because T t *, you have strong evidence to reject Ho and conclude that 
the slope of the regression line for the textbook-weight data is not zero. (In fact, 
it has to be greater than that, according to your data.)

You can also just find the exact p-value on the coefficients part of the Minitab 
output in Figure 5-2, right next to the T column, in the column marked P (for 
p-value). In this case, the p-value for the test for slope is 0.000, which means it’s 
less than 0.0005. You conclude that the slope of this line is not zero, so textbook 
weight is significantly related to student weight. (See Chapter 4 to brush up on 
p-values.)

To test to see whether the slope is some value other than zero, just plug that value 
in for b0 in the formula for the test statistic. You may also want to conduct one-
sided hypothesis tests to see whether the slope is strictly greater than zero or 
strictly less than zero. In those cases, you find the same test statistic but compare 
it to the value t* where the area to the right (or left, respectively) is α.

Inspecting the y-intercept
The y-intercept is the place where the regression line y a bx crosses the y-axis 
and is denoted by a (see the earlier section, “The y-intercept of the regression 
line”). Sometimes the y-intercept can be interpreted in a meaningful way, and 
sometimes not. This differs from slope, which is always interpretable. In fact, 
between the two elements of slope and intercept, the slope is the star of the show, 
with the y-intercept serving as the somewhat less famous but still noticeable 
sidekick.

There are times when the y-intercept makes no sense. For example, suppose you 
use rain to predict bushels per acre of corn; if you have zero rain, you have zero 
corn, but if the regression line crosses the y-axis somewhere else besides zero 
(and it most likely will), the y-intercept will make no sense. Another situation is 
where no data were collected near the value of x 0; interpreting the y-intercept 
at that point is not appropriate. For example, using a student’s score on midterm 



CHAPTER 5  Getting in Line with Simple Linear Regression      79

1 to predict their score on midterm 2, unless the student didn’t take the exam at 
all (in which case it doesn’t count), they’ll get at least some points.

Many times, however, the y-intercept is of interest to you and has a value that you 
can interpret, such as when you’re talking about predicting coffee sales using 
temperature for football games. Some games get cold enough to have zero and 
subzero temperatures (like Packers games, for example — Go, Pack, Go!).

Suppose I collect data on ten of my students who recorded their study time (in 
minutes) for a 10-point quiz, along with their quiz scores. The data have a strong 
linear relationship by all the methods used in this chapter (for example, refer to 
the earlier section, “Exploring Relationships with Scatterplots and Correlations”). 
I went ahead and conducted a regression analysis, and the results are shown in 
Figure 5-3.

Because there are students who (heaven forbid!) didn’t study at all for the quiz, 
the y-intercept of 3.29 points (where study time x 0) can be interpreted safely. 
Its value is shown in the Coef column in the row marked Constant (see the section, 
“The y-intercept of the regression line,” for more information). The next step is 
to give a confidence interval for the y-intercept of the regression line, where you 
can take conclusions beyond just this sample of ten students.

The formula for a 1  level confidence interval for the y-intercept (a) of a simple 
linear regression line is a t SEn a2

* . The standard error, SEa, is equal to 
2 2

2
1 1 ˆ, where 

2a i i
ii

i

xSE s s y y
n nx x

, where again, the value of t* 

comes from the t-distribution with n 2 degrees of freedom whose area to the 
right is equal to 2. Using the output from Figure  5-3 and the t-table, I’m  
95 percent confident that the quiz score (y) for someone with a study time of  
x 0 minutes is 3 29 2 306 0 4864. . * . , which is anywhere from 2.17 to 4.41, on aver-
age. Note that 2.306 comes from the t-table with 10 2 8 degrees of freedom and 
0.4864 is the SE for the y-intercept from Figure 5-3. (So studying for zero  minutes 
for my quiz is not something to aspire to.)

By the way, to find out how much time studying affected the quiz score for these 
students, you can get an estimate of the slope on the output from Figure 5-3 that 
the coefficient for slope is 0.1793, which says each minute of studying is related to 
an increase in score of 0.1793 of a point, plus or minus the margin of error, of 
course. Or, 10 more minutes relates to 1.793 more points. On a 10-point quiz, it all 
adds up!
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Testing a hypothesis about the y-intercept isn’t really something you’ll find your-
self doing much because most of the time you don’t have a preconceived notion 
about what the y-intercept would be (nor do you really care ahead of time). The 
confidence interval is much more useful. However, if you do need to conduct a 
hypothesis test for the y-intercept, you take your y-intercept, subtract the value 
in H0, and divide by the standard error, found on the computer output in the row 
for Constant and the column for SE Coef. (The default value is to test to see 
whether the y-intercept is zero.) The test is in the T (T-value) column of the out-
put, and its p-value is shown in the P (p-value) column. In the study time and quiz 
score example, the p-value is 0.000, so the y-intercept is significantly different 
from zero. All this means is that the line crosses the y-axis somewhere else.

Building confidence intervals for  
the average response
When you have the slope and y-intercept for the best-fitting regression line, you 
put them together to get the line y a bx. The value of y here really represents 
the average value of y for a particular value of x. For example, in the textbook-
weight data, Figure  5-2 shows the regression line y x3 69 0 11337. . , where 
x average student weight and y = average textbook weight. If you put in  
100 pounds for x, you get y 3 69 0 1137 100 15 02. . * .  pounds of textbook weight 
for the group averaging 100 pounds. This number, 15.02, is an estimate of the 
average weight of textbooks for children of this weight.

But you can’t stop there. Because you’re getting an estimate of the average text-
book weight using y, you also need a margin of error for y to go with it, to create 
a confidence interval for the average y at a given x that generalizes to the 
population.

Take your estimate, y, which you get by plugging your given x value into the 
regression line, and then add and subtract the margin of error for y. The  

FIGURE 5-3: 
Regression 

analysis for study 
time and quiz 

score data.
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formula for a 1  confidence interval for the mean of y for a given value of x  
(call it x*) is equal to *

2 ˆny t SE , where y is the value of the equation of the  
line when you plug in x* for x. The standard error for y is equal to 

2*
2

2
1 1 ˆ1 , where 

2y i i
ii
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x x
SE s s y y

n nx x
. Luckily, Minitab does 

these calculations for you and reports a confidence interval for the mean of y for a 
given x*.

To find a confidence interval for the mean value of y using Minitab, you ask for a 
regression analysis (see instructions in the earlier section, “Finding the best- 
fitting line to model your data”) and click on Predict. That is, you go to Stat> 
Regression>Regression>Predict. In the Response box, you see your y variable. You 
also see a box that contains both your x value and an empty column for numbers. 
Enter the value of x* that you want to find a prediction for, and click OK. (If you 
want to change the confidence level from 95%, click Options and change the level 
before clicking OK.) On the computer output, the confidence interval is labeled 95% 
CI. You also see an interval labeled PI, which is a prediction interval. (Prediction 
intervals are different from confidence intervals, and I discuss them in the next 
section.)

Returning to the textbook-weight example, the computer output for finding a  
95 percent confidence interval for the average textbook weight for 100-pound chil-
dren is shown in Figure 5-4. The result is (14.015, 16.048) pounds. I’m 95 percent 
confident that the average textbook weight for the group of children averaging  
100 pounds is between 14.015 and 16.048 pounds. (Get out those rolling  
backpacks, kids!)

You should only make predictions for the average value of y for x values that are 
within the range of where the data was collected. Failure to do so will result in the 
statistical no-no called extrapolation (see the later section, “Knowing the Limita-
tions of Your Regression Analysis”).

Making the band with prediction intervals
Suppose that instead of the mean value of y, you want to take a guess at what y 
would be for some future value of x. Because you’re looking into the future, you 
have to make a prediction, and to do that, you need a range of likely values of y for 
a given x*. This is what statisticians call a prediction interval.
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The formula for a 1  – α level prediction interval for y at a given value x* is 
2*

2

2
1 1 ˆ1 , where 
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n nx x
. Again, Minitab easily 

makes these calculations for you.

To find a 1  level prediction interval for the value of y for a given x* using 
Minitab, you ask for a regression analysis (see instructions in the earlier section, 
“Finding the best-fitting line to model your data”) and click Predict. In the col-
umn that is labeled with your x-variable, enter the value of x that you want, and 
click OK. (The default confidence level is 95 percent. If you want to change it, click 
Options and then change the level before clicking OK.) On the computer output, 
the prediction interval is labeled 95% PI, and it appears right next to the confi-
dence interval for the mean of y for that same x*.

Predicting textbook weight using student weight
For the textbook-weight data, suppose you’ve already made your regression line 
and now a new student comes on the scene. You want to predict this student’s 
textbook weight. This means you want a prediction interval rather than a confi-
dence interval, because you want to predict the textbook weight for one person, 
not the average weight for a group.

Suppose this new student weighs 100 pounds. To find the prediction interval for 
the textbook weight for this student, you use x* 100 pounds and let Minitab do 
its thing.

The computer output in Figure 5-4 shows that the 95 percent prediction interval 
for textbook weight for a single 100-pound child is (11.509, 18.533) pounds. Note 
that this is wider than the confidence interval of (14.015, 16.048) for the mean 
textbook weight for 100-pound children found in the earlier section, “Building 
confidence intervals for the average response.” This difference is due to the 
increased variability in looking at one child and predicting one textbook weight.

FIGURE 5-4: 
Prediction 
interval of 

textbook weight 
for a 100-pound 

child.



CHAPTER 5  Getting in Line with Simple Linear Regression      83

Comparing prediction and confidence intervals
Note that the formulas for prediction intervals and confidence intervals are very 
similar. In fact, the prediction interval formula is exactly the same as the confi-
dence interval formula, except that it adds a 1 under the square root. Because of 
this difference in the formulas, the margin of error for a prediction interval is 
larger than for a confidence interval.

This difference also makes sense from a statistical standpoint. A prediction inter-
val has more variability than a confidence interval because it’s harder to make a 
prediction about y for a single value of x* than it is to estimate the average value 
of y for a given x*. (For example, individual test scores vary more than average 
test scores do.) A prediction interval will be wider than a confidence interval; it 
will have a larger margin of error.

A similarity between prediction intervals and confidence intervals is that their 
margin of error formulas both contain x*, which means the margin of error in 
either case depends on which value of x* you use. It turns out in both cases that if 
you use the mean value of x as your x*, the margin of error for each interval is at 
its smallest because there’s more data around the mean of x than at any other 
value. As you move away from the mean of x, the margin of error increases for 
each interval.

Checking the Model’s Fit (The Data,  
Not the Clothes!)

After you’ve established a relationship between x and y and have come up with an 
equation of a line that represents that relationship, you may think your job is 
done. (Many researchers erringly stop here, so I’m depending on you to break the 
cycle!) The most-important job remains to be completed: checking to be sure that 
the conditions of the model are truly met and that the model fits well in more 
specific ways than the scatterplot and correlation measure (which I cover in the 
earlier section, “Exploring Relationships with Scatterplots and Correlations”).

This section presents methods for defining and assessing the fit of a simple linear 
regression model.
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Defining the conditions
Two major conditions must be met before you apply a simple linear regression 
model to a data set:

 » The y’s must have an approximately normal distribution for each value of x.

 » The y’s must have a constant amount of spread (standard deviation) for each 
value of x.

Normal y’s for every x
For any value of x, the population of possible y-values must have a normal  
distribution. The mean of this distribution is the value for y that’s on the  
best-fitting line for that x-value. That is, some of your data fall above the  
best-fitting line, some data fall below the best-fitting line, and a few may actually 
land right on the line.

If the regression model is fitting well, the data values should be scattered around 
the best-fitting line in such a way that about 68 percent of the values lie within 
one standard deviation of the line, about 95 percent of the values lie within two 
standard deviations of the line, and about 99.7 percent of the values lie within 
three standard deviations of the line. This specification, as you may recall from 
your Stats I course, is called the 68-95-99.7% Rule, and it applies to all bell-shaped 
data (for which the normal distribution applies).

You can see in Figure 5-5 how for each x-value, the y-values you may observe 
tend to be located near the best-fitting line in greater numbers, and as you move 
away from the line, you see fewer and fewer y-values, both above and below the 
line. More than that, they’re scattered around the line in a way that reflects a bell-
shaped curve, the normal distribution. This indicates a good fit.

Why does this condition make sense? The data you collect on y for any particular 
x-value vary from individual to individual; for example, not all students’ text-
books weigh the same, even for students who weigh the exact same amount. But 
those values aren’t allowed to vary any way they want to. To fit the conditions of 
a linear regression model, for each given value of x, the data should be scattered 
around the line according to a normal distribution. Most of the points should be 
close to the line, and as you get farther from the line, you can expect fewer data 
points to occur. So condition number one is that the data have a normal distribu-
tion for each value of x.
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Same spread for every x
In order to use the simple linear regression model, as you move from left to right 
on the x-axis, the spread in the y-values around the line should be the same, no 
matter which value of x you’re looking at. This requirement is called the homosce-
dasticity condition. (How they came up with that mouthful of a word just for 
describing the fact that the standard deviations stay the same across the x-values, 
I’ll never know.) This condition ensures that the best-fitting line works well for 
all relevant values of x, not just in certain areas.

You can see in Figure 5-5 that no matter what the value of x is, the spread in the 
y-values stays the same throughout. If the spread got bigger and bigger as x got 
larger and larger, for example, the line would lose its ability to fit well for those 
large values of x.

Finding and exploring the residuals
To check to see whether the y-values come from a normal distribution, you need 
to measure how far off your predictions were from the actual data that came in. 
These differences are called errors, or residuals. To evaluate whether a model fits 
well, you need to check those errors and see how they stack up.

In a model-fitting context, the word error doesn’t mean “mistake.” It just means 
a difference between the data and the prediction based on the model. The word  
I like best to describe this difference is residual, however. It sounds more upbeat.

The following sections focus on finding a way to measure these residuals that the 
model makes. You also explore the residuals to identify particular problems that 
occurred in the process of trying to fit a straight line to the data. In other words, 

FIGURE 5-5: 
Conditions of a 

simple linear 
regression model.
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you can discover that looking at residuals helps you assess the fit of the model and 
diagnose problems that caused a bad fit, if that was the case.

Finding the residuals
A residual is the difference between the observed value ŷ of y (from the best-fitting 
line) and the predicted value of y, also known as y (from the data set). Its notation is 
y ŷ . Specifically, for any data point, you take its observed y-value (from the data) 

and subtract its expected y-value (from the line). If the residual is large, the line 
doesn’t fit well in that spot. If the residual is small, the line fits well in that spot.

For example, suppose you have a point in your data set (2,4) and the equation of 
the best-fitting line is y x2 1. The expected value of y in this case is ( )*2 2 1 5. 
The observed value of y from the data set is 4. Taking the observed value minus 
the estimated value, you get 4 5 1. The residual for that particular data point 
(2,4) is –1. If you observe a y-value of 6 and use the same straight line to estimate 
y, then the residual is 6 5 1.

In general, a positive residual means you underestimated y at that point; the line 
is below the data. A negative residual means you overestimated y at that point; the 
line is above the data.

Standardizing the residuals
Residuals in their raw form are in the same units as the original data, making 
them hard to judge out of context. To make interpreting the residuals easier, stat-
isticians typically standardize them — that is, subtract the mean of the residuals 
(zero) and divide by the standard deviation of all the residuals. The residuals are a 
data set just like any other data set, so you can find their mean and standard 
deviation like you always do. Standardizing just means converting to a Z-score so 
that you see where it falls on the standard normal distribution. (See your Stats I 
text or Statistics For Dummies, 2nd Edition for information on Z-scores.)

Making residual plots
You can plot the residuals on a graph called a residual plot. (If you’ve standardized 
the residuals, you call it a standardized residual plot.) Figure 5-6 shows the Minitab 
output for a variety of standardized residual plots, all getting at the same idea: 
checking to be sure the conditions of the simple linear regression model are met.

To make a residual plot in Minitab, click Stat>Regression>Regression>Fit Regres-
sion Model, and then click Graphs. Under Residual Plots, select Four in One. You 
will get the four plots shown in Figure 5-6.
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Checking normality
If the condition of normality is met, you can see on the residual plot lots of (stan-
dardized) residuals close to zero; as you move farther away from zero, you can see 
fewer residuals. Note: You shouldn’t expect to see a standardized residual at or 
beyond +3 or –3. If this occurs, you can consider that point an outlier, which war-
rants further investigation. (For more on outliers, see the section, “Scoping for 
outliers,” later in this chapter.)

The residuals should also occur at random — some above the line, and some below 
the line. If a pattern occurs in the residuals, the line may not be fitting right.

You can also look at the upper-left plot in Figure 5-6, the normal probability plot 
of the residuals. This plot examines what you got for your residuals versus what 
you would expect to get if the residuals had a normal distribution. If the normal 
probability plot shows a straight line, you are on target for having normality. 
Strong departures from a straight line show the residuals may not be normally 
distributed.

The plots in Figure 5-6 seem to have an issue with the very last observation, the 
one for 12th graders. In this observation, the average student weight (142) seems 
to follow the pattern of increasing with each grade level, but the textbook weight 
(16.06) is less than for 11th graders (20.79) and is the first point to break the 
pattern.

FIGURE 5-6: 
Standardized 

residual plots for 
textbook-weight 

data.
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You can also see in the plot in the upper-right corner of Figure 5-6 that the very 
last data value has a standardized residual that sticks out from the others and has 
a value of –3 (something that should be a very rare occurrence). So the value you 
expected for y based on your line was off by a factor of 3 standard deviations. And 
because this residual is negative, what you observed for y was much lower than 
you may have expected it to be using the regression line.

The other residuals seem to fall in line with a normal distribution, as you can see 
in the upper-right plot of Figure 5-6. The residuals concentrate around zero, with 
fewer appearing as you move farther away from zero. You can also see this pattern 
in the upper-left plot of Figure 5-6, which shows how close to normal the residu-
als are. The line in this graph represents the equal-to-normal line. If the residuals 
follow close to the line, then normality is okay. If not, you have problems (in a 
statistical sense, of course). You can see the residual with the highest magnitude 
is –3, and that number falls outside the line quite a bit.

The lower-left plot in Figure 5-6 makes a histogram of the standardized residu-
als, and you can see it doesn’t look much like a bell-shaped distribution. It doesn’t 
even look symmetric (the same on each side when you cut it down the middle).  
The problem again seems to be the residual of –3, which skews the histogram to 
the left.

The lower-right plot of Figure 5-6 plots the residuals in the order presented in the 
data set in Table 5-1. Because the data was ordered already, the lower-right resid-
ual plot looks like the upper-right residual plot in Figure 5-6, except the dots are 
connected. This lower-right residual plot makes the residual of –3 stand out even 
more.

Checking the spread of the y’s for each x
The graph in the upper-right corner of Figure 5-6 also addresses the homosce-
dasticity condition. If the condition is met, then the residuals for every x-value 
have about the same spread. If you cut a vertical line down through each x-value, 
the residuals have about the same spread (standard deviation) each time, except 
for the last x-value, which again represents grade 12. That means the condition of 
equal spread in the y-values is met for the textbook-weight example.

If you look at only one residual plot, choose the one in the upper-right corner of 
Figure 5-6, the plot of the fitted values (the values of y on the line) versus the 
standardized residuals. Most problems with model fit will show up on that plot 
because a residual is defined as the difference between the observed value of y and 
the fitted value of y. In a perfect world, all the fitted values have no residual at all; 
a large residual (such as the one where the estimated textbook weight is 20 pounds 
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for students averaging 142 pounds; see Figure 5-1) is indicated by a point far off 
from zero. This graph also shows you deviations from the overall pattern of the 
line; for example, if large residuals are on the extremes of this graph (very low or 
very high fitted values), the line isn’t fitting in those areas. On balance, you can 
say this line fits well at least for grades 1 through 11.

Using r2 to measure model fit
One important way to assess how well the model fits is to use a statistic called the 
coefficient of determination, or r2. This statistic takes the value of the correlation, r, 
and squares it to give you a percentage. You interpret r2 as the percentage of vari-
ability in the y variable that’s explained by, or due to, its relationship with the x 
variable. (Note this doesn’t mean X necessarily causes Y to be what it is, it’s just 
helping to explain why it varies as much as it does.)

The y-values of the data you collect have a great deal of variability in and of them-
selves. You look for another variable (x) that helps you explain that variability in 
the y-values. After you put that x variable into the model and find that it’s highly 
correlated with y, you want to find out how well this model did at explaining why 
the values of y are different.

Note that you have to interpret r2 using different standards than those for inter-
preting r. Because squaring a number between –1 and +1 results in a smaller num-
ber (except for +1, –1, and 0, which stay the same or switch signs), an r2 of 0.49 
isn’t too bad, because it’s the square of r 0 7. , which is a strong correlation.

The following are some general guidelines for interpreting the value of r2:

 » If the model containing x explains a lot of the variability in the y-values, 
then r2 is high (in the 80 to 90 percent range is considered to be extremely 
high). Values like 0.70 are still considered fairly high. A high percentage of 
variability means that the line fits well because there’s not much left to explain 
about the value of y other than using x and its relationship to y. So a larger 
value of r2 is a good thing.

 » If the model containing x doesn’t help much in explaining the difference 
in the y-values, then the value of r2 is small (closer to zero; between, say, 
0.00 and 0.30, roughly). The model, in this case, wouldn’t fit well. You need 
another variable to explain y other than the one you already tried.
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 » Values of r2 that fall in the middle (between, say, 0.30 and 0.70) mean that x 
does help somewhat in explaining y, but it doesn’t do the job well enough on 
its own. In this case, statisticians would try to add one or more variables to the 
model to help explain y more fully as a group (read more about this in 
Chapter 6).

For the textbook-weight example, the value of r (the correlation coefficient) is 
0.93. Squaring this result, you get r 2 0 8649. . That number means approximately 
86 percent of the variability you find in average textbook weights for all students 
(y-values) is explained by the average student weight (x-values). This percentage 
tells you that the model of using year in school to estimate backpack weight is a 
good bet.

In the case of simple linear regression, you have only one x variable, but in  
Chapter 6, you can see models that contain more than one x variable. In that situ-
ation, you use r2 to help sort out the contribution that those x variables as a group 
bring to the model.

Scoping for outliers
Sometimes life isn’t perfect (oh really?), and you may find a residual in your oth-
erwise tidy data set that totally sticks out. It’s called an outlier, and it has a stan-
dardized value at or beyond +3 or –3. It threatens to blow the conditions of your 
regression model and send you crying to your professor.

Before you panic, the best thing to do is to examine that outlier more closely. First, 
can you find an error in that data value? Did someone report her age as 642, for 
instance? (After all, mistakes do happen.) If you do find a certifiable error in your 
data set, you remove that data point (or fix it if possible) and analyze the data 
without it. However, if you can’t explain away the problem by finding a mistake, 
you must think of another approach.

If you can’t find a mistake that caused the outlier, you don’t necessarily have to 
trash your model; after all, it’s only one data point. Analyze the data with that data 
point, and analyze the data again without it. Then report and compare both analy-
ses. This comparison gives you a sense of how influential that one data point is, 
and it may lead other researchers to conduct more research to zoom in on the 
issue you brought to the surface.
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In Figure 5-1, you can see the scatterplot of the full data set for the textbook-
weight example. Figure 5-7 shows the scatterplot for the data set minus the out-
lier. The scatterplot fits the data better without the outlier. The correlation 
increases to 0.993, and the value of r2 increases to 0.986. The equation for the 
regression line for this data set is y x1 78 0 139. . .

The slope of the regression line doesn’t change much by removing the outlier 
(compare it to Figure  5-2, where the slope is 0.113). However, the y-intercept 
changes: It’s now 1.78 without the outlier compared to 3.69 with the outlier. The 
slopes of the lines are about the same, but the lines cross the y-axis in different 
places. It appears that the outlier (the last point in the data set) has quite an effect 
on the best-fitting line.

Figure 5-8 shows the residual plots for the regression line for the data set without 
the outlier. Each of these plots shows a much better fit of the data to the model 
compared to Figure 5-6. This result tells you that the data for grade 12 is influen-
tial in this data set and that the outlier needs to be noted and perhaps explored 
further. Do students peak when they’re juniors in high school? Or do they just 
decide when they’re seniors that it isn’t cool to carry books around? (A statisti-
cian’s job isn’t to wonder why, but to do and analyze, and bring the why questions 
to their collaborators.)

FIGURE 5-7: 
Scatterplot of 

textbook-weight 
data minus the 

outlier.
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Knowing the Limitations of Your 
Regression Analysis

The bottom line of any data analysis is to make the correct conclusions given your 
results. When you’re working with a simple linear regression model, there’s the 
potential to make three major errors. This section shows you those errors and tells 
you how to avoid them.

Avoiding slipping into  
cause-and-effect mode
In a simple linear regression, you investigate whether x is related to y, and if you 
get a strong correlation and a scatterplot that shows a linear trend, then you find 
the best-fitting line and use it to estimate the value of y for reasonable values of x.

There’s a fine line, however (no pun intended), that you don’t want to cross with 
your interpretation of regression results. Be careful to not automatically interpret 
slope in a cause-and-effect mode when you’re using the regression line to esti-
mate the value of y using x. Doing so can result in a leap of faith that can send you 
into the frying pan. Unless you have used a controlled experiment to get the data, 
you can only assume that the variables are correlated; you can’t really give a 
stone-cold guarantee about why they’re related.

FIGURE 5-8: 
Residual plots for 

textbook-weight 
data minus the 

outlier.
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In the textbook-weight example, you estimate the average weight of the students’ 
textbooks by using the students’ average weight, but that doesn’t mean increas-
ing a particular child’s weight causes their textbook weight to increase. For exam-
ple, because of the strong positive correlation, you do know that students with 
lower weights are associated with lower total textbook weights, and students with 
higher weights tend to have higher textbook weights. But you can’t take one par-
ticular third-grade student, increase their weight, and presto — suddenly their 
textbooks weigh more.

The variable underlying the relationship between a child’s weight and the weight 
of their backpack is the grade level of the student from an academic standpoint; as 
grade level increases, so might the size and number of their books, as well as the 
homework coming home. Student grade level drives both student weight and 
textbook weight. In this situation, student grade level is what statisticians call a 
lurking variable; it’s a variable that wasn’t included in the model but is related to 
both the outcome and the response. A lurking variable confuses the issue of what’s 
causing what to happen.

If the collected data was the result of a well-designed experiment that controls for 
possible confounding variables, you can establish a cause-and-effect relationship 
between x and y if they’re strongly correlated. Otherwise, you can’t establish such 
a relationship. (See your Stats I text or Statistics For Dummies, 2nd Edition for 
information regarding experiments.)

Extrapolation: The ultimate no-no
Plugging values of x into the model that fall outside of the reasonable boundaries 
of x is called extrapolation. And one of my colleagues sums up this idea very well: 
“Friends don’t let friends extrapolate.”

When you determine a best-fitting line for your data, you come up with an  
equation that allows you to plug in a value for x and get a predicted value for y. In 
algebra, if you find the equation of a line and graph it, the line typically has an 
arrow on each end, indicating it goes on forever in either direction. But that doesn’t 
work for statistical problems (because statistics represents the real world). When 
you’re dealing with real-world units like height, weight, IQ, GPA, house prices, and 
the weight of your statistics textbook, only certain numbers make sense.

So the first point is, don’t plug in values for x that don’t make any sense. For 
example, if you’re estimating the price of a house (y) by using its square footage 
(x), you wouldn’t think of plugging in a value of x like 10 square feet or 100 square 
feet, because houses simply aren’t that small.

You also wouldn’t think about plugging in values like 1,000,000 square feet for x 
(unless your “house” is the Ohio State football stadium or something). It wouldn’t 
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make sense. Likewise, if you’re estimating tomorrow’s temperature using today’s 
temperature, negative numbers for x could possibly make sense, but if you’re  
estimating the amount of precipitation tomorrow given the amount of precipita-
tion today, negative numbers for x (or y for that matter) don’t make sense.

Choose only reasonable values of x for which you try to make estimates about  
y — that is, look at the values of x for which your data was collected, and stay 
within those bounds when making predictions. In the textbook-weight example, 
the smallest average student weight is 48.5 pounds, and the largest average stu-
dent weight is 142 pounds. Choosing student weights between 48.5 and 142 to plug 
in for x in the equation is okay, but choosing values less than 48.5 or more than 
142 isn’t a good idea. You can’t guarantee that the same linear relationship (or any 
linear relationship for that matter) continues outside the given boundaries.

Think about it: If the relationship you found actually continued for any value of x, 
no matter how large, then a 250-pound lineman from OSU would have to carry 
3 69 0 113 250 31 94. . * .  pounds of books around in their backpack. Of course, this 
would be easy for them, but what about the rest of us?

Sometimes you need more than  
one variable
A simple linear regression model is just what it says it is: simple. I don’t mean 
easy to work with, necessarily, but simple in the uncluttered sense. The model 
tries to estimate the value of y by only using one variable, x. However, the number 
of real-world situations that can be explained by using a simple, one-variable 
linear regression is small. Often one variable just can’t do all the predicting.

If one variable alone doesn’t result in a model that fits well enough, you can try to 
add more variables. It may take many variables to make a good estimate for y, and 
you have to be careful in how you choose them. In the case of stock market prices, 
for example, they’re still looking for that ultimate prediction model.

As another example, health insurance companies try to estimate how long you’ll 
live by asking you a series of questions (each of which represents a variable in the 
regression model). You can’t find one single variable that estimates how long 
you’ll live; you must consider many factors: your health, your weight, whether or 
not you smoke, genetic factors, how much exercise you do each week, and the list 
goes on and on and on.

The point is that regression models don’t always use just one variable, x, to esti-
mate y. Some models use two, three, or even more variables to estimate y. Those 
models aren’t called simple linear regression models; they’re called multiple linear 
regression models because of their employment of multiple variables to make an 
estimate. (You explore multiple linear regression models in Chapter 6.)
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Chapter 6
Multiple Regression with 
Two X Variables

The idea of regression is to build a model that estimates or predicts one 
quantitative variable (y) by using at least one other quantitative variable (x). 
Simple linear regression uses exactly one x variable to estimate the y vari-

able. (See Chapter 5 for all the information you need on simple linear regression.) 
Multiple linear regression, on the other hand, uses more than one x variable to esti-
mate the value of y.

In this chapter, you see how multiple regression works and how to apply it to build 
a model for y. You see all the steps necessary for the process, including determin-
ing which x variables to include, estimating their contributions to the model, 
finding the best model, using the model for estimating y, and assessing the fit of 
the model. It may seem like a mountain of information, but you won’t regress on 
the topic of regression if you take this chapter one step at a time.

IN THIS CHAPTER

 » Getting the basic ideas behind a 
multiple regression model

 » Finding, interpreting, and testing 
coefficients

 » Checking model fit
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Getting to Know the Multiple  
Regression Model

Before you jump right into using the multiple regression model, get a feel for what 
it’s all about. In this section, you see the usefulness of multiple regression as well 
as the basic elements of the multiple regression model. Some of the ideas are just 
an extension of the simple linear regression model (see Chapter 5). Some of the 
concepts are a little more complex, as you might guess, because the model is more 
complex. But the concepts and the results should make intuitive sense, which is 
always good news.

Discovering the uses of multiple regression
One situation in which multiple regression is useful is when the y variable is hard 
to track down — that is, its value can’t be measured straight up, and you need 
more than one other piece of information to help get a handle on what its value 
will be. For example, you may want to estimate the price of gold today. It would be 
hard to imagine being able to do that with only one other variable. You may base 
your estimate on recent gold prices, the price of other commodities on the market 
that move with or against gold, and a host of other possible economic conditions 
associated with the price of gold.

Another case for using multiple regression is when you want to figure out what 
factors play a role in determining the value of y. For example, you may want to 
find out what information is important to real estate agents in setting a price for 
a house going on the market.

Looking at the general form of the  
multiple regression model
The general idea of simple linear regression is to fit the best straight line through 
a body of data that you possibly can and use that line to make estimates for y based 
on certain x-values. The equation of the best-fitting line in simple linear regres-
sion is y b b x0 1 1, where b0 is the y-intercept and b1 is the slope. (The equation 
also has the form y a bx; see Chapter 5.)

In the multiple regression setting, you have more than one x variable that’s related 
to y. Call these x variables x x x1 2, , ...   k. In the most basic multiple regression 
model, you use some or all of these x variables to estimate y, where each x  
variable is taken to the first power. This process is called finding the best-fitting 
linear function for the data. This linear function looks like the following: 
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y b b x b x b x0 1 1 2 2 ... k k, and you can call it the multiple (linear) regression 
model. You use this model to make estimates about y based on given values of the 
x variables.

A linear function is an equation whose x terms are taken to the first power only. 
For example, y x x x2 3 241 2 3  is a linear equation using three x variables. If any 
of the x terms are squared, the function becomes a quadratic one; if an x term is 
taken to the third power, the function becomes a cubic function, and so on. In this 
chapter, I consider only linear functions.

Stepping through the analysis
Your job in conducting a multiple regression analysis is to do the following (the 
computer can help you do Steps 3 through 6):

1. Come up with a list of possible x variables that may be helpful in  
estimating y.

2. Collect data on the y variable and your x variables from Step 1.

3. Check the relationships between each x variable and y (using scatterplots 
and correlations), and use the results to eliminate those x variables that 
aren’t strongly related to y.

4. Look at possible relationships between the x variables to make sure you 
aren’t being redundant (in statistical terms, you’re trying to avoid the 
problem of multicolinearity).

If two x variables relate to yin the same way, you don’t need both in the model.

5. Use those x variables (from Step 4) in a multiple regression analysis to 
find the best-fitting model for your data.

6. Use the best-fitting model (from Step 5) to predict y for given x-values by 
plugging those x-values into the model.

I outline each of these steps in the following sections.

Looking at x’s and y’s
The first step of a multiple regression analysis comes way before the number 
crunching on the computer; it occurs even before the data is collected. Step 1 is 
where you sit down and think about what variables may be useful in predicting 
your response variable y. This step will likely take more time than any other step, 
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except maybe the data-collection process. Deciding which x variables may be can-
didates for consideration in your model is a deal-breaking step, because you can’t 
go back and collect more data after the analysis is over.

Always check to be sure that your response variable, y, and at least one of the x 
variables are quantitative. For example, if y isn’t quantitative but at least one x is, 
a logistic regression model may be in order (see Chapter 9).

Suppose you’re in the marketing department for a major national company that 
sells plasma TVs. You want to sell as many TVs as you can, so you want to figure 
out which factors play a role in plasma TV sales. In talking with your advertising 
people and remembering what you learned in those business classes in college, 
you know that one powerful way to get sales is through advertising. You think of 
the types of advertising that may be related to sales of plasma TVs, and your team 
comes up with two ideas.

 » TV ads: Of course, how better to sell a TV than through a TV ad?

 » Internet ads: Hit ’em with an ad while they are on the social sites if, for 
example, they have been checking TV sets on Amazon.

By coming up with a list of possible x variables to predict y, you have just com-
pleted Step 1 of a multiple regression analysis, according to the list in the previous 
section. Note that all three variables that I use in the TV example are quantitative 
(the TV ad and Internet ad variables and the TV sales response variable), which 
means you can go ahead and think about a multiple regression model by using the 
two types of ads to predict TV sales.

Collecting the Data
Step 2 in the multiple regression analysis process is to collect the data for your x 
and y variables. To do this, make sure that for each individual in the data set, you 
collect all the data for that individual at the same time (including the y-value and 
all x-values) and keep the data all together for each individual, preserving any 
relationships that may exist between the variables. You must then enter the data 
into a table format by using Minitab or any other software package (with each 
column representing a variable and each row representing all the data from a 
single individual) to get a glimpse of the data and to organize it for later analyses.

To continue with the TV sales example from the preceding section, suppose that 
you start thinking about all the reams of data you have available to you regarding 
the plasma TV industry. You remember working with the advertising department 
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before to do a media blitz by using, among other things, TV and local Internet ads. 
So you have data on these variables from a variety of store locations. You take a 
sample of 22 store locations in different parts of the country and put together the 
data on how much money was spent on each type of advertising, along with the 
plasma TV sales for that location. You can see the data in Table 6-1.

TABLE 6-1	 Advertising Dollars and Sales of Plasma TVs

Location
Sales (In Millions 
of Dollars)

TV Ads  
(In Thousands 
of Dollars)

Local Internet Ads  
(In Thousands 
of Dollars)

1 9.73 0 20

2 11.19 0 20

3 8.75 5 5

4 6.25 5 5

5 9.10 10 10

6 9.71 10 10

7 9.31 15 15

8 11.77 15 15

9 8.82 20 5

10 9.82 20 5

11 16.28 25 25

12 15.77 25 25

13 10.44 30 0

14 9.14 30 0

15 13.29 35 5

16 13.30 35 5

17 14.05 40 10

18 14.36 40 10

19 15.21 45 15

20 17.41 45 15

21 18.66 50 20

22 17.17 50 20
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In reviewing this data, the question is whether the amount of money spent on 
these two forms of advertising can do a good job of estimating sales (in other 
words, are the ads worth the money?). And if so, do you need to include spending 
for both types of ads to estimate sales, or is one of them enough? Looking at the 
numbers in Table 6-1, you can see that higher sales may be related at least to 
higher amounts spent on TV advertising; the situation with Internet advertising 
may not be so clear. So will the final multiple regression model contain both x 
variables or only one? In the following sections, you can find out.

Pinpointing Possible Relationships
The third step in doing a multiple regression analysis (see the list in the “Stepping 
through the analysis” section) is to find out which (if any) of your possible x vari-
ables are actually related to y. If an x variable has no relationship with y, including 
it in the model is pointless. Data analysts use a combination of scatterplots and 
correlations to examine relationships between pairs of variables (as you can see in 
Chapter  5). Although you can view these two techniques under the heading of 
looking for relationships, I walk you through each one separately in the following 
sections to discuss their nuances.

Making scatterplots
You make scatterplots in multiple linear regression to get a handle on whether 
your possible x variables are even related to the y variable you’re studying. To 
investigate these possible relationships, you make one scatterplot of each x vari-
able with the response variable y. If you have k different x variables being consid-
ered for the final model, you make k different scatterplots.

To make a scatterplot in Minitab, enter your data in columns, where each column 
represents a variable and each row represents all the data from one individual. Go 
to Graph>Scatterplots>Simple. Select your y variable on the left-hand side, and 
click Select. That variable appears in the y-variable box on the right-hand side. 
Then select your x variable on the left-hand side, and click Select. That variable 
appears in the x-variable box on the right-hand side. Click OK.

Scatterplots of both TV ad spending versus plasma TV sales and Internet ad spend-
ing versus plasma TV sales are shown in Figure 6-1.

You can see from Figure 6-1a that TV spending does appear to have a fairly strong 
linear relationship with sales. This observation provides evidence that TV ad 
spending may be useful in estimating plasma TV sales. Figure 6-1b shows a linear 
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relationship between Internet ad spending and sales, but the relationship isn’t as 
strong as the one between TV ads and sales. However, it still may be somewhat 
helpful in estimating sales.

Correlations: Examining the bond
The second part of Step 3 involves calculating and examining the correlations 
between the x variables and the y variable. (Of course, if a scatterplot of an x vari-
able and the y variable fails to come up with a pattern, then you drop that x vari-
able altogether and don’t proceed to find the correlation.)

FIGURE 6-1: 
Scatterplots of a) 

TV ad spending 
and b) Internet ad 

spending versus 
plasma TV sales.
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Whenever you employ scatterplots to explore possible linear relationships, cor-
relations are typically not far behind. The correlation coefficient is a number that 
measures the strength and direction of the linear relationship between two vari-
ables, x and y. (See Chapter 5 for the lowdown on correlation.)

This step involves two parts:

 » Finding and interpreting the correlations.

 » Testing the correlations to see which ones are statistically significant (thereby 
determining which x variables are significantly related to y).

Finding and interpreting correlations
You can calculate a set of all possible correlations between all pairs of variables — 
which is called a correlation matrix — in Minitab. You can see the correlation matrix 
Minitab output for the TV data from Table 6-1 in Figure 6-2. Note the correlations 
between the y variable (sales) and each x variable, as well as the correlation 
between TV ads and Internet ads.

Minitab can find a correlation matrix between any pairs of variables in the model, 
including the y variable and all the x variables. To calculate a correlation matrix for 
a group of variables in Minitab, first enter your data in columns (one for each 
variable). Then go to Stat>Basic Statistics> Correlation. Highlight the variables 
from the left-hand side for which you want correlations, and click Select.

To find the values of the correlation matrix from the computer output, intersect 
the row and column variables for which you want to find the correlation; the top 
number in that intersection is the correlation of those two variables. For example, 
the correlation between TV ads and TV sales is 0.791, because it intersects the TV 
row with the Sales column in the correlation matrix in Figure 6-2.

FIGURE 6-2: 
Correlation 
values and 

p-values for the 
TV sales example.
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Testing correlations for significance
Using the rule-of-thumb approach from Stats I (also reviewed in Chapter 5), a 
correlation that’s close to 1 or –1 (starting around 0 75. ) is strong; a correlation 
close to 0 is very weak or nonexistent; and at around  to 0.70 6. , the relationships 
become moderately strong. The correlation between TV ads and TV sales of 0.791 
indicates a fairly strong positive linear relationship between these two variables, 
based on the rule-of-thumb approach. The correlation between Internet ads and 
TV sales shown in Figure 6-2 is 0.594, which is moderate by my rule-of-thumb.

Many times in statistics, a rule-of-thumb approach to interpreting a correlation 
coefficient is sufficient. However, you’re in the big leagues now, so a next step is 
conducting a null hypothesis to decide whether or not your model fits, based on 
the data you have. The model you are checking is the one that says the correlation 
is 0 (this is Ho). If you reject Ho, the correlation is statistically significant, based 
on the data; you have evidence that the x variable is helping to predict the y 
variable.

Now, that phrase, statistically significant, should ring a bell. It’s your old friend the 
hypothesis test calling out to you (see Chapter 3 for a brush-up on hypothesis 
testing). Just like a hypothesis test for the mean of a population or the difference 
in the means of two populations, you also have a test for the correlation between 
two variables within a population.

The null hypothesis to test a correlation is Ho: 0 (no relationship between the 
variables) versus Ha: 0 (a relationship exists between the variables). The letter 
ρ is the Greek version of r and represents the true correlation of x and y in the 
entire population; r is the correlation coefficient of the sample.

 » If you can’t reject Ho based on your data, you can’t reject the model that the 
correlation is 0. That means you don’t have evidence that the x variable is 
really helping the y variable out in your regression model, and it shouldn’t be 
included. Note that a relationship still may exist in the population but you 
didn’t see one in your data.

 » If you can reject Ho based on your data, you conclude that the correlation 
isn’t equal to zero, and there is evidence that the x variable is helping out the y 
variable in the regression model. You can say the relationship is statistically 
significant — that is, a relationship like this would occur very rarely in your 
sample just by chance if the truth was that there was no relationship. That’s 
what a p-value really means.
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When determining whether to include your x variable in a model to predict  
y, p-values are just one of the issues to look at. Also think about things like how 
much it would cost to use the x variable, and whether that x variable makes sense 
when predicting y. For example, ice cream sales are related to murder rate (yes!), 
but that doesn’t mean you should stop ice cream sales to prevent murders.

Any statistical software package can calculate a hypothesis test of a correlation for 
you. The actual formulas used in that process are beyond the scope of this book. 
However, the interpretation is the same as for any test: If the p-value is smaller 
than your predetermined value of α (typically 0.05), reject Ho and conclude you 
have evidence that x and y are related. Otherwise, you can’t reject Ho, and you con-
clude that you don’t have enough evidence to indicate that the variables are 
related.

In Minitab, you can conduct a hypothesis test for a correlation by clicking on 
Stat>Basic Statistics>Correlation, and checking the Display p-values box. Choose 
the variables you want to find correlations for, and click Select. You’ll get output 
in the form of a little table that shows the correlations between the variables for 
each pair, with the respective p-values under each one. You can see the correlation 
output for the ads and sales example in Figure 6-2.

Looking at Figure 6-2, the correlation of 0.791 between TV ads and sales has a 
p-value of 0.000, which means it’s actually less than 0.0005. That’s a highly sig-
nificant result, much less than 0.05 (your predetermined α level). So TV ad spend-
ing is strongly related to sales. The correlation between Internet ad spending and 
sales was 0.594, which is also found to be statistically significant with a p-value 
of 0.004.

Checking for Multicolinearity
You have one more very important step to complete in the relationship- 
exploration process before going on to using the multiple regression model. You 
need to complete Step 4: looking at the relationship between the x variables them-
selves and checking for redundancy. Failure to do so can lead to problems during 
the model-fitting process.

Multicolinearity is a term you use if two x variables are highly correlated. Not only 
is it redundant to include both related variables in the multiple regression model, 
but it’s also problematic. The bottom line is this: If two x variables are signifi-
cantly correlated, only include one of them in the regression model, not both. If 
you include both, the computer won’t know what numbers to give as coefficients 
for each of the two variables because they share their contribution to determining 
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the value of y. Multicolinearity can really mess up the model-fitting process and 
give answers that are inconsistent and often not repeatable in subsequent studies.

To head off the problem of multicolinearity, along with the correlations you 
examine regarding each x variable and the response variable y, you also need to 
find the correlations between all pairs of x variables. If two x variables are highly 
correlated, don’t leave them both in the model, or multicolinearity will result. To 
see the correlations between all the x variables, have Minitab calculate a correla-
tion matrix of all the variables (see the section, “Finding and interpreting correla-
tions”). You can ignore the correlations between the y variable and the x variables 
and only choose the correlations between the x variables shown in the correlation 
matrix. Find those correlations by intersecting the rows and columns of the x 
variables for which you want correlations.

If two x variables x1 and x2 are strongly correlated (that is, their correlation is 
beyond +0.7 or –0.7), then one of them would do just about as good a job of esti-
mating y as the other, so you don’t need to include them both in the model. If x1 
and x2 aren’t strongly correlated, then both of them working together would do a 
better job of estimating sales than either variable alone.

For the ad-spending example, you have to examine the correlation between the 
two x variables — TV ad spending and Internet ad spending — to be sure no mul-
ticolinearity is present. The correlation between these two variables (as you can 
see in Figure 6-2) is only 0.058. You don’t even need a hypothesis test to tell you 
whether or not these two variables are related; they’re clearly not.

The p-value for the correlation between the spending for the two ad types is 0.799 
(see Figure 6-2), which is much, much larger than 0.05 ever thought of being and 
therefore isn’t statistically significant. The large p-value for the correlation 
between spending for the two ad types confirms your thoughts that both variables 
together may be helpful in estimating y because each makes its own contribution. 
It also tells you that keeping them both in the model won’t create any multicolin-
earity problems. (This completes Step 4 of the multiple regression analysis, as 
listed in the “Stepping through the analysis” section.)

Finding the Best-Fitting Model for  
Two x Variables

After you have a group of x variables that are all related to y and not related to each 
other (refer to previous sections), you’re ready to perform Step 5 of the multiple 
regression analysis (as listed in the “Stepping through the analysis” section). 
You’re ready to find the best-fitting model for the data.
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In the multiple regression model with two x variables, you have the general equa-
tion y b b x b x0 1 1 2 2, and you already know which x variables to include in the 
model (by doing Step 4  in the previous section); the task now is to figure out 
which coefficients (numbers) to put in for b0, b1, and b2, so you can use the result-
ing equation to estimate y. This specific model is the best-fitting multiple linear 
regression model. This section tells you how to get, interpret, and test those coef-
ficients in order to complete Step 5 in the multiple regression analysis.

Finding the best-fitting linear equation is like finding the best-fitting line in sim-
ple linear regression, except that you’re not finding a line. When you have two x 
variables in multiple regression, for example, you’re estimating a best-fitting 
plane for the three-dimensional data.

Getting the multiple regression coefficients
In the simple linear regression model, you have the straight line y b b x0 1 ; the 
coefficient of x is the slope, and it represents the change in y per unit change in x. 
In a multiple linear regression model, the coefficients b1, b2, and so on quantify in 
a similar matter the sole contribution that each corresponding x variable ( ),x x1 2  
makes in predicting y. The coefficient b0 indicates the amount by which to adjust 
all these values in order to provide a final fit to the data (like the y-intercept does 
in simple linear regression).

Computer software does all the nitty-gritty work for you to find the proper coef-
ficients (b0, b1, and so on) that fit the data best. The coefficients that Minitab 
settles on to create the best-fitting model are the ones that, as a group, minimize 
the sum of the squared residuals (sort of like the variance in the data around the 
selected model). The equations for finding these coefficients by hand are too 
unwieldy to include in this book; a computer can do all the work for you. The 
results appear in the regression output in Minitab. You can find the multiple 
regression coefficients ( ), , , . . . ,b b b b0 1 2   k  on the computer output under the  
column labeled COEF.

To run a multiple regression analysis in Minitab, click on Stat>Regression> 
Regression>Fit Regression Model. Then choose the response variable (y) and click 
on Select. Then choose your predictor variables (x variables) one by one, and click 
Select. Click on OK, and the computer carries out the analysis.
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For the plasma TV sales example from the previous sections, Figure 6-3 shows the 
multiple regression Minitab output for the ads and plasma TV sales. You can see 
the coefficients in the COEF column for the multiple regression model. The first 
coefficient (5.257) is just the constant term (or b0 term) in the model and isn’t 
affiliated with any x variable. This constant just sort of goes along for the ride in 
the analysis; it’s the number that you tack on the end to make the numbers work 
out right. The second coefficient in the COEF column is 0.162; this value is the 
coefficient of the x1 (TV ad amount) term, also known as b1. The third coefficient 
in the COEF column is 0.249, which is the value for b2 in the multiple regression 
model and is the coefficient that goes with x2 (Internet ad amount).

Putting these coefficients into the multiple regression equation, you see the 
regression equation is Sales  TV ads5 267 0 162 0 249. . .  (Internet ads), where 
sales are in millions of dollars and ad spending is in thousands of dollars.

So you have your coefficients (no sweat, right?), but where do you go from here? 
What does it all mean? The next section guides you through interpretation.

Interpreting the coefficients
In simple linear regression (covered in Chapter 5), the coefficients represent the 
slope and y-intercept of the best-fitting line and are straightforward to interpret. 
The slope, in particular, represents the change in y due to a 1-unit increase in x 
because you can write any slope as a number over 1 (and slope is rise over run).

FIGURE 6-3: 
(Selected) 

Regression 
output for the 

ads and plasma 
TV sales example.
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In the multiple regression model, the interpretation’s a little more complicated. 
Due to all the mathematical underpinnings of the model and how it’s finalized 
(believe me, you don’t want to go there unless you’re looking for a PhD in statis-
tics), the coefficients have a different meaning.

The coefficient of an x variable in a multiple regression model is the amount by 
which y changes if that x variable increases by one unit and the values of all other 
x variables in the model don’t change. So basically, you’re looking at the marginal 
contribution of each x variable when you hold the other variables in the model 
constant.

In the ads and sales regression analysis (see Figure  6-3), the coefficient of x1  
(TV ad spending) equals 0.1621. Sales (plasma TV sales) increases by 0.1621 million 
dollars when TV ad spending increases by 1.0 thousand dollars and spending on 
Internet ads doesn’t change. (Note that keeping more digits after the decimal 
point reduces rounding error when in units of millions.)

You can more easily interpret the number “0.16211 million dollars” by converting 
it to a dollar amount without the decimal point: $0.16211 million is equal to 
$162,110. (To get this value, I just multiplied $0.16211 by 1,000,000.) So plasma TV 
sales increased by $162,110 for each $1,000 increase in TV ad spending, while 
Internet ad spending remained the same. Similarly, the coefficient of x2 (Internet 
ad spending) was equal to 0.24887. So plasma TV sales increased by 0.24887  
million dollars (or $248,870), when Internet ad spending increased by $1,000 and 
TV ad spending remained the same.

Don’t forget the units of each variable in a multiple regression analysis. This mis-
take is one of the most common in Stats II. If you were to forget about units in the 
ads and sales example, you would think that sales increased by 0.24887 dollars 
with $1 in Internet ad spending!

Knowing the multiple regression coefficients (b1 and b2, in this case) and their 
interpretation, you can now answer the original question: Is the money spent on 
TV or Internet ads worth it? The answer is a resounding yes! Not only that, but you 
also can say how much you expect sales to increase per $1,000 you spend on TV or 
Internet advertising. Note that this conclusion assumes the model fits the data 
well. You have some evidence of that through the scatterplots and correlation 
tests, but more checking needs to be done before you can run to your manager and 
tell them the good news. The next section tells you what to do next.

Testing the coefficients
To officially determine whether you have the right x variables in your multiple 
regression model, you do a formal hypothesis test. You test whether there is 
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evidence in the data of a regression coefficient being zero. Note that if the coef-
ficient of an x variable is zero, when you put that coefficient into the model, you 
get zero times that x variable, which equals zero. This result is essentially saying 
that if an x variable’s coefficient has evidence in the data of being equal to zero, 
you don’t need that x variable in the model.

With any regression analysis, the computer automatically performs all the neces-
sary hypothesis tests for the regression coefficients. Along with the regression 
coefficients you can find on the computer output, you see the test statistics and 
p-values for a test of each of those coefficients in the same row for each coeffi-
cient. Each one is testing H : Coefficient  versus H : Coefficienta0 0 0.

The general format for finding a test statistic in most any situation is to take the 
statistic (in this case, the coefficient), subtract the value in H0 (zero), and divide 
by the standard error of that statistic (for this example, the standard error of the 
coefficient). (For more information on the general format of hypothesis tests, see 
Chapter 4.)

To test a regression coefficient, the test statistic (using the labels from Figure 6-3) 
is Coef SE0 /  Coef. In noncomputer language, that means you take the coeffi-
cient, subtract zero, and divide by the standard error (SE) of the coefficient. The 
standard error of a coefficient here is a measure of how much the coefficient is 
expected to vary when you take a new sample. (Refer to Chapter 4 for more on 
standard error.)

The test statistic has a t-distribution with n k 1 degrees of freedom, where n 
equals the sample size and k is the number of predictors (x variables) in the model. 
This number of degrees of freedom works for any coefficient in the model (except 
you don’t bother with a test for the constant, because it has no x variable associ-
ated with it).

The test statistic for testing each coefficient is listed in the column marked T 
(because it has a t-distribution) on the Minitab output. You compare the value of 
the test statistic to the t-distribution with n k 1 degrees of freedom (using 
Table A-1 in the Appendix) and come up with your p-value. If the p-value is less 
than your predetermined α (usually 0.05), then you reject Hoand conclude that the 
coefficient of that x variable isn’t zero and that variable makes a significant con-
tribution toward estimating y (given the other variables are also included in the 
model). If the p-value is larger than 0.05, you can’t reject Ho, so that x variable 
makes no significant contribution toward estimating y (when the other variables 
are included in the model).

In the case of the ads and plasma TV sales example, Figure 6-3 shows that the 
coefficient for the TV ads is 0.1621 (the second number in column two). The stan-
dard error is listed as being 0.0132 (the second number in column three). To find 
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the test statistic for TV ads, take 0.1621 minus zero and divide by the standard 
error, 0.0132. You get a value of t 12 29. , which is the second number in column 
four. Comparing this value of t to a t-distribution with n k 1 22 2 1 19 
degrees of freedom (Table A-1 in the Appendix), you see the value of t is way off 
the scale. That means the p-value is smaller than can be measured on the t-table. 
Minitab lists the p-value in column five of Figure 6-3 as 0.000 (meaning it’s less 
than 0.001). This result leads you to conclude that the coefficient for TV ads is 
statistically significant, and TV ads should be included in the model for predicting 
TV sales.

The Internet ads coefficient is also significant with a p-value of 0.000 by the same 
reasoning; you find these results by looking across the Internet ads row of  
Figure 6-3. Based on your coefficient tests and the lack of multicolinearity between 
TV and Internet ads (see the earlier section, “Checking for Multicolinearity”), you 
should include both the TV ads variable and the Internet ads variable in the model 
for estimating TV sales.

Predicting y by Using the x Variables
When you have your multiple regression model, you’re finally ready to complete 
Step 6 of the multiple regression analysis: to predict the value of y given a set of 
values for the x variables. To make this prediction, you take those x values for 
which you want to predict y, plug them into the multiple regression model, and 
simplify.

In the ads and plasma TV sales example (see the analysis in Figure 6-3), the best-
fitting model is y x x5 26 0 162 0 2491 2. . . . In the context of the problem, the 
model is Sales 5 26 0 162. .  TV ad spending ( ) .x1 0 249 Internet ad spending ( )x2 .

Remember that the units for plasma TV sales is in millions of dollars and the units 
for ad spending for both TV and Internet ads is in thousands of dollars. That is, 
$20,000 spent on TV ads means x1 20 in the model. Similarly, $10,000 spent on 
Internet ads means x2 10 in the model. Forgetting the units involved can lead to 
serious miscalculations.

Suppose you want to estimate plasma TV sales if you spend $20,000 on TV ads and 
$10,000 on Internet ads. Plug x1 20 and x2 10 into the multiple regression 
model, and you get y 5 26 0 162 20 0 249 10 10 99. . . . . In other words, if you 
spend $20,000 on TV advertising and $10,000 on Internet advertising, you esti-
mate that sales will be $10.99 million.
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This estimate at least makes sense in terms of the data from the 22 store locations 
shown in Table 6-1. Location 10 spent $20,000 on TV ads and $5,000 on Internet 
ads (short of what you had) and got sales of $9.82 million. Location 11 spent a little 
more on TV ads and a lot more on Internet ads than what you had and got sales of 
$16.28 million. Your estimates of sales for Store Locations 10 and 11 are 
5 26 0 162 20 0 249 5 9 745. . . $ .  million, and 5 26 0 162 25 0 249 25 15 535. . . $ .  
million, respectively. These estimates turned out to be pretty close to the actual 
sales at those two locations ($9.82 million and $16.28 million, respectively, as 
shown in Table 6-1), giving at least some confidence that your estimates will be 
close for the other store locations not chosen for the study.

Be careful to put in only values for the x variables that fall in the range of where 
the data lies. In other words, Table 6-1 shows data for TV ad spending between $0 
and $50,000; Internet ad spending goes from $0 to $25,000. It wouldn’t be appro-
priate to try to estimate sales for spending amounts of $75,000 for TV ads and 
$50,000 for Internet ads, respectively, because the regression model you came up 
with only fits the data that you collected. You have no way of knowing whether 
that same relationship continues outside that area. This no-no of estimating y for 
values of the x variables outside their range is called extrapolation. As one of my 
colleagues says, “Friends don’t let friends extrapolate.”

Checking the Fit of the Multiple  
Regression Model

Before you run to your boss in triumph saying you’ve slam-dunked the question 
of how to estimate plasma TV sales, you first have to make sure all your i’s are 
dotted and all your t’s are crossed, as you do with any other statistical procedure. 
In this case, you have to check the conditions of the multiple regression model. 
These conditions mainly focus on the residuals (the difference between the esti-
mated values for y and the observed values of y from your data). If the model is 
close to the actual data you collected, you can feel somewhat confident that if you 
were to collect more data, it would fall in line with the model as well, and your 
predictions should be good.

In this section, you see what the conditions are for multiple regression, as well as 
specific techniques that statisticians use to check each of those conditions. The 
main character in all this condition-checking is the residual.
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Noting the conditions
The conditions for multiple regression concentrate on the error terms, or residu-
als. The residuals are the amount that’s left over after the model has been fit. They 
represent the difference between the actual value of y observed in the data set and 
the estimated value of y based on the model. Following are the conditions for the 
residuals of the multiple regression model; note that all conditions need to be met 
in order to give the go-ahead for a multiple regression model:

 » They have a normal distribution with a mean of zero.

 » They have the same variance for each fitted (predicted) value of y.

 » They’re independent (meaning they don’t affect each other).

Plotting a plan to check the conditions
It may sound like you have a ton of things to check here and there, but luckily, 
Minitab gives you all the information you need to know in a series of four graphs, 
all presented at one time. These plots are called the residual plots, and they graph 
the residuals so that you can check to see whether the conditions from the previ-
ous section are met.

You can get the set of residual plots in two flavors.

 » Regular residuals: The regular residual plots (the vanilla-flavored ones) show 
you exactly what the residuals are for each value of y. Their units depend on 
the variables in the model; use them only if you want to mainly look for 
patterns in the data. Figure 6-4 shows the plots of the regular residuals for the 
TV sales example. These residuals are in units of millions of dollars.

 » Standardized residuals: The standardized residual plots (the strawberry-
flavored kind) take each residual and convert it to a Z-score by subtracting the 
mean and dividing by the standard deviation of all the residuals. Figure 6-5 
shows the plots of the standardized residuals for the TV sales example. Use 
these plots if you want to not only look for patterns in the data but also assess 
the standardized values of the residuals in terms of values on a Z-distribution 
to check for outliers. (Most statisticians use standardized residual plots.)

Note that the plots in Figure 6-5 look almost exactly the same as those in 
Figure 6-4. It’s not surprising that the shapes of all graphs are the same for 
both types of residuals. Note, however, that the values of the regular residuals 
in Figure 6-4 are in millions of dollars and the standardized residuals in 
Figure 6-5 are from the standard normal distribution, which has no units.
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To make residual plots in Minitab, go to Stat>Regression>Regression>Fit Regres-
sion Model. Select your response (y) variable and your predictor (x) variables. Click 
on Graphs, and choose either Regular or Standardized for the residuals, depending 
on which one you want. Then click on Four-in-one, which indicates you want to 
get all four residual plots shown in Figure  6-4 (using regular residuals) and  
Figure 6-5 (using standardized residuals).

FIGURE 6-4: 
Residual plots for 

the ads and 
plasma TV sales 

example.

FIGURE 6-5: 
Standardized 

residual plots for 
the ads and 

plasma TV 
example.
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Checking the three conditions
The following sections show you how to check the residuals to see whether your 
data set meets the three conditions of the multiple regression model.

Meeting the first condition: Normal distribution 
with mean zero
The first condition to meet is that the residuals must have a normal distribution 
with mean zero. The upper-left plot of Figure 6-4 shows how well the residuals 
match a normal distribution. Residuals falling in a straight line means the nor-
mality condition is met. By the looks of this plot, I’d say that condition is met for 
the ad and sales example.

The upper-right plot of Figure 6-4 shows what the residuals look like for the var-
ious estimated y values. Look at the horizontal line going across that plot: It’s at 
zero as a marker. The residuals should average out to be at that line (zero). This 
Residuals versus Fitted Values plot checks the mean-of-zero condition and holds 
for the ads and sales example looking at Figure 6-4.

As an alternative check for normality apart from using the regular residuals, you 
can look at the standardized residuals plot (see Figure 6-5) and check out the 
upper-right plot. It shows how the residuals are distributed across the various 
estimated (fitted) values of y. Standardized residuals are supposed to follow a 
standard normal distribution — that is, they should have mean of zero and stan-
dard deviation of one. So when you look at the standardized residuals, they should 
be centered around zero in a way that has no predictable pattern, with the same 
amount of variability around the horizontal line that crosses at zero as you move 
from left to right.

In looking at the upper-right plot of Figure 6-5, you should also find that most 
(95 percent) of the standardized residuals fall within two standard deviations of 
the mean, which in this case is –2 to +2 (via the 68-95-99.7% Rule — remember  
that from Stats I?). You should see more residuals hovering around zero  
(where the middle lump would be on a standard normal distribution), and you 
should have fewer and fewer of the residuals as you go away from zero. The upper-
right plot in Figure  6-5 confirms a normal distribution for the ads and sales 
example on all the counts mentioned here.

The lower-left plots of Figures 6-4 and 6-5 show histograms of the regular and 
standardized residuals, respectively. These histograms should reflect a normal 
distribution; the shape of the histograms should be approximately symmetric and 
look like a bell-shaped curve. If the data set is small (as is the case here with only 
22 observations), the histogram may not be as close to normal as you would like; 



CHAPTER 6  Multiple Regression with Two X Variables      115

in that case, consider it part of the body of evidence that all four residual plots 
show you. The histograms shown in the lower-left plots of Figure 6-4 and 6-5 
aren’t terribly normal looking; however, because you can’t see any glaring prob-
lems with the upper-right plots, don’t be worried.

Satisfying the second condition: Variance
The second condition in checking the multiple regression model is that the resid-
uals have the same variance for each fitted (predicted) value of y. Look again at the 
upper-right plot of Figure 6-4 (or Figure 6-5). You shouldn’t see any change in 
the amount of spread (variability) in the residuals around that horizontal line as 
you move from left to right. Looking at the upper-right graph of Figure  6-4, 
there’s no reason to say condition number two hasn’t been met.

One particular problem that raises a red flag with the second condition is if the 
residuals fan out, or increase in spread, as you move from left to right on the 
upper-right plot. This fanning out means that the variability increases more and 
more for higher and higher predicted values of y, so the condition of equal vari-
ability around the fitted line isn’t met, and the regression model wouldn’t fit well 
in that case.

Checking the third condition: Independence
The third condition is that the residuals are independent; in other words, they 
don’t affect each other. Looking at the lower-right plot on either Figure 6-4 or 6-5, 
you can see the residuals plotted by observation number, which is the order in 
which the data came in the sample. If you see a pattern, you have trouble; for 
example, if you were to connect the dots, so to speak, you might see a pattern of a 
straight line, a curve, or any kind of predictable up or down trend. You can see no 
patterns in the lower-right plots, so the independence condition is met for the ads 
and plasma TV sales example.

If the data must be collected over time, such as stock prices over a ten-year period, 
the independence condition may be a big problem because the data from the pre-
vious time period may be related to the data from the next time period. This kind 
of data requires time series analysis and is beyond the scope of this book.
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Chapter 7
How Can I Miss You If 
You Won’t Leave? 
Regression Model 
Selection

Suppose you’re trying to estimate some quantitative variable, y, and you have 
many x variables available at your disposal. You have so many variables 
related to y, in fact, that you feel like I do in my job every day  —  

overwhelmed with opportunity. Where do you go? What do you do? Never fear, 
this chapter is for you.

In this chapter, you uncover criteria for determining when a model fits well.  
I discuss different model selection procedures and all the details of the most  
statistician-approved method for selecting the best model. Plus, you get to find 
out what factors come into play when a punter kicks a football. (You can think 
about that while you’re reading.)

IN THIS CHAPTER

 » Evaluating different methods for 
choosing a multiple regression model

 » Understanding how forward selection 
and backward selection work

 » Using the best subsets methods to 
find a good model
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Note that the term best has many connotations here. You can’t find one end- 
all-be-all model that everyone comes up with in the end. That’s to say that each 
data analyst can come up with a different model, and each model can still do a 
good job of predicting y.

Getting a Kick out of Estimating  
Punt Distance

Before you jump into a model selection procedure to predict y by using a set of x 
variables, you have to do some legwork. The variable of interest is y, and that’s a 
given. But where do the x variables come from? How do you choose which ones to 
investigate as being possible candidates for predicting y? And how do those pos-
sible x variables interact with each other toward making that prediction?

You must answer all these questions before using any model selection procedure. 
However, this part is the most challenging and the most fun; a computer can’t 
think up x variables for you!

Suppose you’re at a football game and the opposing team has to punt the ball. You 
see the punter line up and get ready to kick the ball, and some questions come to 
you: “Gee, I wonder how far this punt will go? I wonder what factors influence the 
distance of a punt? Can I use those factors in a multiple regression model to try to 
estimate punt distance? Hmm, I think I’ll consult my Statistics II For Dummies, 2nd 
Edition book on this and analyze some data during halftime. . . .”

Well, maybe that’s pushing it, but it’s still an interesting line of questioning for 
football players, golfers, soccer players, and even baseball players. Everyone’s 
looking for more distance and a way to get it.

In the following sections, you can see how to identify and assess different x vari-
ables in terms of their potential contribution to predicting y.

Brainstorming variables and collecting data
Starting with a blank slate and trying to think of a set of x variables that may be 
related to y may sound like a daunting task, but in reality, it’s probably not as bad 
as you think. Most researchers who are interested in predicting some variable y in 
the first place have some ideas about which variables may be related to it. After 
you come up with a set of logical possibilities for x, you collect data on those vari-
ables, as well as on y, to see what their actual relationship with y may be.
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The Virginia Polytechnic Institute did a study to try to estimate the distance of a 
punt in football (something Ohio State fans aren’t familiar with). Possible vari-
ables they thought may be related to the distance of a punt included the 
following:

 » Hang time (time in the air, in seconds)

 » Right leg strength (measured in pounds of force)

 » Left leg strength (in pounds of force)

 » Right leg flexibility (in degrees)

 » Left leg flexibility (in degrees)

 » Overall leg strength (in pounds)

The data collected on a sample of 13 punts (by right-footed punters) is shown in 
Table 7-1.

TABLE 7-1	 Data Collected for Punt Distance Study
Distance  
(In Feet)

Hang  
Time

Right Leg  
Strength

Left Leg  
Strength

Right Leg  
Flexibility

Left Leg  
Flexibility

Overall Leg  
Strength

162.50 4.75 170 170 106 106 240.57

144.00 4.07 140 130 92 93 195.49

147.50 4.04 180 170 93 78 152.99

163.50 4.18 160 160 103 93 197.09

192.00 4.35 170 150 104 93 266.56

171.75 4.16 150 150 101 87 260.56

162.00 4.43 170 180 108 106 219.25

104.93 3.20 110 110 86 92 132.68

105.67 3.02 120 110 90 86 130.24

117.59 3.64 130 120 85 80 205.88

140.25 3.68 120 140 89 83 153.92

150.17 3.60 140 130 92 94 154.64

165.17 3.85 160 150 95 95 240.57
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Other variables you may think of that are related to punt distance may include the 
direction and speed of the wind at the time of the punt, the angle at which the ball 
was snapped, the average distance of punts made in the past by a particular 
punter, whether the game is at home or away in a hostile environment, and so on. 
However, these researchers seem to have enough information on their hands to 
build a model to estimate punt distance.

For the sake of simplicity, you can assume the kicker is right-footed, which isn’t 
always the case, but it represents the overwhelming majority of kickers.

Looking just at this raw data set in Table 7-1, you can’t figure out which variables, 
if any, are related to distance of the punt or how those variables may be related to 
punt distance. You need more analyses to get a handle on this.

Examining scatterplots and correlations
After you’ve identified a set of possible x variables, the next step is to find out 
which of these variables are highly related to y in order to start trimming down 
the set of possible candidates for the final model. In the punt distance example, 
the goal is to see which of the six variables in Table 7-1 are strongly related to 
punt distance. There are two ways to look at these relationships.

 » Scatterplot: A graphical technique

 » Correlation: A one-number measure of the linear relationship between two 
variables

Seeing relationships through scatterplots
To begin examining the relationships between the x variables and y, you use a 
series of scatterplots. Figure 7-1 shows all the scatterplots — not only of each x 
variable with y but also of each x variable with the other x variables. The scatter-
plots are in the form of a matrix, which is a table made of rows and columns. For 
example, the first scatterplot in row two of Figure 7-1 looks at the variables of 
distance (which appears in column one) and hang time (which appears in row 
two). This scatterplot shows a possible positive (uphill) linear relationship 
between distance and hang time.

Note that Figure 7-1 is essentially a symmetric matrix across the diagonal line. 
The scatterplot for distance and hang time is the same as the scatterplot for hang 
time and distance; the x and y axes are just switched. The essential relationship 
shows up either way. So you only have to look at all the scatterplots below the 
diagonal (where the variable names appear) or above the diagonal. You don’t need 
to examine both.
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To get a matrix of all scatterplots between a set of variables in Minitab, go to 
Graph>Matrix Plot and choose Matrix of Plots>Simple. Highlight all the variables 
in the left-hand box for which you want scatterplots by clicking on them; click 
Select, and then click OK. You’ll see the matrix of scatterplots with a format simi-
lar to Figure 7-1.

Looking across row one of Figure 7-1, you can see that all the variables seem to 
have a positive linear relationship with punt distance except left leg flexibility. 
Perhaps the reason left leg flexibility isn’t much related to punt distance is because 
the left foot is planted into the ground when the kick is made — for a right-footed 
kicker, the left leg doesn’t have to be nearly as flexible as the right leg, which does 
the kicking. So it doesn’t appear that left leg flexibility contributes a great deal to 
the estimation of punt distance on its own.

You can also see in Figure 7-1 that the scatterplots showing relationships between 
pairs of x variables are to the right of column one and below row one. (Remember, 
you need to look on only the bottom part of the matrix or the top part of the matrix 
to see the relevant scatterplots.) It appears that hang time is somewhat related to 
each of the other variables (except left leg flexibility, which doesn’t contribute to 
estimating y). So hang time could possibly be the most important single variable 
in estimating the distance of a punt.

Looking for connections by using correlations
Scatterplots can give you some general ideas as to whether two variables are 
related in a linear way. However, pinpointing that relationship requires a 

FIGURE 7-1: 
A matrix of all 

scatterplots 
between pairs of 

variables in the 
punting distance 

example.
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numerical value to tell you how strongly the variables are related (in a linear fash-
ion) as well as the direction of that relationship. That numerical value is the cor-
relation (also known as Pearson’s correlation; see Chapter 5). So the next step toward 
trimming down the possible candidates for x variables is to calculate the correla-
tion between each x variable and y.

To get a set of all the correlations between any set of variables in your model by 
using Minitab, go to Stat>Basic Statistics>Correlation. Then highlight all the vari-
ables you want correlations for, and click Select. (To include the p-values for each 
correlation, click the Display p-values box.) Then click OK. You’ll see a listing of 
all the variables’ names across the top row and down the first column. Intersect 
the row depicting the first variable with the column depicting the second variable 
in order to find the correlation for that pair.

Table 7-2 shows the correlations you can calculate between y punt distance and 
each of the x variables. These results confirm what the scatterplots were telling 
you. Distance seems to be related to all the variables except left leg flexibility 
because that’s the only variable that didn’t have a statistically significant correla-
tion with distance using the α level 0.05. (For more on the test for correlation, see 
Chapter 6.)

If you take a look at Figure 7-1, you can see that hang time is related to other x 
variables such as right foot and left foot strength, right leg flexibility, and so on. 
This is where things start to get sticky. You have hang time related to distance, 
and lots of other variables related to hang time. Although hang time is clearly the 
most related to distance, the final multiple regression model may not include 
hang time.

TABLE 7-2	 Correlations between Distance of a Punt and  
Other Variables

x Variable Correlation with Punt Distance p-value

Hang time 0.819 0.001*

Right leg strength 0.791 0.001*

Left leg strength 0.744 0.004*

Right leg flexibility 0.806 0.001*

Left leg flexibility 0.408 0.167

Overall leg strength 0.796 0.001*

* Statistically significant at level 0 05.
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Here’s one possible scenario: You find a combination of other x variables that can 
do a good job estimating y together. And all those other variables are strongly 
related to hang time. This result may mean that in the end, you don’t need to 
include hang time in the model. Strange things happen when you have many dif-
ferent x variables to choose from.

After you narrow down the set of possible x variables for inclusion in the model to 
predict punt distance, the next step is to put those variables through a selection 
procedure to trim down the list to a set of essential variables for predicting y.

A note on multiple hypothesis tests. In this case, you are looking at six p-values 
from six different hypothesis tests. If a big group of hypothesis tests were con-
ducted at the 0.05 level (where .05), you would expect about 5% of the tests to 
be rejected (come up significant) just by chance. (That’s what the -level means; 
it’s also known as a Type I error — see Chapter 4.) The more tests you do, the 
more you need to worry about making this error. Oftentimes people use an 
adjusted -level of /n, where n is the number of tests (called the Bonferroni 
adjustment), and this is their cutoff for each test. This reduces the overall chance 
of making a Type I error. In this example, 0 05 6 008. ./  and all the tests are still 
significant as before.

Just Like Buying Shoes: The Model Looks 
Nice, But Does It Fit?

When you get into model selection procedures, you find that many different 
methods exist for selecting the best model, according to a wide range of criteria. 
Each one can result in models that differ from each other, but that’s something I 
love about statistics: Sometimes there’s no one single best answer.

The three model selection procedures covered in this section are

 » Best subsets procedure

 » Forward selection

 » Backward selection

Of all the model selection procedures out there, the one that gets the most votes 
with statisticians is the best subsets procedure, which examines every single possi-
ble model and determines which one fits best, using certain criteria.



124      PART 2  Using Different Types of Regression to Make Predictions

In this section, you see different methods statisticians use to assess and compare 
the fit of different models. I show you how the best subsets procedure works for 
model selection in a step-by-step manner. Then I show you how to take all the 
information given to you and wade through it to make your way to the answer — 
the best-fitting model based on a subset of the available x variables. Finally, you 
see how this procedure is applied to find a model to predict punt distance.

Assessing the fit of multiple  
regression models
For any model selection procedure, assessing the fit of each model being consid-
ered is built into the process. In other words, as you go through all the possible 
models, you’re always keeping an eye on how well each model fits. So before you 
get into a discussion of how to do the best subsets procedure, you need criteria to 
assess how well a particular model fits a data set.

Although there are tons of different statistics for assessing the fit of regression 
models, I discuss the most popular ones: R2 (simple linear regression only), R2 
adjusted, and Mallow’s C-p. All three models appear on the bottom line of the 
Minitab output when you do any sort of model selection procedure. Here’s a 
breakdown of the assessment techniques.

 » R2: R2 is the percentage of the variability in the y values that’s explained by the 
model. It falls between 0 and 100 percent (0 and 1.0). In simple linear regres-
sion (see Chapter 5), a high value of R2 means the line fits well, and a low value 
of R2 means the line doesn’t fit well.

When you have multiple regression, however, there’s a bit of a catch here. As 
you add more and more variables (no matter how significant), the value of R2 
increases or stays the same — it never goes down. This can result in an 
inflated measure of how well the model fits. Of course, statisticians have a fix 
for the problem, which leads me to the next item on this list.

 » R2 adjusted: R2 adjusted takes the value of R2 and adjusts it downward 
according to the number of variables in the model. The higher the number of 
variables in the model, the lower the value of R2 adjusted will be, compared to 
the original R2.

A high value of R2 adjusted means the model you have is fitting the data very 
well (the closer to 1, the better). I typically find a value of 0.70 to be considered 
okay for R2 adjusted, and the higher the better.

Always use R2 adjusted rather than the regular R2 to assess the fit of a multiple 
regression model. With every addition of a new variable into a multiple regres-
sion model, the value of R2 stays the same or increases. It will never go down 
because a new variable will either help explain some of the variability in the y  ’s 
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(thereby increasing R2 by definition), or it will do nothing (leaving R2 exactly 
where it was before). So theoretically, you could just keep adding more and 
more variables into the model just for the sake of getting a larger value of R2.

R2 adjusted is important because it keeps you from adding more and more 
variables by taking into account how many variables there already are in the 
model. The value of R2 adjusted can actually decrease if the added value of the 
additional variable is outweighed by the number of variables in the model. 
This gives you an idea of how much or how little added value you get from a 
bigger model (bigger isn’t always better).

 » Mallow’s C-p: Mallow’s C-p takes the amount of error left unexplained by a 
model of p as the number of x variables, divides that number by the average 
amount of error left over from the full model (with all the x variables), and 
adjusts that result for the number of observations (n) and the number of x 
variables used (p). In general, the smaller Mallow’s C-p is, the better, because 
when it comes to the amount of error in your model, less is more. A C-p value 
close to p (the number of x variables in the model) reflects a model that fits well.

Model selection procedures
The process of finding the “best” model is not cut and dried. (Heck, even the defi-
nition of “best” here isn’t cut and dried.) Many different procedures exist for 
going through different models in a systematic way, evaluating each one, and 
stopping at the right model. Three of the more common model selection proce-
dures are forward selection, backward selection, and the best subsets model. In 
this section you get a very brief overview of the forward and backward selection 
procedures, and then you get into the details of the best subsets model, which is 
the one statisticians use most.

Going with the forward selection procedure
The forward selection procedure starts with a model with no variables in it and adds 
variables one at a time according to the amount of contribution they can make to 
the model.

Start with an entry-level value of α. Then run hypothesis tests (see Chapter 4 for 
instructions) for each x variable to see how it’s related to y. The x variable with the 
smallest p-value wins and is added to the model, as long as its p-value is smaller 
than the entry level. You keep doing this with the remaining variables until the 
one with the smallest p-value doesn’t make the entry level. Then you stop.

The drawback of the forward selection procedure is that it starts with nothing and 
adds variables one at a time as you go along; after a variable is added, it’s never 
removed. The best model might not even get tested.
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Opting for the backward selection procedure
The backward selection procedure does the opposite of the forward selection method. 
It starts with a model with all the x variables in it and removes variables one at a 
time. Those that make the least amount of contribution to the model are removed 
first. You choose a removal level to begin; then you test all the x variables and find 
the one with the largest p-value. If the p-value of this x variable is higher than the 
removal level, that variable is taken out of the model.

You continue removing variables from the model until the one with the largest 
p-value doesn’t exceed the removal level. Then you stop.

The drawback of the backward selection procedure is that it starts with everything 
and removes variables one at a time as you go along; after a variable is removed, 
it never comes back. Again, the best model might not even be tested.

Using the best subsets procedure
The best subsets procedure has fewer steps than the forward or backward selec-
tion model because the computer formulates and analyzes all possible models in a 
single step. In this section, you see how to get the results and then use them to 
come up with a best multiple regression model for predicting y.

Here are the steps for conducting the best subsets model selection procedure to 
select a multiple regression model; note that Minitab does all the work for you to 
crunch the numbers:

1. Conduct the best subsets procedure in Minitab, using all possible subsets 
of the x variables being considered for inclusion in the final model.

To carry out the best subsets selection procedure in Minitab, go to Stat>Regression> 
Regression>Best Subsets. Highlight the response variable (y), and click Select. 
Highlight all the (free) predictor (x) variables, click Select, and then click OK.

The output contains a listing of all models that contain one x variable, all 
models that contain two x variables, all models that contain three x variables, 
and so on, all the way up to the full model (containing all the x variables). Each 
model is presented in one row of the output.

2. Choose the best of all the models shown in the best subsets Minitab 
output by finding the model with the largest value of R2 adjusted and the 
smallest value of Mallow’s C-p; if two competing models are about equal, 
choose the model with the fewer number of variables.
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If the model fits well, R2 adjusted is high. So you also want to look for the 
smallest possible model that has a high value of R2 adjusted and a small value 
of Mallow’s C-p compared to its competitors. And if it comes down to two 
similar models, always make your final model as easy to interpret as possible 
by selecting the model with fewer variables.

The secret to a punter’s success: An example
Returning to the punt distance example from earlier in this chapter, suppose that 
you analyzed the punt distance data by using the best subsets model selection 
procedure. Your results are shown in Figure 7-2. This section follows Minitab’s 
footsteps in getting these results and provides you with a guide for interpreting 
the results.

Assuming that you already used Minitab to carry out the best subsets selection 
procedure on the punt distance data, you can now analyze the output from  
Figure 7-2. Each variable shows up as a column on the right side of the output. 
Each row represents the results from a model containing the number of variables 
shown in column one. The X’s at the end of each row tell you which variables were 
included in that model. The number of variables in the model starts at 1 and 
increases to 6 because six x variables are available in the data set.

FIGURE 7-2: 
Best subsets 

procedure results 
for the punt 

distance example.
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The models with the same number of variables are ordered by their values of R2 
adjusted and Mallows C-p, from best to worst. The top-two models (for each 
number of variables) are included in the computer output.

For example, rows one and two of Figure 7-2 (both marked 1 in the Vars column) 
show the top-two models containing one x variable; rows three and four show the 
top-two models containing two x variables; and so on. Finally, the last row shows 
the results of the full model containing all six variables. (Only one model contains 
all six variables, so you don’t have a second-best model in this case.)

Looking at the first two rows of Figure 7-2, the top one-variable model is the one 
including hang time only. The second-best one-variable model includes only 
right foot flexibility. The right foot flexibility model has a lower value of R2 and a 
higher Mallow’s C-p than the hang time model, which is why it’s the second best.

Row three shows that the best two-variable model for estimating punt distance is 
the model containing right leg strength and overall leg strength. The best three-
variable model is in row five; it shows that the best three-variable model includes 
right foot strength, right foot flexibility, and overall leg strength. The best four-
variable model is found in row seven and includes right foot strength, right and 
left foot flexibility, and overall foot strength. The best five-variable model is 
found in row nine and includes every variable except left foot strength. The only 
six-variable model with all variables included is listed in the last row.

Among the best one-variable, two-variable, three-variable, four-variable, and 
five-variable models, which one should you choose for your final multiple regres-
sion model? Which model is the best of the best? With all these results, it would be 
easy to have a major freakout over which one to pick, but never fear — Mallow’s 
is here (along with his friendly sidekick, the R2 adjusted).

Looking at Figure 7-2 column three, you see that as the number of variables in the 
model increases, R2 adjusted peaks out and then drops way off. That’s because R2 
adjusted takes into account the number of variables in the model and reduces R2 
accordingly. You can see that R2 adjusted peaks out at a level of 74.1 percent for 
two models. The corresponding models are the top two-variable model (right leg 
strength and overall leg strength) and the best three-variable model (right foot 
strength, right foot flexibility, and overall leg strength).

Now look at Mallow’s C-p for these two models. Notice that Mallow’s C-p is zero 
for the best two-variable model and 1.3 for the best three-variable model. Both 
values are small compared to others in Figure 7-2, but because Mallow’s C-p is 
smaller for the two-variable model, and because it has one less variable in it, you 
should choose the two-variable model (right leg strength and overall leg strength) 
as the final model, using the best subsets procedure.
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Chapter 8
Getting Ahead of the 
Learning Curve with 
Nonlinear Regression

In Stats I, you concentrate on the simple linear regression model, where you look 
for one quantitative variable, x, that you can use to make a good estimate of 
another quantitative variable, y, using a straight line. The examples you look at 

in Stats I fall right in line with this kind of model, such as using height to estimate 
weight or using study time to estimate an exam score. (For more information and 
examples for using simple linear regression models, see Chapter 5.)

But not all situations fall into the straight line category. Take gas mileage and 
speed, for example. At low speeds, gas mileage is lower, and at high speeds, gas 
mileage is lower; but at medium speeds, gas mileage is higher. This low-high-low 
relationship between speed and gas mileage represents a curved relationship. 
Relationships that don’t resemble straight lines are called nonlinear relationships 
(clever, huh?). Looked at simply, nonlinear regression takes the stage when you 
want to predict some quantitative variable (y) by using another quantitative vari-
able (x) but the pattern you see in the data collected resembles a curve, not a 
straight line.

IN THIS CHAPTER

 » Getting a feel for nonlinear 
regression

 » Making use of scatterplots

 » Fitting a polynomial to your data set

 » Exploring exponential models to fit 
your data
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In this chapter, you see how to make your way around the curved road of data that 
leads to nonlinear regression models. The good news is twofold: You can use many 
of the same techniques you use for regular regression, and in the end, Minitab 
does the analysis for you.

Anticipating Nonlinear Regression
Nonlinear regression comes into play in situations where you have graphed your 
data on a scatterplot (a two-dimensional graph showing the x variable on the 
x-axis and the y variable on the y-axis; see the next section, “Starting Out with 
Scatterplots”), and you see a pattern emerging that looks like some type of curve. 
Examples of data that follow a curve include changes in population size over time, 
demand for a product as a function of supply, and the length of time that a battery 
lasts. When a data set follows a curved pattern, the time has come to move away 
from the linear regression models (covered in Chapters 5 and 6) and move on to a 
nonlinear regression model.

Suppose a manager is considering the purchase of new office management  
software but is hesitating. They want to know how long it typically takes someone 
to get up to speed using the software. So she takes a random sample of workers 
and looks at their times to complete the task and the number of tries.

What’s the statistical question here? The manager wants a model that shows what 
the learning curve looks like (on average). (A learning curve shows the decrease in 
time to do a task with more and more practice.) In this scenario, you have two 
variables: time to complete the task and trial number (for example, the first try is 
designated by 1, the second try by 2, and so on). Both variables are quantitative 
(numerical) and you want to find a connection between two quantitative variables. 
At this point, you can start thinking regression.

A regression model produces a function (be it a line or otherwise) that describes a 
pattern or relationship. The relationship here is task time versus number of times 
the task is practiced. But what type of regression model do you use? After all, four 
types are described in this book: simple linear regression, multiple regression, 
nonlinear regression, and logistic regression. You need more clues.

The word “curve” in learning curve is a clue that the relationship being modeled 
here may not be linear. That word signals that you’re talking about a nonlinear 
regression model. If you think about what a possible learning curve may look like, 
you can imagine task time on the y-axis and the number of the trial on the x-axis.
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You may guess that the y-values will be high at first, because the first couple of 
times you try a new task, it takes longer to perform. Then, as the task is repeated, 
the task time decreases, but at some point more practice doesn’t reduce task time 
much. So the relationship may be represented by some sort of curve, like the one 
I simulate in Figure 8-1 (which can be fit by using an exponential function).

This example illustrates the basics of nonlinear regression; the rest of the chapter 
shows you how the model breaks down.

Starting Out with Scatterplots
As with any type of data analysis, before you dive in and select a model that you 
think fits the data (or that’s supposed to fit the data), you have to step back and 
take a look at the data to see whether any patterns emerge. To do this, look at a 
scatterplot of the data, and see whether or not you can draw a smooth curve 
through the data and find that most of the points follow along that curve.

Suppose you’re interested in modeling how quickly a rumor spreads. One person 
knows a secret and tells it to another person, and now two know the secret; each 
of them tells a person, and now four know the secret; some of those people may 
pass it on, and so it goes on down the line. Pretty soon, a large number of people 
know the secret, which is a secret no longer.

FIGURE 8-1: 
Learning curve 

for time 
performing  
a new task.
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To collect your data, you count the number of people who know a secret by track-
ing how many people know the secret over a six-day period from your population. 
The data are shown in Table 8-1. Note that the spread of the secret catches fire on 
day 5 — this is how an exponential model works. You can see a scatterplot of the 
data in Figure 8-2.

In this situation, the explanatory variable, x, is day, and the response variable, y, 
is the number of people who know the secret. Looking at Figure 8-2, you can see 
a pattern between the values of x and y. But this pattern isn’t linear. It curves 
upward. If you tried to fit a line to this data set, how well would it fit?

TABLE 8-1	 Number of People Knowing a Secret over a 6-Day Period
x (Day) y (Number of People)

1 1

2 2

3 5

4 7

5 17

6 30

FIGURE 8-2: 
A scatterplot 
showing the 

spread of a secret 
over a six-day 

period.
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To figure this out, look at the correlation coefficient between x and y, which is 
found in Figure 8-2 to be 0.906 (see Chapter 5 for more on correlation). You can 
interpret this correlation as a strong, positive (uphill) linear relationship between 
x and y. However, in this case, the correlation is misleading because the scatter-
plot appears to be curved.

If the correlation looks good (close to +1 or –1), don’t stop there. As with any 
regression analysis, it’s very important to take into account both the scatterplot 
and the correlation when making a decision about how well the model being con-
sidered would fit the data. The contradiction in this example between the scat-
terplot and the correlation is a red flag that a straight-line model isn’t the best 
idea.

The correlation coefficient measures only the strength and direction of the linear 
relationship between x and y (see Chapter 5). However, you may run into situa-
tions (like the one shown in Figure 8-2) where a correlation is strong, yet the 
scatterplot shows a curve would fit better. Don’t rely solely on either the scatter-
plot or the correlation coefficient alone to make your decision about whether to go 
ahead and fit a straight line to your data.

The bottom line here is that fitting a line to data that appear to have a curved pat-
tern isn’t the way to go. Instead, explore models that have curved patterns 
themselves.

The following sections address two major types of nonlinear (or curved) models 
that are used to model curved data: polynomials (that are not straight lines — that 
is, curves like quadratics or cubics), and exponential models (that start out small 
and quickly increase, or the other way around). Because the pattern of the data in 
Figure 8-2 starts low and bends upward, the correct model to fit this data is an 
exponential regression model. (This model is also appropriate for data that start 
out high and bend down low.)

Handling Curves in the Road  
with Polynomials

One major family of nonlinear models is the polynomial family. You use these 
models when a polynomial function (beyond a straight line) best describes the 
curve in the data. (For example, the data may follow the shape of a parabola, 
which is a second-degree polynomial.) You typically use polynomial models when 
the data follow a pattern of curves going up and down a certain number of times.
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For example, suppose a doctor examines the occurrence of heart problems in 
patients as it relates to their blood pressure. The doctor finds that patients with 
very low or very high blood pressure had a higher occurrence of problems, while 
patients whose blood pressure fell in the middle, constituting the normal range, 
had fewer problems. This pattern of data has a U-shape, and a parabola would fit 
this data well.

In this section, you see what a polynomial regression model is, how you can search 
for a good-fitting polynomial for your data, and how you can assess polynomial 
models.

Bringing back polynomials
You may recall from algebra that a polynomial is a sum of x terms raised to a vari-
ety of powers, and each x is preceded by a constant called the coefficient of that 
term. For example, the model y x x x2 3 62 3 is a polynomial. The general form 
for a polynomial regression model is y x x x xk

k
0 1

1
2

2
3

3
 . Here, 

k represents the total number of terms in the model. The ε represents the error 
that occurs simply due to chance. (Not a bad kind of error, just random fluctua-
tions from a perfect model.)

Here are a few of the more common polynomials you run across when analyzing 
data and fitting models. Remember, the simplest model that fits is the one you use 
(don’t try to be a hero in statistics — save that for Batman and Robin). The models 
I discuss in this book are some of your old favorites from algebra: second-, third-, 
and fourth-degree polynomials.

 » Second-degree (or quadratic) polynomial: This model is called a second-
degree (or quadratic) polynomial, because the largest exponent is 2. An 
example model is y x x2 3 2. A second-degree polynomial forms a  
parabola shape — either an upside-down or right-side-up bowl; it changes 
direction one time (see Figure 8-3).

 » Third-degree polynomial: This model has 3 as the highest power of x. 
It typically has a sideways S-shape, changing directions two times (see 
Figure 8-4).

 » Fourth-degree polynomial: Fourth-degree polynomials involve x4. They 
typically change directions in curvature three times to look like the letter W 
or the letter M, depending on whether they’re upside down or right-side up 
(see Figure 8-5).
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In general, if the largest exponent on the polynomial is n, the number of curve 
changes in the graph is typically n 1. For more information on graphs of polyno-
mials, refer to your algebra textbook or Algebra For Dummies, by Mary Jane Sterling 
(Wiley).

FIGURE 8-3: 
Example of a 

second-degree 
polynomial.

FIGURE 8-4: 
Example of a 
third-degree 
polynomial.
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The nonlinear models in this chapter involve only one explanatory variable, x. You 
can include more explanatory variables in a nonlinear regression, raising each 
separate variable to a power, but those models are beyond the scope of this book. 
I give you information on basic multiple regression models in Chapter 6.

Searching for the best polynomial model
When fitting a polynomial regression model to your data, you always start with a 
scatterplot so you can look for patterns; the scatterplot will give you some idea of 
the type of model that may work. Always start with the simplest model possible 
and work your way up as needed. Don’t plunge in with a high-order polynomial 
regression model right off the bat. Here are a couple of reasons why:

 » High-order polynomials are hard to interpret, and their models are 
complex. For example, with a straight line, you can interpret the values of  
the y-intercept and slope easily, but interpreting a tenth-degree polynomial  
is difficult (and that’s putting it mildly).

 » High-order polynomials tend to cause overfitting. If you’re fitting the 
model as close as you can to every single point in a data set, your model  
may not hold for a new data set, meaning that your estimates for y could be 
way off.

FIGURE 8-5: 
Example of a 

fourth-degree 
polynomial.
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To fit a polynomial to a data set in Minitab, go to Stat>Regression>Fitted Line Plot 
and click on the type of regression model you want: linear, quadratic, or cubic.  
(It doesn’t go beyond a third-degree polynomial, but these options should cover 
90 percent of the cases where a polynomial is appropriate.) Click on the Response 
(y) box, then click on the y variable from the left-hand box, and click Select. This 
variable will appear in the Response (y) box. Click on the x variable from the left-
hand box, and click Select; it will appear in the Predictor (x) box. Click OK. (Note: 
If you want to do a more complicated or higher-order nonlinear equation, you can 
click on Regression>Nonlinear regression and type your equation into the box. For 
more details, look in Minitab Help.)

Following are steps that you can use to see if a polynomial fits your data.  
(Statistical software can jump in and fit the models for you after you tell it which 
ones to fit.)

1. Make a scatterplot of your data, and look for any patterns, such as a 
straight line or a curve.

2. If the data resemble a straight line, try to fit a first-degree polynomial 
(straight line) to the data first: y b b x0 1 .

If the scatterplot doesn’t show a linear pattern, or if the correlation isn’t close to 
+1 or –1, move to Step 3.

3. If the data resemble the shape of a parabola, try to fit a second-degree 
polynomial: y b b x b x0 1 2

2.

If the data fit the model well, stop here and refer to the later section, “Assessing 
the fit of a polynomial model.” If the model still doesn’t fit well, move to Step 4.

4. If you see curvature that’s more complex than a parabola, try to fit a 
third-degree polynomial: y b b x b x b x0 1 2

2
3

3.

If the data fit the model well, stop here and refer to the later section, “Assessing 
the fit of a polynomial model.” If the model still doesn’t fit well, move to Step 5.

5. Continue trying to fit higher-order polynomials until you find one that 
fits or until the order of the polynomial (largest exponent) simply gets 
too large to find a reliable pattern.

How large is too large? Typically, if you can’t fit the data by the time the degree 
of the polynomial reaches three, then perhaps a different type of model would 
work better. Or you may determine that you observe too much scatter and 
haphazard behavior in the data to try to fit any model.

Minitab can do each of these steps for you up to degree three (that’s step 4); from 
there, you need a more sophisticated statistical software program, such as SAS or 
SPSS, or you can use the Regression>Nonlinear regression feature in Minitab. 
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However, most of the models you need to fit go up to the second- or third-degree 
polynomials.

Using a second-degree polynomial  
to pass the quiz
The first step in fitting a polynomial model is to graph the data in a scatterplot 
and see whether the data fall into a particular pattern. Many different types of 
polynomials exist to fit data that have a curved type of pattern. One of the most 
common patterns found in curved data is the quadratic pattern, or second-degree 
polynomial, which goes up and comes back down, or goes down and comes back 
up, as the x values move from left to right (see Figure 8-3). The second-degree 
polynomial is the simplest and most commonly used polynomial beyond the 
straight line, so it deserves special consideration. (After you master the funda-
mentals of second-degree polynomials, you can apply them to polynomials with 
higher powers.)

Suppose 20 students take a statistics quiz. You record the quiz scores (which have 
a maximum score of ten) and the number of hours students report studying for 
the quiz. You can see the results in Figure 8-6.

Looking at Figure 8-6, it appears that three camps of students are in this class. 
Camp 1, on the left end of the x-axis, understood the stuff (as reflected in their 
higher scores) and hardly had to study at all (you can see that their study time on 
the x-axis is low). Camp 3 also did very well on the quiz (as indicated by their high 

FIGURE 8-6: 
Scatterplot 

showing study 
time and quiz 

scores.
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quiz scores) but had to study a great deal to get those grades (as shown on the 
far-right end of the x-axis). The students in the middle, Camp 2, didn’t seem to 
fare well.

All in all, based on the scatterplot, it does appear that study time may explain quiz 
scores on some level in a way indicative of a second-degree polynomial. So a qua-
dratic regression model may fit this data.

Suppose a data analyst (not you!) doesn’t know about polynomial regression and 
just tries to fit a straight line to the quiz-score data. In Figure 8-7, you can see the 
data and the straight line that the analyst tried to fit to the data. The correlation 
as shown in the figure is –0.033, which is basically zero. This correlation means 
that no linear relationship lies between x and y. It doesn’t mean that no relation-
ship is present at all, just that it’s not a linear relationship (see Chapter 5 for more 
on linear relationships). So trying to fit a straight line here was indeed a bad idea.

After you know that a quadratic polynomial seems to be a good fit for the data, the 
next challenge is finding the equation for that particular parabola that fits the 
data from among all the possible parabolas out there.

Remember from algebra that the general equation of a parabola is y ax bx c2 .  
Now you have to find the values of a, b, and c that create the best-fitting parabola 
to the data (just like you find the a and the b that create the best-fitting line to 
data in a linear regression model). That’s the object of any regression analysis.

FIGURE 8-7: 
Trying to fit a 

straight line to 
quadratic data.
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Suppose that you fit a quadratic regression model to the quiz-score data  
by using Minitab (see the Minitab output in Figure  8-8 and the instructions  
for using Minitab to fit this model in the previous section). On the top line of  
the output, you can see that the equation of the best-fitting parabola is 
quiz score study time study time1.009 82 6 15 2. . ( ) ( ) . (Note that y is quiz 
score and x is study time in this example because you’re using study time to pre-
dict quiz score.)

The scatterplot of the quiz-score data and the parabola that was fit to the data via 
the regression model is shown in Figure 8-9. From algebra, you may remember 
that a positive coefficient on the quadratic term (here a 1 00. ) means the bowl is 
right-side up, which you can see is the case here.

Looking at Figure 8-9, it appears that the quadratic model fits this data pretty 
well, because the data fall close to the curve that Minitab found. However, data 
analysts can’t live by scatterplots alone, so the next section helps you figure out 
how to assess the fit of a polynomial model in more detail.

FIGURE 8-9: 
The parabola 
appears to fit  

the quiz-score 
data nicely.

FIGURE 8-8: 
Minitab output 

for fitting a 
parabola to the 
quiz-score data.
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Assessing the fit of a polynomial model
You make a scatterplot of your data, and you see a curved pattern. So you use pol-
ynomial regression to fit a model to the data; the model appears to fit well because 
the points follow closely to the curve Minitab found, but don’t stop there. To make 
sure your results can be generalized to the population from which your data was 
taken, you need to do a little more checking beyond just the graph to make sure 
your model fits well.

To assess the fit of any model beyond the usual suspect, a scatterplot of the data, 
you look at two additional items, typically in this order: the value of R2 adjusted 
and the residual plots.

All three assessments must agree before you can conclude that the model fits. If 
the three assessments don’t agree, you’ll likely have to use a different model to fit 
the data besides a polynomial model, or you’ll have to change the units of the data 
to help a polynomial model fit better. However, the latter fix is outside the scope 
of Stats II, and you probably won’t encounter that situation.

In the following sections, you take a deeper look at the value of R2 adjusted and the 
residual plots and figure out how you can use them to assess your model’s fit. (You 
can find more information on the scatterplot in the section, “Starting Out with 
Scatterplots,” earlier in this chapter.)

Examining R2 and R2 adjusted
Finding R2, the coefficient of determination (see Chapter 6 for full details), is like the 
day of reckoning for any model. You can find R2 on your regression output, listed 
as “R-Sq” in the Model Summary portion of the regression output just below 
where the regression equation appears. Figure 8-8 shows the Minitab output for 
the quiz-score data example; the value of R2 in this case is 91.7 percent.

The value of R2 tells you what percentage of the variation in the y-values the 
model can explain. To interpret this percentage, note R2 is the square of r, the cor-
relation coefficient (see Chapter 6). Because values of r beyond ± 0.80 are consid-
ered to be good, R2 values above 0.64 are also considered pretty good, especially 
for models with only one x variable.

You can consider values of R2 over 80 percent good, and values under 60 percent 
not so good. Those in between I’d consider so-so; they could be better. (This 
assessment is just my rule-of-thumb; opinions may vary a bit from one statisti-
cian to another.)
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However, you can find such a thing in statistics as too many variables spoiling the 
pot. Every time you add another x variable to a regression model, the value of R2 
automatically goes up, whether the variable really helps or not (this is just a 
mathematical fact). Right beside R2 on the computer output from any regression 
analysis is the value of R2 adjusted, which adjusts the value of R2 down a notch for 
each variable (and each power of each variable) entered into the model. You can’t 
just throw a ton of variables into a model whose tiny increments all add up to an 
acceptable R2 value without taking a hit for throwing everything in the model but 
the kitchen sink.

To be on the safe side, you should always use R2 adjusted to assess the fit of your 
model, rather than R2, especially if you have more than one x variable in your 
model (or more than one power of an x variable). The values of R2 and R2 adjusted 
are close if you have only a couple of different variables (or powers) in the model, 
but as the number of variables (or powers) increases, so does the gap between R2 
and R2 adjusted. In that case, R2 adjusted is the most fair and consistent coefficient 
to use to examine model fit.

In the quiz-score example analysis (shown in Figure 8-8), the value of R2 adjusted 
is 90.7 percent, which is still a very high value, meaning that the quadratic model 
fits this data very well. (See Chapter 7 for more on R2 and R2 adjusted.)

Checking the residuals
You’ve looked at the scatterplot of your data, and the value of R2 is high. What’s 
next? Now you examine how well the model fits each individual point in the data 
to make sure you can’t find any spots where the model is way off or places where 
you missed another underlying pattern in the data.

A residual is the amount of error, or leftover, that occurs when you fit a model to a 
data set. The residuals are the distances between the predicted values in the model 
and the observed values of the data themselves. For each observed y-value in the 
data set, you also have a predicted value from the model, typically called y-hat, 
denoted ŷ. The residual is the difference between the values of y and y-hat. Each 
y-value in the data set has a residual; you examine all the residuals together as a 
group, looking for patterns or unusually high values (indicating a big difference 
between the observed y and the predicted y at that point; see Chapter 5 for the full 
information on residuals and their plots).

In order for the model to fit well, the residuals need to meet two conditions:

 » The residuals are independent. The independence of residuals means that 
you don’t see any pattern as you plot the residuals. The residuals don’t affect 
each other and should be random.
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 » The residuals have a normal distribution centered at zero, and the 
standardized residuals follow suit. Having a normal distribution with mean 
zero means that most of the residuals should be centered around zero, with 
fewer of them occurring the farther from zero you get. You should observe 
about as many residuals above the zero line as below it. If the residuals are 
standardized, this means that as a group their standard deviation is 1; you 
should expect about 95 percent of them to lie between –2 and +2, following 
the 68-95-99.7% Rule (see your Stats I text).

You determine whether or not these two conditions are met for the residuals by 
using a series of four graphs called residual plots. Most statisticians prefer to 
standardize the residuals (meaning they convert them to Z-scores by subtracting 
their mean and dividing by their standard deviation) before looking at them, 
because then they can compare the residuals with values on a Z-distribution. If 
you also take this step, you can ask Minitab to give you a series of four standard-
ized residual plots with which to check the conditions. (See Chapter  5 for full 
details on standardized residuals and residual plots.)

Figure 8-10 shows the standardized residual plots for the quadratic model, using 
the quiz-score data from the previous sections. Looking at the figure, you should 
notice the following:

 » The upper-left plot shows that the standardized residuals resemble a normal 
distribution because your data and the normal distribution match up pretty 
well, point for point.

 » The upper-right plot shows that most of the standardized residuals fall 
between –2 and +2 (see Chapter 5 for more on standardized residuals).

 » The lower-left plot shows that the residuals bear some resemblance to a 
normal distribution.

 » The lower-right plot demonstrates how the residuals have no pattern. They 
appear to occur at random.

When taken together, all these plots suggest that the conditions on the residual 
are met to apply the selected quadratic regression model.

Making predictions
After you’ve found the model that fits well, you can use that model to make pre-
dictions for y given x: Simply plug in the desired x-value, and out comes your 
predicted value for y. (Make sure any values you plug in for x occur within the 
range of where data were collected; if not, you can’t guarantee the model will 
hold.)
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Returning to the quiz-score data from previous sections, can you use study time 
to predict quiz score by using a quadratic regression model? By looking at the 
scatterplot and the value of R2 adjusted (review Figures  8-8 and  8-9, respec-
tively), you can see that the quadratic regression model appears to fit the data 
well. (Isn’t it nice when you find something that fits?) The residual plots in Fig-
ure 8-10 indicate that the conditions seem to be met to fit this model; you can find 
no major patterns in the residuals, they appear to center at 1, and most of them 
stay within the normal boundaries of standardized residuals of –2 and +2.

Considering all this evidence together, study time does appear to have a quadratic 
relationship with quiz score in this case. You can now use the model to make esti-
mates of quiz score given study time. For example, because the model (shown in 
Figure 8-8) is y x x9 82 6 15 1 00 2. . . , if your study time is 5.5 hours, then your 
estimated quiz score is 9 82 6 15 5 5 1 00 5 5 9 82 33 83 30 25 6 252. . * . . * . . . . . .

This value makes sense according to what you see on the graph in Figure 8-6 if 
you look at the place where x 5 5. ; the y-values are in the vicinity of 6 to 7.

As with any regression model, you can’t estimate the value of y for x-values out-
side the range of where data was collected. If you try to do this, you commit a 
no-no called extrapolation. It refers to trying to make predictions beyond where 
your data allows you to. You can’t be sure that the model you fit to your data actu-
ally continues ad infinitum for any old value of x. In the quiz-score example (see 
Figure 8-6), you really can’t estimate quiz scores for study times higher than six 
hours using this model because the data don’t show anyone studying more than 

FIGURE 8-10: 
Standardized 

residual plots for 
the quiz-score 

data, using the 
quadratic model.
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six hours. The model likely levels off after six hours to a score of ten, indicating 
that studying more than six hours is overkill. (You didn’t hear that from me, 
though!)

Going Up? Going Down? Go Exponential!
Exponential models work well in situations where a y variable either increases or 
decreases exponentially over time. That means the y variable either starts out slow 
and then increases at a faster and faster rate or starts out high and decreases at a 
slower and slower rate.

Many processes in the real world behave like an exponential model: for example, 
the change in population size over time, average household incomes over time, 
the length of time a product lasts, or the level of patience one has as the number 
of statistics homework problems goes up.

In this section, you familiarize yourself with the exponential regression model 
and see how to use it to fit data that either rise or fall at an exponential rate. You 
also discover how to build and assess exponential regression models in order to 
make accurate predictions for a response variable y, using an explanatory vari-
able x.

Recollecting exponential models
Exponential models have the form y x. These models involve a constant, β, 
raised to higher and higher powers of x multiplied by a constant, α. The constant 
β represents the amount of curvature in the model. The constant α is a multiplier 
in front of the model that shows where the model crosses the y-axis because when 
x 0, y becomes 0 .

An exponential model generally looks like the upper part of a hyperbola (remem-
ber those from advanced algebra?). A hyperbola is a curve that crosses the y-axis 
at a point and curves downward toward zero or starts at some point and curves 
upward to infinity (see Figure 8-11 for examples). If β is greater than 1 in an expo-
nential model, the graph curves upward toward infinity. If β is less than 1, the 
graph curves downward toward zero. All exponential models stay above the x-axis.

For example, the model y x1 3*  is an exponential model. Here, suppose you make 
1, indicating that the model crosses the y-axis at 1 (because plugging x 0 into 

the equation gives you 1). You set the value of β equal to 3, indicating that you want 
a bit of curvature to this model. The y-values curve upward quickly from the point 
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(0, 1). For example, when x 1, you get 1 3 31* ; for x 2, you get 1 3 92* ; for 
x 3, you get 1 3 273* ; and so on. Figure  8-11a shows a graph of this model. 
Notice the huge scale needed on the y-axis when x is only 10.

Now suppose you let 1 and 0 5. . These values give you the model y x1 0 5* . . 
This model takes 0.5 (a fraction between 0 and 1) to higher and higher powers 
starting at 1 0 5 10

* . , which makes the y-values smaller and smaller, never reach-
ing zero but always getting closer. (For example, 0.5 to the second power is 0.25, 
which is less than 0.50, and 0.50 to the tenth power is 0.00098.) Figure 8-11b 
shows a graph of this model.

Searching for the best exponential model
Finding the best-fitting exponential model requires a bit of a twist compared to 
finding the best-fitting line by using simple linear regression (see Chapter  5). 
Because fitting a straight-line model is much easier than fitting an exponential 
model directly from data, you transform the data into something for which a line 
fits. Then you fit a straight-line model to that transformed data. Finally you undo 
the transformation, getting you back to an exponential model.

For the transformation, you use logarithms because they’re the inverse of expo-
nentials. But before you start sweating, don’t worry; these math gymnastics aren’t 
something you do by hand — the computer does most of the grunt work for you.

The exponential model looks like this (if you’re using base 10): y b b x10 0 1 ; note the 
equation of the line is in the exponent. Follow these steps for fitting an exponen-
tial model to your data and using it to make predictions:

The math magic used in these steps is courtesy of the definition of logarithm, 
which says logb

ya y b a. Suppose you have the equation log10 2 3y x.

FIGURE 8-11: 
The exponential 

regression model 
for different 
values of β.
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If you take ten to the power of each side, you get 10 1010 2 3log y x. By the definition 
of logarithm, the tens cancel out on the left side and you get y x102 3 . This model 
is exponential because x is in the exponent. You can take step two up another 
notch to include the general form of the straight-line model y xb b0 1 . Using 
the definition of logarithm on this line, you get log10 0 1 10 0 1y b b x yb b x .

1. Make a scatterplot of the data and see whether the data appear to have 
a curved pattern that resembles an exponential curve.

If the data follow an exponential curve, proceed to Step 2; otherwise, consider 
alternative models (such as multiple regression in Chapter 6).

Chapter 5 tells you how to make a scatterplot in Minitab. For more details on 
what shape to look for, refer to the previous section.

2. Use Minitab to fit a line to the log(y) data.

In Minitab, go to the regression model (curve fit) by clicking Stat>Regression> 
Fitted Line Plot and within that window clicking the Linear selection. Under the 
Options, select Logten of y. Then select Using scale of logten to give you the 
proper units for the graph.

Understanding the basic idea of what Minitab does during this step is impor-
tant; being able to calculate it by hand isn’t. Here’s what Minitab does:

1. Minitab applies the log (base 10) to the y-values. For example, if y is equal to 
100, log10100 equals 2 (because 10 to the second power equals 100). Note 
that if the y-values fell close to an exponential model before, the log(y) 
values will fall close to a straight-line model. This phenomenon occurs 
because the logarithm is the inverse of the exponential function, so they 
basically cancel each other out and leave you with a straight line.

2. Minitab fits a straight line to the log(y) values by using simple linear 
regression (see Chapter 5). The equation of the best-fitting straight line for 
the log(y) data is log( )y b b x0 1 . Minitab passes this model on to you in 
its output, and you take it from there.

3. Transform the model back to an exponential model by starting with the 
straight-line model, log( ) 0 1y b b x, that was fit to the log ( )10 y  data and 
then applying ten to the power of the left side of the equation and ten to the 
power of the right side.

By the definition of logarithm, you get y on the left side of the model and ten to 
the power of b b x0 1  on the right side. The resulting exponential model for y 
is y b b x10 0 1 .

4. Use the exponential model in Step 3 to make predictions for y (your 
original variable) by plugging your desired value of x into the model.

Only plug in values for x that are in the range of where the data are located.
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5. Assess the fit of the model by looking at the scatterplot of the log(y) data, 
checking out the value of R2 (adjusted) for the straight-line model for 
log(y), and checking the residual plots for the log(y) data.

The techniques and criteria you use to do this are the same as those I discuss 
in the previous section, “Assessing the fit of a polynomial model.”

If these steps seem dubious to you, stick with me. The example in the next section 
lets you see each step firsthand, which helps a great deal. In the end, actually 
finding predictions by using an exponential model is a lot easier to do than it is to 
explain.

Spreading secrets at an exponential rate
Often, the best way to figure something out is to see it in action. Using the secret-
spreading example from Figure  8-2, you can work through the series of steps 
from the preceding section to find the best-fitting exponential model and use it to 
make predictions.

Step one: Check the scatterplot
Your goal in Step 1 is to make a scatterplot of the secret-spreading data and deter-
mine whether the data resemble the curved function of an exponential model. 
Figure  8-2 shows the data for the spread of a number of people knowing the 
secret, as a function of the number of days. You can see that the number of people 
who know the secret starts out small, but then as more and more people tell more 
and more people, the number grows quickly until the secret isn’t a secret any-
more. This is a good situation for an exponential model, due to the amount of 
upward curvature in this graph.

Step two: Let Minitab do its thing to log(y)
In Step 2, you let Minitab find the best-fitting line to the log(y) data (see the  
section, “Searching for the best exponential model,” to find out how to do this in 
Minitab). The output for the analysis of the secret-spreading data is in Figure 8-12; 
you can see that the best-fitting line is log( ) . . *y x0 27 0 29 , where y is the 
number of people knowing the secret and x is the number of days.

Step three: Go exponential
After you have your Minitab output, you’re ready for Step 3. You transform the 
model log( ) . . *y x0 27 0 29  into a model for y by taking 10 to the power of the 
left-hand side and 10 to the power of the right-hand side. Transforming the log(y) 
equation for the secret-spreading data, you get y x10 27 29. . .
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FIGURE 8-12: 
Minitab fits a line 

to the log(y) for 
the secret-

spreading data.
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Step four: Make predictions
By using the exponential model from Step 3, you can move on to Step 4: making 
predictions for appropriate values of x (within the range of where data was col-
lected). Continuing to use the secret-spreading data, suppose you want to esti-
mate the number of people knowing the secret on day five (see Figure 8-2). Just 
plug x 5 into the exponential model to get y 10 10 15 140 27 0 29 5 1 21. . * . .  or about 
15 people. Looking back at Figure 8-2, you can see that this estimate falls right in 
line with the data on the graph.

Step five: Assess the fit of your exponential model
Now that you’ve found the best-fitting exponential model, you have the worst 
behind you. You’ve arrived at Step 5 and are ready to further assess the model fit 
(beyond the scatterplot of the original data) to make sure no major problems arise.

In general, to assess the fit of an exponential model, you’re really looking at the 
straight-line fit of log(y). Just use these three items (in any order) in the same 
way as described in the earlier section, “Assessing the fit of a polynomial model”:

 » Check the scatterplot of the log(y) data to see how well it resembles a 
straight line. You assess the fit of the log(y) for the secret-spreading data first 
through the scatterplot shown in Figure 8-13. The scatterplot shows that the 
model appears to fit the data well, because the points are scattered in a tight 
pattern around a straight line.

During this process, the data were also transformed. You started with x and  
y data, and now you have x and log(y) for your data. You see x, y, and log(y) for 
the secret-spreading data in Table 8-2.

TABLE 8-2	 Log(y) Values for the Secret-Spreading Data
x (Day) y (Number of People) log(y)

1 1 0.00

2 2 0.30

3 5 0.70

4 7 0.85

5 17 1.23

6 30 1.48
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 » Examine the value of R2 adjusted for the model of the best-fitting line for 
log(y), done by Minitab. The value of R2 adjusted for this model is found in 
Figure 8-13 to be 98.91 percent. This value also indicates a good fit because 
it’s very close to 100 percent. Therefore, 98.91 percent of the variation in the 
number of people knowing the secret is explained by how many days it has 
been since the secret-spreading started. (Makes sense.)

 » Look at the residual plots from the fit of a line to the log(y) data. The 
residual plots from this analysis (see Figure 8-14) show no major departures 
from the conditions that the errors are independent and have a normal 
distribution. Note that the histogram in the lower-left corner doesn’t look all 
that bell-shaped, but you don’t have a lot of data in this example, and the rest 
of the residual plots seem okay. So, you have little cause to really worry.

All in all, it appears that the secret’s out on the secret-spreading data, now that 
you have an exponential model that explains how it happens.

FIGURE 8-13: 
A scatterplot 

showing the fit of 
a straight line to 

log(y) data.
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FIGURE 8-14: 
Residual plots 

showing the fit of 
a straight line to 

log(y) data.
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Chapter 9
Yes, No, Maybe So: 
Making Predictions by 
Using Logistic Regression

Everyone (even yours truly) tries to make predictions about whether or not a 
certain event is going to happen. For example, what’s the chance it’s going 
to rain this weekend? What are your team’s chances of winning the next 

game? What’s the chance that I’ll have complications during this surgery? These 
predictions are often based on probability, the long-term likelihood that an event 
is expected to happen.

In the end, you want to estimate p, the probability of an event occurring. In this 
chapter, you see how to build and test models for p based on a set of explanatory (x)  
variables. This technique is called logistic regression, and in this chapter,  
I explain how to put it to use.

IN THIS CHAPTER

 » Knowing when logistic regression is 
appropriate

 » Building logistic regression models 
for yes or no data

 » Checking model conditions and 
making the right conclusions
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Understanding a Logistic  
Regression Model

In a logistic regression, you’re estimating the probability that an event occurs for 
a randomly selected individual versus the probability that the event doesn’t occur. 
In essence, you’re looking at yes or no data: yes, it occurred ( )probability p ; or 
no, it didn’t occur ( )probability 1 p . Yes or no data that come from a random 
sample have a binomial distribution with probability of success (the event occur-
ring) equal to p.

In the binomial problems you saw in Stats I (and reviewed in Chapter 3 of this 
book), you had a sample of size n trials, you had yes or no data, and you had a 
probability of success on each trial, denoted by p. In your Stats I course, for any 
binomial problem, the value of p was somehow given to be a certain value, like a 
fair coin has a probability p 0 50.  for coming up heads. But in Stats II, you operate 
under the much more realistic scenario that it doesn’t. In fact, because p isn’t 
known, your job is to estimate what it is and to use a model to do that.

To estimate p, the chance of an event occurring, you need data that come in the 
form of yes or no, indicating whether or not the event occurred for each individual 
in the data set.

Because yes or no data don’t have a normal distribution, which is a condition 
needed for other types of regression, you need a new type of regression model to 
do this job; that model is logistic regression.

How is logistic regression different  
from other regressions?
You use logistic regression when you use a quantitative variable to predict or guess 
the outcome of some categorical variable with only two outcomes (for example, 
using barometric pressure to predict whether or not it will rain). (You can also use 
categorical variables in logistic regression but that is outside the scope of this 
book.)

A logistic regression model ultimately gives you an estimate for p, the probability 
that a particular outcome will occur in a yes or no situation (for example, the 
chance that it will rain versus not). The estimate is based on information from one 
or more explanatory variables; you can call them x1, x2, x3,.  .  .xk. (For example, 
x1 humidity, x2 barometric pressure, x3 cloud cover,. . . and xk wind speed.)
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Because you’re trying to use one variable (x) to make a prediction for another 
variable (y), you may think about using regression — and you would be right. 
However, you have many types of regression to choose from, and you need to 
determine what kind is most appropriate here. You need the type of regression 
that uses a quantitative variable (x) to predict the outcome of some categorical 
variable (y) that has only two outcomes (yes or no).

So being the good Stats II student that you are, you go to your trusty list of statis-
tical techniques, and you look under regression — and immediately see more than 
one type. Do you use:

 » Simple linear regression? No, you use it when you have one quantitative 
variable predicting another (see Chapter 5).

 » Multiple regression? No, that method just expands simple linear regression 
to add more x variables (see Chapter 6).

 » Nonlinear regression? Well, no, that still works with two quantitative 
variables; it’s just that the data form a curve, not a line.

But then you come across logistic regression, and . . . eureka! You see that logistic 
regression handles situations where the x variable is numerical and the y variable 
is categorical with two possible categories. Just what you’re looking for!

Logistic regression, in essence, estimates the probability of y being in one cate-
gory or the other, based on the value of some quantitative variable, x. For example, 
suppose you want to predict a baby’s length based on sex. Because a baby’s sex at 
birth is a categorical variable, you use logistic regression to make these predic-
tions. Suppose a 1 indicates a male. Babies who receive a probability of more than 
0.5 of being male (based on their lengths) are predicted to be male, and babies 
who receive a probability of less than 0.5 of being male (based on their lengths) 
are predicted to be female.

In this chapter, I present only the case where you use one explanatory variable to 
predict the outcome. You can extend the ideas in exactly the same way as you can 
extend the simple linear regression model to a multiple regression model.

Using an S-curve to estimate probabilities
In a simple linear regression model, the general form of a straight line is y x0 1  
where y is a quantitative variable. In the logistic regression model, the y variable 
is categorical, not quantitative. What you’re estimating, however, is not which 
category the individual lies in, but rather what the probability is that the individ-
ual lies in a certain category. So, the model for logistic regression is based on 
estimating this probability, called p.
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If you were to estimate p using a simple linear regression model, you might think 
that you should try to fit a straight line, p x0 1 . However, it doesn’t make 
sense to use a straight line to estimate the probability of an event occurring based 
on another variable, due to the following reasons:

 » The estimated values of p can never be outside of [0, 1], which goes 
against the idea of a straight line (a straight line continues on in both 
directions).

 » It doesn’t make sense to force the values of p to increase in a linear way 
based on x. For example, an event may occur very frequently with a range of 
large values of x and very frequently with a range of small values of x, with 
very little chance of the event happening in an area in between. This type of 
model would have a “U” shape rather than a straight-line shape.

To come up with a more appropriate model for p, statisticians created a new func-
tion of p whose graph is called an S-curve. The S-curve is a function that involves 
p, but it also involves e (the natural logarithm) as well as a ratio of two functions.

The values of the S-curve always fit between 0 and 1, which allows the probability, 
p, to change from low to high or high to low, according to a curve that’s shaped 
like an S. The general form of the logistic regression model based on an S-curve 

is p e
e

x

x

0 1

0 11
.

Interpreting the coefficients of  
the logistic regression model
The sign on the parameter β1 tells you the direction of the S-curve. If β1 is positive, 
the S-curve goes from low to high (see Figure 9-1a); if β1 is negative, the S-curve 
goes from high to low (see Figure 9-1b).

FIGURE 9-1: 
Two basic types 

of S-curves.
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The magnitude of β1 (indicated by its absolute value) tells you how much curvature 
is in the model. High values indicate a steep curvature, and low values indicate a 
gradual curvature. The parameter β0 just shifts the S-curve to the proper location 
to fit your data. It shows you the cutoff point where x-values change from high to 
low probability and vice versa.

The logistic regression model in action
Often, the best way to figure something out is to see it in action. In this section, I 
give you an example of a situation where you can use a logistic regression model 
to estimate a probability. (I expand on this example later in this chapter; for now, 
I’m just setting up a scenario for logistic regression.)

Suppose movie marketers want to estimate the chance that someone will enjoy a 
certain family movie, and you believe age may have something to do with it. Trans-
lating this research question into x’s and y’s, the response variable (y) is whether 
or not a person will enjoy the movie, and the explanatory variable (x) is the per-
son’s age. You want to estimate p, the chance of someone enjoying the movie.

You collect data on a random sample of 40 people, shown in Table 9-1. Based on 
your data, it appears that younger people enjoyed the movie more than older peo-
ple and that at a certain age, the trend switches from liking the movie to disliking 
it. Armed with this data, you can build a logistic regression model to estimate  
p based on the person’s age.

TABLE 9-1	 Movie Enjoyment (Yes or No Data) Based on Age
Age Enjoyed the Movie Total Number Sampled

10 3 3

15 4 4

16 3 3

18 2 3

20 2 3

25 2 4

30 2 4

35 1 5

40 1 6

45 0 3

50 0 2
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Carrying Out a Logistic Regression Analysis
The basic idea of any model-fitting process is to look at all possible models you 
can have under the general format and find the one that fits your data best.

The general form of the best-fitting logistic regression model is p̂ e
e

b b x

b b x

0 1

0 11
, 

where p̂ is the estimate of p, b0 is the estimate of β0, and b1 is the estimate of β1 
(from the earlier section, “Using an S-curve to estimate probabilities”). The only 
values you have a choice about to form your particular model are the values of b0 
and b1. These values are the ones you’re trying to estimate through the logistic 
regression analysis.

To find the best-fitting logistic regression model for your data, complete the fol-
lowing steps:

1. Run a logistic regression analysis on the data you collected (see the next 
section).

2. Find the coefficients of the constant and x, where x is the name of your 
explanatory variable.

These coefficients are b0 and b1, the estimates of β0 and β1 in the logistic 
regression model.

3. Plug the coefficients from Step 1 into the logistic regression model:

p̂ e
e

b b x

b b x

0 1

0 11

This equation is your best-fitting logistic regression model for the data. Its 
graph is an S-curve (for more on the S-curve, see the section, “Using an S-curve 
to estimate probabilities,” earlier in this chapter).

In the sections that follow, you see how to ask Minitab to do these steps for you. 
You also see how to interpret the resulting computer output, find the equation of 
the best-fitting logistic regression model, and use that model to make predictions 
(being ever mindful that all conditions are met).

Running the analysis in Minitab
Here’s how to perform a logistic regression using Minitab (other statistical soft-
ware packages are similar):
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1. Input your data in the spreadsheet as a table that lists each value of 
the x variable in column one, the number of yeses for that value of x in 
column two, and the total number of trials at that x-value in column 
three.

These last two columns represent the outcome of the response variable y. 
(For an example of how to enter your data, see Table 9-1, which is based on 
the movie and age data.)

2. Go to Stat>Regression>Binary Logistic Regression>Fit Binary Logistic 
Model.

3. Select the pull-down menu at the top and choose Response in Event/Trial 
Format. In the Event Name box, type the name of what represents a yes in 
your data (for example, likes the movie).

4. For the number of events box, select your variable name from column 
two, and beside the number of trials box, select your variable name from 
column three.

5. Under Predictors, select your variable name from column one, because 
that’s the column containing the explanatory (x) variable in your model. 
In this case, the x variable is age, so it goes in the Continuous Predictors box.

6. Click OK. You get your logistic regression output.

When you fit a logistic regression model to your data, the computer output is 
composed of two major portions:

 » The model-building portion. In this part of the output, you can find the 
coefficients b0 and b1. (I describe coefficients in the next section.)

 » The model-fitting portion. You can see the results of a Chi-square goodness- 
of-fit test (see Chapter 16); large p-values mean the model fits. In addition, you 
see the percentage of concordant and discordant pairs in this section of the 
output. (A concordant pair means the predicted outcome from the model 
matches the observed outcome from the data. A discordant pair is one that 
doesn’t match.) Note: To see the concordant/discordant pairs, make sure the 
Measures of Association option is selected under the Results section of the 
original binary logistic regression screen.

In the case of the movie and age data, the model-building part of the Minitab out-
put is shown in Figure 9-2. The model-fitting part of the Minitab output from the 
logistic regression analysis is in Figure 9-4.

In the following sections, you see how to use this output to build the best-fitting 
logistic regression model for your data and to check the model’s fit.
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Finding the coefficients and  
making the model
After you have Minitab run a logistic regression analysis on your data, you can 
find the coefficients b0 and b1 and put them together to form the best-fitting 
logistic regression model for your data.

Figure 9-2 shows part of the Minitab output for the movie enjoyment and age 
data. (I discuss the remaining output in the section, “Checking the fit of the 
model.”) The first column of numbers is labeled Coef, which stands for the coef-
ficients in the model. The first coefficient, b0, is labeled Constant. The second 
coefficient is in the row labeled by your explanatory variable, x. (In the movie and 
age data, the explanatory variable is age. This age coefficient represents the value 
of b1 in the model.)

According to the Minitab output in Figure 9-2, the value of b0 is 4.87 and the value 
of b1 is –0.18. After you’ve determined the coefficients b0 and b1 from the Minitab 
output to find the best-fitting S-curve for your data, you put these two coeffi-

cients into the general logistic regression model: p̂ e
e

b b x

b b x

0 1

0 11
.

For the movie and age data, you get ˆ
. .

. .p e
e

x

x

4 87 0 18

4 87 0 181
, which is the best-fitting 

logistic regression model for this data set.

The graph of the best-fitting logistic regression model for the movie and age data 
is shown in Figure  9-3. Note that the graph is a downward-sloping S-curve 
because higher probabilities of liking the movie are affiliated with lower ages and 
lower probabilities are affiliated with higher ages.

The movie marketers now have the answer to their question. This movie has a 
higher chance of being well liked by kids (and the younger, the better) and a lower 
chance of being well liked by adults (and the older they are, the lower the chance 
of them liking the movie).

The point where the probability changes from high to low (that is, at the 
ˆ .p 0 50 mark) is between ages 25 and 30. That means that the tide of probability 
of liking the movie appears to turn from higher to lower in that age range. Using 
calculus terms, this point is called the saddle point of the S-curve, which is the 
point where the graph changes from concave up to concave down, or vice versa.

FIGURE 9-2: 
The model- 

building part of 
the movie and 

age data’s logistic 
regression 

output.
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Estimating p
You’ve determined the best-fitting logistic regression model for your data, 
obtained the values of b0 and b1 from the logistic regression analysis, and know 
the precise S-curve that fits your data best (check out the previous sections). 
You’re now ready to estimate p and make predictions about the probability that 
the event of interest will happen, given the value of the explanatory variable x.

To estimate p for a particular value of x, plug that value of x into your equation (the 
best-fitting logistic regression model) and simplify it by using your algebra skills. 
The number you get is the estimated chance of the event occurring for that value 
of x, and it should be a number between 0 and 1, being a probability and all.

Continuing with the movie and age example from the preceding sections, suppose 
you want to predict whether a 15-year-old would enjoy the movie. To estimate p, 

plug 15  in for x in the logistic regression model p̂ e
e

b b x

b b x

0 1

0 11
 to get  

ˆ .
.

.
. .

. .

.

.p e
e

e
e

4 87 0 18 15

4 87 0 18 15

2 17

2 171 1
8 76
9 76

0 90.

That answer means you estimate there’s a 90 percent chance that a 15-year-old 
will like the movie. You can see in Figure 9-3 that when x is 15, p is approximately 
0.90. On the other hand, if the person is 50 years old, the chance they’ll like this 

movie is ˆ
. .

. .p e
e

4 87 0 18 50

4 87 0 18 501
, or 0.02 (shown in Figure 9-3 for x 50), which is only 

a 2 percent chance.

FIGURE 9-3: 
The best-fitting 

S-curve for  
the movie and 

age data.
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Checking the fit of the model
The results you get from a logistic regression analysis, as with any other data 
analysis, are all subject to the model fitting appropriately.

To determine whether or not your logistic regression model fits, follow these 
steps (which I cover in more detail later in this section):

1. Locate the p-value of the goodness-of-fit test (found in the Goodness-of- 
Fit portion of the computer output; see Figure 9-4 for an example). If the 
p-value is larger than 0.05, you conclude that your model fits, and if the p-value 
is less than 0.05, you conclude that your model doesn’t fit.

2. Find the p-value for the b1 coefficient (it’s listed under P in the row for 
your column one (explanatory) variable in the model-building portion of 
the output; see Figure 9-2 for an example). If the p-value is less than 0.05, 
the x variable is statistically significant in the model, so it should be included.  
If the p-value is greater than or equal to 0.05, the x variable isn’t statistically 
significant and shouldn’t be included in the model.

3. Look later in the output at the percentage of concordant pairs. This 
percentage reflects the proportion of time that the data and the model actually 
agree with each other. The higher the percentage, the better the model fits.

The conclusion in Step 1 based on the p-value may seem backward to you, but 
here’s what’s happening: Chi-square goodness-of-fit tests measure the overall 
difference between what you expect to see via your model and what you actually 
observe in your data. (Chapter  16 gives you the lowdown on Chi-square tests.)  
The null hypothesis (Ho) for this test says you have a difference of zero between 
what you observed and what you expected from the model; that is, your model fits. 
The alternative hypothesis, denoted Ha, says that the model doesn’t fit. If you get 
a small p-value (under 0.05), you reject Ho and conclude the model doesn’t fit.  
If you get a larger p-value (above 0.05), you can stay with your model.

Failure to reject Ho here (having a large p-value) only means that you can’t say 
your model doesn’t fit the population from which the sample came. It doesn’t 
necessarily mean the model fits perfectly. Your data could be unrepresentative of 
the population just by chance.

Fitting the movie model
You’re ready to check out the fit of the movie data to make sure you still have a job 
when the box office totals come in.
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Step one: p-value for Chi-squared
Using Figure 9-4 to complete the first step of checking the model’s fit, you can see 
many different goodness-of-fit tests. The particulars of each of these tests are 
beyond the scope of this book; however, in this case (as with most cases), each test 
has only slightly different numerical results and the same conclusions.

All the p-values in column four of Figure 9-4 are over 0.80, which is much higher 
than the 0.05 you need to reject the model. After looking at the p-values, you can 
say that the model using age to predict movie likeability appears to fit this data.

Step two: p-value for the x variable
For step two, you look at the significance of the x variable age. Back in Figure 9-2, 
you can see the constant for age, –0.18, and farther along in its row, you can see 
that the Z-value is –3.52; this Z-value is the test statistic for testing Ho: 1 0 ver-
sus Ha: 1 0. The p-value is listed as 0.000, which means it’s smaller than 0.001 
(a highly significant number). So you know that the coefficient in front of x, also 
known as β1, is statistically significant (not equal to zero), and you should include 
x (age) in the model.

Step three: Concordant pairs
To complete step three of the fit-checking process, look at the percentage of con-
cordant pairs reported in Figure 9-4. This value shows the percentage of times the 
data actually agreed with the model (87.3). To determine concordance, the computer 
makes predictions as to whether the event should have occurred for each individual 
based on the model and compares those results to what actually happened.

The logistic regression model is for p, the probability of the event occurring, so if 
p is estimated to be > 0.50 for some value of x, the computer predicts that the 
event will occur (versus not occurring). If the estimated value of p is < 0.50 for a 
particular x-value, the computer predicts that it won’t occur.

FIGURE 9-4: 
The model-fitting 
part of the movie 

and age data’s 
logistic regression 

output.
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For the movie and age data, the percentage of concordant pairs (that is, the  
percentage of times the model made the right decision in predicting what would 
happen) is 87.3 percent, which is quite high.

The percentage of concordant pairs was obtained by taking the number of con-
cordant pairs and dividing by the total number of pairs. I’d start getting excited if 
the percentage of concordant pairs got over 75 percent; the higher, the better.

Figure 9-5 shows the logistic regression model for the movie and age data, with 
the actual values of the observed data added as circles. The S-curve shows the 
probability of liking the movie for each age level, and the computer will predict 
“1” = they will like the movie, if ˆ .p 0 50. Circles indicate whether the people of 
those age levels actually liked the movie ( )y 1  or not ( )y 0 .

Much of the time, the model made the right decision; probabilities above 0.50 are 
associated with more circles at the value of 1, and probabilities below 0.50 are 
associated with more circles at the value of 0 (zero). It’s the outcomes that have p 
near 0.50 that are hard to predict because the results can go either way.

All this evidence helps confirm that your model fits your data well. You can go 
ahead and make predictions based on this model for the next individual that 
comes up, whose outcome you don’t know (see the section, “Estimating p,” ear-
lier in this chapter).

FIGURE 9-5: 
Actual observed 
values (0 and 1) 

compared to  
the model.
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WHICH METHOD TO USE TO COMPARE? 
SORTING OUT SIMILAR SITUATIONS
Data come in a variety of forms, and each form has its own analysis to use to make 
comparisons. It can be difficult to decide which type of analysis to use when.

It may help to sort out some situations that sound similar but have subtle differences 
that lead to very different analyses. You can use the following list to compare these sub-
tle, but important, differences:

• If you want to compare three or more groups of numerical variables, use 
ANOVA (see Chapter 11). For only two groups, use a t-test (see Chapters 4 and 10).

• If you want to estimate one numerical variable based on another, use simple 
linear regression (see Chapter 5).

• If you want to estimate one numerical variable using many other numerical 
variables, use multiple regression (see Chapter 6).

• If you want to estimate a categorical variable with two categories by using a 
numerical variable, use logistic regression, which is the focus of this chapter, of 
course.

• If you want to compare two categorical variables to each other, head straight 
for a Chi-square test (see Chapter 15).
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Get the basics of analysis of variance (ANOVA).

Compare the means using multiple comparisons.

Work with two-way ANOVA.

Relate regression and ANOVA.
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Chapter 10
Testing Lots of Means? 
Come On Over to 
ANOVA!

One of the most commonly used statistical techniques at the Stats II level is 
analysis of variance (affectionately known as ANOVA). Because the name 
has the word variance in it, you may think that this technique has some-

thing to do with variance — and you would be right. Analysis of variance is all 
about examining the amount of variability in a y (response) variable and trying to 
understand where that variability is coming from.

One way you can use ANOVA is to compare several populations regarding some 
quantitative variable, y. The populations you want to compare constitute different 
groups (denoted by an x variable), such as political affiliations, age groups, or dif-
ferent brands of a product. ANOVA is also particularly suitable for situations 
involving an experiment in which you apply certain treatments (x) to subjects and 
measure a response (y).

In this chapter, you start with the t-test for two population means, the precursor 
to ANOVA. Then you move on to the basic concepts of ANOVA to compare more 
than two means: sums of squares, the F-test, and the ANOVA table. You apply 

IN THIS CHAPTER

 » Extending the t-test for comparing 
two means by using ANOVA

 » Utilizing the ANOVA process

 » Carrying out an F-test

 » Navigating the ANOVA table
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these basics to the one-factor or one-way ANOVA, where you compare the responses 
based only on one treatment variable. (In Chapter 12, you can see the basics applied 
to a two-way ANOVA, which has two treatment variables.)

Comparing Two Means with a t-Test
The two-sample t-test is designed to test whether two population means are dif-
ferent. The conditions for the two-sample t-test are as follows:

 » The two populations are independent. In other words, their outcomes don’t 
affect each other. (And the observations within each sample are indepen-
dent as well.)

 » The response variable (y) is a quantitative variable, meaning its values have 
numerical meaning and represent quantities of some kind.

 » The y-values for each population have a normal distribution. However, their 
means may be different; that’s what the t-test determines.

 » The variances of the two normal distributions are equal.

For large sample sizes when you know the variances, you use a Z-test for the two 
population means. However, a t-test allows you to test two population means 
when the variances are unknown or the sample sizes are small. This occurs quite 
often in situations where an experiment is performed and the number of subjects 
is limited. (See your Stats I text or Statistics For Dummies, 2nd Edition [Wiley] for 
information on the Z-test.)

Although you’ve seen t-tests before in your Stats I class, it may be good to review the 
main ideas. The t-test tests the hypotheses Ho: 1 2 versus Ha: μ1 is <, >, or 2,  
where the situation dictates which of these hypotheses you use. (Note: With ANOVA, 
you extend this idea to k different means from k different populations, and the only 
version of Ha of interest is ≠.)

To conduct the two-sample t-test, you collect two data sets from the two popula-
tions, using two independent samples. To form the test statistic (the t-statistic), 
you subtract the two sample means and divide by the standard error (a combination 
of the two standard deviations from the two samples and their sample sizes). You 
compare the t-statistic to the t-distribution with n n1 2 2 degrees of freedom 
and find the p-value. If the p-value is less than the predetermined α level, say 
0.05, you have enough evidence to say the population means are different. (For 
information on hypothesis tests, see Chapter 4.)
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For example, suppose you’re at a watermelon seed-spitting contest where con-
testants each put watermelon seeds in their mouths and spit them as far as they 
can. Results are measured in inches and are treated with the reverence of the 
shot-put results at the Olympics. You want to compare the watermelon seed-
spitting distances of female and male adults. Your data set includes ten people 
from each group.

You can see the results of the t-test in Figure 10-1. The mean spitting distance for 
females was 47.8 inches; the mean for males was 56.5 inches; and the difference 
(females – males) is –8.71 inches, meaning the females in the sample spit seeds 
at shorter distances, on average, than the males. The t-statistic for the difference 
in the two means (females – males) is t 2 23. , which has a p-value of 0.039 (see 
the last line of the output in Figure 10-1). At a level of 0 05. , this difference is 
significant (because 0 039 0 05. . ). You conclude that males and females differ with 
respect to their mean watermelon seed-spitting distance. And you can say males 
are likely spitting farther because their sample mean was higher.

Evaluating More Means with ANOVA
When you can compare two independent populations inside and out, at some 
point two populations will not be enough. Suppose you want to compare more 
than two populations regarding some response variable (y). This idea kicks the 
t-test up a notch into the territory of ANOVA. The ANOVA procedure is built around 
a hypothesis test called the F-test, which compares how much the groups differ 
from each other compared to how much variability is within each group. In this 
section, I set up an example of when to use ANOVA and show you the steps involved 
in the ANOVA process. You can then apply the ANOVA steps to the following exam-
ple throughout the rest of the chapter.

FIGURE 10-1: 
A t-test  

comparing mean 
watermelon 

seed-spitting 
distances for 

females versus 
males.
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Spitting seeds: A situation just  
waiting for ANOVA
Before you can jump into using ANOVA, you must figure out what question you 
want answered and collect the necessary data.

Suppose you want to compare the watermelon seed-spitting distances for four 
different age groups: 6–8 years old, 9–11, 12–14, and 15–17. The hypotheses for 
this example are Ho: 1 2 3 4 versus Ha: At least two of these means are 
different, where the population means μ represent those from the age groups, 
respectively.

Over the years that this contest was held, you’ve collected data on more than 200 
children from each age group, so you have some prior ideas about what the dis-
tances typically look like. This year, you have 20 entrants, 5 in each age group. You 
can see the data from this year, in inches, in Table 10-1.

Do you see a difference in distances for these age groups based on this data? If you 
were to just combine all the data, you would see quite a bit of difference (the range 
of the combined data goes from 38 inches to 47 inches). And you may suspect that 
older kids can spit farther.

Perhaps accounting for which age group each contestant is in does explain at least 
some of what’s going on. But don’t stop there. The next section walks you through 
the official steps you need to perform to answer your question.

TABLE 10-1	 Watermelon Seed-Spitting Distances for Four Age  
Groups of Children (Measured in Inches)

6–8 Years 9–11 Years 12–14 Years 15–17 Years

38 38 44 44

39 39 43 47

42 40 40 45

40 44 44 45

41 43 45 46
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Walking through the steps of ANOVA
You’ve decided on the quantitative response variable (y) you want to compare for 
your k various population (or treatment) means, and you’ve collected a random 
sample of data from each population (refer to the preceding section). Now you’re 
ready to conduct ANOVA on your data to see whether the population means are 
different for your response variable, y.

The characteristic that distinguishes these populations is called the treatment 
variable, x. Statisticians use the word treatment in this context because one of the 
biggest uses of ANOVA is for designed experiments where subjects are randomly 
assigned to treatments, and the responses are compared for the various treatment 
groups. So statisticians often use the word treatment even when the study isn’t an 
experiment and they’re comparing regular populations. Hey, don’t blame me! I’m 
just following the proper statistical terminology.

Here are the general steps in a one-way ANOVA:

1. Check the ANOVA conditions, using the data collected from each of  
the k populations.

See the next section, “Checking the Conditions,” for the specifics on these 
conditions.

2. Set up the hypotheses Ho: 1 2  k versus Ha: At least two of the 
population means are different.

Another way to state your alternative hypothesis is by saying Ha: At least two of 
μ1, μ2, . . . μk are different.

3. Collect data from k random samples, one from each population.

4. Conduct an F-test on the data from Step 3, using the hypotheses from 
Step 2, and find the p-value.

See the section, “Doing the F-Test,” later in this chapter for these instructions.

5. Make your conclusions.

If you reject Ho (when your p-value is less than 0.05 or your predetermined α 
level), you conclude that at least two of the population means are different; 
otherwise, you conclude that you didn’t have enough evidence to reject Ho  
(you can’t say the means are different).

If these steps seem like a foreign language to you, don’t worry — I describe each 
in detail in the sections that follow.
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Checking the Conditions
Step 1 of ANOVA involves checking to be sure all necessary conditions are met 
before diving into the data analysis. The conditions for using ANOVA are just an 
extension of the conditions for a t-test (see the section, “Comparing Two Means 
with a t-Test”). The following conditions all need to hold in order to conduct 
ANOVA:

 » The k populations are independent. In other words, their outcomes don’t 
affect each other. (And the observations within each sample are indepen-
dent also.)

 » The k populations each have a normal distribution.

 » The variances of the k normal distributions are equal.

Verifying independence
To check the first condition, examine how the data were collected from each of the 
separate populations. In order to maintain independence, the outcomes from one 
population can’t affect the outcomes of the other populations. If the data have 
been collected by using a separate random sample from each population (random 
here meaning that each individual in the population had an equal chance of being 
selected), this factor ensures independence at the strongest level.

In the watermelon seed-spitting data (see Table 10-1), the data aren’t randomly 
sampled from each age group because the data represent everyone who partici-
pated in the contest. But, you can argue that in most cases, the seed-spitting 
distances from one age group don’t affect the seed-spitting distances from the 
other age groups, so the independence assumption is relatively okay.

Looking for what’s normal
The second ANOVA condition is that each of the k populations has a normal distri-
bution. To check this condition, make a separate histogram of the data from each 
group and see whether it resembles a normal distribution. Data from a normal 
distribution should look symmetric (in other words, if you split the histogram 
down the middle, it looks the same on each side) and have a bell shape. Don’t 
expect the data in each histogram to follow a normal distribution exactly (remem-
ber, it’s only a sample), but it shouldn’t be extremely different from a normal, 
bell-shaped distribution.
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Because the seed-spitting data contain only five children per age group, checking 
conditions can be iffy. But in this case, you have past years’ data for 200 children 
in each age group, so you can use that to check the conditions. The histograms and 
descriptive statistics of the seed-spitting data for the four age groups are shown 
in Figure 10-2, all in one panel, so you can easily compare them to each other on 
the same scale.

Looking at the four histograms in Figure 10-2, you can see that each graph resem-
bles a bell shape; the normality condition isn’t being severely violated here. (Red 
flags should come up if you see two peaks in the data, a skewed shape where the 
peak is off to one side, or a flat histogram, for example.)

You can use Minitab to make histograms for each of your samples and have all of 
them appear on one large panel, all using the same scale. To do this, go to 
Graph>Histogram and click OK.  Choose the variables that represent data  
from each sample by highlighting them in the left-hand box and clicking Select. 

FIGURE 10-2: 
Checking ANOVA 

conditions by 
using histograms 

and descriptive 
statistics.
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Then click on Multiple Graphs, and a new window opens. Under the Show Graph 
Variables option, check the box that says, “In separate panels of the same graph.” 
On the Same Scales for Graphs option, check the box for x and the box for y. This 
option gives you the same scale on both the x and y axes for all the histograms. 
Then click OK. The descriptive statistics come from a separate analysis (Stat>Basic 
Statistics>Display Descriptive Statistics).

Taking note of spread
The third condition for ANOVA is that the variance in each of the k populations is 
the same; statisticians call this the equal variance condition. You have two ways to 
check this condition on your data:

 » Calculate each of the variances from each sample and see how they compare.

 » Create one graph showing all the boxplots of each sample sitting side by side. 
This type of graph is called a side-by-side boxplot. (See your Stats I text or my 
book, Statistics For Dummies, 2nd Edition [Wiley], for more information on 
boxplots.)

If one or more of the calculated variances is significantly different from the oth-
ers, the equal variance condition is not likely to be met. What does significantly 
different mean? A hypothesis test for equal variances is the statistical tool used to 
handle this question; however, it falls outside the scope of most Stats II courses, 
so for now you can make a judgment call. I always say that if the differences in the 
calculated variances are enough for you to write home about (say, they differ by 10 
percent or more), then the equal variance condition is likely not to be met.

Similarly, if the lengths of one or more of the side-by-side boxplots look different 
enough for you to write home about, the equal variance condition is not likely to 
be met. (But listen, if you really do write home about any of your statistical issues, 
you may want to spice up your life a bit.)

The length of the box portion of a boxplot is called the interquartile range. You cal-
culate it by taking the third quartile (the 75th percentile) minus the first quartile 
(the 25th percentile.) See your Stats I text or Statistics For Dummies, 2nd Edition for 
more information.

Table 10-2 shows an example of four small data sets, with each of their calculated 
variances shown in the last row. Note that the variance of Data Set 4 is signifi-
cantly smaller than for the others. In this case, it’s safe to say that the equal var-
iance condition is not met.
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Figure 10-3 shows the side-by-side boxplots for these same four data sets. You 
see that the boxplot for Data Set 4 has an interquartile range (length of the box) 
that’s significantly smaller than the others. I calculated the actual interquartile 
ranges for these four data sets; they’re 5.50, 5.75, 6.00, and 2.50, respectively. 
These findings confirm the conclusion that the equal variance condition is not 
met, due to group 4’s much smaller variability.

To find descriptive statistics (including the variance and interquartile range) for 
each sample, go to Stat>Basic Statistics>Display Descriptive Statistics. Click on 
each variable in the left-hand box for which you want the descriptive statistics, and 
click Select. Click on the Statistics option; a new window appears with tons of dif-
ferent types of statistics. Click on the ones you want and click off the ones you don’t 
want. Click OK. Then click OK again. Your descriptive statistics are calculated.

To find side-by-side boxplots in Minitab, go to Graph>Boxplot. A window appears. 
Click on the picture for Multiple Y’s, Simple, and then click OK.  Highlight the 
variables from the left-hand side that you want to compare, and click Select. Then 
click OK.

TABLE 10-2	 Comparing Variances of Four Data Sets to  
Check the Equal Variance Condition

Data Set 1 Data Set 2 Data Set 3 Data Set 4

1 32 4 3

2 24 3 4

3 27 5 5

4 32 10 5

5 31 7 6

6 28 4 6

7 30 8 7

8 26 12 7

9 31 9 8

10 24 10 9

Variance 9.167 Variance 9.833 Variance 9.511 Variance 3.333
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Note that you don’t need the sample sizes in each group to be equal to carry out 
ANOVA; however, in Stats II, you’ll typically see what statisticians call a balanced 
design, where each sample from each population has the same sample size.  
(As I explain in Chapter 4, for more precision in your data, the larger the sample 
sizes, the better.)

For the seed-spitting data, the variances for each age group are listed in  
Figure 10-2. These variances are close enough to say the equal variance condition 
is met.

Setting Up the Hypotheses
Step 2 of ANOVA involves setting up the hypotheses to be tested. You’re testing to 
see if all the population means can be deemed equal to each other. The null 
hypothesis for ANOVA is that all the population means are equal. That is, Ho: 

1 2  k, where μ1 is the mean of the first population, μ2 is the mean of the 
second population, and so on until you reach μk (the mean of the kth population).

What appears in the alternative hypothesis (Ha) must be the opposite of what’s in 
the null hypothesis (Ho). What’s the opposite of having all k of the population’s 
means equal to each other? You may think the opposite is that they’re all different. 
But that’s not the case. In order to blow Ho wide open, all you need is for at least 
two of those means to not be equal. So, the alternative hypothesis, Ha, is that at 

FIGURE 10-3: 
Examining 

side-by-side 
boxplots to check 

the equal 
variance 

condition.
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least two of the population means are different from each other. That is, Ha: At 
least two of μ1, μ2, . . . μk are different.

Note that Ho and Ha for ANOVA are an extension of the hypotheses for a two-
sample t-test (which only compares two independent populations). And even 
though the alternative hypothesis in a t-test may be that one mean is greater 
than, less than, or not equal to the other, you don’t consider any alternative other 
than ≠ in ANOVA. (Statisticians use more in-depth models for the others. Aren’t 
you glad someone else is doing it?)

You only want to know whether or not the means are equal — at this stage of the 
game, anyway. After you reach the conclusion that Ho is rejected in ANOVA, you can 
proceed to figure out how the means are different, which ones are bigger than oth-
ers, and so on, using multiple comparisons. Those details appear in Chapter 11.

Doing the F-Test
Step 3 of ANOVA involves collecting the data, and it includes taking k random 
samples, one from each population. Step 4 of ANOVA involves doing the F-test on 
this data, which is the heart of the ANOVA procedure. This test is the actual 
hypothesis test of Ho: 1 2  k versus Ha: At least two of μ1, μ2, . . . μk are 
different.

You have to carry out three major steps in order to complete the F-test (Note: 
Don’t get these steps confused with the main ANOVA steps; consider the F-test a 
few steps within a step):

1. Break down the variance of y into different sums of squares.

2. Find the mean sums of squares.

3. Put the mean sums of squares together to form the F-statistic.

I describe each step of the F-test in detail and apply it to the example of compar-
ing watermelon seed-spitting distances (see Table  10-1) in the following 
sections.

Data analysts rely heavily on computer software to conduct each step of the F-test, 
and you can do the same. All computer software packages organize and summa-
rize the important information from the F-test into a table format for you.
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This table of results for ANOVA is called (what else?) the ANOVA table. Because the 
ANOVA table is a critical part of the entire ANOVA process, I start the following 
sections out by describing how to run ANOVA in Minitab to get the ANOVA table, 
and I continue to reference this section as I describe each step of the ANOVA 
process.

Running ANOVA in Minitab
In using Minitab to run ANOVA, you first have to enter the data from the k sam-
ples. You can enter the data in one of two ways:

 » As stacked data. You enter all the data into two columns. Column one 
includes the number indicating what sample the data value is from (1 to k), 
and column two includes the responses (y). To analyze this data, go to 
Stat>ANOVA>One-Way. In the pull-down menu, choose the option, “Response 
data are in one column for all factor levels.” Highlight the response (y) variable, 
and click Select. Highlight the factor (population) variable, and click Select. 
Then click OK.

 » As unstacked data. You enter (only) the y-values from the response (y)  
data into separate columns. That is, you include the y-values from sample 1  
in column one, the y-values from sample 2 in column two, and so on.  
You will have k columns of data. To analyze the data entered this way, go  
to Stat>ANOVA>One-Way. In the pull-down menu, choose the option, 
“Response data are in a separate column for each factor level.” Highlight the 
names of the columns where your response data are located. Then click OK.

I typically use the unstacked version of data entry just because I think it helps vis-
ualize the data. However, the choice is up to you, and the results come out the 
same no matter which method you choose, as long as you’re consistent.

Breaking down the variance  
into sums of squares
Step 1 of the F-test involves splitting up the variability in the y variable into por-
tions that define where the variability is coming from. Each portion of variability 
is called a sum of squares. The term analysis of variance is a great description for 
exactly how you conduct a test of k population means. With the overall goal of 
testing whether k population (or treatment) means are equal, you take a random 
sample from each of the k populations.
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You first put all the data together into one big group and measure how much total 
variability there is; this variability is called the sums of squares total, or SSTO. If the 
data are really diverse, SSTO is large. If the data are very similar, SSTO is small.

You can split the total variability in the combined data set (SSTO) into two parts:

 » SST. The variability between the groups, known as the sums of squares for 
treatment.

 » SSE. The variability within the groups, known as the sums of squares for error.

Splitting up the variability in your data results in one of the most important 
equalities in ANOVA:

SSTO SST SSE

The formula for SSTO is the numerator of the formula for s2, the variance of a 

single data set, so SSTO x xij
ji

2
, where i and j represent the jth value in the 

sample from the ith population and x  is the overall sample mean (the mean of the 
entire data set). So, in terms of ANOVA, SSTO is the total squared distance between 
the data values and their overall mean.

The formula for SST is n x xi i
i

2
, where ni is the size of the sample coming 

from the ith population and x  is the overall sample mean. SST represents the total 
squared distance between the means from each sample and the overall mean.

The formula for SSE is x xij i
ji

2
, where xij is the jth value in the sample from 

the ith population and xi  is the mean of the sample coming from the ith population. 
This formula represents the total squared distance between the values in each 
sample and their corresponding sample means. Using algebra, you can confirm 
(with some serious elbow grease) that SSTO SST SSE.

The Minitab output for the watermelon seed-spitting contest for the four age 
groups is shown in Figure 10-4. Under the Source column of the ANOVA table, you 
see Factor listed in row one. The factor variable (as described by Minitab) repre-
sents the treatment or population variable. In column three of the Factor row, you 
see the SST, which is equal to 89.75. In the Error row (row two), you locate the SSE 
in column three, which equals 56.80. In column three of the Total row (row three), 
you see the SSTO, which is 146.55. Using the values of SST, SSE, and SSTO from the 
Minitab output, you can verify that SST SSE SSTO.

Now you’re ready to use these sums of squares to complete the next step of the 
F-test.
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Locating those mean sums of squares
After you have the sums of squares for treatment, SST, and the sums of squares 
for error, SSE (see the preceding section for more on these), you want to compare 
them to see whether the variability in the y-values due to the model (SST) is large 
compared to the amount of error left over in the data after the groups have been 
accounted for (SSE). So you ultimately want a ratio that somehow compares SST 
to SSE.

To make this ratio form a statistic that they know how to work with (in this case, 
an F-statistic), statisticians decided to find the means of SST and SSE and work 
with that. Finding the mean sums of squares is the second step of the F-test, and 
the mean sums are as follows:

 » MST is the mean sums of squares for treatments, which measures the mean 
variability that occurs between the different treatments (the different samples 
in the data). What you’re looking for is the amount of variability in the data as 
you move from one sample to another. A great deal of variability between 
samples (treatments) may indicate that the populations are different as well.

You can find MST by taking SST and dividing by k 1 (where k is the number of 
treatments).

 » MSE is the mean sums of squares for error, which measures the mean within-
treatment variability. The within-treatment variability is the amount of variabil-
ity that you see within each sample itself, due to chance and/or other factors 
not included in the model.

You can find MSE by taking SSE and dividing by n k (where n is the total 
sample size and k is the number of treatments). The values of k 1 and n k 
are called the degrees of freedom (or DF) for SST and SSE, respectively.

Minitab calculates and posts the degrees of freedom for SST, SSE, MST, and MSE 
in the ANOVA table in columns two and four, respectively.

FIGURE 10-4: 
ANOVA Minitab 

output for the 
watermelon 

seed-spitting 
example.
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From the ANOVA table for the seed-spitting data in Figure 10-4, you can see that 
column two has the heading DF, which stands for degrees of freedom. You can 
find the degrees of freedom for SST in the Factor row (row two); this value is equal 
to k 1 4 1 3. The degrees of freedom for SSE is found to be n k 20 4 16. 
(Remember, you have four age groups and five children in each group for a total 
of n 20 data values.) The degrees of freedom for SSTO is n 1 20 1 19 (found 
in the Total row under DF). You can verify that the degrees of freedom 
for SSTO degrees of freedom for SST degrees of freedom for SSE.

The values of MST and MSE are shown in column four of Figure 10-4, with the 
heading MS. You can see the MST in the Factor row, which is 29.92. This value was 
calculated by taking SST 89 75.  and dividing it by degrees of freedom, 3. You can 
see MSE in the Error row, equal to 3.55. MSE is found by taking SSE 56 80.  and 
dividing it by its degrees of freedom, 16.

By finding the mean sums of squares, you’ve completed step two of the F-test, but 
don’t stop here! You need to continue to the next section in order to complete the 
process.

Figuring the F-statistic
The test statistic for the test of the equality of the k population means is F MST

MSE
.  

The result of this formula is called the F-statistic. The F-statistic has an  
F-distribution, which is equivalent to the square of a t-test (when the numerator 
degrees of freedom is 1; see more on this interesting connection between the  
t- and F-distributions in Chapter  12). All F-distributions start at zero and are 
skewed to the right. The degree of curvature and the height of the curvature of 
each F-distribution is reflected in two degrees of freedom, represented by k 1 
and n k. (These come from the denominators of MST and MSE, respectively, 
where n is the total sample size and k is the total number of treatments or popula-
tions.) A shorthand way of denoting the F-distribution for this test is F k n k( , )1 .

In the watermelon seed-spitting example, you’re comparing four means and have 
a sample size of five from each population. Figure 10-5 shows the corresponding 
F-distribution, which has degrees of freedom 4 1 3 and 20 4 16; in other 
words F(3, 16).

You can see the F-statistic on the Minitab ANOVA output (see Figure 10-4) in the 
Factor row, under the column indicated by F. For the seed-spitting example, the 
value of the F-statistic is 8.43. This number was found by taking MST 29 92.  
divided by MSE 3 55. . Now locate 8.43 on the F-distribution in Figure 10-5 to see 
where it stands in terms of its p-value. (Turns out it’s waaay out there; more on 
that in the next section.)
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Be sure not to exchange the order of the degrees of freedom for the F-distribution. 
The difference between F(3, 16) and F(16, 3) is a big one.

Making conclusions from ANOVA
If you’ve completed the F-test and found your F-statistic (Step 4 in the ANOVA 
process), you’re ready for Step 5 of ANOVA: making conclusions for your hypoth-
esis test of the k population means. If you haven’t already done so, you can  
compare the F-statistic to the corresponding F-distribution with ( , )k n k1   
degrees of freedom to see where it stands, and make a conclusion. You can make 
the conclusion in one of two ways: the p-value approach or the critical-value 
approach. The approach you use depends primarily on whether you have access to 
a computer, especially during exams. I describe these two approaches in the fol-
lowing sections.

Using the p-value approach
On Minitab ANOVA output (see Figure 10-4), the value of the F-statistic is located 
in the Factor row, under the column noted by F. The associated p-value for the 
F-test is located in the Factor row under the column headed by P. The p-value tells 
you whether or not you can reject H0.

 » If the p-value is less than your predetermined α (typically 0.05), reject Ho. 
You conclude that the k population means aren’t all equal and that at least 
two of them are different.

FIGURE 10-5: 
F-distribution 

with (3, 16) 
degrees of 

freedom.



CHAPTER 10  Testing Lots of Means? Come On Over to ANOVA!      185

 » If the p-value is greater than α, then you can’t reject Ho. You don’t have 
enough evidence in your data to say the k population means have any 
differences.

The F-statistic for comparing the mean watermelon seed-spitting distances for 
the four age groups is 8.43. The p-value as indicated in Figure 10-4 is 0.001. That 
means the results are highly statistically significant. You reject Ho and conclude 
that at least one pair of age groups differs in its mean watermelon seed-spitting 
distances. (You would hope that a 17-year-old could do a lot better than a 6-year- 
old, but maybe those 6-year-olds have a lot more spitting practice than 17-year- 
olds do.)

Using Figure 10-5, you see how the F-statistic of 8.43 stands on the F-distribution 
with ( , ) ( , )4 1 20 4 3 16   degrees of freedom. You can see that it’s way off to the 
right, out of sight. It makes sense that the p-value, which measures the probabil-
ity of being beyond that F-statistic, is 0.001.

Using critical values
If you’re in a situation where you don’t have access to a computer (as is still the 
case in many statistics courses today when it comes to taking exams), finding the 
exact p-value for the F-statistic isn’t possible using a table. You just choose  
the p-value of the F-statistic that’s closest to yours. However, if you do have 
access to a computer while doing homework or an exam, statistical software pack-
ages automatically calculate all p-values exactly, so you can see them on any 
computer output.

To approximate the p-value from your F-statistic in the event you don’t  
have a computer or computer output available, you find a cutoff value on the 
F-distribution with ( , )k n k1   degrees of freedom that draws a line in the sand 
between rejecting Ho and not rejecting Ho. This cutoff, also known as the critical 
value, is determined by your predetermined α (typically 0.05). You choose the crit-
ical value so that the area to its right on the F-distribution is equal to α.

F-distribution tables for other values of α are available in various statistics text-
books and on the web; however, 0 05.  is by far the most common α level used 
for the F-distribution and is sufficient for your purposes.

This table of values for the F-distribution is called the F-table, and students typi-
cally receive an F-table with their exams. For the seed-spitting example, the 
F-statistic has an F-distribution with degrees of freedom (3, 16), where 3 1k , 
and 16 n k. To find the critical value, consult an F-table (Table A-5  in the 
Appendix). Look up the degrees of freedom (3, 16), and you’ll find that the critical 
value is 3.2389 (or 3.24). Your F-statistic for the seed-spitting example is 8.43, 
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which is well beyond this critical value (you can see how 8.43 compares to 3.24 by 
looking at Figure 10-5). Your conclusion is to reject Ho at level α. At least two of 
the age groups differ on mean seed-spitting distances.

With the critical value approach, any F-statistic that lies beyond the critical value 
results in rejecting Ho, no matter how far from or close to the line it is. If your 
F-statistic is beyond the value found in the F-table you consult, then you reject Ho 
and say at least two of the treatments (or populations) have different means.

What’s next?
After you’ve rejected Ho in the F-test and concluded that not all the population 
means are the same, your next question may be, “Which ones are different?” You 
can answer that question by using a statistical technique called multiple compari-
sons. Statisticians use many different multiple comparison procedures to further 
explore the means themselves after the F-test has been rejected. I discuss and 
apply some of the more common multiple comparison techniques in Chapter 11.

Checking the Fit of the ANOVA Model
As with any other model, you must determine how well the ANOVA model fits 
before you can use its results with confidence. In the case of ANOVA, the model 
basically boils down to a treatment variable (also known as the population you’re 
in) plus an error term. To assess how well that model fits the data, see the values 
of R2 and R2 adjusted on the last line of the ANOVA output below the ANOVA table. 
For the seed-spitting data, you see those values at the bottom of Figure 10-4.

 » The value of R2 measures the percentage of the variability in the 
response variable (y) explained by the explanatory variable (x). In the 
case of ANOVA, the x variable is the factor due to treatment (where the 
treatment can represent a population being compared). A high value of R2 
(say, above 80 percent) means this model fits well.

 » The value of R2 adjusted, the preferred measure, takes R2 and adjusts it 
for the number of variables in the model. In the case of one-way ANOVA, 
you have only one variable, the factor due to treatment, so R2 and R2 adjusted 
won’t be very far apart. For more on R2 and R2 adjusted, see Chapter 6.

For the watermelon seed-spitting data, the value of R2 adjusted (as found in the 
last row of Figure 10-4) is only 53.97 percent. That means age group (shown to be 
statistically significant by the F-test; see the section, “Making conclusions from 
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ANOVA”) explains just over half of the variability in the watermelon seed-spitting 
distances. Because of that connection, you may find other variables you can exam-
ine in addition to age group, making an even better model for predicting how far 
those seeds will go.

As you see in Figure 10-1, the results of the t-test done to compare the spitting 
distances of males and females in the section, “Comparing Two Means with a 
t-Test,” show that males and females were significantly different on mean seed-
spitting distances ( . . )p-value 0 039 0 05 . So I would venture a guess that if you 
include gender as well as age group, thereby creating what statisticians call a two-
factor ANOVA (or two-way ANOVA), the resulting model would fit the data even 
better, resulting in higher values of R2 and R2 adjusted. (Chapter  12 walks you 
through the two-way ANOVA.)

UPFRONT REJECTION IS THE BEST POLICY 
FOR MOST REFUSAL LETTERS
Many medical and psychological studies use designed experiments to compare the 
responses of several different treatments, looking for differences. A designed experiment 
is a study in which subjects are randomly assigned to treatments (experimental condi-
tions) and their responses are recorded. The results are used to compare treatments to 
see which one(s) work best, which ones work equally well, and so on.

Ohio State University researchers conducted one such experiment using ANOVA to 
determine the most effective way to write a rejection letter. (Is there really a best way to 
say “no” to someone? Turns out the answer is “yes.”) The experiment tested three tradi-
tional principles of writing refusal letters:

• Using a buffer, which is a neutral or positive sentence that delays the negative 
information.

• Placing the reason before the refusal.

• Ending the letter on a positive note as a way of reselling the business.

Subjects were randomly assigned to treatments, and their responses to the rejection 
letters were compared (likely on some sort of scale such as 1 = very negative to 7 = very 
positive, with 4 being a neutral response).

You can analyze this scenario by using ANOVA because it compares three treatments 
(forms of the rejection letters) on some quantitative variable (response to the letter). 

(continued)
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You can argue that response to the letter isn’t a continuous variable; however, it has 
enough possible values that ANOVA isn’t unreasonable. The data were also shown to 
have a bell shape.

The null hypothesis would be Ho: Mean responses to the three types of rejection letters 
are equal versus Ha: At least two forms of the rejection letter resulted in different mean 
responses.

In the end, the researchers did find some significant results: the different ways the 
rejection letter was written affected the participants differently (so the F-test was 
rejected). Using multiple comparison procedures (see Chapter 11), you could go in and 
determine which forms of the rejection letters gave different responses and how the 
responses differed.

In case you have to write a rejection letter at some point, the researchers recommend 
the following guidelines:

• Don’t use buffers to begin negative messages.

• Give a reason for the refusal when it makes the sender’s boss look good.

• Present the negative positively but clearly; offer an alternative or compromise if 
possible.

• A positive ending isn’t necessary.

(continued)
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Chapter 11
Sorting Out the 
Means with Multiple 
Comparisons

Imagine this: You’re comparing the means of not two, but k independent popu-
lations, and you find out (using ANOVA; see Chapter 10) that you reject Ho: All 
the population means are equal, and you conclude Ha: At least two of the popu-

lation means are different. Now you gotta know — which of those populations are 
different? Answering this question requires a follow-up procedure to ANOVA 
called multiple comparisons, which makes sense because you want to compare the 
multiple means you have to see which ones are different.

In this chapter, you figure out when you need to use a multiple comparison pro-
cedure. Two of the most well-known multiple comparison procedures are Fisher’s 
LSD (least significant difference) and Tukey’s test. They can help you answer that 
burning question: So some of the means are different, but which ones? In this 
chapter, I also tell you about other comparison procedures that you may encounter 
or want to try.

Note: For those individuals who come up with new multiple comparison proce-
dures, the procedures are generally named after them. (It’s like having a star 
named after you, but less romantic and a whole lot more work.)

IN THIS CHAPTER

 » Knowing when and how to follow up 
ANOVA with multiple comparisons

 » Comparing two well-known multiple 
comparison procedures

 » Taking additional procedures into 
consideration
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Following Up after ANOVA
The main reason folks use ANOVA to analyze data is to find out whether there are 
any differences in a group of population means. Your null hypothesis is that there 
are no differences, and the alternative hypothesis is that there’s at least one dif-
ference somewhere between two of the means. (Note: It doesn’t say that all the 
means have to be different.)

If it’s established that at least two of the population means are different, then the 
next natural question is, “Okay, which ones are different?” Although this is a very 
simple-sounding question, it doesn’t have a simple answer. The concept of means 
being different can be interpreted in hundreds of ways. Is one larger than all the 
others? Are three pairs of them different from each other and the rest all the 
same? Statisticians have worked long and hard to come up with a wide range of 
choices of procedures to explore and find differences of all types in two or more 
population means. This family of procedures is called multiple comparisons.

This section starts off with an example in which the ANOVA procedure was used 
and Ho was rejected, leading you to the next step: multiple comparisons. You then 
get an overview of how and why multiple comparison procedures work.

Comparing cellphone minutes: An example
Suppose you want to compare the average number of cellphone minutes used per 
month for various age groups, where the age groups are defined as follows.

 » Group 1: 19 years old and under

 » Group 2: 20–39 years old

 » Group 3: 40–59 years old

 » Group 4: 60 years old and over

You collect data on a random sample of ten people from each group (where no one 
knows anyone else, to ensure independence), and you record the number of min-
utes each person used their cellphone in one month. The first ten lines of a hypo-
thetical data set are shown in Table 11-1.

The means and standard deviations of the sample data are shown in Figure 11-1, 
as well as confidence intervals for each of the population means separately (see 
Chapter  4 for information on confidence intervals). Looking at Figure  11-1, it 
appears that all four means are different, with the 19-and-under group heading 
the pack, 40- to 59-year-olds not far behind, and 20- to 39-year-olds and those 
over 60 bringing up the rear (in that order).
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Knowing that you can’t live by sample results alone, you decide that ANOVA is 
needed to see whether any differences that appear in the samples can be extended 
to the population (see Chapter  10). By using the ANOVA procedure, you test 
whether the average cell minutes used is the same across all groups. The results 
of the ANOVA, using the data from Table 11-1, are shown in Figure 11-2.

TABLE 11-1	 Cellphone Minutes Used in One Month
19 and Under (Group 1) 20–39 (Group 2) 40–59 (Group 3) 60 and Over (Group 4)

800 250 700 200

850 350 700 120

800 375 750 150

650 320 650 90

750 430 550 20

680 380 580 150

800 325 700 200

750 410 700 130

690 450 590 160

710 390 650 30

FIGURE 11-1: 
Basic statistics 

and confidence 
intervals for the 
cellphone data.

FIGURE 11-2: 
ANOVA results  
for comparing 

cellphone use for 
four age groups.
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Looking at Figure 11-2, the F-test for equality of all four population means has a 
p-value of 0.000, meaning it’s less than 0.001. That says at least two of these age 
groups have a significant difference in their cellphone use (see Chapter  10 for 
information on the F-test and its results).

Okay, so what’s your next question? You just found out that the average number 
of cellphone minutes used per month isn’t the same across these four groups. This 
doesn’t mean all four groups are different (see Chapter 10), but it does mean that 
at least two groups are significantly different in their cellphone use. So your ques-
tions are

 » Which groups are different?

 » How are they different?

Setting the stage for multiple  
comparison procedures
Determining which populations have differing means after the ANOVA F-test has 
been rejected involves a new data-analysis technique called multiple comparisons. 
The basic idea of multiple comparison procedures is to compare various means 
and report where and what the differences are. For example, you may conclude 
from a multiple comparison procedure that the first population had a mean that 
was statistically lower than the second population, but it was statistically higher 
than the mean of the third population.

There are myriad different multiple comparison procedures out there; how do you 
know which one you should use, and when? Two basic elements distinguish mul-
tiple comparison procedures from each other; I call them purpose and price.

 » Purpose. When you know that a group of means aren’t all equal, you zoom in 
to explore the relationships between them, depending on the purpose of your 
research. Maybe you just want to figure out which means are equivalent and 
which are not. Maybe you want to sort them into statistically equivalent 
groups from smallest to largest. Or it may be important to compare the 
average of one group of means to the average of another group of means. 
Different multiple comparison procedures were built for different purposes; 
for the most part, if you use them for their designed purposes, you have a 
better chance of finding specific differences you’re looking for, if those 
differences are actually there.
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 » Price. Any statistical procedure you use comes with a price: the probability of 
making a Type I error in your conclusions somewhere during the procedure, 
due to chance. (A Type I error is committed when H0 is rejected when it 
shouldn’t be; in other words, you think two means are different but they really 
aren’t. See Chapter 4 for more information.) This probability of making at least 
one Type I error during a multiple comparisons procedure is called the overall 
error rate (also known as the experiment-wise error rate (EER), or the family-wise 
error rate). Small overall error rates are, of course, desirable. Each multiple 
comparison procedure has its own overall error rate; generally, the more 
specific the relationships are that you’re trying to find, the smaller your overall 
error rate is, assuming you’re using a procedure that was designed for your 
purpose.

In the next section, I describe two all-purpose multiple comparison proce-
dures: Fisher’s LSD and Tukey’s test.

Don’t attempt to explore the data with a multiple comparison procedure if the test 
for equality of the populations isn’t rejected. In this case, you must conclude that 
you don’t have enough evidence to say the population means aren’t all equal, so 
you must stop there. Always look at the p-value of the F-test on the ANOVA output 
before moving on to conduct any multiple comparisons.

Pinpointing Differing Means  
with Fisher and Tukey

You’ve conducted ANOVA to see whether a group of k populations has the same 
mean, and you’ve rejected H0. You conclude that at least two of those populations 
have different means. But you don’t have to stop there; you can go on to find out 
how many and which means are different by conducting multiple comparison 
tests.

In this section, you see two of the most well-known multiple comparison proce-
dures: Fisher’s LSD (also known as Fisher’s protected LSD or Fisher’s test) and Tukey’s 
test (also known as Tukey’s simultaneous confidence intervals).

Although I only discuss two procedures in detail in this chapter, tons of other 
multiple comparison procedures exist (see the section, “So Many Other Proce-
dures, So Little Time!” at the end of this chapter). Although the other procedures’ 
methods differ a great deal, their overall goal is the same: to figure out which 
population means differ by comparing their sample means.
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Fishing for differences with Fisher’s LSD
In this section, I outline the original least significant difference (LSD) procedure 
and R. A. Fisher’s improvement on it (aptly called Fisher’s least significant difference 
procedure, or Fisher’s LSD). The LSD and Fisher’s LSD procedures both compare 
pairs of means using some form of t-tests, but they do so in different ways (see 
Chapter 4 or your Stats I textbook for more on the t-test).

The original LSD procedure
To use the original (pre-Fisher) LSD, simply choose certain pairs of means in 
advance and conduct a t-test on each pair at level 0 05.  to look for differences. 
LSD doesn’t require an ANOVA test first (which is a problem that Fisher later 
noticed). If k population means are all to be compared to each other in pairs using 

LSD, then the number of t-tests performed will be represented by 
k k 1

2
.

Here’s how to count the number of t-tests when all means are compared. To start, 
you compare the first mean and the second mean, the first mean and the third 
mean, and so on until you compare the first mean and the kth mean. Then you 
compare the second and third, second and fourth, and so on all the way down to 
the ( )k 1 th mean and the kth mean. The total number of pairs of means to compare 
equals k k( )1 . Because comparing the two means in either order (mean one and 
mean two versus mean two and mean one) gives you the same result regarding 
which one is largest, you divide the total by 2 to avoid double counting. For exam-

ple, if you have four populations labeled A, B, C, and D, you have 
4 4 1

2
6 

t-tests to perform: A versus B; A versus C; A versus D; B versus C; B versus D; and 
C versus D.

The original LSD procedure is very straightforward, easy to conduct, and easy to 
understand. However, the procedure has some issues. Because each t-test is con-
ducted at α level 0.05, each test done has a 5 percent chance of making a Type I 
error (rejecting Ho when you shouldn’t have, as I explain in Chapter 4).

Although a 5 percent error rate for each test doesn’t seem too bad, the errors have 
a multiplicative effect as the number of tests increases. For example, the chance 
of making at least one Type I error with six t-tests, each at level 0 05. , is  
26.50 percent, which is your overall error rate for the procedure.

If you want or need to know how I arrived at the number 26.50 percent as the 
overall error rate in that last example, here goes: The probability of making a Type 
I error for each test is 0.05. The chance of making at least one error in six tests 
equals 1 minus the probability of making no errors in six tests. The chance of not 
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making an error in one test is 1 0 95. . The chance of no error in six tests is this 
quantity times itself six times, or (0.95)6, which equals 0.735. Now take 1 minus 
this quantity to get 1 0 735 0 2650. .  or 26.50 percent.

Using Fisher’s new and improved LSD
Fisher suggested an improvement over the regular LSD procedure, and his proce-
dure is called Fisher’s LSD, or Fisher’s protected LSD. It adds the requirement that an 
ANOVA F-test must be performed first and must be rejected before any pairs of 
means can be compared individually or collectively. By requiring the F-test to be 
rejected, you’re concluding that at least one difference exists in the means. Adding 
this requirement, the overall error rate of Fisher’s LSD is somewhere in the area 
of α, which is much lower than what you get from the regular LSD procedure.

The downside of Fisher’s LSD is that because each t-test is made at level α and the 
overall error rate is also near α, it’s good at finding differences that really do exist, 
but it also makes some false alarms in the process (mainly saying there’s a differ-
ence when there really isn’t).

To conduct Fisher’s LSD in Minitab, go to Stat>ANOVA>One-way and indicate in 
the pull down menu how your data are entered in Minitab. Highlight the data  
for the groups you’re comparing, and click Select. Then click on Comparisons, and 
then Fisher’s. (Make sure to check the tests option if it’s not already checked as 
well.) The individual error rate is listed at 5 (percent), which is typical. If you want 
to change it, type in the desired error rate (between 0.5 and 0.001), and click 
OK. You may type in your error rate as a decimal, 0.05, or as a number greater than 
1, such as 5. Numbers greater than 1 are interpreted as a percentage.

An ANOVA procedure was done on the cellphone data presented in Table 11-1 to 
compare the mean number of minutes used for four age groups. Looking at the 
output in Figure 11-2, you see that H0 (all the population means are equal) was 
rejected. The next step is to conduct multiple comparisons by using Fisher’s LSD 
to see which population means differ. Figure 11-3 shows the selected Minitab out-
put for those tests.

The first 3 results show Group 1’s mean subtracted from the others, where 
Group age  and under1 19 . Each line after that represents the other age  
groups (Group - to -year-olds2 20 39 , Group - to 59-year-olds3 40 , and Group 4
age 60 and over). Each line shows the results of comparing the mean for some 
other group minus the mean for Group 1.
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For example, the first row shows Group 2 being compared with Group 1. Moving 
to the right in that same row, you see the confidence interval for the difference in 
these two means, which turns out to be –437 to –323. Because zero isn’t con-
tained in this interval, you conclude that these two means are also different in the 
populations. Because this difference ( )2 1  is negative, you can also say that μ2 
is less than μ1. Or, a better way to think of it may be that μ1 is greater than μ2. That 
is, Group 1’s mean is greater than Group 2’s mean.

If two means are equal, their difference equals zero, and a confidence interval for 
the difference should contain zero. If zero isn’t included, you say the means are 
different.

In this case, each subsequent row in the “Group 1 subtracted from” section of 
Figure 11-3 shows similar results. None of the confidence intervals contain zero, 
so you conclude that the mean cellphone use for Group 1 is different from the 
mean cellphone use for any other group.

Moreover, because all confidence intervals are in negative territory, you can con-
clude that the mean cellphone use for those users age 19 and under is greater than 
for all the others. (Remember, the mean for this group is subtracted from those of 
the others, so a negative difference indicates that its mean is greater.)

This process continues as you move down through the output until all six pairs of 
means are compared to each other. Then you put them all together into one con-
clusion. For example, in the second portion of the output, Group 2 is subtracted 
from Groups 3 and 4. You see the confidence interval for the “Group 3” line is 
(232, 346); this gives possible values for Group 3’s mean minus Group 2’s mean. 
The interval is entirely positive, so you conclude that Group 3’s mean is greater 
than Group 2’s mean (according to this data).

FIGURE 11-3: 
Output showing 

Fisher’s LSD 
applied to the 

cellphone data.
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On the next line, the interval for Group 4 minus Group 2 is –300 to –186. All these 
numbers are negative, so you conclude that Group 4’s mean is less than Group 2’s. 
You combine conclusions to say that Group 3’s mean is greater than Group 2’s, 
which is greater than Group 4’s.

In this example, none of the means are equal to each other, and based on the signs 
of confidence intervals and the results of all the individual pairwise comparisons, 
the following order of cellphone mean usage prevails: 1 3 2 4. (Hypo-
thetical data aside, it may be the case that 40- to 59-year-olds use a lot of cell-
phone time because of their jobs.) Comparing these results to the sample means 
in Figure 11-1, this ordering makes sense and the means are separated enough to 
be declared statistically significant.

Notice near the bottom of Figure  11-3 that you see “Simultaneous confidence
level 80 32. %.” That means the overall error rate for this procedure is 
1 0 8032 0 1968. . , which is close to 20 percent, a bit on the high side.

Separating the turkeys with Tukey’s test
The basic idea behind Tukey’s test is to provide a series of simultaneous tests for 
differences in the means. It still examines all possible pairs of means and keeps 
the overall error rate at α and also keeps the individual Type I error rate for each 
pair of means at α. Its distinguishing feature is that it performs the tests all at the 
same time.

Although the details of the formulas used for Tukey’s test are beyond the scope of 
this book, they’re not based on the t-test but rather something called a studentized 
range statistic, which is based on the highest and lowest means in the group and 
their difference. The individual error rates are held at 0.05 because Tukey devel-
oped a cutoff value for his test statistic that’s based on all pairwise comparisons 
(no matter how many means are in each group).

To conduct Tukey’s test, go to Stat>ANOVA>One-way. In the pull-down menu at 
the top of the window, choose whether your data are all in two columns (stacked), 
with one column for the sample number and one column for the response value, 
or in multiple columns, with each column containing the responses of that partic-
ular sample (unstacked). Highlight the data for the groups you’re comparing, and 
click Select. Then click on Comparisons, and then Tukey’s. The family-wise (over-
all) error rate is listed at 5 (percent), which is typical. If you want to change it, 
type in the desired error rate (between 0.5 and 0.001) and click OK. You may type 
in your error rate as a decimal, such as 0.05, or as a number greater than 1, such 
as 5. Numbers greater than 1 are interpreted as a percentage.
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The Minitab output for comparing the groups regarding cellphone use by using 
Tukey’s test appears in Figure 11-4. You can interpret its results in the same ways 
as those in Figure 11-3. Some of the numbers in the confidence intervals are dif-
ferent, but in this case, the main conclusions are the same: Those age 19 and 
under use their cellphones the most, followed by 40- to 59-year-olds, then 20- to 
39-year-olds, and finally those age 60 and over.

The results of Fisher and Tukey don’t always agree, usually because the overall 
error rate of Fisher’s procedure is larger than Tukey’s (except when only two means 
are involved). Most statisticians I know prefer Tukey’s procedure over Fisher’s. 
That doesn’t mean they don’t have other procedures they like even better than 
Tukey’s, but Tukey’s is a commonly used procedure, and many people like to use it.

Examining the Output to  
Determine the Analysis

Sometimes, the process of answering questions is flipped around in your stats 
courses. Instead of asking you a question that you use computer output to answer, 
your professor may give you computer output and ask you to determine the ques-
tion that the analysis answers. (Kind of like Jeopardy.) To work your way backward 

FIGURE 11-4: 
Output for 

Tukey’s test used 
to compare 

cellphone usage.
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to the question, you look for clues that tell you what type of analysis was done, 
and then fill in the details using what you already know about that particular type 
of analysis.

For example, your professor may give you computer output comparing the ages of 
ten consumers of each of four cereal brands, labeled C1 to C4 (see Figure 11-5). On 
the analysis, you can see the mean consumer ages for the four cereals being com-
pared to each other, and the analysis also shows and compares the confidence 
intervals for the averages. The comparison of confidence intervals tells you that 
you’re dealing with a multiple comparison procedure.

Remember, you’re looking to see whether the confidence intervals for each cereal 
group overlap; if they don’t, those cereals have different average ages of consum-
ers. If they do overlap, those cereals have mean ages that can’t be declared 
different.

Based on the data in Figure 11-5, you can see that cereals one (C1) and two (C2) 
aren’t significantly different, but for cereal three (C3), consumers have a higher 
average age than for C1 and C2. Cereal four (C4) has a significantly higher age than 
the three others. After the multiple comparison procedure, you know which cere-
als are different and how they compare to the others.

Sometimes multiple comparison procedures give you groups of means that are 
equivalent to each other, different from each other, or overlapping. In this case, 
the final result is C1 C2 C3 C4.

So Many Other Procedures, So Little Time!
Many more multiple comparison procedures exist beyond Fisher’s and Tukey’s 
imaginations. Those that I discuss in this section are a little more specialized in 
what they were designed to look for, compared to Tukey’s and Fisher’s. For 

FIGURE 11-5: 
Multiple 

comparison 
results for the 

cereal example.
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example, you may want to know whether a certain combination of means is larger 
than another combination of means; or you may want to only compare specific 
means to each other, not all the pairs of means.

One thing to note, however, is that in many cases you don’t know exactly what 
you’re looking for when comparing means — you’re just looking for differences, 
period. If that’s the case, one of the more general procedures, like Fisher’s or 
Tukey’s, is the way to go. They’re built for general exploration and do a better job 
of it than more-specialized procedures.

This section provides an overview of other multiple comparison procedures that 
exist and briefly describes each one, including the people who developed them. 
Given the years when these procedures were developed, I think you’ll agree with 
me that the 1950s was the golden age of the multiple comparison procedure.

Controlling for baloney with  
the Bonferroni adjustment
The Bonferroni adjustment (or Bonferroni correction) is a technique used in a host of 
situations, not just for multiple comparisons. It was basically created to stop peo-
ple from over-analyzing data. There’s a limit to what you should do when analyz-
ing data; there’s a line that, when crossed, results in something statisticians call 
data snooping. And the Bonferroni adjustment curbs that.

Data snooping occurs when someone analyzes their data over and over again until 
they get a result that they can say is statistically significant (meaning the result is 
said to have been unlikely to have happened by chance; see Chapter 4). Because 
the number of tests completed by the data snooper is so high, they are likely to 
find something significant just by chance. And that result is highly likely to be 
bogus.

For example, suppose researchers want to find out what variable is related to sales 
of bedroom slippers. They collect data on everything they can think of, including 
the size of people’s feet, the frequency with which they go out to get the paper in 
their slippers, even their favorite colors. Not finding anything significant, the 
researchers go on to examine marital status, age, and income.

Still coming up short, they go out on a limb and look at hair color, whether or not 
the subjects have seen a circus, and where they like to sit on an airplane (aisle or 
window, sir?). Then, wouldn’t you know, they strike gold. Turns out that, accord-
ing to their data, people who sit in the aisle seats on planes are more likely to buy 
bedroom slippers than those who sit by the window or in the middle of a row.
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What’s wrong with this picture? Too many tests. Each time a researcher examines 
one variable and conducts a test on it, they choose an α level at which to conduct 
the test. (Recall that the α level is the amount of chance you’re willing to take of 
rejecting the null hypothesis and making a false alarm.) As the number of tests 
increases, the α’s pile up.

Suppose α is chosen to be 0.05. The researcher then has a 5 percent chance of 
being wrong in finding a significant conclusion, just by chance. So if they do 100 
tests, each with a 5 percent chance of an error, then on average, 5 of those 100 
tests will result in a statistically significant result, just by chance. However, 
researchers who don’t know that (or who know and go ahead regardless) find 
results that they claim are significant even though they’re really bogus.

An Italian mathematician named Carlo Emilio Bonferroni (1892–1960) said 
“enough already” and created something statisticians call the Bonferroni adjust-
ment in 1950 to control the madness. The Bonferroni adjustment simply says that if 
you’re doing k tests of your data, you can’t do each one at level 0 05. ; you need 
to have an α level for each test equal to 0 05. k.

For example, someone who conducts 20 tests on one data set needs to do each one 
at level 0 05 20 0 0025. . . This adjustment makes it harder to find a conclusion 
that’s significant because the p-value for any test must be less than 0.0025. The 
Bonferroni adjustment curbs the chance of data snooping until you find some-
thing bogus.

The downside of Bonferroni’s adjustment is that it’s very conservative. Although 
it reduces the chance of concluding two means differ when they really don’t, it 
fails to catch some differences that really are there. In statistical terms, Bonfer-
roni has power issues. (See your Stats I text or Statistics For Dummies, 2nd Edition 
[Wiley] for a discussion on power.)

Comparing combinations by  
using Scheffé’s method
Scheffé’s method was developed in 1953 by Henry Scheffé (1907–1977). This method 
doesn’t just compare two means at a time, like Tukey’s and Fisher’s tests do; it 
compares all different combinations (called contrasts) of the means. For example, 
if you have the means from four populations, you may want to test to see if their 
sum equals a certain value, or if the average of two of them equals the average of 
the other two.
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Finding out whodunit with Dunnett’s test
Dunnett’s test was developed in 1955 by Charles Dunnett (1921–1977). Dunnett’s 
test is a special multiple comparison procedure used in a designed experiment that 
contains a control group. The test compares each treatment group to the control 
group and determines which treatments do better than others.

Compared to other multiple comparison procedures, Dunnett’s test is better able 
to find real differences in this situation because it focuses only on the differences 
between each treatment and the control — not on the differences between every 
single pair of treatments in the entire study.

Staying cool with Student Newman-Keuls
Student Newman-Keuls test is a different approach from Tukey and Fisher in 
comparing pairs of means in a multiple comparison procedure. This test comes 
from the work of three people: “Student,” Newman, and Keuls.

The Student Newman-Keuls procedure is based on a stepwise or layer approach. You 
order sample means from the smallest to the largest and then examine the differ-
ences between the ordered means.

You first test the largest minus smallest difference, and if that turns out to be 
statistically significant, you conclude that their two respective populations are 
different in terms of their means. Of the remaining means, the ones that are far-
thest apart in the order are tested for a significant difference, and so on. You stop 
when you don’t find any more differences.

Duncan’s multiple range test
David B. Duncan (1916–2006) designed the Duncan’s multiple range test (MRT) in 
1955. The test is based on the Student Newman-Keuls test but has increased power 
in its ability to detect when the null hypothesis is not true (see Chapter 4), because 
it increases the value of α at each step of the Student Newman-Keuls test. Dun-
can’s test is used especially in agronomy (crop and farm land management) and 
other types of agricultural research. One of the neatest things about being a stat-
istician is that you never know what kinds of problems you’ll be working on or 
who will use your methods and results.
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Although Duncan won the favor of many researchers who used his test (and still 
do), he wasn’t without his critics. Both John Tukey (who developed Tukey’s test) 
and Henry Scheffé (who developed Scheffé’s test) accused Duncan’s test of being 
too liberal by not controlling the rate of an overall error (called a family-wise error 
rate in the big leagues). But Duncan stood his ground. He said that means are usu-
ally never equal anyway, so he wanted to err on the side of making a false alarm 
(Type I error) rather than missing an opportunity (Type II error) to find out when 
means are different.

Every procedure in statistics has some chance of making the wrong conclusion, 
not because of an error in the process but because results vary from data set to 
data set. You just have to know your situation and choose the procedure that works 
best for that situation. When in doubt, consult a statistician for help in sorting it 
all out.

LACING UP WITH HSU’S MCB
Hsu’s MCB (Multiple Comparisons with the Best) method (1996) is much more recent 
compared to the others. It is a multiple comparison method that is designed to identify 
factor levels that are the best, insignificantly different from the best, and significantly 
different from the best. You can define “best” as having either the highest or lowest 
mean. Hsu’s MCB method only compares a subset of all possible pairwise comparisons, 
unlike Tukey’s method, which does all comparisons. This makes Hsu’s method more 
powerful in the case where you only want to make certain comparisons.

THE SECRET LIVES OF STATISTICIANS
Sometimes it’s hard to imagine famous people having real lives, and it may be especially 
hard to picture statisticians doing anything but sitting in the back room calculating num-
bers. But the truth is, famous statisticians are interesting folks with interesting lives, just 
like you and me. Consider these stellar statisticians.

• Henry Scheffé: Scheffé was a very distinguished statistician at University of 
California, Berkeley. One of his five books The Analysis of Variance, written in 1959, is 
the classic book on the subject and is still used today. (I used it in grad school and 
still have a copy in my office.) Scheffé enjoyed backpacking, swimming, cycling, 
reading, and music, having learned to play the recorder during his adult life. Sadly, 
he died from a bicycle accident on his way to the university in 1977.

(continued)
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• Charles Dunnett: Nicknamed “Charlie” (did you ever think of famous statisticians 
as having nicknames?), Dunnett was a distinguished, award-winning professor in 
the Departments of Mathematics, Statistics, Clinical Epidemiology, and Biostatistics 
at McMaster University in Ontario, Canada. He wrote many papers, two of which 
were so important that they made it onto the list of the top 25 most-cited statistical 
papers of all time.

• William Sealy Gosset, or “Student”: The first name included on the Student 
Newman-Keuls test is a story in itself. “Student” is a pseudonym of the English stat-
istician William Sealy Gosset (1876–1937). Gosset was a statistician working for the 
Guinness brewery in Dublin, Ireland, when he became famous for developing the 
t-test, also known as the Student t-distribution (see Chapter 4), one of the most 
commonly used hypothesis tests in the statistical world. Gosset devised the t-test as 
a way to cheaply monitor the quality of beer. He published his work in the best of 
statistical journals, but his employer regarded his use of statistics in quality control 
to be a trade secret and wouldn’t let him use his real name on his publications 
(although all his cronies knew exactly who “Student” was). So if not for Guinness 
beer, the Student’s t-test would have been called the Gosset t-test (or you’d be 
drinking “Gosset beer”).

(continued)
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Chapter 12
Finding Your Way 
through Two-Way 
ANOVA

Analysis of variance (ANOVA) is often used in experiments to see whether dif-
ferent levels of an explanatory variable (x) get different results on some 
quantitative variable y. The x variable in this case is called a factor, and it 

has certain levels to it, depending on how the experiment is set up.

For example, suppose you want to compare the average change in blood pressure 
on certain dosages of a drug. The factor is drug dosage. Suppose it has three levels: 
10mg per day, 20mg per day, or 30mg per day. Suppose someone else studies the 
response to that same drug and examines whether the times taken per day (one 
time or two times) has any effect on blood pressure. In this case, the factor is 
number of times per day, and it has two levels: once and twice.

IN THIS CHAPTER

 » Building and carrying out ANOVA 
with two factors

 » Getting familiar with (and looking 
for) interaction effects and main 
effects

 » Putting the terms to the test

 » Demystifying the two-way ANOVA 
table
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Suppose you want to study the effects of dosage and number of times taken 
together because you believe both factors may have an effect on the response. So 
what you have is called a two-way ANOVA, using two factors together to compare 
the average response. It’s an extension of one-way ANOVA (refer to Chapter 10) 
with a twist, because the two factors you use may operate on the response differ-
ently together than they would separately.

In this chapter, first I give you an example of when you’d need to use a two-way 
ANOVA. Then I show you how to set up the model, make your way through the 
ANOVA table, take the F-tests, and draw the appropriate conclusions.

Setting Up the Two-Way ANOVA Model
The two-way ANOVA model extends the ideas of the one-way ANOVA model and 
adds an interaction term to examine how various combinations of the two factors 
affect the response. In this section, you see the building blocks of a two-way 
ANOVA: the treatments, the main effects, the interaction term, and the sums of 
squares equation that puts everything together.

Determining the treatments
The two-way ANOVA model contains two factors, A and B, and each factor has a 
certain number of levels — say, i levels of Factor A and j levels of Factor B.

In the drug study example from the chapter introduction, you have A drug dosage 
with i 1 2 3, , or , and B number of times taken per day  with j 1 2 or . Each per-
son involved in the study is subject to one of the three different drug dosages and 
will take the drug in one of the two methods given. That means you have 3 2 6 
different combinations of Factors A and B that you can apply to the subjects, and 
you can study these combinations and their effects on blood pressure changes in 
the two-way ANOVA model.

Each different combination of levels of Factors A and B is called a treatment in the 
model. Table 12-1 shows the six treatments in the drug study. For example, Treat-
ment 4 is the combination of 20mg of the drug taken in two doses of 10mg each 
per day.

If Factor A has i levels and Factor B has j levels, you have i j different combina-
tions of treatments in your two-way ANOVA model.
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Stepping through the sums of squares
The two-way ANOVA model contains the following three terms.

 » The main effect A: Term for the effect of Factor A on the response.

 » The main effect B: Term for the effect of Factor B on the response.

 » The interaction of A and B: The effect of the combination of Factors A and B 
(denoted AB).

The sums of squares equation for the one-way ANOVA (which I cover in  Chapter 10) 
is SSTO SST SSE, where SSTO is the total variability in the response variable, y; 
SST is the variability explained by the treatment variable (call it Factor A); and SSE 
is the variability left over as error.

The purpose of a one-way ANOVA model is to test to see whether the different 
levels of Factor A produce different responses in the y variable. The way you do it 
is by using Ho: 1 2  i, where i is the number of levels of Factor A (the 
treatment variable). If you reject Ho, Factor A (which separates the data into the 
groups being compared) is significant. If you can’t reject Ho, you can’t conclude 
that Factor A is significant.

In the two-way ANOVA, you add another factor to the mix (B) plus an interaction 
term (AB). The sums of squares equation for the two-way ANOVA model is 
SSTO SSA SSB SSAB SSE. Here, SSTO is the total variability in the y-values; 
SSA is the sums of squares due to Factor A (representing the variability in the 
y-values explained by Factor A); and similarly for SSB and Factor B. SSAB is the 
sums of squares due to the interaction of Factors A and B, and SSE is the amount 
of variability left unexplained, and deemed error.

Although the mathematical details of all the formulas for these terms are unwieldy 
and beyond the focus of this book, they just extend the formulas for one-way 
ANOVA found in Chapter 10. The computer software handles the calculations for 
you, so you don’t have to worry about that part.

TABLE 12-1	 Six Treatment Combinations for the Drug Study Example
Dosage Amount One Dose Per Day Two Doses Per Day

10mg Treatment 1 Treatment 2

20mg Treatment 3 Treatment 4

30mg Treatment 5 Treatment 6
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To carry out a two-way ANOVA in Minitab, enter your data in three columns:

 » Column 1 contains the responses (the actual data).

 » Column 2 represents the level of Factor A (Minitab calls it the row factor).

 » Column 3 represents the level of Factor B (Minitab calls it the column factor).

Go to Stat>ANOVA>General Linear Model>Fit General Linear Model. In Responses, 
enter C1. In Factors, highlight and select C2 and C3. Click Model. To the right of 
Interactions through order, highlight C2 and C3, then choose the number 2 and 
click Add. (This allows you to include the “second order interaction term” AB in 
the model.) Then click OK in each dialog box.

For example, suppose you have six data values in Column 1: 11, 21, 38, 14, 15, and 
62. Suppose Column 2 contains 1, 1, 1, 2, 2, 2, and Column 3 contains 1, 2, 3, 1, 2, 3. 
This means that Factor A has two levels (1, 2), and Factor B has three levels  
(1, 2, 3). Table 12-2 shows a breakdown of the data values and which combinations 
of levels and factors are affiliated with them.

Suppose Factor A has i levels and Factor B has j levels, with a sample of size m 
collected on each combination of A and B. The degrees of freedom for Factor A, 
Factor B, and the interaction term AB are ( ) ( ) ( ) ( ), ,i j i j1 1 1 1  and , respec-
tively. This formula is just an extension of the degrees of freedom for the one-way 
model for Factors A and B. The degrees of freedom for SSTO is ( )i j m 1, and 
the degrees of freedom for SSE is i j m( )1 . (See Chapter  10 for details on 
degrees of freedom.)

TABLE 12-2	 Data and Its Respective Levels from Two Factors
Data Value Level of Factor A Level of Factor B

11 1 1

21 1 2

38 1 3

14 2 1

15 2 2

62 2 3
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Understanding Interaction Effects
The interaction effect is the heart of the two-way ANOVA model. Knowing that the 
two factors may act together in a different way than they would separately is 
important and must be taken into account. In this section, you see the many ways 
in which the interaction term AB and the main effects of Factors A and B affect the 
response variable in a two-way ANOVA model.

What is interaction, anyway?
Interaction is when two factors meet, or interact with each other, on the response 
in a way that’s different from how each factor affects the response separately.

For example, before you can test to see whether dosage of medicine (Factor A) or 
number of times taken (Factor B) are important in explaining changes in blood 
pressure, you have to look at how they operate together to affect blood pressure. 
That is, you have to examine the interaction term.

Suppose you’re taking one type of medicine for cholesterol and another medicine 
for a heart problem. Suppose researchers only looked at the effects of each drug 
alone, saying each one was good for managing the problem for which it was 
designed with little or no side effects. Now you come along and mix the two drugs 
in your system. As far as the individual study results are concerned, all bets are 
off. With only those separate studies to go on, no one knows how the drugs will 
interact with each other, and you can find yourself in a great deal of trouble very 
quickly if you take them together.

Fortunately, drug companies and medical researchers do a great deal of work 
studying drug interactions, and your pharmacist knows which drugs interact as 
well. You can bet a statistician was involved in this work from day one!

Baking is another good example of how interaction works. Slurp down one raw 
egg, drink a cup of milk, and eat a cup of sugar, a cup of flour, and a stick of mar-
garine. Then eat a cup of chocolate chips. Each one of these items has a certain 
taste, texture, and effect on your taste buds that, in most cases, isn’t all that great. 
But mix them all together in a bowl and voilà! You have a batch of chocolate chip 
cookie dough, thanks to the magical effects of interaction. The taste is totally dif-
ferent (but be careful of the raw eggs!).

In any two-way ANOVA, you must check out the interaction term first. If A and B 
interact with each other and the interaction is statistically significant, you can’t 
examine the effects of either factor separately. Their effects are intertwined and 
can’t be separated.
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Interacting with interaction plots
In the two-way ANOVA model, you’re dealing with two factors and their interac-
tion. A number of results could come out of this model in terms of significance of 
the individual terms, as you can see in the following list:

 » Factors A and B are both significant.

 » Factor A is significant but not Factor B.

 » Factor B is significant but not Factor A.

 » Neither Factor A nor B is significant.

 » The interaction term AB is significant, so you don’t examine A or B separately.

Figure 12-1 depicts data that I made up to illustrate each of these five situations in 
terms of a diagram using the drug study example. Plots that show how Factors A 
and B react separately and together on the response variable y are called interaction 
plots. In the following sections, I describe each of these five situations in detail in 
terms of what the plots tell you and what the results mean in the context of the 
drug study example.

Factors A and B are significant, but not AB
Figure 12-1a shows the situation when both A and B are significant in the model 
and no interaction (AB) is present. The lines represent the levels of the times-per- 
day factor (B); the x-axis represents the levels of the dosage factor (A); and the 
y-axis represents the average value of the response variable y, which is change in 
blood pressure, at each combination of treatments.

In order to interpret these interaction plots, you first look at the general trends 
each line is making. The top line in Figure  12-1a is moving uphill from left to 
right, meaning that when the drug is taken two times per day, the changes in 
blood pressure increase as dosage level increases. The bottom line shows a similar 
result when the drug is taken once per day; blood pressure changes increase as 
dosage level increases. Assuming these differences are large enough, you conclude 
that dosage level (Factor A) is significant.

Now you look at how the lines compare to each other. Note that the lines, although 
parallel, are quite far apart. In particular, the amounts of blood pressure changes 
are higher overall when taking the drug twice per day (top line) than they are 
when taking the drug once per day (bottom line). Again, assuming these differ-
ences are large enough, you conclude that times per day (Factor B) is significant.
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In this case, the different combinations of Factors A and B don’t affect the overall 
trends in blood pressure changes in opposite ways (that is, the lines don’t cross 
each other), so there’s no interaction effect between dosage level and times 
per day.

FIGURE 12-1: 
Five examples of 

the results from a 
two-way ANOVA 
with interaction.
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Two parallel lines in an interaction plot indicate a lack of an interaction effect. In 
other words, the effect of Factor A on the response doesn’t change as you move 
across different levels of Factor B. In the drug study example, the levels of A don’t 
change blood pressure differently for different levels of B.

Factor A is significant but not Factor B
Figure 12-1b shows that blood pressure changes increase across dosage levels for 
people taking the drug once or twice a day. However, the two lines are so close 
together that it makes no difference whether you take the drug once or twice a 
day. So Factor A (dosage) is significant, and Factor B (times per day) isn’t. Parallel 
lines indicate no interaction effect.

Factor B is significant but not Factor A
Figure  12-1c shows where Factor B (times per day) is significant but Factor A 
(dosage level) isn’t. The lines are flat across dosage levels, indicating that dosage 
has no effect on blood pressure. However, the two lines for times per day are 
spread apart, so their effect on blood pressure is significant. Parallel lines indicate 
no interaction effect.

Neither factor is significant
Figure 12-1d shows two flat lines that are very close to each other. From the previ-
ous discussions about Figures 12-1b and 12-1c, you can guess that this figure rep-
resents the case where neither Factor A nor Factor B is significant, and you don’t 
have an interaction effect because the lines are parallel.

Interaction term AB is significant
Finally you get to Figure 12-1e, the most interesting interaction plot of all. The big 
picture is that because the two lines cross, Factors A and B interact with each other 
in the way that they operate on the response. If they didn’t interact, the lines 
would be parallel.

Start with the line in Figure 12-1e that increases from left to right (the one for  
2 times per day). This line shows that when you take the drug two times per day 
at the low dose, you get a low change in blood pressure; as you increase dosage, 
blood pressure change also increases. But when you take the drug once per day, 
the opposite result happens, as shown by the other line that decreases from left to 
right in Figure 12-1e.
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To make this graph in Minitab, go to Stat>ANOVA>Interaction Plots. In the 
Response box, click the first column variable; in the Factors box, click the two 
other column variables. Then click OK.

I made an interaction plot of the data in Table 12-2, and it falls into the 12-1e  
category, where the interaction is present.

If you didn’t look for a possible interaction effect before you examined the main 
effects, you may have thought that no matter how many times you took this drug 
per day, the effects would be the same. Not so! Always check out the interaction 
term first in any two-way ANOVA. If the interaction term is significant, you have 
no way to pull out the effects due to just Factor A or just Factor B; they’re moot.

Checking the main effects of Factor A or B without checking out the interaction  
AB term is considered a no-no in the two-way ANOVA world. Another taboo is 
examining the factors individually (also known as analyzing main effects) if the 
interaction term is significant.

Testing the Terms in Two-Way ANOVA
In a one-way ANOVA, you have only one overall hypothesis test; you use an F-test 
to determine whether the means of the y values are the same or different as you 
go across the levels of the one factor. In two-way ANOVA, you have more items to 
test besides the overall model. You have the interaction term AB to examine first, 
and possibly the main effects of A and B. Each test in a two-way ANOVA is an 
F-test based on the ideas of one-way ANOVA (see Chapter 10 for more on this).

To conduct the F-tests for these terms, you basically want to see whether more of 
the total variability in the y’s can be explained by the term you’re testing com-
pared to what’s left in the error term. A large value of F means that the term 
you’re testing is significant.

First, you test whether the interaction term AB is significant. To do this, you use 

the test statistic F MS
MSE

AB , which has an F-distribution with ( ) ( )i j1 1  degrees 

of freedom from MSAB (mean sum of squares for the interaction term of A and B) 
and i j m( )1  degrees of freedom from MSE (mean sum of squares for error), 
respectively. (Recall that i and j are the number of levels of A and B, and m is the 
sample size at each combination of A and B.)

If the interaction term isn’t significant, you take the AB term out of the model, 
and you can explore the effects of Factors A and B separately regarding the 
response variable y.
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The test for Factor A uses the test statistic F MS
MSE

A , which has an F-distribution 

with i 1 degrees of freedom from MSA (mean sum of squares for Factor A) and 
i j m( )1  degrees of freedom from MSE (mean sum of squares for error), 
respectively.

Testing for Factor B uses the test statistic F MS
MSE

B , which has an F-distribution 

with j 1 and i j m( )1  degrees of freedom. (See Chapter 10 for all the details on 
F-tests, MSE, and degrees of freedom.)

The results you can get from testing the terms of the ANOVA model are the same 
as those represented in Figure 12-1. They’re all provided in Minitab output out-
lined in the next section, including their sum of squares, degrees of freedom, 
mean sum of squares, and p-values for their appropriate F-tests.

Running the Two-Way ANOVA Table
The ANOVA table for two-way ANOVA includes the same elements as the ANOVA 
table for one-way ANOVA (see Chapter 10). But whereas in the one-way ANOVA 
you have one line for Factor A’s contributions, now you add lines for the effects of 
Factor B and the interaction term AB. Minitab calculates the ANOVA table for you 
as part of the output from running a two-way ANOVA.

In this section, you figure out how to interpret the results of a two-way ANOVA, 
assess the model’s fit, and use a multiple comparisons procedure, all using the 
drug data study.

Interpreting the results:  
Numbers and graphs
The drug study example involves four people in each treatment combination of 
three possible dosage levels (10mg, 20mg, and 30mg per day) and two possible 
times for taking the drug (one time per day and two times per day). The total 
sample size is 4 3 2 24. I made up five different data sets in which the analyses 
represent each of the five scenarios shown in Figure 12-1. Their ANOVA tables, as 
created by Minitab, are shown in Figure 12-2.

Notice that each ANOVA table in Figure 12-2 shows that the degrees of freedom for 
dosage is 3 1 2; the degrees of freedom for times per day is 2 1 1; the degrees 
of freedom for the interaction term is 3 1 2 1 2; the degrees of freedom for 
error is 3 2 4 1 18; and the degrees of freedom for total is 3 2 4 1 23.
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The order of the graphs in Figure 12-1 and the ANOVA tables in Figure 12-2 isn’t 
the same. Can you match them up? (I promise to give you the answers, so keep 
reading.)

Here’s how the graphs from Figure 12-1 match up with the output in Figure 12-2:

 » In the ANOVA table for Figure 12-2a, you see that the interaction term isn’t 
significant ( . )p-value 0 526 , so the main effects can be studied. The p-values 
for dosage (Factor A) and times taken (Factor B) are 0.000 and 0.001, indicat-
ing both Factors A and B are significant; this matches the plot in Figure 12-1a.

 » In Figure 12-2b, you see that the p-value for interaction is significant 
( . )p-value 0 000 , so you can’t examine the main effects of Factors A  
and B (in other words, don’t look at their p-values). This represents the 
situation in Figure 12-1e.

 » Figure 12-2c shows nothing is significant. The p-value for the interaction term 
is 0.513; p-values for main effects of Factors A (dosage) and B (times taken) 
are 0.926 and 0.416, respectively. These results coincide with Figure 12-1d.

 » Figure 12-2d matches Figure 12-1b. It has no interaction effect 
( . )p-value 0 899 ; dosage (Factor A) is significant ( . )p-value 0 000 , and times 
per day (Factor B) isn’t ( . )p-value 0 207 .

 » Figure 12-2e matches Figure 12-1c. The interaction term, dosage * times per 
day, isn’t significant ( . )p-value 0 855 ; times per day is significant with p-value 
0.000, but dosage level isn’t significant ( . )p-value 0 855 .

Assessing the fit
To assess the fit of the two-way ANOVA models, you can use the R2 adjusted (see 
Chapter 7). The higher this number is, the better (the maximum is 100 percent or 
1.00). Notice that all the ANOVA tables in Figure 12-2 show a fairly high R2 adjusted 
except for Figure 12-2c. In this table, none of the terms were significant.

Multiple comparisons
In the case where you find that an interaction effect is statistically significant, you 
can conduct multiple comparisons to see which combinations of Factors A and B 
create different results in the response. The same ideas hold here as they do for 
multiple comparisons (covered in Chapter 11), except the tests can be performed 
on all i j interactions.
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FIGURE 12-2: 
ANOVA tables for 

the interaction 
plots from 

Figure 12-1.
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To perform multiple comparisons for a two-way ANOVA using Minitab, you have 
to do it indirectly. You can number the interactions from 1 to i j, and for each data 
pair, enter the interaction number in Column 1 (C1) and enter the response data 
with that interaction in Column 2 (C2). Continue down Columns 1 and 2. Then do 
a one-way ANOVA with multiple comparisons to see which ones are different and 
which are the same. See Chapter 11 for instructions.

Are Whites Whiter in Hot Water?  
Two-Way ANOVA Investigates

You use two-way ANOVA when you want to compare the means of n populations 
that are classified according to two different categorical variables (factors).  
For example, suppose you want to see how four brands of detergent (Brands A, B, 
C, D) and water temperature ( )1 2 3cold, warm, hot  work together to affect 
the whiteness of dirty T-shirts being washed. (Both product-testing groups and 
detergent companies can use this information to investigate or advertise, respec-
tively, how a detergent measures up to its competitors.)

Because this question involves two different factors and their effects on some 
numerical (quantitative) variable, you know that you need to do a two-way 
ANOVA. You can’t assume that water temperature affects whiteness of clothes in 
the same way for each brand, so you need to include an interaction effect of brand 
and temperature in the two-way ANOVA model. Because brand of detergent has 
four possible types (or levels) and water temperature has three possible values  
(or levels), you have 4 3 12 different combinations to examine in terms of how 
brand and temperature interact. Those combinations are as follows: Brand A in 
cold water, Brand A in warm water, Brand A in hot water, Brand B in cold water, 
Brand B in warm water, Brand B in hot water, and so on.

The resulting two-way ANOVA model looks like this: y b w bw ei j ij , where b 
represents the brand of detergent, w represents the water temperature, y repre-
sents the whiteness of the clothes after washing, and bwij represents the interac-
tion of brand i of detergent ( )i A, B, C, D  and temperature j of the water ( , , )j 1 2 3 .  
(Note that e represents the amount of variation in the y values [whiteness] that 
isn’t explained by either brand or temperature.)

Suppose you decide to run the experiment five times on each of the 12 combina-
tions, which means 60 observations. (That’s 60 T-shirts to wash — hey, it’s a 
dirty job but someone’s got to do it!) The results of the two-way ANOVA are shown 
in Figure 12-3.
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Note that the degrees of freedom (DF) for Brand, Water, Interaction, Error, and 
Total were arrived at from the following:

 » DF for brand: 4 1 3

 » DF for water temperature: 3 1 2

 » DF for interaction term: 4 1 3 1 6

 » DF for error: 60 4 3 48

 » DF for total: n 1 60 1 59

Looking at the ANOVA table in Figure 12-3, you can see that the model fits the data 
very well, with R2 adjusted equal to 93.82 percent. The interaction term (brand of 
detergent interacting with water temperature) is significant, with a p-value of 
0.000. This means you can’t look separately at the effect of brand of detergent or 
water temperature separately. One brand of detergent isn’t always best, and one 
water temperature isn’t always best; it’s the combination of the two that has dif-
ferent effects.

Your next question may be, “Okay, which combination of detergent brand and 
water temperature is best?” To answer this question, I did multiple comparisons 
on the means from all 12 combinations. (To do this, I followed the Minitab direc-
tions from the previous section.) Luckily, Tukey gives me an overall error rate of 
only 5 percent, so doing this many tests doesn’t lead to making a lot of incorrect 
conclusions.

Because of the high number of combinations to compare, making sense of all the 
results on Tukey’s output was a little difficult. Instead, I opted to first make box-
plots of the data for each combination of brand and water temperature to help me 
see what was going on. The results of my boxplots are shown in Figure 12-4.

FIGURE 12-3: 
ANOVA table for 

the clothing 
example.
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To create one set of boxplots for the data from each of the combinations in a two-
way ANOVA, go to Graph>Boxplots, and choose One Y With Groups. Click OK. 
Then, in Graph Variables, choose Column 1 (C1) and in Categorical Variables, 
choose Columns 2 and 3 (C2 and C3). Click OK.

Figure 12-4 shows four groups of three connected boxes; each group of three rep-
resents data from one brand of detergent, tested under each of the three water 
temperatures ( )1 2 3cold, warm, and hot . For example, the first group of 
three shows the data from Brand A under each of the three water temperatures 1, 
2, and 3, respectively. Each boxplot shows the results of the whiteness levels for the 
five shirts washed under that combination of detergent and water temperature.

Looking at these plots, you can see that each detergent reacts differently with dif-
ferent water temperatures. For example, Brand A does best in cold water (water 
temp level 1) and worst in warm water (water temp level 2), while Brand C is just 
the opposite, having the highest scores in warm water and the lowest in cold 
water. Each detergent does best or worst under a different combination of water 
temperatures. You can really see why the interaction term in this model is 
significant!

Now which combination of detergent and water temperature does the best? If you 
look at the plots, Brand B in cold water looks really good, and so does Brand C in 
warm water, closely followed perhaps by Brand D in hot water. This is where 
Tukey’s multiple comparisons come in.

FIGURE 12-4: 
Boxplots  

showing how 
brand of 

detergent 
and water 

temperature 
interact to  

affect clothing 
whiteness.
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Running multiple comparisons on all 12 combinations of detergent and water 
temperature, you confirm that the three top combinations identified are all sig-
nificantly higher than all the others (because their sample means were higher and 
their differences from all the other means had p-values less than 0.05). But the 
top three can’t be distinguished from each other (because the p-values for the dif-
ferences between them all exceed 0.05). Tukey also tells you that the three worst 
combinations are Brand A in warm water, Brand B in hot water, and Brand D in 
cold water. And they’re all at the bottom of the barrel together (their means are 
significantly lower than all the rest but can’t be distinguished from each other). 
So no single combination can claim all the bragging rights or shoulder all the 
blame.

You can imagine the many other comparisons that you could make from here to 
put the other combinations in some sort of order, but I think the best and worst 
are the most interesting for this case. It’s like the fashion police commenting on 
what the stars wear on awards night. (Whatever they do wear, let’s hope their 
statistician told them which brand of detergent to use and what water tempera-
ture to wash it in!)
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Chapter 13
Regression and ANOVA: 
Surprise Relatives!

So you’re motoring on in your Stats II course, working your way through 
regression (where you estimate y using one or more x-variables; see 
Chapter 5). Then you hit a new topic, ANOVA, which stands for analysis of 

variance and refers to comparing the means of several populations (see Chapter 10). 
That seems to be no problem. But wait a minute; now your professor starts talking 
about how ANOVA is related to regression, and suddenly everything starts to spin 
out of control. How do you reconcile two techniques that appear to be as different 
as apples and oranges? That’s what this chapter is all about.

Think of this chapter as your bridge across the gap between simple linear regres-
sion and ANOVA, allowing you to walk smoothly across, answering any questions 
that a professor may throw your way. Keep in mind that you don’t actually apply 
these two techniques in this chapter (you can find that information in Chapters 5 
and  10); the goal of this chapter is to determine and describe the relationship 
between regression and ANOVA so they don’t look quite so much like an apple and 
an orange.

IN THIS CHAPTER

 » Rewriting a regression line as an 
ANOVA model

 » Connecting regression equations to 
the ANOVA table
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Seeing Regression through  
the Eyes of Variation

Every basic statistical model tries to explain why the different outcomes (y) are 
what they are. It tries to figure out what factors or explanatory variables (x) can 
help explain that variability in those y’s. In this section, you start with the  
y-values by themselves and see how their variability plays a central role in the 
regression model. This is the first step toward applying ANOVA to the regression 
model.

No matter what y-variable you’re interested in predicting, you’ll always have 
variability in those y-values. If you want to predict the length of a fish, for exam-
ple, you know that fish have many different lengths (indicating a great deal of 
variability). Even if you put all the fish of the same age and species together, you 
still have some variability in their lengths (it’s less than before but still there 
nonetheless). The first step in understanding the basic ideas of regression and 
ANOVA is to understand that variability in the y’s is to be expected, and your job is 
to try to figure out what can explain most of it.

Spotting variability and finding  
an “x-planation”
Both regression and ANOVA work to get a handle on explaining the variability in 
the y-variable using an x-variable. After you collect your data, you can find the 
standard deviation in the y-variable to get a sense of how much the data varies 
within the sample. From there, you collect data on an x-variable and see how 
much it contributes to explaining that variability.

Suppose you notice that people spend different amounts of time on the Internet, 
and you want to explore why that may be. You start by taking a small sample of  
20 people and record how many hours per month they spend on the Internet. The 
results (in hours) are 20, 20, 22, 39, 40, 19, 20, 32, 33, 29, 24, 26, 30, 46, 37, 26, 
45, 15, 24, and 31. The first thing you notice about this data is the large amount of 
variability in it. The standard deviation (average distance from the data values to 
their mean) of this data set is 8.93 hours, which is quite large given the size of the 
numbers in the data set.

So you figured out that the y-values — the amount of time someone uses the 
Internet — have a great deal of variability in them. What can help explain this? 
Part of the variability is due to chance. But you suspect some variable is out there 
(call it x) that has some connection to the y-variable, and that x-variable can help 
you make more sense out of this seemingly wide range of y-values.
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Suppose you have a brainstorm that number of years of education could possibly 
be related to Internet use. In this case, the explanatory variable (input variable, x) 
is years of education, and you want to use it to try to estimate y, the number of 
hours spent on the Internet in a month. You ask a larger random sample of 250 
Internet users how many years of education they have (so n 250). You can check 
out the first ten observations from your data set containing the (x, y) pairs in 
Table 13-1. If a significant connection of some sort exists between the x-values 
and the y-values, then you can say that x is helping to explain some of the vari-
ability in the y’s. If it explains enough variability, you can place x into a simple 
regression model and use it to estimate y.

Getting results with regression
After you have a possible x-variable picked, you collect pairs of data (x, y) on a 
random sample of individuals from the population, and you look for a possible 
linear relationship between them. Looking at the small snippet of 10 out of the 
250-person data set in Table 13-1, you can begin to see that you may have a pat-
tern between education and Internet use. It looks like as education increases, so 
does Internet use.

TABLE 13-1	 First Ten Observations from the Education  
and Internet Use Example

Years of Education Hours Spent on the Internet (In One Month)

15 41

15 32

11 33

10 42

10 28

10 21

10 17

10 14

9 18

9 14
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To delve deeper, you make a scatterplot of the data and calculate the correlation (r).  
If the data appear to follow a straight line (as shown on the scatterplot), go ahead 
and perform a simple linear regression of the response variable y based on the 
x-variable. The p-value of the x-variable in the simple linear regression analysis 
tells you whether or not the x-variable does a significant job in predicting y. (For 
the details on simple linear regression, see Chapter 5.)

To do a simple linear regression using Minitab, enter your data in two columns: 
the first column for your x-variable and the second column for your y-variable (as 
in Table 13-1). Go to Stat>Regression>Regression>Fit Regression Model. Click on 
your y-variable in the left-hand box; the y-variable then appears in the Response 
box on the right-hand side. Click on your x-variable in the left-hand box; the 
x-variable then appears in the (Continuous) Predictor box on the right-hand side. 
Click OK, and your regression analysis is done. As part of every regression analy-
sis, Minitab also provides you with the corresponding ANOVA results, found at the 
bottom of the output.

The simple linear regression output that Minitab gives you for the education and 
Internet example is in Figure 13-1. (Notice the ANOVA output at the bottom; you 
can see the connection in the upcoming section, “Regression and ANOVA: A Meet-
ing of the Models.”)

Looking at Figure 13-1, you see that the p-value on the row marked Education is 
0.000, which means the p-value is less than 0.0005. Therefore, the relationship 
between years of education and Internet use is statistically significant. A scatter-
plot of the data (not shown here) also indicates that the data appear to have a 
positive linear relationship, so as you increase number of years of education, 
Internet use also tends to increase (on average).

FIGURE 13-1: 
Output for simple 
linear regression 

applied to 
education and 

Internet use data.
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Assessing the fit of the regression model
Before you go ahead and use a regression model to make predictions for y based 
on an x-variable, you must first assess the fit of your model. You can do this with 
a scatterplot and correlation or with R2.

Using a scatterplot and correlation
One way to get a rough idea of how well your regression model fits is by using a 
scatterplot, which is a graph showing all the pairs of data plotted in the x-y plane. 
Use the scatterplot to see whether the data appear to fall in the pattern of a line. If 
the data appear to follow a straight-line pattern (or even something close to 
that — anything but a curve or a scattering of points that has no pattern at all), 
you calculate the correlation, r, to see how strong the linear relationship between x 
and y is. The closer r is to +1 or –1, the stronger the relationship; the closer r is to 
zero, the weaker the relationship. Minitab can do scatterplots and correlations for 
you; see Chapter 5 for more on simple linear regression, including making a scat-
terplot and finding the value of r.

If the data don’t have a significant correlation and/or the scatterplot doesn’t look 
linear, stop the analysis; you can’t go further to find a line that fits a relationship 
that doesn’t exist.

Using R2

The more general way of assessing not only the fit of a simple linear regression 
model but many other models too is to use R2, also known as the coefficient of 
determination. (For example, you can use this method in multiple, nonlinear, and 
logistic regression models in Chapters 6, 8, and 9, to name a few.) In simple linear 
regression, the value of R2 (indicated by Minitab and statisticians as a capital R 
squared) is equal to the square of the Pearson correlation coefficient, r (indicated 
by Minitab and statisticians by a small r). In all other situations, R2 provides a 
more general measure of model fit. (Note that r only measures the fit of a straight-
line relationship between one x-variable and one y-variable; see Chapter 5.) An 
even better statistic, R2 adjusted, modifies R2 to account for the number of variables 
in the model. (For more information on R2 and its use and interpretation, see 
Chapter 7.)

The value of R2 adjusted for the model using education to estimate Internet use 
(see Figure 13-1) is equal to 41 percent. This value reflects the percentage of vari-
ability in Internet use that can be explained by a person’s years of education. This 
number isn’t close to 1, but note that r, the square root of 41 percent, is 0.64, 
which in the case of linear regression indicates a moderate relationship.
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This evidence gives you the green light to use the results of the regression analysis 
to estimate number of hours of Internet use in a month by using years of educa-
tion. The regression equation, as it appears in the top part of the Figure 13-1 out-
put, is Internet use years of education8 29 3 15. . . So if you have 16 years of 
education, for example, your estimated Internet use is 8 29 3 15 16 42 11. . . , or 
about 42 hours per month (about 10.5 hours per week).

But wait! Look again at Figure 13-1 and zoom in on the bottom part. I didn’t ask 
for anything special to get this information on the Minitab output, but you can see 
an ANOVA table there. That seems like a fish out of water, doesn’t it? The next 
section connects the two, showing you how an ANOVA table can describe regres-
sion results (albeit it in a different way).

Regression and ANOVA: A Meeting  
of the Models

After you’ve broken down the regression output into all its pieces and parts, the 
next step toward understanding the connection between regression and ANOVA is 
to apply the sums of squares from ANOVA to regression (something that’s  
typically not done in a regression analysis). Before you start, think of this process 
as going to a 3-D movie, where you have to wear special glasses in order to see all 
the special effects!

In this section, you see the sums of squares in ANOVA applied to regression and 
how the degrees of freedom work out. You build an ANOVA table for regression 
and discover how the t-test for a regression coefficient is related to the F-test in 
ANOVA.

Comparing sums of squares
Sums of squares is a term you may remember from ANOVA (see Chapter 10), but it 
certainly isn’t a term you normally use when talking about regression (see  
Chapter 5). Yet, you can break down both types of models into sums of squares, 
and that similarity gets at the true connection between ANOVA and regression.

In step-by-step terms, you first partition out the variability in the y-variable by 
using formulas for sums of squares from ANOVA (sums of squares for total, treat-
ment, and error). Then you find those same sums of squares for regression — this 
is the twist on the process. You compare the two procedures through their sums 
of squares. This section explains how this comparison is done.
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Partitioning variability by using SSTO, SSE,  
and SST for ANOVA
ANOVA is all about partitioning the total variability in the y-values into sums of 
squares (find all the information you’ll ever need on one-way ANOVA in  
Chapter 10). The key idea is that SSTO SST SSE, where SSTO is the total vari-
ability in the y-values; SST measures the variability explained by the model (also 
known as the treatment, or x-variable in this case); and SSE measures the vari-
ability due to error (what’s left over after the model is fit).

Following are the corresponding formulas for SSTO, SSE, and SST, where y  is the 
mean of the y’s, yi is each observed value of y, and ŷi is each predicted value of y 
from the ANOVA model:

SSTO

SSE

SST

y y

y y

y y

i

i i

i

2

2

2

ˆ

ˆ

Use these formulas to calculate the sums of squares for ANOVA. (Minitab does this 
for you when it performs ANOVA.) Keep these values of SSTO, SST, and SSE. You’ll 
use them to compare to the results from regression.

Finding sums of squares for regression
In regression, you measure the deviations in the y-values by taking each yi minus 
its mean, y . Square each result and add them all up, and you have SSTO. Next, take 
the residuals, which represent the difference between each yi and its estimated 
value from the model, ŷi. Square the residuals and add them up, and you get the 
formula for SSE.

After you calculate SSTO and SSE, you need the bridge between them — that is, 
you need a formula that connects the variability in the yi’s (SSTO) and the vari-
ability in the residuals after fitting the regression line (SSE). That bridge is called 
the sum of squares for regression, or SSR (equivalent to SST in ANOVA). In regres-
sion, ŷi represents the predicted value of yi based on the regression model. These 
are the values on the regression line. To assess how much this regression line 
helps to predict the y-values, you compare it to the model you’d get without any 
x-variable in it.

Without any other information, the only thing you can do to predict y is to look at 
the average, y . So, SSR compares the predicted value from the regression line to 
the predicted value from the flat line (the mean of the y’s) by subtracting them. 
The result is ŷ yi . Square each result and sum them all up, and you get the 
formula for SSR, which is the same as the formula for SST in ANOVA. Voilà!
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Instead of calling the sum of squares for the regression model SST as is done in 
ANOVA, statisticians call it SSR for sum of squares regression. Consider SSR to be 
equivalent to the SST from ANOVA. You need to know the difference because com-
puter output (Minitab and otherwise) always lists the sums of squares for the 
regression model as SSR, not SST.

To summarize the sums of squares as they apply to regression, you have 
SSTO SSR SSE where

 » SSTO measures the variability in the observed y-values around their mean. 
This value represents the variance of the y-values.

 » SSE represents the variability between the predicted values for y (the values 
on the line) and the observed y-values. SSE represents the variability left over 
after the line has been fit to the data.

 » SSR measures the variability in the predicted values for y (the values on the 
line) from the mean of y. SSR is the sum of squares due to the regression 
model (the line) itself.

Minitab calculates all the sums of squares for you as part of the regression analy-
sis. You can see this calculation in the section, “Bringing regression to the ANOVA 
table.”

Dividing up the degrees of freedom
In ANOVA, you test a model for the treatment (population) means by using an 
F-test, which is F MST

MSE
. To get MST (the mean sum of squares for treatment), 

you take SST (the sum of squares for treatment) and divide by its degrees of free-
dom. You do the same with MSE (that is, take SSE, the sum of squares for error, 
and divide by its degrees of freedom). The questions now are, what do those 
degrees of freedom represent, and how do they relate to regression?

Degrees of freedom in ANOVA
In ANOVA, the degrees of freedom for SSTO is n 1, which represents the sample 

size minus one. In the formula for SSTO, y yi
2
, you see there are n observed 

y-values minus one mean. In a very general way, that’s where the n 1 comes 
from.

Note that if you divide SSTO by n 1, you get 
y y
n

i
2

1
, the variance in the 

y-values. This calculation makes good sense because the variance measures the 
total variability in the y-values.
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Degrees of freedom in regression
The degrees of freedom for SST in ANOVA equal the number of treatments minus 
1. How does the degrees of freedom idea relate to regression? The number of treat-
ments in regression is equivalent to the number of parameters in a model (a 
parameter being an unknown constant in the model that you’re trying to 
estimate).

When you test a model, you’re always comparing it to a different (simpler) model 
to see whether it fits the data better. In linear regression, you compare your 
regression line y a bx, to the horizontal line y y. This second, simpler model 
just uses the mean of y to predict y all the time, no matter what x is. In the  
regression line, you have two coefficients: one to estimate the parameter for the 
y-intercept (a) and one to estimate the parameter for slope (b) in the model. In  
the second, simpler model, you have only one parameter: the value of the mean. 
The degrees of freedom for SSR in simple linear regression is the difference in the 
number of parameters from the two models: 2 1 1.

The degrees of freedom for SSE in ANOVA is n k. In the formula for SSE, ŷ yi
2
,  

you see there are n predicted y-values, and k is the number of treatments in the 
model. In regression, the number of parameters in the model is k 2 (the slope 
and the y-intercept). So you have degrees of freedom n 2 associated with SSE 
when you’re doing regression.

Putting all this together, the degrees of freedom for regression must add up for 
the equation SSTO SSR SSE. The degrees of freedom corresponding to this 
equation are ( ) ( ) ( )n n1 2 1 2 , which is true if you do the math. So the 
degrees of freedom for regression, using the ANOVA approach, all check out. 
Whew!

In Figure 13-1, you can see the degrees of freedom for each sum of squares listed 
under the DF column of the ANOVA part of the output. You see SSR has 2 1 1 
degree of freedom, SSE has 250 2 248 degrees of freedom (because n 250 
observations were in the data set and k 2, and you find n k to get degrees of 
freedom for SSE). The degrees of freedom for SSTO is 250 1 249.

Bringing regression to the ANOVA table
In ANOVA, you test your model Ho (all k population means are equal) versus Ha (at 
least two population means are different) by using an F-test. You build your F-test 
statistic by relating the sums of squares for treatment to the sum of squares for 
error. To do this, you divide SSE and SST by their degrees of freedom (n k and 
k 1, respectively, where n is the sample size and k is the number of treatments) 
to get the mean sums of squares for error (MSE) and mean sums of squares for 
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treatment (MST). In general, you want MST to be large compared to MSE, indicat-
ing that the model fits well. The results of all these statistical gymnastics are 
summarized by Minitab in a table called (cleverly) the ANOVA table.

The ANOVA table shown in the bottom part of Figure 13-1 for the Internet use data 
example represents the ANOVA table you get from using the regression line as 
your model. Under the Source column, you may be used to seeing treatment, error, 
and total. For regression, the treatment is the regression line, so you see regression 
instead of treatment. The error term in ANOVA is labeled residual error, because in 
regression, you measure error in terms of residuals. Finally you see total, which is 
the same the world around.

The SS column represents the sums of squares for the regression model. The three 
sums of squares listed in the SS column are SSR (for regression), SSE (for residu-
als), and SST (total). These sums of squares are calculated using the formulas 
from the previous section; the degrees of freedom, DF in the table, are also found 
by using the formulas from the previous section.

The MS column takes the value of SS [you fill in the blank] and divides it by the 
respective degrees of freedom, just like ANOVA. For example, in Figure 13-1, SSE 
is 12968.5, and the degrees of freedom is 248. Take the first value divided by the 
second one to get 52.29 or 52.3, which is listed in the ANOVA table for MSE.

The value of the F-statistic, using the ANOVA method, is F MST
MSE

9085 6
52 3

173 7.
.

.  

in the Internet use example, which you can see in column five of the ANOVA part 
of Figure 13-1 (subject to rounding). The F-statistic’s p-value is calculated based 
on an F-distribution with k 1 2 1 1 and n k 250 2 248 degrees of free-
dom, respectively. (In the Internet use example, the p-value listed in the last col-
umn of the ANOVA table is 0.000, meaning the regression model fits.) But 
remember, in regression you don’t use an F-statistic and an F-test. You use a 
t-statistic and a t-test. (Whoa. . .)

Relating the F- and t-statistics:  
The final frontier
In regression, one way of testing whether the best-fitting line is statistically sig-
nificant is to test H0: Slope 0 versus Ha: Slope 0. To do this, you use a t-test (see 
Chapter  4). The slope is the heart and soul of the regression line, because it 
describes the main part of the relationship between x and y. If the slope of the line 
equals zero (you can’t reject Ho), you’re just left with y a, a horizontal line, and 
your model y a bx isn’t doing anything for you.
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In ANOVA, you test to see whether the model fits by testing Ho: The means of the 
populations are all equal versus Ha: At least two of the population means aren’t 
equal. To do this, you use an F-test (taking MST and dividing it by MSE; see 
Chapter 10).

The sets of hypotheses in regression and ANOVA seem totally different, but in 
essence, they’re both doing the same general thing: testing whether a certain 
model fits. In the regression case, the model you want to see fit is the straight line, 
and in the ANOVA case, the model of interest is a set of (normally distributed) 
populations with at least two different means (and the same variance). Here each 
population is labeled as a treatment by ANOVA.

You can also think of it this way: Suppose you took all the populations from the 
ANOVA and lined them up side by side on an x-y plane (see Figure 13-2). If the 
means of those distributions are all connected by a flat line (representing  
the mean of the y’s), then you have no evidence against Ho in the F-test, so you 
can’t reject it — your model isn’t doing anything for you (simply put, it doesn’t 
fit). This idea is similar to the idea of fitting a flat horizontal line through the 
y-values in regression; a straight-line model with a non-zero slope. This also 
indicates no relationship between x and y.

The big thing is that statisticians can prove (so you don’t have to) that an  
F-statistic is equivalent to the square of a t-statistic and that the F-distribution is 
equivalent to the square of a t-distribution when the SSR has DF 2 1 1. And 
when you have a simple linear regression model, the degrees of freedom is exactly 1!  
(Note that F is always greater than or equal to zero, which is needed if you’re mak-
ing it the square of something.) So there you have it! The t-statistic for testing the 
regression model is equivalent to an F-statistic for ANOVA when the ANOVA table 
is formed for the simple regression model.

FIGURE 13-2: 
Connecting 

means of 
populations  
to the slope  

of a line.
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Indeed (the stats professor’s way of saying, “and this is the really cool part. . .”), 
if you look at the value of the t-statistic for testing the slope of the education vari-
able in Figure 13-1, you see that it’s 13.18 (look at the row marked Education and 
the column marked T). Square that value, and you get 173.71, the F-statistic in the 
ANOVA table of Figure  13-1. The F-statistic from ANOVA and the square of the 
t-statistic from regression are equal to each other in Figure 13-2, subject to a little 
round-off error done by Minitab on the output. (Just like magic! I still get chills 
just thinking about it.)
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Relate two categorical variables with two-way tables.

Look for independence using Chi-square tests.

Do goodness-of-fit testing.

Understand when to use nonparametrics and the  
sign test.

Find out about the signed rank test.



CHAPTER 14  Forming Associations with Two-Way Tables      235

Chapter 14
Forming Associations 
with Two-Way Tables

Looking for relationships between two categorical variables is a very common 
goal for researchers. For example, many medical studies center on how some 
characteristic about a person either raises or lowers their chance of getting 

some disease. Marketers ask questions like, “Who’s more likely to buy our prod-
uct: young people or older folks?” Sports stats freaks ask questions like, “Does 
winning the coin toss at the beginning of a football game increase a team’s chance 
of winning the game?” (I believe it does!)

To answer each of the preceding questions, you must first collect data (from a 
random sample) on the two categorical variables being compared — call them x 
and y. Then you organize that data into a table that contains columns and rows, 
showing how many individuals from the sample appear in each combination of x 
and y. Finally, you use the information in the table to conduct a hypothesis test 
(called the Chi-square test). Using the Chi-square test, you can determine whether 
you can see a relationship between x and y in the population from which the data 
were drawn. You need the machinery from Chapter 15 to accomplish this last step.

The goals of this chapter are to help you to understand what it means for two 
categorical variables (x and y) to be associated and to discover how to use percent-
ages to determine whether a sample data set appears to show a relationship 
between x and y.

IN THIS CHAPTER

 » Reading and interpreting two-way 
tables

 » Figuring probabilities and checking 
for independence

 » Watching out for Simpson’s Paradox



236      PART 4  Building Strong Connections with Chi-Square Tests and Nonparametrics

Suppose you’re collecting data on cellphone users, and you want to find out 
whether more adults use cellphones for personal use than teenagers. A study of 
508 randomly selected teen cellphone users and 508 randomly selected adult cell-
phone users conducted by a cell phone provider found that adults tend to use their 
phones for personal calls more than teens (big shocker). The survey showed that 
427 of the adults said they used their cellphones primarily to talk with friends and 
family, while only 325 of the teens admitted to doing so (they prefer to text and to 
be on the socials, right, kids?).

But you can’t stop there. You need to break down this information, calculate some 
percentages, and compare those percentages to see how close they really are. 
Results vary from sample to sample, and differences can appear by chance.

In this chapter, you find out how to organize data from categorical variables 
(that’s data based on categories rather than measurements) into a table format. 
This skill is especially useful when you’re looking for relationships between two 
categorical variables, such as using a cellphone for personal calls (a yes or no cat-
egory) and age group (teens versus adults). You also summarize the data to answer 
your questions. And, finally, you also get to figure out, once and for all, what’s 
going on with that Simpson’s Paradox thing.

Breaking Down a Two-Way Table
A two-way table contains rows and columns and helps you organize data from 
categorical variables in the following ways:

 » Rows represent the possible categories for one categorical variable, such as 
teens and adults.

 » Columns represent the possible categories for a second categorical variable, 
such as using your cellphone for personal calls, or not.

Organizing data into a two-way table
To organize your data into a two-way table, first set up the rows and columns. 
Table  14-1 shows the setup for the cellphone data example from the chapter 
introduction.

Notice that Table 14-1 has four empty cells inside of it (not counting the empty 
space in the upper-left corner). Because age group here has two choices (adult or 
teen) and personal cellphone use has two choices (yes or no), the resulting two-
way table has 2 2 4 cells.
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To figure out the number of cells in any two-way table, multiply the number of 
possible categories for the row variable times the number of possible categories 
for the column variable.

Filling in the cell counts
After you set up the table with the appropriate number of rows and columns, you 
need to fill in the appropriate numbers in each of the cells of the two-way table. 
The number in each cell of a two-way table is called the cell count for that cell. Of 
the four cells in the two-way table shown in Table 14-1, the upper-left cell repre-
sents the number of teens who use their cellphones for personal calls. With the 
information you have in the cellphone example, the cell count for this cell is 325. 
You also know that 427 adults use their cellphones for personal calls, and this 
number goes into the lower-left cell.

To figure out the numbers in the remaining two cells, you do a bit of subtraction. 
You know from the information given that the total number of teen cellphone 
users in the survey is 508. Each teen either uses their cellphone for personal calls 
(falling into the yes group) or doesn’t use it for personal calls (falling into the no 
group). Because 325 teens fall into the yes group, and you have 508 teens total,  
183 teens ( )508 325 183  don’t use their cellphones for personal calls. This 
number is the cell count for the upper-right cell of the two-way table. Finally, 
because 508 adults took the survey, and 427 of them use their cellphones for 
personal calls, you know that the rest of them ( )508 427 81  don’t. Therefore, 81 
is the cell count for the lower-right cell of the table. Table  14-2 shows the 
completed table for the cellphone user example, with the four cell counts filled in.

TABLE 14-1	 Two-Way Table for the Cellphone Data
Personal Calls: Yes Personal Calls: No

Teens

Adults

TABLE 14-2	 Completed Two-Way Table for the Cellphone Data
Personal Calls: Yes Personal Calls: No

Teens 325 183 508 325( )

Adults 427 81 508 427( )
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Just to save you a little time, if you have the total number in a group and the num-
ber of individuals who fall into one of the categories of the two-way table, you can 
determine the number falling into the remaining category by subtracting the total 
number in the group minus the number in the given category. You can complete 
this process for each remaining group in the table.

Making marginal totals
One of the most important characteristics of a two-way table is that it gives you 
easy access to all the pertinent totals. Because every two-way table is made up of 
rows and columns, you can imagine that the totals for each row and the totals for 
each column are important. Also, the grand total is important to know.

If you take a single row and add up all the cell counts in the cells of that row, you 
get a marginal row total for that row. Where does this marginal row total go on the 
table? You guessed it — out in the margin at the end of that row. You can find the 
marginal row totals for every row in the table and put them into the margins at 
the end of the rows. This group of marginal row totals for each row represents 
what statisticians call the marginal distribution for the row variable.

The marginal row totals should add up to the grand total, which is the total number 
of individuals in the study. (The individuals may be people, cities, dogs, compa-
nies, and so on, depending on the scenario of the problem at hand.)

Similarly, if you take a single column and add up all the cell counts in the cells of 
that column, you get the marginal column total for that column. This number goes 
in the margin at the bottom of the column. Follow this pattern for each column in 
the table, and you have the marginal distribution for the column variable. Again, 
the sum of all the marginal column totals equals the grand total. The grand total 
is always located in the lower-right corner of the two-way table.

The marginal row total, marginal column totals, and the grand total for the cell-
phone example are shown in Table 14-3.

TABLE 14-3	 Marginal and Grand Totals for the Cellphone Data
Personal Calls: Yes Personal Calls: No Marginal Row Totals

Teens 325 183 508 325( ) 508

Adults 427 81 508 427( ) 508

Marginal Column Totals 752 264 1,016 (Grand Total)
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The marginal row totals add the cell counts in each row; yet the marginal row 
totals show up as a column in the two-way table. This phenomenon occurs because 
when summing the cell counts in a row, you put the result in the margin at the 
end of the row, and when you do this for each row, you’re stacking the row totals 
into a column. Similarly, the marginal column totals add the cell counts in each 
column; yet they show up as a row in the two-way table. Don’t let this result be a 
source of confusion when you’re trying to navigate or set up a two-way table. I 
recommend that you label your totals as marginal row, marginal column, or grand 
total to help keep it all clear.

Breaking Down the Probabilities
In the context of a two-way table, a percentage can be interpreted in one of two 
ways: in terms of a group or an individual. Regarding a group, a percentage rep-
resents the portion of the group that falls into a certain category. However, a 
percentage also represents the probability that an individual selected at random 
from the group falls into a certain category.

A two-way table gives you the opportunity to find many different kinds of prob-
abilities, which help you to find the answers to different questions about your data 
or to look at the data another way. In this section, I cover the three most impor-
tant types of probabilities found in a two-way table: marginal probabilities, joint 
probabilities, and conditional probabilities. (For more complete coverage of these 
types of probabilities, check out Probability For Dummies, by yours truly and pub-
lished by Wiley.)

When you find probabilities based on a sample, as you do in this chapter, you have 
to realize that those probabilities pertain to that sample only. They don’t transfer 
automatically to the population being studied. For example, if you take a random 
sample of 1,000 adults and find that 55 percent of them watch reality TV, this 
study doesn’t mean that 55 percent of all adults in the entire population watch 
reality TV. (The media makes this mistake every day.) You need to take into 
account the fact that sample results vary; in Chapters 15 and 16, you do just that. 
But this chapter zeros in on summarizing the information in your sample, which 
is the first step toward that end (but not the last step in terms of making conclu-
sions about your corresponding population).

Marginal probabilities
A marginal probability makes a probability out of the marginal total, for either the 
rows or the columns. A marginal probability represents the proportion of the 
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entire group that belongs in that single row or column category. Each marginal 
probability represents only one category for only one variable — it doesn’t con-
sider the other variable at all. In the cellphone example, you have four possible 
marginal probabilities (refer to Table 14-3):

 » Marginal probability of adult 508
1 016

0 50
,

. , meaning that 50 percent of all 

the cellphone users in this sample were adults.

 » Marginal probability of teen 508
1 016

0 50
,

. , meaning that 50 percent of all the 

cellphone users in this sample were teens.

 » Marginal probability of using a cellphone for personal calls 752
1 016

0 74
,

. , 

meaning that 74 percent of all cellphone users in this sample make personal 
calls with their cellphones.

 » Marginal probability of not using a cellphone for personal calls 264
1 016

0 26
,

. , 

meaning that 26 percent of all the cellphone users in this sample don’t make 
personal calls with their cellphones.

Statisticians use shorthand notation for all probabilities. If you let A adult, 
T teen, Yes personal cellphone use, and No no personal cellphone use, then 
the preceding marginal probabilities are written as follows:

 » P A( ) .0 50

 » P T( ) .0 50

 » P Yes( ) .0 74

 » P No( ) .0 26

Notice that P(T) and P(A) add up to 1.00. This result is no coincidence because 
these two categories make up the entire age group variable. Similarly, P(Yes) and 
P(No) sum up to 1.00 because those choices are the only two for the personal cell-
phone use variable. Everyone has to be classified somewhere.

Be advised that some probabilities aren’t useful in terms of discovering informa-
tion about the population in general. For example, P A( ) .0 50 because the 
researchers determined ahead of time that they wanted exactly 508 adults and 
exactly 508 teens. The fact that 50 percent of the sample is adult and 50 percent 
of the sample is teen doesn’t mean that in the entire population of cellphone users 
50 percent are adults and 50 percent are teens. If you want to study what propor-
tion of cellphone users are adults and teens, you need to take a combined sample 
instead of two separate ones and see how many adults and teens appear in the 
combined sample.
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Joint probabilities
A joint probability gives the probability of the intersection of two categories, one 
from the row variable and one from the column variable. It’s the probability that 
someone selected from the entire group has two particular characteristics at the 
same time. In other words, both characteristics happen jointly, or together. You 
find a joint probability by taking the cell count for those having both characteris-
tics and dividing by the grand total.

Here are the four joint probabilities in the cellphone example:

 » The probability that someone from the entire group is a teen and uses their 
cellphone for personal calls is 325

1 016
0 32

,
. , meaning that 32 percent of all the 

cellphone users in this sample are teens using their cellphones for per-
sonal calls.

 » The probability that someone from the entire group is a teen and doesn’t use 
their cellphone for personal calls is 183

1 016
0 18

,
. .

 » The probability that someone from the entire group is an adult and makes 
personal calls with their cellphone is 427

1 016
0 42

,
. .

 » The probability that someone from the entire group is an adult and doesn’t 

make personal calls with their cellphone is 81
1 016

0 08
,

. .

The notation for the joint probabilities listed is as follows, where  represents the 
intersection of the two categories listed:

 » P T Yes( ) .0 32

 » P T No( ) .0 18

 » P A Yes( ) .0 42

 » P A No( ) .0 08

The sum of all the joint probabilities for any two-way table should be 1.00, unless 
you have a little round-off error, which makes it very close to 1.00 but not exactly. 
The sum is 1.00 because everyone in the group is classified somewhere with 
respect to both variables. It’s like dividing the entire group into four parts and 
showing which proportion falls into each part.
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Conditional probabilities
A conditional probability is what you use to compare subgroups in the sample. In 
other words, if you want to break down the table further, you turn to a conditional 
probability. Each row has a conditional probability for each cell within the row, 
and each column has a conditional probability for each cell within that column.

Note: Because conditional probability is one of the sticking points for a lot of stu-
dents, I spend extra time on it. My goal with this section is for you to have a good 
understanding of what a conditional probability really means and how you can use 
it in the real world (something many statistics textbooks neglect to mention,  
I have to say).

Figuring conditional probabilities
To find a conditional probability, you first look at a single row or column of the 
table that represents the known characteristic about the individuals. The marginal 
total for that row (column) now represents your new grand total, because this 
group becomes your entire universe when you examine it. Then take the cell 
counts from that row (column) and divide the sum by the marginal total for that 
row (column).

Consider the cellphone example in Table 14-3. Suppose you want to look at just 
the teens who took the survey. The total number of teens is 508. You can break 
down this group into two subgroups by using conditional probability: You can find 
the probability of using cellphones for personal calls (teens only) and the proba-
bility of not using cellphones for personal calls (teens only). Similarly, you can 
break down the adults into those adults who use cellphones for personal calls and 
those adults who don’t.

In the cellphone example, you have the following conditional probabilities when 
you break down the table by age group:

 » The conditional probability that a teen uses a cellphone for personal 
calls is 325

508
0 64. .

 » The conditional probability that a teen doesn’t use a cellphone for personal 
calls is 183

508
0 36. .

 » The conditional probability that an adult uses a cellphone for personal calls 
is 427

508
0 84. .

 » The conditional probability that an adult doesn’t use a cellphone for personal 
calls is 81

508
0 16. .
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To interpret these results, you say that within this sample, if you’re a teen, you’re 
more likely than not to use your cellphone for personal calls (64 percent compared 
to 36 percent). However, the percentage of personal-call makers is higher for 
adults (84 percent versus 16 percent).

Notice that for the teens in the previous example, the two conditional probabilities 
(0.64 and 0.36) add up to 1.00. This is no coincidence. The teens have been broken 
down by cellphone use for personal calls, and because everyone in the study is a 
cellphone user, each teen has to be classified into one group or the other. Simi-
larly, the two conditional probabilities for the adults sum to 1.00.

Notation for conditional probabilities
You denote conditional probabilities with a straight vertical line that lists and 
separates the event that’s known to have happened (what’s given) and the event 
for which you want to find the probability. You can write the notation like this: 
P(XX|XX). You place the given event to the right of the line and the event for 
which you want to find the probability to the left of the line. For example, suppose 
you know someone is adult (A) and you want to find out the chance they are a 
Democrat (D). In this case, you’re looking for P(D|A). On the other hand, say you 
know a person is a Democrat and you want the probability that person is an 
adult — you’re looking for P(A|D).

The vertical line in the conditional probability notation isn’t a division sign; it’s 
just a line separating events A and B. Also, be careful of the order in which you 
place A and B into the conditional probability notation. In general, P A|B P(B|A( ) ).

Following is the notation used for the conditional probabilities in the cellphone 
example:

 » P(Yes T) 0.64| . You can say it this way: “The probability of Yes given 
teen is 0.64.”

 » P(No T) 0.36| . In human terms, say, “The probability of No given teen  
is 0.36.”

 » P(Yes A) 0.84| . Say this one with gusto: “The probability of Yes given adult 
is 0.84.”

 » P(No A) 0.16| . You translate this notation by saying, “The probability of No 
given adult is 0.16.”

You can see that P Yes T P No T 1.00| |( ) ( )  because you’re breaking all teens into 
two groups: those using cellphones for personal calls (Y) and those not (N). Notice, 
however, that P Yes T P Yes A| |( ) ( ) doesn’t sum to 1.00. In the first term, you’re 
looking only at the teens, and in the second term, only at the adults.
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Comparing two groups with  
conditional probabilities
One of the most common questions regarding two categorical variables is this: Are 
they related? To answer this question, you compare their conditional probabilities.

To compare the conditional probabilities, follow these steps:

1. Take one variable and find the conditional probabilities based on the 
other variable.

2. Repeat Step 1 for each category of the first variable.

3. Compare those conditional probabilities (you can even graph them for 
the two groups) and see whether they’re the same or different.

If the conditional probabilities are the same for each group, the variables aren’t 
related in the sample. If they’re different, the variables are related in the 
sample.

4. Generalize the results to the entire population by using the sample 
results to draw a conclusion from the overall population involved by 
doing a Chi-square test (see Chapter 15).

Revisiting the cellphone example from the previous section, you can ask specifi-
cally, “Is personal use related to age group?” You know that you want to compare 
cellphone use for teens and adults to find out whether use is related to age group. 
However, it’s very difficult to compare cell counts; for example, 325 teens use 
their phones for personal calls, compared to 427 adults. In fact, it’s impossible to 
compare these numbers without using some total for perspective (325 out of 
what?).

You have no way of comparing the cell counts in two groups without creating 
percentages (achieved by dividing each cell count by the appropriate total). Per-
centages give you a means of comparing two numbers on equal terms. For exam-
ple, suppose you gave a one-question opinion survey (yes, no, and no opinion) to 
a random sample of 1,099 people; 465 respondents said yes, 357 said no, and 277 
had no opinion. To truly interpret this information, you’re probably trying to 
compare these numbers to each other in your head. That’s what percentages do 
for you. Showing the percentage in each group in a side-by-side fashion gives you 
a relative comparison of the groups with each other.

But first, you need to bring conditional probabilities into the mix. In the cellphone 
example, if you want the percentage of adults who use their cellphones for per-
sonal calls, you take 427 divided by the total number of adults (508) to get  
84 percent. Similarly, to get the percentage of teens who use their cellphones for 
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personal calls, take the cell count (325) and divide it by that row total for teens 
(508), which gives you 64 percent. This percentage is the conditional probability 
of using a cellphone for personal calls, given the person is a teen.

Now you’re ready to compare the teens and adults by using conditional probabili-
ties. Take the percentage of adults who use their cellphones for personal calls and 
compare it to the percentage of teens who use their cellphones for personal calls. 
By finding these conditional probabilities, you can easily compare the two groups 
and say that in this sample at least, more adults use their cellphones (84 percent) 
for personal calls than teens (64 percent).

Using graphs to display conditional probabilities
One way to highlight conditional probabilities as a tool for comparing two groups 
is to use graphs, such as a pie chart comparing the results of the other variable for 
each group or a bar chart comparing the results of the other variable for each 
group. (For more information on pie charts and bar charts, see my book, Statistics 
For Dummies, 2nd Edition [Wiley] or your Stats I textbook.)

You may be wondering how close the two pie charts need to look (in terms of how 
close the slice amounts are for one pie compared to the other) in order to say the 
variables are independent. This question isn’t one you can answer completely 
until you conduct a hypothesis test for the proportions themselves (see the Chi-
square test in Chapter 15). For now, with respect to your sample data, if the dif-
ference in the appearance of the slices for the two graphs is enough that you 
would write a newspaper article about it, then go for dependence. Otherwise, con-
clude independence.

Figures 14-1a and 14-1b use two pie charts to compare cellphone use of teens and 
adults. Figure 14-1a shows the conditional distribution of cellphone use for (given) 
teens. Figure 14-1b shows the conditional distribution of cellphone use for (given) 
adults. A comparison of Figures 14-1a and 14-1b reveals that the slices for cell-
phone use aren’t equal (or even close) for teens compared to adults, meaning that 
age group and cellphone use for personal calls are dependent in this sample. This 
confirms the previous conclusions.

Another way you can make comparisons is to break down the two-way table by 
the column variable. (You don’t always have to use the row variable for compari-
sons.) In the cellphone example (Table  14-3), you can compare the group of  
personal-call makers to the group of nonpersonal-call makers and see what per-
centage in each group is teen or adult. This type of comparison puts a different 
spin on the information because you’re comparing the behaviors to each other in 
terms of age group.
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With this new breakdown of the two-way table, looking first at the personal call-
ers, you get the following:

 » The conditional probability of being a teen, given you use your cellphone for 
personal calls, is P T Yes( | ) .325

752
0 43.

Note: The denominator is 752, the total number of people who make 
personal calls with their cellphones.

 » The conditional probability of being an adult, given you use your cellphone for 

personal calls, is P A Yes( | ) .427
752

0 57.

Again, these two probabilities add up to 1.00 because you’re breaking down the 
personal-call makers according to age group (adult or teen).

Then, finding the conditional probabilities for the nonpersonal cellphone users, 

you get the following: P T No( | ) .183
264

0 69  and P A No( | ) .81
264

0 31.

These two probabilities also sum to 1.00 because you’re breaking down the  
nonpersonal-call makers by age group (adult or teen).

The overall conclusions are similar to those found in the previous section, but the 
specific percentages and the interpretation are different. Interpreting the data 
this way, if you primarily use your cellphone for personal calls, you’re more likely 
to be adult than teen (57 percent compared to 43 percent). And if you don’t  
really use your cellphone to make personal calls, you’re more likely to be teen  
(69 percent compared to 31 percent).

FIGURE 14-1: 
Pie charts 

comparing teen 
versus adult 

personal 
cellphone use.
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Trying To Be Independent
Independence is a big deal in statistics. The term generally means that two items 
have outcomes whose probabilities don’t affect each other. The items could be 
events A and B, variables x and y, survey results from two people selected at ran-
dom from a population, and so on. If the outcomes of the two items do affect each 
other, statisticians call those two items dependent (or not independent). In this 
section, you check for and interpret independence of individual categories, one 
from each categorical variable in a sample, and you check for and interpret inde-
pendence of two categorical variables in a sample.

Checking for independence  
between two categories
Statistics instructors often have students check to see whether two categories 
(one from a categorical variable x and the other from a categorical variable y) are 
independent. I prefer to just compare the two groups and talk about how similar 
or different the percentages are, broken down by another variable. However, to 

WHAT SHOULD YOU DIVIDE BY?  
THAT IS THE QUESTION!
To get the correct answer for any probability in a two-way table, here’s the trick: Always 
identify the group being examined. What’s the probability “out of”? In the cellphone 
example (refer to Table 14-3),

• If you want the percentage of all users who are teens and using their phones for 
personal calls, you take the cell count 325 divided by 1,016, the grand total.

• If you want the percentage of teens who are using their cellphones for personal 
calls, you take 325 divided by 508, the total number of teens.

• If you want the percentage of personal-call makers who are teens, you take 325 
divided by 752, the total number of people who make personal calls with their 
cellphones.

In each of these three cases, the numerator is the same but the denominators are dif-
ferent, leading you to very different answers. Deciding which number to divide by is a 
very common source of confusion for people, and this trick can really give you an edge 
on keeping it straight.
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cover all the bases and make sure you can answer this very popular question, 
here’s the official definition of independence, straight from the statistician’s 
mouth: Two categories are independent if their joint probability equals the product 
of their marginal probabilities. The only caveat here is that neither of the catego-
ries can be completely empty.

For example, if being adult is independent of being a Democrat, then 
P A D P A P D( ) , where D Democrat and A Adult. You don’t have any 
conditional probabilities involved. So, to show that two categories are indepen-
dent, find the joint probability and compare it to the product of the two marginal 
probabilities. If you get the same answer both times, the categories are indepen-
dent. If not, then the categories are dependent.

You may be wondering, “Don’t all probabilities work this way, where the joint 
probability equals the product of the marginals?” No, they don’t. For example, if 
you draw a card from a standard 52-card deck, you get a red card with probability 
1
2

. You draw a heart with probability 1
4

. The chance of drawing both a heart and a 

red card with one draw is still 1
4

 (because all hearts are red). However, the product 

of the individual probabilities for red and heart comes out to 1
2

1
4

1
8

 which is not 

equal to 1
4

. This tells you that the categories “red” and “heart” aren’t indepen-

dent (that is, they’re dependent). Now the joint probability of a red two is 2
52

, or 
1

26
. This equals the probability of a red card, 1

2
, times the probability of a two 

(because 1
2

4
52

1
26

). This tells you that the categories “red” and “two” are 

independent.

Another way to check for independence is to compare the conditional probability 
to the marginal probability. Specifically, if you want to check whether being adult 
is independent of being Democrat, check either of the following two situations 
(they’ll both work if the variables are independent):

 » Is P(A D)  P(A)| ? If yes, then knowing someone is Democrat doesn’t affect 
the chance of being an adult and A and D are independent. If not, then 
knowing someone is Democrat does change the chance of being an adult, and 
A and D are dependent.

 » Is P(D A)  P(D)| ? This question is asking whether knowing if someone is an 
adult changes their chances of being a Democrat. If the equality is true, then D 
and A are independent. If not, then D and A are dependent.

Is knowing that you’re in one category going to change the probability of being in 
another category? If so, the two categories aren’t independent. If knowing doesn’t 
affect the probability, then the two categories are independent.
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Checking for independence  
between two variables
The previous section focuses on checking whether two specific categories are 
independent in a sample. If you want to extend this idea to showing that two 
entire categorical variables are independent, you must check the independence 
conditions for every combination of categories in those variables. All of them must 
work, or independence is lost. The first case where dependence is found between 
two categories means that the two variables are dependent. If you find that the 
first case shows independence, you must continue checking all the combinations 
before declaring independence.

Suppose a doctor’s office wants to know whether calling patients to confirm their 
appointments is related to whether they actually show up. The variables are x = 
called the patient (called or didn’t call) and y = patient showed up for their 
appointment (showed or didn’t show). Here are the four conditions that need to 
hold before you declare independence:

 » P(showed) = P(showed|called)

 » P(showed) = P(showed|didn’t call)

 » P(didn’t show) = P(didn’t show|called)

 » P(didn’t show) = P(didn’t show|didn’t call)

If any one of these conditions isn’t met, you stop there and declare the two vari-
ables to be dependent in the sample. Only if all the conditions are met do you 
declare the two variables independent in the sample.

You can see the results of a sample of 100 randomly selected patients for this 
example scenario in Table 14-4.

TABLE 14-4	 Confirmation Calls Related to Showing Up  
for the Appointment

Called Didn’t Call Row Totals

Showed 57 33 90

Didn’t Show 3 7 10

Column Totals 60 40 100
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Checking the conditions for independence, you can start at the first condition and 
check to see whether P(showed) = P(showed|called). From the last column of 

Table 14-4, you can see that P(showed) is equal to 90
100

0 90. , or 90 percent. Next, 

look at the first column to find P(showed|called); this probability is 57
60

95 per-

cent. Because these two probabilities aren’t equal (although they’re close), you 
say that showing up and calling first are dependent in this sample. You can also 
say that people come a little more often when you call them first. (To determine 
whether these sample results carry through to the population, which also takes 
care of the question of how close the probabilities need to be in order to conclude 
independence, see Chapter 15.)

Demystifying Simpson’s Paradox
Simpson’s Paradox is a phenomenon in which results appear to be in direct contra-
diction to one another, which can make even the best student’s heart race. This 
situation can go unnoticed unless three variables (or more) are examined, in 
which case you organize the results into a three-way table, with columns within 
columns or rows within rows.

Simpson’s Paradox is a favorite among statistics instructors (because it’s so  
mystical and magical — and the numbers get so gooey and complex), but it’s a 
nonfavorite among many students, mainly because of the following two reasons 
(in my opinion):

 » Due to the way Simpson’s Paradox is presented in most statistics courses, you 
can easily get buried in the details and have no hope of seeing the big picture. 
Simpson’s Paradox draws attention to a big problem in terms of interpreting 
data, and you need to understand the paradox fully in order to avoid it.

 » Most textbooks do a good job of showing you examples of Simpson’s 
Paradox, but they fall short in explaining why it occurs, so it just looks like 
smoke and mirrors. Some even neglect to explain the why part at all!

This section helps you to get a handle on what Simpson’s Paradox is, to better 
understand why and how it happens, and to know how to watch for it.

Experiencing Simpson’s Paradox
Simpson’s Paradox was discovered in 1951 by an American statistician named 
E. H. Simpson. He realized that if you analyze some data sets one way by breaking 
them down by two variables only, you can get one result, but when you break 
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down the data further by a third variable, the results switch direction. That’s why 
his result is called Simpson’s Paradox — a paradox being an apparent contradiction 
in results.

Simpson’s Paradox in action: Video games  
and the gender gap
The best way to sort through Simpson’s Paradox is to watch it play out in an 
example and explain all the whys along the way. Suppose I’m interested in finding 
out who’s better at playing video games, men or women. I watch males and 
females choose and play a variety of video games, and I record whether the player 
wins or loses. Suppose I record the results of 200 video games, as shown in 
Table  14-5. (Note that the females played 120 games, and the males played  
80 games; the total number of games does not need to be the same in order to 
make fair comparisons.)

Looking at Table  14-5, you see the proportion of males who won their video 

games, P(Won|Male), is 44
80

0 55. . The proportion of females who won their video 

games, P(Won|Female), is 84
120

0 70. . So overall, the females won more of their 

video games than the males did. Does this finding mean that women are better 
than men at video games in general in the sample?

Not so fast, my friend. Notice that the people in the study were allowed to choose 
the video games they played. This factor blows the study wide open. Suppose 
females and males choose different types of video games: Can this affect the 
results? The answer may be yes. Considering other variables that could be related 
to the results but weren’t included in the original study (or at least not in the 
original data analysis) is important. These additional variables that cloud the 
results are called lurking variables.

TABLE 14-5	 Video Games Won and Lost for Males Versus Females
Won Lost Marginal Row Totals

Males 44 36 80

Females 84 36 120

Marginal Column Totals 128 72 200 (Grand Total)
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Factoring in difficulty level
Many people may expect the video game results from the previous section to be 
turned around to indicate that men are better at playing video games than women. 
According to the research, men spend more time playing video games, on average, 
and are by far the primary purchasers of video games, compared to women. So 
what explains the eyebrow-raising results in this study? Is there another possible 
explanation? Is important information missing that’s relevant to this case?

One of the variables that wasn’t considered when I made Table 14-5 was the dif-
ficulty level of the video game being played. Suppose I go back and include the 
difficulty level of the chosen game each time, along with each result (won or lost). 
Level one indicates easy video games, comparable to the level of Ms. Pac-Man 
(games that are my speed), and level two means more challenging video games 
(like war games or sophisticated strategy games).

Table 14-6 represents the results with the addition of this new information on 
difficulty level of games played. You have three variables now: level of difficulty 
(one or two), gender (male or female), and outcome (won or lost). That makes 
Table 14-6 a three-way table.

Note in Table  14-6 that the number of level-one video games chosen was 
9 1 72 18 100, and the number of level-two video games chosen was 
35 35 12 18 100. In order to reevaluate the data based on the game level 
information, you need to look at who chose which level of game. The next section 
probes this very issue.

Comparing success rates with  
conditional probabilities
To compare the success rates for males versus females using Table 14-6, you can 
figure out the appropriate conditional probabilities, first for level-one games and 
then for level-two games.

TABLE 14-6	 Three-Way Table for Gender, Game Level,  
and Game Outcome

Level-One Games Level-Two Games

Won Lost Won Lost

Males 9 1 35 35

Females 72 18 12 18
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For level-one games (only), the conditional probability of winning given male is 
P Won|Male 9

10
0 90. . So for the level-one games, males won 90 percent of the 

games they played. For level-one games, the percentage of games won by the 

females is P Won|Female 72
90

0 80. , or 80 percent. These results mean that at 

level one, the males did 10 percent better than the females at winning their games. 
But this percentage appears to contradict the results found in Table 14-5. (Just 
wait — the contradictions don’t end here!)

Now figure the conditional probabilities for the level-two video games won. For 

the men, the percentage of males winning level-two games was 35
70

0 50. , or  

50 percent. For the ladies, the percentage of women winning level-two games was 
12
30

0 40. , or 40 percent. Once again, the males outdid the females!

Step back and think about this scenario for a minute. Table  14-5 shows that 
females won a higher percentage of the video games they played overall. But 
Table 14-6 shows that males won more of the level-one games and more of the 
level-two games. What’s going on? No need to check your math. No mistakes were 
made — no tricks were pulled. This inconsistency in results happens in real life 
from time to time in situations where an important third variable is left out of a 
study, a situation aptly named Simpson’s Paradox. (See why it’s called a paradox?)

Figuring out why Simpson’s Paradox occurs
Lurking variables are the underlying cause of Simpson’s Paradox. A lurking vari-
able is a third variable that’s related to each of the other two variables and can 
affect the results if not accounted for.

In the video game example, when you look at the video game outcomes (won or 
lost) broken down by gender only (Table 14-5), females won a higher percentage 
of their overall games than males (70 percent overall winning percentage for 
females compared to 55 percent overall winning for males). Yet, when you split up 
the results by the level of the video game (level one or level two; see Table 14-6), 
the results reverse themselves, and you see that males did better than females on 
the level-one games (90 percent compared to 80 percent), and males also did bet-
ter on the level-two games (50 percent compared to 40 percent).

To see why this seemingly impossible result happens, take a look at the marginal 
row probabilities versus the marginal row totals for the level-one games in 
Table 14-6. The percentage of times a male won when he played an easy video 
game was 90 percent. However, males chose level-one video games only 10 times 
out of 80 total level-one games played by men. That’s only 12.5 percent.
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To break this idea down further, the males’ nonstellar performance on the chal-
lenging video games (50 percent — but still better than the females) coupled with 
the fact that the males chose challenging video games 87.5 percent of the time 
(that’s 70 out of 80 times) really brought down their overall winning percentage 
(55 percent). And even though the men did really well on the level-one video 
games, they didn’t play many of them (compared to the females), so their high 
winning percentage on level-one video games (90 percent) didn’t count much 
toward their overall winning percentage.

Meanwhile, in Table  14-6, you see that females chose level-one video games  
90 times (out of 120). Even though the females only won 72 out of the 90 games 
(80 percent, a lower percentage than the males, who won 9 out of 10 of their 
games), they chose to play many more level-one games, therefore boosting their 
overall winning percentage.

Now the opposite situation happens when you look at the level-two video games 
in Table 14-6. The males chose the harder video games 70 times (out of 80), while 
the females only chose the harder ones 30 times out of 120. The males did better 
than the females on level-two video games (winning 50 percent of them versus  
40 percent for the females). However, level-two video games are harder to win 
than level-one video games. This factor means that the males’ winning percent-
age on level-two video games, being only 50 percent, doesn’t contribute much to 
their overall winning percentage. However, the low winning percentage for 
females on level-two video games doesn’t hurt them much, because they didn’t 
play many level-two video games.

The bottom line is that the occurrence or nonoccurrence of Simpson’s Paradox is 
a matter of weights. In the overall totals from Table 14-5, the males don’t look as 
good as the females. But when you add in the difficulty of the games, you see that 
most of the males’ wins came from harder games (which have a lower winning 
percentage). The females played many more of the easier games on average, and 
easy games carry a higher chance of winning no matter who plays them. So it all 
boils down to this: Which games did the males choose to play, and which games 
did the females choose to play? The males chose harder games, which contributed 
in a negative way to their overall winning percentage and made the females look 
better than they actually were.

Keeping one eye open for  
Simpson’s Paradox
Simpson’s Paradox shows you the importance of including data about possible 
lurking variables when attempting to look at relationships between categorical 
variables.
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Level of game wasn’t included in the original summary, Table 14-5, but it should 
have been included because it’s a variable that affected the results. Level of game, 
in this case, was the lurking variable. More men chose to play the more difficult 
games, which are harder to win, thereby lowering their overall success rate.

You can avoid Simpson’s Paradox by making sure that obvious lurking variables 
are included in a study; that way, when you look at the data, you get the relation-
ships right the first time and there’s a lower chance of reversing the results. And, 
as with all other statistical results, if it looks too good to be true or too simple to 
be correct, it probably is! Beware of someone who tried to oversimplify any result. 
While three-way tables are a little more difficult to examine, they’re often worth 
using.
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Chapter 15
Being Independent 
Enough for the  
Chi-Square Test

You’ve seen these hasty judgments before — people who collect one sample 
of data and try to use it to make conclusions about the whole population. 
When it comes to two categorical variables (where data fall into categories 

and don’t represent measurements), the problem seems to be even more 
widespread.

For example, a TV news show finds that out of 1,000 presidential voters, 20 unem-
ployed voters are voting Republican, 30 unemployed voters are voting Democrat, 
570 employed voters are voting Republican, and 380 employed voters are voting 
Democrat. The news anchor shows the data and then states that 3 percent 
( , )30 1 000  of all presidential voters are unemployed voters voting Democrat (and 
so on for the other counts).

This conclusion is misleading. It’s true that in this sample of 1,000 voters,  
3 percent of them are unemployed voters voting Democrat. However, this result 
doesn’t automatically mean that 30 percent of the entire population of voters is 
unemployed and voting Democrat. Results change from sample to sample.

IN THIS CHAPTER

 » Testing for independence in the 
population (not just the sample)

 » Using the Chi-square distribution

 » Discovering the connection between 
the Z-test and the Chi-square test
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In this chapter, you see how to move beyond just summarizing the sample results 
from a two-way table (discussed in Chapter 14) to using those results in a hypoth-
esis test to make conclusions about an entire population. This process requires a 
new probability distribution called the Chi-square distribution. You also find out 
how to answer a very popular question among researchers: Are these two categor-
ical variables independent (not related to each other) in the entire population?

The Chi-Square Test for Independence
Looking for relationships between variables is one of the most common reasons 
for collecting data. Looking at one variable at a time usually doesn’t cut it. The 
methods used to analyze data for relationships are different depending on the 
type of data collected. If the two variables are quantitative (for example, study 
time and exam score), you use correlation and regression (see Chapter 5). If the 
two variables are categorical (for example, gender and political affiliation), you 
use a Chi-square test to examine relationships. In this section, you see how to use 
a Chi-square test to look for relationships between two categorical variables.

If two categorical variables don’t have a relationship, they’re deemed to be inde-
pendent. If they do have a relationship, they’re called dependent variables. Many 
folks get confused by these terms, so it’s important to be clear about the distinc-
tion right up front.

To test whether two categorical variables are independent, you need a Chi-square 
test. The steps for the Chi-square test follow. (Minitab can conduct this test for 
you, from Steps 3 to 7.)

1. Collect your data, and summarize it in a two-way table.

These numbers represent the observed cell counts. (For more on two-way 
tables, see Chapter 14.)

2. Set up your null hypothesis, Ho: Variables are independent; and the 
alternative hypothesis, Ha: Variables are dependent.

3. Calculate the expected cell counts under the assumption of indepen-
dence. (This refers to the number you expect to fall into that particular cell if 
the variables were independent.)

The expected cell count for a cell is the row total times the column total divided 
by the grand total.

4. Check the conditions of the Chi-square test before proceeding; each 
expected cell count must be greater than or equal to five.
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5. Figure the Chi-square test statistic.

This statistic finds the observed cell count minus the expected cell count, 
squares the difference, and divides it by the expected cell count. Do these 
steps for each cell, and then add them all up.

6. Look up your test statistic on the Chi-square table (see the Appendix) and 
find the p-value (or one that’s close).

7. If your result is less than your predetermined cutoff (the α level), usually 
0.05, reject Ho and conclude you have evidence of the dependence of the 
two variables.

If your result is greater than the α level, fail to reject Ho; we do not have 
enough evidence that the the variables are dependent.

To conduct a Chi-square test in Minitab, you can enter data that is already in a 
table, or as raw data (not summarized yet). To enter data already in a table, enter 
your data in the spreadsheet exactly as it appears in your two-way table (see 
Chapter  14 for setting up a two-way table for categorical data). Go to 
Stat>Tables>Chi-Square Test for Association. In the pull-down menu, select 
Summarized Data in a Table. Click on the two variable names in the left-hand box 
corresponding to your column variables in the spreadsheet. They appear in the 
box labeled Columns Contained in the Table. In the Rows box, click on the column 
one variable where the row titles are. Then click OK. To enter the data as raw data 
(the first column is the variable 1 name and the second column is the variable 2 
name), go to Stat>Tables>Chi-square Test for Association, choose raw data from 
the pull-down menu, select your row variable, select your column variable, and 
click OK.

Collecting and organizing the data
The first step in any data analysis is collecting your data. In the case of two cate-
gorical variables, you collect data on the two variables at the same time for each 
individual in the study.

A survey conducted by American Demographics asked 500 men and 500 women 
about the color of their next house. The results showed that 36 percent of the men 
wanted to paint their houses white, and 25 percent of the women wanted to paint 
their houses white. Keeping the data together in pairs (for example: male, white 
paint; female, nonwhite paint), you organize them into a two-way table where the 
rows represent the categories of one categorical variable (males and females for 
gender) and the columns represent the categories of the other categorical variable 
(white paint and nonwhite paint). Table 15-1 contains the results from a sample 
of 1,000 people (500 men and 500 women).
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The marginal row totals represent the total number in each row; the marginal col-
umn totals represent the total number in each column. (See Chapter 14 for more 
information on row and column marginal totals.)

Notice that of the males, the percentage that want to paint the house white is 
180 500 0 36. , or 36 percent, as stated previously. And the percentage of females 
that want to paint the house white is 125 500 0 25. , or 25 percent. (Both of these 
percentages represent conditional probabilities as explained in Chapter 14.)

The American Demographics report concluded from this data that “. . .men and 
women generally agree on exterior house paint colors, the main exception being 
the top male choice, white (36 percent would paint their next house white versus 
25 percent of women).” This type of conclusion is commonly formed, but it’s an 
overgeneralization of the results at this point.

You know that in this sample, more men wanted to paint their houses white than 
women, but is 180 really that different from 125 when you’re dealing with a sam-
ple size of 1,000 people whose results will vary the next time you do the survey? 
How do you know these results carry over to the population of all men and women? 
That question can’t be answered without a formal statistical procedure called a 
hypothesis test (see Chapter 4 for the basics of hypothesis tests).

To show that men and women in the population differ according to favorite house 
color, first note that you have two categorical variables:

 » Gender (male or female)

 » Paint color (white or nonwhite)

Making conclusions about the population based on the sample (observed) data in 
a two-way table is taking too big of a leap. You need to conduct a Chi-square test 
in order to broaden your conclusions to the entire population. The media, and 
even some researchers, can get into trouble by ignoring the fact that sample 
results vary. Stopping with the sample results only and going merrily on your way 
can lead to conclusions that others can’t confirm when they take new samples.

TABLE 15-1	 Gender and House Paint Color Preference:  
Observed Cell Counts

White Paint Nonwhite Paint Marginal Row Totals

Men 180 320 500

Women 125 375 500

Marginal Column Totals 305 695 1,000 (Grand Total)
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You keep the connection between the two pieces of information by organizing the 
data into one two-way table versus two individual tables — one for gender and 
one for house-paint preference. With one two-way table, you can look at the rela-
tionship between the two variables. (For full details on organizing and interpret-
ing the results from a two-way table, see Chapter 14.)

Determining the hypotheses
Every hypothesis test (whether it be a Chi-square test or some other test) has two 
hypotheses.

 » Null hypothesis: You have to believe this unless someone shows you 
otherwise. The notation for this hypothesis is Ho.

 » Alternative hypothesis: You want to conclude this in the event that you can’t 
support the null hypothesis anymore. The notation for this hypothesis is Ha.

In the case where you’re testing for the independence of two categorical variables, 
the null hypothesis is when no relationship exists between them. In other words, 
they’re independent. The alternative hypothesis is when the two variables are 
related, or dependent.

For the paint color preference example from the previous section, you write Ho: 
Gender and paint color preference are independent versus Ha: Gender and paint 
color preference are dependent. And there you have it — Step 2 of the Chi-square 
test.

For a quick review of hypothesis testing, turn to Chapter 4. For a full discussion of 
the topic, see my other book, Statistics For Dummies, 2nd Edition (Wiley) or your 
Stats I textbook.

Figuring expected cell counts
When you’ve collected your data and set up your two-way table (for example, see 
Table 15-1), you already know what the observed values are for each cell in the 
table. Now you need something to compare them to. You’re ready for Step 3 of the 
Chi-square test — finding expected cell counts.

The null hypothesis says that the two variables x and y are independent. That’s the 
same as saying x and y have no relationship. Assuming independence, you can 
determine which numbers should be in each cell of the table by using a formula 
for what’s called the expected cell counts. (Each individual square in a two-way 
table is called a cell, and the number that falls into each cell is called the cell count; 
see Chapter 14.)
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Table 15-1 shows the observed cell counts from the gender and paint color prefer-
ence example. To find the expected cell counts, you take the row total times the 
column total divided by the grand total, and do this for each cell in the table. 
Table 15-2 shows the calculations for the expected cell counts for the gender and 
paint color preference data.

Next you compare the observed cell counts in Table 15-1 to the expected cell counts 
in Table 15-2 by looking at their differences. The differences between the observed 
and expected cell counts shown in these tables are as follows:

180 152 5 27 5

320 347 5 27 5

125 152 5 27 5

375 347 5 27 5

. .

. .

. .

. .

Next you do a Chi-square test for independence (see Chapter  16) to determine 
whether the differences found in the sample between the observed and expected 
cell counts are simply due to chance, or whether they carry through to the 
population.

Under independence, you conclude there is not a significant difference between 
what you observed and what you expected.

Checking the conditions for the test
Step 4 of the Chi-square test is checking conditions. The Chi-square test has one 
main condition that must be met in order to test for independence on a two-way 
table: The expected count for each cell must be at least five — that is, greater than 
or equal to five. Expected cell counts that fall below five aren’t reliable in terms of 
the variability that can take place.

TABLE 15-2	 Gender and House Paint Color Preference:  
Expected Cell Counts

White Paint Nonwhite Paint Marginal Row Totals

Men ( * ) , .500 305 1 000 152 5 ( * ) , .500 695 1 000 347 5 500

Women ( * ) , .500 305 1 000 152 5 ( * ) , .500 695 1 000 347 5 500

Marginal Column 
Totals

305 695 1,000 (Grand Total)
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We also need the observations to be independent. Married couples being counted 
as one couple per pair are OK because the couples themselves were chosen ran-
domly in this example.

In the gender and paint color preference example, Table 15-2 shows that all the 
expected cell counts are at least five, so the conditions of the Chi-square test 
are met.

If you’re analyzing data and you find that your data set doesn’t meet the expected 
cell count of at least five for one or more cells, you may be able to combine some 
of your rows and/or columns if it makes sense to do so. This combination makes 
your table smaller, but it increases the cell counts for the cells that you do have, 
which helps you meet the condition.

Calculating the Chi-square test statistic
Every hypothesis test uses data to make the decision about whether or not to reject 
Ho in favor of Ha. In the case of testing for independence in a two-way table, you 
use a hypothesis test based on the Chi-square test statistic. In the following sec-
tions, you can see the steps for calculating and interpreting the Chi-square test 
statistic, which is Step 5 of the Chi-square test.

Working out the formula
A major component of the Chi-square test statistic is the expected cell count for 
each cell in the table. The formula for finding the expected cell count, eij, for the 

cell in row i, column j is e i j
ij

row  total column  total
grand total

.

Note that the values of i and j vary for each cell in the table. In a two-way table, 
the upper-left cell of the table is in row one, column one. The cell in the upper-
right corner is in row one, column two. The cell in the lower-left corner is in row 
two, column one, and the lower-right cell is in row two, column two.

The formula for the Chi-square test statistic is 2

2
o e

e
ij ij

ijji

, where oij is 

the observed cell count for the cell in row i, column j, and eij is the expected cell 
count for the cell in row i, column j.

When you calculate the expected cell count for some cells, you typically get a 
number that has some digits after the decimal point (in other words, the number 
isn’t a whole number). Don’t round this number off, despite the temptation to do 
so. This expected cell count is actually an overall-average expected value, so keep 
the count as it is, with decimal included.
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Calculating the test statistic
Here are the major steps of how to calculate the Chi-square test statistic for inde-
pendence (Minitab does these steps for you as well):

1. Subtract the observed cell count from the expected cell count for the 
upper-left cell in the table.

2. Square the result from Step 1 to make the number positive.

3. Divide the result from Step 2 by the expected cell count.

4. Repeat this process for all the cells in the table, and add up all the results 
to get the Chi-square test statistic.

The reason you divide by the expected cell count in the Chi-square test statistic is 
to account for cell-count sizes. If you expect a big cell count, say 100, and are off 
by only 5 for the observed count of that cell, that difference shouldn’t count as 
much as if you expected a small cell count (like 10) and the observed cell count was 
off by 5. Dividing by the expected cell count puts a more fair weight on the differ-
ences that go into the Chi-square test statistic.

To perform a Chi-square test in Minitab, you can enter your data as a summarized 
table (see the previous instructions for a Chi-square test for independence) or you 
can first enter the raw data (the data on each person) in two columns, which is 
most likely to be the case. In the latter case, the first column contains the values 
of the first variable in your data set. (For example, if your first variable is gender, 
go down the first Minitab column, entering the gender of each person.) Then enter 
the data from your second variable in the second column, where each row repre-
sents a single person in the data set. (If your second variable is house paint color 
preference, for example, enter each person’s paint color preference in column 
two, keeping the data from each person together in each row.) Go to Stat> 
Tables>Cross-tabulation and Chi-square.

Now Minitab needs to know which is your row variable and which is your column 
variable in your table. On the left-hand side, click on the variable that you want to 
represent the rows of your two-way table (you may click on the first variable). 
Click Select, and the variable name appears in the row variable portion of the table 
on the right. Now find the column variable blank on the right-hand side and click 
on it. Go to the left-hand side and click on the name of your second variable. Click 
Select. Then click on the Chi-square button and choose Chi-square analysis by 
checking the box. (You can also choose which items you want to include in your 
output by checking those items. For example, if you want the expected cell counts 
included, then also check that box.) Then click OK. Finally, click OK again to clear 
all the windows.
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Picking through the output
The Minitab output for the Chi-square analysis for the gender and house paint 
color preference example (from Table 15-1) is shown in Figure 15-1. You can pick 
out quite a few numbers from the output in Figure 15-1 that are especially impor-
tant. The following three numbers are listed in each cell:

 » The first (top) number is the observed cell count for that cell; this matches the 
observed cell count for each cell shown in Table 15-1. (Notice that the 
marginal row and column totals of Figure 15-1 also match those from 
Table 15-1.)

 » The second number in each cell of Figure 15-1 is the expected cell count for 
that cell; you find it by taking the row total times the column total divided by 
the grand total (see the section, “Figuring expected cell counts”). For example, 
the expected cell count for the upper-left cell (males who prefer white house 
paint) is 500 305 1 000 152 50, . .

 » The third number in each cell of Figure 15-1 is that part of the Chi-square test 
statistic that comes from that cell. (See Steps 1 through 3 of the previous 
section, “Working out the formula.”) The sum of the third numbers in each cell 
equals the value of the Chi-square statistic listed in the last line of the output. 
(For the house paint color preference example, the Chi-square test statistic is 
14.27.) (Note to get this third number in the Minitab output, click on Statistics 
and select Each Cell’s Contribution to Chi-Square.)

FIGURE 15-1: 
Minitab output 

for the house 
paint color 

preference versus 
gender data.
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Finding your results on the Chi-square table
The only way to make an assessment about your Chi-square test statistic is to 
compare it to all the possible Chi-square test statistics you would get if you had a 
two-way table with the same row and column totals, yet you distributed the num-
bers in the cells in every way possible. (You can do that in your sleep, right?) Some 
resulting tables give large Chi-square test statistics, and some give small Chi-
square test statistics.

Putting all these Chi-square test statistics together gives you what’s called a Chi-
square distribution. You find your particular test statistic on that distribution (Step 
6 of the Chi-square test), and see where it stands compared to the rest.

If your test statistic is large enough that it appears way out on the right tail of the 
Chi-square distribution (boldly going where no test statistic has gone before), you 
reject H0 and conclude the two variables are not independent. If the test statistic 
isn’t that far out, you can’t reject H0.

In the following sections, you find out more about the Chi-square distribution and 
how it behaves, so you can make a decision about the independence of your two 
variables based on your Chi-square statistic.

Determining degrees of freedom
Each type of two-way table has its own Chi-square distribution, depending on the 
number of rows and columns it has, and each Chi-square distribution is identified 
by its degrees of freedom.

In general, a two-way table with r rows and c columns uses a Chi-square distribu-
tion with ( )*( )r c1 1  degrees of freedom. A two-way table with two rows and 
two columns uses a Chi-square distribution with one degree of freedom. Notice 
that 1 2 1 2 1 . A two-way table with three rows and two columns uses a 
Chi-square distribution with 3 1 2 1 2 degrees of freedom.

Understanding why degrees of freedom are calculated this way is likely to be 
beyond the scope of your statistics class. But if you really want to know, the 
degrees of freedom represents the number of cells in the table that are flexible, or 
free, given all the marginal row and column totals.

For example, suppose that a two-way table has all row and column totals equal to 
100 and the upper-left cell is 70. Then the upper-right cell must be 
100 30 70 row total( ) . Because the column one total is 100, and the upper-left 
cell count is 70, the lower-left cell count must be 100 70 30. Similarly, the 
lower-right cell count must be 70.
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So you have only one free cell in a two-way table after you have the marginal 
totals set up. That’s why the degree of freedom for a two-way table is 1. In gen-
eral, you always lose one row and one column because of knowing the marginal 
totals. That’s because the last row and column values can be calculated through 
subtraction. That’s where the formula ( ) ( )r c1 1  comes from. (That’s more 
than you wanted to know, isn’t it? But you gotta admit, it’s pretty cool!)

Discovering how Chi-square distributions behave
Figure 15-2 shows pictures of Chi-square distributions with 1, 2, 4, 6, 8, and 10 
degrees of freedom, respectively. Here are some important points to keep in mind 
about Chi-square distributions:

 » For 1 degree of freedom, the distribution looks like a hyperbola (see Figure 15-2,  
top left); for more than 1 degree of freedom, it looks like a mound that has a 
long right tail (see Figure 15-2, lower right).

 » All the values are greater than or equal to zero.

 » The shape is always skewed to the right (tail going off to the right).

 » As the number of degrees of freedom increases, the mean (the overall 
average) increases (moves to the right) and the variances increase (resulting 
in more spread).

 » No matter what the degree of freedom is, the values on the Chi-square 
distribution (known as the density) approach zero for increasingly larger 
Chi-square values. That means that larger and larger Chi-square values are 
less and less likely to happen.

Using the Chi-square table
After you find your Chi-square test statistic and its degrees of freedom, you want 
to determine how large your statistic is, relative to its corresponding distribution. 
(You’re now venturing into Step 7 of the Chi-square test.)

If you think about it graphically, you want to find the probability of being beyond 
(getting a larger number than) your test statistic. If that probability is small, your 
Chi-square test statistic is something unusual — it’s out there — and you can 
reject Ho. You then conclude that your two variables are not independent (they’re 
related somehow).

If the probability of being to the right of your Chi-square test statistic (on a graph) 
isn’t small enough, you don’t have enough evidence to reject Ho. You then stick 
with Ho; you can’t reject it. You conclude that your two variables are independent 
(unrelated).
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How small of a probability do you need to reject Ho? For most hypothesis tests, 
statisticians generally use 0.05 as the cutoff. (For more information on cutoff val-
ues, also known as α levels, flip to Chapter 4, or check out my other book, Statistics 
For Dummies, 2nd Edition.)

Your job now is to find the probability of being beyond your Chi-square test sta-
tistic on the corresponding Chi-square distribution with ( ) ( )r c1 1  degrees of 
freedom. Each Chi-square distribution is different, and because the number of 
possible degrees of freedom is infinite, showing every single value of every Chi-
square distribution isn’t possible.

In the Chi-square table (Table A-3 in the Appendix), you see some of the most 
important values on each Chi-square distribution with degrees of freedom from 1 
to 50.

To use the Chi-square table, you find the row that represents your degrees of 
freedom (abbreviated DF). Move across that row until you reach the value closest 
to your Chi-square test statistic, without going over. (It’s like a game show where 
you’re trying to win the showcase by guessing the price.)

Then go to the top of the column you’re in. That number represents the area to the 
right of (above) the Chi-square test statistic you saw in the table. The area above 
your particular Chi-square test statistic is less than or equal to this number. This 
result is the approximate p-value of your Chi-square test.

FIGURE 15-2: 
Chi-square 

distributions with 
1, 2, 4, 6, 8, and 

10 degrees of 
freedom (moving 

from upper left to 
lower right).
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In the house paint color preference example (see Figure 15-1), the Chi-square test 
statistic is 14.27. You have 2 1 2 1 1 degree of freedom. In the Chi-square 
table, go to the row for DF 1, and go across to the number closest to 14.27 (with-
out going over), which is 7.88.

Drawing your conclusions
You have two alternative ways to draw conclusions from the Chi-square test sta-
tistic. You can look up your test statistic on the Chi-square table and see the prob-
ability of being greater than that. This method is known as approximating the 
p-value. (The p-value of a test statistic is the probability of being at or beyond your 
test statistic on the distribution to which the test statistic is being compared — if 
the null hypothesis were true (in this case, the Chi-square distribution.) Or you 
can have the computer calculate the exact p-value for your test. (For a quick 
review of p-values and α levels, turn to Chapter 4. For a full review of these topics, 
see my other book, Statistics For Dummies, 2nd Edition.)

Before you do anything though, set your α, the cutoff probability for your p-value, 
in advance. If your p-value is less than your α level, reject Ho. If it’s more, you 
can’t reject Ho.

Approximating p-value from the table
For the house paint color preference example (see Figure 15-1), the Chi-square 
test statistic is 14.27 with 2 1 2 1 1 DF (degree of freedom). The closest 
number in row one of the Chi-square table (see the Appendix), without going 
over, is 7.88 (in the last column).

The number at the top of that column is 0.005. This number is less than your typ-
ical α level of 0.05, so you reject H0. You know that your p-value is less than 0.005 
because your test statistic was more than 7.88. In other words, if 7.88 is the mini-
mum evidence you need to reject H0, you have more evidence than that with a 
value of 14.28. More evidence against H0 means a smaller p-value.

However, because Chi-square tables in general only give a few values for each 
Chi-square distribution, the best you can say using this table is that your p-value 
for this test is less than 0.005.

Here’s the big news: Because your p-value is less than 0.05, you can conclude 
based on this data that gender and house paint color preference are likely to be 
related in the population (dependent), like the American Demographics Survey 
said (quoted at the beginning of this chapter). Only now, you have a formal statis-
tical analysis that says this result found in the sample is also likely to occur in the 
entire population. This statement is much stronger!
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If your data shows you can reject Ho, you only know at that point that the two 
variables have some relationship. The Chi-square test statistic doesn’t tell you 
what that relationship is. In order to explore the relationship between the two 
variables, you find the conditional probabilities in your two-way table (see 
 Chapter 14). You can use those results to give you some ideas as to what may be 
happening in the population.

For the gender and house paint color preference example, because paint color 
preference is related to gender, you can examine the relationship further by com-
paring the male versus female paint color preferences and describing how they’re 
different. Start by finding the percentage of men that prefer white houses, which 
comes out to 180 500 0 36. , or 36 percent, calculated from Table 15-1. Now com-
pare this result to the percentage of women who prefer white houses: 125 500 0 25. ,  
or 25 percent. You can now conclude that in this population (not just the sample), 
men prefer white houses more than women do. Hence, gender and house paint 
color preference are dependent.

Dependent variables affect each other’s outcomes, or cell counts. If the cell counts 
you actually observe from the sample data won’t match the expected cell counts 
under Ho: The variables are independent, you conclude that the dependence rela-
tionship you found in the sample data carries over to the population. In other 
words, big differences between observed and expected cell counts mean that the 
variables are dependent.

Extracting the p-value from computer output
After Minitab calculates the test statistic for you, it reports the exact p-value for 
your hypothesis test. The p-value measures the likelihood that your results were 
found just by chance while Ho is still true. It tells you how much strength you have 
against Ho. If the p-value is 0.001, for example, you have much more strength 
against Ho than if the p-value is, say, 0.10.

Looking at the Minitab output for the gender-paint color preference data in 
 Figure 15-1, the p-value is reported to be 0.000. This means that the p-value is 
smaller than 0.0005; for example, it may be 0.00009. That’s a very small p-value! 
(Minitab only reports results to three decimal points, which is typical of many 
statistical software packages.)

I’ve seen situations where people get a result that isn’t quite what they want (like 
a p-value of 0.068), and so they do some tweaking to get what they want. They 
change their α level from 0.05 to 0.10 after the fact. This change makes the p-value 
less than the α level, and they feel they can reject H0 and say that a relationship 
exists.
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But what’s wrong with this picture? They changed the α after they looked at the 
data, which isn’t allowed. That’s like changing your bet in blackjack after you find 
out what the dealer’s cards look like. (Tempting, but a serious no-no.) Always be 
wary of large α levels, and make sure that you always choose your α before collect-
ing any data — and stick to it.

The good news is that when p-values are reported, anyone reading them can make 
their own conclusion; no cut-and-dried rejection and acceptance region is set in 
stone. But setting an α level once and then changing it after the fact to get a better 
conclusion is never good!

Putting the Chi-square to the test
If two variables turn out to be dependent, you can describe the relationship 
between them. But if two variables are independent, the results are the same for 
each group being compared. The following example illustrates this idea.

There has been much speculation and debate as to whether cellphone use should 
be banned while driving. You’re interested in Americans’ opinions on this issue, 
but you also suspect that the results may differ by age group. You decide to do a 
Chi-square test for independence to see if your theory plays out. Table 15-3 is a 
two-way table of observed data from 60 adults and 60 teenagers regarding 
whether they agree with the policy (banning cellphone use while driving) or not. 
From Table 15-3 you see that 12 60 20 percent of adults agree with the policy of 
banning cellphones while driving, compared to only 9 60 15 percent of teenag-
ers. You see these percentages are different, but is this enough to say that age 
group and opinion on this issue are dependent? Only a Chi-square test for inde-
pendence can help you decide.

Table  15-4 shows the expected cell counts under Ho, along with their 
calculations.

TABLE 15-3	 Age Group and Opinion on Cellphone Ban:  
Observed Cell Counts

Agree with 
Cellphone Ban

Disagree with 
Cellphone Ban

Marginal 
Row Totals

Adults 12 48 60

Teenagers 9 51 60

Marginal Column Totals 21 99 120 (Grand Total)
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Running a Chi-square test in Minitab for this data, the degrees of freedom equals 
2 1 2 1 1; the Chi-square test statistic can be shown to be equal to 0.519, 

and the p-value is 0.471. Because the p-value is greater than 0.05 (the typical cut-
off), you can’t reject Ho; therefore, you conclude that age group and opinion on the 
banning of cellphones while driving are independent and therefore not related. 
Your theory that age group had something to do with it just doesn’t pan out; 
there’s not sufficient evidence for it.

In general, independence means that you can find no major difference in the way 
the rows look as you move down a column. Put another way, the proportion of the 
data falling into each column across the row is about the same for each row. 
Because Table 15-4 has the same number of adults as teenagers, the row totals are 
the same, and you get the same expected cell counts for adults and teens in both 
the Agree column (10.5) and the Disagree column (49.5).

Comparing Two Tests for Comparing  
Two Proportions

You can also use the Chi-square test to check whether two population proportions 
are equal. For example, is the proportion of teenage cellphone users who have the 
latest cell phone the same as the proportion of adult cellphone users who have the 
latest cell phone? Or are the kids ahead of the game?

You may be thinking, “But wait a minute, don’t statisticians already have a test 
for two proportions? I seem to remember it from my Stats I course . . . I’m think-
ing . . . yeah, it’s the Z-test for two proportions. What’s that test got to do with a 
Chi-square test?” In this section, you get an answer to that question and practice 
using both methods to investigate a possible age gap in cellphone use.

TABLE 15-4	 Age Group and Opinion on Cellphone Ban:  
Expected Cell Counts

Agree with 
Cellphone Ban

Disagree with 
Cellphone Ban

Marginal 
Row Totals

Adults ( ) .60 21 120 10 5 ( ) .60 99 120 49 5 60

Teenagers ( ) .60 21 120 10 5 ( ) .60 99 120 49 5 60

Marginal Column Totals 21 99 120 (Grand Total)



CHAPTER 15  Being Independent Enough for the Chi-Square Test      273

Getting reacquainted with the Z-test  
for two population proportions
The way that most people figure out how to test the equality of two population 
proportions is to use a Z-test for two population proportions. With this test, you col-
lect a random sample from each of the two populations, find and subtract their 
two sample proportions, and divide by their pooled standard error (see your Stats 
I textbook for details on this particular test).

This test is possible to do as long as the sample sizes from the two populations are 
large — at least five successes and five failures in each sample.

The null hypothesis for the Z-test for two population proportions is Ho: p p1 2, 
where p1 is the proportion of the first population that falls into the category of 
interest, and p2 is the proportion of the second population that falls into the cate-
gory of interest. And as always, the alternative hypothesis is one of the following 
choices, Ha: Not equal to, greater than, or less than.

Suppose you want to compare the proportion of adult versus teenage cellphone 
users to see who is more likely to own the latest cellphone, where p1 is the propor-
tion of adults who own the latest cellphone, and p2 is the proportion of all teenag-
ers who own the latest cellphone. You collect data, find the sample proportions 
from each group, take their difference, and make a Z-statistic out of it using the 

formula Z p p

p p
n n

ˆ ˆ

ˆ ˆ

1 2

1 2
1 1 1

, where p̂ x x
n n

1 2

1 2
.

Here, x1 and x2 are the number of individuals from samples one and two, respec-
tively, with the desired characteristic; n1 and n2 are the two sample sizes.

Suppose that you collect data on 100 adults and 100 teenagers and find 45 adult 
cellphone owners have the latest cellphone and 55 teen cellphone owners have the 
latest cellphone. This means that p̂1 equals 45 100 0 45. , and p̂2 equals 
55 100 0 55. . Your samples have at least five successes (having the desired char-
acteristic, in this case, latest cellphone ownership) and five failures (not having 
the desired characteristic, which is latest cellphone ownership). So you compute 
the Z-statistic for comparing the two population proportions (adults versus teens) 
based on this data; it’s –1.41, as shown on the last line of the Minitab output in 
Figure 15-3.
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The p-value for the test statistic of Z 1 41.  is 0.157 (calculated by Minitab, or by 
looking at the area below the Z-value of –1.41 on the Z-table, which is found in the 
Appendix). This p-value (0.157) is greater than the typical α level (predetermined 
cutoff) of 0.05, so you can’t reject Ho. You can’t say that the two population pro-
portions aren’t equal, so you must conclude that the proportion of adult cellphone 
owners having the latest cellphone is not statistically different than teenagers. 
(It’s nice when the adults can keep up with the kids for once!)

Even though the sample seemed to have evidence for a difference (after all,  
45 percent isn’t equal to 55 percent), you don’t have enough evidence in the data 
to say that this same difference carries over to the population. So you can’t lay 
claim to an age gap in owning the latest cellphone, at least not with this sample.

To run this hypothesis test for two proportions in Minitab, go to Stat>Basic 
Statistics>Two Proportions, and in the pull-down menu, select summarized data. 
For each sample, type in how many “events” (individuals with the characteristic 
of interest) occurred, as well as the number of trials (total individuals in the 
group). Click OK.

Equating Chi-square tests and Z-tests  
for a two-by-two table
Here’s the key to relating the Z-test to a Chi-square test for independence.  
The Z-test for two proportions and the Chi-square test for independence in a two- 
by-two table (one with two rows and two columns) are equivalent if the sample 
sizes from the two populations are large enough — that is, when the number of 
successes and the number of failures in each cell of the two samples is at least five.

FIGURE 15-3: 
Minitab output 
comparing the 
proportion of 

adult and 
teenage owners 

of the latest 
cellphone.
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If you use the Z-test to see whether the proportion of adult cellphone owners with 
the latest cell phones is equal to the proportion of teen latest cellphone owners, 
you’re really looking at whether you can expect the same proportion of latest cell-
phone owners despite age group (after you take the sample sizes into account). 
And that means you’re testing whether age group (adult or teen) is independent 
of latest cellphone ownership (yes or no).

If the proportion of teen latest cellphone owners equals the proportion of adult 
latest cellphone owners, the proportion of latest cellphone owners is the same 
regardless of age group, so age group and latest cellphone ownership are indepen-
dent. On the other hand, if you find the proportion of adult latest cellphone own-
ers to be unequal to the proportion of teenage latest cellphone owners, you can say 
that latest cellphone ownership differs by age group, so age group and latest cell-
phone ownership are dependent.

With the cellphone data, you have 45 adults using the latest cellphones (out of  
100 adult cellphone owners) and 55 teenagers using the latest cellphones (out of 
100 teenage cellphone owners). The Minitab output for the Chi-square test for 
independence (complete with observed and expected cell counts, degrees of free-
dom, test statistic, and p-value) is shown in Figure 15-4. The p-value for this test 
is 0.157, which is greater than the typical α level 0.05, so you can’t reject Ho.

Because the Chi-square test for independence and the Z-test are equivalent when 
you have a two-by-two table, the p-value from the Chi-square test for indepen-
dence is identical to the p-value from the Z-test for two proportions. If you com-
pare the p-values from Figures 15-3 and 15-4, you can see that for yourself.

Also, note that if you take the Z-test statistic for this example (from Figure 15-3), 
which is –1.41, and square it, you get 2.00, which is equal to the Chi-square test 
statistic for the same data (last line of Figure  15-4). It’s also the case that the 
square of the Z-test statistic (when testing for the equality of two proportions) is 
equal to the corresponding Chi-square test statistic for independence.

The Chi-square test and Z-test are equivalent only if the table is a two-by-two 
table (two rows and two columns) and if the Z-test is two-tailed (the alternative 
hypothesis is that the two proportions aren’t equal, instead of using Ha: One pro-
portion is greater than or less than the other). If the Z-test isn’t two-tailed, a 
Chi-square test isn’t appropriate. If the two-way table has more than two rows or 
columns, use the Chi-square test for independence (because many categories 
mean you no longer have only two proportions, so the Z-test isn’t applicable).
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THE CAR ACCIDENT-CELLPHONE 
CONNECTION
Researchers are doing a great deal of study of the effects of cellphone use while driving. 
One study published in the New England Journal of Medicine observed and recorded data 
in 1997 on 699 drivers who had cellphones and were involved in motor vehicle collisions 
resulting in substantial property damage but no personal injury. Each person’s cell-
phone calls on the day of the collision and during the previous week were analyzed 
through the use of detailed billing records. A total of 26,798 cellphone calls were made 
during the 14-month study period.

One conclusion the researchers made was that “. . . the risk of a collision when using a 
cellphone is four times higher than the risk of a collision when a cellphone was not 
being used.” They basically conducted a Chi-square test to see whether cellphone use 
and having a collision are independent, and when they found out the events were not, 
the researchers were able to examine the relationship further using appropriate ratios. 
In particular, they found that the risk of a collision is four times higher for those drivers 
using cellphones than for those who aren’t.

Researchers also found out that the relative risk was similar for drivers who differed in 
personal characteristics, such as age and driving experience. (This finding means that 
they conducted similar tests to see whether the results were the same for drivers of dif-
ferent age groups and drivers of different levels of experience, and the results always 
came out about the same. Therefore, age and the experience of the driver weren’t 
related to the collision outcome.)

FIGURE 15-4: 
Minitab output 

testing  
independence of 

age group and 
latest cellphone 

ownership.
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The research also shows that “. . . calls made close to the time of the collision were 
found to be particularly hazardous ( . )p 0 001 . Hands-free cellphones offered no safety 
advantage over hand-held units (p-value not significant).” Note: The items in parenthe-
ses show the typical way that researchers report their results: using p-values. The p in 
both cases of parentheses represents the p-value of each test.

In the first case, the p-value is very tiny, less than 0.001, indicating strong evidence for a 
relationship between collisions and cellphone use at the time. The second p-value in 
parentheses was stated to be insignificant, meaning that it was substantially more than 
0.05, the usual α level. This second result indicates that using hands-free equipment 
didn’t affect the chances of a collision happening; the proportion of collisions using 
hands-free cellphones versus using regular cellphones were found to be statistically the 
same (they could have easily occurred by chance under independence). Whether you 
use a regular or hands-free cellphone, this study may provide you with good 
information!
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Chapter 16
Using Chi-Square Tests 
for Goodness-of-Fit (Your 
Data, Not Your Jeans)

Many phenomena in life may appear to be haphazard in the short term, but 
they actually occur according to some preconceived, preselected, or pre-
destined model over the long term. For example, even though you don’t 

know whether it will rain tomorrow, your local meteorologist can give you their 
model for the percentage of days that it rains, snows, is sunny, or cloudy, based 
on the last five years. Whether or not this model is still relevant this year is any-
one’s guess, but it’s a model nonetheless. As another example, a biologist can 
produce a model for predicting the number of goslings raised by a pair of geese per 
year, even though you have no idea what the pair in your backyard will do. Is his 
model correct? Here’s your chance to find out.

In this chapter, you build models for the proportion of outcomes that fall into each 
category for a categorical variable. You then test these models by collecting data 
and comparing what you observe in your data to what you expect from the model. 
You do this evaluation through a goodness-of-fit test that’s based on the Chi-
square distribution. In a way, a goodness-of-fit test is likened to a reality check of 
a model for categorical data.

IN THIS CHAPTER

 » Understanding what goodness-of-fit 
really means

 » Using the Chi-square model to test 
for goodness-of-fit

 » Looking at the conditions for 
goodness-of-fit tests
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Finding the Goodness-of-Fit Statistic
The general idea of a goodness-of-fit procedure involves determining what you 
expect to find and comparing it to what you actually observe in your own sample 
through the use of a test statistic. This test statistic is called the goodness-of-fit 
test statistic because it measures how well your model (what you expected) fits 
your actual data (what you observed).

In this section, you see how to figure out the numbers that you should expect in 
each category given your proposed model, and you also see how to put those 
expected values together with your observed values to form the goodness-of-fit 
test statistic.

What’s observed versus what’s expected
For an example of something that can be observed versus what’s expected, look no 
further than a bag of tasty M&M’S Milk Chocolate Candies. A ton of different kinds 
of M&M’S are out there, and each kind has its own variation of colors and tastes. 
For this study, any reference I give to M&M’S is to the original milk chocolate 
candy — my favorite.

The percentage of each color of M&M’S that appear in a bag is something Mars 
(the company that makes M&M’S) spends a lot of time thinking about. Mars wants 
specific percentages of each color in its bags of M&M’S, which it determines 
through comprehensive marketing research based on what people like and want 
to see. Mars then posts its current percentages for each color of M&M’S on its 
website. Table 16-1 shows the percentage of M&M’S of each color as of this writing.

TABLE 16-1	 Expected Percentage of Each Color of M&M’S Milk  
Chocolate Candies

Color Percentage

Brown 13%

Yellow 14%

Red 13%

Cyan Blue 24%

Orange 20%

Green 16%
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Now that you know what to expect from a bag of M&M’S, the next question is, how 
does Mars deliver? If you were to open a bag of M&M’S right now, would you get 
the percentages of each color that you’re supposed to get? You know from your 
previous studies in statistics that sample results vary (for a quick review of this 
idea, see Chapter 4). So you can’t expect each bag of M&M’S to have exactly the 
correct number of each color of M&M’S as listed in Table 16-1. However, in order 
to keep customers happy, Mars should get close to the expectations. How can you 
determine how close the company does get?

Table 16-1 tells you what percentages are expected to fall into each category in the 
entire population of all M&M’S (that means every single M&M’S Milk Chocolate 
Candy that’s currently being made). This set of percentages is called the expected 
model for the data. You want to see whether the percentages in the expected model 
are actually occurring in the packages you buy. To start this process, you can take 
a sample of M&M’S (after all, you can’t check every single one in the population) 
and make a table showing what percentage of each color you observe. Then you 
can compare this table of observed percentages to the expected model.

Some expected percentages are known, as they are for the M&M’S, or you can fig-
ure them out by using math techniques. For example, if you’re examining a single 
die to determine whether or not it’s a fair die, you know that if the die is fair, you 

should expect 1
6

 of the outcomes to fall into each category of 1, 2, 3, 4, 5, and 6.

As an example, I examined one 1.69-ounce bag of plain, milk-chocolate M&M’S 
(tough job, but someone had to do it), and you can see my results in Table 16-2, 
column two. (Think of this bag as a random sample of 56 M&M’S, even though it’s 
not technically the same as reaching into a silo filled with M&M’S and pulling out 
a true random sample of 1.69 ounces. For the sake of argument, one bag is okay.)

Compare what I observed in my sample (column two of Table  16-2) to what I 
expected to get (column three of Table  16-2). Notice that I observed a lower 
 percentage of brown and red M&M’S than expected and a lower percentage of 
blues than expected. I also observed a higher percentage of yellow, orange, and 
green M&M’S than expected. Sample results vary by random chance, from sample 
to sample, and the difference I observed may just be due to this chance variation. 
But could the differences indicate that the expected percentages reported by Mars 
aren’t being followed?

It stands to reason that if the differences between what you observed and what 
you expected are small, you should attribute those differences to chance and let 
the expected model stand. On the other hand, if the differences between what you 
observed and what you expected are large enough, you may have enough evidence 
to indicate that the expected model has some problems. How do you know which 
conclusion to make? The operative phrase is, “if the differences are large enough.” 
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You need to quantify this term large enough. Doing so takes a bit more machinery, 
which I cover in the next section.

Calculating the goodness-of-fit statistic
The goodness-of-fit statistic is one number that puts together the total amount 
of difference between what you expect in each cell compared to the number you 
observe. The term cell is used to express each individual category within a table 
format. With the M&M’S example, the first columns of Tables 16-1 and 16-2 con-
tain six cells, one for each color of M&M’S. For any cell, the number of items you 
observe in that cell is called the observed cell count. The number of items you expect 
in that cell (under the given model) is called the expected cell count. You get the 
expected cell count by multiplying the expected cell percentage by the sample size.

The expected cell count is just a proportion of the total, so it doesn’t have to be a 
whole number. For example, if you roll a fair die 200 times, you should expect to 

roll ones 1
6

, or 16.67 percent, of the time. In terms of the number of ones you 

expect, it should be 0 1667 200 33 33. . . Use the 33.33  in your calculations for 
goodness-of-fit; don’t round to a whole number. Your final answer is more accu-
rate that way.

TABLE 16-2	 Percentage of M&M’S Observed in One Bag (1.69 oz.)  
versus Percentage Expected

Color Percentage Observed Percentage Expected

Brown 4
56 7 14. 13.00

Yellow 10
56 17 86. 14.00

Red 4
56 7 14. 13.00

Blue 10
56 17 86. 24.00

Orange 15
56 26 79. 20.00

Green 13
56 23 21. 16.00

TOTAL 100.00 100.00
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The reason the goodness-of-fit statistic is based on the number in each cell rather 
than the percentage in each cell is because percents are a bit deceiving. If you know 
that 8 out of 10 people support a certain view, that’s 80 percent. But 80 out of 100 
is also 80 percent. Which one would you feel is a more-precise statistic? The  
80 out of 100 percent because it uses more information. Using percents alone dis-
regards the sample size. Using the counts (the number in each group) keeps track 
of the amount of precision you have.

For example, if you roll a fair die, you expect the percentage of ones to be 1
6

. If you 

roll that fair die 600 times, the expected number of ones will be 1
6

600 100. That 

number (100) is the expected cell count for the cell that represents the outcome of 
one. If you roll this die 600 times and get 95 ones, then 95 is the observed cell 
count for that cell. The formula for the goodness-of-fit statistic is given by the 

following: 
O E

Eall cells

2

 
, where E is the expected number in a cell and O is the 

observed number in a cell. The steps for this calculation are as follows:

1. For the first cell, find the expected number for that cell (E) by multiplying 
the percentage expected in that cell by the sample size.

2. Take the observed value in the first cell (O) minus the number of items 
that are expected in that cell (E).

3. Square that difference.

4. Divide the answer by the number that’s expected in that cell (E).

5. Repeat Steps 1 through 4 for each cell.

6. Add up the results to get the goodness-of-fit statistic.

The reason you divide by the expected cell count in the goodness-of-fit statistic 
(Step 4) is to take into account the magnitude of any differences you find. For 
example, if you expect 100 items to fall in a certain cell and you get 95, the differ-

ence is 5. But in terms of a percentage, this difference is only 5
100

5 percent. 

However, if you expect 10 items to fall into that cell and you observe 5 items, the 

difference is still 5, but in terms of a percentage, it’s 5
10

50 percent. This differ-

ence is much larger in terms of its impact. The goodness-of-fit statistic operates 
much like a percentage difference. The only added element is to square the differ-
ence to make it positive. (That’s done because whether you expect 10 and get 15 or 
expect 10 and get 5 makes no difference to others; you’re still off by 50 percent.)

Table 16-3 shows the step-by-step calculation of the goodness-of-fit statistic for 
the M&M’S example, where O indicates observed cell counts and E indicates 
expected cell counts. To get the expected cell counts, you take the expected 
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percentages shown in Table 16-1 and multiply by 56 because 56 is the number of 
M&M’S I had in my sample. The observed cell counts are the ones found in my 
sample, shown in Table 16-2.

The goodness-of-fit statistic for the M&M’S example turns out to be 7.55, the 
bolded number in the lower-right corner of Table 16-3. This number represents 
the total squared difference between what I expected and what I observed, adjusted 
for the magnitude of each expected cell count. The next question is how to inter-
pret this value of 7.55. Is it large enough to indicate that colors of M&M’S in the 
bag aren’t following the percentages posted by Mars? The next section addresses 
how to make sense of these results.

Interpreting the Goodness-of-Fit 
Statistic Using a Chi-Square

After you get your goodness-of-fit statistic, your next job is to interpret it. To do 
this, you need to figure out the possible values you could have gotten and where 
your statistic fits in among them. You can accomplish this task with a Chi-square 
goodness-of-fit test.

The values of a goodness-of-fit statistic actually follow a Chi-square distribution 
with k 1 degrees of freedom, where k is the number of categories in your partic-
ular population (see Chapter 15 for full details on the Chi-square). You use the 

TABLE 16-3	 Goodness-of-Fit Statistic for M&M’S Example

Color O E O E ( )O E 2

O E
E

2

Brown 4 0 13 56 7 28. . 4 7 28 3 28. . 10.76 1.48

Yellow 10 0 14 56 7 84. . 10 7 84 2 16. . 4.67 0.60

Red 4 0 13 56 7 28. . 4 7 28 3 28. . 10.76 1.48

Blue 10 0 24 56 13 44. . 10 13 44 3 44. . 11.83 0.88

Orange 15 0 20 56 11 20. . 15 11 20 3 80. . 14.44 1.29

Green 13 0 16 56 8 96. . 13 8 96 4 04. . 16.32 1.82

TOTAL 56 56 7.55
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Chi-square table (Table A-3  in the Appendix) to find the p-value of your Chi-
square test statistic.

If your Chi-square goodness-of-fit statistic is large enough, you conclude that the 
original model doesn’t fit and you have to chuck it; there’s too much of a differ-
ence between what you observed and what you expected under the model. How-
ever, if your goodness-of-fit statistic is relatively small, you don’t reject the 
model. (What constitutes a large or small value of a Chi-square test statistic 
depends on the degrees of freedom.)

The goodness-of-fit statistic follows the main characteristics of the Chi-square 
distribution. The smallest-possible value of the goodness-of-fit statistic is zero. 
Continuing the example from the previous section, if the M&M’S in my sample 
followed the exact percentages found in Table 16-1, the goodness-of-fit statistic 
would be zero. That’s because the observed counts and the expected counts would 
be the same, so the values of the observed cell count minus the expected cell count 
would all be zero.

The largest-possible value of Chi-square isn’t specified, although some values are 
more likely to occur than others. Each Chi-square distribution has its own set of 
likely values, as you can see in Figure 16-1. This figure shows a simulated Chi-
square distribution with 6 1 5 degrees of freedom (relevant to the M&M’S 
example). It basically gives a breakdown of all the possible values you could have 
for the goodness-of-fit statistic in this situation and how often they occur. You 
can see in Figure 16-1 that a Chi-square test statistic of 7.55 isn’t unusually high, 
indicating that the model for M&M’S colors probably can’t be rejected. However, 
more particulars are needed before you can formally make that conclusion.

Checking the conditions before you start
Every statistical technique seems to have a catch, and this case is no exception. In 
order to use the Chi-square distribution to interpret your goodness-of-fit statis-
tic, you have to be sure you have enough information to work with in each cell. 
The stats gurus usually recommend that the expected count for each cell turn out 
to be greater than or equal to five. If it doesn’t, one option is to combine categories 
to increase the numbers.

In the M&M’S example, the expected cell counts are all above seven (see Table 16-3),  
so the conditions are met. If this weren’t the case, you should have taken a larger 
sample size, because you calculate the expected cell counts by multiplying the 
expected percentage in that cell by the sample size. If you increase the sample size, 
you increase the expected cell count. A higher sample size also increases your 
chances of detecting a real deviation from the model. This idea is related to the 
power of the test (see Chapter 4 for information on power).
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After you collect your data, it’s not right to go back and take a new and larger 
sample. It’s best to set up the appropriate sample size ahead of time, and you can 
do this by determining what sample size you need to get the expected cell counts 

to be at least five. For example, if you roll a fair die, you expect 1
6

 of the outcomes 

to be ones. If you only take a sample of six rolls, you have an expected cell count 

of 1
6

6 1, which isn’t enough. However, if you roll the die 30 times, your expected 

cell count is 1
6

30 5, which is just enough to meet the condition.

The steps of the Chi-square  
goodness-of-fit test
Assuming the necessary condition is met (see the previous section), you can get 
down to actually conducting a formal goodness-of-fit test.

The general version of the null hypothesis for the goodness-of-fit test is Ho:  
The model holds for all categories; versus the alternative hypothesis Ha: The 
model doesn’t hold for at least one category. Each situation will dictate what pro-
portions should be listed in Ho for each category. For example, if you’re rolling a 

fair die, you have Ho: Proportion of ones s1 1
6

; proportion of twos s2 1
6

; . . .;  

proportion of sixes s6 1
6

.

FIGURE 16-1: 
Chi-square 

distribution  
with 5 degrees 

of freedom.
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Following are the general steps for the Chi-square goodness-of-fit test, with the 
M&M’S example illustrating how you can carry out each step:

1. Write down Ho using the percentages that you expect in your model for 
each category.

Using a subscript to indicate the proportion (p) of M&M’S you expect to fall  
into each category (see Table 16-1), your null hypothesis is Ho: pbrown 0 13. , 
pyellow 0 14. , pred 0 13. , pblue 0 24. , porange 0 20. , and pgreen 0 16. . All these 
proportions must hold in order for the model to be upheld.

2. Write your Ha: This model doesn’t hold for at least one of the 
percentages.

Your alternative hypothesis, Ha, in this case, would be: One (or more) of the 
probabilities given in Ho isn’t correct. In other words, you conclude that at least 
one of the colors of M&M’S has a different proportion than what’s stated in the 
model.

3. Calculate the goodness-of-fit statistic using the steps in the earlier 
section, “Calculating the goodness-of-fit statistic.”

The goodness-of-fit statistic for M&M’S, from the earlier section, is 7.55. As a 
reminder, you take the observed number in each cell minus the expected 
number in that cell, square it, and divide by the expected number in that cell. 
Do that for every cell in the table and add up the results. For the M&M’S 
example, that total is equal to 7.55, the goodness-of-fit statistic.

4. Look up the Chi-square distribution with k 1 degrees of freedom, where k 
is the number of categories you have.

You compare this statistic (7.55) to the Chi-square distribution with 6 1 5 
degrees of freedom (because you have k 6 possible colors of M&M’S). (See 
Table A-3 in the Appendix.)

Looking at Figure 16-1, you can see that the value of 7.55 is nowhere near the 
high end of this distribution, so you likely don’t have enough evidence to reject 
the model provided by Mars for M&M’S colors.

5. Find the p-value of your goodness-of-fit statistic.

You use a Chi-square table to find the p-value of your test statistic (see Table A-3 
in the Appendix). (For more information on the Chi-square distribution, refer to 
Chapter 15.)

Because the Chi-square table can only list a certain number of results for each 
of the degrees of freedom, the exact p-value for your test statistic may fall 
between two p-values listed on the table.
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To find the p-value for the test statistic in the M&M’S example (7.55), find the 
row for 5 degrees of freedom on the Chi-square table (Table A-3 in the 
Appendix) and look at the numbers (the degrees of freedom is k 1 6 1 5, 
where k is the number of categories). You see that the number 7.55 is less than 
the first value in the row (9.24), which has a p-value of 0.10. (Find the p-value by 
looking at the column heading above the number.) So the p-value for 7.55, 
which is the area to the right of 7.55 in Figure 16-1, must be greater than 0.10, 
because 7.55 is to the left of 9.24 on that Chi-square distribution.

Many computer programs exist (online or via a graphing calculator) that will 
find exact p-values for a Chi-square test, saving time and headaches when you 
have access to them (the technology, not the headaches). Using one such 
online p-value calculator, I found that the exact p-value for the goodness-of-fit 
test for the M&M’S example (test statistic 7.55 with 5 degrees of freedom for 
Chi-square) is 0.1828. To find online p-value calculators, simply type the name 
of the distribution and the word p-value in an Internet search engine. For this 
example search, you would type Chi-square p-value.

6. If your p-value is less than your predetermined cutoff (α), reject Ho; the 
model doesn’t hold. If your p-value is greater than α, you can’t reject the 
model.

A typical value of α is 0.05. Some data analysts may use a higher value (up to 
0.10), and others may go lower (for example, 0.010). See Chapter 4 for more 
information on choosing α and comparing your p-value to it.

Going again to the M&M’S example, the p-value, 0.18, is greater than 0.05, so 
you fail to reject Ho. You can’t say the model is wrong. So, Mars does appear to 
deliver on the percentages of M&M’S of each color as advertised. At least, you 
can’t say it doesn’t. (I’m sure Mars already knew that.)

To run a Chi-square goodness-of-fit test in Minitab, enter the category names 
(M&M’S colors) in column one, the observed counts (number of M&M’S of each 
color) in column two, and the expected percents of each color (from Table 16-1) in 
column three. Then go to Stat>Tables>Chi-Square goodness-of-fit test. Click on 
Observed Counts and select column two (C2); in the Category Names box, select 
column one (C1); and under Test, click on Specific Proportions, and select column 
three (C3). (If you are in a situation where you want all the expected proportions 
to be the same, like a fair 6-sided die, just click that option; you don’t need a col-
umn three in that case.) Then click OK.

I ran a Minitab Chi-Square Goodness-of-Fit analysis on the M&M’S data and got 
a nice graph of the observed versus expected values for each color in Figure 16-2, 
and the output in Figure 16-3. Subject to my round-off error, the result of 7.55 is 
the same as what is found in Table 16-3.
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Although some hypothesis tests are two-sided tests, the goodness-of-fit test is 
always a right-tailed test. You’re only looking at the right tail of the Chi-square 
distribution when you’re doing a goodness-of-fit test. That’s because a small 
value for the goodness-of-fit statistic means that the observed data and the 
expected model don’t differ much, so you stick with the model. If the value of the 

FIGURE 16-3: 
Minitab output of 

Chi-square 
goodness-of-fit 
test on M&M’S 

colors data.

FIGURE 16-2: 
Graph of 

observed versus 
expected counts 

for the M&M’S 
colors data.
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goodness-of-fit statistic is way out on the right tail of the Chi-square distribu-
tion, however, that’s a different story. That situation means the difference 
between what you observed and what you expected is larger than what you should 
get by chance, and therefore, you have enough evidence to say the expected model 
is wrong.

You use the Chi-square goodness-of-fit test to check to see whether a specified 
model fits. A specified model is a model in which each possible value of the variable x  
is listed, along with its associated probability according to the model. For example, 
if you want to test whether three local hospitals take in the same percentage of 
emergency room patients, you test Ho: p p p1 2 3, where each p represents the 
percentage of ER patients going to each hospital, respectively. In this case, each p 
must equal 0.30 if the hospitals share the ER load equally.
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Chapter 17
Rebels Without a 
Distribution — 
Nonparametric 
Procedures

Many researchers do analyses involving hypothesis tests, confidence 
intervals, Chi-square tests, regression, and ANOVA. But nonparametric 
statistics doesn’t seem to gain the same popularity as the other methods. 

It’s more in the background — an unsung hero, if you will. However, nonpara-
metric statistics is, in fact, a very important and very useful area of statistics 
because it gives you accurate results when other, more common methods fail.

In this chapter, you see the importance of nonparametric techniques and why they 
should have a prominent place in your data-analysis toolbox. You also discover 
some of the basic terms and techniques involved with nonparametric statistics.

IN THIS CHAPTER

 » Understanding the need for 
nonparametric techniques

 » Distinguishing regular methods from 
nonparametric methods

 » Laying the groundwork: The basics of 
nonparametric statistics
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Arguing for Nonparametric Statistics
Nonparametric statistics plays an important role in the world of data analysis in 
that it can save the day when you can’t use other methods. The problem is that 
researchers often disregard, or don’t even know about, nonparametric techniques 
and don’t use them when they should. In that case, you never know what kind of 
results you get; what you do know is they could very well be wrong.

In the following sections, you see the advantages and the flexibility of using a 
nonparametric procedure. You also find out just how minimal the downside is, 
which makes it a win-win situation most of the time.

No need to fret if conditions aren’t met
Many of the techniques that you typically use to analyze data, including many 
shown in this book, have one very strong condition on the data that must be met 
in order to use them: The populations from which your data are collected typically 
require a normal distribution (see Chapter 3). Methods requiring a certain type of 
distribution (such as a normal distribution) in order to use them are called para-
metric methods.

The following are ways to help you decide whether a population has a normal 
distribution, based on your sample:

 » You can graph the data using a histogram, and see whether it appears to have 
a bell shape (a mound of data in the middle, trailing down on each side).

To make a histogram in Minitab, enter your data into a column. Go to 
Graph>Histogram, click OK, then choose With Fit and Groups, and click 
OK. Click on your variable in the left-hand box, click Select, and it appears in 
the Graph Variables box. Click OK, and check out your histogram.

 » You can make a normal probability plot, which compares your data to that of 
a normal distribution, using an x, y graph (similar to the ones used when you 
graph a straight line). If the data do follow a normal distribution, your normal 
probability plot will show a straight line. If the data don’t follow a normal 
distribution, the normal probability plot won’t show a straight line; it may 
show a curve off to one side or the other, for example.

To make a normal probability plot in Minitab, enter your data in a column. Go 
to Graph>Probability Plot, and click OK. Click Distributions and make sure 
Normal is selected. Click on your variable in the left-hand column, click Select, 
and it appears in the Graph Variables column. Click OK, and you see your 
normal probability plot.
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When you find that the normal distribution condition is clearly not met, that’s 
where nonparametric methods come in. Nonparametric methods are those data-
analysis techniques that don’t require the data to have a specific distribution. 
Nonparametric procedures may require one of the following two conditions (and 
these are only in certain situations):

 » The data come from a symmetric distribution (which looks the same on each 
side when you cut it down the middle).

 » The data from two populations come from the same type of distribution (they 
have the same general shape).

Note also that the normal distribution centers solely on the mean as its main sta-
tistic (for example, the Z-value for the hypothesis test for one population mean is 
calculated by taking the data value, subtracting the mean, and dividing by the 
standard deviation). So the condition that the population has a normal distribu-
tion automatically says you’re working with the mean. However, many nonpara-
metric procedures work with the median, which is a much more flexible statistic 
because it isn’t affected by outliers (extreme values either above or below the 
mean) or skewness (a peak on one side and a long tail on the other side), as the 
mean is.

The median’s in the spotlight for a change
Often, a particular statistics question will revolve around the center of a 
population  — that is, the number that represents a typical value, or a central 
value, in the population. One of those measures of center is the mean. The 
population mean is the average value over the entire population, which is typically 
not known (that’s why you take a sample). Many data analysts focus heavily on 
the population mean; they want to estimate it, test it, compare the means of two 
or more populations, or predict the mean value of a y variable given an x variable. 
However, the mean isn’t the only measure of the center of a population; you also 
have the good ol’ median.

You may recall that the median of a data set is the value that represents the exact 
middle when you order the data from smallest to largest. For example, in the data 
set 1, 5, 4, 2, 3, you order the data to get 1, 2, 3, 4, 5 and find that the number in 
the middle is 3, the median. If the data set has an even number of values — for 
example, suppose your data set is 2, 4, 6, 8 — then you average the two middle 
numbers to get the median, which in this case is 4 6 2 5.
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As you may recall from Stats I, you can find the mean and the median of a data set 
and compare them to each other. You first organize your data into a histogram, 
and look at its shape.

 » If the data set is symmetric, meaning it looks the same on either side when 
you draw a line down the middle, the mean and median are the same (or 
close). Figure 17-1a shows an example of this situation. In this case, the mean 
and median are both 5.

 » If the histogram is skewed to the right, meaning that you have a lot of 
smaller values and a few larger values, the mean increases due to those few 
larger values, but the median isn’t affected. In this case, the mean is larger 
than the median. Figure 17-1b shows an example of this situation, in which 
the mean is 4.5 and the median is 4.0.

 » If the histogram is skewed to the left, you have many larger values that pile 
up, but only a few smaller values. The mean goes down because of the few 
small values, but the median still isn’t affected. In this case, the mean is lower 
than the median. Figure 17-1c illustrates this situation with a 6.5 mean and a 
7.0 median.

FIGURE 17-1: 
Symmetric  

and skewed 
histograms.
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My point is that the median is important! It’s a measure of the center of a popula-
tion or a sample data set. The median competes with the mean and often wins. 
Researchers use nonparametric procedures when they want to estimate, test, or 
compare the median(s) of one or more populations. They also use the median in 
cases where their data are symmetric but don’t necessarily follow a normal distri-
bution, or when they want to focus on a measure of center that’s not influenced 
by outliers or skewness.

For example, if you look at house prices in your neighborhood, you may find a 
large number of houses within a certain relatively small price range as well as a 
few homes that cost a great deal more. If a real estate agent wants to sell a house 
in your neighborhood and intends to justify a high price for it, they may report the 
mean price of homes in your neighborhood because the mean is affected by outli-
ers. The mean is higher than the median in this case. But if the agent wants to help 
someone buy a house in your ’hood, they look at the median of the house prices in 
the neighborhood because the median isn’t affected by those few higher-priced 
homes and is lower than the mean.

Now suppose you want to come up with a number that describes the typical house 
price in your entire county. Should you use the mean or the median? You gathered 
techniques in Stats I for estimating the mean of a population (see Chapter 4 for a 
quick review), but you probably didn’t hear about how to come up with a confi-
dence interval for the median of a population. Oh sure, you can take a random 
sample and calculate the median of that sample. But you need a margin of error to 
go with it. And I’ll tell you something — the formula for the margin of error for 
the mean doesn’t work for the margin of error associated with the median. (Hang 
on, this book has you covered on that score.)

So, what’s the catch?
You may be wondering, what’s the catch if I use a nonparametric technique?  
A downside must be lurking around here somewhere. Well, many researchers 
believe that nonparametric techniques water down statistical results; for example, 
suppose you find an actual difference between two population means, and the 
populations really do have a normal distribution. A parametric technique,  
the hypothesis test for two means, would likely detect this difference (if the sam-
ple size was large enough).

The question is, if you use a nonparametric technique (which doesn’t need the 
populations to be normal), do you risk the chance of not finding the difference? 
The answer is maybe, but the risk isn’t as big as you think. More often than not, 
nonparametric procedures are only slightly less efficient than parametric proce-
dures (meaning they don’t work quite as well at detecting a significant result or at 
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estimating a value as parametric procedures) when the normality condition is 
met, but this difference in efficiency is small.

But the big payoff occurs when the normal distribution conditions aren’t met. 
Parametric techniques can make the wrong conclusion, and corresponding non-
parametric techniques can lead to a correct answer. Many researchers don’t know 
this, so spread the word!

The bottom line: Always check for normality of the residuals first. If you’re very 
confident that the normality condition is met, go ahead and use parametric pro-
cedures because they’re more precise. Or even if it’s pretty close, you’ll be ok, 
because the procedures allow for some bending of that rule. But if you have doubts 
about the normality condition, or if you know the normality condition just does 
not hold, consider using nonparametric procedures. Even if the normality condi-
tion is met, nonparametric procedures are only a little less precise than paramet-
ric procedures. If the normality condition isn’t met, nonparametrics provide 
appropriate and justifiable results where parametric procedures may not.

Mastering the Basics of Nonparametric 
Statistics

Because you may not have run into nonparametric statistics during your Stats I 
class, your first step toward using these techniques is figuring out some of the 
basics. In this section, you get to know some of the terminology and beginning 
concepts involved in nonparametric statistics. (Stats II textbooks may contain 
more on this topic, depending on which route the instructor decides to take.)

Sign
The sign is a value of 0 or 1 that’s assigned to each number in the data set. The sign 
for a value in the data set represents whether that data value is larger or smaller 
than some specified number. The value of +1 is given if the data value is greater 
than the specified number, and the value of 0 is given if the data value is less than 
or equal to the specified number. For example, suppose your data set is 10, 12, 13, 
15, 20, and your specified number for comparison is 16. Because 10, 12, 13, and 15 
are all less than 16, they each receive a sign of 0. Because 20 is greater than 16, it 
receives a sign of +1.

Several uses of the sign statistic appear in nonparametric statistics. You can use 
signs to test whether the median of a population equals some specified value. Or 
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you can use signs to analyze data from a matched-pairs experiment (where sub-
jects are matched up according to some variable and a treatment is applied and 
compared).

In the following sections, you see exactly how to use the sign statistic to test the 
median of a population and analyze data in a matched-pairs experiment.

Testing the median
You can use signs to test whether the median of a population is equal to some 
value m. You do this by conducting a hypothesis test based on signs. You have 
H  Mediano : m versus H  Mediana : m (or, you can use a > or < sign in Ha). Your 
test statistic is the sum of the signs for all the data. If this sum is significantly 
greater or significantly smaller than what’s expected if Ho is true, then you reject 
Ho. Exactly how large or how small the sum of the signs must be to reject Ho is 
given by the sign test (refer to Chapter 18).

Suppose you’re testing whether the median of a population is equal to 5. That is, 
you’re testing H  Mediano : 5 versus H  Mediana : 5. You collect the following 
data: 4, 4, 3, 3, 2, 6, 4, 3, 3, 5, 7, 5. Ordering the data, you get 2, 3, 3, 3, 3, 4, 4, 4, 
5, 5, 6, 7. Now you find the sign for each value in the data set, determined by 
whether the value is greater than 5. The sign of the first data value, 2, is 0, because 
it’s below 5. Each of the 3s receives a sign of 0, as do the 4s and 5s, for the same 
reason. Only the numbers 6 and 7 receive a sign of +1, being the only values in the 
data set that are greater than 5 (the number of interest for the median).

By summing the signs, you’re in essence counting the number of values in the 
data set that are greater than the given quantity in Ho. For example, the total of all 
the signs of the ordered data values is

0 0 0 0 0 0 0 0 0 0 1 1 2

You can see that the total number of data values above 5 (the number of interest 
for the median) is 2. The fact that the total of the signs (2) is much less than half 
the sample size gives you some evidence that the median is probably not 5 here 
because the median represents the middle of the population. If the median were 
truly 5 in the population, your sample should yield about six values below it and 
six values above.

Doing a matched-pairs experiment
You can use signs in a matched-pairs experiment, where you use the same subject 
twice or pair up subjects on some important variables. For example, you can use 
signs to test whether or not a certain treatment resulted in an improvement in 
patients, compared to a control. In the cases where the sign statistic is used, 
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improvement is measured not by the mean of the differences in the responses for 
treatment versus control (as in a paired t-test), but rather by the median of the 
differences in the responses.

Suppose you’re testing a new antihistamine for allergy patients. You take a sample 
of 100 patients and have each patient assess the severity of their allergy symptoms 
before and after taking the medication on a scale from 1 (best) to 10 (worst). (Of 
course, you do a controlled experiment in which some of the patients get a placebo 
to adjust for the fact that some people may perceive their symptoms to be going 
away just because they took something.)

In this study, you’re not interested in what level the patients’ symptoms are at, 
but rather in how many patients had a lower level of symptoms after taking the 
medicine. So you take the symptom level before the experiment minus the symp-
tom level after the experiment for each subject.

 » If that difference is positive, the medicine appears to have helped, and you 
give that person a sign of +1 (in other words, count them as a success).

 » If the difference is zero, the medicine had no effect, and you give that person 
a sign of 0.

Remember, though, that the difference could be negative, indicating that the 
symptoms before were lower than the symptoms after; in other words, the medi-
cine made their symptoms worse. This scenario results in a sign of 0 as well.

After you’ve found the sign for each value or pair in the data set, you’re ready to 
analyze it by using the sign test (see Chapter 18).
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Chapter 18
All Signs Point to 
the Sign Test

The hypothesis tests you see in Stats I use well-known distributions like the 
normal distribution or the t-distribution (see Chapter 4). Using these tests 
requires that certain conditions be met, such as the type of data you’re 

using, the distribution of the population the data came from, and the size of your 
data set. Such procedures that involve such conditions are called parametric proce-
dures. In general, parametric procedures are very powerful and precise, and stat-
isticians use them as often as they can.

But, situations do arise in which your data don’t meet the conditions for a para-
metric procedure. Perhaps you just don’t have enough data (the biggest hurdle is 
whether the data come from a population with a normal distribution), or your data 
are just of a different type than quantitative data, such as ranks (where you don’t 
collect numerical data, but instead just order the data from low to high or vice 
versa).

In these situations, your best bet is a nonparametric procedure (see Chapter 17 for 
background information). In general, nonparametric procedures aren’t as power-
ful as parametric procedures, but they have very few assumptions tied to them. 
Moreover, nonparametric procedures are easy to carry out, and their formulas 
make sense. Most importantly, nonparametric procedures give accurate results 
compared to the use of parametric procedures when the conditions of parametric 
procedures aren’t met or aren’t appropriate.

IN THIS CHAPTER

 » Testing and estimating the median: 
The sign test

 » Examining matched pairs with the 
sign test
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In this chapter, you use the sign test to test or estimate the median of one popula-
tion. This nonparametric procedure is the counterpart to the one-sample and 
matched-pairs t-tests, which require data from a normal population (see  Chapter 3 
for more information on the normal distribution). Your Stats I textbook may 
describe more nonparametric procedures, depending on your instructor. But at 
least this chapter will get you started.

Reading the Signs: The Sign Test
You use the one-sample t-test from Stats I to test whether or not the population 
mean is equal to a certain value. It requires the data to have a normal distribution. 
When this condition isn’t met, the sign test is a nonparametric alternative for the 
one-sample t-test. It tests whether or not the population median is equal to a cer-
tain value.

What makes the sign test so nice is that it’s based on a very basic distribution, the 
binomial. You use the binomial distribution when you have a sequence of n trials 
of an experiment, with only two possible outcomes each time (success or failure). 
The probability of success is denoted by p, and is the same for each trial. The vari-
able is x, the number of successes in the n trials. (For more information on the 
binomial distribution, see Chapter 3.)

The only condition of the sign test is that the data are ordinal or quantitative — 
not categorical. However, this is no big deal because if you’re interested in the 
median, you don’t collect categorical data anyway.

Here are the steps for conducting the sign test. Note that Minitab can do Steps 4 
through 8 for you; however, understanding what Minitab does behind the scenes 
is important, as always.

1. Set up your null hypothesis: Ho :m mo.

The true value of the median is m, and mo is the claimed value of the median 
(the value you’re testing).

2. Set up your alternative hypothesis. Your choices are Ha :m mo; or 
Ha :m mo; or H :a m mo.

Which Ha you choose depends on what conclusion you want to make in the 
case that Ho is rejected. For example, if you only want to know when the 
median is greater than some number m, use Ho : m mo. Chapter 4 tells you 
more about setting up alternative hypotheses.
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3. Collect a random sample of (ordinal or quantitative) data from the 
population.

4. Assign a plus or minus sign to each value in the data set.

If an observation is less than mo, assign it a minus (–) sign. If the observation is 
greater than mo, give it a plus (+) sign. If the observation equals mo, disregard it 
and let the sample size decrease by one.

In terms of the binomial distribution, you have n values in the data set, and 
each value has one of two outcomes: It falls either below mo or above it. (This is 
akin to success and failure.)

5. Count up all the plus signs. This sum is your test statistic, noted by k.

In terms of the binomial, this sum represents the total number of successes, 
where a plus (+) sign is the designated success.

6. Locate the test statistic k (from Step 5) on the binomial distribution 
(using Table A-2 in the Appendix).

You determine where your test statistic falls on the binomial distribution by 
looking it up in a binomial distribution table (see Table A-2 in the Appendix).  
To do this, you need to know n, k, and p.

Your sample size is n, your test statistic is k from Step 5, but what’s your value 
of p, the probability of success? If the null hypothesis Ho is true, 50 percent of 
the data should lie below mo and 50 percent should lie above it. This corre-
sponds to a success (+) having a probability of p 0 50.  on the binomial 
distribution.

7. Find the p-value of your test statistic:

• If Ha has a < sign, add up all the probabilities on the binomial table 
for x k.

• If Ha has a > sign, add up all the probabilities on the binomial table 
for x k.

• If Ha has a ≠ sign, add up the probabilities on the binomial table of x being 
greater than or equal to k and double this value. This gives you the p-value 
of the test.

8. Make your conclusion.

If the p-value from Step 7 is less than the predetermined value of α (typically 
0.05), reject Hoand say the median is greater than, less than, or mo, depend-
ing on Ha. Otherwise, you can’t reject Ho.
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To run a sign test in Minitab, enter your data in a single column. Go to 
Stat>Nonparametric>One-sample Sign. Click on your variable in the left-hand 
box, and click Select. The variable will appear in the Variables box. Click Test 
Median and type in the box whichever value you have in Ho. For example, if you 
want to test that the median is 7, type 7 in the box. A pull-down menu indicates 
which Ha you want to choose (less-than, greater-than, or not-equal-to). Choose 
your Ha. Then click OK, and you get the results of the sign test.

In the sections that follow, I show you two different ways in which you can use the 
sign test:

 » To test or estimate the median of one population

 » To test or estimate the median difference of data where the observations 
come in pairs, either from the same individual (pretest versus post-test) or 
individuals paired up according to relevant characteristics

Testing the median in real estate
Situations arise in which you aren’t interested in the mean, but rather the median 
of a population. (Chapter 17 has more on the median.) For example, perhaps the 
data don’t have a normal, or even a symmetric, distribution. When you want to 
estimate or test the median of a population (call it m), the sign test is a great 
option.

Suppose you’re a real estate agent selling homes in a particular neighborhood, and 
you hear from other agents that the median house price in that neighborhood is 
$110,000. You think the median is actually higher. Because you’re interested in the 
median price of a home rather than the mean price, you decide to test the claim by 
using a sign test. Follow the steps of the sign test:

1. Set up your null hypothesis. Because the original claim is that the median 
price of a home is $110,000, you have Ho : $ ,m 110 000.

2. Set up the alternative hypothesis. Because you believe the median is higher 
than $110,000, your alternative hypothesis is Ha : $ ,m 110 000.

3. Take a random sample of ten homes in the neighborhood. You can see the 
data in Table 18-1; its histogram is shown in Figure 18-1.

Now the question is, is the median selling price of all homes in the neighbor-
hood equal to $110,000, or is it more than that (as you suspect)?
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4. Assign a plus sign to any house price more than $110,000 and a minus 
sign to any house less than $110,000. (See column three of Table 18-1.)

5. Find your test statistic. Your test statistic is 7, the number of “+” signs in 
your data set (see Table 18-1), representing the number of houses in your 
sample whose prices are above $110,000.

TABLE 18-1	 Sample of House Prices in a Neighborhood
House Price Sign (Compared to $110,000)

1 $132,000 +

2 $107,000 –

3 $111,000 +

4 $105,000 –

5 $100,000 –

6 $113,000 +

7 $135,000 +

8 $120,000 +

9 $125,000 +

10 $126,000 +

FIGURE 18-1: 
Histogram of 

the selling prices 
of ten houses.
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6. Compare your test statistic to the binomial distribution (refer to a 
binomial distribution table) to find the p-value.

For this case, look at the row in the binomial table where n 10 (the sample 
size) and k 7 (the test statistic) and the column where p 0 50.  (because if the 
population median equals mo, 50 percent of the values in the population 
should be above it and 50 percent below it). According to the table, you find 
the probability that x equals 7 is 0.117.

Because you have a right-tailed test (meaning Ha has a > sign in it), you add up 
the probabilities of being at or beyond 7 to get the p-value. The p-value in this 
case is 0 117 0 044 0 010 0 001 0 172. . . . . .

7. To conclude, compare the p-value (0.172) to the predetermined α  
(I always use 0.05).

Because the p-value is greater than 0.05, you can’t reject Ho. You don’t have 
enough evidence to say the median house selling price is more than $110,000.

Figure 18-2 shows these results as calculated by Minitab.

If your data are close to normal and the mean is the more appropriate measure of 
center for your situation, don’t use the sign test. Instead, use the one-sample 
t-test (or Z-test). The sign test isn’t quite as powerful (able to reject Ho when it 
should) as the t-test in situations where the conditions for the t-test are met. 
More importantly, though, don’t run to the t-test to reanalyze your data if the sign 
test doesn’t reject Ho. That would be improper and unethical. In general, statisti-
cians consider the idea of following a nonparametric procedure with a parametric 
procedure in hopes of getting more significant results to be data fishing, which is 
analyzing data in different ways until a statistically significant result appears.

Estimating the median
You can also use the sign test to find a confidence interval for one population 
median. This comes in handy when you’re interested in estimating what the 
median value of a population is, such as the median income of a household in the 
United States or the median salary of people fresh out of an MBA program.

FIGURE 18-2: 
Sign test for 

house prices 
conducted by 

Minitab.
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Following are the steps for conducting a confidence interval for the median by 
using the test statistic for the sign test, assuming your random sample of data has 
already been collected. Note that Minitab can calculate the confidence interval for 
you (Steps 2 to 5), but knowing how Minitab does the steps is important:

1. Determine your level of confidence, 1  (that is, how confident you want 
to be that this process will correctly estimate m over the long term).

The typical confidence level that data analysts use is 95 percent (see Chapter 3 
for more information).

2. On the binomial table (Table A-2 in the Appendix), find the section for n 
equal to your sample size, and the column where p = 0.50 (because the 
median is the point where 50 percent of the data lies below and 50 percent 
lies above).

You’ll find probabilities for values of x from 0 to n in that section.

3. Starting at each end (x = 0 and x n= ) and moving one step at a time 
toward the middle of the x values, add up the probabilities for those values 
of x until you pass the total of α (which is one minus your confidence level).

4. Record the number of steps that you had to make just before you passed 
the value of 1 . Call this number c.

5. Order your data set from smallest to largest. Starting at each end, work 
your way to the middle until you reach the cth number from the bottom 
and the cth number from the top.

6. Use these numbers as the low end and the high end of an interval. This 
result is your confidence interval for the median.

You can use these steps to find a confidence interval for the median in the house-
price example from the preceding section. Here’s how this example breaks down:

1. Let your confidence level be set at 1 0.95.

2. On the binomial table (see the Appendix), look at the section where 
n 10 (the sample size) and p 0 50. . These values are listed in Table 18-2.

3. Start with the outermost values of x x x0 and 10   and sum  
those probabilities to get 0.001 0.001 0.002. Because you haven’t yet 
passed 0.05 (the value of α), you go to the second-innermost values of 
x x x1 9 and . Add their probabilities to what you have so far to get 
0 002 0 010 0 010 0 022. . . .old total . You’re still not past 0.05 (α), so go  
one more step. Add the third-innermost probabilities for x 2 and x 8 to the 
grand total to get 0 022 0 044 0 044 0 110. . . .old total . You’ve now passed 
the value of 0 05. . The value of c equals 2 because you passed 0.05 at the 
third-innermost values of x, and you back off one step from there to get your 
value of c.
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4. Order your data (Table 18-1) from smallest to largest, giving you (in 
dollars): 100,000, 105,000, 107,000, 111,000, 113,000, 120,000, 125,000, 
126,000, 132,000, and 135,000.

5. Work your way in from each end of the data set to take the second- 
innermost values (because c 2): the numbers $105,000 and $132,000.  
Put these two numbers together to form an interval, and you conclude that a 
95 percent confidence interval for the median selling price for a home in this 
neighborhood is between $105,000 and $132,000.

To find a 1 –  percent confidence interval for the median using Minitab based on 
the sign test, enter your data into a single column. Go to Stat>Nonparametrics>One-
sample Sign. Click on the variable in the left-hand column for which you want the 
confidence interval, and it appears in the Variables column. Click the circle that 
says Confidence Interval, and type in the value of 1 –  you want for your confi-
dence level. (The default is 95 percent, written as 95, to get a significance level of 
5 percent, or .05.) Click OK to get the confidence interval.

Testing matched pairs
The most useful application of the sign test is in testing matched pairs of data — 
that is, data that come in pairs and represent two observations from the same 
person (pretests versus post-tests, for instance), or one set of data from each pair 

TABLE 18-2	 Binomial Probabilities to Help Calculate a Confidence  
Interval for the Median (n 10, p 0.50)

x p(x)

0 0.001

1 0.010

2 0.044

3 0.117

4 0.205

5 0.246

6 0.205

7 0.117

8 0.044

9 0.010

10 0.001
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of people who are matched according to relevant characteristics. In this section, 
you see how you can compare data from a matched-pairs study to look for a treat-
ment effect, using a sign test for the median.

The idea of using a sign test for the median difference with matched-pairs data is 
similar to using a t-test for the mean differences with matched-pairs data. (For 
details on matched-pairs data and the t-test, see your Stats I text or Statistics for 
Dummies, 2nd Edition [Wiley].) You use a test of the median (rather than the 
mean) when the data don’t necessarily have a normal distribution, or if you’re 
only interested in the median difference rather than the mean difference.

First, you set up your hypothesis, Ho: The median is zero (indicating no difference 
between the pairs). Your alternative hypothesis is Ha: The median is 0 0 0, ,  or ,  
depending on whether you want to know if the treatment made any difference, 
made a positive difference, or made a negative difference compared to the control. 
Then you collect your data (two observations per person or a pair of observations 
from each pair of people you’ve matched up). After that, you use Minitab to con-
duct Steps 4 to 7 of the sign test.

To use Minitab to test for matched pairs, find the differences between the values 
in each pair, and enter them in a column in Minitab. Then go to 
Stat>Nonparametrics>One-sample Sign. Click on the differences variable in the 
left-hand column, and it appears in the Variables column. Click Test the Median, 
and type 0 in the box (because your Ho is that the difference is zero). From the 
pull-down menu, select your alternative hypothesis, and click OK.

For example, suppose you wonder whether taking a test while chewing gum 
decreases test anxiety. You pair 20 students according to relevant factors such as 
GPA, score on previous exams, and so on. One member of each pair is randomly 
selected to chew gum during the exam, and the other member of the pair doesn’t. 
You measure test anxiety of each person via a very short survey right after they 
turn in their exams. You measure the results on a scale of 1 (lowest anxiety level) 
to 10 (highest anxiety level). Table 18-3 shows the data based on a sample of ten 
pairs.

The actual levels of test anxiety aren’t important here; what matters is the 
 difference between anxiety levels within each pair. So, instead of looking at all the 
individual anxiety levels, you can look at the difference in anxiety levels for each 
pair. This method gives you one data set, not two. (In this case, to calculate the 
differences in each pair, you can use the formula test anxiety without gum minus 
text anxiety with gum, and look for an overall difference that’s positive.)  Typically, 
in the case of matched-pairs data, you’re testing whether the median difference 
equals zero. In other words, Ho : m 0; the same holds in the test anxiety example.
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The differences in anxiety levels for each pair in your data set now become a single 
data set (see column four of Table 18-3). You can now use the regular sign test 
methods to analyze this data, using Ho : m 0 (no median difference in test anxi-
ety of gum versus no gum) versus Ho : m 0 (chewing gum reduces test anxiety).

Assign each difference a plus or minus sign, depending on whether it’s greater 
than zero (plus sign) or less than zero (minus sign). Your test statistic is the total 
number of plus signs, 1, and the relevant sample size is 10 1 9– . (You don’t count 
the data that hit the median of zero right on the head.)

Now compare this test statistic to the binomial distribution with p 0 50.  and n 9,  
using the binomial table (see the Appendix). You have a test statistic of k 1, and 
you want to find the probability that x 1 (because you have a left-tailed test, see 
Step 6 of the sign test from the earlier section, “Reading the Signs: The Sign 
Test”). Under the column for p 0 50.  in the section for n 9, you get the probabil-
ity of 0.018 for x 1 and 0.002 for x 0. Add these values to get 0.020, your p-value. 
This result means that you reject Ho at the predetermined α level of 0.05. This tells 
you the anxiety levels for gum versus no gum are different. Now, how are they 
different? Based on this data, you conclude that chewing gum on an exam appears 
to decrease test anxiety because there are more negative differences than positive 
differences. Although, it may increase the anxiety of those around you, depending 
on how loudly you chew!

TABLE 18-3	 Testing the Effectiveness of Chewing Gum  
in Lowering Test Anxiety

Pair Anxiety Level — Gum Anxiety Level — No Gum Difference (Gum/No Gum) Sign

1 9 10 –1 –

2 6 8 –2 –

3 3 1 +2 +

4 3 5 –2 –

5 4 4 0 none

6 2 7 –5 –

7 2 6 –4 –

8 8 10 –2 –

9 6 8 –2 –

10 1 3 –2 –
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Chapter 19
Conducting a Multi-Stage 
Analysis of a Large 
Data Set

You’ve no doubt heard about “Big Data” and “Data Science.” With today’s 
data boom, where millions of pieces of data are collected per second around 
the world, a new science has emerged to tackle such crazily large and 

unwieldy data sets. Even one of the terms they use in data science is called data 
wrangling, to reflect the rodeo that is today’s data. In this chapter you go through 
the steps involved in working with a big data set, and in the following two chapters 
you see examples of this process from the real world.

Steps Involved in Working  
with a Large Data Set

In this section, you see the six steps you need to follow when working with a large 
data set. Each step has its own challenges and requires certain skills. And while 
some steps may seem more glamorous than others (everyone loves the part where 

IN THIS CHAPTER

 » Getting an introduction to data 
science

 » Collecting and wrangling the data

 » Conducting exploratory data analysis

 » Making inferences and modeling

 » Telling the story of what you found
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you run the analyses), they are all equally important and useful in contributing to 
your data’s story.

1. Wrangle the data.

Data wrangling is a term used in data science to describe the transformation of 
raw data into something usable in terms of what’s in it, how it’s formatted, and 
what might be missing. Some data sets take much more work to wrangle than 
others. Real-world data usually takes more wrangling than textbook data. And 
it often requires the power of sophisticated and flexible statistical software 
such as SAS or R.

2. Visualize the data.

Data visualization means to show pictures of the data; you organize and display 
the data so you can begin to see what’s going on. Graphs are the main tool 
used here, as you know from Stats I. Histograms and boxplots are great for 
single quantitative variables, while pie charts and bar graphs are helpful for 
visualizing categorical variables.

3. Explore the data.

In exploring a data set, you summarize it using descriptive statistics. You start 
by looking at each variable separately, and finding measures of center (mean, 
median) and spread or variability (standard deviation, interquartile range, 
variance, and so on). You also look at things like the basic size of the data set. 
You compare and contrast these statistics, maybe breaking them down further 
by other variables, such as average test score broken down by which class the 
students were in.

4. Look for relationships.

In this step you start to look at pairs of data. For example, for two  
quantitative variables that might be related, you look for correlations;  
for two categorical variables that are related, you make two-way tables.  
You look to see which variables are independent (unrelated), and which are 
dependent (related).

5. Build models and make inferences.

Once you get a rough idea of what kinds of relationships you have in the data, 
and where the data are located in terms of their descriptive statistics, it’s time 
to build some models and make inferences so you can make predictions, draw 
conclusions, and make decisions based on your data.
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6. Share what you learned with others.

After finding out as much as you can about your data, and being able to draw 
conclusions and make decisions, you’ll most likely want to (or at least have to) 
share what you learned with others: your boss, your colleagues, people who 
will apply your information, and people who will consume your information 
and build on it.

Wrangling Data
It is estimated that statisticians and data analysts spend about 80 percent of their 
time getting the data ready to analyze, and only 20 percent of their time actually 
analyzing it. So if your data is in good shape before you start, be thankful! And if 
it’s not, you’re in good company.

What takes so much time? Statisticians use six steps to wrangle a large data set 
that’s been collected:

1. Discovery

2. Structuring

3. Cleaning

4. Enriching

5. Validating

6. Publishing

Discovery
The discovery step in wrangling data is just taking a look at all the data you have 
and seeing what you are actually dealing with. For example, if I wanted to make a 
data set showing the top money-making movies this past year, I might start by 
looking at the data provided by IMDb (Internet Movie Database). When I go to 
their website looking for information on their movie data sets, I find the following 
information, just for starters, along with a lot of other datasets that are available 
(to find this information, I had to Google “IMDb datasets”). Much more informa-
tion and data are available for each movie and TV show on the crew, writers and 
producers, actors, and so on. And this is for thousands and thousands of movies.
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From the title.basics.tsv.gz data set described here, I chose to take the original 
title of the movie, the start year (release year), the runtime in minutes, and the 
genres, for the list of movies that made more than $100,000,000 in U.S. revenue 
in 2018. That list of movies was found on a website called The Numbers (www.the- 
numbers.com).

Structuring
In this step you figure out how you want your data to be set up. For example, if 
your data was taken from one large website by peeling off information one piece 
at a time, you want to figure out how to pull it all together. Do you want it in one 
big spreadsheet or program? Do you want to split it up? Which data variables do 
you want to list first and how do you want to list them? Which ones do you want 
to leave out? This job can be either very small, in the case where the data is already 
done for you (for example, in a spreadsheet), or it can be very time-consuming, as 
in the case where the data has been pulled off an existing website or database with 
many variables at a time.

In my example, I pulled the data from the IMDb dataset that already had it set up 
in a spreadsheet format, and I pulled it into Minitab to work with it. So it wasn’t 
too bad.

http://www.the-numbers.com
http://www.the-numbers.com
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Cleaning
Cleaning your data set is just what it sounds like: making sure it’s usable. The big-
gest culprit in causing problems with a data set is a letter or number that’s sup-
posed to represent a null value, which means missing data. Many statistical 
software packages freak out when they come across letters like NA or n/a for 
missing data; an empty space is typically read as a missing value so that’s a better 
plan. You don’t necessarily want to replace a null value with zero, because, for 
example, a missing budget on a movie doesn’t make sense when you just put $0 
for it. It will also certainly affect the average of the budgets for all the movies in 
your data set. So what you need to do is go back and see if you can find the budget 
for that movie and plug it in, or if you can’t, then look at the statistics package you 
are using and see what notation it recognizes for a missing value. For example, it 
may be an asterisk (*); put that in for the missing value.

You may also come across data that does not make sense; after all, people are still 
usually involved in the process of entering some of today’s data (although even 
that notion is probably going to be up for grabs soon). What if you are looking over 
your survey data and find that someone entered 600 for their age in years? You 
know that can’t be right, so you must clean up this data. Maybe you have the year 
they were born and can figure out their age, but maybe you don’t, in which case 
an asterisk is better than the value 600 for their age.

Another situation is consistency in coding (typing in) the data. For example, if you 
ask people in a survey which state they are from, they may have different ways to 
abbreviate it, such as WI or Wis or Wisc for Wisconsin. This has to be cleaned up, 
so the computer doesn’t think WI and Wis stand for two different things.

The point is that you must look carefully at your data for values that are missing, 
don’t make sense, or are just plain wrong. For example, it is very easy in the data 
entry process for someone to miss a column and suddenly have everything be one 
column off, and so instead of seeing a state in the column, you see a number. This 
is a very time-consuming and tedious step, but you have to do it to get good 
results.

Enriching
I look through my existing data, and I’m realizing that I’ve got some good infor-
mation here, a lot of information on the movie title, that’s for sure, but I still may 
not have everything I need. For example, what about how much money the movie 
made? Is this information available? If so, where? This is the enriching step, 
where you add to your developing data set if you so desire.
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Back to the web. On the IMDb website you can type a movie name in the search 
box, and all kinds of data comes up on that movie, not in a data set, but on a single 
page. For example, take the movie Godzilla vs. Kong. When you type its title in, you 
immediately see it was made in 2021, it’s rated PG-13, its runtime is 1 hour and  
53 minutes, its genre is science-fiction action thriller, and it was released on 
March 31, 2021.

The budget for the movie Godzilla vs. Kong was estimated to be $200 million, and 
in the opening weekend it made $31,625,971. Its gross revenue in the U.S. was 
$100,102,879, and its cumulative worldwide gross revenue was $442,502,879. Its 
Metacritic score is 59/100 based on 57 critic reviews, and the audience rating is 
6.4/10 based on 143,000 reviews. I could go on, but that’s enough to get me started.

Adding this information to my data set will really enrich it, which is what this  
step is about. I found the list of the top money-making movies in 2018 from the 
original data set I was given, and I added these new variables to it: movie rating 
(for example, PG-13); release data, budget, opening weekend revenue, domestic 
 revenue, worldwide revenue, critic rating, and audience rating. I added this infor-
mation line by line to my data set in my Minitab spreadsheet, but you could use a 
statistical software package/language like R to pull this data off the website  
as well.

Validating
Validating is related to data cleaning, but on a deeper level. It is the activity that 
you do to ensure that your data quality is optimal, and that your data is consistent. 
This is an especially important step once you have enriched or added to your data 
set. Some inconsistencies may arise, and you need to check for them.

Survey data is a good example where validating, or cross-checking, is very impor-
tant. When people fill out surveys, it’s easy to make mistakes, round things off, 
guess at the information, or just put in something that is incorrect for various 
reasons. In the case of age, you can find out the age of the oldest person on earth 
(as of this writing, it’s Kane Tanaka of Japan, who is 118 years old). You could use 
this as your upper limit on the age column of your data and look for any numbers 
that are over 118 years or under, say, 1 year, and flag them for further investigation 
or removal (or a new world record, perhaps!).

Or maybe you are collecting data on age and year of birth. It would be good to 
check that they match. And if they don’t, you need to decide what to do: Do you 
trust the age in years or the birthdate? Me, I’d trust the birthdate — I can remem-
ber my birthdate, but I often forget how old I am exactly (conveniently!).
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In my movie data set that I was building, I checked to make sure that the data 
made sense — for example, that the worldwide revenue was at least as large as the 
U.S. revenue, and the critics’ and audience ratings were not over the limit.

Note that you can write programs to look for problems in your data using R, or 
some other language, so your validation doesn’t have to be all by hand. But either 
way, validating your data is important because it ensures your data is of good 
quality, and is consistent and ready to go.

Publishing
Publishing your data means getting it into a finished form where it can be used by 
others, transformed easily into another language or format, and/or uploaded into 
a program by someone to analyze directly. My movie data is in a Minitab spread-
sheet, ready to be analyzed in Chapter 20.

It is very important to document your data set in a separate page within the 
spreadsheet. In the documentation section, you list all the column names, and for 
each column name you give the full name of the column if it’s different than what 
appears in the spreadsheet, and you give the type of data that’s in the column and 
what it stands for (such as profit = whether or not the movie made a profit, 0 = no, 
1 = yes). You also want to list the sources of your data, so someone else can vali-
date your data, go back and retrace your steps, or just look at it and extract their 
own information from it.

As you can see, data wrangling is a tough job, and it can easily take 80 percent of 
your time or more, all before you start doing something with the data. It can feel 
like a rodeo at times, and I’m sure that’s where the term came from, but it’s well 
worth the time and effort, especially if other people are going to use it down-
stream, as they say.

Visualizing Data
Once your data has been wrangled, the next step is to visualize the data. This is 
usually simple if you have one or two variables, like budget and type of movie. But 
as the number of variables gets higher, so does the data’s sophistication and com-
plexity, and you must develop a system for looking at the data.

The first step is to look at the variables separately, dividing them into two groups: 
categorical data and quantitative data.
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Categorical data is data that falls into groups, such as gender identification, region, 
or whether a movie made a profit. Quantitative data is measurements, where the 
numerical values actually make sense. Some examples include time until you 
reach a real person on a helpline (endless!), length of time between accidents at 
an intersection, and movie budget.

From your Stats I book (or Statistics for Dummies, 2nd Edition [Wiley]), you know 
how to graph both categorical data and quantitative data. Categorical data  
basically uses pie charts and bar graphs, and quantitative data uses histograms 
and boxplots for the most part. The hard part isn’t making the graphs, it’s deter-
mining what type of graph to use, so be sure to check the type of data that you 
have for each variable first before making a visual representation of it.

Once you get a look at single variables, you can start to pair up data and look at it 
that way. If you want to look at two categorical variables together — for example, 
genre of movie and whether it made a profit — you can use what is called a stacked 
bar graph, which is covered in Stats I. In a stacked bar graph, each bar represents 
a genre, and the bar is broken into two colors, one color representing the percent-
age of those movies making a profit, and the other color representing the percent-
age of those movies not making a profit. For example, maybe action movies are 
more likely to make a profit than horror movies. See how the graphs can make you 
ask questions and think of more items to analyze?

If you want to compare two quantitative variables, such as movie budget and rev-
enue, you use a scatterplot, a two-dimensional graph where each (x,y) point repre-
sents a movie, and the value of x represents one variable (say, budget) and the 
value of y represents the other variable (say, revenue). See Chapter 5 for how to 
make a scatterplot. You would think that budget might be related to revenue, in 
that the movies with the bigger budgets tend to make more money. Is it true? I 
look at this question in Chapter 20.

What about the situation where you have one quantitative variable, such as movie 
budget, and one categorical variable, such as whether the movie made a profit? 
Here you can use side-by-side boxplots from Stats I. In the movie case, you would 
have two boxplots, one for movies that made a profit and one for movies that did-
n’t make a profit. Each boxplot would show the budgets for the movies in that 
particular group. Then you could compare the boxplots and look for relationships; 
perhaps the movies with the bigger budgets were more likely to make a profit (at 
least, that’s what the moviemakers were hoping!).
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Exploring the Data
The next step of working with a data set is exploration. Here’s where you begin to 
uncover the numerical story behind the data. Start with single variables and move 
on from there.

From Stats I you know how to do the basics of exploring data. If you have a cate-
gorical variable, such as movie genre, you can find the percentage of movies in 
each genre. Note that some movies fall into more than one genre, so your total 
percent won’t necessarily sum to one. You can fix this by choosing the most pre-
dominant genre for each movie, and then explore that genre with a pie chart or 
relative frequency bar graph (one that uses percents and sums to one, from Stats I). 
For example, more action and drama films are made than horror movies and 
biographies.

You also know from Stats I how to explore quantitative data; many more options 
exist here. You can find the measures of center (the mean and median), and the 
measures of variability (the standard deviation and interquartile range). You can 
also explore the idea of skewness using histograms. If the histogram trails off to 
the right when you explore movie budgets, you know the data is skewed right, and 
a few movies were made that cost a lot more money than the others (a Star Wars 
movie, perhaps?). And if the histogram trails off to the left when you explore 
movie revenues, you know a few movies made much less money than the rest, 
making the data skewed to the left. If the data looks about the same on each side, 
the data is deemed to be symmetric, and the mean and median will be close to 
each other.

Make sure you are using legit graphs for the type of data that you have. You can’t 
use a histogram on categorical data such as region. Those values can be inter-
changed in the bars of the graph, and looking for characteristics like skewness 
would not make sense.

Looking for Relationships
Everyone is interested in relationships within data sets. You want to do the same 
with your data set. If you only analyze single variables, you will miss out on some 
good juicy information about who likes to be with whom, who you thought would 
make a good pair but it wasn’t meant to be, and who looks like they may be head-
ing for romance.
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If you are examining two quantitative variables, such as movie budget and reve-
nue, your visual tool, as you saw previously, is a scatterplot. As far as statistics go, 
the area to work in is correlation and regression. As you see in Chapter 5, correla-
tion is the statistic that measures the strength and direction of the linear relation-
ship between two quantitative variables, so you need to find the correlation 
between budget and revenue. If it’s strong, you take it to the next step (see the 
next section) and build a model for predicting one from the other.

In the case of two categorical variables such as genre and whether a movie  
made a profit, you can use the Chi-square test for independence, described in 
Chapter 15; here you are looking to see if knowing a movie’s genre can help you 
decide whether or not the movie made a profit. You can also predict the chance of 
making a profit using logistic regression (see Chapter 9).

If you have one categorical and one quantitative variable, you can compare the 
percentages from two categories using the hypothesis test for two population per-
centages (see Chapter 4), or more categories with the Chi-square goodness-of-fit 
test (see Chapter 16). Or, you can compare the averages from two or more catego-
ries using the t-test for two group means (Chapter  5), or ANOVA for multiple 
groups’ means (see Chapter 10). For example, you might want to compare the per-
centage of brown M&M’S to the percentage of M&M’S of all other colors, to see if 
they even out, or you might want to compare all the colors of the M&M’S separately 
using Chi-square goodness-of-fit. You might want to compare the average reve-
nue for two types of movies using the t-test, or many types of movies using ANOVA.

Practice thinking about how to analyze data in different situations right from the 
get-go. Always be thinking, “How do I attack this problem? How do I know it’s 
supposed to be done this way?” Then, when you encounter a brand-new data set 
with many variables, you can be calm and cool, knowing that you know where to 
start and how to break it down. It’s all in what type of variables you have, and how 
many. Also remember that in very large data sets, you may be exploring many 
different relationships at once; it’s important to report on which relationships you 
looked at, whether or not they were “statistically significant,” and which ones 
were found to be significant, but not meaningful (for example the p-value was 
small enough to reject Ho, but the actual values found weren’t really practical in 
the context of the problem).

Building Models and Making Inferences
Along with looking for relationships, you might want to build models and make 
inferences. Building models involves coming up with a way to express a relation-
ship using an equation. For example, y x2 13 expresses a linear relationship 
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between y and x; it says that to predict y, you take the value of x, multiply it by 2, 
and add 13. How you come up with that equation is called model building. In this 
case, the model is a simple linear regression model, found in Chapter 5.

If you have one or more quantitative variables, you can use simple linear regres-
sion (Chapter  5), multiple linear regression (Chapters  6 and  7), or nonlinear 
regression (Chapter 8) to build your model. If you want to predict a categorical 
variable with two possibilities, you can use logistic regression (Chapter 9). If you 
have one or two categorical variables, you can fit models using Chi-square  
(Chapters 15 and 16).

To make inferences, you ask questions and use your data to find answers and 
make decisions. For example, you might hypothesize that the average budget for 
a top money-making movie in 2018 was $200,000,000. You might think it was 
less than that. So, you would run a hypothesis test for one population mean to see 
if you are right. You could also use the movie data to find a likely range of where 
the average movie budget was for the top money-making movies; this would 
involve a confidence interval. See Chapter 4 for confidence intervals and hypoth-
esis tests for one or two means, and one or two proportions.

If you want to answer a question about a group of means, such as “Are the average 
budgets different for different movie genres?”, that would involve analysis of var-
iance (ANOVA). If you found an overall difference, you might want to find out 
which genres make more money, and which ones make less money by using mul-
tiple comparison procedures (see Chapters 10 and 11). And if you want to see if the 
means differ on a combination of two variables, such as genre and whether they 
made a profit, you can use two-way (or two-factor) ANOVA (see Chapter 12).

To help you decide which analysis to use in each situation, you might make an if-
then sheet for yourself. The sheet would have one column for “if you have THIS 
situation” along with a second column that says “then do THIS.” You would also 
include an example. For instance, you might say “If I want to estimate the aver-
age” in column one, and in column two, write “then I use a confidence interval for 
a population mean.” Or, in column one, “If I want to compare the means of sev-
eral populations,” and in column two, “then I use ANOVA.”

Sharing the Story
Once you have wrangled your data, visualized it, explored the individual variables, 
looked for relationships, built models, and made inferences and decisions, you are 
able to tell quite a story about the data set. It’s important to do so in a way that 
makes the most of what you found in the data set while also recognizing and 
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acknowledging limitations of the data at the same time. If a story about a data set 
is too good to be true well, you know the rest.

You may very well be asked to write a report about your data, fulfilling a certain 
purpose. Maybe your job is to answer a series of scientific questions. Maybe you 
found out something new and want to spread the word. Or maybe you are asked to 
do a big project for a class where you analyze a large data set. Where do you start?

Who is the audience?
First, ask who your audience is and think about how much they know about sta-
tistics. Are they fellow students who are on your level? Are they high-level CEOs 
who might have taken statistics a long time ago and are so into other topics by 
now that they may not remember the details? Are they colleagues who are going 
to peer-review your paper? Or are they an audience that is more interested in the 
actual subject you are studying (like movies) and less interested in the gory details 
of the stats? It’s important to figure out who your audience is, and try to reach 
them where they’re at; don’t make it boring with things they already know, and 
don’t snow them with too much information. It’s a fine line, but with time and 
practice, you’ll learn to find it.

Make an outline
Once you know who your audience is, set up an outline. I set up very detailed out-
lines every time I write a paper, a report, or a book (especially a book!). It’s so 
much easier to fill in the information once you have a detailed outline available. 
Like data wrangling, writing an outline might take a lot more of your time, but the 
rest goes so much faster once you’ve gotten that good foundation. You want to set 
up an introduction that covers enough background to put your data into context, 
a body that describes the following elements:

1. The questions you want to answer or the purpose of your study.

2. How you went about answering those questions using your data.

3. What you found in your data in terms of visuals, exploration, relationships, 
model building, and inferences.

4. What it all means within the context of the problem (in other words, your 
conclusions and decisions based on your data).

5. Whether there are any limitations in your data (for example, if the data was only 
collected over a two-year period, then inferences can’t be made beyond that).

6. What your next steps or ideas for future work are, based on what you learned 
in this study.
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Include an executive summary
Reports generally contain an executive summary, which quickly puts out the main 
points: “Here’s what I did, here’s why I did it, and here is what I found.” The pur-
pose of an executive summary is to give the reader something to grab and go. They 
might only have a few minutes and need the big picture as quickly as possible. 
They may just be perusing information on their desk, and only have a few minutes 
to devote to your report, so make those minutes count!

Check your writing
No matter who your audience is, or what your purpose is, make sure that you 
check your writing very carefully for grammatical errors, sections that are acci-
dentally repeated, lines out of context, punctuation issues, tense issues, and the 
like. It’s very off-putting when someone who is by now quite well-versed regard-
ing this data set makes mistakes that simple proofreading would have caught.

Make sure that what you say is correct statistically. If you ever have a question, my 
advice is always, “Ask a Statistician!” Hopefully your textbooks will be as helpful 
to you as your reference books, like this one. Make sure all conditions are checked 
(how do you know those test scores have a normal distribution?), and make sure 
your limitations are acknowledged. In this way, you will gain trust and respect 
from your audience, no matter who you are.
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Chapter 20
A Statistician Watches 
the Movies

Everyone goes to the movies, and like everything else, people collect data on 
them. In this chapter I needed a data set to look at and analyze from begin-
ning to end so I could work through it, and I decided to build my own movie-

themed data set from scratch. You can find this data set by going to www.dummies.
com/go/statisticsIIfd2e. Look at it yourself and play with it if you want. I go 
through all the details of my analyses in this chapter, so no worries if you don’t 
want to look up the actual data set — you certainly don’t need to.

The data set contains information on all movies that made at least $100,000,000 in 
U.S. revenue at the box office in 2018. The source is IMDb (Internet Movie Data-
base; www.imdb.com), a wonderful encyclopedia of information on thousands of 
movies — it’s very precise and trustworthy, and I highly recommend it. I also 
used a website called The Numbers, found at www.the-numbers.com, another good 
site for information on movies.

I started the process by going through the columns of the data set (if you want 
some information on the process of putting a data set together, head to  
Chapter 19). Then I visualized and explored the data, and I looked for relationships 
between variables of interest. I worked up a model that best predicted how well a 
movie was going to do in the U.S. revenue-wise, and I made some inferences com-
paring numbers as of this writing to 2018, when the movies in the data set were 

IN THIS CHAPTER

 » Looking at top money-making movies

 » Exploring the data and looking for 
relationships

 » Checking out some models and 
inferences

 » Writing it up

http://www.dummies.com/go/statisticsIIfd2e
http://www.dummies.com/go/statisticsIIfd2e
http://www.imdb.com
http://www.the-numbers.com
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made. Finally, at the end of the chapter, I included a short write-up in report for-
mat to give you some ideas of how you might write your reports when you analyze 
data sets.

Having a step-by-step plan like the one outlined in Chapter 19 is critical for deal-
ing with large data sets, or you could be swimming in a sea of numbers pretty 
quickly.

Examining the Movie Variables  
and Asking Questions

I chose to include movies that made $100,000,000 or more in total U.S. box office 
revenue in 2018; 34 movies made the cut. After locating data from the movie web-
sites and wrangling it (that’s an actual statistical term; see Chapter 19), I settled 
on14 variables for my final movie data set. The variables I chose are listed here.

Name: Official name of the movie.

Rank (revenue): Where 1 highest U.S. box office revenue for 2018. Note that all 
movies in this data set made over $100,000,000 in U.S. box office revenue.

Release date: Day and month the movie was released (the year was 2018). I used 
two columns for this data, one for day and one for month. I counted them as one 
variable.

Rating: The Motion Picture Association’s rating of the movie’s content (for exam-
ple, PG means parental guidance suggested; see motionpictures.org for more 
details).

Genre: Predominant type of movie category (for example, action, drama, horror, 
comedy).

Runtime: Number of minutes the movie lasts.

Days: Number of days the movie was in U.S. theaters.

Theaters: Number of theaters the movie was shown in throughout the U.S. (A few 
movies did not have this information, hence an * was placed in the data.)

Budget: Amount of money the movie cost to make.

Opening weekend: Amount of money made in the first weekend that the movie 
was out in U.S. theaters.

U.S. revenue: Amount of money made by the movie during its time in U.S. 
theaters (note that some movies were in theaters from 2018 to 2019).
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Critics: Movie critics’ average rating of the movie, based on a scale from 0 to 100.

Audience: Audience average rating of the movie, based on a scale from 0 to 100.

Profit: 1 movie made a profit in the U.S. because U.S. revenue budget; or 
0 movie did not make a profit in the U.S. because revenue budget. I con-
structed this variable myself, based on the data in the budget and U.S. box office 
revenue columns already given.

The reason I chose these 14 variables is that my own questions about movies cen-
tered on the topic of predicting U.S. box office revenue, and I thought some of 
these variables might be helpful. I was also interested in finding out how much 
money the hottest movies really made, and what it takes to be in that category (it 
turns out it takes a lot!).

Looking quickly down the list and thinking about the variables, you might ask 
questions like, “Do the audience and the critics think alike when it comes to liking 
a movie?” or “Do movies with bigger budgets tend to make more money?” or “Is 
there such a thing as a movie that’s too long? Maybe length of movie is negatively 
related to audience ratings.” One of my main questions was, “What variable or set 
of variables best predicts how well a movie is going to do in the U.S.?” Can you 
take a guess?

So many questions can come to mind with a large data set, which can lead you to 
examine a lot more than you’d originally planned to; that’s why large data sets are 
so important to study! Don’t view statistics as being all about data sets with one 
or two variables; the real world is full of data, and looking at it one or two vari-
ables at a time is only a start.

Visualizing the Movie Data
Before I get too far down the road, you might want to get a feel for what the  
actual data set looks like. The top eight U.S. box office revenue movies of 2018  
are listed in an abbreviated Table 20-1. (Note that RT stands for Runtime. The 
names of the movies are also shortened, and only a few variables are listed, to give 
you ageneral idea.) You can see the whole data set at www.dummies.com/go/ 
statisticsIIfd2e if you want (not required).

The first step in the data analysis process (as explained in Chapter 19) is visual-
izing the data; this is where the fun begins. Some of the preconceived ideas you 
had about the data will be right on target, and some will go out the window. Some 
patterns will emerge, and some will never show up. If you start with an open 
mind, anything can happen. Believe me, statisticians still get surprised every day 
when looking at new data sets — it’s one of the fun things about this field.

http://www.dummies.com/go/statisticsIIfd2e
http://www.dummies.com/go/statisticsIIfd2e
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Categorical movie variables
I start with the categorical variables in the data set that make sense to make 
graphs of:release date (using month only), rating (by the Motion Picture Associa-
tion), genre, and profit. Pie charts and bar graphs (from Stats I) are used to dis-
play each of these variables; the results (which were made in Minitab) are shown 
in Figure 20-1.

Looking at these graphs, you can see a few results right off the bat. In Figure 20-1a, 
which focuses on the release date variable, none of the top movies were released 
in January. (January does not show up on the graph, but you could add it with a 
zero for the count if you want.) You also note that July, November, and December 
were the hottest months, which kind of makes sense, with their being in the mid-
dle of summer and around the end-of-year holidays, respectively.

Figure 20-1b, which looks at the rating variable, shows you that over half of the 
top movies were rated PG-13, and the remainder were split between R-rated mov-
ies and PG-rated movies. The graph in Figure 20-1c looking at the genre variable 
is especially interesting — action movies made a huge splash here, with 15 of the 
34 top movies (44%) being action movies, distantly followed by family movies 
with 7 and drama with 6.

The profit variable in Figure  20-1d is a little deceptive unless you think more 
deeply about it. The pie chart shows that only 85.3% of the top movies made a 
profit — but remember, that’s only in the U.S. It makes me want to ask about the 
international/global market; perhaps that’s another column I can add to my data 
set in the future.

TABLE 20-1	 The Top Eight Movies of 2018 in Terms of  
U.S. Box Office Revenue

Name of Movie Rated RT Days Budget Opening Weekend U.S. Revenue

Black Panther PG-13 134 175 $200,000,000 $202,003,951 $700,059,566

Avengers PG-13 149 140 $321,000,000 $257,698,183 $678,815,482

Incredibles 2 PG 118 182 $200,000,000 $182,687,905 $608,581,744

Jurassic World. PG-13 128 106 $170,000,000 $148,024,610 $417,719,760

Aquaman PG-13 143 105 $160,000,000 $67,873,522 $335,061,807

Deadpool 2 R 119 154 $110,000,000 $125,507,153 $318,491,426

The Grinch PG 85 98 $75,000,000 $67,572,855 $270,620,950

Mission Impossible PG-13 147 84 $178,000,000 $61,236,534 $220,159,104
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One of the things you’ll find is that while you are examining your heaps and piles 
of data — what’s the item you end up wanting? More data! And that’s just fine; 
just build in time and funds to do that research in case it becomes necessary.

Quantitative movie variables
Next, I examine the quantitative variables from my list that make sense to visual-
ize: runtime, days (in theaters), (number of) theaters, budget, opening weekend, 
U.S. revenue, critics’ (ratings), and audience (ratings). These variables are graphed 
in Figure 20-2 using histograms and boxplots (from Stats I) in Minitab.

These graphs show you a great deal of general information about the center, 
variability, and patterns in the quantitative variables in this data set. Starting with 
runtime (Figure 20-2a), you see that the middle 50 percent of the top movies are 
within about 30 minutes of each other (between 105 and 135 minutes), with the 
sweet spot (the median) being just a shade under 120 minutes. Going back to  
the data, I found that Avengers: Infinity War and Mission Impossible — Fallout were 
the longest-running top movies, both being almost 150 minutes long, while 

FIGURE 20-1: 
Pie charts and 
bar graphs of  

a) release date 
(month), b) rating, 

c) genre, and  
d) profit.
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Mamma Mia! Here We Go Again was the shortest top movie, running only 84 minutes. 
The overall range of runtimes is large, while the middle 50% of movies are pretty 
close together, which I found to be interesting.

FIGURE 20-2: 
Histograms and 

boxplots of a) 
runtime through 

h) audience 
(ratings).
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Figure 20-2b shows the number of days the movies were in U.S. theaters. I was 
surprised at the range of values found here as well. Movies went from around 
30 days in theaters to around 185 days, except for one movie that outlasted all the 
others by a long shot. This movie lasted about 260 days (that’s over 37 weeks or 
70% of a year!). Which movie was it? (See how fun statistics can get?) Digging into 
the data set, I found that it was The Mule, with Clint Eastwood (my favorite actor 
and director!), at 262 days. The shortest-running top movie was Rampage, at 
37 days. What a difference between 37 days and 37 weeks. Note, however, that 
while Rampage (starring Dwayne “The Rock” Johnson) didn’t really get off the 
ground in the U.S., it made big money internationally, and he did just fine with it. 
By the way, it’s interesting to note that exactly half of the top movies (17 out of 34) 
lasted between 100 and 120 days, so between 3 and 4 months, before everyone 
moved on to the next big thing.

Number of theaters is shown in Figure 20-2c. This variable has less variation than 
I anticipated; the top movies ranged from being shown in 3,400 to 4,500 theaters 
overall, with the middle 50% of them being shown in 3,800 to 4,250 theaters. 
Remember, these are the top movies, so they will tend to be shown in more places. 
If this data set had all movies made in 2018 (what a list!), the range would prob-
ably be huge!

Two movies almost tied for highest number of theaters: Jurassic World: Fallen King-
dom with 4,475 and Avengers: Infinity War with 4,474. I thought Solo: A Star Wars 
Story would be the top here; it was close, coming in with 4,381 theaters. Questions 
you might ask: “Is number of theaters related to number of days, and how accu-
rate are these numbers at predicting U.S. box office revenue?”

Budgets of the top movies are displayed in Figure 20-2d. This graph is also skewed 
to the right, with most of the top movies having a budget of between $100 million 
and $200 million, and with a couple of outliers on the high end ($321 million for 
Avengers: Infinity War, and $275 million for Solo: A Star Wars Story). Does budget help 
predict box office revenue? You will have to build a model later in this chapter to 
find out!

Opening weekend U.S. box office revenue and total U.S. revenue are shown in  
Figures 20-2e and f. They are both skewed to the right (from your Stats I knowl-
edge). They also look somewhat similar in pattern, with both having an outlier on 
the right (high) side.

The question, though, is this: “Are the movies that do well on opening weekend 
the same movies that do well overall?” Just because two variables look similar, it 
doesn’t mean the position of a movie on one graph matches the position of that 
movie on the other. That’s where looking for relationships has to come in with a 
scatterplot (which I get to in the next section).
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In case you were wondering, though, one movie does stand out with an opening 
weekend revenue of $270,000,000, and one movie stands out with an overall U.S. 
box office revenue of around $700,000,000. Are they the same movie? (Admit it, 
statistics is fun.) Looking into the data set, I find the answer is no, but they are 
close. Black Panther wins the overall U.S. box office revenue spot with just over 
$700,000,000, while Avengers: Infinity War is just $20,000,000, behind. And as for 
opening weekend, Avengers: Infinity War wins the top spot with over $250,000,000, 
with Black Panther following with around $200,000,000. Coincidence or pattern? 
You find out later in this chapter.

Critics’ and audience ratings are skewed left, as shown in Figures 20-2g and h. 
Remember, I am talking about top movies here, all making over $100,000,000 at 
the U.S. box office, so they are going to have a tendency to be well-liked. You can 
see that the variability in critics’ ratings is larger than the variability in audience 
ratings. The question is, do audiences and critics generally agree on movies? I’ve 
always wondered that. This is another question for later in the chapter, where I look 
for relationships between variables. Just by looking through the data, I note that the 
most highly rated movie by audiences was Spider-Man: Into the Spider-Verse, receiv-
ing an average rating of 93/100, and the most highly rated movie by the critics had 
a three-way tie between Black Panther, Mission Impossible — Fallout, and Spider-Man: 
Into the Spider-Verse, with all three receiving an average rating of 97/100.

Doing Descriptive Dirty Work
The next phase focuses on finding more details about center and variability in the 
quantitative variables, using descriptive statistics such as mean, median, standard 
deviation, and inter-quartile range (IQR), all from Stats I. To address this in an 
efficient way, I used Minitab to build a table showing the basic descriptive statis-
tics for runtime through audience ratings. The results are shown in Table 20-2.

TABLE 20-2	 Some Descriptive Statistics for Runtime through 
Audience Ratings
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From Table 20-2, you can see the mean, standard deviation, minimum, median, 
maximum, and IQR of the quantitative variables that I made graphs of in the pre-
vious section. You can check the statistics against the graphs to help fill out the 
story; for example, if the median is close to the mean (as it is with runtime and 
days in theaters), the data should be fairly symmetric (and it is in Figures 20-2a 
and b, except for one outlier). If mean median, the data are skewed left,  
as you can see in number of theaters, critics’ ratings, and audience ratings in  
Figures 20-2c, g, and h. If mean > median, the data are skewed right, as you can 
see in the monetary variables found in Figures 20-2d, e, and f. You can use many 
of the tools from Stats I to look at and think about the results in Table 20-2.

You may also notice that while many of the statistics for critics’ratings and audi-
ence ratings are similar, the data themselves do not necessarily match movie for 
movie. It’s very tempting to think so, but that’s not the case.

Looking for Relationships
After getting the univariate (single, separate variable) results, you look for rela-
tionships between pairs of variables. As mentioned in Chapter  19, you look for 
relationships between two quantitative variables using scatterplots and correla-
tion (Chapter 5), and you look for regression in the section, “Building a Model for 
Predicting U.S. Revenue,” later in this chapter. You look for relationships between 
two categorical variables using two-way tables and stacked bar graphs first, and 
then you apply Chi-square tests for independence (Chapter 15), also shown in the 
section, “Building a Model for Predicting U.S. Revenue.” Finally, you look for rela-
tionships between categorical and quantitative variables using side-by-side box-
plots first, then hypothesis tests (for two means) or ANOVA (for more than two 
means) later in this chapter, when I do hypothesis testing and model building.

Relationships between quantitative  
movie variables
Following the directions in Chapter  19, you look for relationships between the 
variables runtime through audience ratings using scatterplots and correlations 
(Chapter 5). Figure 20-3 is a matrix showing all pairs of relationships between 
these eight quantitative variables. (The bottom part of the matrix shows the same 
pairs of variables in reverse order from the top part of the matrix.) This matrix 
was made using the Minitab/Graph/Matrix Plot feature.
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I’m interested in what variable or variables might help me to predict U.S. box 
office revenue, so I’m looking at column six of the matrix, which shows the rela-
tionships between U.S. revenue and runtime, U.S. revenue and days in theaters, 
U.S. revenue and budget, all the way through to U.S. revenue and audience ratings. 
I look for any strong relationships that might appear in that column of scatter-
plots, linear or nonlinear, and I find that opening weekend revenue seems to have 
a strong positive linear relationship with total U.S. revenue. The values seem to 
increase for both opening weekend and total U.S. revenue as you move from left to 
right, in a linear fashion (see Chapter 5).

Interestingly, what I don’t see is a strong relationship between total U.S. revenue 
and budget — that’s a little surprising. There may be some type of curved (non-
linear) relationship between total U.S. revenue and days in theaters and/or total 
U.S. revenue and number of theaters, but those relationships are not as strong as 
the one between total U.S. revenue and opening weekend revenue. So opening 
weekend revenue might be a good predictor of total U.S. box office revenue; more 
work needs to be done, but at least you’ve got something to look into.

Other interesting relationships (or non-relationships as the case may be) include 
audience and critics’ ratings. If you look at column eight and row seven of the 
matrix in Figure 20-3, you see there may be a moderate positive linear relation-
ship between the ratings. Perhaps audiences and critics aren’t at odds as much as 
some people think!

FIGURE 20-3: 
Matrix of 

scatterplots of 
runtime through 
audience ratings.
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If you look at row six (U.S. revenue) and the scatterplots in columns seven (critics’ 
ratings) and eight (audience ratings), you see that both of those scatterplots have 
a flat appearance. That means no matter what the U.S. total revenue was for a 
movie, it wasn’t related to either of the ratings. This might surprise you, but 
that’s what the data are telling you, at least for these top movies of 2018.

Other thoughts as I look at these scatterplots: Budget may have at least a moderate 
positive linear relationship with runtime and also with number of theaters. These 
relationships both make sense, because moviemakers have to spend money to get 
their movies out, and the longer the movie, the more it may cost to make.

You have a large number of scatterplots here, and you don’t want to start seeing 
relationships that aren’t really present in the data, so it’s great to do some looking 
and to pick out moderate to strong-looking relationships for further analysis. Just 
don’t overdo it.

So, to summarize, here is what I think is worth looking into on a deeper level 
based on the scatterplots (that is, finding correlations in the case of linear 
relationships):

 » Opening weekend and U.S. box office revenue

 » Critics’ ratings and audience ratings

 » Budget and number of theaters

 » Budget and runtime

As outlined in Chapter 19, the next step is to find correlations for relationships 
that are potentially moderate to strong and linear in nature. Figure 20-4 shows 
the results of finding the correlations for pairs of variables, from runtime through 
audience ratings.

Figure 20-4 has two entries for each cell: one is the sample correlation, r, between 
the two variables in the data, and appears in that particular row and column com-
bination; the number below it is the p-value for testing to see whether the cor-
relation is zero in the population. If the p-value is small, you conclude the 
correlation is not zero, and is statistically significant, according to the hypothesis 
test. (Note that a p-value listed as 0.000 means it is something less than 0.0005.) 
If the p-value is not small, you cannot say the linear relationship is statistically 
significant.
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Looking at Figure 20-4 and picking out the correlations for the pairs of variables 
on my list, you find the following:

 » Opening weekend and U.S. box office revenue: r 0 946. ; p-value <0.0005

 » Critics’ ratings and audience ratings: r 0 712. ; p-value 0.0005

 » Budget and number of theaters: r 0 678. ; p-value 0.0005

 » Budget and runtime: r 0 593. ; p-value 0.0005

Many hypothesis tests are being done here(28 to be exact). Each test is being con-
ducted at level 0.05 (see Chapter 4); this means 5 1%  or 2 of the hypothesis tests 
could come out significant just by random chance. You want to make that chance 
smaller, so you use the Bonferroni adjustment (Chapters 7 and 11) to change your 
p-values from 0.05 (a traditional p-value) to 0 05 28 0 0018. ./ . So p-values that  
are deemed to be less than 0.0005 would be acceptable here.

FIGURE 20-4: 
Matrix of 

correlations for 
runtime through 
audience ratings.
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So far, by looking at the scatterplots and correlations, you have found strong posi-
tive linear relationships between U.S. opening weekend and total U.S. box office 
revenue; critics’ ratings and audience ratings; budget and number of theaters; and 
budget and runtime. And they all make good sense.

If you scan the matrix of correlations further in Figure 20-4, you see a couple of 
additional correlations of interest. First, a strong correlation exists between budget 
and opening weekend. However, when you look at the scatterplot in Figure 20-3 
(column four, row five), you see that there seem to be two different groups of lines 
forming, both going upward, but with different slopes. I hesitate to say this rela-
tionship is a positive linear relationship based on the scatterplot.

The same thing happens when I see the correlation for U.S. revenue and budget 
(0.612) in Figure 20-4. The correlation itself is strong, and the p-value is <0.0005, 
but the scatterplot is not convincing in Figure 20-3. A blob of points appears on 
the left-hand side of the graph, while a few dots trail upwards. To me, that’s not 
a strong-looking linear relationship.

Always judge a positive or negative linear relationship based on both the scatter-
plot and the correlation, not just one or the other.

Relationships between two  
categorical variables
The categorical variables you have available are release date (day and month), rat-
ing (content), genre, and profit (yes or no). A couple of thoughts come to mind. 
First, you could examine content rating and genre to see if there is a relationship. 
You could also look at profit and rating, and profit and genre; however, because 
the profit variable only represents profit made in the U.S. (not international sales), 
I chose not to examine it here.

Figure 20-5 shows stacked bar graphs made in Minitab for content rating and 
genre. A stacked bar graph, as you know from Stats I, is a bar graph where each 
bar is broken down into pieces by a second variable.

As you can see from Figure 20-5, each bar in the graph represents a genre, and is 
broken down by content rating. Because none of the bars look alike, you can say 
there is a relationship between content rating and genre in your data set. You can 
also use the graph to describe that relationship. You can say that all the comedy 
and most of the action movies are rated PG-13 for a mixed age group, while all the 
family movies are rated PG for younger audiences. Adventure movies are split 
between PG and PG-13 for younger children and teens, dramatic movies are split 
between PG-13 and R, and all the horror movies are rated R.
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Similarly, I created a stacked bar graph showing month of release and genre.  
I don’t show the results here, but they were as you’d expect: more family movies 
were released in the summer, horror movies had big release months in September 
and October (of course), and more dramas came out in the winter. So, yes, there is 
a relationship between month of release and genre.

Relationships between quantitative  
and categorical variables
For this situation, I want to examine relationships where one variable is quantita-
tive, and one is categorical. Side-by-side boxplots do a good job of looking for 
relationships of this type. In Minitab, I made side-by-side boxplots to help answer 
some interesting questions such as the following:

 » Which genre costs the most to make?

 » Which genre gets the highest audience ratings?

Figure 20-6 shows the side-by-side boxplots (from Stats I) that I made in Minitab 
to help answer these questions.

FIGURE 20-5: 
Stacked bar 

graph to explore 
content rating 

and genre.
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In Figure 20-6a, I made side-by-side boxplots to see which genre costs the most 
to make. This means you make one boxplot for each genre, with the variable being 
budget for each boxplot. You can see that horror movies, dramas, and comedies 
have the lowest budgets (mostly, people are talking in these movies, with horror 
movies containing some cheaper-style special effects). Family is the next lowest, 
with a median budget of around $100,000,000. Finally, action and adventure have 
the highest budgets, with medians in the range of $150,000,000 for adventure and 

FIGURE 20-6: 
Side-by-side 

boxplots to look 
for relationships.
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$200,000,000 for action. You can see an outlier in the action films denoted by an 
asterisk (*). This movie is Avengers: Infinity War, which had an extra-large budget 
of $321,000,000.

As for which genre gets the best audience ratings, check out Figure 20-6b. Start-
ing at the bottom, the lowest ratings for top movies were for adventure movies 
(median 40%, IQR about 30%), followed by horror movies (median 50%, IQR 
about 40%), and then family movies (median 60%, IQR about 30%). Note that all 
of these boxplots show symmetric data for those three genres. As for the top three, 
you have action movies at an 80% median with 20% IQR; dramas, which also have 
a median of 80% but a larger IQR of 25%; and comedies close behind, with a 75% 
median but a small IQR of only 10%. So from these results, comedies get consis-
tently high ratings from the audience. And, yes, a relationship appears to exist 
between audience ratings and the genre of top movies.

Building a Model for Predicting 
U.S. Revenue

Finally, you can see what all this work leads up to; you have some interesting 
theories to test about the preliminary results and some interesting relationships 
to try to model, starting with predicting a movie’s U.S. box office revenue (rela-
tionship between two quantitative variables). You have a great candidate, opening 
weekend revenue, with a strong positive linear relationship according to the cor-
relation and scatterplot.

The next step is to fit a simple (one-variable) linear regression model (see  
Chapter 5). Running the regression analysis using X opening weekend revenue 
and Y U.S. box office revenue, I get the following information, shown in 
Figure 20-7.

Figure 20-7 shows all the output that you get with a regression analysis in Minitab 
(it’s the same for other software), starting with ANOVA output (see Chapter 13 for 
the relationship between ANOVA and linear regression). The Model Summary on 
the output shows R-squared at 89%, which is incredibly high, indicating that the 
model fits well. The Coefficients and Regression Equation are telling you the same 
thing, that the equation that best fits this relationship is as follows:

U.S. Revenue Opening Weekend$ , , .40 641 523 2 709



CHAPTER 20  A Statistician Watches the Movies      341

That is, if the opening weekend brings in $30,000,000, the movie is expected to 
make $ , , . $ , , $ , ,40 641 523 2 709 30 000 000 121 911 523. Note that this is only for top 
movies, not all movies from 2018.

The Fits and Diagnostics for Unusual Observations at the bottom of the output 
identify three movies as being outliers. The observation number is actually the 
rank of the movie, so use that as your guide. The three movies listed as unusual 
are the movies with rank 1 Black Panther ; rank 2 Avengers : Infinity War ; and 
rank 5 Aquaman. In the data set, these are the three points in Figure 20-8 with 
opening weekends above $150 million — crazy-high compared to the cloud of 
points to the left of them. However, the line fits these points quite nicely, so I 
don’t see any reason to worry about the fit of this simple linear regression model.

FIGURE 20-7: 
Linear regression 

analysis using 
opening weekend 

revenue to 
predict U.S. box 
office revenue.



342      PART 5  Putting it All Together: Multi-Stage Analysis of a Large Data Set

This final model of using opening weekend revenue to predict U.S. box office rev-
enue is also a good model because the X variable is something you can get ahead 
of time, not something you need to wait for until all the numbers come in — by 
then, the prediction wouldn’t need to be made. You need a variable that fits well 
but that can also be obtained before the final numbers come out, and opening 
weekend revenue fits that bill.

Just for fun, I asked Minitab to choose the best model using the best subsets option 
(see Chapter 7), and it chose the same model I did (see the top line of Figure 20-9). 
Note that this model has a fairly low Mallow’s C-p as well (see Chapter 7). You 
could add critics’ ratings, and find that the model increases slightly in R-squared 
and lowers Mallow’s C-p a little, but it may not be worth it to add that extra 
variable.

FIGURE 20-8: 
Final regression 

line on the 
scatterplot using 

opening weekend 
revenue to 

predict U.S. box 
office revenue.
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Writing It Up
Writing up your results may seem like an arduous chore, but it’s a very important 
part of the job. You’ve spent a great deal of time analyzing your data to this point, 
and you want to let your audience know what you found. What did you find out by 
analyzing the movie data? And what do you want to tell your audience, whoever 
they may be?

After taking all the information found in this chapter about the top U.S. money-
making movies of 2018, including pertinent information on the data itself (such as 
variable names, and so on), and making an outline of the process I went through, 
keeping the highlight findings in mind, I wrote a short report. Your report may be 
longer if your audience needs more details; it may also have a different voice, 
depending on your audience, but the main ideas will be similar to mine. Note that 
I’m not including the graphs and tables again in my report because they are 
sprinkled throughout this chapter already; however, I would include them in a 
normal report and refer to them as I refer to tables and figures in this book.

FIGURE 20-9: 
Results of best 

subsets regres-
sion model 

selection for 
predicting U.S. 

box office 
revenue.
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Stats of Top Money-Making Movies Spark Interest

The top money-making movies of 2018 brought up some interesting points when 
studied as a group. (A movie was declared a top money-making movie if it made 
over $100,000,000 at the U.S. box office.) The top movie of 2018 was Black Pan-
ther, making over $700 million in U.S. box office revenue, followed closely by 
Avengers: Infinity War, making over $678 million. Thirty-four movies in total 
made the cut.

More of these movies were released in mid-summer and over the winter break; the 
content rating was over 55% for PG-13, with the remaining top movies split 
between PG and R.  Most, by far, were action movies (15/34). Over 85% of them 
made a profit in the U.S.

The runtime of top movies varied from 84 minutes for Mama Mia! Here We Go 
Again (a musical) to 149 minutes for Avengers: Infinity War (an action movie). 
Half of the movies ran between about 110 and 130 minutes (close to 2 hours, give or 
take 10 minutes). Days in theaters also varied, from 37 days for Rampage to about 
37 weeks for The Mule. Half of the movies lasted between 100 and 120 days 
(17/34). Half of the movies were shown in between 3,800 and 4,250 theaters across 
the U.S., with a low of about 3,400 and a high of about 4,500.

A relationship exists between content rating and genre. All the comedies and most 
of the action movies were rated PG-13, while almost all the family movies were 
rated PG. Adventure movies were split between PG-13 and R, and all the horror 
movies were rated R. Month of release was also related to genre; more family mov-
ies came out in summer, more horror movies in the fall, and more dramas in winter.

Budgets varied a great deal; the average budget of top movies was $113,676,471, 
with a minimum of $100,000,000 for Venom, and a maximum of $321,000,000 
for Avengers: Infinity War. U.S. box office revenue averaged $222,494,739, from 
$100,407,760 for the movie Fifty Shades Freed to $700,059,566 for Black Pan-
ther. Opening weekend revenue averaged $67,120,349 for the top movies of 2018, 
and peaked out at over $257 million for Avengers: Infinity War.

Budget and genre were related, showing that not all types of movies had the same 
budgets. Horror movies, dramas, and comedies had the lowest budgets, with family 
movies coming in at the next budget-level, and action and adventure movies com-
ing in at the top by a big margin.
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Critic and audience ratings for the top money-makers of 2018 were both positive 
and skewed left (a few lower ratings, and mostly higher ratings). Critics’ ratings 
averaged 69.29/100 and audience ratings averaged 67.09; critics’ ratings varied a 
bit more than audience ratings (with standard deviations of 22.82 and 17.18, 
respectively). However, a strong correlation exists between critics’ and audience 
ratings (r 0 712; p 0 0005.  . ).

Opening weekend revenue and U.S. box office revenue were highly correlated for 
the top money-making movies (r 0 946. ; p 0 0005. ), and it turns out that open-
ing weekend was a good predictor of total U.S. box office revenue. You can predict 
total U.S. box office revenue using the equation $40,641,523 2 709. (opening 
weekend revenue).
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Chapter 21
Looking Inside the 
Refrigerator

Another data set I assembled myself is about refrigerators. I was buying a 
new refrigerator at the time and I figured, what better way to do my 
research on refrigerators than to put together a data set about some of the 

more common ones and analyze it? (Yeah, only a statistician would do something 
like that.) The data set was collected from refrigerators being sold at Home Depot 
(.com) and is available at www.dummies.com/go/statisticsIIfd2e if you want to 
examine it yourself or play along with me. (You don’t need to do this, however. 
I’ve done all the work for you in this chapter.) Note that refrigerator models and 
prices are subject to change frequently.

This chapter is a boiled-down version of my findings upon creating, wrangling, 
and analyzing the data, sharing my graphs, and writing a short report.

IN THIS CHAPTER

 » Exploring a refrigerator data set

 » Analyzing the data

 » Writing it up

http://www.dummies.com/go/statisticsIIfd2e
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Refrigerator Data — The Variables
The refrigerator data include information from 41 models of refrigerators appear-
ing on the homedepot.com website in February, 2018. The 13 variables I chose to 
collect on each refrigerator model include the following:

Brand: Amana, GE, Whirlpool, Frigidaire, and Samsung.

Capacity: In cubic feet (a.k.a. cubic foot capacity).

Price: In dollars.

Type: Door arrangement — for example, bottom freezer, top freezer, French 
doors, and so on.

Depth: Inches at deepest part.

Width: Inches.

Height: Inches.

Icemaker: Yes or No.

Stars: Customer rating on a scale of 0 to 5 stars.

Colors: Number of colors offered.

Yearly electric use: Measured in kilowatt-hours (KwH).

Shelves: Number of shelves.

Model Number: The model number of the refrigerator.

In this data set, I was interested in comparing the refrigerator brands to see if 
anything jumped out at me.

Exploring the Data
Upon looking at several graphs that compared the refrigerator brands, here are 
some of the points I noticed.

Basic statistics were gathered on the overall group of 41 refrigerators. The results 
are shown in Table 21-1. Looking at depth, width, and height, width had the larg-
est standard deviation (it’s good to measure it before you try to install your 
fridge!). I didn’t know that a refrigerator could have seven shelves, but the num-
ber of shelves ranged from 4 to 7. As far as the ratings go, it seems that customers 
were fairly happy with these brands of refrigerators overall, with the lowest rating 
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being 3.8 and the highest being 4.6. Capacity had a fairly large standard deviation, 
with the minimum being as low as 10.100 cubic feet, and the maximum coming in 
at 28.000 cubic feet. Yearly electric use also had a large standard deviation, com-
paratively speaking, with the average being 575.6 KwH, and the maximum as high 
as 755.0 KwH.

The prices were all over the board, with an average of $1,579, minimum of $599, 
and maximum of $3,110. The median price was $1,554, indicating some right-
skewness in the prices. Figure 21-1 shows a histogram of the refrigerator prices.

TABLE 21-1	 Descriptive Statistics for 41 Refrigerators
Variable Mean StDev Minimum Median Maximum

Cubic ft. capacity 21.544 4.486 10.100 22.000 28.000

Price ($) 1,579 714 599 1,554 3,110

Depth (in.) 31.539 1.980 26.250 31.630 35.000

Width (in.) 32.724 3.337 23.750 32.813 36.000

Height (in.) 68.331 2.377 60.500 69.500 71.130

Stars (out of 5) 4.2805 0.2015 3.8000 4.3000 4.6000

Colors 3.195 1.054 1.000 3.000 5.000

Yearly Electric use (KwH) 575.6 137.3 297.0 633.0 755.0

Shelves 4.902 1.068 4.000 4.500 7.000

FIGURE 21-1: 
Histogram of 

refrigerator 
prices.
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Regarding price of refrigerators broken down by brand, Figure 21-2 shows that 
Samsung appeared to be the most expensive overall. GE had the smallest IQR by 
far, but it also had two outliers, one on each end, in terms of refrigerator prices. 
Interesting marketing strategy!

Analyzing the Data
To see if there is a statistically significant difference in the mean prices of the five 
brands, I conducted an ANOVA (see Chapter 10). The conditions for ANOVA were 
robust, and I had a small sample of refrigerators to work with, but it is reasonable 
to assume normal distributions and independence in this example for demonstra-
tion purposes.

The results of the ANOVA are shown in Figure 21-3. The null hypothesis of the 
overall F-test is saying that the means are all equal, and the alternative hypoth-
esis is saying they are not all equal.

FIGURE 21-2: 
Boxplots of 

refrigerator price 
by brand.

FIGURE 21-3: 
ANOVA for testing 

equality of mean 
prices across the 

refrigerator 
brands.
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You see in Figure 21-3 that the p-value is 0.001, which is very small, leading you 
to reject H0, and say that the mean prices were not all equal across brands (which 
I suspected). Now I could apply multiple comparisons to see which means were 
statistically higher than others and which were statistically equal.

Graphically, the results of Tukey’s multiple comparisons are shown in Figure 21-4a 
(see Chapter 11), and the grouping information is shown in Figure 21-4b.

The main idea is that if Tukey’s confidence intervals overlap for two brands in 
Figure 21-4a, and they receive the same group letter in Figure 21-4b, then they are 
determined to be indistinguishable, and are put in the same group regarding price. 
The results of Figures 21-4a and b show, due to the small amounts of overlap here 
and there, that you have Samsung, GE, and Whirlpool in one group, and GE, 
Whirlpool, Frigidaire, and Amana in another group. Samsung is almost alone at 
the top pricewise, but not quite. Samsung’s prices were higher than those of 

FIGURE 21-4: 
Tukey’s multiple 

comparisons 
using confidence 
intervals and by 

brand.
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Frigidaire and Amana. Not all output is squeaky clean; a friend of mine has a 
T-shirt that says “Messy Data Happen!” and they’re right. But you get the general 
idea here.

If you want to build a model to predict the price of a certain brand of refrigerator, 
which variable (or variables) should be included? Looking at which variables 
might have a linear relationship with price, as you may have suspected, capacity 
(in cubic feet) is a pretty good predictor, with an R-squared of 0.771 (p-value 
<0.0001). See the fit of the line in the scatterplot in Figure 21-5.

Is there an even better model to use? To check this out, I made a matrix of all the 
correlations between the quantitative variables (price, cubic foot capacity, depth, 
width, height, stars, colors, yearly electric use, and number of shelves). I also had 
Minitab calculate all the correlations (and their p-values) between the pairs of 
variables. The results are shown in Figures 21-6a and b.

Taking the Bonferroni adjustment into account (see Chapter 20), I found the fol-
lowing pairs of relationships to be significant to a level that is less than 0.0001, 
and also practically significant (I only used r values of at least 0.50), so they are 
meaningful:

 » Price and cubic foot capacity p 0 771.

 » Price and width p 0 750.

 » Price and height p 0 652.

FIGURE 21-5: 
Cubic-foot 

capacity being 
used to predict 

refrigerator price.
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FIGURE 21-6: 
Matrix of 

scatterplots for 
refrigerator data 

and matrix of 
correlations and 

p-values for 
refrigerator data.
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 » Price and yearly electric use p 0 743.

 » Cubic foot capacity and depth p 0 597.

 » Cubic foot capacity and height p 0 870.

 » Cubic foot capacity and width p 0 896.

 » Cubic foot capacity and yearly electric use p 0 836.

 » Height and width p 0 718.

 » Yearly electric use and width p 0 902.

 » Yearly electric use and number of shelves p 0 623.

The issue here is that I had a great deal of multicollinearity between the variables 
that could be used to predict price. Cubic foot capacity is strongly linearly related 
to price, but then, depth, height, width, and yearly electric use are strongly lin-
early related to cubic foot capacity, so they are knocked out of the running to help 
predict price (see Chapter 7).

Nothing else is strongly linearly related to price, so the best model has price being 
predicted by cubic foot capacity. The equation is as follows:

Price Capacity (in cubic feet)1 085 124 7, .

Interpreting the slope, each additional cubic square foot of capacity is associated 
with a price increase of $124.70. Note that you cannot interpret the y-intercept 
here, as it is negative.

You cannot start making predictions until you’ve reached a capacity of at least 
10.10 (the minimum value in the data set; see Figure 21-1). That price estimate is 

1 085 124 7 10 10 174 47, . . $ . . Note that the actual retail price (as The Price is Right 
show would say) is $599 from the data set, making this data point a big underes-
timate. However, it’s an outlier, on the edge of the rest of the points (see  
Figure  21-5), so it should be looked at with caution. Starting with capacities 
around 15 will give you better estimates.

I also looked at yearly electric use. What can predict this? I wouldn’t want to use 
price, because it makes more sense to use yearly electric use to predict price than 
the other way around. But what about number of shelves? What about capacity?

Turns out, any of the dimensions of a fridge (height, width, depth) are highly cor-
related with yearly electric use. And they are also highly correlated with each 
other, as you can see in Figures 21-6a and b. This means you should just choose 
one dimension as your predictor of yearly electric use if you are going to choose any.
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With a correlation of 0.902 (see Figure 21-6b), width seems to be the best candi-
date. It’s quite amazing that I found such a high correlation here; correlations like 
this are hard to come by in real life. And the nice thing is, width is a very easy 
variable to get a hold of. The resulting scatterplot and regression line are shown 
in Figure 21-7, using width to predict yearly electric use.

The equation of the regression line is

Yearly Electric Use in KwH Width( ) . . ( )638 4 37 10

To interpret the slope, each additional inch of width on a refrigerator results in 
37.10 additional kilowatt-hours of yearly electric use, on average, according to 
this model. And looking at Figure 21-7, you can see the range of widths for which 
I was comfortable making predictions. (The y-intercept is negative, and not inter-
pretable here, but no data exists where x width of a refrigerator 0, either.)

You can also make comparisons of the average yearly electric use by brands, again 
using ANOVA. Are some brands more energy-conscious than others? Figures 21-8a 
and b show the results of the analysis of variance and Tukey’s multiple compari-
sons in this case (see Chapters 10 and 11, respectively).

The groupings in Figure 21-8b tell you that Samsung (which, if you remember, 
was the most expensive from Figure 21-4b) is also the brand that uses the most 
energy. (I would have thought it would be the other way around, but perhaps some 
refrigerators have more bells and whistles that drive up the price and the electric 
use.) And Amana has the lowest energy use (it’s also tied with Frigidaire as less 
expensive than Samsung in Figure 21-4b).

FIGURE 21-7: 
Scatterplot and 
regression line 

for predicting 
yearly electric use 
using width of the 

refrigerator.
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The R-squared for this model is only 21.87% (see Figure 21-8a), which is okay,  
but not great. A lot of information remains out there to explain the variability in 
yearly electric use, although brand is a significant variable, as you can see in 
Figure 21-8a. Can you add another variable that will help break down the variance 
in yearly electric use and help raise the R-squared of this model? After some 
thinking and checking, I decided to include the icemaker variable.

Whether or not a refrigerator has an icemaker may be related to its electric use, 
and it may provide additional information to this model beyond brand, because 
each brand has some models that have icemakers, and some models that don’t.

I created a two-factor ANOVA using the factors brand and icemaker (yes/no) to 
break down the response variable, yearly electric use. The results are shown in 
Figure 21-9. (See Chapter 12 for all the information on two-factor ANOVA.)

FIGURE 21-8: 
a) Analysis of 

Variance (ANOVA) 
for comparing 

yearly electric use 
by brand; b) 

Tukey’s multiple 
comparisons of 

yearly electric use 
by brand.

FIGURE 21-9: 
Two-factor 

ANOVA with 
brand and 

icemaker as the 
factors and yearly 
electric use as the 

response.
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As you can see in Figure  21-9, the p-value for the interaction term Brand* 
Icemaker is statistically significant p 0 021. . This means you can’t explore the 
main effects of brand and icemaker by themselves. The interaction plot of 
Brand*Icemaker is shown in Figure 21-10.

You can see the lines are not parallel — the direction is the same for each brand.
Moving from no icemaker to having an icemaker does increase the yearly electric 
use, but the amount of increase is very different, depending on the brand. For 
example, the yearly electric use going from no icemaker to icemaker hardly 
increases at all for Whirlpool (the line has a very small slope), while the difference 
for Frigidaire is huge (a very large slope).

The next step would be to run ANOVA on the 5 2 10 combinations of 
Brand*Icemaker (for example, Whirlpool and icemaker, Whirlpool and no ice-
maker, Amana and icemaker, Amana and no icemaker) and see where the differ-
ences lie. The results of the one-way ANOVA using Brand*Icemaker as the single 
factor show basically two groups as far as energy use is concerned: the icemaker 
group versus the no icemaker group. Two “outliers” from this pattern were found: 
one of the Samsung refrigerators without an icemaker had an extra-high amount 
of energy use, and one of the Whirlpool refrigerators with an icemaker had an 
extra-low amount of energy use.

FIGURE 21-10: 
Interaction plot 
showing mean 

yearly electric use 
for each brand, 

broken down by 
whether it had an 

icemaker or not 
(Brand* 

Icemaker).
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Writing It Up
In this section, I provide a short report on what I was able to glean from the 
refrigerator data. Your report may be longer, shorter, or have a different voice, but 
the main ideas will be about the same.

Your audience is very important to consider when writing a statistical report. 
What they know and what details they care about are paramount. Some care a lot, 
while some want to get to the nitty gritty. Also be aware of the amount of space 
you have available; you don’t want to give too many details if you only have a 
small amount of space, but you don’t want to cut it short if you have more space. 
No matter how much space you have, be sure to be true to the data — don’t stretch 
the truth and don’t sell it short.

I don’t do it again here in my report because I did it throughout the chapter, but 
be sure to refer to any graphs that back up your work, and do include p-values (as 
I do) where appropriate. Readers need to see p-values so they can make their own 
decisions.

Examining Refrigerator Data — So Many Differences!

We are all used to staring into the refrigerator, wondering what will pop out at us 
and look good to eat. Now you’ve got the chance to look at many refrigerators at the 
same time, compare and contrast them, and figure out where their differences lie. 
(And also figure out what looks good to you!)

I compared 41 different models of refrigerators from five brands to see what they 
had to offer. The variables I examined included capacity, price, door arrangement 
(type), customer rating (stars), number of shelves, colors, yearly electric use, 
whether they had an icemaker or not, and the measurements of height, depth, and 
width.

Customer ratings were fairly positive overall; the average rating was 4.28 with a 
minimum of 3.80. The highest rating was 4.60, given to two Whirlpool refrigerators: 
one top freezer model and one side-by-side model. Capacity had a large standard 
deviation, with the smallest fridge at 10.1 cubic feet and the largest at 28.0 cubic feet. 
Yearly electric use varied as well, with an average of 575.6 KwH per year, and a 
maximum as high as 755.0 KwH.  The minimum usage was 297.0KwH from a 
10-cubic-foot capacity fridge.
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Prices were also all over the board, with an average price of $1,579, a minimum of 
$599, and a maximum of $3,110. A few refrigerators cost way more than the rest. 
By brand, Samsung was the most expensive overall; GE had the smallest amount of 
deviation in price, except for two outliers on the high side and the low side. Overlap 
existed between GE and Whirlpool at the higher end, with Samsung and the other 
four brands in a lower price group overall.

If you want to predict the price of a refrigerator, check its capacity (in cubic feet). 
The best prediction line I could find was price – , .1 085 124 7  (capacity in cubic 
feet). Start at capacities of at least 15 cubic feet to use this equation.

If you want to predict yearly electric use (in KwH), interestingly, the width of the 
refrigerator does a great job. Use the equation, yearly electric use – . .638 4 37 10 
(width), starting at widths of around 25 inches. To interpret this equation, every 
additional 1 inch of width of a refrigerator is related to a 37.10 KwH increase in 
yearly electric use, on average. Some brands use more energy than others; Samsung 
was among those at the higher end, with Amana at the lower end. Brand and ice-
maker combinations turned out to be a factor in determining KwH use. Some brands 
had a big difference in KwH when an icemaker was present; some brands had only 
a small increase.
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IN THIS PART . . .

Discover ten common errors in statistical conclusions.

Find out ten ways that knowing statistics can help you 
get ahead.

Check out ten cool jobs that use statistics.
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Chapter 22
Ten Common Errors in 
Statistical Conclusions

Stats II is all about building models and doing data analysis. It focuses on 
looking at data and figuring out the story behind it. It’s about making sure 
that the story is told correctly, fairly, and comprehensively. In this chapter, 

I discuss some of the most common errors I’ve seen as a teacher and statistical 
consultant for many moons. You can use this “not to do” list to pull ideas together 
for homework and reports or as a quick review before a quiz or exam. Trust me — 
your professor will love you for it!

Claiming These Statistics Prove . . .
Be skeptical of anyone who uses these statistics and prove in the same sentence. The 
word prove is a definitive, end-all-be-all, case-closed, lead-pipe-lock sort of 
concept, and statistics by nature isn’t definitive. Instead, statistics gives you evi-
dence for or against someone’s theory, model, or claim based on the data you 
collected; then it lets you come to your own conclusions. Because the evidence is 
based on data that changes from sample to sample, the results can change as 
well — that’s the challenge, the beauty, and sometimes the frustration of statis-
tics. The best you can say is that your statistics suggest, lead you to believe, or give 
you sufficient evidence to conclude — but never go as far as to say that your sta-
tistics prove anything.

IN THIS CHAPTER

 » Recognizing and avoiding mistakes 
when interpreting statistical results

 » Deciding whether or not someone’s 
conclusions are credible
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It’s Not Technically Statistically  
Significant, But . . .

After you set up your model and test it with your data, you have to stand by the 
conclusions no matter how much you believe they’re wrong. Statistics must lend 
objectivity to every process.

Suppose Barb, a researcher, has just collected and analyzed the heck out of her 
data, and she still can’t find anything. However, she knows in her heart that her 
theory holds true, even if her data can’t confirm it. Barb’s theory is that dogs have 
ESP — in other words, a “sixth sense.” She bases this theory on the fact that her 
dog seems to know when she’s leaving the house, when he’s going to the vet, and 
when a bath is imminent because he gets sad and finds a corner to hide in.

Barb tests her ESP theory by studying ten dogs, placing a piece of dog food under 
one of two bowls and asking each dog to find the food by pushing on a bowl. 
(Assume the bowl is thick enough that the dogs can’t cheat by smelling the food.) 
She repeats this process ten times with each dog and records the number of cor-
rect responses. If the dogs don’t have ESP, you would expect that they would be 
right 50 percent of the time because each dog has two bowls to choose from and 
each bowl has an equal chance of being selected.

As it turns out, the dogs in Barb’s study are right 55 percent of the time. Now, this 
percentage is technically higher than the long-term expected value of 50 percent, 
but it’s not enough (especially with so few dogs and so few trials) to warrant sta-
tistical significance. In other words, Barb doesn’t have enough evidence for the 
ESP theory. But when Barb presents her results at the next conference she attends, 
she puts a spin on her results by saying, “The dogs were correct 55 percent of the 
time, which is more than 50 percent. These results are technically not enough to be 
statistically significant, but I believe they do show some evidence that dogs have 
ESP” (causing every statistician in the room to scream “NOT!”).

Some researchers use this kind of conclusion all the time — skating around the 
statistics when they don’t go their way. This game is very dangerous because the 
next time someone tries to replicate Barb’s results (and believe me, someone 
always does), they find out what you knew from the beginning (through ESP?): 
When Barb starts packing to leave the house, her dog senses trouble coming and 
hides. That’s all.
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Concluding That x Causes y
Do you see the word that makes statisticians nervous? The first two seem pretty 
tame, and x and y are just letters of the alphabet, it’s got to be that word cause. Of 
all the words used too loosely in statistics, cause tops the list.

Here’s an example of what I mean. For your final report in stats class, you study 
which factors are related to a student’s final exam score. You collect data on 500 
statistics students, asking each one a variety of questions, such as “What was your 
grade on the midterm?”, “How much sleep did you get the night before the final?”, 
and “What’s your GPA?” You conduct a multiple linear regression analysis (using 
techniques from Chapter 5) and conclude that study time and the amount of sleep 
the night before the test are the most important factors in determining exam 
scores. You write up all your analyses in a paper, and at the very end, you say, 
“These results demonstrate that more study time and a good sleep the night 
before cause a student’s exam grade to increase.”

I was with you until you said the word cause. You can’t say that more sleep or more 
study time causes an increase in exam score. The data you collected shows that 
people who get a lot of sleep and study a lot do get good grades, and those who 
don’t do those things don’t get the good grades. But that result doesn’t mean a 
flunky can just sleep and study more and all will be okay. This theory is like saying 
that because an increase in height is related to an increase in weight, you can get 
taller by gaining weight.

The problem is that you didn’t take the same person, change their sleep time and 
study habits, and see what happened in terms of their exam performance (using 
two different exams of the same difficulty). That study requires a designed experi-
ment. When you conduct a survey, you have no way of controlling other related 
factors going on, which can muddy the waters, like quality of studying, class 
attendance, grades on homework, and so on.

The only way to control for other factors is to do a randomized experiment (com-
plete with a treatment group, a control group, and controls for other factors that 
may ordinarily affect the outcome). Claiming causation without conducting a ran-
domized experiment is a very common error some researchers make when they 
draw conclusions. Drawing causal conclusions from observational studies takes 
expertise beyond the scope of this book (for example, showing smoking causes 
lung cancer) and much more evidence to be mounted.
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Assuming the Data Was Normal
The operative word here is assuming. To break it down simply, an assumption is 
something you believe without checking. Assumptions can lead to wrong analyses 
and incorrect results — all without the person doing the assuming even  knowing it.

Many analyses have certain requirements. For example, data should come from a 
normal distribution (the classic distribution that has a bell shape to it). If someone 
says, “I assumed the data was normal,” they just assumed that the data came 
from a normal distribution. But is having a normal distribution an assumption 
you just make and then move on, or is more work involved? You guessed it — 
more work.

For example, in order to conduct a one-sample t-test (see Chapter 4), your data 
must come from a normal distribution unless your sample size is large, in which 
case you get an approximate normal distribution anyway by the Central Limit 
Theorem (remember those three words from Stats I?). Here, you aren’t making an 
assumption, but examining a condition (something you check before proceeding). 
You plot the data in a histogram (see Chapter 3), see if the data meets the condi-
tion, and if it does, you proceed. If not, you can use nonparametric methods 
instead (discussed in Chapters 17 and 18).

Nearly every statistical technique for analyzing data has at least some conditions 
on the data in order for you to use it. Always find out what those conditions are, 
and check to see whether your data meets them (and if not, consider using non-
parametric statistics; see Chapters 17 and 18). Be aware that many statistics text-
books wrongly use the word assumption when they actually mean condition. It’s a 
subtle but very important difference.

Only Reporting “Important” Results
As a data analyst, you must not only avoid the pitfall of reporting only the signifi-
cant, exciting, and meaningful results, but also be able to detect when someone 
else is doing so. Some number crunchers examine every possible option and look 
at their data in every possible way before settling on the analysis that gets them 
the desired result.

You can probably see the problem with that approach. Every technique carries the 
chance for error. If you’re doing a t-test, for example, and the  level is 0.05, over 
the long term 5 out every 100 t-tests you conduct will result in a false alarm 
(meaning you declare a statistically significant result when it wasn’t really there) 
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just by chance. So, if an eager researcher conducts 20 hypothesis tests on the same 
data set, odds are that at least one of those tests could result in a false alarm just 
by chance, on average. As this researcher conducts more and more tests, they’re 
unfairly increasing their odds of finding something that occurred just by chance 
and running the risk of a wrong conclusion in the process.

It’s not all the eager researcher’s fault, though. They are pressured by a results-
driven system. It’s a sad state of affairs when the only results that get broadcast 
on the news and appear in journal articles are the ones that show a statistically 
significant result (when Ho is rejected). Perhaps it was a bad move when statisti-
cians came up with the term significance to denote rejecting Ho— as if to say that 
rejecting Ho is the only important conclusion you can come to. What about all the 
times when Ho couldn’t be rejected? For example, when doctors failed to conclude 
that drinking diet cola causes weight gain, or when pollsters didn’t find that peo-
ple were unhappy with the president? The public would be better served if 
researchers and the media were encouraged to report the statistically insignificant 
but still important results along with the statistically significant ones.

The bottom line is this: In order to find out whether a statistical conclusion is cor-
rect, you can’t just look at the analysis the researcher is showing you. You also 
have to find out about the analyses and results they’re not showing you and ask 
questions. Avoid the urge to rush to reject Ho.

Assuming a Bigger Sample Is Always Better
Bigger is better in some things, but not always with sample sizes. On the one 
hand, the bigger your sample is, the more precise the results are (if no bias is 
present). A bigger sample also increases the ability of your data analysis to detect 
smaller differences from a model or to deny some claim about a population (in 
other words, to reject Ho when you’re supposed to). This ability to detect a certain 
differences from Ho and reject Ho is called the power of a test (see Chapter 4). 
However, some researchers can (and often do) take the idea of power too far. They 
increase the sample size to the point that even the tiniest difference from Ho sends 
them screaming to press that all-important “reject Ho” button.

Sample sizes should be large enough to provide precision and repeatability of your 
results, but there’s such a thing as being too large, believe it or not. You can 
always take sample sizes big enough to reject any null hypothesis, even when the 
actual deviation from it is embarrassingly small. What can you do about this? 
When you read or hear that a result was deemed statistically significant, ask what 
the sample mean actually was (before it was put into the t-formula) and judge its 
significance to you from a practical standpoint. Beware of someone who says, 
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“These results are statistically significant, and the large sample size of 100,000 
gives even stronger evidence for that.”

Suppose research claims that the typical in-house dog watches an average of ten 
hours of TV per week. Bob thinks the true average is more, based on the fact that 
his dog Fido watches at least ten hours of cooking shows alone each week. Bob sets 
up the following hypothesis test: Ho : 10 versus Ha : 10. He takes a random 
sample of 100 dogs and has their owners record how much TV their dogs watch per 
week. The result turns out a sample mean of 10.1 hours, and the sample standard 
deviation is 0.8 hour. This result isn’t what Bob hoped for because 10.1 is so close 

to 10. He calculates the test statistic for this test using the formula t
x

s
n

 and 

comes up with a value of t
10 1 10 0

0 8
100

0 1
0 08

. .
.

.
.

, which equals 1.25 for t. Because 

the test is a right-tailed test (> in Ha), Bob can reject Ho at level  if t is beyond 
1.645, and his t-value of 1.25 is far short of that value. Note that because n 100 
here, you find the value of 1.645 by looking at the very last row of the t- 
distribution table (visit Table A-1 in the Appendix). The row is marked with the 
infinity sign to indicate a large sample. So Bob can’t reject Ho. To add insult to 
injury, Bob’s friend Joe conducts the same study and gets the same sample mean 
and standard deviation as Bob did, but Joe uses a random sample of 500 dogs 

rather than 100. Consequently, Joe’s t-value is t
10 1 10 0

0 8
500

0 1
0 036

. .
.

.
.

, which 

equals 2.78. Because 2.78 is greater than 1.645, Joe gets to reject Ho (to Bob’s 
dismay).

Why did Joe’s test find a result that Bob’s didn’t? The only difference was the 
sample size. Joe’s sample was bigger, and a bigger sample size always makes the 
standard error smaller (see Chapter 4). The standard error sits in the denominator 
of the t-formula, so as it gets smaller, the t-value gets larger. A larger t-value 
makes it easier to reject H0. (See Chapter 4 for more on precisions and margin of 
error.)

Now, Joe could technically give a big press conference or write an article on his 
results (his mom would be so proud), but you know better. You know that Joe’s 
results are technically statistically significant, but not practically significant — they 
don’t mean squat to any person or dog. After all, who cares that he was able to 
show evidence that dogs watch just a tiny bit more than ten hours of TV per week 
versus exactly ten hours per week? This news isn’t exactly earth-shattering.
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It’s Not Technically Random, But . . .
When you take a sample on which to build statistical results, the operative word is 
random. You want the sample to be randomly selected from the population. A 
problem is that people often collect a sample that they think is mostly random, 
sort of random, or random enough — and that doesn’t cut it. A plan for taking a 
sample is either random or it isn’t.

One day I gave each of the 50 students in my class a number from 1 to 50, and I 
drew two numbers randomly from a hat. The two students I picked were sitting in 
the first row, and not only that, they were right next to each other. My students 
immediately cried foul!

After this seemingly odd result, I took the opportunity to talk to my class about 
truly random samples. A random sample is chosen in such a way that every mem-
ber of the original population has an equal chance of being selected. Sometimes 
people who sit next to each other are chosen. In fact, if these seemingly strange 
results never happen, you may worry about the process; in a truly random pro-
cess, you’re going to get results that may seem odd, weird, or even fixed. That’s 
part of the game.

In my consulting experiences, I always ask how my clients chose or plan to choose 
their samples. They always say they’ll make sure it’s random. But when I ask 
them how they’ll do this, I sometimes get less-than-stellar answers. For exam-
ple, someone needed to get a random sample from a population of 500 free-range 
chickens in a farmyard. They needed five chickens and said that they’d select 
them randomly by choosing the five that came up to them first. The problem is, 
animals that come up to you may be friendlier, more docile, older, or perhaps 
more tame. These characteristics aren’t present in every chicken in the yard, so 
choosing a sample this way isn’t random. The results are likely biased in this case.

Always ask the researcher how they selected a sample, and when you select your 
own samples, stay true to the definition of random. Don’t use your own judgment 
to choose a random sample; use a computer to do it for you!

Assuming That 1,000 Responses  
Is 1,000 Responses

A newspaper article on the latest survey says that 50 percent of the respondents 
said blah blah blah. The fine print says the results are based on a survey of 1,000 
adults in the United States. But wait  — is 1,000 the actual number of people 
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selected for the sample, or is it the final number of respondents? You may need to 
take a second look; those two numbers hardly ever match.

For example, Jenny wants to know the percentage of Americans who have ever 
knowingly cheated on their taxes. In her statistics class, she found out that if she 
gets a sample of 1,000 people, the margin of error for her survey is only ±3 per-
cent, which she thinks is groovy. So she sets out to achieve the goal of 1,000 
responses to her survey. She knows that these days, it’s hard to get people to 
respond to a survey, and she’s worried that she may lose a great deal of her sam-
ple that way, so she has an idea. Why not send out more surveys than she needs, 
so that she gets 1,000 surveys back?

Jenny looks at several survey results in the newspapers, magazines, and on the 
Internet, and she finds that the response rate (the percentage of people who actu-
ally responded to the surveys) is typically around 25 percent. (In terms of the real 
world, I’m being generous with this number, believe it or not. But think about it: 
How many surveys have you thrown away lately? Don’t worry, I’m guilty of it too.) 
So, Jenny does the math and figures that if she sends out 4,000 surveys and gets 
25 percent of them back, she has the 1,000 surveys she needs to do her analysis, 
answer her question, and have that small margin of error of ±3 percent.

Jenny conducts her survey, and just like clockwork, out of the 4,000 surveys she 
sends out, 1,000 come back. She goes ahead with her analysis and finds that 400 
of those people reported cheating on their taxes (40 percent). She adds her margin 
of error, and reports, “Based on my survey data, 40 percent of Americans cheat on 
their taxes, ±3 percentage points.”

Now hold the phone, Jenny. She only knows what those 1,000 people who returned 
the survey said. She has no idea what the other 3,000 people said. And here’s the 
kicker: Whether or not someone responds to a survey is often related to the reason 
the survey is being done. It’s not a random thing. Those nonrespondents (people 
who don’t respond to a survey) carry a lot of weight in terms of what they’re not 
taking time to tell you.

For the sake of argument, suppose that 2,000 of the people who originally received 
the survey were uncomfortable with the question because they do cheat on their 
taxes; they just didn’t want anyone to know about it, so they threw the survey in 
the trash. Suppose that the other 1,000 people don’t cheat on their taxes, so they 
didn’t think it was an issue and didn’t return the survey. If these two scenarios 
were true, the results would look like this:

Cheaters respondents nonrespondents400 2 000 2 400, ,

These results raise the total percentage of cheaters to 2,400 divided by  
4 000 60,  percent. That’s a huge difference!



CHAPTER 22  Ten Common Errors in Statistical Conclusions      371

You could go completely the other way with the 3,000 nonrespondents. You could 
suppose that none of them cheat, but they just didn’t take the time to say so. If 
you knew this information, you would get 600 3 000respondents ,
nonrespondents 3 600,  noncheaters. Out of 4,000 surveyed, this would mean 

90 percent didn’t cheat, and only 10 percent did. The truth is likely to be some-
where between the two examples I just gave you, but nonrespondents make it too 
hard to tell.

And the worst part is that the formulas Jenny uses for margin of error don’t take 
into account that the information she put into them is based on biased data, so her 
reported 3 percent margin of error is wrong. The formulas happily crank out 
results no matter what. It’s up to you to make sure that you put good, clean infor-
mation into the formulas.

Getting 1,000 results when you send out 4,000 surveys is nowhere near as good as 
getting 1,000 results when sending out 1,000 surveys (or even 100 results from 100 
surveys). Plan your survey based on how much follow-up you can do with people 
to get the job done, and if it takes a smaller sample size, so be it. At least the 
results have a better chance of being statistically on target.

Of Course the Results Apply to  
the General Population

Making conclusions about a much broader population than your sample actually 
represents is one of the biggest no-no’s in statistics. This kind of problem is called 
generalization, and it occurs more often than you may think. People want their 
results instantly; they don’t want to wait for them, so well-planned surveys and 
experiments take a back seat to instant web surveys and convenient samples.

For example, a researcher wants to know how cable news channels have influ-
enced the way Americans get their news. The researcher also happens to be a 
statistics professor at a large research institution and has 1,000 students in their 
class. They decide that instead of taking a random sample of Americans, which 
would be difficult, time-consuming, and expensive, they’ll just put a question on 
their final exam to get their students’ answers. Their data analysis shows that 
only 5 percent of their students read the newspaper and/or watch network news 
programs; the rest watch cable news. For their class, the ratio of students who 
exclusively watch cable news compared to those students who don’t is 20 to 1. The 
professor reports this and sends out a press release about it. The cable news chan-
nels pick up on it and the next day are reporting, “Americans choose cable news 
channels over newspapers and network news by a 20-to-1 margin!”
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Do you see what’s wrong with this picture? The professor’s conclusions go way 
beyond their study, which is wrong. They used the students in their statistics class 
to obtain the data that serves as the basis for their entire report and the resulting 
headline. Yet the professor reports that these results are true for all Americans.  
I think it’s safe to say that a sample of 1,000 college students taking a statistics 
class at the same time at the same college doesn’t represent a cross section of 
America.

If the professor wants to make conclusions about America, they have to select a 
random sample of Americans to take their survey. If the professor uses 1,000 stu-
dents from their class, their conclusions can only be made about that class and no 
one else.

To avoid or detect generalization, identify the population that you’re intending to 
make conclusions about and make sure the sample you selected represents that 
population. If the sample represents a smaller group within that population, you 
also have to downsize the scope of your conclusions.

Deciding Just to Leave It Out
It seems easier sometimes to just leave out information. I see this all too often 
when I read articles and reports based on statistics. But, this error isn’t the fault 
of only one person or group. The guilty parties can include

 » The producers: Some researchers may leave statistical details out of their 
reports for a variety of reasons, including time and space constraints. After all, 
you can’t write about every element of the experiment from beginning to end. 
However, other items they leave out may be indicative of a bigger problem. 
For example, reports often say very little about how they collected the data or 
chose the sample. Or they may discuss the results of a survey but not show 
the actual questions they asked. Ten out of 100 people may have dropped out 
of an experiment, and the researchers don’t tell you why. All these items are 
important to know before making a decision about the credibility of some-
one’s results.

Another way in which some data analysts leave information out is by remov-
ing data that doesn’t fit the intended model (in other words, “fudging” the 
data). Suppose a researcher records the amount of time spent surfing the 
Internet and relates it to age. They fit a nice line to their data indicating that 
younger people surf the Internet much more than older people and that surf 
time decreases as age increases. All is good except for Claude the outlier, 
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who’s 80 years old and surfs the Internet day and night, leading his own bingo 
chat rooms and everything. What to do with Claude? If not for him, the 
relationship looks beautiful on the graph; what harm would it do to remove 
him? After all, he’s only one person, right?

No way. Everything is wrong with this idea. Removing undesired data points 
from a data set is not only very wrong but also very risky. The only time it’s 
okay to remove an observation from a data set is if you’re certain beyond 
doubt that the observation is just plain wrong. For example, someone writes 
on a survey that they spend 30 hours a day surfing the Internet or that their 
IQ is 2,200.

 » The communicators: When reporting statistical results, the media leave out 
important information all the time, which is often due to space limitations and 
tight deadlines. However, part of it is a result of the current, fast-paced society 
that feeds itself on sound bites. The best example is survey results in which 
the margin of error isn’t communicated. You can’t judge the precision of the 
results without it.

 » The consumers: The general public also plays a role in the leave-things-out 
mindset. People hear a news story and instantly believe it to be true, ignoring 
any chance for error or bias in the results. For example, you need to make a 
decision about what car to buy, and you ask your neighbors and friends 
rather than examine the research and the resulting meticulous, comprehen-
sive ratings. At one time or another, everyone neglects to ask questions as 
much as they should, which indirectly feeds the entire problem.

In the chain of statistical information, the producers (researchers) need to be 
comprehensive and forthcoming about the process they conducted and the results 
they got. The communicators of that information (the media) need to critically 
evaluate the accuracy of the information they’re getting and report it fairly. The 
consumers of statistical information (the rest of us) need to stop taking results for 
granted and to rely on credible sources of statistical studies and analyses to help 
make important life decisions.

In the end, if a data set looks too good, it probably is. If the model fits too per-
fectly, be suspicious. If it fits exactly right, run and don’t look back! Sometimes 
what’s left out speaks much louder than what’s put in.
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Chapter 23
Ten Ways to Get Ahead 
by Knowing Statistics

One of my personal goals of teaching statistics is to help people get very 
good at being able to say, “Wait a minute!” and stop a wrong analysis or 
a misleading graph in its tracks. I also want to help them become the stats 

gurus in their workplaces — those people who aren’t afraid to work with statistics 
and do so correctly and confidently (and to also know when to consult a profes-
sional statistician). This chapter arms you with ten ways of trusting your statistics 
instincts and increasing your professional value through your understanding of 
the critical world of stats.

Asking the Right Questions
Every study, every experiment, and every survey is done because someone had a 
question they wanted answered. For example, “How long should this warranty 
last?”; “What’s the chance of me developing complications during surgery?”; 
“What does the American public think about banning public smoking?” Only after 
a clear question has been defined can proper data collection begin.

IN THIS CHAPTER

 » Knowing what information to look for

 » Being skeptical and confident

 » Piecing together the statistics puzzle 
and checking your answers

 » Knowing how best to present your 
findings
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Suppose a restaurant owner tells me that they want to conduct a survey to learn 
more about the clientele at their restaurant. I talk about various variables to look 
at, including the number of people in the party, how often they’ve been there 
before, the type of food ordered, the amount they pay, how long they stay, and so 
on. After I collect some data and go over the results, the owner suddenly has a 
major realization: What they really want to do is compare the clientele of their 
lunch crowd to their dinner crowd. Does the dinner crowd spend more money? Are 
they older? Do they stay longer? But sadly, they can’t answer any of those ques-
tions because they didn’t mention collecting data on whether the customers were 
there for lunch or dinner.

What happened here is a common mistake. The restaurant owner said they “just 
wanted to study” their clientele; they never mentioned comparisons because they 
hadn’t thought that far ahead. If they had thought about it, they would have real-
ized the real question was, “How does my lunch clientele compare with my dinner 
clientele?” Then, including a question on whether diners were there for lunch or 
dinner would have been a no-brainer. Always ask the right questions to get the 
answers you need.

Testing the waters a bit before plunging into a full-blown study can be very help-
ful. One way to do this is to conduct what researchers call a pilot study. A pilot 
study is a small exploratory study that you use as a testing ground for the real 
thing. For example, you design a survey and try it out on a small group to see if 
they find any confusing questions, redundancies, spelling errors, and so on. Pilot 
studies are a quick and inexpensive way to help ensure that all goes well when the 
actual study takes place.

Being Skeptical
Being statistically skeptical is a good thing (within reason). Some folks have given 
up on statistics, thinking that people can say anything they want if they manipu-
late the data enough. So those who have a healthy degree of skepticism can get 
ahead of the game.

Colorful charts and graphs can catch your eye, especially if they have neat little 
captions, and long and detailed professional reports may show you more informa-
tion than you want to know, all laid out in neat tables, page after page. What’s 
most important, however, is not how nice-looking the information is, or how 
professionally sound or scientific it looks. What’s most important is what’s hap-
pened behind the scenes, statistically speaking, in order to produce results that 
are correct, fair, and clear.
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Many folks know only enough statistics to be dangerous. And many reported 
results are incorrect, either by mistake or by design (unfortunately). It’s better to 
be skeptical than sorry!

Here’s how to put your skepticism to good use:

 » Get a copy of survey questions asked. If the questions are misleading, the 
survey results aren’t credible.

 » Find out about the data-collection process. When was the survey con-
ducted? Who was selected to participate? How was the information collected? 
Surveys conducted on the Internet and those based on call-in polls are almost 
always biased, and their results should be thrown out the window.

 » Find out about the response rate of the survey. How many people were 
initially contacted? How many responded? If many were contacted and few 
responded, the results are almost certainly biased because survey respon-
dents typically have stronger feelings than those who don’t respond.

Collecting and Analyzing Data Correctly
On the one hand, it’s very important to think very critically and even be skeptical 
at times about statistical results that you come across in everyday life and in the 
workplace. You should always ask questions before you deem the results to be 
credible.

On the other hand, it’s very important to remember that others are also thinking 
critically about your results, and you need to avoid the skepticism that you see 
others receiving. To avoid potential potshots that may be taken at your results, 
you need to make sure you’ve done everything right.

Because you’re reading this book, by now you should have many tools to help you 
do data collection and analysis correctly. In each chapter you hear the same theme 
song: Using the wrong analysis or too many analyses isn’t good. For each type of 
analysis I present, you see how to check to make sure that particular analysis is 
okay to use with the data you have. Chapters 1 and 2 serve as a reference to which 
techniques are needed, and where to find them in the book.

Ninety percent of the work involved in a statistical analysis happens before the 
data even goes into the computer. Here’s a basic to-do list of what to check for:

 » Design your survey, your experiment, or your study to avoid bias and ensure 
precision.
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 » Make sure you conduct the study at the right time and select a truly random 
sample of individuals to participate.

 » Follow through with those participants to make sure your final results have a 
high response rate.

This to-do list can be challenging, but in the end, you’ll be safe in knowing that 
your results will stand up to criticism because you did everything right.

Calling for Help
One of the toughest things for nonstatisticians to get is that they don’t have to do 
all the statistics themselves. In fact, it’s not a good way to go in many instances. 
The six most important words for any nonstatistician are “Know when to consult 
a statistician.” Know when to ask for help. And the best time to ask for help is 
before you collect any data.

So how can you tell when you’re in a bit over your head and you need someone to 
throw you a statistical lifeline? Here are some examples to help give you an idea of 
when to call:

 » If your boss wants no less than a 100-page marketing results report on their 
desk by Monday and you haven’t collected data point #1, CALL.

 » If you’re reading Cosmopolitan on your lunch break and you want to analyze 
how you and your friends came out on the “Who’s the Gossip Queen in Your 
Workplace?” quiz, DON’T CALL.

 » If the list of questions on your survey becomes longer than you are tall, CALL.

 » If you want to make a bar graph of how many of your Facebook friends are 
fans of the 1970s, 80s, or 90s, DON’T CALL.

 » If a scatterplot of your data looks like it should be in a Rorschach inkblot test, 
CALL (and fast!).

 » If you want to know the odds that someone you haven’t seen since high 
school is on the same plane to Africa as you are, DON’T CALL.

 » If you have an important job to do that involves statistics and you are unsure 
of how to begin or how you’ll analyze your data once you get it, CALL. The 
sooner you call, the more the professionals can do to help you look good!
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Retracing Someone Else’s Steps
At some point in your work life, you’ll take out a report, read it, and you’ll have a 
question about it. You’ll go to find the data, and after much searching, you’ll bring 
up a spreadsheet with row upon row and column upon column of numbers and 
characters. Your eyes will glaze over; you’ll have no idea what you’re looking at. 
You’ll tell yourself not to panic and just to find the person who entered all the data 
and find out what’s going on.

But then comes the bad news. Someone named Bob collected the data and entered 
it a couple of years ago, and Bob doesn’t work for the company anymore. Now 
what do you do? More than likely, you’ll have to ditch the data and the report, 
start all over again from scratch, and lose valuable time and money in the process.

How could this disaster have been prevented? All the following issues should have 
been addressed before Bob passed on his report:

 » The report should include a couple of paragraphs telling how and when the 
data were collected, the names of the variables in the data set, where they’re 
located in the spreadsheet, and what their labels are.

 » The report should include a note about missing data. Missing data are 
sometimes left blank, but they also can be written as a negative sign (–) or a 
decimal point. (Using zeroes for missing data is a special no-no because they 
will be confused with actual data values that equal zero.)

 » The rows of the data set should be defined. For example, does each row 
represent one person? Do they have ID numbers?

Unfortunately, many people create statistical reports and then disappear without 
a trace, leaving behind a data mess that often can’t be fixed. It’s common courtesy 
to take steps to avoid leaving other people in the lurch, the way Bob did. Always 
leave a trail for the next person to pick up where you left off. And on the flipside, 
always ask for the explanation and background of a data set before using it.

Putting the Pieces Together
You should never jump right into an analysis expecting to get a one-number 
answer and then walk away. Statistics requires much more work! You should view 
every statistical problem as a puzzle whose pieces need to be put together before 
you can see the big picture of what’s really going on.
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For example, suppose a coffee vendor wants to predict how much coffee they 
should have ready for an upcoming football game in Buffalo, New York. Their first 
step is to think about what variables may be related to coffee sales. Variables may 
be cost of the coffee, ease of carrying it, seat location (who wants to walk a mile 
for a cup of coffee?), and age of fans. The vendor also suspects that temperature 
at the game may affect coffee sales, with low temps translating into higher sales.

The vendor collects data on all these variables and explores the relationships. 
They find that coffee sales and temperature are somewhat related. But is there 
more to this story than temperature?

To find out, the vendor compares coffee sales for two games with the same 
temperature and notices a big difference. Looking deeper, they notice one game 
was on a Sunday and one was on a Monday. Attendance was higher on Monday, 
and that game had more adults in attendance. By analyzing the data, the vendor 
found that temperature is related to coffee sales, but so is attendance, day of the 
week that the game was played, and age of the fans. Knowing this information, 
the vendor was able to predict coffee sales more accurately with a lower chance of 
running out of coffee or wasting it. This example illustrates that putting the pieces 
together to keep an eye on the big picture can really pay off.

Checking Your Answers
After your data have been analyzed and you get your results, you need to take one 
more step before running giddily to your boss, saying, “Look at this!” You have to 
be sure that you have the right answers.

By right answers, I don’t mean that you need to have the results that your boss 
wants to hear (although that would be great, of course). Rather, you need to make 
sure your data analysis and calculations are correct and don’t leave you high and 
dry when the questions start to come. Follow these basic steps:

1. Double-check that you entered the data correctly, and weed out numbers 
that obviously make no sense (such as someone saying that they are 
200 years old, or that they sold 500 billion light bulbs at their store  
last year).

Mistakes influence the data and the results, so catch them before it’s too late.

2. Make sure that your numbers add up when they’re supposed to.

For example, if you collected data on number of employees for 100 companies 
and you don’t list enough number groups to cover them all, you’re in trouble! 
Also be on the lookout for data on an individual that have been entered twice. 
This error shows up if you sort the data by rows.
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3. If you intend to make conclusions, make sure you’re using the right 
numbers to do so.

If you want to talk about how crime has increased in your area over the last 
five years, showing the number of crimes on a graph is incorrect. The number 
of crimes can increase simply because the population size increases. For 
correct statistical conclusions about crime, you need to report the crime rate, 
which is the number of crimes per person (per capita), or the number of crimes 
per 100,000 people. Just take the number of crimes divided by the population 
size, or divided by 100,000, respectively. This approach takes population size 
out of it.

Explaining the Output
Computers certainly play a major role in the process of collecting and analyzing 
data. Many different statistical software packages exist, including Microsoft Excel, 
Minitab, SAS, SPSS, and a host of others. Each type has its own style of printing 
out results. Understanding how to read, interpret, and explain computer output is 
an art and a science that not everyone possesses. With your statistical knowledge, 
though, you can be that person!

Computer output is the raw form of the results of doing any statistical summary 
or analysis. It can be graphs, charts, scatterplots, tables, regression analysis 
results, an analysis of variance table, or a set of descriptive statistics. Often the 
analysis is labeled by the computer; for example, ANOVA indicates an analysis of 
variance has been conducted (see Chapter 10). However, graphs, charts, and tables 
require the user to tell the computer what labels, titles, or legends (if any) to 
include so that the audience can quickly understand what’s what.

Interpreting computer output involves sifting through what can seem like an 
intimidating amount of information. The trick is to know exactly what results you 
want and where the computer places them on the output. For example, in the out-
put from a regression analysis, you find the equation of the regression line by 
looking in the Coef column of the output (see Chapter 5).

Most of the time there’s information on a computer output that you don’t need; 
sometimes there’s also information that you don’t understand. Before skipping 
everything, you may want to consult a statistician to make sure you aren’t miss-
ing an important step, such as examining the correlation coefficient before doing 
a regression analysis (see Chapter 5).



382      PART 6  The Part of Tens

Most importantly, make sure the analysis is correct before explaining it to anyone. 
Sometimes it’s easy when analyzing data to click on the wrong variable or to 
highlight the wrong column of data, which makes the analysis totally wrong.

Making Convincing Recommendations
As one moves up the corporate ladder, they have less time to read reports and 
carefully examine statistics. The best data analysis in the world won’t mean squat 
if you can’t communicate your results to someone who doesn’t have the time or 
interest to get into the nitty-gritty. In this data-driven world, statistics can play 
a major role in good decision-making. The ability to use statistics to make an 
effective argument, make a strong case, or give solid recommendations is critical.

Put yourself in the following situation. You’ve done the work, you’ve collected 
marketing and sales data, and you’ve done the analyses and processed the results. 
Based on your study of product placement for your Sugar Surge Pop, you deter-
mined that the best strategy for placing this product on grocery store shelves is to 
put it in the checkout aisle at eye level so children can see it. (You never see nail 
clippers or hand sanitizers on the kids’ eye-level shelves in the impulse aisle, do 
you?) Word is that your boss favors putting this product in the candy aisle of the 
store. (Of course, they have no data to support this, just their own experience 
people-watching in the candy aisle.) How do you convince your boss to follow 
your recommendation?

Probably the worst thing you can do is go into their office with a 100-page report 
loaded with everything from soup to nuts. Loads of complex information may 
impress your mom, but it won’t impress your boss. Save that report in case they 
ask for it (or in case you need a doorstop). What you need is a short, succinct, and 
straightforward report that makes the point. Here’s how to craft it:

1. Start out with a statement of the problem.

“We want to determine which location has the most sales of the Sugar  
Surge Pop.”

2. Briefly outline your data-collection process.

“We chose 50 stores at random and placed the product in the checkout aisle at 
25 stores and in the candy aisle in the other 25. We controlled for other factors 
such as number of products placed.”
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3. Describe what data you collected.

“We tracked the sales of the product over a six-month period, calculating 
weekly sales totals for each store.” At this point, show your charts and graphs 
of the sales over time for the two groups.

4. Tell briefly how you analyzed the data, but spend the most time on your 
findings.

Don’t show the output — your boss doesn’t need to see that. You know the 
expression, “Never let them see you sweat”? That’s important here. What you 
do want to say is, “I did a statistical analysis comparing average sales at these 
locations, and I found sales in the checkout aisle to be significantly higher than 
sales in the candy aisle.” You can quantify the difference with percentages.

Follow up with your recommendation for product placement at kids’ eyelevel in 
the checkout aisle, being sure to answer the original question you started with in 
Step 1. Then the most important point is to let your boss think the optimal place-
ment was all their idea!

Establishing Yourself as the  
Statistics Go-To Person

Nothing is more valuable than someone in the workplace who isn’t afraid to do 
statistics. Every office has one person with the courage to calculate, the confi-
dence to make confidence intervals, the willingness to wrestle with the output, 
and the gumption to graph. This person is eventually everyone’s friend and the 
first person to get to know when starting a new job.

What are the perks of being the statistics go-to person? It’s the glory of knowing 
that you’re saving the day, taking one for the team, and standing tall in the face 
of disaster. Your colleagues will say, “I owe you one,” and you can take them  
up on it.

But seriously, the statistics go-to person has a more secure job because their boss 
knows that statistics is a staple of the workplace, and having someone to jump in 
when needed is invaluable.

Statistics and statistical analyses can be intimidating, yet they’re critical for the 
workplace. In most any career these days, you need to know how to select sam-
ples, write surveys, set up a process for collecting the data, and analyze it.
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Chapter 24
Ten Cool Jobs That 
Use Statistics

This book is meant to be a guide for folks who need to know statistics for 
their everyday life (which is all of us) as well as in their workplaces (which 
is most of us). If I think about it long enough, I can come up with some use 

of statistics in almost every job out there (except maybe a psychic advisor).

This chapter features a cross section of ten careers that all involve statistics in 
some way, shape, or form. You may be surprised at how often statistics turn up in 
the workplace! So don’t burn this book when your stats course is over; you may 
find it to be useful in your job hunt or your job. (My accountant has a copy of this 
book on his shelf — what does that say? As long as he doesn’t have a copy of 
Accounting For Dummies alongside it, I guess we’ll be okay.)

One of my personal goals as a teacher of statistics is to help my students become 
the go-to folks in the workplace. You know, that person with a background in 
statistics who knows what they’re doing, and when it’s crunch time, they can do 
the statistics needed correctly and confidently. With experience and help from this 
book, you too can become that person. You’ll become a hero, and your job will be 
all the more secure for it.

IN THIS CHAPTER

 » Using statistics in a wide range of 
jobs (yours might be next!)

 » Tracking data from birds to sports to 
crime

 » Taking stats into the professional 
world of medicine, law, and the stock 
market
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Pollster
Pollsters collect information on people from populations they’re interested in. 
Some of the big names in professional polling include Gallup Inc., the Associated 
Press (AP), Zogby International, Harris Interactive, and the Pew Research Center. 
Major news organizations such as NBC, CBS, and CNN also conduct polls, as do 
many other agencies and organizations.

The purposes of polls vary, from the medical field trying to determine what’s 
causing obesity, to political pollsters who want to keep up with the daily pulse of 
American opinion, to surveys that provide feedback and ideas to corporations.

Knowledge of statistics is considered golden in the polling industry, because jobs 
can include designing surveys; selecting a proper sample of participants; carrying 
out a survey to collect data; and then recording, analyzing, and presenting the 
results.

All these tasks are part of statistics — the art and science of collecting and making 
sense of data. But don’t just take my word for it; here’s a quote from a job posting 
for the Gallup organization for a Research Analyst. I have to say it totally screams 
STATISTICS!

If you have a strong academic record in the social sciences or economics, a 
familiarity with quantitative and categorical research and statistical tools in Market 
Research/Survey Research or Consulting, enjoy pulling together research data and 
abstract concepts to tell a meaningful story, while continually learning — this is the 
place to manage processes and projects that deliver perfect completion of client 
engagements.

And here’s something you don’t see every day. I found a job posting for a polling 
analyst with roughly the same requirements but a very different work setting. The 
job was for a company that provides security and intelligence for the United States 
government. For this job you need federal security clearance. You never know 
where your statistical background is going to take you!

Other positions related to polling that I’ve seen listed are quantitative research 
specialist and public polling research analyst.

A great website for finding out more about what pollsters do and what their work 
looks like is, appropriately, www.pollster.com.

http://www.pollster.com
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Data Scientist
Data science is currently the hottest area out there, and people who can do data 
science are in high demand. Everyone talks about “BIG DATA.” So if you wanted 
to get involved, what kind of job would you be looking for? Here’s a description 
from a university that is building a data science program:

The ability to transform a sea of data into actionable insights can have a profound 
impact — from predicting the best new diabetes treatment to identifying and 
thwarting national security threats. That’s why businesses and government 
agencies are rushing to hire data science professionals who can help do just that.

By extrapolating and sharing these insights, data scientists help organizations to 
solve vexing problems. Combining computer science, modeling, statistics, analytics, 
and math skills — along with sound business sense — data scientists uncover the 
answers to major questions that help organizations make objective decisions.

Sound like fun? If you have good math skills, enjoy statistics, and like to apply it 
to many different complex problems in a team setting, data science might be 
for you!

Ornithologist (Bird Watcher)
Everyone watches birds on occasion. I gladly admit to being a semi-serious bird-
watcher, always trekking to Magee Marsh on Lake Erie in May for International 
Migratory Bird Day. But have you ever thought about getting paid to watch birds 
and other wildlife? Today’s ever-increasing awareness of the environment 
includes a great deal of focus on identifying, studying, and protecting wildlife of 
all kinds.

Ornithology is the science of bird study. Ornithologists are always collecting data 
and finding and studying statistics on birds — often on a certain type of bird and 
its behavior. Some examples of common bird statistics include the following:

 » Bird counts (number of birds per square unit of space on a particular day)

 » Nest locations and territory maps

 » Number of eggs laid and hatched

 » Food preferences and foraging techniques

 » Behaviors caught on tape and quantified
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You can tap into a website totally dedicated to jobs that need birdwatchers and 
wildlife watchers and the use of their statistical skills. Here’s one of the job post-
ings supplied by the Ornithological Society:

FLAMMULATED OWL SURVEY TECHNICIANS (2) needed for Idaho Bird Observatory 
study of Flammulated Owls and other forest birds in Idaho (approx. 2.5 months). 
Duties will consist mainly of standardized surveys and data entry. Qualifications  
of applicants should include: 1) good eyesight and hearing, 2) proficiency with 
standardized survey procedures, 3) ability to identify Western birds by sight and 
sound, and 4) willingness to give your all. Candidates must be physically fit and 
undaunted by the prospects of heat, humidity, bugs, and mud. (Indeed!)

With more experience and knowledge, you can eventually become a research wild-
life biologist for the U.S. Department of the Interior U.S. Geological Survey. A job 
description for this position just found today actually requires 15 credit hours of 
statistics, proving that the government is onto the whole statistics thing.

Sportscaster or Sportswriter
Every good sportscaster or sportswriter knows that you’re nothing without good 
juicy statistics that no one else knows. You do your homework by studying train-
ing camps and poring over printouts, spreadsheets, and historical data. You read 
newspapers, look at record books, and watch videos. There’s no shortage of data 
out there, and your audience can’t get enough.

Sports fans are statistics addicts! (Being an Ohio State Buckeye, I’m as rabid as the 
rest of ’em.) Here’s just a sampling of the statistics recorded and presented in my 
favorite sport of college football:

 » Points scored

 » Points against

 » Rushing yards

 » Receiving yards

 » Passing yards

 » Interceptions

 » Fumbles

 » Punt and kick returns
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 » Number and distance of field goals attempted and made

 » Kicker’s career longest

 » Number of first downs

 » Third down conversions

 » Fourth down conversions

 » Penalties

 » All-purpose yards

 » Total offense

 » Total defense

 » Number of sacks

 » Rushing defense

 » Passing defense

 » Turnover margins

 » Passing efficiency

 » Scoring offense

 » Scoring defense

 » Scoring by special teams

 » Coaches’ Poll standings

 » AP Poll standings

 » CFP standings (that’s another book for another day!)

 » The most 12+ win seasons

 » Coaching records

 » Single-game high scores

 » Game attendance

 » Toughness of schedule

 » Winning and losing streaks

 » Coin toss winners

It’s obvious that we need a new saying: “Those who play sports play. Those who 
watch sports do statistics.”
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Journalist
Journalists of all types at some point or another have to work with data. They have 
a hard row to hoe, because the data comes to them from an infinite number of 
possible avenues and channels on an infinite number of topics, and they need to 
make sense of it, pick out what they feel is most important, boil it down, present 
the results, and write a story around it, all under a very strict deadline (sometimes 
only a few hours). That’s a big job!

As a consumer of the media, I see many good uses of statistics that are clear,  
correct, and make interesting and important points. However, I also see many 
incorrect and misleading statistics in the media, and I cringe every time.

Some of the most common problems include making simple math errors, report-
ing percentages above 100 percent, assuming cause-and-effect relationships that 
aren’t proven, using misleading graphs, and leaving out information (such as the 
number of people surveyed, the rate of nonresponse, and the margin of error).  
But for me, the biggest problem is reading a headline that sounds catchy, eye-
opening, perhaps even shocking, only to find that it’s not corroborated by the 
statistics in the article.

Having a couple of solid statistics courses under your belt puts you way ahead in 
that job interview for a journalist position. The statisticians around the world are 
counting on you to get out there on your white horse and do things right! (Don’t 
forget to take this book with you in your saddle bag!)

To recognize the importance and appreciation of the difficult task that journalists 
have in using and reporting with statistics, the Royal Statistical Society has estab-
lished an Award for Statistical Excellence in Journalism. Following is the descrip-
tion for the award, and I couldn’t agree with it more!

The Royal Statistical Society wishes to encourage excellence in journalists’ use of 
statistics to question, analyze, and investigate the issues that affect society at large. 
Journalistic excellence in statistics helps to hold decision makers in all sectors to 
account — through accessible communication of complex information, highlighting 
of success, and exposure of important missing information.

Crime Fighter
Crime statistics help the nation’s crime fighters, such as police officers, deter-
mine which kinds of crimes occur where, how often, to whom, and by whom. 
Crime statistics for the entire nation are compiled and analyzed by the 
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U.S. Department of Justice. National Crime Victimization Surveys are also con-
ducted to help understand trends in crimes of various types.

Police officers record every incident they’re involved in, forming large databases 
that city, county, and state officials can use to determine the number of police 
officers needed and which areas to focus most heavily on, and also to make 
changes in the policies and procedures of their police departments. The FBI can 
also use these huge databases to track criminals, look for patterns in crime types 
and occurrences, and keep track of overall trends in the number of crimes as well 
as the types of crimes that occur over time.

People looking for a new home or a new school can consult freely available infor-
mation on crime statistics, and politicians use it to show that crime is going up or 
down, that money should or should not be spent on more police officers, and how 
safe their city or state has become with them in office.

Here’s an overview of how the U.S. Department of Justice website uses data and 
statistics to help fight crime:

All states have established a criminal record repository which maintains criminal 
records and identification data and responds to law enforcement inquiries and 
inquiries for other purposes such as background checks and national security. 
Criminal records include data provided by all components of the criminal justice 
system: law enforcement, prosecution, courts, and corrections . . . . Records 
developed for statistical purposes describe and classify each criminal incident and 
include data on offender characteristics, relationships between the offender and 
the victim, and offense impact. Statistical data are extracted from operational 
records using uniform criteria for classification and collection. Detailed statistical 
data permit localities to identify problem areas and to allocate manpower and 
limited financial resources in an efficient and effective manner.

Medical Professional
People who work in the medical field depend on statistics to do research and find 
new cures, therapies, medicines, and procedures to increase the health and 
well-being of all people. Medical researchers conduct clinical trials to measure 
every conceivable side effect of every drug that goes through the approval process. 
Comparative studies are done all the time to determine what factors influence 
weight, height, intelligence level, and ability to survive a certain disease. Statistics 
are a lifeline to being more confident that what works for a sample of individuals 
will also work for the population for which it was meant.
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In the medical profession, the use of statistics starts as soon as a patient’s name 
is called in the waiting room. Suppose you’re a nurse. The first thing you ask the 
patient to do is to “go ahead and step on the scale, please” (eight dreaded words 
heard in doctors’ offices round the world). From there, you check their vital signs 
(also known as vital statistics): temperature, blood pressure, pulse rate, and 
sometimes, respiration (breathing) rate. You record their numbers in your com-
puter and compare them to what has been determined to be the normal range. 
Setting the normal ranges involves statistics as well, through analyzing historical 
data and medical research.

An anesthesiologist put it this way in one of their journal articles:

The need for statistics in medicine extends beyond research — into daily clinical 
practice. Every patient-physician encounter is imbued with statistics — although we 
fail to recognize this. For a man presenting to an emergency room with chest pain, 
several diagnoses are possible. The brain of a trained physician combines several 
elements of history and clinical findings to arrive at one or a few diseases that are 
highly likely in him, a few that are possible but less likely and several that are  
highly unlikely. His brain then matches this list of diagnoses with performance 
characteristics — such as sensitivity, specificity, and predictive values — of various 
diagnostic tests, to select a few tests that are most likely to be helpful. And then 
follows the choice of treatment that is most likely to succeed. Each of these steps 
involves the use of statistical principles — such as the probability theory, and the 
Bayes’ theorem. All this happens imperceptibly. However, a physician who under-
stands the principles underlying this process can be expected to do better — just 
like an engineer who does not merely use a machine but also understands how it 
works.

— Aggarwal, R., Ann Card. Anaesth. 2018 Oct-Dec; 21(4): 349–350.

Marketing Executive
Marketing is critical to any product’s success. That’s why companies spend mil-
lions of dollars for 30-second commercials during the Super Bowl. Researching 
who will buy your product, where, when, and for how much is a job that includes 
lots of statistics.

Some data is what statisticians call quantitative, such as surveys of existing, past, 
and potential customers, sales information and trends, economic and demo-
graphic information, and data regarding competitors. Other data is qualitative or 
categorical, including in-depth one-on-one interviews and focus groups to get a 
general picture of what consumers think, how they feel, what ideas they have, and 
what additional information they need about your product. (See Chapter 2 or your 
Stats I textbook for a review of quantitative and categorical data.)
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Consider the example of Mars, Incorporated, which makes M&M’S candy. How 
has the company’s product become a national icon for kids of all ages? The secrets 
have to be the company’s innate ability to change with the times and its  knowledge 
of what its customers want.

Statistics plays a huge role in this success through collecting data on sales, but 
most importantly, through getting direct feedback from customers using inter-
views, focus groups, and surveys. (I can’t imagine the strain of trying out M&M’S 
and talking about what I think. “Oh wait, I need another sample before I can give 
you a good answer.”) By analyzing this data, Mars is able to determine some of the 
most important and intricate details that spell success and longevity for any 
company.

For example, in 1995 Mars conducted a nationwide survey asking customers to 
choose the newest M&M’S color. That’s when cyan blue came on the scene. Later, 
the survey went global and purple became the new addition to the M&M’S palette 
at M&M’S World. The Mars company continually uses statistics to find ways to be 
innovative in making new colors, flavors, styles, and even allowing for custom-
ized M&M’S, yet it still retains the classic essence of the M&M’S that started it all.

Lawyer
You’ve no doubt heard the phrase “beyond a reasonable doubt.” It’s the code that 
jurors use to make a decision of guilty or not guilty. The field of statistics plays a 
major role in determining whether laws are being followed or broken, whether a 
defendant is guilty or innocent, and whether laws need to be created or changed. 
Statistical information is very powerful evidence.

Lawsuits are often settled on the basis of statistical evidence collected in multiple 
situations over the course of years. Statistics also allow lawmakers to break down 
information in order to propose new laws. For example, using statistics to show 
that the first two hours are the most critical in terms of finding a missing child led 
to the Amber Alerts being broadcast on TV and radio, and posted on highway bill-
boards when children go missing.

Prosecutors and defense attorneys often use probability and statistics to help 
make their cases, too. They also have to make these statistics understandable to a 
jury. (Maybe copies of this book should be a requirement for sequestered juries!) 
Statisticians are often brought onto the legal team to help attorneys gather infor-
mation, decipher the results, and use the data in a jury trial situation.
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A law career website says the following about useful skills in being an attorney:

Although the LSAT does not include a math section and law schools don’t teach 
math as part of their curricula, basic mathematical competence is useful to 
attorneys. Many lawyers feel that training in math improved their analytic skills, 
and there are some branches of legal practice that require lawyers to work with 
statistics, personal finance concepts, and accounting principles. Being comfortable 
with numbers can help attorneys practicing in these areas to serve their clients 
more effectively.

Attorneys may use correlation to show that certain variables have a linear rela-
tionship, such as skid distance and amount of a certain type of concrete in pave-
ment, or the strength of a bridge beam related to the weight placed upon it.

Statistics also can help test claims. For example, suppose Shipping Company A 
claims its packages are delivered on average two days faster than Company B. If a 
random sample of packages takes longer than two days to arrive and the differ-
ence is large enough to have strong evidence against Company A’s claim, it could 
get in trouble for false advertising. Of course, any decision based on statistics can 
be wrong, just by chance. In this case, if the random sample of packages just hap-
pened to take longer than usual and doesn’t represent the typical average delivery 
time, Shipping Company A can fight back, saying they were unjustly accused of 
false advertising. It’s a tight line to walk, and statisticians try their best to set up 
procedures to help the real truth come to light.
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Reference Tables
This Appendix includes commonly used tables for five important distribu-

tions for Stats II: the t-distribution, the binomial distribution, the Chi-
square distribution, the F-distribution, and the Z-distribution.

t-Table
Table A-1 shows right-tail probabilities for the t-distribution (refer to Chapter 3). 
To use Table A-1, you need four pieces of information from the problem you’re 
working on:

 » The sample size, n

 » The mean of x, denoted μ

 » The standard deviation of your data, s

 » The value of x for which you want the right-tail probability

After you have this information, transform your value of x to a t-statistic (or 
t-value) by taking your value of x, subtracting the mean, and dividing by the stan-

dard error (see Chapter 3) by using the formula t x
s
n

n 1 .

Then look up this value of t on Table A-1 by finding the row corresponding to the 
degrees of freedom for the t-statistic ( )n 1 . Go across that row until you find two 
values between which your t-statistic falls. Then go to the top of those columns 
and find the probabilities there. The probability that t is beyond your value of x 

Appendix A
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(the right-tail probability) is somewhere between these two probabilities. Note 
that the last row of the t-table shows DF , which represents the values of the 
Z-distribution, because for large sample sizes, t and Z are close.

TABLE A-1 The t-Table



APPENDIX A  Reference Tables      397

TABLE A-2 The Binomial Table
Numbers in the table represent the probabilities for values of x from 0 to n.

Binomial Table
Table A-2 shows probabilities for the binomial distribution (refer to Chapter 17). 
To use Table A-2, you need three pieces of information from the particular prob-
lem you’re working on:

 » The sample size, n

 » The probability of success, p

 » The value of x for which you want the cumulative probability
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TABLE A-2 (continued)
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TABLE A-2 (continued)
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Find the portion of Table A-2 that’s devoted to your n, and look at the row for your 
x and the column for your p. Intersect that row and column, and you can see the 
probability for x. To get the probability of being strictly less than, greater than, 
greater than or equal to, or between two values of x, you sum the appropriate val-
ues of Table A-2.

Chi-Square Table
Table A-3 shows right-tail probabilities for the Chi-square distribution (you can 
use Chapter 15 as a reference for the Chi-square test). To use Table A-3, you need 
three pieces of information from the particular problem you’re working on:

 » The sample size, n.

 » The value of Chi-squared for which you want the right-tail probability.

 » If you’re working with a two-way table, you need r = number of rows and c = 
number of columns. If you’re working with a goodness-of-fit test, you need 
k 1 , where k is the number of categories.

The degrees of freedom for the Chi-square test statistic is ( ) ( )r c1 1  if you’re 
testing for an association between two variables, where r and c are the number of 
rows and columns in the two-way table, respectively. Or, the degrees of freedom 
is k 1 in a goodness-of-fit test, where k is the number of categories; see 
Chapter 16.

Go across the row for your degrees of freedom until you find the value in that row 
closest to your Chi-square test statistic. Look up at the number at the top of that 
column. That value is the area to the right of (beyond) that particular Chi-square 
statistic.



402      Statistics II For Dummies

TABLE A-3 The Chi-Square Table
Numbers in the table represent Chi-square values whose area to the right equals p.
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F-Table
Table A-4 shows the critical values on the F-distribution where ⟨ is equal to 0.05. 
(Critical values are those values that represent the boundary between rejecting Ho 
and not rejecting Ho; refer to Chapter 10.) To use Table A-4, you need three pieces 
of information from the particular problem you’re working on:

 » The sample size, n

 » The number of populations (or treatments being compared), k

 » The value of F for which you want the cumulative probability

To find the critical value for your F-test statistic using Table A-5, go to the col-
umn representing the degrees of freedom you need ( )k n k1 and . Intersect the 
column degrees of freedom ( )k 1  with the row degrees of freedom ( )n k , and 
you find the critical value on the F-distribution.



404      Statistics II For Dummies

TABLE A-4 The F-Table ( )0.05
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Z-Table
Table  A-5 shows less-than-or-equal-to probabilities for the Z-distribution  — 
that is, p Z z( ) for a given Z-value. To use Table A-5, do the following:

1. Determine the Z-value for your particular problem.

The Z-value should have one leading digit before the decimal point (positive, 
negative, or zero) and two digits after the decimal point; for exam-
ple, z 1 28 2 69 0 13. , . , .or .

2. Find the row of the table corresponding to the leading digit and the first 
digit after the decimal point.

For example, if your Z-value is 1.28, look in the “1.2” row; if z 1 28. , look in 
the “–1.2” row.

3. Find the column corresponding to the second digit after the decimal 
point.

For example, if your Z-value is 1.28 or –1.28, look in the “.08” column.

4. Intersect the row and column from Steps 2 and 3.

This number is the probability that Z is less than or equal to your Z-value. In 
other words, you’ve found p Z z( ). For example, if z 1 28. , you see 
p Z . .1 28 0 8997. For z 1 28. , you see p Z . .1 28 0 1003 = .
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TABLE A-5 The Z-Table
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Introduction

O 
ne thousand and one practice problems for statistics! That’s probably more than a 
professor would assign you in one semester (we hope!). And it’s more than you’d ever 

want to tackle in one sitting (and we don’t recommend you try). So why so many practice 
problems, and why this book?

Many textbooks are pretty thin on exercises, and even those that do contain a fair number 
of problems can’t focus on all aspects of each topic. With so many problems available in 
this book, you get to choose how many problems you want to work on. And the way these 
problems are organized helps you quickly find and dig into problems on particular topics 
you need to study at the time. Whether you’re into the normal distribution, hypothesis 
tests, the slope of a regression line, or histograms, it’s all here and easy to find.

Then there’s the entertainment factor. What better way to draw a crowd than to invite 
people over for a statistics practice problems marathon!

What You’ll Find
This book contains 1,001 statistics problems divided into 17 chapters, organized by the 
major statistical topics in a first-semester introductory course. The problems basically take 
on three levels:

 ✓	Statistical literacy: Understanding the basic concepts of the topic, including terms and 
notation

 ✓	Reasoning: Applying the ideas within a context

 ✓	Thinking: Putting ideas and concepts together to solve more difficult problems

In addition to providing plenty of problems to work on in each chapter, this book also pro-
vides worked-out solutions with detailed explanations, so you aren’t left high and dry if you 
get a wrong answer. So you can rest assured that when you work for 30 minutes on a prob-
lem, get an answer of 1.25, and go to the back of the book to see that the correct answer is 
actually 1,218.31, you’ll find a detailed explanation to help you figure out what went wrong 
with your calculations.

How This Workbook Is Organized
This book is divided into two main parts: the questions and the answers.
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Part 1: The Questions
The questions in this book center on the following areas:

 ✓	Descriptive statistics and graphs: After you collect and review data, your first job is to 
make sense of it. The way to do that is two-fold: (1) Organize the data in a visual manner 
so you can see it, and (2) crank out some numbers that describe it in a basic way.

 ✓	Random variables: A random variable is a characteristic of interest that varies in a 
random fashion. Each type of random variable has its own pattern in which the data 
falls (or is expected to fall), along with its own mean and standard deviation for the 
data. The pattern of a random variable is called its distribution.

  The random variables in this book include the binomial, the normal (or Z), and the t. 
For each random variable, you practice identifying its characteristics, seeing what its 
pattern (distribution) looks like, determining its mean and standard deviation, and, 
most commonly, finding probabilities and percentiles for it.

 ✓	Inference: This term can seem complex (and word on the street says it is), but infer-
ence basically just means taking the information from your data (your sample) and 
using it to draw conclusions about the group you’re interested in (your population).

  The two basic types of statistical inferences are confidence intervals and hypothesis 
testing:

	 •	You	use	confidence intervals when you want to make an estimate regarding the 
population — for example, “What percentage of all kindergarteners in the United 
States are obese?”

	 •	You	use	a	hypothesis test when someone has a supposed value regarding the pop-
ulation, and you’re putting it to the test. For example, a researcher claims that 
14 percent of today’s kindergarteners are obese, but you question whether it’s 
really that high.

  The underpinnings needed for both types of inference are margin of error, standard 
error, sampling distributions, and the central limit theorem. All of them play a major 
role in statistics and can be somewhat complex, so make sure you spend time on these 
elements as a backdrop for confidence intervals and hypothesis tests.

 ✓	Relationships: One of the most important and common uses of statistics is to look 
for relationships between two random variables. If variables are categorical (such as 
gender), you explore relationships by using two-way tables containing rows and col-
umns, and you examine relationships by looking at and comparing percentages among 
and within groups. If both variables are numerical, you explore relationships graphi-
cally by using scatter plots, quantify them by using correlation, and use them to make 
predictions (one variable predicting the other) by using regression. Studying relation-
ships helps you get at the essence of how statistics is applied in the real world.

 ✓	Surveys: Before you analyze data in all the ways mentioned in this list, you have to col-
lect the data. Surveys are one of the most common means of data collection; the main 
ideas of surveys to address with practice are planning a survey, selecting a representa-
tive sample of individuals to survey, and carrying out the survey properly. The main 
goal in all of these areas is to avoid bias (systematic favoritism). Many types of bias 
exist, and in this book, you practice identifying and seeing ways to minimize them.
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Part II: The Answers
This part provides detailed answers to every question in this book. You see how to set up 
and work through each problem and how to interpret the answer.

Beyond the Book
This book of 1,001 practice problems will keep you busy with pencil and paper for a while, 
but like the infomercials say, “Wait! There’s more!” Your book purchase also comes with a 
free, one-year subscription to all 1,001 practice problems online. Track your progress and 
view personalized reports that show where you need to study the most and what you’re 
pretty comfortable with.

What you’ll find online
The online practice that comes free with this book offers you the same 1,001 questions and 
answers that are available here, presented in a multiple-choice format. Multiple-choice ques-
tions force you to zoom in on the details that can make or break your correct solution to the 
problem. Sometimes one of the possible wrong answers will catch you in the act of making a 
certain error. But that’s great because after you identify a particular error (often a common 
error that many others make as well), you’ll know not to fall into that trap again.

The beauty of the online problems is that you can customize your online practice — that is, 
you can select the types of problems and the number of problems you want to work on. The 
online program keeps track of your performance so you can focus on the areas where you 
need the biggest boost.

You can access this online tool by using a PIN code, as described in the next section. Keep 
in mind that you can create only one login with your PIN. Once the PIN is used, it’s no longer 
valid and is nontransferable. So you can’t share your PIN with others after you’ve estab-
lished your login credentials. In other words, the problems are yours and only yours!

How to register
Purchasing this book entitles you to one year of free access to the online, multiple-choice 
version of all 1,001 problems in this book. All you have to do to access them is register by 
following these simple steps:

 1. Find your PIN code.

	 •	Print-book users: If you purchased a hard copy of this book, turn to the front of 
this book to find your PIN.

	 •	E-book users: If you purchased this book as an e-book, you can get your PIN by 
registering your e-book at www.dummies.com/go/getaccess. Simply select 
your book from the drop-down menu, fill in your personal information, and then 
answer the security question to verify your purchase. You’ll then receive an 
e-mail with your PIN.
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 2. Go to http://learn.dummies.com.

 3. Enter your PIN.

 4. Follow the instructions to create an account and establish your own login 
information.

Now you’re ready to go! You can come back to the online program as often as you 
want — simply log on with the username and password you created during your initial 
login. No need to enter the PIN a second time.

 If you have trouble with your PIN or can’t find it, contact Wiley Product Technical Support 
at 877-762-2974 or go to http://support.wiley.com.

 Your registration is good for one year from the day you activate your PIN. After that 
time period has passed, you can renew your registration for a fee. The website tells 
you how.

Where to Go for Additional Help
The written solutions for the problems in this book are designed to show you what you 
need to do to get the correct answer to those particular problems. Although a bit of back-
ground information is injected at times, the solutions aren’t meant to teach the material 
outright. Solutions to the problems on a given topic contain the normal statistical language, 
symbols, and formulas that are inherent to the topic, with the assumption that you’re 
 familiar with them.

If you’re ever confused about why a problem is done a certain way, or you want more info to 
fill in between the lines, or you just feel like you need to go back and refresh your memory 
on some of the topics, several For Dummies books are available as a reference, includ-
ing Statistics For Dummies, Statistics Essentials For Dummies, and Statistics Workbook For 
Dummies, all written by Deborah J. Rumsey, PhD, and published by Wiley.



Part I
The Questions

 Visit www.dummies.com for great (and free!) Dummies 
 content online.



In this part . . .

S 
tatistics can give anyone problems. Terms, notation, formulas — 
where do you start? You start by practicing problems that 

hone the right skills. This book gives you practice — 1,001 problems 
worth of practice, to be exact. Working problems like these helps 
you figure out what you do and don’t understand about setting up, 
working out, and interpreting your answers to statistics problems. 
Here’s the breakdown in a nutshell:

 ✓	Warm up with statistical vocabulary, descriptive statistics, 
and graphs (Chapters 1 through 3).

 ✓	Work with random variables, including the binomial, 
normal, and t-distributions (Chapters 4 through 6).

 ✓	Decipher sampling distributions and margin of error and 
build confidence intervals for one- and two-population 
means and proportions (Chapters 7 through 10).

 ✓ Master the general concepts of hypothesis testing and 
 perform tests for one- and two-population means and 
 proportions (Chapters 11 through 13).

 ✓	Get behind the scenes on collecting good data and spot-
ting bad data in surveys (Chapter 14).

 ✓	Explore relationships between two quantitative variables, 
using correlation and simple linear regression 
(Chapters 15 and 16).

 ✓	Look for relationships between two categorical variables, 
using two-way tables and independence (Chapter 17).



Chapter 1

Basic Vocabulary

E 
verything’s got its own lingo, and statistics is no exception. The trick is to get a handle 
on the lingo right from the get-go, so when it comes time to work problems, you’ll pick 

up on cues from the wording and get going in the right direction. You can also use the terms 
to search quickly in the table of contents or the index of this book to find the problems you 
need to dive into in a flash. It’s like with anything else: As soon as you understand what the 
language means, you immediately start feeling more comfortable.

The Problems You’ll Work On
In this chapter, you get a bird’s-eye view of some of the most common terms used in statis-
tics and, perhaps more importantly, the context in which they’re used. Here’s an overview:

 ✓	The big four: population, sample, parameter, and statistic

 ✓	The statistics terms you’ll calculate, such as the mean, median, standard deviation, 
z-score, and percentile

 ✓	Types of data, graphs, and distributions

 ✓	Data analysis terms, such as confidence intervals, margin of error, and hypothesis tests

What to Watch Out For
Pay particular attention to the following:

 ✓	Pick out the big four in every situation; they’ll follow you wherever you go.

 ✓	Really get the idea of a distribution; it’s one of the most confusing ideas in statistics, 
yet it’s used over and over — so nail it now to avoid getting hammered later.

 ✓	Focus not only on the terms for the statistics and analyses you’ll calculate but also on 
their interpretation, especially in the context of a problem.
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Picking Out the Population, 
Sample, Parameter, and 
Statistic
1–4 You’re interested in knowing what percent 
of all households in a large city have a single 
woman as the head of the household. To estimate 
this percentage, you conduct a survey with 200 
households and determine how many of these 200 
are headed by a single woman.

 1. In this example, what is the population?

 2. In this example, what is the sample?

 3. In this example, what is the parameter?

 4. In this example, what is the statistic?

Distinguishing Quantitative 
and Categorical Variables
5–6 Answer the problems about quantitative and 
categorical variables.

 5. Which of the following is an example of a 
quantitative variable (also known as a 
numerical variable)?

 (A) the color of an automobile

 (B) a person’s state of residence

 (C) a person’s zip code

 (D) a person’s height, recorded in inches

 (E) Choices (C) and (D)

 6. Which of the following is an example of a 
categorical variable (also known as a qual-
itative variable)?

 (A) years of schooling completed

 (B) college major

 (C) high-school graduate or not

 (D) annual income (in dollars)

 (E) Choices (B) and (C)
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Getting a Handle on Bias, 
Variables, and the Mean
7–11 You’re interested in the percentage of female 
versus male shoppers at a department store. So one 
Saturday morning, you place data collectors at each 
of the store’s four entrances for three hours, and you 
have them record how many men and women enter 
the store during that time.

 7. Why can collecting data at the store on 
one Saturday morning for three hours 
cause bias in the data?

 (A) It assumes that Saturday shoppers 
represent the whole population of 
people who shop at the store during 
the week.

 (B) It assumes that the same percentage 
of female shoppers shop on Saturday 
mornings as any other time or day of 
the week.

 (C) Perhaps couples are more likely to 
shop together on Saturday mornings 
than during the rest of the week, 
bringing the percentage of males and 
females closer than during other 
times of the week.

 (D) The subjects in the study weren’t 
selected at random.

 (E) All of these choices are true.

 8. Because a variable is a characteristic of 
each individual on which data is collected, 
which of the following are variables in this 
study?

 (A) the day you chose to collect data

 (B) the store you chose to observe

 (C) the gender of each shopper who 
comes in during the time period

 (D) the number of men entering the store 
during the time period

 (E) Choices (C) and (D)

 9. In this study, _____ is a categorical variable, 
and _____ is a quantitative variable.

 10. Which chart or graph would be appropri-
ate to display the proportion of males 
versus females among the shoppers?

 (A) a bar graph

 (B) a time plot

 (C) a pie chart

 (D) Choices (A) and (C)

 (E) Choices (A), (B), and (C)

 11. How would you calculate the mean number 
of shoppers per hour?

Understanding Different 
Statistics and Data  
Analysis Terms
12–17 Answer the problems about different statistics 
and data analysis terms.

 12. Which of the following data sets has a 
median of 3?

 (A) 3, 3, 3, 3, 3

 (B) 2, 5, 3, 1, 1

 (C) 1, 2, 3, 4, 5

 (D) 1, 2, 4, 4, 4

 (E) Choices (A) and (C)

 13. Susan scores at the 90th percentile on a 
math exam. What does this mean?
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 14. You took a survey of 100 people and found 
that 60% of them like chocolate and 40% 
don’t. Which of the following gives the 
 distribution of the “chocolate versus no 
chocolate” variable?

 (A) a table of the results

 (B) a pie chart of the results

 (C) a bar graph of the results

 (D) a sentence describing the results

 (E) all of the above

 15. Suppose that the results of an exam tell 
you your z-score is 0.70. What does this 
tell you about how well you did on the 
exam?

 16. A national poll reports that 65% of Americans 
sampled approve of the president, with a 
margin of error of 6 percentage points. What 
does this mean?

 17. If you want to estimate the percentage of all 
Americans who plan to vacation for two 
weeks or more this summer, what statistical 
technique should you use to find a range of 
plausible values for the true percentage?

Using Statistical Techniques
18–19 You read a report that 60% of high-school 
graduates participated in sports during their high-
school years.

 18. You believe that the percentage of high-
school graduates who played sports is 
higher than what was reported. What type 
of statistical technique do you use to see 
whether you’re right?

 19. You believe that the percentage of high-school 
graduates who played sports in high school 
is higher than what’s in the report. If you do 
a hypothesis test to challenge the report, 
which of these p-values would you be hap-
piest to get?

 (A) p = 0.95

 (B) p = 0.50

 (C) p = 1

 (D) p = 0.05

 (E) p = 0.001

Working with the Standard 
Deviation
20 Solve the problem about standard deviation.

 20. Which data set has the highest standard 
deviation (without doing calculations)?

 (A) 1, 2, 3, 4

 (B) 1, 1, 1, 4

 (C) 1, 1, 4, 4

 (D) 4, 4, 4, 4

 (E) 1, 2, 2, 4



Chapter 2

Descriptive Statistics

D 
escriptive statistics are statistics that describe data. You’ve got the staple ingredients, 
such as the mean, median, and standard deviation, and then the concepts and graphs 

that build on them, such as percentiles, the five-number summary, and the box plot. Your 
first job in analyzing data is to identify, understand, and calculate these descriptive statis-
tics. Then you need to interpret the results, which means to see and describe their impor-
tance in the context of the problem.

The Problems You’ll Work On
The problems in this chapter focus on the following big ideas:

 ✓	Calculating, interpreting, and comparing basic statistics, such as mean and median, 
and standard deviation and variance

 ✓	Using the mean and standard deviation to give ranges for bell-shaped data

 ✓	Measuring where a certain value stands in a data set by using percentiles

 ✓	Creating a set of five numbers (using percentiles) that can reveal some aspects of the 
shape, center, and variation in a data set

What to Watch Out For
Pay particular attention to the following:

 ✓	Be sure you identify which descriptive statistic or set of descriptive statistics is needed 
for a particular problem.

 ✓	After you understand the terminology and calculations for these descriptive statistics, 
step back and look at the results — make comparisons, see if they make sense, and 
find the story they tell.

 ✓	Remember that a percentile isn’t a percent, even though they sound the same! When 
used together, remember that a percentile is a cutoff value in the data set, while a per-
centage is the amount of data that lies below that cutoff value.

 ✓	Be aware of the units of any descriptive statistic you calculate (for example, dollars, 
feet, or miles per gallon). Some descriptive statistics are in the same units as the data, 
and some aren’t.
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 26. To the nearest tenth, what is the median of 
the following data set? 18, 21, 17, 18, 16, 
15.5, 12, 17, 10, 21, 17

 27. To the nearest tenth, what is the median of 
the following data set? 14, 2, 21, 7, 30, 10, 1, 
15, 6, 8

 28. To the nearest hundredth, what is the 
median of the following data set? 25.2, 0.25, 
8.2, 1.22, 0.001, 0.1, 6.85, 13.2

 29. Compare the mean and median of a data set 
that has a distribution that is skewed right.

 30. Compare the mean and the median of a data 
set that has a distribution that is skewed left.

 31. Compare the mean and the median of a data 
set that has a symmetrical distribution.

 32. Which measure of center is most resistant 
to (or least affected by) outliers?

Understanding the Mean 
and the Median
21–32 Solve the following problems about means 
and medians.

 21. To the nearest tenth, what is the mean of 
the following data set? 14, 14, 15, 16, 28, 28, 
32, 35, 37, 38

 22. To the nearest tenth, what is the mean of 
the following data set? 15, 25, 35, 45, 50, 60, 
70, 72, 100

 23. To the nearest tenth, what is the mean of 
the following data set? 0.8, 1.8, 2.3, 4.5, 4.8, 
16.1, 22.3

 24. To the nearest thousandth, what is the mean 
of the following data set? 0.003, 0.045, 0.58, 
0.687, 1.25, 10.38, 11.252, 12.001

 25. To the nearest tenth, what is the median 
of the following data set? 6, 12, 22, 18, 16, 
4, 20, 5, 15
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 37. You take a random sample of ten car owners 
and ask them, “To the nearest year, how old 
is your current car?” Their responses are as 
follows: 0 years, 1 year, 2 years, 4 years, 
8 years, 3 years, 10 years, 17 years, 2 years, 
7 years. To the nearest year, what is the 
standard deviation of this sample?

 38. A sample is taken of the ages in years of 
12 people who attend a movie. The results 
are as follows: 12 years, 10 years, 16 years, 
22 years, 24 years, 18 years, 30 years, 
32 years, 19 years, 20 years, 35 years, 
26 years. To the nearest year, what is the 
standard deviation for this sample?

 39. A large math class takes a midterm exam 
worth a total of 100 points. Following is a 
random sample of 20 students’ scores 
from the class:

  Score of 98 points: 2 students

  Score of 95 points: 1 student

  Score of 92 points: 3 students

  Score of 88 points: 4 students

  Score of 87 points: 2 students

  Score of 85 points: 2 students

  Score of 81 points: 1 student

  Score of 78 points: 2 students

  Score of 73 points: 1 student

  Score of 72 points: 1 student

  Score of 65 points: 1 student

  To the nearest tenth of a point, what is the 
standard deviation of the exam scores for 
the students in this sample?

Surveying Standard Deviation 
and Variance
33 –48 Solve the following problems about standard 
deviation and variance.

 33. What does the standard deviation measure?

 34. According to the 68-95-99.7 rule, or the empiri-
cal rule, if a data set has a normal distribu-
tion, approximately what percentage of data 
will be within one standard deviation of the 
mean?

 35. A realtor tells you that the average cost of 
houses in a town is $176,000. You want to 
know how much the prices of the houses 
may vary from this average. What measure-
ment do you need?

 (A) standard deviation

 (B) interquartile range

 (C) variance

 (D) percentile

 (E) Choice (A) or (C)

 36. What measure(s) of variation is/are sensitive 
to outliers?

 (A) margin of error

 (B) interquartile range

 (C) standard deviation

 (D) Choices (A) and (B)

 (E) Choices (A) and (C)
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 44. Everyone at a company is given a year-end 
bonus of $2,000. How will this affect the 
standard deviation of the annual salaries in 
the company that year?

 45. Calculate the sample variance and the stan-
dard deviation for the following measure-
ments of weights of apples: 7 oz, 6 oz, 5 oz, 
6 oz, 9 oz. Express your answers in the 
proper units of measurement and round to 
the nearest tenth.

 46. Calculate the sample variance and the stan-
dard deviation for the following measure-
ments of assembly time required to build an 
MP3 player: 15 min, 16 min, 18 min, 10 min, 
9 min. Express your answers in the proper 
units of measurement and round to the 
nearest whole number.

 47. Calculate the standard deviation for these 
speeds of city traffic: 10 km/hr, 15 km/hr, 
35 km/hr, 40 km/hr, 30 km/hr. Express your 
answers in the proper units of measurement 
and round to the nearest whole number.

 40. A manufacturer of jet engines measures a 
turbine part to the nearest 0.001 centime-
ters. A sample of parts has the following 
data set: 5.001, 5.002, 5.005, 5.000, 5.010, 
5.009, 5.003, 5.002, 5.001, 5.000. What is the 
standard deviation for this sample?

 41. Two companies pay their employees the 
same average salary of $42,000 per year. The 
salary data in Ace Corp. has a standard devi-
ation of $10,000, whereas Magna Company 
salary data has a standard deviation of 
$30,000. What, if anything, does this mean?

 42. In which of the following situations would 
having a small standard deviation be most 
important?

 (A) determining the variation in the 
wealth of retired people

 (B) measuring the variation in circuitry 
components when manufacturing 
computer chips

 (C) comparing the population of cities in 
different areas of the country

 (D) comparing the amount of time it 
takes to complete education courses 
on the Internet

 (E) measuring the variation in the pro-
duction of different varieties of apple 
trees

 43. Suppose that you’re comparing the means 
and standard deviations for the daily high 
temperatures for two cities during the 
months of November through March.

  Sunshine City: 

  Lake Town: 

  What’s the best analysis for comparing the 
temperatures in the two cities?
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 52. Last year’s graduates from an engineering 
college, who entered jobs as engineers, had 
a mean first-year income of $48,000 with a 
standard deviation of $7,000. The distribu-
tion of salary levels is normal. What is the 
approximate percentage of first-year engi-
neers that made more than $55,000?

 53. What is a necessary condition for using the 
empirical rule (or 68-95-99.7 rule)?

 54. What measures of data need to be known 
to use the empirical (68-95-99.7) rule?

 55. The quality control specialists of a micro-
scope manufacturing company test the 
lens for every microscope to make sure 
the dimensions are correct. In one month, 
600 lenses are tested. The mean thickness 
is 2 millimeters. The standard deviation is 
0.000025 millimeters. The distribution is 
normal. The company rejects any lens that 
is more than two standard deviations from 
the mean. Approximately how many lenses 
out of the 600 would be rejected?

 48. Which of the following data sets has the 
same standard deviation as the data set with 
the numbers 1, 2, 3, 4, 5? (Do this problem 
without any calculations!)

 (A) Data Set 1: 6, 7, 8, 9, 10

 (B) Data Set 2: –2, –1, 0, 1, 2

 (C) Data Set 3: 0.1, 0.2, 0.3, 0.4, 0.5

 (D) Choices (A) and (B)

 (E) None of the data sets gives the same 
standard deviation as the data set 1, 2, 
3, 4, 5.

Employing the Empirical Rule
49–56 Use the empirical rule to solve the following 
problems.

 49. According to the empirical rule (or the 68-95-
99.7 rule), if a population has a normal distribu-
tion, approximately what percentage of values 
is within one standard deviation of the mean?

 50. According to the empirical rule (or the 68-95-
99.7 rule), if a population has a normal distri-
bution, approximately what percentage of 
values is within two standard deviations of 
the mean?

 51. If the average age of retirement for the entire 
population in a country is 64 years and the 
distribution is normal with a standard devia-
tion of 3.5 years, what is the approximate age 
range in which 95% of people retire? 



16 Part I: The Questions 

 61. On a multiple-choice test, your actual score 
was 82%, which was reported to be at the 
70th percentile. What is the meaning of your 
test results?

 62. Seven students got the following exam 
scores (percent correct) on a science exam: 
0%, 40%, 50%, 65%, 75%, 90%, 100%. Which 
of these exam scores is at the 50th 
percentile?

 63. Students scored the following grades on a 
statistics test: 80, 80, 82, 84, 85, 86, 88, 90, 91, 
92, 92, 94, 96, 98, 100. Calculate the score 
that represents the 80th percentile.

 64. Some of the students in a class are compar-
ing their grades on a recent test. Mary says 
she almost scored in the 95th percentile. 
Lisa says she scored at the 84th percentile. 
Jose says he scored at the 88th percentile. 
Paul says he almost scored in the 70th per-
centile. Bill says he scored at the 95th per-
centile. Rank the five students from highest 
to lowest in their grades.

 56. Biologists gather data on a sample of fish in 
a large lake. They capture, measure the 
length of, and release 1,000 fish. They find 
that the standard deviation is 5 centimeters, 
and the mean is 25 centimeters. They also 
notice that the shape of the distribution 
(according to a histogram) is very much 
skewed to the left (which means that some 
fish are smaller than most of the others). 
Approximately what percentage of fish in 
the lake is likely to have a length within one 
standard deviation of the mean?

Measuring Relative Standing 
with Percentiles
57–64 Solve the following problems about 
percentiles.

 57. What statistic reports the relative standing 
of a value in a set of data?

 58. What is the statistical name for the 50th 
percentile?

 59. Your score on a test is at the 85th percen-
tile. What does this mean?

 60. Suppose that in a class of 60 students, the 
final exam scores have an approximately 
normal distribution, with a mean of 70 
points and a standard deviation of 5 points. 
Bob’s score places him in the 90th percen-
tile among students on this exam. What 
must be true about Bob’s score?
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 68. The average annual returns over the past 
ten years for 20 utility stocks have the fol-
lowing statistics:

  1st quartile = 7

  Median = 8

  3rd quartile = 9

  Mean = 8.5

  Standard deviation = 2

  Range = 5

  Give the five numbers that make up the 
five-number summary for this data set.

 69. Bob attempts to calculate the five-number 
summary for a set of exam scores. His 
results are as follows:

  Minimum = 30

  Maximum = 90

  1st quartile = 50

  3rd quartile = 80

  Median = 85

  What is wrong with Bob’s five-number 
summary?

 70. Which of the following data sets has a 
mean of 15 and standard deviation of 0?

 (A) 0, 15, 30

 (B) 15, 15, 15

 (C) 0, 0, 0

 (D) There is no data set with a standard 
deviation of 0.

 (E) Choices (B) and (C)

Delving into Data Sets and 
Descriptive Statistics
65–80 Solve the following problems about data sets 
and descriptive statistics.

 65. Which of the following descriptive statistics 
is least affected by adding an outlier to a 
data set?

 (A) the mean

 (B) the median

 (C) the range

 (D) the standard deviation

 (E) all of the above

 66. Which of the following statements is 
incorrect?

 (A) The median and the 1st quartile can be 
the same.

 (B) The maximum and minimum value can 
be the same.

 (C) The 1st and 3rd quartiles can be the 
same.

 (D) The range and the IQR can be the 
same.

 (E) None of the above.

 67. Test scores for an English class are recorded 
as follows: 72, 74, 75, 77, 79, 82, 83, 87, 88, 90, 
91, 91, 91, 92, 96, 97, 97, 98, 100. Find the 1st 
quartile, median, and 3rd quartile for the 
data set.
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 73. Which of the following relationships holds 
true?

 (A) The mean is always greater than the 
median.

 (B) The variance is always larger than 
the standard deviation.

 (C) The range is always less than the 
IQR.

 (D) The IQR is always less than the stan-
dard deviation.

 (E) None of the above.

 74. Suppose that a data set contains the 
weights of a random sample of 100 new-
born babies, in units of pounds. Which of 
the following descriptive statistics isn’t 
measured in pounds?

 (A) the mean of the weights

 (B) the standard deviation of the 
weights

 (C) the variance of the weights

 (D) the median of the weights

 (E) the range of the weights

 75. Which of the following is not a measure of 
the spread (variability) in a data set?

 (A) the range

 (B) the standard deviation

 (C) the IQR

 (D) the variance

 (E) none of the above

 76. A data set contains five numbers with a 
mean of 3 and a standard deviation of 1. 
Which of the following data sets matches 
those criteria?

 (A) 1, 2, 3, 4, 5

 (B) 3, 3, 3, 3, 3

 (C) 2, 2, 3, 4, 4

 (D) 1, 1, 1, 1, 1

 (E) 0, 0, 3, 6, 6

 71. The starting salaries (in dollars) of a 
random sample of 125 university gradu-
ates were analyzed. The following 
descriptive statistics were calculated and 
typed into a report:

  Mean: 24,329

  Median: 20,461

  Variance: 4,683,459

  Minimum: 18,958

  Q1: 22,663

  Q3: 29,155

  Maximum: 31,123

  What is the error in these descriptive 
statistics?

 72. Which of the following statements is true?

 (A) Fifty percent of the values in a data 
set lie between the 1st and 3rd 
quartiles.

 (B) Fifty percent of the values in a data 
set lie between the median and the 
maximum value.

 (C) Fifty percent of the values in a data 
set lie between the median and the 
minimum value.

 (D) Fifty percent of the values in a data 
set lie at or below the median.

 (E) All of the above.
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 79. An Internet company sells computer parts 
and accessories. The annual salaries for all 
the employees have the following 
parameters:

  Mean: $78,000

  Median: $45,000

  Standard deviation: $40,800

  IQR (interquartile range): $12,000

  Range: $24,000 to $2 million

  What are the best measures of spread and 
center for the data?

 80. The distribution of scores for a final exam 
in math had the following parameters:

  Mean: 83%

  Median: 94%

  Standard deviation: 7%

  IQR (interquartile range): 9%

  Range: 65% to 100%

  What are the best measures of spread and 
center for the data?

 77. A supermarket surveyed customers one 
week to see how often each customer 
shopped at the store every month. The data 
is shown in the following graph. What are 
the best measures of spread and center for 
this distribution?

© John Wiley & Sons, Inc.

 78. Students took a test that had 20 questions. 
The following graph shows the distribution 
of the scores. What are the best measures of 
spread and center for the data?

© John Wiley & Sons, Inc.
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Graphing

G 
raphs should be able to stand alone and give all the information needed to identify the 
main point quickly and easily. The media gives the impression that making and inter-

preting graphs is no big deal. However, in statistics, you work with more complicated data, 
consequently taking your graphs up a notch.

The Problems You’ll Work On
A good graph displays data in a way that’s fair, makes sense, and makes a point. Not all 
graphs possess these qualities. When working the problems in this chapter, you get experi-
ence with the following:

 ✓	Identifying the graph that’s needed for the particular situation at hand

 ✓	Graphing both categorical (qualitative) data and numerical (quantitative) data

 ✓	Putting together and correctly interpreting histograms

 ✓	Highlighting data collected over time, using a time plot

 ✓	Spotting and identifying problems with misleading graphs

What to Watch Out For
Some graphs are easy to make and interpret, some are hard to make but easy to interpret, 
and some graphs are tricky to make and even trickier to interpret. Be ready to handle 
the latter.

 ✓	Be sure to understand the circumstances under which each type of graph is to be used 
and how to construct it. (Rarely will someone actually tell you what type of graph to 
make!)

 ✓	Pay special attention to how a histogram shows the variability in a data set. Flat his-
tograms can have a lot of variability in the data, but flat time plots have none — that’s 
one eye-opener.

 ✓	Box plots are a huge issue. Making a box plot itself is one thing; understanding the do’s 
and (especially) the don’ts of interpreting box plots is a whole other story.
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Interpreting Pie Charts
81–86 The following pie chart shows the proportion 
of students enrolled in different colleges within a 
university.

Illustration by Ryan Sneed

 81. Which college has the largest enrollment?

 82. If some students were enrolled in more 
than one college, what type of graph would 
be appropriate to show the percentage in 
each college?

 (A) the same pie chart

 (B) a separate pie chart for each college 
showing what percentage are 
enrolled and what percentage aren’t

 (C) a bar graph where each bar repre-
sents a college and the height shows 
what percentage of students are 
enrolled

 (D) Choices (B) and (C)

 (E) none of the above

 83. What percentage of students is enrolled in 
either the College of Education or the 
College of Health Sciences?

 84. What percentage of students is not enrolled 
in the College of Engineering?

 85. How many students are enrolled in the 
College of Health Sciences?

 86. If 25,000 students are enrolled in the univer-
sity, how many students are in the College 
of Arts & Sciences?

Considering Three-Dimensional 
Pie Charts
87 Answer the following problem about three-
dimensional pie charts.

 87. What characteristic of three-dimensional 
pie charts (also known as “exploding” pie 
charts) makes them misleading?
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 91. How many total students are represented 
in this chart?

 92. What percentage of the graduating class is 
planning on attending a community 
college?

 93. What percentage of the graduating class is 
not planning to attend a university?

 88. What is the most common post-graduation 
plan for these seniors?

 89. What is the least common post-graduation 
plan for these seniors?

 90. Assuming that each student has chosen 
only one of the five possibilities, about how 
many students plan to either take a gap 
year or attend a university?

Interpreting Bar Charts
88–94 The following bar chart represents the post-graduation plans of the graduating seniors from one high 
school. Assume that every student chose one of these five options. (Note: A gap year means that the student 
is taking a year off before deciding what to do.)

High-School Seniors’ Post-Graduation Plans
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© John Wiley & Sons, Inc.
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Introducing Other Graphs
95–96 Solve the following problems about different 
types of graphs.

 95. What type of graph would be the best 
choice to display data representing the 
height in centimeters of 1,000 high-school 
football players?

 96. Is the order of bars significant in a 
histogram?

Interpreting Histograms
97–105 The following histogram represents the body 
mass index (BMI) of a sample of 101 U.S. adults.

© John Wiley & Sons, Inc.

 97. Why are there no gaps between the bars of 
this histogram?

 94. This bar chart displays the same information but is more difficult to interpret. Why is this 
the case?

© John Wiley & Sons, Inc.
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Digging Deeper into Histograms
106–112 The following histogram represents the 
reported income from a sample of 110 U.S. adults.

© John Wiley & Sons, Inc.

 98. What does the x-axis of this histogram 
represent?

 99. What do the widths of the bars represent?

 100. What does the y-axis represent?

 101. How would you describe the basic shape 
of this distribution?

 102. What is the range of the data in this 
histogram?

 103. Judging by this histogram, which bar 
 contains the average value for this data 
(considering “average value” as similar 
to a balancing point)?

 104. How many adults in this sample have a BMI 
in the range of 22 to 24?

 105. What percentage of adults in this sample 
have a BMI of 28 or higher?

 106. How would you describe the shape of this 
distribution?

 107. What would be the most appropriate 
 measure of the center for this data?

 108. Which value will be higher in this distribu-
tion, the mean or the median?
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 109. What is the lowest possible value in 
this data?

 110. What is the highest possible value in this 
data?

 111. How many adults in this sample reported 
an income less than $10,000?

 112. Which bar contains the median for this 
data? (Denote the bar by using its left 
 endpoint and its right endpoint.)

Comparing Histograms
113–119 The following histograms represent the 
grades on a common final exam from two different 
sections of the same university calculus class.

Illustration by Ryan Sneed

Illustration by Ryan Sneed
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Describing the Center of a 
Distribution
120 Solve the following problem about the center 
of a distribution.

 120. For the 2013 to 2014 season, salaries for 
the 450 players in the NBA ranged from 
slightly less than $1 million to more than 
$30 million, with 19 players making more 
than $15 million and about half making 
$2 million or less. Which would be the best 
statistic to describe the center of this 
distribution?

Interpreting Box Plots
121–128 The following box plot represents data on 
the GPA of 500 students at a high school.

Illustration by Ryan Sneed

 121. What is the range of GPAs in this data?

 113. How would you describe the distributions 
of grades in these two sections?

 114. Which section’s grade distribution has the 
greater range?

 115. How do you expect the mean and median 
of the grades in Section 1 to compare to 
each other?

 116. How do you expect the mean and median 
of the grades in Section 2 to compare to 
each other?

 117. Judging by the histogram, what is the best 
estimate for the median of Section 1’s 
grades?

 118. Judging by the histogram, which interval 
most likely contains the median of Sec-
tion 2’s grades?

 (A) below 75

 (B) 75 to 77.5

 (C) 77.5 to 82.5

 (D) 85 to 90

 (E) above 90

 119. Which section’s grade distribution do you 
expect to have a greater standard devia-
tion, and why?
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 122. What is the median of the GPAs?

 123. What is the IQR for this data?

 124. What does the scale of the numerical axis 
signify in this box plot?

 125. Where is the mean of this data set?

 126. What is the approximate shape of the 
distribution of this data?

 127. What percentage of students has a GPA 
that lies outside the actual box part of the 
box plot?

 128. What percentage of students has a GPA 
below the median in this data?

Comparing Two Box Plots
129–133 The following box plots represent GPAs 
of students from two different colleges, call them 
College 1 and College 2.

Illustration by Ryan Sneed

 129. What information is missing on this graph 
and on the box plots?

 (A) the total sample size

 (B) the number of students in each 
college

 (C) the mean of each data set

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 130. Which data set has a greater median, 
College 1 or College 2?

 131. Which data set has the greater IQR, College 1 
or College 2?
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 136. Assuming 100 homes sold in each city in 
2012, which city has the most homes that 
sold for more than $72,000?

 137. Which city has the smallest range in home 
prices?

 138. Which of the following statements is true?

 (A) More than half of the homes in City 1 
sold for more than $50,000.

 (B) More than half of the homes in City 2 
sold for more than $75,000.

 (C) More than half of the homes in City 3 
sold for more than $75,000.

 (D) Choices (A) and (B).

 (E) Choices (B) and (C).

 139. Which of the following statements is true?

 (A) About 25% of homes in City 1 sold 
for $75,000 or more.

 (B) About 25% of homes in City 2 sold 
for $75,000 or more.

 (C) About 25% of homes in City 2 sold 
for $98,000 or more.

 (D) About 25% of homes in City 3 sold 
for $75,000 or more.

 (E) Choices (A) and (C).

 132. Which data set has a larger sample size?

 133. Which data set has a higher percentage of 
GPAs above its median?

Comparing Three Box Plots
134–139 These side-by-side box plots represent 
home sale prices (in thousands of dollars) in three 
cities in 2012.

Illustration by Ryan Sneed

 134. From high to low, what is the order of the 
cities’ median home sale prices?

 135. If the number of homes sold in each city is 
the same, which city has the most homes 
that sold for more than $72,000?
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Interpreting Time Charts
140–146 The data in the following time chart shows 
the annual high-school dropout rate for a school 
system for the years 2001 to 2011.

Illustration by Ryan Sneed

 140. What is the general pattern in the dropout 
rate from 2001 to 2011?

 141. What was the approximate dropout rate 
in 2005?

 142. What was the approximate change in the 
dropout rate from 2001 to 2011?

 143. What was the approximate change in the 
dropout rate from 2003 to 2004?

 144. This time chart displays the same data, but 
why is it misleading?

Illustration by Ryan Sneed

 145. Why do the numbers on this plot represent 
dropout rates instead of the number of 
dropouts?

 146. This time chart displays the same data, 
but why is it misleading?

Illustration by Ryan Sneed
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Getting More Practice with 
Histograms
147–148 The following three histograms represent 
reported annual incomes, in thousands of dollars, 
from samples of 100 individuals from three 
professions; call the different incomes Income 1, 
Income 2, and Income 3.

Illustration by Ryan Sneed

Illustration by Ryan Sneed

Illustration by Ryan Sneed

 147. How would you describe the approximate 
shape of these distributions (Income 1, 
Income 2, and Income 3)?

 148. All three samples have the same range, 
from $35,000 to $65,000, but they differ in 
variability. Put the incomes of these three 
professions in order in terms of their vari-
ability, from largest to smallest, using their 
graphs.
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Random Variables and the  
Binomial Distribution

R 
andom variables represent quantities or qualities that randomly change within a popu-
lation. For example, if you ask random people what their stress level is on a scale from 

0 to 10, you don’t know what they’re going to say. But you do know what the possible values 
are, and you may have an idea of which numbers are likely to be reported more often (like 9 
or 10) and less often (like 0 or 1). In this chapter, you focus on random variables: their types, 
their possible values and probabilities, their means, their standard deviations, and other 
characteristics.

The Problems You’ll Work On
In this chapter, you see random variables in action and how you can use them to think 
about a population. Here are some items on the menu:

 ✓	Distinguishing discrete versus continuous random variables

 ✓	Finding probabilities for a random variable

 ✓	Calculating and interpreting the mean, variance, and standard deviation of a random 
variable

 ✓	Finding probabilities, mean, and standard deviation for a specific random variable, the 
binomial

What to Watch Out For
The problems in this chapter involve notation, formulas, and calculations. Paying attention 
to the details will make a difference.

 ✓	Understand the notation really well; several symbols are floating around in this 
chapter.

 ✓	Be able to interpret your results, not just do the calculations, including the proper use 
of units.

 ✓	Know the ways to find binomial probabilities; pay special attention to the normal 
approximation.
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 152. Which of the following random variables is 
continuous?

 (A) the number of heads resulting from 
flipping a coin 30 times

 (B) the number of deaths from plane 
crashes in a year

 (C) the proportion of the American pop-
ulation that believes in ghosts

 (D) the number of films produced in 
Canada in a year

 (E) the number of people arrested for 
auto theft in a year

 153. Which of the following random variables is 
continuous?

 (A) the number of seniors in a college

 (B) the number of gold medals won at 
the 2012 Summer Olympics by 
athletes from Germany

 (C) the number of schools in a city

 (D) the number of registered physicians 
in the United States

 (E) the amount of gasoline used in the 
Unites States in 2012

 154. Which of the following random variables 
isn’t continuous?

 (A) the proportion of adults on proba-
tion in a state

 (B) the population growth rate for a city

 (C) the amount of money spent by a 
household for food over a year

 (D) the number of bird species observed 
in an area

 (E) the length of time it takes to walk 
ten miles

Comparing Discrete and 
Continuous Random Variables
149–154 Solve the following problems about 
discrete and continuous random variables.

 149. Which of the following random variables is 
discrete?

 (A) the length of time a battery lasts

 (B) the weight of an adult

 (C) the percentage of children in a popu-
lation who have been vaccinated 
against measles

 (D) the number of books purchased by a 
student in a year

 (E) the distance between a pair of cities

 150. Which of the following random variables 
isn’t discrete?

 (A) the number of children in a family

 (B) the annual rainfall in a city

 (C) the attendance at a football game

 (D) the number of patients treated at an 
emergency room in a day

 (E) the number of classes taken in one 
semester by a student

 151. Which of the following random variables is 
discrete?

 (A) the proportion of a population that 
voted in the last election

 (B) the height of a college student

 (C) the number of cars registered in a 
state

 (D) the weight of flour in a sack adver-
tised as containing ten pounds

 (E) the length of a phone call



35 Chapter 4: Random Variables and the Binomial Distribution

Determining the Mean of a 
Discrete Random Variable
158–159 Let X be the number of classes taken by a 
college student in a semester. Use the formula for the 
mean of a discrete random variable X to answer the 
following problems:

  �x =
∑

xipi

 158. If 40% of all the students are taking four 
classes, and 60% of all the students are 
taking three classes, what is the mean 
 (average) number of classes taken for this 
group of students?

 159. If half of the students in a class are age 18, 
one-quarter are age 19, and one-quarter 
are age 20, what is the average age of the 
students in the class?

Digging Deeper into the Mean 
of a Discrete Random Variable
160–163 In the following table, X represents the 
number of automobiles owned by families in a 
neighborhood.

© John Wiley & Sons, Inc.

Understanding the Probability 
Distribution of a Random 
Variable
155–157 The following table represents the probability 
distribution for X, the employment status of adults in 
a city.

© John Wiley & Sons, Inc.

 155. If you select one adult at random from this 
community, what is the probability that the 
individual is employed part-time?

 156. If you select one adult at random from this 
community, what is the probability that the 
individual isn’t retired?

 157. If you select one adult at random from this 
community, what is the probability that the 
individual is working either part-time or 
full-time?
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 165. If the standard deviation of X is 0.65, what is 
the variance of X?

Putting Together the Mean, 
Variance, and Standard 
Deviation of a Random 
Variable
166–169 In the following table, X represents the 
number of siblings for the 29 students in a first-grade 
class.

© John Wiley & Sons, Inc.

 166. What is the mean number of siblings for 
these students?

 167. What is the variance for the number of 
 siblings for these students?

 168. What is the standard deviation for the 
number of siblings for these students? 
Round your answer to two decimal places.

 160. What is the missing value in this table 
 (representing the number of automobiles 
owned by two families in a 
neighborhood)?

 161. What is the mean number of automobiles 
owned?

 162. If every family currently not owning a car 
bought one car, what would be the mean 
number of automobiles owned?

 163. If all the families currently owning three 
cars bought a fourth car, what would be 
the mean number of automobiles owned?

Working with the Variance of 
a Discrete Random Variable
164–165 Use the following formula for the variance 
of a discrete random variable X as needed to 
answer the following problems (round each answer 
to two decimal places):

  
�
2

x
=
∑

(xi−�x)
2pi

 164. If the variance of a discrete random variable 
X is 3, what is the standard deviation of X?
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 172. What is the standard deviation of the 
number of books required? Round your 
answer to two decimal places.

 173. How would the standard deviation and 
 variance change if only 20% of the students 
required two books, but now 5% of the 
 students require five books (with all other 
categories unchanged)?

Introducing Binomial 
Random Variables
174–178 Solve the following problems about the 
basics of binomial random variables.

 174. What condition(s) must a random variable 
meet to be considered binomial?

 (A) fixed number of trials

 (B) exactly two possible outcomes on 
each trial: success and failure

 (C) constant probability of success for 
all trials

 (D) independent trials

 (E) all of the above

 175. You flip a coin 25 times and record the 
number of heads. What is the binomial 
random variable (X) in this experiment?

 169. How would the variance and standard 
 deviation change if the number of siblings, 
X, doubled in each case but the probabili-
ties, p(x), values stayed the same?

Digging Deeper into the 
Mean, Variance, and 
Standard Deviation of a 
Random Variable
170–173 In the following table, X represents the 
number of books required for classes at a university.

© John Wiley & Sons, Inc.

 170. What is the mean number of books 
required?

 171. What is the variance of the number of 
books required? Round your answer to two 
decimal places.
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 180. What is the mean of a binomial random 
variable with n = 25 and p = 0.35?

 181. What is the standard deviation of a bino-
mial distribution with n = 18 and p = 0.4? 
Round your answer to two decimal places.

 182. What is the variance of a binomial distribu-
tion with n = 25 and p = 0.35? Round your 
answer to two decimal places.

 183. A binomial distribution with p = 0.14 has a 
mean of 18.2. What is n?

Finding Binomial Probabilities 
with a Formula
184–188 X is a binomial random variable with 
p = 0.55. Use the following formulas for the binomial 
distribution for the following problems.

  
P (X =x)=

⎛
⎜⎜⎝

n

x

⎞
⎟⎟⎠
px(1−p)

n−x

where ⎛⎜⎜⎝

n

x

⎞
⎟⎟⎠
=

n!
x! (n−x)!

 and

n! = (n – 1)(n – 2)(n – 3) . . . (3)(2)(1)

 184. What is the value of 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
 if n = 8 and x = 1?

 176. You roll a six-faced die ten times and 
record which face comes up each time (X). 
Why is X not a binomial random variable?

 177. You interview a number of employees 
selected at random and ask them whether 
they’ve graduated from high school. You 
continue the interviews until you have 30 
employees who say they graduated from 
high school. If X is the number of people 
you had to ask until you got 30 “yes” 
responses, why isn’t X a binomial random 
variable?

 178. You recruit 30 pairs of siblings and test 
each individual to see whether he or she 
is carrying a particular genetic mutation, 
and then you add up the total number of 
people (not pairs) who have the mutation. 
Why is this not a binomial experiment?

Figuring Out the Mean, 
Variance, and Standard 
Deviation of a Binomial 
Random Variable
179–183 Solve the following problems about the 
mean, standard deviation, and variance of binomial 
random variables.

 179. What is the mean of a binomial random 
variable with n = 18 and p = 0.4?
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 191. What is the probability of exactly four suc-
cesses in five trials? Round your answer to 
four decimal places.

 192. What is the value of 
⎛
⎜⎜⎝

5

5

⎞
⎟⎟⎠
 ?

 193. What is the probability of three or four suc-
cesses in five trials? Round your answer to 
four decimal places.

 194. What is the probability of at least three suc-
cesses in five trials? Round your answer to 
four decimal places.

 195. What is the probability of no more than two 
successes in five trials? Round your answer 
to four decimal places.

Finding Binomial 
Probabilities with the 
Binomial Table
196–200 X is a random variable with a binomial 
distribution with n = 15 and p = 0.7. Use the 
binomial table (Table A-3 in the appendix) to 
answer the following problems.

 196. What is P(X = 6)?

 185. What is the probability of exactly one suc-
cess in eight trials? Round your answer to 
four decimal places.

 186. What is the probability of exactly two suc-
cesses in eight trials? Round your answer 
to four decimal places.

 187. What is the value of 
⎛⎜⎜⎝

8

0

⎞⎟⎟⎠ 
?

 188. What is the probability of getting at least 
one success in eight trials? Round your 
answer to four decimal places.

Digging Deeper into Binomial 
Probabilities Using a Formula
189–195 Suppose that X has a binomial distribution 
with p = 0.50.

 189. What is the probability of exactly eight 
successes in ten trials? Round your answer 
to four decimal places.

 190. What is the probability of exactly three 
successes in five trials?
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 204. What is P(X > 9)?

 205. What is P(3 ≤ X ≤ 5)?

Using the Normal 
Approximation to the  
Binomial
206–208 Solve the following problems about the 
normal approximation to the binomial.

 206. Which of the following binomial distribu-
tions would allow you to use the normal 
approximation to the binomial?

 (A) n = 10, p = 0.3

 (B) n = 10, p = 0.4

 (C) n = 20, p = 0.9

 (D) n = 25, p = 0.3

 (E) n = 30, p = 0.4

 207. You’re conducting a binomial experiment by 
flipping a fair coin (p = 0.5) and recording 
how many times it comes up heads. What is 
the minimum size for n that will allow you to 
use the normal approximation to the 
binomial?

 208. You’re conducting a binomial experiment 
by  selecting marbles from a large jar and 
recording how many times you draw a 
green marble. Overall, 30% of the marbles 
in the jar are green. What is the minimum 
size for n that will allow you to use the 
normal approximation to the binomial?

 197. What is P(X = 11)?

 198. What is P(X < 15)?

 199. What is P(4 < X < 7)?

 200. Find P(4 ≤ X ≤ 7).

Digging Deeper into Binomial 
Probabilities Using the 
Binomial Table
201–205 X is a random variable with a binomial 
distribution with n = 11 and p = 0.4. Use the 
binomial table (Table A-3 in the appendix) to 
answer the following problems.

 201. What is P(X = 5)?

 202. What is P(X > 0)?

 203. What is P(X ≤ 2)?
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 214. What is the probability that you will get at 
least 45 heads in 80 flips? Round your 
answer to four decimal places.

Getting More Practice with 
Binomial Variables
215–223 X is a binomial variable with p = 0.45 and 
n = 100.

 215. What are the mean and standard deviation 
for the distribution of X? Round your 
answer to two decimal places.

 216. What is the z-value corresponding to the x 
value in P(x ≤ 40)? Round your answer to 
two decimal places.

 217. What is P(X ≤ 40)? Round your answer to 
four decimal places.

 218. What is P(X ≥ 40)? Round your answer to 
four decimal places.

 219. Suppose you want to find P(X = 40). You can 
try to solve this by using a normal approxi-
mation and converting x = 40 to its z-value 
of z = −1.00. What is P(Z = −1.00)? Round 
your answer to four decimal places. 

Digging Deeper into the 
Normal Approximation to 
the Binomial
209–214 You conduct a binomial experiment by 
flipping a fair coin (p = 0.5) 80 times and recording 
how often it comes up heads (X). Use the normal 
approximation to the binomial to calculate any 
probabilities in this problem set. You can do so 
because the two required conditions are met: np 
and n(1 – p) are both at least 10.

 209. How would you formally write the probability 
that you get at least 50 heads?

 210. How would you formally write the probability 
that you get no more than 30 heads?

 211. To use the normal approximation to the 
binomial, what value will you use for �?

 212. To use the normal approximation to the 
binomial, what value will you use for �? 
Round your answer to two decimal places.

 213. What is the z-value corresponding to the x 
value in P(X ≥ 45)? Round your answer to 
two decimal places.
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 222. What is P(X ≤ 56)? Round your answer to 
four decimal places.

 223. What is P(56 ≤ x ≤ 60)? Round your 
answer to four decimal places.

 220. What is the z-value corresponding to  
x = 56? Round your answer to two 
decimal places.

 221. What is P(X ≥ 56)? Round your answer to 
four decimal places.
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The Normal Distribution

T 
he normal distribution is the most common distribution of all. Its values take on that 
familiar bell shape, with more values near the center and fewer as you move away. 

Because of its nice qualities and practical nature, you see many applications of the normal 
distribution not only in this chapter but also in many chapters that follow. Understanding 
the normal distribution from the ground up is critical.

The Problems You’ll Work On
In this chapter, you practice in detail everything you need to know about the normal distri-
bution and then some. Here’s an overview of what you’ll work on:

 ✓	Finding probabilities for a normal distribution (less than, greater than, or in between)

 ✓	Understanding the standard normal (Z-) distribution, its properties, and how its values 
are interpreted and used

 ✓	Using the Z-table to find probabilities

 ✓	Determining percentiles for a normal distribution

What to Watch Out For
The normal distribution seems easy, but many important nuances exist as well, so stay on 
top of them. Here are some things to keep in mind:

 ✓	Be very clear about what a z-score is and what it means. You’ll use it throughout this 
chapter.

 ✓	Make sure you understand how to use the Z-table to find the probabilities you want.

 ✓	Know when you’re asked for a percent (probability) and when you’re asked for a per-
centile (a value of the variable affiliated with a certain probability). Then know what to 
do about it.
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 229. Which of the following normal distribu-
tions will have the greatest spread when 
graphed?

 (A) �=5, �=1.5

 (B) �=10, �=1.0

 (C) �=5, �=1.75

 (D) �=5, �=1.2

 (E) �=10, �=1.6

 230. For a normal distribution with �=5 and 
�=1.2, 34% of the values lie between 5 and 
what number? (Assume that the number is 
above the mean.)

 231. For a normal distribution with �=5 and 
�=1.2, about 2.5% of the values lie above 
what value? (Assume that the number is 
above the mean.)

 232. For a normal distribution with �=5 and 
�=1.2, about 16% of the values lie below 
what value?

 233. A normal distribution with �=8 has 99.7% of 
its values between 3.5 and 12.5. What is the 
standard deviation for this distribution?

 234. What are the mean and standard deviation 
of the Z-distribution?

Defining and Describing the 
Normal Distribution
224 –234 Solve the following problems about the 
definition of the normal distribution and what it 
looks like.

 224. What are properties of the normal 
distribution?

 (A) It’s symmetrical.

 (B) Mean and median are the same.

 (C) Most common values are near the 
mean; less common values are far-
ther from it.

 (D) Standard deviation marks the distance 
from the mean to the inflection point.

 (E) All of the above.

 225. In a normal distribution, about what per-
cent of the values lie within one standard 
deviation of the mean?

 226. In a normal distribution, about what per-
cent of the values lie within two standard 
deviations of the mean?

 227. In a normal distribution, about what per-
cent of the values lie within three standard 
deviations of the mean?

 228. What two parameters (pieces of informa-
tion about the population) are needed to 
describe a normal distribution?
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Digging Deeper into z-Scores 
and Values of X
240–245 All the scores on a national exam have 
a normal distribution and a range of 0 to 100, but 
when split up, Form A of the exam has �=70 and 
�=10, while Form B has �=74 and �=8.

 240. What are the scores on each exam corre-
sponding to a z-score of 1.5?

 241. What are the scores on each exam corre-
sponding to a z-score of –2.0?

 242. In terms of standard deviations above or 
below the mean, what score on Form B 
corresponds to a score of 80 on Form A?

 243. In terms of standard deviations above or 
below the mean, what score on Form B 
corresponds to a score of 85 on Form A?

 244. In terms of standard deviations above or 
below the mean, what score on Form A 
corresponds to a score of 78 on Form B?

 245. In terms of standard deviations above or 
below the mean, what score on Form A 
corresponds to a score of 68 on Form B?

Working with z-Scores and 
Values of X
235–239 A random variable X has a normal 
distribution, with a mean of 17 and a standard 
deviation of 3.5.

 235. What is the z-score for a value of 21.2?

 236. What is the z-score for a value of 13.5?

 237. What is the z-score for a value of 25.75?

 238. What value of X corresponds to a z-score 
of –0.4?

 239. What value of X corresponds to a z-score 
of 2.2?
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Writing Probability Notations
246–248 Write probability notations for the following problems.

 246. Write the probability notation for the area shaded in this Z-distribution (where �=0 and �=1).

 247. Write the probability notation for the area shaded in this Z-distribution (where �=0 and �=1).

 248. Write the probability notation for the area shaded in this Z-distribution (where �=0 and �=1).

© John Wiley & Sons, Inc.

© John Wiley & Sons, Inc.

© John Wiley & Sons, Inc.
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 255. What is the probability of a part having a 
diameter of at least 13 centimeters?

 256. What is the probability of a part having a 
diameter no greater than 13 centimeters?

 257. What is the probability of a part having a 
diameter between 10 and 13 centimeters?

 258. What is the probability of a part having a 
diameter between 7 and 10 centimeters?

Digging Deeper into z-Scores 
and Probabilities
259–270 The weight of adult men in a population is 
normally distributed, with a mean of 160 pounds and 
a standard deviation of 20 pounds.

 259. What is the z-score for a weight of 
135 pounds?

 260. What is the z-score for a weight of 
170 pounds?

Introducing the Z-Table
249–253 Use the Z-table (Table A-1 in the appendix) 
as needed to answer the following problems.

 249. What is P(Z ≤ 1.5)?

 250. What is P(Z ≥ 1.5)?

 251. What is P(Z ≥ –0.75)?

 252. What is P(–0.5 ≤ Z ≤ 1.0)?

 253. What is P(–1.0 ≤ Z ≤ 1.0)?

Finding Probabilities for a 
Normal Distribution
254–258 The diameter of a machine part produced 
by a factory is normally distributed, with a mean 
of 10 centimeters and a standard deviation of 
2 centimeters.

 254. What is the z-score for a part with a diam-
eter of 13 centimeters?
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 261. What is the z-score for a weight of 
115 pounds?

 262. What is the z-score for a weight of 
220 pounds?

 263. What is the z-score for a weight of 
205 pounds?

 264. What is the probability of a weight greater 
than 220 pounds?

 265. What is the probability of a weight less 
than 220 pounds?

 266. What is the probability of a weight between 
135 and 160 pounds?

 267. What is the probability of a weight between 
205 and 220 pounds?

 268. What is the probability of a weight between 
115 and 135 pounds?

 269. What is the probability of a weight between 
135 and 170 pounds?

 270. What is the probability of a weight between 
170 and 220 pounds?

Figuring Out Percentiles for 
a Normal Distribution
271–278 In a population of adults ages 18 to 65, BMI 
(body mass index) is normally distributed with a 
mean of 27 and a standard deviation of 5.

 271. What is the BMI score for which half of the 
population has a lower value?

 272. What BMI marks the bottom 25% of the 
distribution for this population?

 273. What BMI marks the bottom 5% of the dis-
tribution for this population?
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 280. What is the value where only 5% of the 
students scored below it?

 281. What is the value where only 10% of the 
students scored above it?

 282. What is the value where only 1% of the 
students scored above it?

 283. What is the value where only 2.5% of stu-
dents scored above it?

 284. What is the value where only 5% of the 
students scored above it?

Getting More Practice with 
Percentiles
285–290 In a large population of military recruits, 
the time required to run a mile has a normal 
distribution with a mean of 360 seconds and a 
standard deviation of 30 seconds.

 285. What time represents the cutoff for the 5% 
of fastest times?

 274. What BMI marks the bottom 10% of the 
distribution for this population?

 275. What BMI value marks the upper 10% of the 
distribution for this population?

 276. What BMI value marks the upper 5% of the 
distribution for this population?

 277. What BMI value marks the upper 30% of the 
distribution for this population?

 278. What two BMI values mark the 1st and 3rd 
quartiles of the distribution?

Digging Deeper into 
Percentiles for a Normal 
Distribution
279–284 Scores on an exam are normally 
distributed, with a mean of 75 and a standard 
deviation of 6.

 279. What is the value where only 20% of the 
students scored below it?
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 286. What time represents the cutoff for the 
fastest 50% of times?

 287. What time represents the cutoff for the 
slowest 10% of times?

 288. What time represents the cutoff for the 
fastest 10% of times?

 289. What time represents the cutoff for the 
fastest 25% of times?

 290. What time represents the cutoff for the 
slowest 25% of times?
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The t-Distribution

T 
he t-distribution is a relative of the normal distribution. It has a bell shape with values 
more spread out around the middle. That is, it’s not as sharply curved as the normal 

distribution, which reflects its ability to work with problems that may not be exactly normal 
but are close.

The Problems You’ll Work On
In this chapter, you’ll work on all the ins and outs of the t-distribution and its relationship to 
the standard normal (Z-) distribution. Here’s what you’ll focus on:

 ✓	Understanding the characteristics that make the t-distribution similar to and different 
from the standard normal (Z-) distribution

 ✓	Finding probabilities for various t-distributions, using the t-table

 ✓	Finding critical values on the t-distribution that are used when calculating confidence 
intervals

What to Watch Out For
As you work through this chapter, keep the following in mind:

 ✓	Pick out the big four — population, parameter, sample, and statistic — in every situa-
tion; they’ll follow you wherever you go.

 ✓	Know the circumstances for when you should use the t-distribution.

 ✓	The t-table (for the t-distribution) is different from the Z-table (for the Z-distribution); 
make sure you understand the values in the first and last rows.

 ✓	Pay special attention to the term tail probability, which appears a great deal in this 
chapter.



52 Part I: The Questions 

 295. If you graphed a standard normal distribu-
tion (Z-distribution) and a t-distribution with 
20 degrees of freedom on the same number 
line, how would you expect them to differ?

 296. Given different t-distributions with the fol-
lowing degrees of freedom, which one 
would you expect to most closely resemble 
the Z-distribution: 5, 10, 20, 30, or 100?

 297. What minimal information do you need to 
recognize which particular t-distribution 
you have?

 298. What statistical procedure would be most 
appropriate to test a claim about a popula-
tion mean for a normal distribution when 
you don’t know the population standard 
deviation?

 299. What statistical procedure would be most 
appropriate for a study testing a claim 
about the mean of the difference when the 
subjects (and hence the data) are in pairs?

 300. What is the particular t-distribution result-
ing from a paired design involving a total of 
50 observations?

Understanding the  
t-Distribution and Comparing 
It to the Z-Distribution
291–300 Solve the following problems about the 
t-distribution, its traits, and how it compares to the 
Z-distribution.

 291. Which of the following is true of the 
t-distribution, as compared to the 
Z-distribution? (Assume a low number 
of degrees of freedom.)

 (A) The t-distribution has thicker tails 
than the Z-distribution.

 (B) The t-distribution has a proportion-
ately larger standard deviation than 
the Z-distribution.

 (C) The t-distribution is bell-shaped but 
has a lower peak than the 
Z-distribution.

 (D) Choices (A) and (C)

 (E) Choices (A), (B), and (C)

 292. Which t-distribution do you use for a study 
involving one population with a sample size 
of 30?

 293. If a particular t-distribution from a study 
involving one population is t24, what is the 
sample size?

 294. If you graphed a standard normal distribu-
tion (Z-distribution) on the same number 
line as a t-distribution with 15 degrees of 
freedom, how would you expect them to 
differ?



53 Chapter 6: The t-Distribution

 306. For a t-distribution with 10 degrees of 
 freedom, what is P(t ≥ 1.81)?

 307. For a t-distribution with 25 degrees of free-
dom, what is P(t ≥ 2.49)?

 308. What is P(t15 ≥ 1.34)?

 309. A t-value of 1.80, from a t-distribution with 
22 degrees of freedom, has an upper-tail 
(“greater than”) probability between which 
two values on Table A-2?

 310. A t-value of 2.35, from a t-distribution with 
14 degrees of freedom, has an upper-tail 
(“greater than”) probability between which 
two values on Table A-2?

 311. What is P(t15 ≤ –2.60)?

 312. What is P(t27 ≤ –2.05)?

 313. What is P(t27 ≥ 2.05 or t27 ≤ –2.05)?

Using the t-Table
301–335 Use the t-table (Table A-2 in the appendix) as 
necessary to solve the following problems.

 301. For a study involving one population and a 
sample size of 18 (assuming you have a 
t-distribution), what row of Table A-2 will 
you use to find the right-tail (“greater than”) 
probability affiliated with the study 
results?

 302. For a study involving a paired design with a 
total of 44 observations, with the results 
assuming a t-distribution, what row of 
Table A-2 will you use to find the probability 
affiliated with the study results?

 303. What column of Table A-2 would you use to 
find an upper-tail (“greater than”) probability 
of 0.025?

 304. What column of Table A-2 would you use to 
find the t-value for a two-tailed test with 
�=0.01?

 305. What column of Table A-2 would you use to 
find the t-value for an overall probability of 
0.05 for a two-tailed test?
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 321. Which of the following is a reason to use 
the t-distribution rather than the 
Z-distribution to calculate a confidence 
interval for the mean?

 (A) You have a small sample size.

 (B) You don’t know the population stan-
dard deviation.

 (C) You don’t know the population mean.

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 322. Using the last row of Table A-2, what column 
would you use to find the t-value for a 99% 
confidence interval?

 323. Using the first row (column headings) of 
Table A-2, what column would you use to 
find the t-value for a 99% confidence 
interval?

 324. What is the t-value for a 95% confidence 
interval for a t-distribution with 15 degrees 
of freedom?

 325. What is the t-value for a 99% confidence 
interval for a t-distribution with 23 degrees 
of freedom?

 326. What is the t-value for a 90% confidence 
interval for a t-distribution with 30 degrees 
of freedom?

 314. What is P(t9 ≥ 3.25 or t9 ≤ –3.25)?

 315. What is the 95th percentile for a t-distribution 
with 10 degrees of freedom?

 316. What is the 60th percentile for a t-distribution 
with 28 degrees of freedom?

 317. What is the 10th percentile for a t-distribution 
with 20 degrees of freedom?

 318. What is the 25th percentile for a t-distribution 
with 20 degrees of freedom?

 319. What value is the 10th percentile for a 
t-distribution with 16 degrees of freedom?

 320. What value is the 5th percentile for a 
t-distribution with 16 degrees of 
freedom?
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 333. Considering t-distributions with different 
degrees of freedom, which of the  
following would you expect to have the 
smallest t-value for a right-tail probability 
of 0.10: 10, 20, 30, 40, or 50?

 334. For a t40 distribution, which of the follow-
ing confidence intervals would you expect 
to be narrowest: 80%, 90%, 95%, 98%, or 
99%?

 335. For a t50 distribution, which of the following 
confidence intervals would you expect to be 
widest: 80%, 90%, 95%, 98%, or 99%?

Using the t-Distribution to 
Calculate Confidence  
Intervals
336–340 Use Table A-2 in the appendix as needed 
and the following information to solve the following 
problems: The mean length for the population of 
all screws being produced by a certain factory is 
targeted to be �

0
=5 centimeters. Assume that 

you don’t know what the population standard 
deviation (�) is. You draw a sample of 30 screws 
and calculate their mean length. The mean (x̄) for 
your sample is 4.8, and the standard deviation of 
your sample (s) is 0.4 centimeters.

 336. Calculate the appropriate test statistic for 
the following hypotheses:

H
0
:�=5 cm

H
1
:�≠5 cm

 327. For a t-distribution with 19 degrees of freedom, 
what is the confidence level of a confidence 
interval with a t-value of 2.09? 

 328. For a t-distribution with 26 degrees of freedom, 
what is the confidence level of a confidence 
interval with a t-value of 2.78? 

 329. For a t-distribution with 12 degrees of freedom, 
what is the confidence level of a confidence 
interval with a t-value of 1.36? 

 330. Considering t-distributions with different degrees 
of freedom, which of the following would you 
expect to most closely resemble the 
Z-distribution: 30, 35, 40, 45, or 50?

 331. Considering t-distributions with different degrees 
of freedom, which of the following would you 
expect to least resemble the Z-distribution: 10, 
20, 30, 40, or 50?

 332. Considering t-distributions with different degrees 
of freedom, which of the following would you 
expect to have the largest t-value for a right-tail 
probability of 0.05: 10, 20, 30, 40, or 50?
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 339. What is the 90% confidence interval for the 
population mean? Round your answer to 
two decimal places.

 340. What is the 99% confidence interval for the 
population mean? Round your answer to 
two decimal places.

 337. Using Table A-2, what is the probability of 
getting a t-value of –2.74 or less?

 338. What is the 95% confidence interval for the 
population mean? Round your answer to 
two decimal places.



Chapter 7

Sampling Distributions and  
the Central Limit Theorem

S 
ample results vary — that’s a major truth of statistics. You take a random sample of 
size 100, find the average, and repeat the process over and over with different samples 

of size 100. Those sample averages will differ, but the question is, by how much? And what 
affects the amount of difference? Understanding this concept of variability between all possi-
ble samples helps determine how typical or atypical your particular result may be. Sampling 
distributions provide a fundamental piece to answer these problems. One tool that’s often 
needed in the process is the central limit theorem. In this chapter, you work on both.

The Problems You’ll Work On
Here are the main areas of focus in this chapter:

 ✓	Working with the sample means as a random variable, with their own distribution, 
mean, and standard deviations (standard errors) and then doing the same with sample 
proportions

 ✓	Understanding the central limit theorem, how to use it, when to use it, and when it’s 
not needed

 ✓	Calculating probabilities for X̄ and p̂

What to Watch Out For
Sampling distributions and the central limit theorem are difficult topics. Here are some main 
points to keep in mind:

 ✓	x̄ is the mean of one sample, and X̄ represents any possible sample mean from any 
sample.

 ✓	Everything builds on the understanding of what a sampling distribution is — work until 
you get it.

 ✓	The central limit theorem is used only in certain situations — know those situations.

 ✓	Finding probabilities for X̄ and p̂ involve dividing by a quantity involving the square 
root of n. Don’t leave it out.
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 345. Suppose that you roll several ordinary six-
sided dice, choose two of those dice at 
random, and average the two numbers. 
Suppose the average of these two dice is 
3.5. How would you express the 3.5 in statis-
tical notation?

 346. Which of the following features is neces-
sary for something to be considered a 
sampling distribution?

 (A) Each value in the original population 
should be included in the 
distribution.

 (B) The distribution must consist of 
proportions.

 (C) The distribution can’t consist of 
percentages.

 (D) Each of the observations in the dis-
tribution must consist of a statistic 
that describes a collection of data 
points.

 (E) The samples in the distribution must 
be drawn from a population of nor-
mally distributed values.

Introducing the Basics of 
Sampling Distributions
341–347 Solve the following problems that introduce 
the basics of sampling distributions.

 341. A characteristic of interest that takes on 
certain values in a random manner is 
called a __________.

 342. Suppose that 10,000 students took the AP 
statistics exam this year. If you take every 
possible sample of 100 students who took 
the AP exam and find the average exam 
score for each sample and then put all 
those average scores together, what would 
it represent?

 343. A GPA is the grade point average of a single 
student. Suppose that you found the GPA 
for every student in a university and found 
that the mean of all those GPAs is 3.11. 
What statistical notation do you use to 
represent this value of 3.11?

 344. If you roll two fair dice, look at the out-
comes, and find the average value, you 
could get any number from 1 (where both 
your dice came up 1) to 6 (where both 
dice came up 6). However, in the long run, 
if you took the average of all possible pairs 
of dice, you’d get 3.5 (because that’s the 
average value of the numbers 1 through 
6). How do you represent 3.5 in this 
situation using statistical notation?
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 351. Suppose that you rolled the die five times 
and got the values of 3, 4, 6, 3, and 5. What 
is the value of x̄?

 352. Which of the following is the formula for 
the standard error of a sample mean?

 (A) �=
�X√
n

 (B) 

 (C) 

 (D) 

 (E) 

Examining Standard Error
353  –357 Suppose that you have a population of 
100,000 individuals and ask them 200 trivia questions; 
their score is the number of trivia questions they got 
right. For this population, the mean score is 158 and 
the population standard deviation of the scores is 26.

 353. Suppose that you draw several samples of 
50 people from this particular population, 
and for each sample you find x̄, their aver-
age score. And you do this repeatedly until 
you have all possible average scores from 
all possible samples of 50 people. Fill in the 
blanks with the appropriate statistical terms: 
The __________ represents the amount of 
variability in the entire population of trivia 
test scores, and the __________ represents 
the amount of variability in all the average 
trivia scores for all groups of 50.

 347. Which of the following would not ordinar-
ily be considered a sampling distribution?

 (A) a distribution showing the average 
weight per person in several hun-
dred groups of three people picked 
at random at a state fair

 (B) a distribution showing the average 
proportion of heads coming up in sev-
eral thousand experiments in which 
ten coins were flipped each time

 (C) a distribution showing the average 
percentage daily price change in 
Dow Jones Industrial Stocks for sev-
eral hundred days chosen at random 
from the past 20 years

 (D) a distribution showing the propor-
tion of parts found to be deficient in 
each of several hundred shipments 
of parts, each of which has the same 
number of parts in it

 (E) a distribution showing the weight of 
each individual football fan entering 
a stadium on game day

Checking Out Random 
Variables and Sample Means
348 –352 You have a six-sided die with faces 
numbered 1 through 6, and each face is equally 
likely to come up on any given roll.

 348. What is the meaning for X in this example?

 349. What is the meaning of X̄ in this example?

 350. Suppose that you rolled the die five times 
and got the values of 3, 4, 2, 3, and 1. What 
is the value of x̄?
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 354. Suppose that you draw 100 samples of size 
30 and calculate the mean and standard 
error. If you then draw 100 samples of size 
50 from the same population, you would 
expect to see the mean __________ and the 
standard error __________.

 (A) be approximately the same; be larger

 (B) be approximately the same; be 
smaller

 (C) be smaller; be smaller

 (D) be smaller; be larger

 (E) be smaller; be approximately the 
same

 355. For this particular population, with its 
given mean and standard deviation, what 
is the standard error for a sample of size 
50? Round your answer to two decimal 
places.

 356. For this particular population, with its 
given mean and standard deviation, what is 
the standard error for a sample of size 60? 
Round your answer to two decimal 
places.

 357. For this particular population, with its given 
mean and standard deviation, what is the 
standard error for a sample of size 30? 
Round your answer to two decimal places.

Surveying Notation and 
Symbols
358  –364 Solve the following problems about 
notation and symbols.

 358. What is the notation for the average of a 
set of scores sampled from a larger popu-
lation of scores?

 359. What is the notation for the average value 
of a random variable X in a population?

 360. Which symbol represents the standard 
error of the sample means?

 361. Which symbol represents the standard 
deviation of individual scores in a 
population?

 362. Suppose that you assign a number value to 
each card in a standard deck of 52 playing 
cards (Ace = 1, 2 = 2, 3 = 3, and so on up to 
Jack = 11, Queen = 12, King = 13). Then, 
you draw a hand of five cards, compute the 
average face value of cards in that hand, 
return the cards to the deck, shuffle the 
deck, and do the same thing again. You do 
this over and over again — an infinite 
number of times — each time recording the 
average value of the cards in your hand. 
What symbol would best represent the stan-
dard deviation of all the averages you find 
by this method?
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 366. What effect would it have on standard error 
of the sample mean if you could raise the 
size of each of the samples without chang-
ing the population standard deviation?

 367. Population A has a mean of 1,000 and a 
standard deviation of 70, while Population 
B has a mean of 1,200 and a standard devi-
ation of 62. For samples of size 35, which 
will have a smaller standard error for the 
sample mean X̄?

 368. If a survey sampling researcher wants to 
cut the standard error of the mean by half, 
what should he do regarding the sample 
size next time?

Digging Deeper into Standard 
Error
369  –374 A quality control expert is studying the 
length of bolts produced in his factory by drawing 
a sample of completed parts and studying their 
dimensions in centimeters (cm).

 369. For a sample of size 9, if �X = 20, what is the 
standard error of the mean, ? Round your 
answer to four decimal places.

 370. For a sample of size 16, if �X = 20, what is 
the standard error of the mean, ?

 363. Every morning, the crew of a fishing boat 
pulls up a net full of fish, randomly 
chooses 50 of those fish, computes the 
average weight of the fish in the catch, and 
then records that number in a log. Over 
several years, the owner of the boat uses 
the standard deviation of those average 
weights to make financial projections to be 
sure to consider random fluctuations in 
the average size of the fish in a catch when 
estimating revenues. Which symbol best 
represents the value that the owner is 
trying to estimate to make financial 
projections?

 364. A realtor looks at seven houses recently 
sold that are comparable to a house she’ll 
be trying to sell. Which symbol best repre-
sents the sale price of any one of the 
homes?

Understanding What Affects 
Standard Error
365  –368 Solve the following problems about items 
that affect standard error.

 365. If everything else is held constant, which 
of the following is most likely to result in a 
larger standard error?

 (A) a larger population mean

 (B) a smaller population mean

 (C) a larger sample size

 (D) a smaller sample size

 (E) a smaller population standard 
deviation
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Connecting Sample Means 
and Sampling Distributions
375–385 Solve the following problems about sample 
means and sampling distributions.

 375. A researcher draws a series of samples of 
exam scores from a population of scores 
that has a normal distribution. What 
required sample size (if any) is necessary 
for the distribution of the sample means to 
also have a normal distribution?

 376. Which of the following conditions is 
enough to ensure that the sampling distri-
bution of the sample means has a normal 
distribution?

 (A) Samples of size n > 10 are drawn.

 (B) The population of all possible scores 
is very large.

 (C) At least 30 samples are drawn, with 
replacement, from the distribution of 
possible scores.

 (D) Individual scores xi are normally 
distributed.

 (E) None of the above.

 377. The daily productivity of individual bees 
has a normal distribution, with each bee 
producing a slightly different amount of 
honey. If random samples of ten bees are 
taken, what is the shape of the sampling 
distribution of the sample means of honey 
production?

 371. Which of the following would be expected 
to result in a larger standard error of the 
mean?

 (A) a larger sample size

 (B) a smaller sample size

 (C) a smaller population standard 
deviation

 (D) a larger population standard 
deviation

 (E) Choices (B) and (D)

 372. If the standard error of the sample mean is 
5, for samples of size 25, what is the popu-
lation standard deviation?

 373. For a sample of size 40, what will be the 
units for the standard error?

 374. To estimate the population mean, which of 
the following standard errors will give you 
the most precise estimate?

 (A) 0.4856

 (B) 0.6818

 (C) 0.7241

 (D) 1.3982

 (E) 8.2158
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 383. Suppose that all possible samples of size 5 
are repeatedly drawn from a normally 
distributed population of 10,000 scores, 
the average score in each sample is noted, 
and the distribution of sample averages is 
examined. What can you confidently say 
about the distribution of all the possible 
means in this case?

 384. Suppose that samples of size 10 are repeat-
edly drawn from a population of stones, 
and the average weight of each sample is 
recorded. The distribution of weights in 
the population of stones is normally dis-
tributed. What shape do you expect the 
distribution of sample means to have?

 385. A hardware store stocks nails in lengths 
from 20 to 100 millimeters, with sizes 
5 millimeters apart (20, 25, 30, and so on). 
The store keeps the same number of nails 
of each length in stock. If a random sample 
of size 35 is drawn from the stock, the 
mean length calculated and recorded, the 
nails returned to the stock, and the experi-
ment repeated 100 times, what shape do 
you expect the distribution of the sample 
means to assume?

 378. If the population distribution is __________ 
and the sample size is ___________, you 
need to apply the central limit theorem to 
assume that the sampling distribution of 
the sample means is normal.

 (A) normal, 10

 (B) normal, 50

 (C) right-skewed, 60

 (D) Choices (B) and (C)

 (E) Choices (A), (B), and (C)

 379. If individual scores are __________, the 
sampling distribution of sample means for 
scores from that population will be 
normal regardless of sample size n.

 380. When individual scores are normally dis-
tributed, what can you conclude about 
the shape of the sampling distribution of 
the sample means?

 381. You have a population of 10,000 test scores 
with a normal distribution. If you draw all 
possible samples, each of size 40, and 
graph their means, what shape do you 
expect this graph to take?

 382. The sizes of adult shoes stocked in a store 
have a normal distribution. If a shoe store 
employee randomly pulls four pairs of 
shoes at a time out of the storeroom, finds 
the average size of the four pairs, returns 
them to the shelf, and repeats this process 
30 times, how would the distribution of 
sample means most likely look?
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 389. Suppose that each population has 
100,000 units. If samples are repeatedly 
taken from each, what shape do you 
expect the sampling distributions of the 
sample means to have?

 390. Suppose that you drew all possible sam-
ples of a particular size from Population C. 
How large would your sample size have to 
be before you would expect the sampling 
distribution of sample means to be 
normal?

 391. Imagine that a researcher draws all possible 
samples of size 3 from a normal distribu-
tion. What general shape should the sam-
pling distribution of sample means have?

 392. Imagine that a researcher draws all pos-
sible samples of size 100 from a population 
that doesn’t have a normal distribution. 
What general shape should the sampling 
distribution of sample means have?

Digging Deeper into Sampling 
Distributions of Sample Means
386–392 Use the descriptions of Populations A–D to 
answer the following problems. The distribution of 
values in Population A is strongly skewed right. The 
distribution of values in Population B is flat all the 
way across (this is called a uniform distribution). 
The distribution of values in Population C is strongly 
skewed left. The values in Population D have a 
normal distribution.

 386. Imagine that samples are repeatedly taken 
from each population. If each sample has 
n = 50 observations in it, for which popu-
lation will the sampling distribution of the 
sample means be approximately normal?

 (A) Population A

 (B) Population B

 (C) Population C

 (D) Population D

 (E) all of the above

 387. Suppose that samples of size 20 are repeat-
edly taken from the four populations. 
Which population is likely to have an 
approximately normal distribution for the 
sampling distribution of the sample 
mean?

 388. Suppose that samples of size 40 are repeat-
edly taken from the four populations. What 
shape do you expect the sampling distribu-
tion of the sample means to take?
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 397. A researcher is going to draw a sample of 
150 values from a population. The 
researcher wants to find probabilities for 
the sample mean. Which of the following 
statements is true?

 (A) The central limit theorem can’t be 
used because you don’t know the 
distribution of the population.

 (B) The central limit theorem can’t be 
used because the researcher is 
taking only one sample.

 (C) The central limit theorem can be 
used because the sample size is large 
enough and the population distribu-
tion is unknown.

 (D) The central limit theorem isn’t needed 
because you can assume that the 
population is normal if it isn’t stated.

 (E) It can’t be determined from the infor-
mation given.

 398. The distribution of the length of screws 
produced by a factory isn’t normal. A 
researcher draws 150 samples of 10 apiece 
from the day’s output of screws. Can the 
researcher use the central limit theorem in 
this case to make conclusions about the 
random variable X̄?

 399. A researcher draws 40 samples of 150 
numbers each apiece from a non-normal 
skewed population of individual observa-
tions. What can the researcher conclude in 
this case?

 400. A researcher draws a sample of size 32 
from a population whose individual values 
are skewed right (not normal). The 
researcher wants to use the normal distri-
bution to find probabilities regarding his 
results. Can he use the central limit 
theorem in this case?

Looking at the Central Limit 
Theorem
393 –400 Solve the following problems that involve 
the central limit theorem.

 393. Suppose that a researcher draws random 
samples of size 20 from an unknown distri-
bution. Can the researcher claim that the 
sampling distribution of sample means is 
at least approximately normal?

 394. As a general rule, approximately what is 
the smallest sample size that can be safely 
drawn from a non-normal distribution of 
observations if someone wants to produce 
a normal sampling distribution of sample 
means?

 395. A researcher draws a sample of 500 values 
from a large population of scores that has a 
skewed distribution. The researcher then 
goes on to do statistical analyses that 
assume that the sampling distribution of 
sample means is at least approximately 
normal. What can you conclude about 
whether the researcher has violated a con-
dition of his statistical procedure?

 396. A researcher draws 150 samples of 10 
apiece from a normally distributed popula-
tion of individual observations. What can 
the researcher conclude in this case?



66 Part I: The Questions 

 404. Assume that the true population mean is 
10 and the population standard deviation 
is 3. What is the probability of getting a 
sample average at least as far from the 
mean as this sample gave, considering 
that the sample size is n = 10?

 405. Suppose that in a sample of 500 students, 
the mean score on the test was found to be 
9.7. What is the probability of finding a 
sample of size 500 whose mean is farther 
from the population mean than that of this 
particular sample?

Finding Probabilities for 
Sample Means
406–411 Find probabilities for sample means in the 
following problems.

 406. If �=100, �=30, and n = 35, what is the 
probability of finding a sample average 10 
or more units from the population 
average?

 407. If �=100, �=40, and n = 64, what is the 
probability of finding a sample average 10 
or more units from the population 
average?

Getting More Practice with 
Sample Mean Calculations
401–405 Assume that scores on a math exam are 
normally distributed for students in a particular 
university, with a mean of 10 and a standard 
deviation of 3. Samples of differing sizes are drawn 
from this population.

 401. For a sample of 10 students, their scores 
are as follows: 7, 6, 7, 14, 9, 9, 11, 11, 11, 
and 11. What is the sample mean?

 402. You draw a sample and calculate the sample 
mean. Which of the following is true?

 (A) The sample mean will always be 
smaller than the population mean 
because the sample is only part of 
the population.

 (B) The sample mean will always be the 
same as the population mean.

 (C) The sample mean will be larger than 
the population mean because the 
sample is only part of the population.

 (D) Larger samples tend to yield more 
precise estimates of the population 
mean.

 (E) Not enough information to tell.

 403. Which of the following is true about the 
relationship between the mean from a par-
ticular sample and the population mean?

 (A) The sample mean is the same as the 
population mean.

 (B) The sample mean is the best esti-
mate of the population mean.

 (C) Larger samples yield more precise 
estimates of the population mean.

 (D) Smaller samples yield more precise 
estimates of the sample mean.

 (E) Choices (B) and (C)
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Digging Deeper into 
Probabilities for Sample Means
412–415 The owner of a cookie factory 
manufactures chocolate chip cookies to very precise 
specifications. The cookie population weight has 
a mean of 12 grams and a population standard 
deviation of 0.1 grams.

 412. The statistician who works at the factory 
pulls a random sample of 36 cookies from 
the most recent batch one day and discov-
ers that the average weight of a cookie in 
that sample is 12.011 grams. What is the 
probability of getting a value this close or 
closer to the mean?

 413. The statistician who works at the factory 
pulls a random sample of 49 cookies from 
the most recent batch one day and discov-
ers that the average weight of a cookie in 
that sample is 12.004 grams. What is the 
probability of getting a value this close or 
closer to the mean?

 414. The statistician who works at the factory 
pulls a random sample of 36 cookies from 
the most recent batch one day and discov-
ers that the average weight of a cookie in 
that sample is 12.02 grams. What is the 
probability of getting a value this close or 
closer to the mean?

 408. If �=50, �=16, and n = 64, what is the 
probability of finding a sample average 10 
or more units from the population 
average?

 409. If �=50, �=16, and n = 16, and if the 
 population is normally distributed, what is 
the probability of finding a sample average 
10 or more units from the population 
average?

 410. If �=0, �=160, and n = 100, what is the 
probability of finding a sample average 
10 or more units from the population 
average?

 411. A medical technician is told that the mean 
white blood cell count in the population is 
7,250 white blood cells per microliter of 
blood with a standard deviation of 1,375, 
but the technician doesn’t know whether 
white blood cell counts are normally dis-
tributed in the population. The technician 
takes 40 tubes of blood from different ran-
domly selected people and gets a mean 
white blood cell count of x̄=7,616 averag-
ing across the 40 tubes. What is the prob-
ability of getting a sample mean this high 
or higher?
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Figuring Out the Standard 
Error of the Sample Proportion
420–423 Calculate the standard error of the sample 
proportion in the following problems.

 420. If p = 0.9 and n = 100 in a binomial distribu-
tion, what is the standard error of the 
sample proportion?

 421. If p = 0.1 and n = 100 in a binomial distribu-
tion, what is 𝜎p̂?

 422. If p = 0.5 and n = 100 in a binomial distribu-
tion, what is 𝜎p̂?

 423. If p = 0.67 and n = 60 in a binomial distribu-
tion, what is 𝜎p̂?

Using the Central Limit 
Theorem for Proportions
424–425 Determine how to use the central limit 
theorem for proportions in the following problems.

 424. If a researcher wants to study a binomial 
population where p = 0.1, what is the mini-
mum size n needed to make use of the 
 central limit theorem?

 415. The statistician who works at the factory 
pulls a random sample of 49 cookies from 
the most recent batch one day and discov-
ers that the average weight of a cookie in 
that sample is 12.02 grams. What is the 
probability of getting a value this close or 
closer to the mean?

Adding Proportions to the Mix
416  –419 Suppose that a researcher believes that 
gender bias exists in the presentation of zombies 
in movies. The researcher believes that exactly 
50% of all clearly gendered zombies should be 
female if no bias is present. The researcher gets 
a list of all zombie movies ever made, randomly 
chooses 29 movies from the list, and then chooses 
a random spot in each movie to begin watching. 
The researcher codes the apparent gender of the 
first zombie that appears after the randomly chosen 
spot to begin watching. The results are that 20 of 29 
zombies are apparently female.

 416. Assuming that you’re interested in the 
proportion of female zombies, what is p̂? 
Round your answer to two decimal places.

 417. What is p? Round your answer to four deci-
mal places.

 418. What is 𝜎p̂? Round your answer to four 
decimal places.

 419. In the research scenario presented, can the 
central limit theorem be used?
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Finding Approximate 
Probabilities
429–431 These problems all have a binomial 
distribution. In each case, find the approximate 
probability that p̂≤0.25, using the central limit 
theorem if the appropriate conditions are met.

 429. p = 0.5, n = 10

 430. p = 0.5, n = 25

 431. p = 0.25, n = 40

Getting More Practice with 
Probabilities
432–435 Imagine that a fair coin is tossed 
repeatedly, and the total number of heads across all 
tosses is noted.

 432. If the coin is tossed 36 times, what is the 
probability of getting at least 21 heads?

 433. If the coin is tossed 50 times, what is the 
probability of getting at least ten heads?

 425. If a researcher wants to study a population 
proportion where p = 0.5, what is the mini-
mum size n needed to make use of the 
 central limit theorem?

Matching z-Scores to Sample 
Proportions
426–428 Calculate z-scores for observed sample 
proportions in the following problems.

 426. If p = 0.5, n = 10, and 𝜎p̂ = 0.1581, what 
z-score corresponds to an observed p̂ of 
0.25? Round your answer to two decimal 
places.

 427. If p = 0.5, n = 25, and 𝜎p̂ = 0.1, what z-score 
corresponds to an observed p̂ of 0.25?

 428. If p = 0.25 and n = 25, what z-score corre-
sponds to an observed p̂ of 0.25?
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 434. If the coin is tossed 100 times, what is the 
probability of getting more than 60 heads?

 435. A large corporation buys computers in bulk. 
It knows that a certain manufacturer guar-
antees that no more than 1% of its machines 
are defective. The corporation has 
observed a defect rate of 1.5% in 1,000 
machines it has bought from that company. 
If the manufacturer truly achieves the 
defect rate it claims, what is the probability 
of observing a defect rate at least as high as 
1.5% in a random sample of 1,000 
machines?

Digging Deeper into 
Approximate Probabilities
436 –440 A researcher begins with the knowledge 
that p = 0.3. The researcher finds p̂ as stated, using 
n trials given in the question. Find the approximate 
probability in each case.

 436. Given the information provided, what is the 
approximate probability of observing a 
proportion p̂ outside of the range 0.2 to 0.4, 
with 36 trials?

 437. Given the information provided, what is the 
probability of observing a proportion p̂ < 2 
in 36 trials?

 438. Given the information provided, what is the 
approximate probability of observing p̂ < 0.4 
with 36 trials?

 439. Using the information provided, what is the 
approximate probability of observing a 
sample proportion p̂ outside the range 0.2 
to 0.4 with 81 trials?

 440. What is the probability of observing a 
sample proportion p̂ in the range 0.2 to 0.4 
with 144 trials?



Chapter 8

Finding Room for a Margin of Error

A 
 margin of error is the “plus or minus” part you have to add to your statistical results 
to tell everyone you acknowledge that sample results will vary from sample to sample. 

The margin of error helps you indicate how much you believe those results could vary, with 
a certain level of confidence. Anytime you’re trying to estimate a number from a population 
(like the average gas price in the United States), you include a margin of error. And it’s never 
a good idea to assume that a margin of error is small if it’s not given.

The Problems You’ll Work On
The set of problems in this chapter focus solely on the margin of error. It’s related to the 
confidence interval, and it’s being given its own spotlight because it’s so important. Here’s 
what you’ll be working on:

 ✓	Understanding exactly what margin of error (MOE) means and when it’s used

 ✓	Breaking down the components of margin of error and seeing the role of each 
component

 ✓	Examining the factors that increase or decrease the margin of error and the way they 
do so

 ✓	Working on margin of error for population means as well as a few population 
proportions

 ✓	Interpreting the results of a margin of error properly

What to Watch Out For
As you work through the problems in this chapter, pay special attention to the following:

 ✓	Knowing exactly what happens when certain values in a margin of error change

 ✓	Understanding the relationship between values of z and the confidence level needed 
for a margin of error

 ✓	Accurately calculating the sample size needed to get a particular margin of error you 
want

 ✓	Keeping your level of understanding high and not getting buried in the calculations
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 445. What is the margin of error for estimating a 
population mean given the following infor-
mation and a confidence level of 95%?

   �=5

   n = 500

 446. What is the margin of error for estimating a 
population mean given the following infor-
mation and a confidence level of 95%?

   �=$10,000

   n = 40

Using the Formula for Margin 
of Error When Estimating a 
Population Mean
447–449 A researcher conducted an Internet survey 
of 300 students at a particular college to estimate 
the average amount of money students spend on 
groceries per week. The researcher knows that 
the population standard deviation, �, of weekly 
spending is $25. The mean of the sample is $85.

 447. What is the margin of error if the researcher 
wants to be 99% confident of the result?

 448. What is the margin of error if the researcher 
wants to be 95% confident in the result?

 449. What is the lower limit of an 80% confi-
dence interval for the population mean, 
based on this data?

Defining and Calculating 
Margin of Error
441–446 Solve the following problems about margin 
of error basics.

 441. An opinion survey reports that 60% of all 
voters who responded to a phone call sup-
port a bond measure to provide more 
money for schools, with a margin of error 
of ± 4%. What does the term margin of 
error add to your knowledge of the survey 
results?

 442. A sports supplement maker claims that 
based on a random sample of 1,000 users 
of its product, 93% of all its users gain 
muscle and lose fat, with a margin of error 
of ± 1%. What critical information is miss-
ing from this claim?

 443. A poll shows that Garcia is leading Smith 
by 54% to 46% with a margin of error of 
± 5% at a 95% confidence level. What con-
clusion can you draw from this poll?

 444. What is the margin of error for estimating a 
population mean, given the following infor-
mation and a confidence level of 95%?

   �=15

   n = 100
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 454. If the sociologist can sample 100 women, 
what will the margin of error be?

 455. What is the smallest number of participants 
the sociologist can sample to estimate the 
average nuptial age for the population, with 
a margin of error of only two years?

Getting More Practice with 
the Formula for Margin 
of Error
456–460 Two hundred airplane engine screws are 
to be sampled from a factory run of many thousands 
of screws to estimate the average length of all the 
screws (in millimeters).

 456. Assuming that �=0.01 millimeters and 
you’re using a 99% level of confidence, find 
the margin of error for estimating the pop-
ulation mean.

 457. Assuming that �=0.05 millimeters and 
you’re using a 99% level of confidence, 
what is the margin of error for estimating 
the population mean?

 458. Assuming that �=0.10 millimeters and 
you’re using a 99% level of confidence, 
what is the margin of error for estimating 
the population mean?

Finding Appropriate  
z*-Values for Given 
Confidence Levels
450–452 Use Table A-4 to find the appropriate 
z*-value for the confidence levels given except 
where noted.

 450. Table A-1 (the Z-table) and Table A-4 in the 
appendix are related but not the same. To 
see the connection, find the z*-value that 
you need for a 95% confidence interval by 
using Table A-1.

 451. What is the z*-value for a 99% confidence 
level?

 452. What is the z*-value for a confidence level 
of 80%?

Connecting Margin of Error  
to Sample Size
453–455 A sociologist is interested in the average 
age women get married. The sociologist knows 
that the population standard deviation of age at 
first marriage is three years for both men and 
women and hasn’t changed for the last 60 years. 
The sociologist would like to demonstrate with 95% 
confidence that the mean age of the first marriage 
for women now is higher than the mean age in 1990, 
which was 24 years old.

 453. If the sociologist can sample only 50 
women, what will the margin of error be?
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 462. A survey of 10,000 randomly selected 
adults from across Europe finds that 53% 
are unhappy with the euro. What is the 
margin of error for estimating the propor-
tion among all Europeans who are dissat-
isfied with the euro? (Use a confidence 
level of 95%.) Give your answer as a 
percentage.

 463. A county election office wants to plan for 
having enough poll workers for election 
day, so it conducts a telephone survey to 
estimate what proportion of those who 
are eligible to vote intend to do so. The 
office calls 281 eligible people in the com-
munity and finds that 135 of them intend 
to vote. What is the margin of error for 
estimating the population proportion, 
using a 99% confidence level? Give your 
answer as a percentage.

 464. A sample of 922 households finds that the 
proportion with one or more dogs is 0.46. 
The margin of error is reported as 2.7%. 
What confidence level is being used in 
this confidence interval for a 
proportion?

 459. Margin of error can help factories determine 
whether they’re manufacturing parts within 
a satisfactory range of dimensions. Suppose 
that a factory discovers that the average 
weights of the parts it’s making have a 
margin of error (with 99% confidence) that 
is twice as large as it should be, when they 
tried to estimate the average size of the 
parts. What step could the factory take 
regarding sample size, if it wants to reduce 
the margin of error by half?

 460. An unscrupulous factory owner found that 
the margin of error for estimating the aver-
age size of a factory-produced part is twice 
as large as it should be. One way of fixing 
this is to make sure that the manufacturing 
processes are all very consistent, but doing 
so is expensive and the factory owner 
didn’t want to go to that much cost and 
trouble. The factory owner was instantly 
able to report to the board of directors 
that he had cut the margin of error by a 
little more than half. Assuming no changes 
were made in the manufacturing process, 
what deceptive action might the factory 
owner have done to achieve this result?

Linking Margin of Error and 
Population Proportion
461–464 Solve the following problems related to 
margin of error and population proportion.

 461. A market researcher samples 100 people to 
find a confidence interval for estimating 
the average age of their customers. She 
finds that the margin of error is three times 
larger than she wants it to be. How many 
people should the researcher add to the 
sample to bring the margin of error down 
to the desired size?
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Confidence Intervals: Basics for Single 
Population Means and Proportions

S 
uppose that you want to find the value of a certain population parameter (for example, 
the average gas price in Ohio). If the population is too large, you take a sample (such as 

100 gas stations chosen at random) and use those results to estimate the population param-
eter. Knowing sample results vary, you attach a margin of error (plus or minus), to cover 
your bases. Put it all together and you get a confidence interval — a range of likely values for 
the population parameter.

The Problems You’ll Work On
The problems in this chapter give you practice calculating and interpreting some basic 
confidence intervals. Here are the highlights:

 ✓	Calculating a confidence interval for a population mean when the population standard 
deviation is known (involves the Z-distribution) or unknown (involves a t-distribution)

 ✓	Calculating a confidence interval for a population proportion when the sample is large

 ✓	Finding and interpreting the margin of error of a confidence interval and what factors 
affect it

 ✓	Determining appropriate sample sizes required to achieve a certain margin of error

What to Watch Out For
When working through these problems, make sure you can do the following:

 ✓	Know when a confidence interval is needed — the word estimate is your cue.

 ✓	Know which conditions to check before deciding which formula to use.

 ✓	Understand each part of a confidence interval, what its role is, and how it can be 
affected.

 ✓	Focus particularly on how the results are interpreted (explained in real language) 
instead of focusing just on the calculations.
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 467. Which of the following statements is a 
valid argument for drawing a sample of 
size 500 rather than size 100?

 (A) The larger sample will produce a less-
biased estimate of the sample mean.

 (B) The larger sample will produce a 
more precise estimate of the popula-
tion mean.

 (C) The 95% confidence interval calcu-
lated from the larger sample will be 
narrower.

 (D) Choices (B) and (C)

 (E) Choices (A), (B), and (C)

 468. Which of the following statements is true 
regarding the sample mean of $45?

 (A) It is the same as the population mean.

 (B) It is a good number to use to esti-
mate the population mean.

 (C) If you drew another sample of 100 
from the same population, you would 
expect the sample mean to be 
exactly $45.

 (D) Choices (A) and (C)

 (E) None of the above

Checking Out Components  
of Confidence Intervals
469–484 Solve the following problems about 
confidence interval components.

 469. Consider the following samples of n = 5 
from a population. Without doing any cal-
culations, which would you expect to have 
the widest 95% confidence interval if 
you’re using the sample to estimate the 
population mean?

  Sample A: 5, 5, 5, 5, 5

  Sample B: 5, 6, 6, 6, 7

  Sample C: 5, 6, 7, 8, 9, 10

  Sample D: 5, 6, 7, 8, 9, 20

Introducing Confidence 
Intervals
465–468 A clothing store is interested in the 
mean amount spent by all of its customers during 
shopping trips, so it examines a random sample 
of 100 electronic cash-register records and 
discovers that, among those who made purchases, 
the average amount spent was $45 with a 95% 
confidence interval of $41 to $49.

 465. Which of the following are true statements 
regarding the 95% confidence interval for 
this data?

 (A) If the same study were repeated 
many times, about 95% of the time 
the confidence interval would 
include the average money spent 
from the sample, which is $45.

 (B) If the same study were repeated 
many times, about 95% of the time, 
the confidence interval would con-
tain the average money spent for all 
the customers.

 (C) There is a 95% probability that the 
average money spent for all the cus-
tomers is $45.

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 466. Which of the following is a reason for 
reporting a confidence interval as well as a 
point estimate for this data?

 (A) The store studied a sample of sales 
records rather than the entire popu-
lation of sales records.

 (B) The confidence interval is certain to 
contain the population parameter.

 (C) Because sample results vary, the 
sample mean is not expected to cor-
respond exactly to the population 
mean, so a range of likely values is 
required.

 (D) Choices (A) and (B)

 (E) Choices (A) and (C)
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 475. If all other factors are equal, which sample 
size results in the narrowest confidence 
interval?

 (A) n = 200

 (B) n = 500

 (C) n = 1,000

 (D) n = 2,500

 (E) n = 5,000

 476. A hospital is considering what size sample 
to draw in a study of the accuracy of its 
clinical records. If it decides to use a 
random sample of 500 records, rather than 
a random sample of 200 records, which of 
the following statements is true?

 (A) The sample of 500 will have a wider 
95% confidence interval.

 (B) The sample of 500 will have a nar-
rower 95% confidence interval.

 (C) The width of the 95% confidence 
interval will not be affected by the 
sample size.

 (D) The sample of 500 will produce a 
more precise estimate of the popula-
tion mean.

 (E) Choices (B) and (D)

 477. What is the relationship between the confi-
dence level and the width of the confi-
dence interval?

 470. When analyzing the same sample of data, 
which confidence interval would have the 
widest range of values?

 (A) one with a confidence level of 80%

 (B) one with a confidence level of 90%

 (C) one with a confidence level of 95%

 (D) one with a confidence level of 98%

 (E) one with a confidence level of 99%

 471. How will the confidence interval be 
affected if the confidence level increases 
from 95% to 98%?

 472. With all factors remaining equal, why does 
increasing the confidence level increase 
the width of the confidence interval?

 473. A survey of 100 Americans reports that 
65% of them own a car. The 95% confi-
dence interval for the percentage of all 
American households who own one car is 
60% to 70%. What is the margin of error for 
the confidence interval in this example?

 474. If all other factors stay the same, which 
sample size will create the widest confi-
dence interval?

 (A) n = 100

 (B) n = 200

 (C) n = 300

 (D) n = 500

 (E) n = 1,000
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 478. Assume that Population A has substan-
tially less variability than Population B. 
Comparing samples of the same size, and 
confidence intervals of the same confi-
dence level, which of the following state-
ments is true?

 (A) The confidence intervals related to 
Populations A and B are expected to 
be the same.

 (B) The confidence interval related to 
Population A is expected to be wider.

 (C) The confidence interval related to 
Population A is expected to be 
narrower.

 (D) It depends on how the data was 
collected.

 (E) Not enough information to tell.

 479. A university is planning to study student 
satisfaction with technological services on 
campus, based on a survey of a random 
sample of students. Which of the following 
statements is true?

 (A) A confidence level of 80% will pro-
duce a wider confidence interval 
than a confidence level of 90%.

 (B) A confidence level of 80% will pro-
duce a narrower confidence interval 
than a confidence level of 90%.

 (C) A sample of 300 students will pro-
duce a narrower confidence interval 
than a sample of 150 students.

 (D) Choices (A) and (C)

 (E) Choices (B) and (C)

 480. The following samples are drawn from dif-
ferent populations. Assuming that the 
samples are accurate reflections of the 
variability of the populations and the same 
confidence level is used for each, which 
sample will have the widest confidence 
interval?

  Sample A: 10, 20, 30, 40, 50, 60, 70, 80, 
90, 100

  Sample B: 1, 2, 3, 40, 50, 60, 70, 800, 
900, 1000

  Sample C: 41, 42, 43, 44, 45, 46, 47, 48, 
49, 50

  Sample D: 10, 15, 20, 21, 22, 23, 24, 25, 
30, 35

  Sample E: 510, 520, 530, 540, 550, 560, 
570, 580, 590, 600

 481. A random sample of 100 people taken from 
which of the following populations will 
yield the widest confidence interval for 
the mean income?

 (A) workers ages 22 to 30 who live in 
Denver

 (B) all U.S. workers ages 22 to 30

 (C) all U.S. workers ages 16 to 22

 (D) all workers ages 22 to 30 who live in 
North America (Canada, the U.S., and 
Mexico), adjusted in U.S. dollars

 (E) all workers ages 22 to 30 who live in 
U.S. cities with populations of fewer 
than 10,000 people

 482. A random sample of 100 taken from which 
of the following populations will yield the 
narrowest confidence interval for average 
height?

 (A) children ages 1 to 5

 (B) children ages 5 to 10

 (C) children ages 10 to 16

 (D) teenagers ages 13 to 19

 (E) adults ages 55 to 65
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Interpreting Confidence 
Intervals
485–489 Solve the following problems about 
interpreting confidence intervals.

 485. A sample of the heights of boys in a school 
class shows the mean height is 5 feet 
9 inches. The margin of error is ± 4 inches 
for a 95% confidence interval. Which of the 
following statements is true?

 (A) The 95% confidence interval for the 
mean height of all the boys is 
between 5 feet 5 inches and 6 feet 
1 inch.

 (B) The mean of any one sample has a 
95% chance of being between 5 feet 
5 inches and 6 feet 1 inch.

 (C) Based on the data, the sample mean 
height is 5 feet 9 inches, and 95% of 
all the boys will be between 5 feet 
5 inches and 6 feet 1 inch.

 (D) It means that based on the sample 
data, 95% of the heights are calculated 
to have a mean of 5 feet 9 inches, 5% 
of the boys are more than 4 inches 
shorter and 5% are at least 4 inches 
taller than 5 feet 9 inches.

 (E) It means that a boy randomly 
selected from the class has a 95% 
chance of having a height between 
5 feet 5 inches and 6 feet 1 inch.

 486. A sample of college students showed that 
they earned a mean summer income of 
$4,500. The margin of error is ± $400 for a 
95% confidence interval. What does this 
mean?

 483. Which of the following samples will yield 
the widest confidence interval for the 
same population mean?

 (A) one with confidence level 95%, 
n = 200, and �=8.5

 (B) one with confidence level 95%, 
n = 200, and �=12.5

 (C) one with confidence level 95%, 
n = 400, and �=8.5

 (D) one with confidence level 80%, 
n = 200, and �=8.5

 (E) one with confidence level 80%, 
n = 400, and �=8.5

 484. Which of the following will decrease the 
margin of error of a confidence interval?

 (A) Increase the sample size from 200 to 
1,000 subjects.

 (B) Decrease the confidence level from 
95% to 90%.

 (C) Increase the confidence level from 
95% to 98%.

 (D) Choices (A) and (B)

 (E) Choices (A) and (C)
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 487. Which of the following correctly describes 
the margin of error?

 (A) The margin of error is the percentage 
of errors that were made in taking 
the sample.

 (B) The margin of error is an estimate 
that adjusts for the false reporting by 
the people surveyed.

 (C) The margin of error is used to calcu-
late a range of likely values for a pop-
ulation parameter, based on a 
sample.

 (D) The margin of error identifies the 
quality of the sampling methods. A 
margin of error ± 5% indicates a well-
designed study.

 (E) The margin of error shows the dis-
tance of the sample results from the 
population mean.

 488. A sample of college students found that 
the mean amount that students spend on 
books, supplies, and lab fees was $450 per 
semester, with a margin of error of ± $50. 
The confidence level for these results is 
99%. Based on these results, which of the 
following statements is true about the 
margin of error?

 (A) The margin of error means that 99% 
of the fees on books are within $50 of 
each other.

 (B) The margin of error measures the 
amount by which your sample 
results could change, with 99% 
confidence.

 (C) The margin of error means you have 
to adjust your results by $50 to 
account for inaccurate reporting by 
the people surveyed.

 (D) The margin of error identifies the 
quality of the sampling methods. 
A margin of error ± $50 indicates a 
poorly designed study.

 (E) The margin of error shows that the 
total range of all the purchases on 
average was $400 to $500, and the 
mean was $450.

 489. A poll of 1,000 likely voters showed that 
Candidate Smith had 48% of the vote, and 
Candidate Jones had 52% of the vote. The 
margin of error was ± 3%, and the confi-
dence level was 98%. Who is most likely to 
win the election?

Spotting Misleading 
Confidence Intervals
490–494 Solve the following problems about 
misleading confidence intervals.

 490. In a survey, 6,500 of the first 10,000 fans at 
a football game chose chocolate ice cream 
as their favorite flavor. The ice-cream com-
pany running the survey then claims that 
65% of all Americans prefer chocolate ice 
cream over other flavors, based on this 
survey. Which of the following choices best 
describes the conclusions of the ice-cream 
company?

 (A) The survey has a built-in bias.

 (B) The survey will have valid results 
because the sample size is high.

 (C) The results are biased because the 
confidence interval is too wide when 
only 10,000 people respond.

 (D) The survey isn’t valuable because it 
doesn’t list the choices of flavors 
made by the other fans.

 (E) The results of the survey are biased 
because it didn’t account for people 
who don’t like ice cream.
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 492. A company conducted a random online 
survey of 1,000 visitors to its website 
during the past three months. The sample 
showed that the visitors had a mean of 
five online purchases at all Internet sites 
during the past 12 months. The margin of 
error was ± 0.6 purchases with a confi-
dence level of 95%. So the company con-
cludes that the average number of online 
purchases for all visitors to its website 
during the past three months is 5, plus or 
minus 0.6. Which of the following choices 
best describes the survey?

 (A) The survey can be used by the com-
pany to help predict the spending 
habits of all its website visitors 
during the year.

 (B) The survey can be used only by the 
company as part of its analysis of the 
Internet spending habits of all visi-
tors to its website during the last 
three months.

 (C) The survey can be used by the com-
pany as part of its analysis of the 
Internet spending habits of all of its 
customers (in-store and website) 
during the last three months.

 (D) The sample is faulty and unusable 
because it surveys visitors to its 
website only, not necessarily those 
who make purchases.

 (E) The survey is faulty because it’s 
based on too small of a sample.

 491. A company took a random sample of 30 
first-year employees and asked them their 
level of satisfaction with their jobs. It 
found that 80% of those sampled were 
“very happy” with their employment, ± 3% 
at a confidence level of 95%. The company 
took this information and reported that 
80% of all its employees were very happy 
with their jobs, ± 3%. There is at least one 
problem with the company’s reported 
results. Choose the answer(s) that best 
describes the problem(s).

 (A) The survey is accurate because it’s 
based on a random sample.

 (B) The survey is biased because it was 
based only on first-year employees, 
who may feel differently about their 
jobs than other employees.

 (C) The survey is misleading because it 
doesn’t report the results of the 
other first-year employees.

 (D) The sample size is only 30. The 
margin of error must be higher than 
3% based on the size of the sample 
and the confidence level.

 (E) Choices (B) and (D)
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 493. Over a three-month period, a random 
sample of teenagers visiting a local movie 
theater was asked how many times they 
went to a movie in the last year. The pur-
pose of the survey is to estimate the aver-
age number of movies a teenager attended 
in the last year. The results of the survey 
were as follows:

  n = 1,000 teenagers

  x̄=4.5 visits

  MOE = 0.7 visits

  Confidence level = 95%

  Which of the following choices best 
describes the survey?

 (A) The results are invalid because the 
survey was done at a movie theater.

 (B) The 95% confidence interval for the 
average number of movies attended 
by any teenager is between 3.1 and 
5.9 visits per year and is valid 
because that’s what the formula tells 
you to calculate.

 (C) This survey isn’t a valid method for 
estimating how many times teenag-
ers visited movie theaters in the past 
12 months because the survey was 
taken only over a three-month 
period.

 (D) This survey isn’t valid because it was 
based only on a sample and not the 
population of all teenagers.

 (E) Choices (A) and (C)

 494. A Colorado fashion magazine that has 
2 million readers found in a mail-in survey 
with 5,800 responses that 56% of respon-
dents chose Colorado as their favorite 
place to live, ± 2% with a confidence level 
of 98%. Which of the following choices 
best describes the survey?

 (A) The sample is probably based on a 
representative sample of the maga-
zine’s readers because it’s so large.

 (B) The sample isn’t based on a repre-
sentative sample of the magazine’s 
readers.

 (C) Because the magazine is based on 
Colorado, more readers are likely to 
buy the magazine who are from 
Colorado; therefore, they’d be more 
likely to vote it as the best place to 
live.

 (D) The sample results are likely biased 
because the respondents had to 
make the effort to mail back the 
survey.

 (E) Choices (B), (C), and (D)
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 497. An apple orchard harvested ten trees of 
apples. From a random sample of 50 apples, 
the mean weight of an apple was 7 ounces. 
The population standard deviation is 
1.5 ounces. What is the confidence interval 
if 99% is the confidence level?

 498. A random sample of 200 students at a uni-
versity found that they spent an average of 
three hours a day on homework. The stan-
dard deviation for all the university’s stu-
dents is one hour. What is the confidence 
interval if 90% is the confidence level?

 499. Analysis of a random sample of 200 people 
ages 18 to 22 showed that a person spent 
an average of $32.50 on a typical outing 
with a friend. The population standard 
deviation for this age group is $15.00. 
What is the confidence interval if 95% is 
the confidence level?

 500. A random sample of 150 people over age 
17 showed that a person spent an average 
of 30 minutes a day on vigorous exercise. 
The population standard deviation for 
exercise for this age group is 15 minutes. 
What is the confidence interval if 90% is 
the confidence level?

 501. A random sample of 200 college graduates 
showed that a person made an average of 
$36,000 income in the first year after grad-
uation. The standard deviation for income 
for all first-year college graduates is 
$8,000. What is the confidence interval if 
95% is the confidence level?

Calculating a Confidence 
Interval for a Population 
Mean
495–522 Calculate confidence intervals for 
population means in the following problems.

 495. In a random sample of 50 intramural bas-
ketball players at a large university, the 
average points per game was 8, with a 
standard deviation of 2.5 points and a 95% 
confidence level. Which of the following 
statements is correct?

 (A) With 95% confidence, the average 
points scored by all intramural bas-
ketball players is between 7.3 and 
8.7 points.

 (B) With 95% confidence, the average 
points scored by all intramural bas-
ketball players is between 7.7 and 
8.4 points.

 (C) With 95% confidence, the average 
points scored by all intramural bas-
ketball players is between 5.5 and 
10.5 points.

 (D) With 95% confidence, the average 
points scored by all intramural 
basketball players is between 7.2 and 
8.8 points.

 (E) With 95% confidence, the average 
points scored by all intramural 
basketball players is between 7.6 and 
8.4 points.

 496. On the SAT Math test, a random sample of 
the scores of 100 students in a high school 
had a mean of 650. The standard deviation 
for the population is 100. What is the con-
fidence interval if 99% is the confidence 
level?



84 Part I: The Questions 

 502. A random sample of 300 trips by a city bus 
along a specific route showed that the 
average time to complete the bus route 
was 45 minutes. The standard deviation 
for all trips on this bus route is 3 minutes. 
What is the confidence interval if 95% is 
the confidence level?

 503. A random sample of 1,100 travel itinerary 
requests on an airline ticket website 
showed that the average itinerary request 
took 4.5 seconds to be calculated and 
displayed to the traveler. The standard 
deviation for all itinerary requests is 
2 seconds. What is the confidence interval 
if 98% is the confidence level?

 504. A random sample of 200 MP3 players on an 
assembly line showed that the average 
amount of time to assemble an MP3 player 
was 12.25 minutes. The population stan-
dard deviation for assembly is 2.15 min-
utes. What is the confidence interval if 95% 
is the confidence level?

 505. A random sample of 300 university stu-
dents found that the average distance to 
the hometown of a student was 125 miles. 
The standard deviation for the distance 
for all students at the university is 
40 miles. What is the confidence interval 
if 90% is the confidence level?

 506. A random sample of 75 data entry special-
ists at a data center found that specialists 
made an average of 2.7 errors out of 10,000 
data items. The standard deviation for the 
errors made by all specialists at the bank 
is 0.75 per 10,000 items. What is the confi-
dence interval if 95% is the confidence 
level?

 507. A random sample of 500 bats (of the type 
that has a standard length of 38 inches) 
made for major league baseball players 
found that the average bat had a length of 
38.01 inches. The standard deviation for 
all 38-inch bats is 0.01 inches. What is the 
confidence interval if 99% is the confi-
dence level?

 508. A random sample of 2,000 special valve 
parts for an engine resulted in an average 
length of 3.2550 centimeters. The standard 
deviation for the population of special 
valve parts is 0.025 centimeters. What is 
the confidence interval if 99% is the confi-
dence level?

 509. A random sample of 40 purchases of 
medium-quality hardwood purchased over 
a 12-month period by a furniture maker 
from different suppliers showed a mean 
cost of $0.78 per board foot. The standard 
deviation for the year for all wood pur-
chased was $0.12 per board foot. What is 
the confidence interval if 95% is the confi-
dence level?
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 515. A random sample of 20 visitors leaving a 
museum found that they spent an average 
of three hours in the museum, with a 
sample standard deviation of one hour. 
What is the confidence interval if 90% is 
the confidence level?

 516. A random sample of 50 1-pound loaves of 
bread at a bakery found that the mean 
weight was 18 ounces, with a sample stan-
dard deviation of 1.5 ounces. What is the 
confidence interval if 90% is the confi-
dence level?

 517. A random sample of ten people shopping 
at a grocery store found that they visited 
the store an average of 2.8 times per 
month, with a sample standard deviation 
of 2 visits. You know from previous 
research that the number of shopping 
visits each month is approximately nor-
mally distributed. What is the confidence 
interval if 80% is the confidence level?

 518. A random sample of 18 first-year students 
at a university found that they watched an 
average of five movies a month (whether 
in theaters, online, or on DVD), with a 
population standard deviation of three 
movies. What is the confidence interval if 
90% is the confidence level?

 510. A standardized math test was given to a 
random sample of 25 first-year college 
students. Their mean score was 84% with 
a sample standard deviation of 5%. What is 
the confidence interval if 95% is the confi-
dence level?

 511. A random sample of 25 households found 
that the mean size household had 
3.4 people, with a sample standard devia-
tion of 0.8 people. What is the confidence 
interval if 90% is the confidence level?

 512. A random sample of 30 teenagers found 
that the average number of social network 
friends each person had was 85, with a 
sample standard deviation of 50 friends. 
What is the confidence interval if 95% is 
the confidence level?

 513. A random sample of 24 first-year college 
students found that the students traveled 
an average of 400 miles on the longest trip 
they took last year, with a sample standard 
deviation of 300 miles. What is the confi-
dence interval if 95% is the confidence 
level?

 514. A random sample of 20 shoppers leaving a 
mall found that they spent an average of 
$78.50 that day, with a sample standard 
deviation of $50.75. What is the confidence 
interval if 95% is the confidence level?
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Determining the Needed 
Sample Size
523–529 Figure out the sample size needed in the 
following problems.

 523. A physician wants to estimate the average 
BMI (body mass index, a measure that 
combines information about height and 
weight) for her adult patients. She decides 
to draw a sample of clinical records and 
retrieve this information from them. She 
wants an estimate with a margin of error of 
1.5 units of BMI, with 95% confidence, and 
believes that the national population stan-
dard deviation of adult BMI of 4.5 also 
applies to her patients. She knows that 
BMI is approximately normally distributed 
for adults. How large a sample does she 
need to draw?

 524. A physician wants to estimate the height 
of 6-year-old boys in her community, using 
a random sample drawn from administra-
tive records. She wants an estimate with a 
margin of error of 0.5 inches, with 95% 
confidence, and believes that the popula-
tion standard deviation of 1.8 inches 
applies to her population. She also knows 
that height is approximately normally 
distributed for this population. How large 
a sample does she need to draw?

 525. You want to estimate the average height of 
10-year-old boys in your community. The 
population standard deviation is 3 inches. 
What size sample do you need for a margin 
of error of no more than ± 1 inch and a 
confidence level of 95% when constructing 
a confidence interval for the mean height 
of all 10-year-old boys?

 519. A random sample of 25 visitors to an 
amusement park found that they spent an 
average of $32.00 that day while at the 
park. The population standard deviation is 
$6.00. What is the confidence interval if 
99% is the confidence level?

 520. In calculating the sample sizes needed for 
a particular margin of error, which of the 
following results will be rounded to 118 
(the number of subjects required)?

 (A) 117.2

 (B) 117.6

 (C) 118.1

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 521. In calculating the sample sizes needed for 
a particular margin of error, how would 
the following results be rounded: 121.1, 
121.5, 131.2, and 131.6?

 522. Although in general terms researchers like 
to have larger rather than smaller sample 
sizes, to get more precise results, what are 
some limiting factors on the sample size 
used in a study?

 (A) A larger sample often means greater 
costs.

 (B) It may be difficult to recruit a larger 
sample (for example, if you’re 
 studying people with a rare disease).

 (C) At some point, increasing the sample 
size may not significantly improve 
precision (for instance, increasing 
the sample size from 3,000 to 3,500).

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)
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Introducing a Population 
Proportion
530–536 A random sample of 100 students at a 
university found that 38 students were thinking of 
changing their major.

 530. You were asked to report both a point esti-
mate (a single number) and a confidence 
interval (range of values) for your survey. 
Why would the confidence interval be 
requested?

 (A) You may make a mistake with your 
calculations.

 (B) You are using sample data to esti-
mate a parameter.

 (C) If you drew a different sample of the 
same size, you would expect the 
results to be slightly different.

 (D) Choices (B) and (C)

 (E) Choices (A), (B), and (C)

 531. What does 0.38 represent in this example?

 (A) the proportion of students at the uni-
versity who are thinking of changing 
their major

 (B) the number of students at the univer-
sity who are thinking of changing 
their major

 (C) an estimate of the proportion of all 
students at the university who are 
thinking of changing their major

 (D) the proportion of students in the 
sample of 100 who are thinking of 
changing their major

 (E) Choices (C) and (D)

 526. You want to take a sample that measures 
the weekly job earnings of high-school 
students during the school year. The popu-
lation standard deviation is $20. What size 
sample do you need for a margin of error 
of no more than ± $5 and a confidence 
level of 99% when constructing a confi-
dence interval for the mean weekly earn-
ings of all high-school students?

 527. You want to take a sample that measures 
the weekly job earnings of university stu-
dents during the school year. The popula-
tion standard deviation is $55. What size 
sample do you need for a margin of error 
of no more than ± $10 and a confidence 
level of 90% when constructing a confi-
dence interval for the mean weekly earn-
ings of all university students?

 528. You want to take a sample that measures 
the amount of sleep university students get 
each night. The population standard devia-
tion is 1.2 hours. What size sample (number 
of students) do you need for a margin of 
error of no more than ± 0.25 hours and a 
confidence level of 95% when constructing 
a confidence interval for the mean amount 
of sleep of all university students?

 529. You want to take a sample that measures 
the attendance at women’s Division I uni-
versity basketball games. The population 
standard deviation is 2,300. What size 
sample (number of games) do you need 
for a margin of error of no more than ± 800 
and a confidence level of 95% when con-
structing a confidence interval for the 
mean attendance at all such games?
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Connecting a Population 
Proportion to a Survey
537–539 A website ran a random survey of 
200 customers who purchased products online 
in the past 12 months. The survey found that 
150 customers were “very satisfied.”

 537. What are the sample proportion and the 
standard error for the sample proportion, 
based on this data?

 538. With a 95% confidence level, what is the 
margin of error for the estimate of the 
proportion of all customers who pur-
chased products online in the past 
12 months?

 539. With a 99% confidence level, what is the 
confidence interval for the proportion of 
all customers who purchased products 
online in the past 12 months? Round to 
two decimal places.

Calculating a Confidence 
Interval for a Population 
Proportion
540–545 Assume that you have a random sample 
of 80 with a sample proportion of 0.15.

 540. Can you use the normal approximation to 
the binomial for this data?

 532. Can you use the normal approximation to 
the binomial to calculate a confidence 
interval for this data? Why or why not?

 533. What is the standard error of p̂?

 534. With all other relevant values being fixed, 
which of the following confidence levels 
will result in the widest confidence 
interval?

 (A) 80%

 (B) 90%

 (C) 95%

 (D) 98%

 (E) 99%

 535. At a confidence level of 90%, what is the 
confidence interval for the proportion of 
all students thinking of changing their 
major?

 536. At a confidence level of 95%, what is the 
confidence interval for the proportion of 
all students thinking of changing their 
major?



89 Chapter 9: Confidence Intervals: Basics for Single Population Means and Proportions

Digging Deeper into 
Population Proportions
546–547 Solve the following problems about 
confidence intervals and population proportions.

 546. Assume that the 95% confidence interval 
for a population proportion based on a 
certain data set is 0.20 to 0.30. Which of 
the following could be the 98% confidence 
interval for the population proportion 
using the same data?

 (A) 0.15 to 0.35

 (B) 0.21 to 0.29

 (C) 0.22 to 0.38

 (D) 0.23 to 0.27

 (E) 0.24 to 0.26

 547. Assume that the 95% confidence interval 
for a population proportion based on a 
certain data set is 0.20 to 0.30. Based on 
the same data and pertaining to the same 
population proportion, what level of confi-
dence could the interval 0.22 to 0.28 
represent?

 (A) 80%

 (B) 90%

 (C) 99%

 (D) Choice (A) or (B)

 (E) Choice (A), (B), or (C)

 541. With an 80% level of confidence, what is 
the confidence interval for the population 
proportion? Round your answer to four 
decimal places.

 542. With a 90% level of confidence, what is the 
confidence interval for the population 
proportion? Round your answer to four 
decimal places.

 543. With a 95% level of confidence, what is the 
confidence interval for the population 
proportion? Round your answer to four 
decimal places.

 544. Assuming a 98% confidence level, what is 
the confidence interval for the population 
proportion based on this data? Round 
your answer to four decimal places.

 545. Assuming a 99% confidence level, what is 
the confidence interval for the population 
proportion based on this data? Round 
your answer to four decimal places.
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 550. With a 95% confidence level, what is the 
margin of error for estimating the propor-
tion of all adults in the city who favor the 
new tax?

 551. With a 99% confidence level, what is the 
margin of error for estimating the propor-
tion of all adults in the city who favor the 
new tax?

 552. With an 80% level of confidence, what is 
the margin of error for estimating the pro-
portion of all adults in the city who favor 
the new tax?

Getting More Practice with 
Population Proportions
548–552 In a random sample of 160 adults in a 
large city, 88 were in favor of a new 0.5% sales tax. 
Assume that you can use the normal approximation 
to the binomial for this data.

 548. If you had only one number to use to esti-
mate the proportion of all the adults in the 
city who favor the new tax, what number 
would you use?

 549. What is the standard error for p̂?



Chapter 10

Confidence Inter vals for Two Population 
Means and Propor tions

M 
any real-world scenarios are looking to compare two populations. For example, what 
is the difference in survival rates for cancer patients taking a new drug compared to 

cancer patients on the existing drug? What is the difference in the average salary for males 
versus females? What’s the difference in the average price of gas this year compared to 
last year? All these questions are really asking you to compare two populations in terms of 
either their averages or their proportions to see how much difference exists (if any). The 
technique you use here is confidence intervals for two populations.

The Problems You’ll Work On
The problems in this chapter give you practice with the following:

 ✓	Calculating and interpreting confidence intervals for the difference in two popu-
lation means when the population standard deviations are known (involves the 
Z-distribution) or unknown (involves a t-distribution)

 ✓	Calculating and interpreting confidence intervals for the difference in two population 
proportions when the samples are large

What to Watch Out For
Keep the following in mind as you work through this chapter:

 ✓	This chapter is about the difference in the means, not the mean of the differences.

 ✓	When you look at the difference between two means (or two proportions), keep track 
of what populations you’re calling Population 1 and Population 2. Subtracting two num-
bers in the opposite order changes the sign of the results!

 ✓	If a confidence interval for a difference in means (or proportions) contains negative 
values, positive values, and zero, you can’t conclude that a difference exists.
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 557. With a 99% confidence level, what is the 
confidence interval for the difference 
between the percentage of males and 
females favoring Johnson among all likely 
voters?

Digging Deeper into 
Confidence Intervals and 
Population Proportions
558–560 A random survey found that 220 out of 300 
adults living in large cities (with populations of more 
than 1 million) wanted more state funding for public 
transportation. In small cities (with populations fewer 
than 100,000), 120 out 300 adults surveyed wanted 
more state funding. Call the population of adults living 
in large cities “Population 1” and the population 
of adults living in small cities “Population 2” while 
working these problems.

 558. If you had only one number to estimate the 
difference between the proportion of adults 
in large cities and the proportion of adults in 
small cities favoring increased state funding 
for public transportation, what number 
would you use?

 559. With a 90% confidence level, what is the 
confidence interval for the difference in the 
population proportions? Give your answer 
to four decimal places.

 560. With an 80% confidence level, what is the 
confidence interval for the difference in the 
population proportions?

Working with Confidence 
Intervals and Population 
Proportions
553–557 A random poll of 100 males and 100 females 
who were likely to vote in an upcoming election 
found that 55% of the males and 25% of the females 
supported candidate Johnson. Call the population of 
males “Population 1” and the population of females 
“Population 2” while working these problems.

 553. If you could use only one number to esti-
mate the difference in the proportions of 
all males and all females supporting candi-
date Johnson among all likely voters, what 
number would you use?

 554. What is the standard error for the estimate 
of the difference in proportions in the male 
and female populations?

 555. With a 95% confidence level, what is the 
confidence interval for the difference in the 
percentage of males and females favoring 
Johnson among all likely voters?

 556. With a 90% confidence level, what is the 
confidence interval for the difference in the 
percentage of males and females favoring 
Johnson among all likely voters?
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 564. Using a 98% confidence level, what is the 
confidence interval for the population dif-
ference in the mean heights of all 12th-grade 
boys compared to 12th-grade girls at this 
school? Round to the nearest hundredth.

 565. Suppose that you want a confidence inter-
val for the difference in the mean heights 
of all 12th-grade boys compared to all 
12th-grade girls at this school. In one case, 
you treat the population of boys as Popu-
lation 1 and the population of girls as 
Population 2. In another case, you switch 
the order and treat the population of girls 
as Population 1 and the population of boys 
as Population 2. How would the resulting 
confidence intervals differ?

Making Calculations When 
Population Standard 
Deviations Are Known
566–571 A random sample of 120 college students 
who were physics majors found that they spent 
an average of 25 hours a week on homework; the 
standard deviation for the population was 7 hours. 
A random sample of 130 college students who were 
English majors found that they spent an average 
of 18 hours a week on homework; the standard 
deviation for the population was 4 hours. Call the 
population of physics majors “Population 1” and the 
population of English majors “Population 2” while 
working these problems.

 566. Using a 90% confidence level, what is the 
margin of error for the estimated difference 
in average time spent on homework for col-
lege physics majors versus college English 
majors? Round to one decimal place.

Working with Confidence 
Intervals and Population  
Means
561–565 A random sample of 70 12th-grade boys in 
a high school showed a mean height of 71 inches. 
(Assume that among all boys in the high school, 
their heights have a population standard deviation of 
2 inches.) A random sample of 60 12th-grade girls in 
the same school showed a mean height of 67 inches. 
(Assume that among all girls in the high school, their 
heights have a population standard deviation of 
1.8 inches.) Call the population of boys “Population 
1” and the population of girls “Population 2” while 
working these problems.

 561. Using a 95% confidence level, what is the 
confidence interval for the population dif-
ference in the mean heights of all 12th-grade 
boys compared to 12th-grade girls at this 
school? Round to the nearest hundredth.

 562. Using an 80% confidence level, what is the 
confidence interval for the population dif-
ference in the mean heights of all 12th-grade 
boys compared to 12th-grade girls at this 
school? Round to the nearest hundredth.

 563. Using a 99% confidence level, what is the 
confidence interval for the population dif-
ference in the mean heights of all 12th-grade 
boys compared to 12th-grade girls at this 
school? Round to the nearest hundredth.
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 571. If your sample sizes were 35 English majors 
and 20 physics majors, how, if at all, would 
your calculation of confidence intervals 
differ?

Digging Deeper into 
Calculations When Population 
Standard Deviations Are Known
572–574 A random sample of 200 men in North 
America found that their average age at first 
marriage was 29 years old; the standard deviation 
for the population was 6 years. A random sample 
of 220 women in North America found that their 
average age at first marriage was 26 years old; the 
standard deviation for the population was 4 years. 
Call the group of men “Population 1” and the group 
of women “Population 2” while working these 
problems.

 572. For an 80% confidence level, what is the 
margin of error for the estimate of the 
 difference in average age at first marriage 
for men and women? Round your answer 
to the nearest tenth.

 573. For a 90% confidence level, what is the 
margin of error for the estimate of the 
 difference in average age at first marriage 
for men and women? Round your answer 
to the nearest tenth.

 574. For a 95% confidence level, what is the 
 confidence interval for the true difference 
in mean age at first marriage for men and 
women in North America? Round your 
answer to the nearest tenth.

 567. Using an 80% confidence level, what is the 
margin of error for the estimated differ-
ence in average time spent on homework, 
for college physics majors versus college 
English majors? Round to one decimal 
place.

 568. Using a 95% confidence level, what is the 
confidence interval for the true difference 
in average time spent on homework for 
college physics majors versus college 
English majors? Round your answer to the 
nearest tenth.

 569. Using a 99% confidence level, what is the 
confidence interval for the true difference 
in average time spent on homework for 
college physics majors versus college 
English majors? Round your answer to the 
nearest tenth.

 570. If you did not know the population stan-
dard deviations, how would your calcula-
tion of confidence intervals differ?

 (A) You would use t* from a t-distribution 
rather than z* from the standard 
normal distribution.

 (B) You would use the sample standard 
deviations rather than the popula-
tion standard deviations.

 (C) You would combine the sample sizes 
and divide the sum of the standard 
deviations by (n1 + n2).

 (D) Choices (A) and (B)

 (E) Choices (A), (B) and (C)
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 579. Using a 95% confidence level, what is the 
confidence interval for the true difference 
in the mean weights of all the 12th-grade 
and 9th-grade boys at this school? Round 
the endpoints to the nearest whole 
number.

 580. Using a 98% confidence level, what is the 
confidence interval for the true difference 
in the mean weights of the 12th-grade and 
9th-grade boys at this school? Round the 
endpoints to the nearest whole number.

Digging Deeper into Unknown 
Population Standard Deviations 
and Small Sample Sizes
581–584 A random sample of 20 men in North 
America found that their average annual income 
after five years of employment, in thousands of 
dollars, was 37, with a standard deviation for the 
sample of 3.5. A random sample of 25 women in 
North America found that their average income 
after five years of employment, in thousands 
of dollars, was 30, with a standard deviation 
for the sample of 3. Call the population of men 
“Population 1” and the population of women 
“Population 2” while working these problems.

 581. You want to calculate a confidence 
 interval for the true difference in average 
salaries for all men and women after five 
years of employment (in thousands of 
dollars). What degrees of freedom will 
you use?

Working with Unknown 
Population Standard Deviations 
and Small Sample Sizes
575–580 A random sample of 20 12th-grade boys in 
a high school showed a mean weight of 170 pounds 
with a sample standard deviation of 18 pounds. A 
random sample of 20 9th-grade boys in the same 
school showed a mean weight of 140 pounds with 
a sample standard deviation of 12 pounds. Call 
the population of 12th graders “Population 1” and 
the population of 9th graders “Population 2” while 
working these problems.

 575. What degrees of freedom will you use to 
calculate the confidence interval for the 
difference in weights?

 576. Using a 99% level of confidence, what is the 
margin of error for the estimated difference 
in mean weights between 12th-grade boys 
and 9th-grade boys at this school? Round to 
the nearest whole number of pounds.

 577. Using an 80% level of confidence, what is 
the margin of error for the estimated differ-
ence in mean weights between 12th-grade 
boys and 9th-grade boys at this school? 
Round to the nearest whole number of 
pounds.

 578. Using a 90% level of confidence, what is the 
margin of error for the estimated difference 
in mean weights between 12th-grade boys 
and 9th-grade boys at this school? Round to 
the nearest whole number of pounds.
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 582. With a 90% level of confidence, what is the 
margin of error for the estimated difference 
between average male and female salaries 
after five years of employment (in thou-
sands of dollars)? Round your answer to 
one decimal place.

 583. With a 95% level of confidence, what is the 
margin of error for the estimated differ-
ence between average male and female 
salaries after five years of employment? 
Round your answer to one decimal place.

 584. With a 99% level of confidence, what is the 
confidence interval for the true difference 
in average income between all North 
American men and women, after five years 
of employment? Round the confidence 
limits in your answer to one decimal place.
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Claims, Tests, and Conclusions

H 
ypothesis testing is a scientific procedure for asking and answering questions. 
Hypothesis tests help people decide whether existing claims about a population 

are true, and they’re also commonly used by researchers to see whether their ideas have 
enough evidence to be declared statistically significant. This chapter is about understanding 
the basics of hypothesis testing.

The Problems You’ll Work On
In this chapter, you break down the basics elements of a hypothesis test. Here’s an overview 
of the problems you’ll work on:

 ✓	Setting up a pair of hypotheses: the current claim (null hypothesis) and the one 
 challenging it (alternative hypothesis)

 ✓	Using data to form a test statistic, which determines how far apart the two 
hypotheses are

 ✓	Measuring the strength of the new evidence through a probability (p-value)

 ✓	Making your decision as to whether the current claim can be overturned

 ✓	Understanding that your decision can be wrong and what errors you can commit

What to Watch Out For
Hypothesis testing has two levels at each step: how to do it and figuring out what it means. 
Here are some things to pay special attention to as you work through this chapter:

 ✓	Realizing it’s all about the null hypothesis and whether you have enough evidence to 
overturn it

 ✓	Knowing the role of the test statistic, beyond calculating it and looking it up on a table

 ✓	Understanding how to interpret a p-value properly and why a small p-value means you 
reject H0

 ✓	Being clear on Type I and Type II errors in the real sense — as false alarms and missed 
opportunities
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Setting Up Null and 
Alternative Hypotheses
587–604 Determine null and alternative 
hypotheses in the following problems.

 587. You decide to test the published claim that 
75% of voters in your town favor a particu-
lar school bond issue. What will your null 
hypothesis be?

 588. You decide to test the published claim that 
75% of voters in your town favor a particu-
lar school bond issue. What will your alter-
native hypothesis be?

 589. Given the null hypothesis H
0
:�=132, what 

is the correct alternative hypothesis?

 590. A university claims that work-study stu-
dents earn an average of $10.50 per hour. 
What is the null hypothesis for a hypoth-
esis test of this statement?

 591. The manufacturer of the new GVX Hybrid 
car claims that it gets an average of 
52 miles per gallon of gas. What is the null 
hypothesis for this statement?

Knowing When to Use  
a Hypothesis Test
585–586 Solve the following problems about using 
a hypothesis test.

 585. Which of the following statements as cur-
rently written could be tested using a 
hypothesis test?

 (A) An automobile factory claims 99% of 
its parts meet stated specifications.

 (B) An automobile factory claims that it 
produces the best-quality cars in the 
country.

 (C) An automobile factory claims that it 
can assemble 500 automobiles an 
hour when the assembly line is fully 
staffed.

 (D) Choices (A) and (B)

 (E) Choices (A) and (C)

 586. Which of the following scenarios as cur-
rently stated could not involve a hypothesis 
test without further clarification?

 (A) A political party conducts a survey 
in an attempt to contradict pub-
lished claims of the proportion of 
voter support for a proposed law.

 (B) A commercial laboratory does 
sample tests on a hand sanitizer to 
see whether it kills the percentage of 
bacteria claimed by the 
manufacturer.

 (C) A school gives its students standard-
ized tests to measure levels of 
achievement compared to prior 
years.

 (D) A laboratory takes samples of a 
yogurt to see whether the manufac-
turer has met its published standard 
of being 99% fat free.

 (E) A university evaluation group gives 
random surveys to students to see 
whether university claims regarding 
the proportion of students who are 
satisfied with student life are valid.
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 598. A car manufacturer advertises that a new 
car averages 39 miles per gallon of gaso-
line. What alternative hypothesis would 
you use if you think this statistic is 
too high?

 599. A company claims that only 1 out of every 
200 computers it sells has a mechanical 
malfunction. What alternative hypothesis 
would you use if you think this statistic is 
too low?

 600. A hospital claims that only 5% of its 
patients are unhappy with the care pro-
vided. What is the alternative hypothesis if 
you think this  statistic is too low?

 601. A health study states that American adults 
consume an average of 3,300 calories per 
day. What alternative hypothesis would 
you use if you think this statistic is 
incorrect?

 602. A study claims that adults watch television 
an average of 1.8 hours per day. What alter-
native hypothesis would you use if you 
think this figure is too low?

 592. Suppose that � is the average number of 
songs on an MP3 player owned by a col-
lege student. Write down the description 
of the null hypothesis H

0
:�=228.

 593. A think tank announces that 78% of teenag-
ers own cellphones. What is the null 
hypothesis for a hypothesis test of this 
statement?

 594. A travel agency claims that people from 
States 1 and 2 are equally likely to have 
taken a vacation in Hawaii. What is the null 
hypothesis for this statement?

 595. According to a newspaper report, seven 
out of ten Americans think that Congress 
is doing a good job. What alternative 
hypothesis would you use if you believe 
this stated proportion is too high?

 596. Amtrak claims that a train trip from New 
York City to Washington, D.C., takes an 
average of 2.5 hours. What alternative 
hypothesis would you use if you think the 
average trip length is actually longer?

 597. An airline company claims that its flights 
arrive early 92% of the time. What alterna-
tive hypothesis would you use if you think 
this statistic is too high?
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 607. If x̄=5.2 in your sample, what is the test 
statistic?

 608. If x̄=3.6 in your sample, what is the test 
statistic?

 609. Suppose that your test statistic is 1.42. 
What is the p-value for this result?

 610. Suppose that your test statistic is –1.56. 
What is the p-value for this result?

 611. Suppose that your test statistic is 0.75. 
What is the p-value for this result?

 612. Suppose that your test statistic is –0.81. 
What is the p-value for this result?

 603. An investment company claims that its 
clients make an average of 8% return on 
investments every year. What alternative 
hypothesis would you use if you think this 
figure is too high?

 604. Someone claims that high-school students 
living in cities with populations more than 
1 million (Population 1) are 25% more 
likely to attend college than high-school 
students living in cities with populations 
less than 1 million (Population 2). Write 
the alternative hypothesis if you think this 
statistic is incorrect.

Finding the Test Statistic  
and the p-Value
605–612 You’re conducting an experiment with the 
following hypotheses:

H
0
:�=4

H
a
:�≠4

The standard error is 0.5, and the alpha level  
is 0.05. The population of values is normally 
distributed.

 605. If x̄=3 in your sample, what is the test 
statistic?

 606. If x̄=4.5 in your sample, what is the test 
statistic?
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 618. If your alpha level is 0.01 and your test 
 statistic is –3.0, what will your 
decision be?

Making Conclusions
619–633 Make conclusions after reading the 
information in the following problems.

 619. What does it mean if a test statistic has a 
p-value of 0.01?

 620. You are conducting a statistical test with 
an alpha level of 0.10. Which of the 
 following is true?

 (A) There is a 10% chance that you will 
reject the null hypothesis when it 
is true.

 (B) There is a 10% chance that you will 
fail to reject the null hypothesis 
when it is false.

 (C) You should reject the null hypothesis 
if your test statistic has a p-value of 
0.10 or less.

 (D) Choices (A) and (C)

 (E) Choices (B) and (C)

 621. The alpha level of a test is 0.05. The p-value 
for your test statistic is 0.0515. What is 
your decision?

Making Decisions Based 
on Alpha Levels and 
Test Statistics
613–618 Suppose that you’re conducting a study 
with the following hypotheses:

H0: p = 0.45

Ha: p > 0.45

 613. If your alpha level (significance level) is 
0.05 and your test statistic is 1.51, what 
will your decision be?

 614. If your alpha level is 0.10 and your test 
 statistic is 1.51, what will your 
decision be?

 615. If your alpha level is 0.01 and your test 
 statistic is 1.98, what will your 
decision be?

 616. If your alpha level is 0.05 and your test 
 statistic is 1.98, what will your 
decision be?

 617. If your alpha level is 0.05 and your test 
 statistic is –1.98, what will your 
decision be?
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 626. Based on the following information, what 
do you conclude?

  H0: p = 0.03

  Ha: p ≠ 0.03

  �=0.01

  p-value = 0.007

 627. Based on the following information, what 
do you conclude?

  H0: p = 0.65

  Ha: p > 0.65

  �=0.03

  p-value = 0.02

 628. Based on the following information, what 
do you conclude?

  H
0
:�=220

  H
a
:𝜇<220

  �=0.05

  p-value = 0.06

 629. Based on the following information, what 
do you conclude?

  H0: p = 0.42

  Ha: p > 0.42

  �=0.05 

  p-value = 0.42

 630. Based on the following information, what 
do you conclude?

  H
0
:�=0.2

  H
a
:𝜇>0.2

  �=0.02

  p-value = 0.2

 622. A test was done with a significance level 
(� level) of 0.05, and the p-value was 0.001. 
Write down the best description of this 
result.

 623. A test is done to challenge the statistic 
that 70% of people spend their summer 
vacations at home. The significance level 
is �=0.05.

  H0: p = 0.70

  Ha: p < 0.70

  p-value = 0.03

  What can you conclude about the 
results?

 624. If the significance level � is 0.02, which 
p-value for a test statistic will result in a 
test conclusion to reject H0?

 (A) 0.03

 (B) 0.01

 (C) 0.05

 (D) 0.97

 (E) 0.98

 625. If the significance level � is 0.05, which 
p-value for a test statistic will result in a 
test conclusion to reject H0?

 (A) 0.95

 (B) 0.10

 (C) 0.06

 (D) 0.055

 (E) 0.04
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 635. Which of the following describes a Type II 
error?

 (A) accepting the alternative hypothesis 
when it is true

 (B) failing to accept the alternative 
hypothesis when it is true

 (C) rejecting the null hypothesis when it 
is true

 (D) failing to reject the null hypothesis 
when it is false

 (E) none of the above

 636. If the alpha level is 0.01, what is the 
 probability of a Type I error?

 637. If the alpha level is 0.05, what is the 
 probability of a Type II error?

 638. Which of the following is a description of 
the power of the test?

 (A) the probability of accepting the alter-
native hypothesis when it is true

 (B) the probability of failing to accept 
the alternative hypothesis when it 
is true

 (C) the probability of rejecting the null 
hypothesis when it is true

 (D) the probability of rejecting the null 
hypothesis when it is false

 (E) none of the above

 631. Based on the following information, what 
do you conclude?

  H
0
:�=10

  H
a
:�≠10

  �=0.01

  p-value = 0.018

 632. Based on the following information, what 
do you conclude?

  H
0
:�=9.65

  H
a
:𝜇>9.65

  �=0.05

  Test statistic: –1.88

  p-value = 0.03

 633. Based on the following information, what 
is your conclusion?

  H
0
:�=348

  H
a
:𝜇>348

  �=0.05

   p-value = 0.07

Understanding Type I and 
Type II Errors
634–640 Solve the following problems about Type I 
and Type II errors.

 634. Which of the following describes a Type I 
error?

 (A) accepting the null hypothesis when 
it is true

 (B) failing to accept the alternative 
hypothesis when it is true

 (C) rejecting the null hypothesis when it 
is true

 (D) failing to reject the alternative 
hypothesis when it is false

 (E) none of the above
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 639. What is the key to avoiding a Type II 
(missed detection) error?

 (A) having a low significance level

 (B) having a random sample of data

 (C) having a large sample size

 (D) having a low p-value

 (E) Choices (B) and (C)

 640. What is the key to avoiding a Type I error?

 (A) having a low significance level

 (B) having a random sample of data

 (C) having a large sample size

 (D) having a low p-value

 (E) Choices (A), (B), and (C)



Chapter 12

Hypothesis Testing Basics for a Single 
Population Mean: z- and t-Tests

C 
onducting a hypothesis test is somewhat like doing detective work. Every population 
has a mean, and it’s usually unknown. Many people claim that they know what it is; 

others assume that it hasn’t changed from a past value; and in many cases, the population 
mean is supposed to follow certain specifications. Your modus operandi is to challenge or 
test that value of the population mean that’s already assumed, given, or specified and use 
data as your evidence. That’s what hypothesis testing is all about.

The Problems You’ll Work On
In this chapter, you’ll work out the basic ideas of hypothesis testing in the context of the 
population mean, including the following areas:

 ✓	Setting up the original, or null, hypothesis (the assumed or specified value) and the 
alternative hypothesis (what you believe it to be)

 ✓	Working through the details of doing a hypothesis test

 ✓	Making conclusions and assessing the chance of being wrong

What to Watch Out For
Hypothesis testing can seem like a plug-and-chug operation, but that can take you only so 
far. To truly master the materials in this chapter, keep the following in mind:

 ✓	Pay careful attention to the problem to determine how to set up the alternative 
hypothesis.

 ✓	Make sure you can calculate a test statistic and, more importantly, know what it’s 
telling you.

 ✓	Remember that a small p-value comes from a large test statistic, and both mean 
rejecting H0.

 ✓	Get an intuitive feeling about what Type 1 and Type 2 errors are — don’t simply 
memorize!
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Knowing What You Need to 
Run a z-Test
641–642 Figure out what you need to know to run a 
z-test in the following problems.

 641. Dr. Thompson, a health researcher, claims 
that a teenager in the United States drinks 
an average of 30 ounces of sugary carbon-
ated soda per day. A high-school statistics 
class decides to test this claim and is open 
to soda consumption being, on average, 
either higher or lower than the claimed 30 
ounces per day. They conduct a random 
survey of 15 of their classmates and find 
self-reported soda consumption is, on 
average, 25 ounces per day. What addi-
tional information would you need to run 
a z-test to determine whether the students 
in this school drink significantly more or 
less soda than Dr. Thompson claims is 
consumed by U.S. teens in general?

 642. You want to run a z-test to determine 
whether the sample from which a sample 
mean is drawn differs significantly from a 
population mean. You have the sample 
mean and sample size (n = 20); what other 
information do you need to know?

 (A) whether the characteristic of interest 
is normally distributed in the 
population

 (B) the population size

 (C) the population mean and standard 
deviation

 (D) the sample standard deviation

 (E) Choices (A) and (C)

Determining Null and 
Alternative Hypotheses
643–646 Figure out null and alternative hypotheses 
in the following problems.

 643. A researcher believes that people who 
smoke have lower shyness scores than the 
population average on a shyness scale, 
which is 25. What is the null hypothesis in 
this case, given that � is the mean shyness 
score for all smokers?

 644. Suppose a researcher has heard that chil-
dren watch an average of ten hours of TV 
per day. The researcher believes this is 
wrong but has no theory about whether it’s 
an overestimate or an underestimate of the 
truth. If the researcher wants to do a z-test 
of one population mean, what will the 
researcher’s alternative hypothesis be?

 645. A computer store owner reads that its 
consumers buy five flash drives each year, 
on average. The owner feels that on aver-
age her customers actually buy more than 
that, so the owner does a random survey 
of the customers on her mailing list. What 
is the store owner’s alternative 
hypothesis?

 646. A man reads that the average cost of dry-
cleaning a shirt is 3 dollars, but in his city, 
it seems cheaper. So he randomly chooses 
ten dry cleaners in town and asks them 
the price to dry-clean a shirt. What will the 
man’s alternative hypothesis be?
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 650. A scientist with a not equal to alternative 
hypothesis calculates a test statistic that 
corresponds to z = 1.1. Using a Z-table 
(such as Table A-1 in the appendix), the 
scientist finds that this corresponds to a 
curve area of 0.8643 (to the left of the test 
statistic value). What is the p-value in this 
case?

Calculating the z-Test 
Statistic
651–652 Determine the z-test statistic in the 
following problems.

 651. A coffee shop manager reads that the pre-
ferred temperature for coffee among the 
U.S. populous is 110 degrees Fahrenheit 
with a standard deviation of 10 degrees. 
However, the manager doesn’t believe this 
is true of his customers. Through complex 
and extensive testing, the manager finds 
that a random sample of 50 of his custom-
ers prefer their coffee, on average, to be 
115 degrees Fahrenheit. Calculate the 
z-test statistic for this case and give your 
answer to two decimal places.

 652. A very mathematically oriented musician 
has read studies showing that the average 
piece of popular music has 186.39 chord 
changes with a standard deviation of 
26.52. The musician examines a random 
sample of 40 of his favorite songs and 
finds a mean of 172.12 chord changes. 
Calculate the z-statistic for this case and 
give your answer to four decimal places.

Introducing p-Values
647–650 Calculate p-values in the following 
problems.

 647. A researcher has a less than alternative 
hypothesis and wants to run a single 
sample mean z-test. The researcher calcu-
lates a test-statistic of z = –1.5 and then 
uses a Z-table (such as Table A-1 in the 
appendix) to find a corresponding area of 
0.0668, which is the area under the curve 
to the left of that value of z. What is the 
p-value in this case?

 648. Suppose that a researcher has a not equal 
to alternative hypothesis and calculates a 
test statistic that corresponds to z = –1.5 
and then finds, using a Z-table (such as 
Table A-1 in the appendix), a correspond-
ing area of 0.0668 (the area under the 
curve to the left of that value of z). What is 
the p-value in this case?

 649. A researcher has a not equal to alternative 
hypothesis and calculates a test statistic 
that corresponds to z = –2.0. Using a 
Z-table (such as Table A-1 in the appen-
dix), the researcher finds a corresponding 
area of 0.0228 to the left of –2.0. What is 
the p-value in this case?
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Drawing Conclusions about 
Hypotheses
655–657 Figure out the conclusions that can be 
drawn in the following problems.

 655. A psychiatrist reads that the average age 
of someone who’s first diagnosed with 
schizophrenia is 24 years, with a standard 
deviation of 2 years. The psychiatrist sus-
pects that the schizophrenic patients in 
her clinic were diagnosed at a younger age 
than 24. She examines records for a 
random sample of clinic patients and finds 
that the age at first diagnosis in the 
sample is 23.5 years on average. If age at 
first diagnosis is normally distributed and 
the p-value found in this case is 0.02 and 
the psychiatrist wants to run a test with a 
0.05 significance level, what conclusion 
can the psychiatrist draw?

 656. Airplane passengers carry an average of 
45 pounds of luggage on a flight, with a stan-
dard deviation of 10 pounds. A researcher 
suspects that business travelers carry less 
than that on average. The researcher ran-
domly samples 250 business travelers and 
finds that they carry an average of 44.5 
pounds of luggage when traveling. The 
researcher wants a significance level of 0.05. 
What conclusion can the researcher draw 
based on this data pattern if the researcher 
performs a z-test for one population mean?

Finding p-Values by Doing a 
Test of One Population Mean
653–654 Calculate p-values in the following 
problems.

 653. A pen company surveys the market and 
finds that people, on average, hope to use a 
pen for 40 days before having to replace it, 
with a standard deviation of 9 days. The 
company director of research believes that 
customers are actually less ambitious and 
will hope to use a pen for fewer than 
40 days. The research director conducts a 
customer survey of 25 customers and finds 
that its customers, on average, expect to 
replace a pen after 36 days. What is the 
p-value if the director uses a Z-distribution 
to do a test of one population mean?

 654. A berry farmer decided to grow blackber-
ries after reading that bushes give an aver-
age of 3 pounds of fruit per year, with a 
standard deviation of 1 pound. The farmer 
suspects she won’t get quite so much fruit 
because growing conditions aren’t entirely 
right. The farmer identifies a random 
sample of 100 bushes and keeps careful 
track of how much fruit each bush gives. 
At the end of the year, the farmer finds 
that the average yield for each of the 
bushes in her sample was 2.9 pounds of 
fruit. Assume that the farmer conducts a 
z-test of a single population mean. What 
p-value will the farmer get?
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Digging Deeper into 
Conclusions about Hypotheses
660–665 Figure out the conclusions that can be 
drawn in the following problems.

 660. In a company, employees type an average 
of 20 words per minute. Typing rates are 
normally distributed with a standard devia-
tion of 3. The manager of a large branch of 
the company believes that his employees 
do better than that. He randomly samples 
30 employees from his branch and finds an 
average typing rate of 30.5 words per 
minute. If the manager wants a significance 
level of 0.05, what can he conclude?

 661. A potter believes that her workshop assis-
tants can cover a certain size of vase with 
only 2 ounces of glaze, which is the indus-
try standard. She knows that the amount 
of glaze required to cover a vase of the 
specified size follows a normal distribution 
with a standard deviation of 0.8 ounces, 
and she believes that her workshop is still 
putting too much glaze on each vase. She 
samples 30 vases from a large production 
run and finds a sample mean of 2.3 ounces 
of glaze. Using a significance level of 0.01, 
what can she conclude?

 657. In a particular city, a square foot of office 
space averages $2.00 per month in rent, 
with a standard deviation of $0.50. A shop-
keeper hopes to open a store in a neighbor-
hood with significantly cheaper rent than 
that, using a 0.05 level of significance. He 
samples 49 offices at random from the 
neighborhood he’s most interested in. The 
shopkeeper finds that the average rent in 
his sample is $3.00 per month. He conducts 
a z-test and finds his p-value to be 0.10. 
What can the shopkeeper conclude about 
his average rent?

Digging Deeper into p-Values
658–659 Calculate p-values in the following 
problems.

 658. Assume that the average temperature of a 
healthy human being is 98.6 degrees 
Fahrenheit with a standard deviation of 0.5 
degrees. A doctor believes that her patients 
average a higher temperature than that, so 
she randomly selects 36 of her patients and 
finds that their temperature is 98.8 degrees 
on average. If the doctor carries out a z-test 
for one population mean, what is the 
p-value for these results? Give your answer 
to four decimal places.

 659. The average satisfaction rating for a compa-
ny’s customers is a 5 (on a scale of 0 to 7), 
with a standard deviation of 0.5 points. A 
researcher suspects that the Northeastern 
division has customers who are more satis-
fied. After randomly sampling 60 customers 
from the Northeastern division and asking 
them about their satisfaction, the 
researcher finds an average satisfaction 
level of 5.1. What is the p-value in this case 
if the researcher does a z-test for a single 
sample mean?
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 665. A travel magazine claims that the American 
family who uses a car to go on vacation 
travels an average of 382 miles from home. 
A researcher believes that families with 
dogs who vacation by car on average 
travel a different distance. She draws a 
sample of 30 families with dogs who drive 
on their vacations and finds that they drive 
an average of 398 miles. (Assume that the 
population standard deviation is 150 miles.) 
At a 0.05 significance level and a one-sample 
z-test, what can you conclude from this 
data?

Digging Deeper into Null and 
Alternative Hypotheses
666–667 Figure out null and alternative hypotheses 
in the following problems.

 666. A magazine reports that the average 
number of minutes that U.S. teenagers 
spend texting each day is 120. You believe 
it’s less than that. What are your null and 
alternative hypotheses?

 667. The average number of calories that a 
pizza slice contains is 250, with a standard 
deviation of 35 calories. A nutrition 
researcher suspects that slices of pizza on 
the college campus where he works con-
tain a higher number of calories. That 
researcher randomly samples 35 pizza 
slices in the area of his campus and finds a 
mean of 265 calories. What are the null 
and alternative hypotheses?

 662. A researcher believes that the tissue cul-
tures in her lab are significantly denser 
than average. The researcher takes a 
random sample of 40 specimens of tissue 
from her lab and finds the average weight 
is 0.005 grams per cubic millimeter. 
Textbooks claim that such tissues should 
weigh 0.0047 grams per cubic millimeter 
with a standard deviation of 0.00047 
grams. What can this researcher conclude 
if she uses a one-sample z-test and a sig-
nificance level of 0.001?

 663. On average, hens lay 15 eggs per month 
with a standard deviation of 5. A farmer 
tests this claim on his own hens. He sam-
ples 30 of his hens and finds that they lay 
an average of 16.5 eggs per month. Can he 
reject the null hypothesis that his hens on 
average lay the same number of eggs as the 
larger hen population? Use a one-sample 
z-test and a significance level of 0.05.

 664. A nationally known moving company 
knows that the typical family uses 110 
boxes in a long-distance move, with a stan-
dard deviation of 30 boxes. A company 
from Chicago wants to see how it com-
pares. The company randomly samples 80 
families from the Chicago area and finds 
that they used, on average, 103 boxes in 
their most recent move. Using a one-sample 
z-test and a significance level of 0.05, what 
is your decision?
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 670. A student finds that a sample of 50 of his 
friends reports, on average, that they 
spend 43 hours per week using social net-
working sites, with a sample standard 
deviation of 8 hours. The student believes 
that this is significantly less than the 
claims of journalists that students spend 
50 hours per week using social networking 
sites. The student has a less than alterna-
tive hypothesis about a single population 
mean. How should the student test his 
hypothesis?

Connecting Hypotheses to 
t-Tests
671–674 Solve the following problems about 
hypotheses and t-tests.

 671. A student believes that his friends spend 
less time on social networking sites, on 
average, than is claimed in the media. If �

1
 

is the average amount of time spent by the 
student’s friends and �

0
 is the amount of 

time claimed in the media, what is the null 
hypothesis the student would use to do a 
t-test on a single population mean?

 672. A student believes that his friends spend 
less time on social networking sites, on 
average, than is claimed in the media. If �

1
 

is the average amount of time spent by the 
student’s friends and �

0
 is the amount of 

time claimed in the media, what is the 
alternative hypothesis the student would 
use to do a t-test on a single population 
mean?

Knowing When to Use a t-Test
668–670 Solve the following problems about 
knowing when to use a t-test.

 668. Which of the following conditions indicate 
that you should use a t-test instead of 
using the Z-distribution to test a hypothe-
sis about a single population mean? 
(Assume that the population has a normal 
distribution.)

 (A) The population standard deviation is 
unknown.

 (B) The population standard deviation is 
known.

 (C) The sample standard deviation is 
unknown.

 (D) The sample standard deviation is 
known.

 (E) None of the above conditions are 
related to a t-test.

 669. A researcher is trying to decide whether 
to use a Z-distribution or a t-test to evalu-
ate a hypothesis about a single population 
mean. Which of the following conditions 
would indicate that the researcher should 
use the t-test?

 (A) The population standard deviation 
isn’t known.

 (B) The sample size is only n = 50.

 (C) The sample mean is less than the 
population mean.

 (D) The alternative hypothesis is a not 
equal to hypothesis.

 (E) The sampling distribution of sample 
means is normal.
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 676. It’s believed that the average amount of 
sleep a person in the United States gets 
per night is 6.3 hours. A mom believes that 
mothers get far less sleep than that. She 
contacts a random sample of 20 other 
moms on a mom social networking site 
and finds that they get an average of 5.2 
hours of sleep per night, with a standard 
deviation of 1.8 hours. Using this data, 
what is the value of the test statistic t from 
a t-test for a single population mean?

Working with Critical 
Values of t
677–680 Solve the following problems about the 
critical value of t.

 677. A researcher hypothesizes that a popula-
tion of interest has a mean greater than 
6.1. The researcher uses a sample of 15. 
What is the critical value of t needed to 
reject the null hypothesis, using a signifi-
cance level of 0.05?

 678. Suppose that a researcher believes that a 
sampled population of interest has a mean 
that differs from a claimed value of 100 but 
is unsure of the direction of the difference. 
The researcher wants a 0.05 significance 
level with a sample size of n = 10. What 
critical value of t should the researcher 
use for a t-test involving a single popula-
tion mean?

 673. A national retail chain says in its ad that the 
average price of a certain hair product it 
sells across the United States is $10 per 
bottle (the null hypothesis). A manager of 
one of the stores in the chain believes that 
it’s more than that. She samples 30 bottles 
of the product at random from her own 
store and conducts a t-test. Her p-value is 
smaller than 0.05 (pre-specified significance 
level) so she rejects the null hypothesis. 
(Assume that the population standard devi-
ation is unknown.) Based on the manager’s 
data, can she conclude that the average 
price of this product across the United 
States is actually more than $10 per bottle?

 674. Suppose that a dentist believes that her 
patients experience less pain than the 
average dental patient does. She samples 
40 of her patients and receives pain rat-
ings from them after she gives them a 
filling. The dentist then compares her 
sample mean and standard deviation with 
a population value she found in a medical 
journal. Her sample average pain rating 
was 3.2 (on a 10-point scale), and the med-
ical journal reported an average pain 
rating of 3.5. What are the null and alterna-
tive hypotheses in this case?

Calculating Test Statistics
675–676 Figure out test statistics in the following 
problems.

 675. Use the following information to calculate 
a t-value (test statistic).

  Sample mean: 30

  Claimed population mean: 35

  Sample standard deviation: 10

  Sample size: 16

 What is the value for the test statistic, t?
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 682. A researcher believes that her sample mean 
is smaller than 90 and finds a sample mean 
of 89.8 with a sample standard deviation 
of 1. Using the t-table (Table A-2 in the 
appendix), and given that the sample had 
29 observations, what is the approximate 
p-value?

 683. Imagine that it costs an average of $50,000 
per year to incarcerate someone in the 
United States. A prison warden wants to 
know how the costs in her prison compare 
to the population average, so she ran-
domly samples 12 of her inmates, reviews 
their records carefully, and finds an aver-
age cost of $58,660 per inmate, with a stan-
dard deviation of $10,000. If she performs a 
t-test on a single population mean, what is 
the approximate p-value for this data?

 684. A researcher has a greater than alternative 
hypothesis and observes a sample mean 
greater than the claimed value. The test sta-
tistic t for a t-test for a single population mean 
is 2.5, with 14 degrees of freedom. What is the 
p-value associated with this test statistic?

 685. A researcher with a not equal to alternative 
hypothesis observes a sample mean less 
than the claimed value. The test statistic is 
found to be –2.5 with 20 degrees of free-
dom. What is the p-value associated with 
this test statistic value of t if the researcher 
runs a t-test for a single population mean?

 679. It’s believed that the average amount that 
a person in the United States sleeps is 
6.3 hours per night. A psychologist believes 
that mothers get far less sleep than that. 
She contacts a random sample of other 
moms on a social networking site for moms, 
and she finds among the sample of 20 moms 
an average of 5.2 hours of sleep per night 
with a standard deviation of 1.8 hours. If 
this psychologist wants a significance level 
of 0.05 and sets up a less than alternative 
hypothesis, what would she conclude 
based on the t-value of –2.733 in this case?

 680. A researcher wants to use a 90% confidence 
interval to determine whether her sample of 
17 ball bearings differs in either direction 
from an average target value of 0.0112 grams. 
In the sample, the standard deviation is 
0.0019 grams, and the mean is 0.0123 grams. 
How does the critical value of t compare 
with the observed value of t in this case?

Linking p-Values and t-Tests
681–685 Solve the following problems about 
p-values and t-tests.

 681. A study finds a test statistic t-value of 1.03 for 
a t-test on a single population mean. The 
sample size is 11, and the alternative 
hypothesis is H

a
:�≠5. Using Table A-2 in the 

appendix, what range of values is sure to 
include the p-value for this value of t?
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 689. A coat maker promises that his heavy 
winter coats feel warm down to a tempera-
ture of –5 degrees Centigrade, but he 
believes that his coats actually protect 
people well at even colder temperatures. 
He surveys 15 of his customers, and they 
report, on average, that the coats feel 
warm down to a temperature of –6.5 
degrees Centigrade, with a standard devia-
tion of 1.0 degrees Centigrade. If the coat 
maker wants a 0.10 significance level 
(�=0.10), what should he conclude if he 
runs a one-sample t-test, assuming that 
temperatures are normally distributed?

 690. A teacher believes that other teachers in 
her school get lower evaluations com-
pared to teachers in other schools in the 
district. She knows that the average teach-
ing evaluation in the district is a rating of 
7.2 on a 10-point scale, with scores nor-
mally distributed. She surveys six ran-
domly selected teachers in her school and 
finds an average teaching rating among 
them of 6.667 with a standard deviation of 
2. What should she conclude from a single 
population t-test, using her data and a 
significance level of 0.05?

 691. A popsicle company tries to keep its prod-
ucts at a temperature of –1.92 degrees 
Centigrade. The company president 
believes that the freezers are set too low, 
thus wasting money to keep products 
colder than necessary. She randomly sam-
ples five freezers and finds that they’re 
running at an average temperature of –2.25 
degrees Centigrade, with a sample stan-
dard deviation of 1.62 degrees. Overall, 
temperature is normally distributed for 
this brand of freezer. Using a significance 
level of 0.01, what should she conclude?

Drawing Conclusions from 
t-Tests
686–692 Make conclusions from t-tests in the 
following problems.

 686. An instructor claims that her students take 
an average of 45 minutes to complete her 
exams. You think that the average time is 
higher than that. You decide to investigate 
this using a significance level of 0.01. You 
take a sample, find the test statistic, and 
find the p-value is 0.0001 (small by anyone’s 
standards). What is your conclusion?

 687. Suppose that it’s claimed that people who 
play musical instruments have average 
skills in verbal ability. A scientist, how-
ever, has a hypothesis that people who 
play musical instruments are below aver-
age in verbal ability. On a verbal ability 
test with a population mean score of 100, a 
random sample of eight musicians yields 
an average score of 97.5, with a standard 
deviation of 5. Verbal ability, as measured 
by this test, is normally distributed in the 
population. What should the scientist 
conclude if the significance level for his 
test is 0.05?

 688. The president of a large corporation 
believes that her employees donate less 
money to charity than the corporate 
target of $50 per year, per employee. She 
conducts a survey of ten randomly 
selected employees and finds an average 
annual donation of $43.40 with a standard 
deviation of $5.20. Donations are normally 
distributed in this population. If the presi-
dent does a t-test for a single population 
mean, with a 0.05 level of significance, 
what should she conclude?
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Drawing More Conclusions 
from t-Tests
695–700 Determine the conclusions that should be 
drawn in the following problems.

 695. A popular financial advisor states that, on 
average, a person should spend no more 
than $100 per month on entertainment. A 
researcher believes that the average 
person spends more than that and con-
ducts a survey of 25 randomly chosen 
people. In that survey, the average 
monthly spending on entertainment was 
found to be $118.44, with a standard devia-
tion of $35.00. Assuming that spending 
follows a normal distribution in the popu-
lation and using a significance level of 
�=0.01, what should the researcher con-
clude, based on a t-test of a single mean?

 696. A Wisconsin cheese company read that, 
on average, a person in Europe consumes 
25.83 kilograms of cheese per year. The 
company’s sales director believes that 
Americans consume even more cheese. 
The company does a survey of a random 
sample of Americans and finds that they 
eat, on average, 27.86 kilograms of cheese 
per year with a standard deviation of 6.46 
kilograms. Assume that cheese consump-
tion among Americans is normally distrib-
uted. If there were 30 people in the sample 
and the significance level is 0.05, what can 
the cheese company managers conclude 
about their sales director’s hypothesis?

 692. You’re given the following information and 
asked to perform a t-test on a single popu-
lation mean. The null hypothesis is that 
the mean weight of all parts of an object of 
a certain type is 50 grams per object: 
H

0
:�=50. The alternative hypothesis is 

that the objects are heavier on average: 
H

a
:𝜇>50. The sample mean is 54 grams, 

and the sample standard deviation is 8 
grams. The sample size is 16. Weight is 
normally distributed in this population. 
Using a significance level of �=0.05, what 
is your conclusion?

Performing a t-Test for a 
Single Population Mean
693–694 Suppose you expect that the average 
number of beads in a 1-pound bag coming from the 
factory is 1,200. However, the retailer believes that 
the average number is larger. You draw a random 
sample of 30 bags and find that the mean of that 
sample is 1,350 beads, with a standard deviation 
of 500. Assuming that the population of values is 
normally distributed, you use this information to 
perform a t-test for a single population mean.

 693. Using a significance level of 0.01, what is 
your decision?

 694. Using a significance level of 0.05, what is 
your decision?
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 697. A meditation teacher reads that the ideal 
amount of time to meditate each day is 20 
minutes. He wants to know whether the 
practice of his students differs signifi-
cantly from the ideal amount of meditation 
by running a t-test on a single mean, using 
a significance level of �=0.10. He surveys 
nine people randomly chosen from his 
meditation classes and finds that they 
meditate for an average of 24 minutes per 
day with a standard deviation of 5 minutes. 
Assuming that meditation time among all 
such students is normally distributed, 
what should the teacher conclude?

 698. Suppose that a heavy-duty laser printer is 
claimed to produce an average of 20,000 
pages of print before needing to be ser-
viced. Also assume that the page output of 
such printers until service is needed is 
normally distributed. A company that uses 
a lot of heavy-duty laser printers randomly 
samples 16 of its printers to see how many 
pages it gets, per printer, before needing 
service. The study finds an average of 
18,356 pages between servicing and a 
standard deviation of 2,741 pages. Using a 
significance level of 0.05 and a not equal to 
alternative hypothesis, what is your 
decision?

 699. A doctoral student has heard that disser-
tations are, on average, 90 pages in length, 
but she believes that dissertations written 
by students in her program may have a 
different average length. She randomly 
selects ten dissertations completed by 
people who went through her program 
and finds a mean length of 85.2 pages with 
a standard deviation of 7.59 pages. If she 
assumes that dissertation page length is 
normally distributed and runs a t-test on a 
single mean with a significance level of 
0.05, what should she conclude?

 700. A logger walks through a forest with her 
husband. Her husband estimates that the 
average tree in the forest is 30 years old. 
Because all the trees in a certain area of 
the forest are to be cleared anyway, the 
logger randomly chooses five trees, cuts 
them down, and counts the rings. She’s 
interested in knowing only whether these 
trees differ from her husband’s estimated 
mean of 30 years on average, so she 
chooses a significance level of �=0.50. Her 
sample averaged 33 years of age with a 
standard deviation of 5.6 years. In this 
forest, tree age is approximately normally 
distributed. What is the logger’s conclu-
sion, based on a significance test for the 
true average age of all trees planned to be 
cleared?



Chapter 13

Hypothesis Tests for One Proportion, 
Two Proportions, or Two  

Population Means

T 
his chapter gives you practice doing hypothesis tests for three specific scenarios: testing 
one population proportion; testing for a difference between two population proportions; 

and testing for a difference between two population means. Most hypothesis tests use a simi-
lar framework, so patterns will develop, but each hypothesis test has its own special elements, 
and you work on those here.

The Problems You’ll Work On
In this chapter, you practice setting up and carrying out three different hypothesis tests, 
focusing specifically on the following:

 ✓	Knowing what hypothesis test to use and when

 ✓	Setting up and understanding the null and alternative hypotheses correctly in all cases

 ✓	Working through the appropriate formulas and knowing where to get the needed 
numbers

 ✓	Calculating and interpreting the test statistics and p-values

What to Watch Out For
As you go through more hypothesis tests, knowing their similarities and differences is 
important. Here are a few notes about this chapter:

 ✓	Notation plays a big role — make a list for yourself to keep it all straight.

 ✓	The formulas go up a notch in this chapter. Be sure you label and understand the parts 
of the formula and what clues you need to set them up.

 ✓	If you do find a statistically significant difference, make it clear which population is the 
one with the larger proportion or mean.
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Testing One Population 
Proportion
701–715 Solve the following problems about 
testing one population proportion.

 701. A bank will open a new branch in a par-
ticular neighborhood if it can be reason-
ably sure that at least 10% of the residents 
will consider banking at the new branch. 
The bank will use a significance level of 
0.05 to make its decision. The bank does a 
survey of residents of a particular neigh-
borhood and finds that 19 out of 100 
random people surveyed said they’d con-
sider banking at the new branch. Run a 
z-test for a single proportion and deter-
mine whether the bank should open the 
new branch, considering its standard 
policy.

 702. A corporate call center hopes to resolve 
75% or more of customer calls through an 
automated computer voice recognition 
system. It randomly surveys 50 recent 
customers; 45 report that their issue was 
resolved. Can the management of the cor-
poration conclude that the computer 
system is hitting its minimum target, using 
a significance level of 0.05? Use a z-test for 
a single proportion to provide an answer.

 703. A used bookstore will buy a collection of 
books if it’s reasonably sure that it can sell 
at least 50% of the books within six 
months. A customer comes in with 30 
books; the clerk evaluates them and deter-
mines that 17 are likely to sell within six 
months. Using the threshold of a 0.05 sig-
nificance level, should the clerk make an 
offer for the collection of books? Use the 
z-test for a single proportion to decide.

 704. A factory owner hopes to maintain a stan-
dard of less than 1% defects. She randomly 
samples 1,000 ball bearings and finds that 
6 are defective. Can the factory owner 
conclude that the process is producing a 
defect rate of 1% or less? Use a z-test for a 
single proportion and a level of signifi-
cance of 0.05 to decide.

 705. The two symbols p̂ and p0 appear through-
out a hypothesis test for one proportion 
(for example, the formula for the test sta-

tistic is p̂−p0
SE

). What is the difference 

between these two symbols?

 706. A computer manufacturer is willing to buy 
components from a supplier only if it can 
be reasonably sure that the defect rate is 
less than 1%. If it inspects a shipment of 
10,000 randomly selected components and 
finds that 90 are defective, should the 
computer manufacturer work with that 
supplier? Perform a hypothesis test using 
a z-test on a single proportion. The signifi-
cance level is 0.01.

 707. What is the difference between the symbol 
p and the term “p-value” in a hypothesis 
test for a proportion?

 (A) p is the actual population proportion, 
and a p-value is a sample proportion.

 (B) A p-value is the actual population pro-
portion, and p is a sample proportion.

 (C) A p-value is the claimed value for the 
population, and p is the actual value 
of the population proportion.

 (D) p is the claimed value for the popula-
tion proportion, and p-value is the 
actual value of the population 
proportion.

 (E) None of the above.



119Chapter 13: Hypothesis Tests for One Proportion, Two Proportions, or Two Population Means

 711. A fashion designer likes to use small 
defects to make his pieces more interest-
ing. He sends designs off to manufacturing 
plants abroad and rejects shipments if the 
true defect rate is anything other than 
25%. The designer doesn’t want rates 
much lower or much greater than 25%. In a 
recent large shipment, a random sample of 
50 pieces found a defect rate of 12%. 
Should the shipment be accepted or 
rejected, if a z-test for a single population 
proportion and a significance level of 
�=0.05 is used to make the decision?

 712. Suppose that you flip a coin 100 times, and 
you get 55 heads and 45 tails. You want to 
know whether the coin is fair, so you con-
duct a hypothesis test to help you decide. 
What are the null and alternative hypoth-
eses in this situation? (Note: p represents 
the overall probability of getting a heads, 
also known as the proportion of heads 
over an infinite number of coin flips.)

 713. Joe claims that he has ESP, and he aims to 
prove it. He asks you to shuffle five regular 
decks of cards. One by one, you pick a 
card, note its suit (diamonds, spades, 
hearts, or clubs), and return it to the deck. 
As you select each card, Joe tells you what 
he thinks its suit is. You repeat this pro-
cess 100 times and then look at the pro-
portion of correct answers Joe has given 
(designated as p̂). Suppose you want him 
to be at least 20 percentage points above 
the accuracy you would expect by chance. 
In this scenario, what are the null and 
alternative hypotheses?

 708. An antique dealer is willing to buy collec-
tions of antiques as long as no more than 
5% of the items in the entire collection are 
found to be fakes. At a recent estate sale, 
the dealer randomly samples 10 items from 
200 items for sale and finds that 2 are fakes. 
Should the dealer buy that entire collection, 
based on a z-test for a single proportion, 
using a significance level of 0.01?

 709. A blood bank wants to ensure that none of its 
blood carries diseases to the recipients. It 
tests a sample of 1,000 specimens and finds 
that 2 of them have potentially deadly dis-
eases. The director of research has asked 
that a z-test on a single proportion be done. 
With what confidence can the blood bank 
say that the true population proportion of 
illnesses in the blood specimens is greater 
than 0?

 710. A European city council likes to ensure that 
no more than 3% of the pigeons that 
inhabit the city carry disease that humans 
can catch from droppings. As long as there 
is significant evidence that fewer than 3% 
of pigeons carry potential human diseases, 
the council leaves the pigeons alone. If 
there isn’t enough evidence, it aggressively 
works to control the population of pigeons 
by trapping and moving them or shooting 
them.

  The city council randomly samples 200 
pigeons and finds that 6 have droppings 
with potential for human disease transmis-
sion. Should the council try to control the 
pigeon population or leave them alone, 
considering its guidelines and a threshold 
of �=0.05?
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 714. A biologist wants to study cell lines where 
nearly 25% of the cells in a sample have a 
particular phenotype. As a result, the biol-
ogist wants to reject any sample of cells 
that differ from the target 25% phenotype 
present based on a significance level of 
0.10. In a sample of 1,000,000 cells, 250,060 
are found to have the phenotype. Should 
that sample be studied or rejected? Use a 
z-test for a single proportion to answer.

 715. Suppose that Bob runs a grocery store, 
and he has been watching customers as 
they stand in the checkout aisle waiting to 
pay for their groceries. Based on his 
observations, he believes that more than 
30% of the customers purchase at least 
one item in the checkout aisle. You believe 
the percentage is even higher than that. 
You conduct a hypothesis test to find 
out what the story is. Your null and alter-
native hypotheses are H0: p = 0.30 and 
Ha: p > 0.30. You take a random sample of 
100 customers and observe their behavior 
in the checkout aisle. Your sample finds 
that only 20% of the customers purchased 
items. What conclusion can you make 
regarding H0 at this point (if any)?

Comparing Two Independent 
Population Means
716–720 A manager of a large grocery store chain 
believes that happy employees are more productive 
than unhappy ones. He randomly samples 60 of his 
grocery checkout clerks and classifies them into one 
of two groups: those who smile a lot (Group 1) and 
those who don’t (Group 2). After sorting the random 
sample, there just happens to be 30 in each group. 
He then examines their productivity scores (based 
on how quickly and accurately they’re able to assist 
customers) and gets the following data for each 
group:

Group 1 score mean: 33.3

Group 2 score mean: 14.4

The population of productivity scores is normally 
distributed with a standard deviation of 17.32, 
which is assumed to be the population standard 
deviation that applies both to Group 1 and Group 2.

Conduct an appropriate test to see whether a 
difference in productivity levels exists between the 
two groups among all employees, using �=0.05.

 716. What are the appropriate null and alterna-
tive hypotheses for this test?

 717. What is the critical value for a z-test for 
this hypothesis?

 718. What is the standard error for this test?
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 724. What is your decision, given this data?

 725. Suppose that you were using an alpha 
level of 0.05. What would your decision be 
regarding this data?

Getting More Practice  
with Two Independent 
Population Means
726–730 A sleep researcher investigates 
performance following a night with two different 
levels of sleep deprivation. In Group 1, 40 people 
were permitted to sleep for five hours. In Group 2, 
35 people were permitted to sleep for three hours. 
The outcome measure was performance on a 
memory test with a population standard deviation 
of 6 in each group. The mean memory test score 
in the group that slept three hours was 58; in the 
group that slept five hours, it was 62.

 726. If the researcher is interested in whether 
performance differs according to the 
amount of sleep, what are the null and 
 alternative hypotheses?

 727. If the researcher is interested in whether 
more sleep is associated with better per-
formance, what are the null and alterna-
tive hypotheses?

 728. Using a z-test for two population means, 
what is the test statistic for this data?

 719. What is the test statistic for this data?

 720. What is your decision, given this data?

Digging Deeper into Two 
Independent Population 
Means
721–725 A psychologist read a claim that 
average intelligence differs between smokers 
and nonsmokers and decided to investigate. She 
sampled 30 smokers and 30 nonsmokers and gave 
them an IQ test. She used an alpha level of 0.10. 
The mean for the smokers is 51.9, and the mean for 
the nonsmokers is 52.6. The population variance for 
each group is 5.

 721. What are the null and alternative hypoth-
eses for this data?

 722. What is the critical value for a z-test for 
this hypothesis?

 723. What is the test statistic for this data?
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 729. Using a z-test for two population means, a 
not equal to alternative hypothesis, and an 
alpha level of 0.01, what is the researcher’s 
decision regarding this data?

 730. Using a z-test for two population means, a 
greater than alternative hypothesis, and an 
alpha level of 0.05, what is the researcher’s 
decision regarding this data?

Using the Paired t-Test
731–736 A city power company wants to encourage 
households to conserve energy. It decides to test 
two advertising campaigns. The first emphasizes 
the potential to save money by saving energy (the 
“wallet” appeal). The second emphasizes the 
humanitarian value of reducing carbon footprint 
(the “moral” appeal). The company randomly 
chooses ten households and presents one randomly 
chosen appeal of the two to them, observes their 
energy consumption for a month, and then presents 
the other appeal and observes their energy 
consumption for a month. Energy consumption is 
expressed in kilowatts.

With the “wallet” appeal as Group 1 and the 
“moral” appeal as Group 2, the results are as 
follows:

d̄ =−83.5

sd =46.39

n=10

df =9

Assume that power consumption is normally distrib-
uted at both time points. The research question is 
whether energy consumption differs following one 
appeal rather than the other.

 731. What is the appropriate test to determine 
if one appeal is more successful than the 
other?

 732. Given the information provided, which of 
the following is a true statement regarding 
this sample data?

 (A) The wallet appeal was more 
successful.

 (B) The moral appeal was more 
successful.

 (C) There was greater variability in the 
wallet appeal data.

 (D) There was greater variability in the 
moral appeal data.

 (E) On average, there was no difference 
between the wallet and moral 
appeals.

 733. What is the degrees of freedom for the 
appropriate test for this data?

 734. What is the standard error for a paired 
t-test on this data? Round your answer to 
two decimal places.

 735. What is the test statistic for this data? 
Round to two decimal places.

 736. Using a not equal to alternative hypothesis 
and an alpha level of 0.10, what is your 
conclusion regarding this data?
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 739. What is d̄ for this data? Round your 
answer to four decimal places.

 740. What is the standard error for this data? 
Round your answer to four decimal 
places.

 741. At an alpha level of 0.05, given a not equal 
to alternative hypothesis, what is the criti-
cal value of t?

 742. At an alpha level of 0.01, given a not equal 
to alternative hypothesis, what is the criti-
cal value of t?

 743. What is the test statistic for this data? 
Round your answer to four decimal 
places.

 744. At the �=0.01 level, what is your decision 
regarding this data?

 745. At the �=0.05 level, what is your decision 
regarding this data?

Digging Deeper into the 
Paired t-Test
737–745 A precocious child wants to know which 
of two brands of batteries tends to last longer. 
She finds seven toys, each of which requires one 
battery. For each toy, she then randomly chooses 
one of the brands, puts a fresh battery of that brand 
in the toy, turns the toy on, and records the time 
before the battery dies. She repeats the experiment 
with a battery of the brand not used in the first trial 
for each toy.

Her data is listed in the following table (in terms of 
hours of battery life before failure):

Illustration by Ryan Sneed

Assume that the difference scores are normally 
distributed. The sample standard deviation of 
difference scores (sd) is 0.9214.

 737. What is the appropriate test to determine 
whether the two brands have a different 
battery life?

 738. If the child claims that one brand lasts 
longer than the other, what are the null 
and alternative hypotheses for this 
research question?
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Comparing Two Population 
Proportions
746–752 A computer security consultant is 
interested in determining which of two password 
generation rules is more secure. One rule requires 
users to include at least one special character 
(*, @, !, %, or $); the other doesn’t.

The consultant creates 100,000 phantom accounts 
and observes them for six months, monitoring 
carefully for inappropriate logins. Among the 
50,000 accounts with passwords that used the first 
rule (requiring special characters), 1,055 were 
breached by security threats. Among the 50,000 
who followed the second rule, 2,572 security 
breaches occurred.

 746. What is the appropriate statistical test to 
address this research question?

 747. Assume that the researcher claims that 
the password systems differ in strength. 
What are the appropriate null and alterna-
tive hypotheses for this research 
question?

 748. What are the values of p̂
1
 and p̂

2
 for this 

data?

 749. What is the value of p̂ for this data?

 750. What is the standard error for this data? 
Round your answer to four decimal 
places.

 751. What is the z-statistic for this data? Round 
your answer to two decimal places.

 752. Using a significance level of 0.05 and a not 
equal to alternative hypothesis, what is 
your decision based on this data?

Digging Deeper into Two 
Population Proportions
753–760 A prison warden wants to see whether 
it’s beneficial or harmful to give prisoners access 
to the Internet. She randomly assigns prisoners in 
100 cells to receive such access and 100 cells to 
be observed as controls. The outcome variable 
is whether each cell had a report of a behavioral 
problem during the week following introduction of 
Internet access.

Of those in the Internet group (Group 1), 50 of 
the cells had a reported episode of behavioral 
disturbance, and of those in the non-Internet 
group (Group 2), 70 cells had such incidents. If 
appropriate, conduct a z-test for independent 
proportions and report your results. Use a 95% 
confidence level.

 753. What are the values of p̂
1
 and p̂

2
 for this 

data?

 754. What is the value of p̂ for this data?

 755. What is the standard error for this data? 
Round your answer to four decimal 
places.
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 759. What is your decision regarding this data, 
given an alpha level of 0.05 and the follow-
ing hypotheses?

  H0: p1 = p2

  Ha: p1 ≠ p2

 760. What is your decision regarding this data, 
given an alpha level of 0.01 and the follow-
ing hypotheses?

  H0: p1 = p2

  Ha: p1 ≠ p2

 756. For the following hypotheses and an alpha 
level of 0.01, what is the critical value for 
the test statistic?

  H0: p1 = p2

  Ha: p1 ≠ p2

 757. For the following hypotheses and an alpha 
level of 0.01, what is the critical value for 
the test statistic?

  H0: p1 = p2

  Ha: p1 > p2

 758. What is the test statistic for this data, 
given the following hypotheses? Round 
your answer to four decimal places.

  H0: p1 = p2

  Ha: p1 ≠ p2
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Surveys

S 
urveys are everywhere, and their quality can range from good to bad to ugly. The 
ability to critically evaluate surveys is the focus of this chapter.

The Problems You’ll Work On
The problems in this chapter focus on the following big ideas:

 ✓	Understanding the basics and nuances of good and bad surveys (issues involved in 
designing the survey, selecting a sample of participants, and collecting the data)

 ✓	Identifying problems that commonly occur in surveys and samples that create bias

 ✓	Using the proper terminology at the proper time to describe a problem that’s been 
found with a survey or a sample

What to Watch Out For
Pay particular attention to the following:

 ✓	The way a sample is selected depends on the situation — know the differences.

 ✓	Specific terms are used to describe problems with surveys and samples. Make sure you 
pick up on subtle differences. Here are the most common terms:

	 •	Sampling frame: A list of all the members of the target population.

	 •	Census: Getting desired information from everyone in the target population.

	 •	Random sample: Each member of the population has an equal chance of being 
selected for the sample.

	 •	Bias: Systematic unfairness in sample selection or data collection.

	 •	Convenience sample: Chosen solely for convenience, not based on randomness.

	 •	Volunteer/self-selected sample: Sample where people determine on their own to 
be involved.

	 •	Non-response bias: Occurs when someone in the sample doesn’t return or 
doesn’t finish the survey.

	 •	Response bias: When the respondent takes the survey but doesn’t give correct 
information.

	 •	Undercoverage: Sampling frame doesn’t include adequate representation from 
certain groups within the target population.
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 765. Of the 100 people in your sample, 20 choose 
not to participate. You later discover that 
they’re in a lower income bracket than 
those who did participate. What problem 
does this introduce into your study?

 766. One of your questions asks whether the 
respondent voted in the last election. You 
find a much higher proportion of individuals 
claiming to have voted than is indicated by 
public records. What is this an example of?

Selecting Samples and 
Conducting Surveys
767–775 Solve the following problems about 
selecting samples and conducting surveys.

 767. Why is bias particularly problematic in 
surveys?

 768. Which of the following is an example of a 
good census of 2,000 students in a high 
school?

 (A) calculating the mean age of all the 
students by using their official 
records

 (B) asking the first 25 students who 
arrive at school on a given day their 
age and calculating the mean from 
this information

 (C) sending an e-mail to all students 
asking them to respond with their 
age and calculating the mean from 
those who respond

 (D) Choices (A) and (C)

 (E) Choices (A), (B), and (C)

Planning and Designing 
Surveys
761–766 You’re interested in the willingness of 
adult drivers (age 18 and over) in a metropolitan 
area to pay a toll to travel on less-congested 
roads. You draw a sample of 100 adult drivers 
and administer a survey on this topic to them.

 761. What is the target population for this 
study?

 762. Suppose that you collect your data in a 
way that makes it likely that the survey 
respondents aren’t representative of the 
target population. What is this called?

 763. If you were to select your sample by 
drawing numbers at random from the 
published phone directory and calling 
during daytime hours on weekdays, how 
could these actions bias the results?

 (A) Not everyone has a phone or a listed 
phone number.

 (B) Not everyone is at home during the 
day on weekdays.

 (C) Not everyone is willing to participate 
in telephone polls.

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 764. What is the main problem with the survey 
question “Don’t you agree that drivers 
should be willing to pay more for less- 
congested roads?”
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 772. Suppose that you conduct a survey by 
interviewing the first 50 people you see 
in a shopping mall. What type of bias is 
likely to result?

 773. Sometimes scales are reversed during 
the course of a survey. For example, with 
Likert scale items, 1 may sometimes 
mean strongly agree and sometimes 
strongly disagree. What is one reason for 
this reversal?

 774. What is the biggest problem that makes 
the question “Should everyone go to 
college and seek gainful employment?” 
less than ideal?

 775. Why do some surveys include “don’t 
know” as a response?

 (A) because the respondent may be 
uninformed about the topic

 (B) because the respondent may not 
remember enough information to 
answer the question

 (C) because the respondent may find the 
question offensive

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 769. You want to survey students at a high 
school and calculate the mean age. Which 
of the following procedures will result in a 
simple random sample?

 (A) classifying the students as male or 
female and drawing a random 
sample from each

 (B) using an alphabetized student roster 
and selecting every 15th name, start-
ing with the first one

 (C) selecting three tables at random 
from the cafeteria during lunch hour 
and asking the students at those 
tables for their age

 (D) selecting one student at random, 
asking him or her to suggest three 
friends to participate and continuing 
in this fashion until you have your 
sample size

 (E) numbering the students by using the 
school’s official roster and selecting 
the sample by using a random 
number generator

 770. Suppose that you intend to conduct a 
survey among employees at a firm. You 
use a file supplied by the personnel 
department for your sampling file, not 
realizing that it excludes people hired in 
the past six months. What kind of bias is 
likely to result?

 771. Suppose that you conduct a survey by 
showing an 800 number on the television 
screen during a popular program and 
inviting people to call in with their 
response to a posted question. What type 
of bias is likely to result?
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Correlation

I 
n this chapter, you explore possible linear relationships between a pair of quantitative 
(numerical) variables, X and Y. Your basic question is this: As the X variable increases in 

value, does the Y variable increase with it, does it decrease in value, or does it just basically 
not react at all? Answering this question requires the use of graphs as well as the calcula-
tion and interpretation of a certain numerical measure of togetherness — correlation.

The Problems You’ll Work On
Your job in this chapter is to look for, describe, and quantify possible linear relationships 
between two quantitative variables, using the following methods:

 ✓	Graphing pairs of data on a scatter plot and describing what you see

 ✓	Measuring the strength and direction of a linear relationship, using correlation

 ✓	Interpreting correlation properly and knowing its properties

 ✓	Understanding what elements can affect correlation

What to Watch Out For
Correlation is more than just a number; it’s a way of describing relationships in a universal way.

 ✓	Understand that correlation applies to quantitative variables (like age and height), 
even though the “street definition” of correlation relates any variables (like gender and 
voting pattern).

 ✓	Know the many properties of correlation — some are counterintuitive (for example, 
you may think that switching the values of X and Y will change the correlation, but it 
doesn’t).

 ✓	Always remember: “Man does not live by a correlation alone.” You always need to look 
at a scatter plot of the data as well. (Neither is foolproof by itself.)
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 779. How do you know this scatter plot displays 
a relatively strong linear relationship 
between the two variables?

 780. If these two quantitative variables had a 
correlation of 1, how would the scatter 
plot be different?

 781. If these two quantitative variables had a 
correlation of –1, what would the scatter 
plot look like?

 (A) The points would all lie on a straight 
line.

 (B) All the points would have to be 
between –1 and 0.

 (C) All the points would slope downward 
from left to right.

 (D) Choices (A) and (C)

 (E) Choices (A), (B), and (C)

Creating Scatter Plots
782–783 Solve the following problems about 
making scatter plots.

 782. For a group of adults, suppose you want to 
create a scatter plot between height and 
one other variable. Which variable(s) 
would be the appropriate candidate?

 (A) gender

 (B) race/ethnicity

 (C) weight

 (D) zip code of residence

 (E) Choices (C) and (D)

Interpreting Scatter Plots
776–781 This scatter plot represents the high-school 
and freshman college GPAs of 24 students.

Illustration by Ryan Sneed

 776. How would you describe the linear rela-
tionship between high-school GPA and 
college GPA?

 (A) strong

 (B) weak

 (C) positive

 (D) negative

 (E) Choices (A) and (C)

 777. Looking at the following high-school GPAs 
for five students, which one would you 
predict to have the highest college GPA?

 (A) 2.5

 (B) 2.8

 (C) 3.1

 (D) 3.4

 (E) 4.0

 778. How do you know this scatter plot displays 
a positive linear relationship between the 
two variables?
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 786. Which of the following correlations indi-
cates a very strong, positive linear rela-
tionship between two quantitative 
variables?

 (A) –0.7

 (B) –0.1

 (C) 0.2

 (D) 0.4

 (E) 0.9

 787. Which of the following correlations indi-
cates a weak, negative linear relationship 
between two quantitative variables?

 (A) –0.2

 (B) –0.8

 (C) –1

 (D) 0.4

 (E) 0.8

Digging Deeper into  
Scatter Plots
788–790 In this scatter plot, X and Y both represent 
measurement variables.

Illustration by Ryan Sneed

 783. You have a data set containing four vari-
ables collected from a group of children 
ages 5 to 21 years. The variables are 
height, age, weight, and gender. Which 
pair(s) of variables is appropriate for 
making a scatter plot?

 (A) height and age

 (B) height and gender

 (C) gender and age

 (D) height and weight

 (E) Choices (A) and (D)

Understanding What 
Correlations Indicate
784–787 Figure out what the correlations in the 
following problems indicate.

 784. Which of the following correlations indi-
cates a strong, negative linear relationship 
between two quantitative variables?

 (A) –0.2

 (B) –0.8

 (C) 0

 (D) 0.4

 (E) 0.8

 785. Which of the following correlations indi-
cates a weak, positive linear relationship 
between two quantitative variables?

 (A) –0.2

 (B) –0.6

 (C) 0.2

 (D) 0.75

 (E) 0.9
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 793. Which of the following represents the 
strongest possible linear relationship 
between two quantitative variables?

 (A) –1

 (B) 0

 (C) 1

 (D) Choices (A) and (C)

 (E) Choices (A), (B), and (C)

Calculating Correlations
794–799 Use the following data set to help 
with calculating the correlation in the following 
problems.

Illustration by Ryan Sneed

 794. What is the value of x̄ for this data?

 795. What is the value of ȳ for this data?

 796. What is the value of n – 1 in this case?

 797. What is the value of sx for this data?

 788. How do you describe the relationship 
between the two quantitative variables in 
this scatter plot?

 789. What is your best guess for the correlation 
for these two quantitative variables?

 790. Why is correlation a poor choice to 
describe the relationship between these 
two particular variables?

Digging Deeper into What 
Correlations Indicate
791–793 Figure out what the correlations in the 
following problems indicate.

 791. Which of the following correlations repre-
sents the data with the strongest linear 
relationship between two quantitative 
variables?

 (A) –0.85

 (B) –0.56

 (C) 0.23

 (D) 0.45

 (E) 0.6

 792. Which of the following correlations represents 
the data with the weakest linear relation-
ship between two quantitative variables?

 (A) –0.63

 (B) –0.23

 (C) 0.1

 (D) 0.45

 (E) 0.73
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 802. If sy is changed to 4.82, with all the other 
given values the same, how will the 
 correlation of X and Y change?

 803. If 
∑
x

∑
y

�
x− x̄

��
y− ȳ

�
 is changed to 349, how 

does the correlation of X and Y change?

Looking at the Properties 
of Correlations
804–806 Solve the following problems about 
correlation properties.

 804. Suppose that you calculate the correlation 
between the heights of fathers and sons, 
measured in inches, and then you convert 
the data to centimeters; how does the cor-
relation change?

 805. Which of the following values isn’t possi-
ble for a correlation?

 (A) –2.64

 (B) 0.99

 (C) 1.5

 (D) Choices (A) and (C)

 (E) Choices (A), (B), and (C)

 806. If you compute the correlation between the 
heights and weights of a group of students 
and then compute the correlation between 
their weights and heights, how will the two 
correlations compare?

 798. What is the value of sy for this data?

 799. Suppose you have the following information 
about two variables, X and Y:

  
∑
x

∑
y

�
x− x̄

��
y− ȳ

�
=2.5

  Using the formula for correlation, calculate 
the correlation between these two variables.

Noting How Correlations 
Can Change
800–803 Use this information to answer the following 
problems: The following statistics describe two 
variables, X and Y: 

x̄=8.00; ȳ=8.53

sx = 4.47; sy = 5.36

n = 15

∑
x

∑
y

�
x− x̄

��
y− ȳ

�
=274

 800. What is the correlation of X and Y in this 
case?

 801. If the sample size is changed to 20, with all 
the other given values the same, how will 
the correlation change?
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Making Conclusions about 
Correlations
811–813 Draw conclusions about the correlations 
in the following problems.

 811. If a correlation between two quantitative 
variables is calculated to be 1.2, what do 
you conclude?

 812. If you compute a correlation of –0.86 
between two quantitative variables, what 
do you conclude?

 813. If you compute a correlation of 0.27 
between two quantitative variables, what 
do you conclude?

Getting More Practice with 
Scatter Plots and Correlation 
Changes
814–817 You conduct a study to see whether the 
amount of time spent studying per week is related to 
GPA for a group of college computer science majors.

 814. How do you designate the “time spent 
studying” variable on a scatter plot of 
your data?

Digging Deeper into How 
Correlations Can Change
807–810 You conduct a study to see whether 
changing the font size of the text displayed on a 
computer screen influences reading comprehension.

 807. Which variable corresponds to “reading 
comprehension” in this study?

 (A) the X variable

 (B) the Y variable

 (C) the response variable

 (D) Choices (A) and (C)

 (E) Choices (B) and (C)

 808. Which variable corresponds to “font size” 
in this study?

 (A) the X variable

 (B) the Y variable

 (C) the response variable

 (D) Choices (A) and (C)

 (E) Choices (B) and (C)

 809. How will the correlation change if 
you switch the designation of the 
two variables — that is, if you make 
the X variable the Y variable and 
make the Y variable the X variable?

 810. How does the correlation change if text 
font size is measured in centimeters 
rather than inches?
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Making More Conclusions 
about Correlations
818–820 Draw conclusions about the correlations 
in the following problems.

 818. If you compute a correlation of –0.23 
between two quantitative variables, what 
do you conclude?

 819. If you compute the correlation between 
two quantitative variables to be 1.05, 
what do you conclude?

 820. If you compute a correlation of –0.87 
between two quantitative variables, what 
do you conclude?

 815. How do you designate the variable “GPA” 
on a scatter plot of your data?

 (A) the X variable

 (B) the Y variable

 (C) the response variable

 (D) Choices (A) and (C)

 (E) Choices (B) and (C)

 816. How does the correlation change if you 
switch the measurement of study time 
from minutes to hours?

 817. How does the correlation change if you switch 
the designation of the two variables — that 
is, make the X variable the Y variable and 
make the Y variable the X variable?
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Simple Linear Regression

W 
ith simple linear regression, you look for a certain type of relationship between two 
quantitative (numerical) variables (like high-school GPA and college GPA.) This spe-

cial relationship is a linear relationship — one whose pairs of data resemble a straight line. 
After you find that right relationship, you fit a line to it and use the line to make predictions 
for future values. Sounds romantic, doesn’t it?

The Problems You’ll Work On
Your job in this chapter is to find and interpret the results of a regression line and its ele-
ments and to carefully check exactly how well your line fits. Note: Regression assumes 
you’ve found that a strong relationship exists (see Chapter 15 for the details of correlation 
and scatter plots).

 ✓	Find the best fitting (regression) line to describe a linear relationship.

 ✓	Understand and/or interpret the slope and y-intercept of the regression line.

 ✓	Use the regression line to make predictions for one variable given another, where 
appropriate.

 ✓	Assess line fit and look for anomalies, such as offbeat patterns or points that stand out.

What to Watch Out For
It’s easy to get caught up in all the calculations of regression. Always remember that under-
standing and interpreting your results is just as important as calculating them!

 ✓	Slope measures change and are used all over the place in regression — be sure to know 
them cold.

 ✓	Equations aren’t smart — you have to know when they can be used and applied and 
when they can’t.

 ✓	Many techniques exist for determining how well a line fits and for pointing out problems. 
Know all the tools available and the specifics of what their results tell you.
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 822. In looking at this scatter plot, which of the 
following violations of a necessary condi-
tion for fitting a regression line is observed?

 (A) The variables aren’t numeric.

 (B) Their correlation isn’t strong enough.

 (C) Their relationship isn’t linear.

 (D) Choices (B) and (C)

 (E) None of the above.

 823. The equation for calculating the least-
squares regression line is y = mx + b. If two 
variables have a negative relationship, 
which letter will be preceded by the 
negative sign?

Examining the Equation for 
Calculating the Least-Squares 
Regression Line
824–825 Solve the following problems about the 
equation for the least-squares regression line.

 824. The equation for calculating the least-
squares regression line is y = mx + b. 
Which letter in this equation represents 
the slope of the regression line?

 825. The equation for calculating the least-
squares regression line is y = mx + b. 
Which letter in this equation represents 
the y-intercept for the regression line?

Introducing the Regression 
Line
821 Solve the following problem about regression 
line basics.

 821. What conditions must be met before it’s 
appropriate to find the least-squares 
regression line between two quantitative 
variables?

 (A) Both variables are numeric.

 (B) The scatter plot indicates a linear 
relationship.

 (C) The correlation is at least moderate.

 (D) Choices (A) and (C)

 (E) Choices (A), (B), and (C)

Knowing the Conditions  
for Regression
822–823 In this scatter plot, the two variables 
plotted are quantitative (numerical). The 
correlation is r = 0.75.

Illustration by Ryan Sneed
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 831. If x decreases by 2.3, how does the value of 
y change?

 832. Where does this regression line intersect 
the y-axis?

Finding a Regression Line
833–842 This scatter plot shows the relationship 
between the GRA verbal (GRA_V) and GRA math 
(GRA_M) scores of a group of high-school seniors.

Illustration by Ryan Sneed

For the purpose of this analysis, consider GRA_M 
to be the X variable and GRA_V to be the Y 
variable. These variables and their relationship are 
characterized by the following statistics:

x̄=502.9; ȳ=506.1

sx = 103.2; sy = 103.2

r = 0.792

Finding the Slope and 
y-Intercept of a Regression 
Line
826–829 The linear relationship between two 
variables is described by the regression line  
y = 3x + 1. (Assume that the correlation is strong 
and that the scatter plot shows a strong linear 
relationship.)

 826. What is the slope of the regression line?

 827. What is the y-intercept of the regression 
line?

 828. If x = 3.5, what is the expected value of y?

 829. If x = 0.4, what is the expected value of y?

Seeing How Variables Can 
Change in a Regression Line
830–832 Suppose that the linear relationship 
between two quantitative variables is described by 
the regression line y = –1.2x + 0.74. (Assume that 
the correlation is strong and that the scatter plot 
shows a strong linear relationship.)

 830. If x increases by 1.5, how does the value of 
y change?
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 840. Student A has a math score 210 points 
higher than Student B. How much higher 
do you expect Student A’s verbal score to 
be, compared to Student B?

 841. Student C has a math score 50 points 
lower than Student D. Using the regres-
sion equation, how do you expect their 
verbal scores to compare?

 842. There is a strong, positive correlation 
between GRA_M and GRA_V in this data. 
Why can’t you assume that this is a 
 cause-and-effect relationship?

Digging Deeper into Finding  
a Regression Line
843–852 The scatter plot represents data on 
home size (in square feet) and selling price (in 
thousands of dollars) for 35 recent sales in an 
American community. Home size is the X variable, 
and selling price is the Y variable.

Illustration by Ryan Sneed

 833. How would you characterize the linear 
 relationship between X and Y in this case?

 834. What is the approximate range of values 
for each of these variables?

 835. Without doing any calculations, what is the 
best estimate for the slope of the regression 
line for these variables?

 836. What is the actual calculated slope for the 
regression line for this data?

 837. What is the y-intercept for the regression 
line for this data?

 838. What is the actual calculated equation of 
the regression line for this data?

 839. The linear relationship between two 
 quantitative variables is described by the 
equation y = 0.792x + 107.8. Using this 
 equation, if x = 230, what is the expected 
value of y?
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 848. What do you expect a house of 1,000 
square feet to sell for (in dollars)?

 849. What do you expect a house of 1,500 
square feet to sell for (in dollars)?

 850. What do you expect a house of 890 
square feet to sell for (in dollars)?

 851. House A is 90 square feet larger than 
House B. What do you expect their price 
difference to be (in dollars)?

 852. House C is 54 square feet smaller than 
House D. What do you expect their price 
difference to be (in dollars)?

The following statistics describe these two variables 
and their relationship in the data set:

x̄=915.1; ȳ=121.1

sx = 58.5; sy = 11.8

r = 0.527

 843. How do you describe the linear relationship 
between these two variables?

 844. Given the following home sizes in square 
feet, which size home do you expect to 
sell for the highest price?

 (A) 800 square feet

 (B) 850 square feet

 (C) 870 square feet

 (D) 890 square feet

 (E) 910 square feet

 845. What is the slope of the regression line for 
this data?

 846. What is the y-intercept of the regression 
line for this data?

 847. What is the equation of the regression line 
for this data?
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Determining Whether 
Variables Are Candidates  
for a Linear Regression  
Analysis
857–859 Figure out whether you can use the 
variables in the following problems in a linear 
regression analysis.

 857. Suppose that you’re considering running 
a linear regression with two variables, X 
and Y. As a preliminary check, you com-
pute the correlation and find that it’s 0.54. 
At this point, can you say that these vari-
ables are good candidates for a linear 
regression analysis? Why or why not?

 858. Suppose that you’re considering running 
a linear regression with two variables, X 
and Y. As a preliminary check, you com-
pute the correlation and find that it’s 0.05. 
Are these variables good candidates for a 
linear regression analysis? Why or 
why not?

 859. Which of the following correlations 
 indicates the strongest linear relation-
ship between two variables? (Assume 
that the scatter plots match the correla-
tions, respectively.)

 (A) –0.9

 (B) –0.5

 (C) 0.0

 (D) 0.9

 (E) Choices (A) and (D)

Connecting to Correlation 
and Linear Relationships
853–856 Use the following scatter plot to answer the 
following problems.

Illustration by Ryan Sneed

 853. In words, how would you describe the 
 general linear relationship between the X 
and Y variables in this scatter plot?

 854. In terms of numbers, what is the most 
 plausible value for the correlation 
between X and Y?

 855. If the variables X and Y were switched in 
this scatter plot, how would the correla-
tion be affected?

 856. Does the scatter plot suggest that X and 
Y are good candidates for a linear regres-
sion analysis?
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 864. Do a strong correlation and a strong 
linear pattern on a scatter plot allow 
you to conclude a cause-and-effect 
 relationship between two variables X 
and Y? Why or why not?

 865. If you want to predict weight using 
height, which variable is designated as 
the X variable: height or weight?

Describing Linear 
Relationships
866–872 As part of a study of academic 
performance, you collect data about GPA, major, 
minutes spent studying per week, and minutes spent 
watching TV per week from a random sample of 
college juniors. A scatter plot of minutes studying 
and GPA suggests a linear relationship.

 866. For the entire sample, the correlation 
between minutes studying and GPA is 0.74. 
How would you describe the linear relation-
ship between these two variables?

Digging Deeper into 
Correlations and Linear 
Relationships
860–865 As part of a health behaviors study, you 
collect data on heights and weights for a group 
of adults. The scatter plot of the data indicates a 
possible linear relationship.

 860. If the correlation between height and 
weight is 0.65, what is the correlation 
between weight and height?

 861. Originally, you collected height in inches 
and weight in pounds. You decide to con-
vert your measurements to centimeters 
and kilograms, respectively, and recalcu-
late the correlation. How will it change?

 862. For females in this data set, the correla-
tion coefficient between weight and height 
is 0.50. For males, it’s 0.80. What do these 
two correlations tell you about the linear 
relationship between weight and height 
for females and males in this data set? 
(Assume that the scatter plots agree with 
the correlations in both cases.)

 863. Which of the following doesn’t repre-
sent a possible value for a correlation in 
general?

 (A) –1.5

 (B) –0.6

 (C) 0.0

 (D) 0.2

 (E) 0.8
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 871. Among English majors, the correlation 
between minutes spent studying and 
GPA is 0.48. Among engineering majors, 
it’s 0.78. Given this information, which of 
the following statements about the linear 
relationship between time spent studying 
and GPA is correct for this data set? 
Assume that scatter plots suggest some 
type of linear relationship between the 
variables in each case.

 (A) The linear relationship is stronger 
for English majors.

 (B) The linear relationship is stronger 
for engineering majors.

 (C) The linear relationships are equal 
between English and engineering 
majors.

 (D) Correlation can’t be used to com-
pare two groups.

 (E) Not enough information to tell.

 872. You calculate a correlation of –2.56 
between minutes spent studying per 
week and minutes spent watching TV 
per week. What do you conclude?

Getting More Practice with 
Finding a Regression Line
873–877 You conduct a survey including variables 
for current income (measured in thousands of 
dollars) and life satisfaction (measured on a scale 
of 0 to 100, with 100 being most satisfied and 0 
being least satisfied). A scatter plot of the data 
suggests a linear relationship.

 873. If you want to predict life satisfaction 
using income, which variable would you 
designate as X?

 867. Suppose that the responses for minutes 
spent studying per week range from 0 to 
480 minutes. Further, the responses 
 average 250 minutes with a standard 
 deviation of 60 minutes. A scatter plot 
between minutes studying and GPA 
 demonstrates a linear trend, and the 
 correlation coefficient of the two variables 
is 0.84. Among the five choices given, how 
many minutes spent studying is the most 
likely prediction for students with the 
 highest GPAs, on average? Choose the 
best answer.

 (A) 20 minutes

 (B) 60 minutes

 (C) 250 minutes

 (D) 260 minutes

 (E) 450 minutes

 868. For the entire sample, the correlation 
between minutes watching TV and GPA is 
–0.38. How would you describe the linear 
relationship between these two variables?

 869. Given a correlation of –0.68 between min-
utes watching TV and GPA for five stu-
dents, which of the following minutes 
would you expect the student with the 
highest GPA to have spent watching TV, on 
average? (Assume that the scatter plot 
suggests a linear relationship.)

 (A) 30

 (B) 80

 (C) 120

 (D) 250

 (E) 500

 870. For the purpose of a regression analysis, 
which is the more logical choice for the Y 
variable: time spent studying or GPA?
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Making Predictions
878–884 A building contractor examines the cost 
of having carpentry work done in some of his 
buildings in the current year. He finds that the cost 
for a given job can be predicted by this equation:

y = $50x + $65

Here, y is the cost of a job (in dollars), and x is 
the number of hours a job takes to complete. So 
the cost of a given job can be predicted by a base 
fee of $65 per job plus a cost of $50 per hour. 
Assume that the scatter plot and correlation both 
indicate strong linear relationships.

 878. What is the predicted cost of a job that 
takes 2.5 hours to complete?

 879. What is the predicted cost for a job that 
takes 4.75 hours to complete?

 880. How much more money do you predict a 
job taking 3.75 hours to complete will 
cost, as compared to a job taking 3.5 
hours to complete?

 881. Suppose that in a different city, a similar 
equation predicts carpentry costs, but 
the intercept is $75 (the slope remains 
the same). What is the predicted cost for a 
job taking 2 hours in this city?

 874. For this data, the mean of satisfaction is 
60.4, and the standard deviation of 
 satisfaction is 12.5. The mean of income is 
80.5, and the standard deviation of income 
is 16.7. The correlation coefficient between 
satisfaction and income is 0.77. What is the 
slope for the regression line predicting 
 satisfaction from income?

 875. For this data, the mean of satisfaction is 
60.4, and the standard deviation of 
 satisfaction is 12.5. The mean of income 
is 80.5, and the standard deviation of 
income is 16.7. The correlation coefficient 
between satisfaction and income is 0.77. 
What is the y-intercept for the regression 
line when predicting satisfaction from 
income?

 876. The slope and y-intercept for the linear 
relationship between income (X ) and life 
satisfaction (Y ) are 0.58 and 13.7, respec-
tively. What is the equation describing the 
linear relationship between income and 
life satisfaction based on this data?

 877. In this data set, incomes (x values) range 
from $50,000 to $150,000. Which of the fol-
lowing would qualify as extrapolation 
when attempting to predict life satisfaction 
(Y ), using income (X )?

 (A) predicting satisfaction for someone 
with an income of $75,000

 (B) predicting satisfaction for someone 
with an income of $45,000

 (C) predicting satisfaction for someone 
with an income of $200,000

 (D) Choices (A) and (B)

 (E) Choices (B) and (C)
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 886. What does the slope mean in a simple 
regression equation?

 887. What does the y-intercept mean in a simple 
regression equation?

 888. For this data, what is the expected job satis-
faction rating for someone with 20 years of 
experience, on average?

 889. For this data, what is the expected job satis-
faction rating for someone with two years of 
experience, on average?

 890. What is the expected difference in job satis-
faction ratings when comparing someone 
with 15 years of experience to someone 
with 8 years of experience?

 891. What is the expected difference in job satis-
faction ratings, on average, comparing 
someone with 15 years of experience to a 
new hire (with 0 years of experience)?

 892. What is the expected difference, on average, 
in job satisfaction ratings, comparing some-
one with 11.5 years of experience to a new 
hire (0 years of experience)?

 882. Suppose you’re comparing the predicted 
cost of a job lasting 3.5 hours in the two 
cities (the first with an intercept of $65 
and the second with an intercept of $75). 
How much more do you predict a job last-
ing 3.5 hours will cost in the first city 
versus the second city?

 883. In a third city, carpentry costs are pre-
dicted by an equation with a slope of $60 
and an intercept of $65. How much do you 
predict a job lasting 2.3 hours will cost?

 884. Looking at data from an earlier year, the 
equation predicting costs in the first city 
has an intercept of $65 and a slope of $60. 
Compared to the current year, how much 
more did a job lasting 3.6 hours cost in 
the previous year?

Figuring Out Expected Values 
and Differences
885–893 You conduct a survey of job satisfaction 
rating (measured on a scale of 0 to 100 points, 
with 100 being the most satisfied) and years of 
experience among employees in a large company. 
The linear relationship between these two variables 
is described by the regression line y = 1.4x + 62. 
Here, y is job satisfaction rating, and x is years 
of employment. Assume that the scatter plot and 
correlation project a linear relationship.

 885. What are the y-intercept and slope for this 
equation?
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 896. What is the expected market value for a 
home of 1,500 square feet in Community 
2, on average?

 897. What is the expected market value for a 
home of 980 square feet in Community 2, 
on average?

 898. Comparing two homes with 1,000 square 
feet each, one in Community 1 and one in 
Community 2, how do their expected 
values differ, on average?

 899. Comparing two homes with 1,620 square 
feet each, one in Community 1 and one in 
Community 2, how do their expected 
values differ, on average?

 900. Comparing two homes with 1,930 square 
feet each, one in Community 1 and one in 
Community 2, how do their expected 
values differ, on average?

 901. Which has a larger expected market value: 
a home in Community 1 with 1,100 square 
feet or a home in Community 2 with 1,200 
square feet, on average?

 893. For a second company, the equation pre-
dicting job satisfaction from years of 
employment, on average, is y = 1.4x + 67. 
Comparing employees with 10 years of 
experience, how much does the predicted 
job satisfaction rating for an employee 
from the second company differ from that 
of the first, on average?

Digging Deeper into Expected 
Values and Differences
894–902 You collect data on square footage and 
market value for homes in two communities, and 
you want to use square footage to predict market 
value. The variables x1 and x2 represent the square 
footage of homes in Community 1 and Community 
2, respectively, and y1 and y2 represent the market 
value of homes in Community 1 and Community 
2, respectively. The scatter plots and correlations 
both indicate strong linear relationships for each 
community. The regression equations describing 
these linear relationships are

y
1
=77x

1
−15,400

y
2
=74x

2
−11,300

 894. What is the expected market value for a 
home of 1,500 square feet in Community 1, 
on average?

 895. What is the expected market value for a 
home of 1,840 square feet in Community 1, 
on average?
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 905. Student A watches 60 minutes of TV per 
week, Student B watches 800 minutes of 
TV per week, and Student C watches 220 
minutes of TV per week. Rank the students 
from high to low in terms of their expected 
SAT math scores.

Getting More Practice 
with Expected Values and 
Differences
906–915 You collect data on income (in 
thousands of dollars) and years of experience of 
part-time employees working for two companies, 
and you calculate separate regression equations 
to explore these linear relationships. The regression 
equations describing these linear relationships are

y
1
=6.7x

1
+2.5

y
2
=7.2x

2
+1.2

Here, y1 and x1 are the expected salary and years 
of experience for an employee in Company 1, and 
y2 and x2 are the expected salary and years of 
experience for an employee in Company 2.

 906. What is the expected salary for a part-
time employee in Company 1 with 6 years 
of experience?

 907. What is the expected salary for a part-
time employee in Company 1 with 17 
years of experience?

 902. Suppose that the home sizes for 
Community 1 in your sample range from 
800 square feet to 2,780 square feet. Which 
of the following would constitute 
extrapolation?

 (A) estimating the market value of a 
home in Community 1 with 2,700 
square feet

 (B) estimating the market value of a 
home in Community 1 with 2,900 
square feet

 (C) estimating the market value of a 
home in Community 1 with 750 
square feet

 (D) Choices (A) and (B)

 (E) Choices (B) and (C)

Digging Deeper into 
Predictions
903–905 For a group of 100 high-school students, 
the following equation relates their SAT math score 
(ranging from 200 to 800) with minutes per week 
watching TV (denoted by x, ranging from 0 to 720): 
SAT = 725 – 0.5x

 903. What is the predicted SAT math score for 
a student who watches 360 minutes of TV 
per week?

 904. What is the predicted SAT math score for 
a student who watches 600 minutes of TV 
per week?
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 914. Compare expected salaries between an 
employee at Company 1 with 3.8 years of 
experience and an employee at Company 
2 with 4.3 years of experience. Which 
employee has the higher expected salary?

 915. Under which circumstances could you 
declare that a strong relationship 
between x and y leads you to conclude 
that a change in x causes a change in y?

 (A) replication of this study at other 
companies

 (B) a longitudinal study tracking 
growth in individual employee sala-
ries as years of employment increase

 (C) adding additional variables to the 
model to control for other influ-
ences on salary

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 908. What is the expected salary for a part-
time employee in Company 2 with 
2.5 years of experience?

 909. How much more do you expect a part-
time employee in Company 2 with 13 
years of experience to make when com-
pared to a part-time employee in 
Company 2 with 7 years of experience?

 910. How much more do you expect a part-
time employee in Company 2 with 
6.5 years of experience to make when 
 compared to a part-time employee in 
Company 2 with 1.2  years of experience?

 911. Which company has the higher expected 
starting salary for its part-time employees?

 912. Which company has the higher rate of 
expected increase of salary for its part-time 
 employees?

 913. Compare expected salaries between an 
employee at Company 1 with 3 years of 
experience and an employee at Company 2 
with 5.5 years of experience. Which 
employee has the higher expected salary?



Chapter 17

Two-Way Tables and Independence

M 
any applications of statistics involve categorical variables, such as gender (male/
female), opinion (yes/no/undecided), home ownership (yes/no), or blood type. 

One common statistical application is to look for relationships between two categorical 
variables. In this chapter, you focus on pairs of categorical variables: how to organize and 
interpret their data (the two-way tables part), and how to describe findings and look for 
relationships (the checking for independence part).

The Problems You’ll Work On
In this chapter, you work on all the ins and outs of two-way tables and how to interpret and 
use them, including

 ✓	Being able to read and interpret all parts of a two-way table by using either counts or 
percentages

 ✓	Finding marginal, joint, and conditional probabilities from a two-way table or related 
graph

 ✓	Using probabilities from a two-way table to look for and describe relationships between 
two categorical variables

What to Watch Out For
Numbers sitting in a little table seem easy enough, but you’d be surprised at all the informa-
tion you can get out of a table, and how many equations, formulas, and notations that you 
can squeeze out of them. Be ready and keep the following in mind:

 ✓	The numbers within a two-way table represent intersections of two characteristics.

 ✓	What goes into the denominator is the key for all two-way table probabilities. Pay 
attention to what group you’re looking at; the total number in that group becomes your 
denominator.

 ✓	The wording of the problems for two-way tables can be extremely tricky; one small 
change in wording can lead to a totally different answer. Practice as many problems as 
you can.
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 919. For a two-way table including education as 
one of the variables, which of the following 
would be an appropriate way to categorize 
the data?

 (A) whether someone is a high-school 
graduate

 (B) whether someone is a college 
graduate

 (C) highest level of school completed

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 920. How many cells does a 2-x-2 table contain? 
(A cell is any of the possible combinations 
of the two variables being studied.)

Reading a Two-Way Table
921–933 This 2-x-2 table displays results from a 
poll of randomly selected male and female college 
students at a certain college, asking whether they 
were in favor of increasing student fees to expand 
the college’s athletics program. The results of their 
opinions are broken down by gender in the following 
table.

Illustration by Ryan Sneed

 921. What does the value 72 represent in this 
table?

 922. What does the value 132 represent in this 
table?

Introducing Variables and 
Two-Way Tables
916–920 Solve the following problems about 
variables in two-way tables.

 916. Which of the following variables are cate-
gorical (that is, their possible values fall 
into nonnumerical categories)?

 (A) blood type

 (B) country of origin

 (C) annual income

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 917. Which of the following variables is 
categorical?

 (A) gender

 (B) hair color

 (C) zip code

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 918. Which of the following variables would be 
suitable for a two-way table?

 (A) years of education

 (B) height in centimeters

 (C) homeownership (yes/no)

 (D) gender

 (E) Choices (C) and (D)
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 931. What proportion of all students does not 
favor the fee increase?

 932. The following pie chart was calculated 
based only on the 180 females who were 
polled. In the poll, the females were asked 
for their opinions on whether they favored 
a fee increase. What does the 27% 
represent?

Illustration by Ryan Sneed

 933. In this poll, 360 students were asked for 
their opinions on whether they favor a fee 
increase. A breakdown of the results is 
shown in the following pie chart. What 
does the 33% represent?

Illustration by Ryan Sneed

 923. How many of the students are female and 
favor the fee increase?

 924. How many male students were included in 
this poll?

 925. How many female students were included in 
this poll?

 926. How many students favor the fee increase?

 927. How many students do not favor the fee 
increase?

 928. What is the total number of students who 
took part in the poll?

 929. What proportion of male students favors 
the fee increase?

 930. What proportion of female students does 
not favor the fee increase?
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 936. What is the most appropriate label for the 
section in the pie chart representing 30% of 
the data?

 937. What is the most appropriate label for the 
section in the pie chart representing 13% of 
the data?

Interpreting a Two-Way Table 
by Using Counts
938–950 The following table displays information 
about cigarette smoking and diagnosis with hyper-
tension for a group of patients at a medical clinic.

Illustration by Ryan Sneed

 938. How many of the patients are smokers?

 939. How many of the patients have a hyperten-
sion diagnosis?

 940. How many of the patients are both non-
smokers and have a hypertension 
diagnosis?

Interpreting a Two-Way Table 
by Using Percentages
934–937 This 2-x-2 table displays results from a poll 
of 360 randomly selected male and female college 
students at a certain college, asking whether they 
were in favor of increasing student fees to expand 
the college’s athletics program. The results of their 
opinions are broken down by gender in the following 
table.

Illustration by Ryan Sneed

 The following pie chart breaks down the gender and 
opinion of all 360 students polled.

Illustration by Ryan Sneed

 934. What is the most appropriate way to 
describe the 37% represented in this pie 
chart?

 935. What is the most appropriate label for the 
section in the pie chart representing 20% of 
the data?
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 949. What proportion of all the patients in this 
study are smokers and have no hyperten-
sion diagnosis?

 950. What proportion of all the patients in this 
study are nonsmokers and have no hyper-
tension diagnosis?

Connecting Conditional 
Probabilities to Two-Way Tables
951–955 The following table displays information 
about cigarette smoking and diagnosis with 
hypertension for a group of patients at a medical clinic.

Illustration by Ryan Sneed

The following stacked bar graph displays the 
smoking and hypertension data for the group of 
patients at the medical clinic.

Note: This graph shows two bars, one for the group 
with a hypertension diagnosis, and one for the 
group with no hypertension diagnosis. The total 
percentages within each bar sum to 100%. Any 
percentage within a group represents a conditional 
probability for that group — that is, the percentage 
within that group with a certain characteristic. 
Use conditional probability terms and notation to 
answer these problems.

 941. How many of the patients are smokers and 
have a hypertension diagnosis?

 942. What is the total number of patients in this 
study?

 943. How many of the patients do not have a 
hypertension diagnosis and are smokers?

 944. How many of the patients do not have a 
hypertension diagnosis and are 
nonsmokers?

 945. What proportion of patients with a hyper-
tension diagnosis are smokers?

 946. What proportion of patients with a hyper-
tension diagnosis are nonsmokers?

 947. What proportion of nonsmokers has a 
hypertension diagnosis?

 948. What proportion of nonsmokers does not 
have a hypertension diagnosis?



158 Part I: The Questions 

 955. Based on this data, and understanding 
that you are working with only a single 
sample of data, which of the following 
statements appears to be true?

 (A) Patients with a hypertension diagno-
sis are more likely to be smokers 
than nonsmokers.

 (B) Patients with a hypertension diagno-
sis are less likely to be smokers than 
nonsmokers.

 (C) Patients without a hypertension diag-
nosis are more likely to be smokers 
than nonsmokers.

 (D) Patients without a hypertension diag-
nosis are more likely to be nonsmok-
ers than smokers.

 (E) Choices (A) and (D)

Investigating Independent 
Variables
956–960 Solve the following problems about 
independent variables.

 956. If variables A and B are independent, 
which of the following must be true?

 (A) P(A) = P(B)

 (B) P(A) ≠ P(B)

 (C) P(A) does not depend on whether or 
not B occurs.

 (D) P(A) depends on P(B).

 (E) Choices (A) and (C)

Illustration by Ryan Sneed

 951. What does the area labeled 35% represent?

 952. What does the area labeled 65% represent?

 953. What does the area labeled 68% represent?

 954. What does the area labeled 32% represent?
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 960. A primary school has 200 male students 
and 190 female students. Overall, 40% 
of students participate in after-school 
 activities. If participation is independent 
of gender in this sample, how many boys 
did not participate in after-school 
activities?

Calculating Marginal 
Probability and More
961–970 The following table represents data from 
a survey on the type of diet and cholesterol level 
among a group of adults ages 50 to 75 years.

Note: A vegetarian diet excludes meat, and a 
vegan diet excludes any animal-derived products in 
addition to meat. Regular diet in this table refers to 
those who are neither vegan nor vegetarian.

Illustration by Ryan Sneed

 961. What is the marginal probability of being a 
vegetarian?

 962. What is the marginal probability of not 
being a vegan?

 963. What is the marginal probability of having 
high cholesterol?

 957. You collect data on the choice of major 
among a random sample of students from 
a large university. You find that among 
engineering majors, 70% are male, and 
among English majors, 80% are female. 
Which of the following statements is true?

 (A) Gender and choice of major are 
independent.

 (B) Gender and choice of major are not 
independent.

 (C) There are more males than females 
enrolled in the university.

 (D) There are fewer males than females 
enrolled in the university.

 (E) Impossible to say anything without 
further information

 958. Suppose that in a population of high-
school seniors, the choice to enroll in 
higher education after graduation is inde-
pendent of gender. Which of the following 
statements would be true?

 (A) The same number of males and 
females choose to enroll in higher 
education.

 (B) The same proportion of males and 
females choose to enroll in higher 
education.

 (C) More males enlist in the military, and 
more females go directly to full-time 
work.

 (D) Choices (B) and (C)

 (E) None of the above.

 959. A small town has 300 male registered voters 
and 350 female registered voters. Overall, 
60% of voters voted for a bond initiative. If 
voting is independent of gender in this 
sample, how many women voted for the 
bond initiative?
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 969. Suppose that in this data, ten vegetarians 
have high cholesterol. How many vegetar-
ians do not have high cholesterol?

 970. Suppose that in this data, 35 regular dieters 
do not have high cholesterol. How many 
regular dieters do have high cholesterol?

Adding Joint Probability 
to the Mix
971–978 This table contains data from a survey that 
asked a sample of adults what type of phone they 
used most commonly. The adults were classified into 
three age categories: 18 to 40 years old, 41 to 65 
years old, and 66 years old or older.

Illustration by Ryan Sneed

 971. How many people took part in this survey?

 972. What is the marginal probability that an indi-
vidual in the sample is 41 to 65 years old?

 973. What is the marginal probability of a 
respondent’s most commonly used type of 
phone not being a landline?

 964. What is the marginal probability of not 
having high cholesterol?

 965. If diet and cholesterol level are indepen-
dent, which of the following would you 
expect to be true in this sample?

 (A) The same percentage of vegetarians, 
vegans, and regular dieters will have 
high cholesterol.

 (B) The percentage of vegans, vegetari-
ans, and regular dieters with high 
cholesterol will differ.

 (C) Among those with high cholesterol, 
equal numbers will be vegetarians, 
vegans, and regular dieters.

 (D) Different numbers of people with 
high cholesterol will be vegetarians, 
vegans, and regular dieters.

 (E) Choices (A) and (C)

 966. If diet and cholesterol level are indepen-
dent, how many adults in this data set 
would you expect to be vegetarians with-
out high cholesterol?

 967. If being a vegetarian and having high cho-
lesterol are independent, how many adults 
in this data set would you expect to be 
vegetarians with high cholesterol?

 968. Suppose that in this data, 10 vegetarians 
and 20 vegans have high cholesterol. How 
many regular dieters have high 
cholesterol?
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 978. Comparing the observed values in this 
table and the expected values under inde-
pendence, what can you conclude about 
age and phone preference?

 (A) Age and phone preference are 
independent.

 (B) People ages 18 to 40 are less likely to 
prefer smartphones than would be 
expected if age and phone prefer-
ence were independent.

 (C) People age 66 or older are less likely 
to prefer smartphones than would be 
expected if age and phone prefer-
ence were independent.

 (D) People age 66 or older are more 
likely to prefer smartphones than 
would be expected if age and phone 
preference were independent.

 (E) Choices (B) and (D)

Digging Deeper into 
Conditional and Marginal 
Probabilities 
979 Answer the following problem.

 979. Suppose that you have a 2-x-2 table dis-
playing values on gender (male or female) 
and laptop computer ownership (yes or 
no) for 100 male and 100 female college 
students. Overall, 75% of the students own 
laptops; 85% of the male students own lap-
tops, as do 65% of the female students. Are 
gender and laptop ownership independent 
in this data set?

 (A) Yes, because the overall ownership 
rate is 75%.

 (B) Yes, because the conditional and 
marginal probabilities are equal.

 (C) No, because the ownership rates 
differ by gender.

 (D) No, because the marginal ownership 
rate differs from the conditional own-
ership rates.

 (E) Choices (C) and (D)

 974. What is the joint probability of being 
between the ages of 18 and 40 and most 
commonly using a smartphone?

 975. What is the joint probability of being age 66 
or older and most commonly using a land-
line phone?

 976. Assume that the marginal frequencies are 
correct but that the cell entries of the table 
are unknown. If age and phone preference 
were independent, how many people ages 
18 to 40 would prefer a smartphone?

 977. Assume that the marginal frequencies are 
correct but that the cell entries of the table 
are unknown. If age and phone preference 
were independent, how many people age 66 
or older would prefer a mobile phone?
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Figuring Out the Number of 
Cells in a Two-Way Table
980 Determine how many cells a two-way table will 
have in the following problem.

 980. You are constructing a two-way table 
showing the responses to two questions in 
a survey: type of residence (private home, 
rented apartment, or condominium) and 
annual income category ($20,000 or less; 
$21,000 to $45,000; $46,000 to $75,000; and 
$76,000 or more). How many cells will this 
table have?

Including Conditional 
Probability
981–992 This bar chart displays frequency results 
from a survey conducted with a random sample of 
adults, asking their gender and whether they own a 
car. All four combinations are shown in the graph, 
similar to a two-way table.

Illustration by Ryan Sneed

 981. What was the total sample size for this 
survey?

 982. If a person is male, what is the probability 
of him owning a car?

 983. Given a person is female, what is the prob-
ability of her owning a car?

 984. What is the marginal probability of car 
ownership?

 985. What is the conditional probability of being 
male, given car ownership?

 986. What is the conditional probability of being 
female, given car ownership?

 987. Assuming that the marginal probability of 
car ownership among all adults also applies 
to the group of males, how many of the 
males in this sample would be car owners?

 988. Assuming that the probability of car owner-
ship among all adults also applies to the 
group of females, how many of the females 
in this sample would be car owners?
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Digging into Research Designs
993 Solve the following problem about research 
designs.

 993. Which of the following research designs 
offers the best justification for making 
cause-and-effect statements from statisti-
cal results?

 (A) a survey

 (B) a randomized clinical trial

 (C) an observational study

 (D) Choices (A) and (B)

 (E) Choices (A) and (C)

Digging Deeper into Two-Way 
Tables
994–1,001 This table displays results from a study 
evaluating the effectiveness of a new screening 
instrument for depression. All participants in the 
study were given the screening test and were also 
clinically evaluated for depression.

Illustration by Ryan Sneed

 994. Suppose that a third category, labeled 
“Inconclusive,” was added to each of the 
two variables. How many cells would the 
table then have?

 995. What is the marginal probability of screen-
ing positive for depression?

 989. What is the marginal probability of being 
male?

 990. What is the marginal probability of being 
female?

 991. Which of the following statements is true 
when you compare the prevalence of car 
ownership between females and males?

 (A) In this sample, more males than 
females own cars.

 (B) In this sample, more females than 
males own cars.

 (C) In this sample, the conditional proba-
bility of car ownership is higher for 
males.

 (D) In this sample, the conditional proba-
bility of car ownership is higher for 
females.

 (E) Choices (A) and (D)

 992. Which of the following would bolster your 
ability to draw conclusions about the rela-
tionship between car ownership and 
gender?

 (A) replication of the survey in other 
locations

 (B) replication of the survey with a 
larger sample

 (C) replicating the survey with a nation-
ally representative sample

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)
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 1,000. Do the results from this sample suggest that 
screening positive for depression and being 
diagnosed for depression are independent? 
Why or why not?

 1,001. Which of the following could strengthen 
your confidence in drawing causal conclu-
sions from this study?

 (A) The study sample was randomly 
selected from the population.

 (B) The people doing the evaluation had 
no knowledge of the screening 
results.

 (C) This study replicated an earlier 
study that produced similar results.

 (D) Choices (A) and (B)

 (E) Choices (A), (B), and (C)

 996. What is the marginal probability of evalu-
ating positive for depression?

 997. What is the conditional probability of 
evaluating negative for depression, given 
a positive screening result?

 998. What is the conditional probability of 
evaluating positive for depression, given a 
negative screening result?

 999. Of the four possible outcomes (screened 
positive and evaluated positive; 
screened positive and evaluated nega-
tive; screened negative and evaluated 
positive; screened negative and evalu-
ated negative), which has the highest 
joint probability?
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 To access the free Cheat Sheet created specifically for this book,  
go to www.dummies.com/cheatsheet/1001statistics.



In this part . . .

T 
his part provides fully worked-out solutions and discussions for 
each of the problems in Part I. Be sure to work through a prob-

lem as best as you can before peeking at the solutions — that way 
you’ll be able to gauge which ideas you’ve already got under your belt 
and which ones you need to focus more time on.

As you’re working through the practice problems and reading the 
answer explanations, you may decide that you could use a little 
brushing up in certain areas or a little more supporting material to 
give you an edge. No worries! The following books are easily 
available courtesy of your For Dummies friends (written by 
Deborah J. Rumsey, PhD, and published by Wiley):

 ✓	Statistics For Dummies, 2nd Edition

 ✓	Statistics Workbook For Dummies

 ✓	Statistics Essentials For Dummies

Visit www.dummies.com for more information.



Chapter 18

Answers

 
 1. all households in the city

A population is the entire group you’re interested in studying. The goal here is to esti-
mate what percent of all households in a large city have a single woman as the head of 
the household. The population is all households, and the variable is whether a single 
woman runs the household.

 2. the 200 households selected

The sample is a subset drawn from the entire population you’re interested in studying. 
So in this example, the subset is the 200 households selected out of all the households 
in the city.

 3. the percent of households headed by single women in the city

A parameter is some characteristic of the population. Because studying a population 
directly isn’t usually possible, parameters are usually estimated by using statistics 
(numbers calculated from sample data).

 4. the percent of households headed by single women among the 200 selected households

The statistic is a number describing some characteristic that you calculate from your 
sample data; the statistic is used to estimate the parameter (the same characteristic in 
the population).

 5. D. a person’s height, recorded in inches

Quantitative variables are measured and expressed numerically, have numeric mean-
ing, and can be used in calculations. (That’s why another name for them is numerical 
variables.) Although zip codes are written in numbers, the numbers are simply conve-
nient labels and don’t have numeric meaning (for example, you wouldn’t add together 
two zip codes).
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0 6. E. Choices (B) and (C) (college major; high-school graduate or not)

A categorical variable doesn’t have numerical or quantitative meaning but simply 
describes a quality or characteristic of something. College major (such as English or 
mathematics) and high-school graduate (yes or no) both describe non-numerical 
qualities.

The numbers used in categorical or qualitative data designate a quality rather than a 
measurement or quantity. For example, you can assign the number 1 to a person who’s 
married and the number 2 to a person who isn’t married. The numbers themselves 
don’t have meaning — that is, you wouldn’t add the numbers together.

 7. E. All of these choices are true.

Bias is systematic favoritism in the data. You want to get data that represents all cus-
tomers at the store, no matter what day or what time they shop, whether they shop in 
couples or alone, and so on. You can’t assume that the people who shopped during 
those three hours on that Saturday morning are representative of the store’s total cli-
entele. This sample wasn’t drawn randomly — everyone who walked in was counted.

 8.  E.  Choices (C) and (D) (the gender of each shopper who comes in during the time period; the  
number of men entering the store during the time period)

A variable is a characteristic or measurement on which data is collected and whose 
result can change from one individual to the next. That means gender is a variable, and 
the number of men entering the store is also a variable. The day you collect data and 
the store you observe are just part of the design of your study and were determined 
beforehand.

 9. gender; number of shoppers

Gender is a categorical variable (the categories are male or female), and number of 
shoppers is a quantitative variable (because it represents a count). The day you collect 
data and the store you observe are just part of the design of your study and were 
determined beforehand.

 10. D. Choices (A) and (C) (a bar graph; a pie chart)

Gender is a categorical variable, so both bar graphs and pie charts are appropriate to 
display the proportion of males versus females among the shoppers. You could use a 
time plot only if you knew how many males and how many females were in the store at 
each individual time period.

 11. Add together the total shoppers from each observer and divide this total by 3.

The mean number of shoppers per hour is calculated by dividing the total number of 
shoppers (found by adding together the total from each observer) and dividing by the 
number of hours (3).
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0 12. E. Choices (A) and (C) (3, 3, 3, 3, 3; 1, 2, 3, 4, 5)

To find the median, put the data in order from lowest to highest, and find the value in 
the middle. It doesn’t matter how many times a number is repeated. In this case, the 
data sets 3, 3, 3, 3, 3 and 1, 2, 3, 4, 5 each have a median of 3.

 13. It means that 90% of students who took the exam had scores less than or equal to Susan’s.

A percentile shows the relative standing of a score in a population by identifying the 
percent of values below that score. Susan scored in the 90th percentile, so 90% of the 
students’ scores are less than or equal to Susan’s.

 14. E. all of the above

All of the choices are correct. A distribution is basically a list of all possible values of 
the variable and how often they occur. In a sentence, you can say, “60% of the 100 
people surveyed said they like chocolate, and 40% said they don’t” — this sentence 
gives the distribution. You can also make a table with rows labeled “Like chocolate” 
and “Don’t like chocolate” and show the percents, or you can use a pie chart or a bar 
graph to visually describe the distribution.

 15. Your score is 0.70 standard deviations above the mean.

A z-score tells you how many standard deviations a data value is below or above the 
mean. If your z-score is 0.70, your exam score is 0.70 standard deviations above the 
mean. It doesn’t tell you your actual score or how many students scored above or 
below you, but it does tell you where a data value stands, compared to the average 
exam score.

 16. It means that it’s likely that between 59% and 71% of all Americans approve of the president.

The margin of error tells you how much your sample results are likely to change from 
sample to sample. It’s measured as “plus or minus a certain amount.” In this case, the 
margin of error of 6% tells you that the result from this sample (65% approving of the 
president) could change by as much as 6% on either side. Therefore, in using the 
sample results to draw conclusions about the whole population, the best you can say 
is, “Based on the data, the percentage of all Americans who approve of the president is 
likely between 59% (65% – 6%) and 71% (65% + 6%).”

 17. a confidence interval

You use a confidence interval when you want to estimate a population parameter 
(a number describing the population) when you have no prior information about it. In 
a confidence interval, you take a sample, calculate a statistic, and add/subtract a 
margin of error to come up with your estimate.
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0 18. a hypothesis test

You use a hypothesis test when someone reports or claims that a population param-
eter (such as the population mean) is equal to a certain value and you want to chal-
lenge that claim. Here, the claim is that the percentage of all high-school graduates 
who participated in sports is equal to 60%. You think it’s higher than that, so you’re 
challenging that claim.

 19. E. p = 0.001

A p-value measures how strong your evidence is against the other person’s reported 
value. A small p-value means your evidence is strong against them; a large p-value says 
your evidence is weak against them. In this case, the smallest p-value is 0.001, which in 
any statistician’s book is deemed highly significant, meaning your data and test results 
show strong evidence against the report.

 20. C. 1, 1, 4, 4

The standard deviation measures how much variability (diversity) is in the data set, 
compared to the mean. If all the data values are the same, the standard deviation is 0. 
To increase the standard deviation, move the values farther and farther away from the 
mean. The choice that moves them the farthest from the mean here is 1, 1, 4, 4.

 21. 25.7

Use the formula for calculating the mean

where x̄ is the mean, ∑ represents the sum of the data values, and n is the number of 
values in the data set.

In this case, x = 14 + 14 + 15 + 16 + 28 + 28 + 32 + 35 + 37 + 38 = 257, and n = 10. So 
the mean is

257

10
=25.7

 22. 52.4

Use the formula for calculating the mean

where x̄ is the mean, ∑ represents the sum of the data values, and n is the number of 
values in the data set.

In this case, x = 15 + 25 + 35 + 45 + 50 + 60 + 70 + 72 + 100 = 472, and n = 9. So the 
mean is

472

9
=52.4444

 The question asks for the nearest tenth, so you round to 52.4.
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0 23. 7.5

Use the formula for calculating the mean

where x̄ is the mean, ∑ represents the sum of the data values, and n is the number of 
values in the data set.

In this case, x = 0.8 + 1.8 + 2.3 + 4.5 + 4.8 + 16.1 + 22.3 = 52.6, and n = 7.  
So the mean is

52.6

7
=7.5143

 The question asks for the nearest tenth, so you round to 7.5.

 24. 4.525

Use the formula for calculating the mean

where x̄ is the mean, ∑ represents the sum of the data values, and n is the number of 
values in the data set.

In this case, x = 0.003 + 0.045 + 0.58 + 0.687 + 1.25 + 10.38 + 11.252 + 12.001 = 36.198, 
and n = 8. So the mean is

36.198

8
=4.52475

 The questions asks for the nearest thousandth, so you round to 4.525.

 25. 15.0

To find the median, put the numbers in order from smallest to largest:

4, 5, 6, 12, 15, 16, 18, 20, 22

Because this data set has an odd number of values (nine), the median is simply the 
middle number in the data set: 15.

 26. 17.0

To find the median, put the numbers in order from smallest to largest:

10, 12, 15.5, 16, 17, 17, 17, 18, 18, 21, 21

Because this data set has an odd number of values (11), the median is simply the 
middle number in the data set: 17.
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To find the median, put the numbers in order from smallest to largest:

1, 2, 6, 7, 8, 10, 14, 15, 21, 30

Because this data set has an even number of values (ten), the median is the average of 
the two middle numbers:

8+10

2
=9.0

 28. 4.04

To find the median, put the numbers in order from smallest to largest.

0.001, 0.1, 0.25, 1.22, 6.85, 8.2, 13.2, 25.2

Because this data set has an even number of values (eight), the median is the average 
of the two middle numbers:

1.22+6.85

2
=4.035

The question asks for the nearest hundredth, so round to 4.04.

 29. The mean will have a higher value than the median.

A data set distribution that is skewed right is asymmetrical and has a large number of 
values at the lower end and few numbers at the high end. In this case, the median, 
which is the middle number when you sort the data from smallest to largest, lies in the 
lower range of values (where most of the numbers are). However, because the mean 
finds the average of all the values, both high and low, the few outlying data points on 
the high end cause the mean to increase, making it higher than the median.

 30. The mean will have a lower value than the median.

A data set distribution that is skewed left is asymmetrical and has a large number of 
values at the high end and few numbers at the low end. In this case, the median, which 
is the middle number when you sort the data from smallest to largest, lies in the upper 
range of values (where most of the numbers are). However, because the mean finds the 
average of all the values, both high and low, the few outlying data points on the low 
end cause the mean to decrease, making it lower than the median.

 31. The mean and median will be fairly close together.

When a data set has a symmetrical distribution, the mean and the median are close 
together because the middle value in the data set, when ordered smallest to largest, 
resembles the balancing point in the data, which occurs at the average.
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0 32. median

The median is the middle value of the data points when ordered from smallest to larg-
est. When the data is ordered, it no longer takes into account the values of any of the 
other data points. This makes it resistant to being influenced by outliers. (In other 
words, outliers don’t really affect the median.) In contrast, the mean takes every spe-
cific data value into account. If the data points contain some outliers that are extreme 
values to one side, the mean will be pulled toward those outliers.

 33. how concentrated the data is around the mean

A standard deviation measures the amount of variability among the numbers in a data 
set. It calculates the typical distance of a data point from the mean of the data. If the 
standard deviation is relatively large, it means the data is quite spread out away from 
the mean. If the standard deviation is relatively small, it means the data is concen-
trated near the mean.

 34. approximately 68%

According to the empirical rule, the bell-shaped curve of a normal distribution will 
have 68% of the data points within one standard deviation of the mean.

 35. E. Choice (A) or (C) (standard deviation or variance)

The standard deviation is a way of measuring the typical distance that data is from the 
mean and is in the same units as the original data. The variance is a way of measuring 
the typical squared distance from the mean and isn’t in the same units as the original 
data. Both the standard deviation and variance measure variation in the data, but the 
standard deviation is easier to interpret.

 36. E. Choices (A) and (C) (margin of error; standard deviation)

The standard deviation measures the typical distance from the data to the mean (using 
all the data to calculate). Outliers are far from the mean, so the more outliers there are, 
the higher the standard deviation will be. You calculate the margin of error by using 
the sample standard deviation so it’s also sensitive to outliers. The interquartile range 
is the range of the middle 50% of the data, so outliers won’t be included, making it less 
sensitive to outliers than the standard deviation or margin of error.

 37. 5 years

The formula for the sample standard deviation of a data set is

s=

�∑�
x− x̄

�2
n−1

where x is a single value, x̄ is the mean of all the values,  represents the sum 
of the squared differences from the mean, and n is the sample size.
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0 First, find the mean of the data set by adding together the data points and then dividing 
by the sample size (in this case, n = 10):

x̄=
0+1+2+4+8+3+10+17+2+7

10

=
54

10
=5.4

Then, subtract the mean from each number in the data set and square the differences, 
(x – x̄)2:

(0 – 5.4)2 = (–5.4)2 = 29.16

(1 – 5.4)2 = (–4.4)2 = 19.36

(2 – 5.4)2 = (–3.4)2 = 11.56

(4 – 5.4)2 = (–1.4)2 = 1.96

(8 – 5.4)2 = (2.6)2 = 6.76

(3 – 5.4)2 = (–2.4)2 = 5.76

(10 – 5.4)2 = (4.6)2 = 21.16

(17 – 5.4)2 = (11.6)2 = 134.56

(2 – 5.4)2 = (–3.4)2 = 11.56

(7 – 5.4)2 = (1.6)2 = 2.56

Next, add up the results from the squared differences:

29.16 + 19.36 + 11.56 + 1.96 + 6.76 + 5.76 + 21.16 + 134.56 + 11.56 + 2.56 = 244.4

Finally, plug the numbers into the formula for the sample standard deviation:

s=

�∑�
x− x̄

�2
n−1

=

�
244.4

10−1

=
√
27.156

=5.21

The question asks for the nearest year, so round to 5 years.

 38. 8 years

The formula for the sample standard deviation of a data set is

s=

�∑�
x− x̄

�2
n−1

where x is a single value, x̄ is the mean of all the values,  represents the sum 
of the squared differences from the mean, and n is the sample size.
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0First, find the mean of the data set by adding together the data points and then 
 dividing by the sample size (in this case, n = 12):

x̄=
12+10+16+22+24+18+30+32+19+20+35+26

12

=
264

12
=22

Then, subtract the mean from each number in the data set and square the differences, 
(x – x̄)2:

(12 – 22)2 = (–10)2 = 100

(10 – 22)2 = (–12)2 = 144

(16 – 22)2 = (–6)2 = 36

(22 – 22)2 = (0)2 = 0

(24 – 22)2 = (2)2 = 4

(18 – 22)2 = (4)2 = 16

(30 – 22)2 = (8)2 = 64

(32 – 22)2 = (10)2 = 100

(19 – 22)2 = (–3)2 = 9

(20 – 22)2 = (–2)2 = 4

(35 – 22)2 = (13)2 = 169

(26 – 22)2 = (4)2 = 16

Next, add up the results from the squared differences:

100 + 144 + 36 + 0 + 4 + 16 + 64 + 100 + 9 + 4 + 169 + 16 = 662

Finally, plug the numbers into the formula for the sample standard deviation:

s=

�∑�
x− x̄

�2
n−1

=

�
662

12−1

=
√
60.1818

=7.76

The question asks for the nearest year, so round to 8 years.

 39. 8.7 points

The formula for the sample standard deviation of a data set is

where x is a single value, x̄ is the mean of all the values,  represents the sum 
of the squared differences from the mean, and n is the sample size.
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0 First, find the mean of the data set. Although you don’t have a list of all the individual 
values, you do know the test score for each student in the sample. For example, you 
know that three students scored 92 points, so if you listed every student’s score indi-
vidually, you’d see 92 three times, or (92)(3). To find the mean this way, multiply each 
exam score by the number of students who received that score, add the products 
together, and then divide by the number of students in the sample (n = 20):

(98)(2) = 196

(95)(1) = 95

(92)(3) = 276

(88)(4) = 352

(87)(2) = 174

(85)(2) = 170

(81)(1) = 81

(78)(2) = 156

(73)(1) = 73

(72)(1) = 72

(65)(1) = 65

x̄=
196+95+276+352+174+170+81+156+73+72+65

20

=
1,710

20
=85.5

Next, subtract the mean from each different exam score in the data set and square the 
differences, (x – x̄)2. Note: There are 11 different exam scores here — 98, 95, 92, 88, 87, 
85, 81, 78, 73, 72, and 65 — but 20 students. First, work with the 11 exam scores.

(98 – 85.5)2 = (12.5)2 = 156.25

(95 – 85.5)2 = (9.5)2 = 90.25

(92 – 85.5)2 = (6.5)2 = 42.25

(88 – 85.5)2 = (2.5)2 = 6.25

(87 – 85.5)2 = (1.5)2 = 2.25

(85 – 85.5)2 = (–0.5)2 = 0.25

(81 – 85.5)2 = (–4.5)2 = 20.25

(78 – 85.5)2 = (–7.5)2 = 56.25

(73 – 85.5)2 = (–12.5)2 = 156.25

(72 – 85.5)2 = (–13.5)2 = 182.25

(65 – 85.5)2 = (–20.5)2 = 420.25

Now, multiply each value by the number of students who got that score:

(156.25)(2) = 312.5

(90.25)(1) = 90.25

(42.25)(3) = 126.75
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0(6.25)(4) = 25

(2.25)(2) = 4.5

(0.25)(2) = 0.5

(20.25)(1) = 20.25

(56.25)(2) = 112.5

(156.25)(1) = 156.25

(182.25)(1) = 182.25

(420.25)(1) = 420.25

Then, add up those results:

312.5 + 90.25 + 126.75 + 25 + 4.5 + 0.5 + 20.25 + 112.5 + 156.25 + 182.25 +  
420.25 = 1,451

Finally, plug the numbers into the formula for the sample standard deviation:

The question asks for the nearest tenth of a point, so round to 8.7.

 40. 0.0036 cm

The formula for the sample standard deviation of a data set is

s=

�∑�
x− x̄

�2
n−1

where x is a single value, x̄ is the mean of all the values,  represents the sum 
of the squared differences from the mean, and n is the sample size.

First, find the mean of the data set by adding together the data points and then dividing 
by the sample size (in this case, n = 10):

x̄=
5.001+5.002+5.005+5.010+5.009+5.003+5.002+5.001+5.000

10

=
50.033

10
=5.0033

Then, subtract the mean from each number in the data set and square the differences, 
(x – x̄)2:

(5.001 – 5.0033)2 = (–0.0023)2 = 0.00000529

(5.002 – 5.0033)2 = (–0.0013)2 = 0.00000169

(5.005 – 5.0033)2 = (0.0017)2 = 0.00000289

(5.000 – 5.0033)2 = (–0.0033)2 = 0.00001089
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0 (5.010 – 5.0033)2 = (0.0067)2 = 0.00004489

(5.009 – 5.0033)2 = (0.0057)2 = 0.00003249

(5.003 – 5.0033)2 = (–0.0003)2 = 0.00000009

(5.002 – 5.0033)2 = (–0.0013)2 = 0.00000169

(5.001 – 5.0033)2 = (–0.0023)2 = 0.00000529

(5.000 – 5.0033)2 = (–0.0033)2 = 0.00001089

Next, add up the results from the squared differences:

0.00000529 + 0.00000169 + 0.00000289 + 0.00001089 + 0.00004489 + 0.00003249 + 
0.00000009 + 0.00000169 + 0.00000529 + 0.00001089 = 0.0001161

Finally, plug the numbers into the formula for the sample standard deviation:

s=

�∑�
x− x̄

�2
n−1

=

�
0.0001161

10−1

=
√
0.0000129

=0.0036

The sample standard deviation for the jet engine turbine part is 0.0036 centimeters.

 41. There is more variation in salaries in Magna Company than in Ace Corp.

The larger standard deviation in Magna Company shows a greater variation of salaries 
in both directions from the mean than Ace Corp. The standard deviation measures on 
average how spread out the data is (for example, the high and low salaries at each 
company).

 42. B. measuring the variation in circuitry components when manufacturing computer chips

The quality of the vast majority of manufacturing processes depends on reducing vari-
ation to as little as possible. If a manufacturing process has a large standard deviation, 
it indicates a lack of predictability in the quality and usefulness of the end product.

 43.  Lake Town has a lower average temperature and less variability in temperatures than 
Sunshine City.

Lake Town has a much smaller standard deviation than Sunshine City, so its temperatures 
change (or vary) less. You don’t know the actual range of temperatures for either city.

 44. There will be no change in the standard deviation.

All the data points will shift up $2,000, and as a result, the mean will also increase by 
$2,000. But each individual salary’s distance (or deviation) from the mean will be the 
same, so the standard deviation will stay the same.
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0 45. The sample variance is 2.3 ounces2. The standard deviation is 1.5 ounces.

You find the sample variance with the following formula:

s2=

∑�
x− x̄

�2
n−1

where x is a single value, x̄ is the mean of all the values,  represents the sum 
of the squared difference scores, and n is the sample size.

First, find the mean by adding together the data points and dividing by the sample size 
(in this case, n = 5):

x̄=
7+6+5+6+9

5

=
33

5
=6.6

Then, subtract the mean from each data point and square the differences, 
(
x− x̄

)2
:

(7 – 6.6)2 = (0.4)2 = 0.16

(6 – 6.6)2 = (–0.6)2 = 0.36

(5 – 6.6)2 = (–1.6)2 = 2.56

(6 – 6.6)2 = (–0.6)2 = 0.36

(9 – 6.6)2 = (2.4)2 = 5.76

Next, plug the numbers into the formula for the sample variance:

The sample variance is 2.3 ounces2. But these units don’t make sense because there’s 
no such thing as “square ounces.” However, the standard deviation is the square root 
of the variance, so it can then be expressed in the original units: s = 1.5 ounces 
(rounded). For this reason, standard deviation is preferred over the variance when it 
comes to measuring and interpreting variability in a data set.

 46. The sample variance is 15 minutes2. The standard deviation is 4 minutes.

You find the sample variance with the following formula:

s2=

∑�
x− x̄

�2
n−1

where x is a single value, x̄ is the mean of all the values,  represents the sum 
of the squared difference scores, and n is the sample size.
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0 First, find the mean by adding together the data points and dividing by the sample size 
(in this case, n = 5):

x̄=
15+16+18+10+9

5

=
68

5
=13.6

Then, subtract the mean from each data point and square the differences, 
(
x− x̄

)2
:

(15 – 13.6)2 = (1.4)2 = 1.96

(16 – 13.6)2 = (2.4)2 = 5.76

(18 – 13.6)2 = (4.4)2 = 19.36

(10 – 13.6)2 = (–3.6)2 = 12.96

(9 – 13.6)2 = (–4.6)2 = 21.16

Next, plug the numbers into the formula for the sample variance:

s2=

∑�
x− x̄

�2
n−1

=
1.96+5.76+19.36+12.96+21.16

5−1

=
61.2

4
=15.3

The sample variance is 15.3 minutes2. But these units don’t make sense because there’s 
no such thing as “square minutes.” However, the standard deviation is the square root of 
the variance, so it can then be expressed in the original units: s = 3.91 minutes (rounded 
up to 4). For this reason, standard deviation is preferred over the variance when it 
comes to measuring and interpreting variability in a data set.

 47. The standard deviation is 13 kilometers/hour.

You find the standard deviation with the following formula:

where x is a single value, x̄ is the mean of all the values,  represents the sum 
of the squared difference scores, and n is the sample size.

First, find the mean by adding together the data points and dividing by the sample size 
(in this case, n = 5):

x̄=
10+15+35+40+30

5

=
130

5
=26

Then, subtract the mean from each data point and square the differences, 
(
x− x̄

)2
:

(10 – 26)2 = (–16)2 = 256

(15 – 26)2 = (–11)2 = 121

(35 – 26)2 = (9)2 = 81

(40 – 26) = (14)2 = 196

(30 – 26) = (4)2 = 16
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0Next, plug the numbers into the formula for the standard deviation:

 Rounded to a whole number, the standard deviation is 13 kilometers/hour.

 48. D. Choices (A) and (B) (Data Set 1; Data Set 2)

The original data set contains the numbers 1, 2, 3, 4, 5. Data Set 1 just shifts those num-
bers up by five units to get 6, 7, 8, 9, 10. Standard deviation represents typical (or aver-
age) distance from the mean, and although the mean in Data Set 1 changes from 3 to 8, 
the distances from each point to that new mean stay the same as they were for the 
original data set, so the average distance from the mean is the same.

Data Set 2 contains the numbers –2, –1, 0, 1, 2. These numbers shift the original data 
set’s values down by three units. For example, 1 – 3 = –2, 2 – 3 = –1, and so forth. 
Therefore, the standard deviation doesn’t change from the original data set.

Data Set 3 divides all the numbers in the original data set by 10, making them closer to 
the mean, on average, than the original data set. Therefore, the standard deviation is 
smaller.

 49. approximately 68%

The empirical rule states that in a normal (bell-shaped) distribution, approximately 
68% of values are within one standard deviation of the mean.

 50. about 95%

The empirical rule states that in a normal (bell-shaped) distribution, approximately 
95% of values are within two standard deviations of the mean.

 51. about 57 to 71 years

The empirical rule states that in a normal distribution, 95% of values are within two 
standard deviations of the mean. “Within two standard deviations” means two stan-
dard deviations below the mean and two standard deviations above the mean.

In this case, the mean is 64 years, and the standard deviation is 3.5 years. So two stan-
dard deviations is (3.5)(2) = 7 years.

To find the lower end of the range, subtract two standard deviations from the mean: 
64 – 7 years = 57 years. And then to find the upper end of the range, add two standard 
deviations to the mean: 64 + 7 years = 71 years.

 So about 95% of people who retire do so between the ages of about 57 to 71 years.
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0 52. about 16%

The empirical rule states that approximately 68% of values are within one standard 
deviation of the mean. “Within one standard deviation” means one standard deviation 
below the mean and one standard deviation above the mean.

In this case, the mean is $48,000, so about 50% of the engineers made less than $48,000. 
In a normal distribution, half of the values are above the mean and half are below the 
mean. The standard deviation is $7,000.

To find the lower end of the range within one standard deviation of the mean, subtract 
the standard deviation from the mean: $48,000 – $7,000 = $41,000; to find the upper end 
of the range, add the standard deviation to the mean: $48,000 + $7,000 = $55,000.

Because the normal distribution is symmetrical, 34% of the values will be between 
$41,000 and $48,000, and 34% will be between $48,000 and $55,000.

Therefore, 50% + 34% = 84% of the data is $55,000 and below, which leaves 16% of the 
data above $55,000.

 53. if a population has a normal distribution

You can use the empirical rule only if the distribution of the population is normal. Note 
that the rule says that if the distribution is normal, then approximately 68% of the 
values lie within one standard deviation of the mean, not the other way around. Many 
distributions have 68% of the values within one standard deviation of the mean that 
don’t look like a normal distribution.

 54. the mean and the standard deviation of the population

The empirical rule describes the distribution of the data in a population in terms of the 
mean and the standard deviation. For example, the first part of the empirical rule says 
that about 68% of the values lie within one standard deviation of the mean, so all you 
need to know is the mean and the standard deviation to use the rule.

 55. 30

If you assume that the 600 lenses tested come from a population with a normal distribu-
tion (which they do), you can apply the empirical rule (also known as the 68-95-99.7 rule).

 Using the empirical rule, approximately 95% of the data lies within two standard devia-
tions of the mean, and 5% of the data lies outside this range. Because the lenses that 
are more than two standard deviations from the mean are rejected, you can expect 
about 5% of the 600 lenses, or (0.05)(600) = 30 lenses to be rejected.

 56. cannot be determined with the information given

You could use the empirical rule (also known as the 68-95-99.7 rule) if the shape of the 
distribution of fish lengths was normal; however, this distribution is said to be “very 
much skewed left,” so you can’t use this rule. With the information given, you can’t 
answer the question.
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0 57. percentile

A percentile splits the data into two parts, the percentage below the value and the per-
centage above the value. In other words, a percentile measures where an individual data 
value stands compared to the rest of the data values. For example, the 90th percentile is 
the value where 90% of the values lie below it and 10% of the values lie above it.

 58. median

The 50th percentile is the value where 50% of the data fall below it and 50% fall above 
it. This is the same as the definition of the median.

 59. It means that 15% of the scores were better than your score.

Percentile is the relative standing in a set of data from the lowest values to highest 
values. If your score is in the 85th percentile, it means that 85% of the scores are below 
your score and 15% are above your score.

 60. Bob’s score is above 70.

A score in the 90th percentile means that 90% of the scores were lower. With 60 scores 
and an approximately normal distribution, the 90th percentile will certainly be above 
the mean, here given as 70.

 61.  It means that 30% of the students scored above you and that you correctly answered 82% of 
the test questions.

The 70th percentile means that 70% of the scores were below your score, and 30% were 
above your score. Your actual score was 82%, which means that you answered 82% of 
the test questions correctly.

 62. 65%

The 50th percentile doesn’t mean a score of 50%; it’s the median (or middle number) of 
the data set. The middle number is 65%, so that is the 50th percentile.

 63. 95

A percentage score is different than a percentile. In this case, a percentage score is the 
percent of questions answered correctly; a percentile expresses the relative standing 
of a score in terms of the other scores.

Use the procedure for calculating a percentile. To calculate the kth percentile (where k 
is any number between 0 and 100), follow these steps:

 1. Put all the numbers in the data set in order from smallest to largest:

80, 80, 82, 84, 85, 86, 88, 90, 91, 92, 92, 94, 96, 98, 100

 2. Multiply k percent by the total number of values, n:

(0.80)(15) = 12
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0  3. Because your result in Step 2 is a whole number, count the numbers in the data 
set from left to right until you reach the number you found in Step 2 (in this case, 
the 12th number). The kth percentile is the average of that corresponding value 
in the data set and the value that directly follows it.

Find the average of the 12th and 13th numbers in the data set:

94+96

2
=

190

2
=95

The 80th percentile is 95.

 64. Bill, Mary, Jose, Lisa, then Paul

If your score is at the kth percentile, that means k percent of the students scored less 
than you did, and the rest scored better than you did. For example, someone scoring at 
the 95th percentile knows that 95% of the other students scored lower than he did, and 
5% scored higher.

When talking about exam scores, the person that scores at the highest percentile 
scored better than everyone else on the list. So in ranking from highest to lowest in 
terms of where their grades stand compared to each other, you have Bill first, followed 
by Mary, then Jose, then Lisa, and then Paul.

 65. B. the median

The median of a data set is the middle value after you’ve put the data in order from 
smallest to largest (or the average of the two middle values if your data set contains an 
even number of values). Because the median concerns only the very middle of the data 
set, adding an outlier won’t affect its value much (if any). It adds only one more value 
to one end or the other of the sorted data set.

The mean is based on the sum of all the data values, which includes the outlier, so the 
mean will be affected by adding an outlier. The standard deviation involves the mean in 
its calculation; hence it’s also affected by outliers. The range is perhaps the most 
affected by an outlier, because it’s the distance between the minimum and maximum 
values, so adding an outlier makes either the minimum value smaller or the maximum 
value larger. Either way, the distance between the minimum and maximum increases.

 66. E. None of the above.

It’s strange but true that all the scenarios are possible. You can use one data set as an 
example where all four scenarios occur at the same time: 5, 5, 5, 5, 5, 5, 5. In this case, the 
minimum and maximum are both 5, and the median (middle value) is 5. The median cuts 
the data set in half, creating an upper half and a lower half of the data set. To find the 
1st quartile, take the median of the lower half of the data set, which gives you 5 in this 
case; to find the 3rd quartile, take the median of the upper half of the data set (also 5). 
The range is the distance from the minimum to the maximum, which is 5 – 5 = 0. The IQR 
is the distance from the 1st to the 3rd quartile, which is 5 – 5 = 0. Hence, the range and 
IQR are the same.
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0 67. 1st quartile = 79, median = 90, 3rd quartile = 96

The 1st quartile is the 25th percentile, the median is the 50th percentile, and the 3rd 
quartile is the 75th percentile.

To find the values for these numbers, use the procedure for calculating a percentile. 
To calculate the kth percentile (where k is any number between 1 and 100), follow 
these steps:

 1. Put all the numbers in the data set in order from smallest to largest:

72, 74, 75, 77, 79, 82, 83, 87, 88, 90, 91, 91, 91, 92, 96, 97, 97, 98, 100

 2. Multiply k percent times the total number of values, n.

For the 1st quartile (or 25%): (0.25)(19) = 4.75.

For the median (or 50%): (0.50)(19) = 9.5.

For the 3rd quartile (or 75%): (0.75)(19) = 14.25.

 3. Because the results in Step 2 aren’t whole numbers, round up to the near-
est whole number, and then count the numbers in the data set from left to 
right (from the  smallest to the largest number) until you reach the value of 
the rounded number. The corresponding value in the data set is the kth  
percentile.

For the 1st quartile, round 4.75 up to 5 and then find the fifth number in the 
data set: 79.

For the median, round 9.5 up to 10 and then find the tenth number in the data 
set: 90.

For the 3rd quartile, round 14.25 up to 15 and then find the 15th number in the 
data set: 96.

 68. The five-number summary can’t be found.

The five-number summary of a data set includes the minimum value, the 1st quartile, 
the median, the 3rd quartile, and the maximum value. You’re not given the minimum 
value or the maximum value here, so you can’t fill out the five-number summary.

 Note that even though you’re given the range, which is the distance between the 
 maximum and minimum values, you can’t determine the actual values of the minimum 
and maximum.

 69. The median can’t be greater in value than the 3rd quartile.

The five numbers in the five-number summary are the minimum (smallest) number in 
the data set, the 25th percentile (also known as the 1st quartile, or Q1), the median 
(50th percentile), the 75th percentile (also known as the 3rd quartile, or Q3), and the 
maximum (largest) number in the data set.

 Because the median is at the 50th percentile, its value must be between the value of 
the 1st and 3rd quartiles, inclusive. In this case, the 1st quartile is 50, and the 3rd 
 quartile is 80, so a median of 85 isn’t possible.
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0 70. B. 15, 15, 15

Many data sets containing three numbers can have a mean of 15. However, if you force 
the standard deviation to be 0, you have only one choice: 15, 15, 15. A standard deviation 
of 0 means the average distance from the data values to the mean is 0. In other words, the 
data values don’t deviate from the mean at all, and hence they have to be the same value.

 71. The median can’t be less than Q1.

Q1 represents the 25th percentile, indicating that 25% of the salaries lie below that 
value. The median represents the 50th percentile, indicating that 50% of the salaries lie 
below that value. That means that the median has to be at least as large as Q1.

Regarding the variance, the fact that it’s large isn’t alarming; variance represents the 
approximate average squared distance from the data values to the mean and isn’t 
related to the other statistics directly.

The median doesn’t have to be halfway between Q1 and Q3; it does have to lie somewhere 
between them (inclusive), but it can lie anywhere in that range.

 The mean and median don’t have to be equal, and the other descriptive statistics 
shown don’t require a certain relationship between them.

 72. E. All of the above.

A data set is divided into four parts, each containing 25% of the data: (1) the minimum 
value to the 1st quartile, (2) the 1st quartile to the median, (3) the median to the 3rd 
quartile, and (4) the 3rd quartile to the maximum value. Each statement represents a 
distance that covers two adjacent parts out of the four, which gives a total percentage 
of 25%(2) = 50% in every case.

 73. E. None of the above.

The mean and median can have any type of relationship depending on the data set. 
The range, being the distance between the minimum and maximum values in the data 
set, must be greater than or equal to the IQR, which is the distance between the 1st 
and 3rd quartiles — that is, the range of the middle 50% of the data. The variance is the 
square of the standard deviation and is larger than the standard deviation only if the 
standard deviation is greater than 1. (If you pick a standard deviation less than 1, say 
0.50, then the variance equals 0.50 squared, which is 0.25, a smaller value.)

 74. the variance of the weights

You calculate the variance by taking the distances from the mean and squaring each of 
them and then taking (an approximate) average. During the squaring process, the 
units become squared also. In this case, the units for the variance are square pounds, 
which doesn’t make sense, so you typically don’t report units for variance.

The standard deviation is the square root of the variance, which takes you from square 
units (square pounds) back to the original units (pounds).

The other statistics, such as the mean, median, and range, all stay in the original units 
because nothing is being done during their calculations to affect the units of the data.
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0 75. none of the above

Measuring spread (variability) in a data set involves measuring distances of various 
types. The range is the distance from the minimum value to the maximum value, the 
IQR is the distance from the 1st quartile to the 3rd quartile, the standard deviation is 
the (approximate) average distance from the data points to the mean, and the variance 
is the (approximate) average squared distance from the data points to the mean. 
Different measures of spread are more appropriate than others in different situations, 
but they all involve something to do with distances.

 76. C. 2, 2, 3, 4, 4

To begin, the standard deviation must be 1, so the (approximate) average from the 
data values to the mean must be 1. The data set 2, 2, 3, 4, 4 meets both criteria — it has 
a mean of 3, and its standard deviation (average distance from the data values to the 
mean) equals 1. (You find the standard deviation by subtracting the mean from each 
value in the set, squaring the results, adding them together, dividing by n – 1, where n 
is the number of values, and then taking the square root.)

 77. IQR and median

The distribution is skewed right, meaning that there are a large number of low values 
concentrated over a relatively small range, and a long tail to the right, indicating a 
large number of high values spread over a wide range. When a distribution isn’t 
approximately normal, the spread and center are best measured with the IQR and 
median, respectively. (The mean and standard deviation are sensitive to the outliers in 
the lower end of the test scores.)

 78. standard deviation and mean

The distribution is approximately normal because the data is approximately symmetrical. 
The best measures of spread and center are the standard deviation and mean, 
respectively.

 79. IQR and median

At least one outlier exists at the upper end of the salary range — $2 million — and the 
standard deviation is large. The mean is pulled up to $78,000 by the high outlier(s), 
whereas the median shows that half the company salaries are below $45,000, and half 
are above.

 All these factors show that the distribution isn’t symmetric and that the IQR and 
median are the best measures of spread and center, respectively.

 80. IQR and median

The mean is much lower than the median, which tells you that the data is skewed 
(either the data is shifted off-center or at least one outlier exists). Because the median 
is highest, the data is skewed to the left and isn’t symmetric.
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0 The best measures for center and spread for skewed data are the median and the inter-
quartile range (IQR) because they’re less affected by the skewness than the mean and 
standard deviation are, and they represent the “typical” center and spread for most of 
the data.

 81. Business

The Business College has 25% of the student enrollment, which is the largest proportion 
of any college.

 82.  D.  Choices (B) and (C) (a separate pie chart for each college showing what percentage are 
enrolled and what percentage aren’t; a bar graph where each bar represents a college 
and the height shows what percentage of students are enrolled)

To get the information across correctly, you want to show the results from each college 
separately by using separate pie charts or one bar graph (note that the heights of all 
the bars in a bar graph don’t need to sum to 100%).

 83. 39%

To find the percentage of students enrolled in these two colleges, simply add the 
 percentages together: 23% + 16% = 39%.

 84. 86%

To find the percentage of students not enrolled in the College of Engineering, 
 subtract the percentage of students in the College of Engineering from the whole: 
100% – 14% = 86%.

 85. impossible to tell without further information

This pie chart contains information only about percentages, not the total number of 
students nor the number in each category.

 86. 5,500

To find how many students are enrolled in the College of Arts & Sciences, you multiply 
the total number of students by the percentage enrolled in that college, which is 22%: 
(25,000)(0.22) = 5,500.

 87. They distort the proportions of the slices.

Three-dimensional pie charts distort the proportions of the slices by making those in 
the front look larger than they should.

 88. Attend a university.

University is the tallest bar in the graph and therefore represents the greatest number 
of students of any category.
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0 89. Go into the military.

Military is the shortest bar in the graph and therefore represents the fewest number of 
students.

 90. 140

Judging by the height of the bars, about 120 students plan to attend a university, and 
about 20 plan to take a gap year. So 120 + 20 = 140 students.

 91. 322

You can find the number of students in each category from the height of the bars and 
then add them together: 120 + 82 + 18 + 82 + 20 = 322.

 92. 25%

You can find the number of students in each category from the height of the bars. The 
total number of students is 322 (120 + 82 + 18 + 82 + 20 = 322). The number going to a 
community college is 82.

To find the percentage of students going to a community college, divide the number 
of students in that category by the total number of students: 82/322 = 0.2546, or 
about 25%.

 93. 63%

Judging from the height of the bars, there are 322 students total (120 + 82 + 18 + 82 + 
20 = 322), and 120 plan to attend a university. To find the percentage of students not 
planning to attend a university, subtract the number that do plan to attend from the 
total number of students (322 – 120 = 202), and then divide by the total: 202/322 = 
0.627, or about 63%.

 94. The y-axis has been stretched far beyond the range of the data.

The largest value is 120 but the y-axis runs to 300, making it difficult to compare the 
height of the bars.

 95. histogram

Because the data is continuous with many possible values, a histogram would be the 
best choice for displaying this type of data.

 96. Yes, each bar corresponds to a specific interval of values on the real number line.

For example, a histogram bar covering the range 5 to 10 on the x-axis would represent 
all values in the data set in the range of 5 through 10.
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 97. because the bars represent the distribution of continuous data

The bars in a histogram represent cutoff values of continuous data that takes on real 
numbers. Bars for categorical data stand for groups like male and female, which can be 
shown in either order.

 98. the BMI scores

The x-axis represents the values of the variable: BMI scores, a continuous variable that, 
in this case, runs from 18 to 31.

 99. the range of BMI scores for each group in the bar

The BMI scores were divided into groups on the number line. The width of a bar repre-
sents the range of the BMI scores in that group.

 100. the number of adults with a BMI score in a particular range

The y-axis of a histogram represents how many individuals are in each group, either as 
a count (frequency) or as a percentage (relative frequency). In this case, the y-axis 
represents the number of adults (frequency) with a BMI score in the given range.

 101. approximately normal

The shape of this distribution is approximately normal because it has bell-shaped 
characteristics.

 102. 18 to 31

You can see from the x-axis that the lowest bar has a lower bound of 18 and the highest 
bar has an upper bound of 31, so no data is outside that range.

 103. the seventh bar

The data is approximately symmetric (similar looking on each side of the mean) and is 
likely centered in the range of 24 to 25. This corresponds to the seventh bar on the 
histogram.

 104. 21

You can determine the number of people in each BMI range by the height of the bar. In 
this case, 8 are in the 22 to 23 range, and 13 are in the 23 to 24 range. Add these num-
bers to get your answer: 8 + 13 = 21.

An
sw

er
s 

10
1–

20
0



 Answers 191

 105. 15%

You can judge the number of people in each BMI range by the height of the bar. In this 
case, 9 are in the 28 to 29 range, 4 are in the 29 to 30 range, and 2 are in the 30 to 31 
range. Add these numbers to get your answer: 9 + 4 + 2 = 15. Find the proportion by 
dividing by the total sample size (101) to get 0.15, then multiply by 100 to get the per-
centage (15%).

 106. right-skewed

The data is right-skewed because it has a large number of values in the lower income 
range and a long tail extending to the right, representing a few cases with high incomes.

 107. median

The median is the best measure of the center when the data is highly skewed, and it’s 
less affected by extreme values than the mean. Because the mean uses the value of 
every number in its calculation, the few high values pull the mean upward, while the 
median stays in the middle and is a better representative of the “center” of the data.

 108. The mean will be higher.

In a right-skewed distribution, the mean will be greater than the median because it has 
a few high values compared to the rest, pulling the average up. The median is just the 
middle number when the data is ordered, so the few high values can’t pull up the 
median.

 109. 0

The lowest possible value is 0 because the values in the first bar (looking at the x-axis) 
go from 0 to 5,000. Note: You can’t tell whether 0 is actually in the data set, so you 
know only that the lowest possible value is 0.

 110. 85,000

Each bar represents a range of 5,000 (looking at the x-axis). The lower bound of the 
highest bar is 80,000, so its upper bound is 85,000.

 111. 35

The height of a bar represents the number of people in that range. Each bar covers a 
range of $5,000 in income, so the first two bars represent incomes less than $10,000. The 
first bar has a height of about 11 and the second has a height of about 24. Together, 
that’s 35 (11 + 24 = 35).
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 112. $10,000 to $15,000

The sample includes 110 adults, and if you sort their incomes from lowest to highest, 
the median is the number in the middle (between the 55th and 56th numbers). To 
find the bar that contains the median, count the heights of the bars until you reach 55 
and 56. The third bar contains the median and ranges from $10,000 to $15,000.

 113. Section 1 is approximately normal; Section 2 is approximately uniform.

Section 1 is clearly close to normal because it has an approximate bell shape. Section 2 
is close to uniform because the heights of the bars are roughly equal all the way across.

 114. They are the same.

The range of values lets you know where the highest and lowest values are. The grades 
are shown on the x-axis of each graph. Section 1’s grades go from 70 to 90, and Sec-
tion 2’s grades go from 70 to 90, so they are the same.

 115. They will be similar.

In both cases, the data appear to be fairly symmetric, which means that if you draw a 
line right down the middle of each graph, the shape of the data looks about the same 
on each side. For symmetric data, no skewness or outliers exist, so the average and the 
middle value (median) are similar.

 116. They will be similar.

In both cases, the data appear to be fairly symmetric, which means that if you draw a 
line right down the middle of each graph, the shape of the data looks about the same 
on each side. For symmetric data, no skewness or outliers exist, so the average and the 
middle value (median) are similar.

 117. 78.75 to 80

Because the sample size is 100, the median will be between the 50th and 51st data 
value when the data is sorted from lowest to highest. To find the bar that contains the 
median, count the heights of the bars until you reach 50 and 51. The bar containing the 
median has the range 78.75 to 80.

 118. 77.5 to 82.5

Because the sample size is 100, the median will be between the 50th and 51st data value 
when the data is sorted from lowest to highest. To find the bar that contains the median, 
count the heights of the bars until you reach or pass 50 and 51. The bar containing the 
50th data value has the range 77.5 to 80. The bar containing the 51st data value has the 
range 80 to 82.5. Thus the median is approximately 80 (the value that borders both 
intervals).
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 119.  Section 2, because a flat histogram has more variability than a bell-shaped histogram of a 
 similar range.

Standard deviation is the average distance the data is from the mean. When the data is 
flat, it has a large average distance from the mean, overall, but if the data has a bell 
shape (normal), much more data is close to the mean, and the standard deviation is 
lower.

 120. the median

NBA salaries are highly skewed to the right — a few players make very high salaries, 
while most earn considerably less. The median, which is the salary in the middle when 
the salaries are arranged in order, is less affected by extreme values than the mean.

 121. 2.5

The range of data is from 1.5 to 4.0, which is 4.0 – 1.5 = 2.5.

 122. 3.0

The thick line within the box indicates the median (or middle number) for the data.

 123. 1.125

The interquartile range (IQR) is the distance between the 1st and 3rd quartiles (Q1 and 
Q3). In this case, IQR = 3.5 – 2.375 = 1.125.

 124. the GPA values

The numerical axis is a scale showing the GPAs of individual students ranging from 
1.5 to 4.0.

 125. cannot tell

A box plot includes five values: the minimum value, the 25th percentile (Q1), the 
median, the 75th percentile (Q3), and the maximum value. The value of the mean isn’t 
included on a box plot.

 126. skewed left

You can’t tell the exact distribution of data from a box plot. But because the median is 
located above the center of the box and the lower tail is longer than the upper tail, this 
data is skewed left.

 127. 50%

The actual box part of a box plot includes the middle 50% of the data, so the remaining 
50% of the total must be outside the box.

An
sw

er
s 

10
1–

20
0



Part II: The Answers 194

 128. 50%

The definition of a median is that half the data in a distribution is below it and half is 
above it. In a box plot, the median is indicated by the location of the line inside the box 
part of the box plot.

 129.  E.  Choices (A), (B), and (C) (the total sample size; the number of students in each college; 
the mean of each data set)

The sample size isn’t accessible from a box plot. You know that 25% of the data lies 
within each section, but you don’t know the total sample size. You also don’t know the 
mean; you see the median (the line inside the box), but the mean isn’t included on a 
box plot.

 130. College 1

The median is indicated by the line within the actual box part of the box plot. Comparing 
the medians, you can see College 1’s median has a greater value than College 2’s.

 131. College 2

The interquartile range (IQR) is the distance between the 3rd and 1st quartiles and 
represents the length of the box. If you compare the IQR of the two box plots, the IQR 
for College 2 is larger than the IQR for College 1.

 132. Impossible to tell without further information.

Just because one box plot has a longer box than another one doesn’t mean it has more 
data in it. It just means that the data inside the box (the middle 50% of the data) is 
more spread out for that group. Each section marked off on a box plot represents 25% 
of the data; but you don’t know how many values are in each section without knowing 
the total sample size.

 133. The two data sets have the same percentage of GPAs above their medians.

The median is the place in the data set that divides the data in half: 50% above and 
50% below. So both data sets have 50% of their GPAs above their median.

 134. City 2, City 1, City 3

The bar in the center of the box represents the median of each distribution; City 2 is 
the highest, followed by City 1 and City 3.

 135. City 2

To find the number of homes that sold for more than $72,000, look at the numerical axis, 
where you can see that City 2 has three-quarters of the data lying past 72 (because Q1 
for City 2 is greater than 72). The other cities don’t.
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 136. City 2

The lower edge of the box, which represents Q1, is above 72 for City 2, whereas the 
medians for City 1 and City 3 are below 72. Therefore, if all three cities had the same 
number of home sales in 2012, City 2 must have had the most above $72,000.

 137. City 1

The range is the maximum value minus the minimum value of a data set (shown in the 
very top line and the very bottom line of the box plot).

City 1 range: 80 – 62 = 18

City 2 range: 125 – 43 = 82

City 3 range: 80 – 38 = 42

City 1 has the smallest range, 18.

 138.  D.  Choices (A) and (B) (More than half of the homes in City 1 sold for more than $50,000; 
more than half of the homes in City 2 sold for more than $75,000.)

As indicated by the median lines within the boxes for each city, more than half of the 
homes in City 1 sold for more than $50,000, and more than half of the homes in City 2 
sold for more than $75,000.

 139.  E.  Choices (A) and (C) (About 25% of homes in City 1 sold for $75,000 or more; about 25% of 
homes in City 2 sold for $98,000 or more.)

The cutoff for the upper 25% of the values in a box plot is indicated by the largest 
number in the box. For City 1, about 25% of homes sold for $75,000 or more, and about 
25% of homes in City 2 sold for $100,000 or more.

 140. decreasing

Although not every year shows a decrease from the previous year, the clear overall 
pattern of the dropout rate is one of a steady decrease.

 141. 3.8%

Find where the value for 2005 on the x-axis intersects with the value for the dropout 
rate on the y-axis; it’s at 3.8%.

 142. drop of 2%

The dropout rate in 2001 was about 5%, and in 2011, it was about 3%. So the dropout 
rate from 2001 to 2011 is 3% – 5% = –2%.

 A change of –2% is the same as a drop of 2 percentage points.

An
sw

er
s 

10
1–

20
0



Part II: The Answers 196

 143. rise of 0.2%

The dropout rate in 2003 was about 4.0%, and in 2004, it was 4.2%. So the dropout rate 
from 2003 to 2004 changed by 4.2% – 4.0% = 0.2%. This is the same as an increase (rise) 
of 0.2 percentage points.

 144. The y-axis scale has been stretched (the range of y-values goes well outside the data).

The change in dropout rates is made to look less significant in this chart because the 
y-axis scale runs from 0 to 14, while the data runs from 3 to 5.

 145.  because you need to take into account the number of students enrolled each year, not just the 
number who dropped out

Suppose that one year, out of 1,000 students in the system, 10 of them dropped out, so 
10/1,000 = 0.01, or 1% of the students dropped out. However, if the number of students in 
the system was only 500, but the number of dropouts was the same, then 10/500 = 0.02, 
or 2% of the students dropped out. Dividing by the total number of students calculates a 
dropout rate, which allows for a fair comparison.

 146. Some points have been omitted from the scale of the x-axis.

Data for the years 2002 and 2009 have been omitted, but there’s no indication of this 
omission on the chart (that is, no broken line calls attention to the missing years).

 147. normal, uniform, bimodal

Income 1 has the bell shape of a normal distribution. Income 2 has a roughly flat shape. 
Income 3 has two peaks in it and is bimodal.

 148. Income 3, Income 2, Income 1

Because you measure variability in terms of average distance from the mean, graphs with 
values more concentrated around the mean (such as the bell shape) have less variability 
than graphs with values not concentrated around the mean (like the uniform). So of the 
three graphs, Income 1 has the lowest variability, and Income 3 has the most. (Income 3 
is relatively flat but has peaks at the extremes; these peaks increase the variability.)

 149. D. the number of books purchased by a student in a year

A discrete random variable is one that can take on only values that are integers 
 (positive and negative whole numbers and 0). The values of a discrete random variable 
can have a finite stopping point, like –1, 0, and 1, or they can go to infinity (for example, 
1, 2, 3, 4, . . . ).

A continuous random variable takes on all possible values within an interval on the 
real number line (such as all real numbers between –2 and 2, written as [–2, 2]).

 A number of books takes on only positive integer values, such as 0, 1, or 2, and thus is 
a discrete random variable.
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 150. B. the annual rainfall in a city

A discrete random variable is one that can take on only values that are integers 
 (positive and negative whole numbers and 0). The values of a discrete random variable 
can have a finite stopping point, like –1, 0, and 1, or they can go to infinity (for example, 
1, 2, 3, 4, . . . ).

A continuous random variable takes on all possible values within an interval on the 
real number line (such as all real numbers between –2 and 2, written as [–2, 2]).

 The amount of rain that falls on a city in a year can take on any non-negative value on 
the real number line, such as 11.45 inches or 37.9 inches, and therefore is continuous 
rather than discrete.

 151. C. the number of cars registered in a state

A discrete random variable is one that can take on only values that are integers 
 (positive and negative whole numbers and 0). The values of a discrete random variable 
can have a finite stopping point, like –1, 0, and 1, or they can go to infinity (for example, 
1, 2, 3, 4, . . . ).

A continuous random variable takes on all possible values within an interval on the 
real number line (such as all real numbers between –2 and 2, written as [–2, 2]).

 The number of cars registered in a state must be a non-negative integer, such as 0, 1, 
or 2, and thus is a discrete random variable.

 152. C. the proportion of the American population that believes in ghosts

A discrete random variable is one that can take on only values that are integers (posi-
tive and negative whole numbers and 0). The values of a discrete random variable can 
have a finite stopping point, like –1, 0, and 1, or they can go to infinity (for example, 
1, 2, 3, 4, . . . ).

A continuous random variable takes on all possible values within an interval on the 
real number line (such as all real numbers between –2 and 2, written as [–2, 2]).

 A proportion can take on any real number between 0 and 1 on the real number line and 
is therefore continuous.

 153. E. the amount of gasoline used in the United States in 2012

A discrete random variable is one that can take on only values that are integers 
 (positive and negative whole numbers and 0). The values of a discrete random variable 
can have a finite stopping point, like –1, 0, and 1, or they can go to infinity (for example, 
1, 2, 3, 4, . . . ).

A continuous random variable takes on all possible values within an interval on the 
real number line (such as all real numbers between –2 and 2, written as [–2, 2]).

 The amount of gasoline can take on any value on the real number line that’s greater 
than or equal to 0 and is therefore continuous.
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 154. D. the number of bird species observed in an area

A discrete random variable is one that can take on only values that are integers 
 (positive and negative whole numbers and 0). The values of a discrete random variable 
can have a finite stopping point, like –1, 0, and 1, or they can go to infinity (for example, 
1, 2, 3, 4, . . . ).

A continuous random variable takes on all possible values within an interval on the 
real number line (such as all real numbers between –2 and 2, written as [–2, 2]).

The number of bird species takes on non-negative integer values, such as 0, 1, or 2, and 
thus is a discrete random variable.

 Note: The amount of money spent by a household for food during a year is considered 
continuous because of all the possible values it can take on (even though the amounts 
would be rounded to dollars and cents).

 155. 0.10

From the table, you see that 0.10 or 10% of the adults in the city are employed part-
time. Using notation, this means that P(part-time) = 0.10.

 156. 0.82

Because total probability is always equal to 1, the probability that someone isn’t 
retired is 1 minus the probability that the person is retired (which, according to the 
table, is 0.18 in this case). So the probability that the adult isn’t retired is 1 – 0.18 = 
0.82, or 82%. Using notation, this means that P(not retired) = 0.82.

 157. 0.75

Because the categories don’t overlap, the probability that someone is working either 
part-time or full-time is the sum of their individual probabilities. You can see from the 
table that the probability for part-time employment is 0.10 and for full-time employ-
ment, 0.65. Add these two probabilities to get your answer: 0.10 + 0.65 = 0.75, or 75%. 
Using notation, this means that P(part-time or full-time) = 0.75.

 158. 3.4

In this case, X represents the number of classes. The possible values of X are 4 and 3, 
denoted x1 and x2, respectively; their proportions (probabilities) are equal to 0.40 and 
0.60 (denoted p1 and p2, respectively).

To find the average number of classes, or the mean of X (denoted by �x), multiply each 
value, xi, by its probability, pi, and then add the products:

�x =
∑

xipi

=
(
4
)(
0.40

)
+
(
3
)(
0.60

)
=1.6+1.8

=3.4
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 159. 18.75

In this case, X represents the age of a student. The possible values of X are 18, 19, and 
20, denoted x1, x2, and x3, respectively; their proportions (probabilities) are equal to 
0.50, 0.25, and 0.25 (denoted p1, p2, and p3, respectively).

To find the mean of X, or the average age of the students in the class (denoted by �x), 
multiply each value, xi, by its probability, pi, and then add the products:

�x =
∑

xipi

=
(
18

)(
0.50

)
+
(
19

)(
0.25

)
+
(
20

)(
0.25

)
=9+4.75+5

=18.75

 160. 0.10

The total probability must equal 1, so you can subtract the sum of the known values in 
the table from 1 to find the missing value: 1 – (0.25 + 0.60 + 0.05) = 1 – 0.90 = 0.10.

 161. 0.95

In this case, X represents the number of automobiles. The possible values of X are 0, 1, 
2, and 3, denoted x1, x2, x3, and x4, respectively; their proportions (probabilities) are 
equal to 0.25, 0.60, 0.10, and 0.05 (denoted p1, p2, p3, and p4, respectively).

To find the mean of X (denoted by �x), multiply each value, xi, by its probability, pi, and 
then add the products:

�x =
∑

xipi

=
(
0
)(
0.25

)
+
(
1
)(
0.60

)
+
(
2
)(
0.10

)
+
(
3
)(
0.05

)
=0+0.60+0.20+0.15

=0.95

 162. 1.20

In this case, X represents the number of automobiles owned. You want the mean of X, 
designated as �x.

If every family not currently owning a car bought a car, then the total proportion of 
families owning one car would increase from 0.25 to 0.25 + 0.60 = 0.85, and the propor-
tion of families with no car would now be 0. You still have 0.10, or 10%, of the families 
owning 2 cars and 0.05, or 5%, of the families owning 3 cars. So the values for X are 0, 1, 
2, and 3, (denoted x1, x2, x3, and x4, respectively) and their proportions (probabilities) 
are 0, 0.85, 0.10, and 0.05 (denoted p1, p2, p3, and p4, respectively).

To find the mean of X, multiply each value, xi, by its probability, pi, and then add the 
products:

�x =
∑

xipi

=
(
0
)(
0
)
+
(
1
)(
0.85

)
+
(
2
)(
0.10

)
+
(
3
)(
0.05

)
=0+0.85+0.20+0.15

=1.20
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 163. 1.00

In this case, X represents the number of automobiles owned. You want the mean of X, 
designated as �x.

If every family currently owning three cars bought a fourth car, the values of X would be 
0, 1, 2, 3, and 4. The proportion of families owning three cars would be 0, and the total 
proportion of families owning four cars would be 0.05. You still have 0.25 of the families 
owning 0 cars, 0.60 of the families owning 1 car, and 0.10 of the families owning 2 cars.

So the values of X are 0, 1, 2, 3, and 4 (denoted x1, x2, x3, x4, and x5, respectively), and 
their proportions (probabilities) are 0.25, 0.60, 0.10, 0, and 0.05 (denoted p1, p2, p3, p4, 
and p5, respectively).

To find the mean of X, multiply each value, xi, by its probability, pi, and then add the 
products:

�x =
∑

xipi

=
(
0
)(
0.25

)
+
(
1
)(
0.60

)
+
(
2
)(
0.10

)
+
(
3
)(
0
)
+
(
4
)(
0.05

)
=0+0.60+0.20+0+0.20

=1.00

 164. 1.73

The standard deviation is the square root of the variance, so if the variance of X is 3, 
the standard deviation of X is 

√
3=1.73 (rounded to two decimal places).

 165. 0.42

The variance is the square of the standard deviation, so if the standard deviation of X 
is 0.65, the variance of X is (0.65)2 = 0.4225. Rounded to two decimal places, the answer 
is 0.42.

 166. 0.80

In this case, X represents the number of siblings a student has. The question asks for 
the mean of X, designated as �x.

The possible values of X are 0, 1, and 2, denoted x1, x2, and x3, respectively; their propor-
tions (probabilities) are equal to 0.34, 0.52, and 0.14 (denoted p1, p2, and p3, respectively).

To find the mean of X, multiply each value, xi, by its probability, pi, and then add the 
products:

�x =
∑

xipi

=
(
0
)(
0.34

)
+
(
1
)(
0.52

)
+
(
2
)(
0.14

)
=0+0.52+0.28

=0.80
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 167. 0.44

To find the variance of X, denoted by �2

x
, you take the first value of X, call it x1, subtract 

the mean of X (denoted by �x), square that result, and then multiply it by the probabil-
ity for x1 (denoted p1). Do the same thing for every other possible value of X, and then 
sum up all the results.

In this case, X represents the number of siblings. The values of X are 0, 1, and 2, 
denoted x1, x2, and x3, respectively. Their probabilities are 0.34, 0.52, and 0.14, 
respectively.

You need to first find the mean of X because it’s part of the formula to calculate the 
variance. Multiply each value, xi, by its probability, pi, and then add the products:

�x =
∑

xipi

=
(
0
)(
0.34

)
+
(
1
)(
0.52

)
+
(
2
)(
0.14

)
=0+0.52+0.28

=0.80

Now, plug this value into the formula for finding the variance:

�
2

x
=
∑(

xi−�x

)2
pi

=
(
0−0.8

)2(
0.34

)
+
(
1−0.8

)2(
0.52

)
+
(
2−0.8

)2(
0.14

)
=0.2176+0.0208+0.2016

=0.4400

 168. 0.66

To find the standard deviation of X, (denoted by �x), you first find the variance of X 
(denoted by �2

x
), and then take the square root of that result.

To find the variance of X, you take the first value of X, call it x1, subtract the mean of X 
(denoted by �x), and square the result. Then, you multiply that result by the probabil-
ity for x1, denoted p1. Do this for each possible value of X, and then add up all the 
results.

In this case, X represents the number of siblings. The values of X are 0, 1, and 2, 
denoted x1, x2, and x3, respectively. Their probabilities are 0.34, 0.52, and 0.14, 
respectively.

You need to first find the mean of X because it’s part of the formula to calculate the 
variance. Multiply each value, xi, by its probability, pi, and then add the products:

�x =
∑

xipi

=
(
0
)(
0.34

)
+
(
1
)(
0.52

)
+
(
2
)(
0.14

)
=0+0.52+0.28

=0.80
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Now, plug this value into the formula to calculate the variance of X: 

�
2

x
=
∑(

xi−�x

)2
pi

=
(
0−0.8

)2(
0.34

)
+
(
1−0.8

)2(
0.52

)
+
(
2−0.8

)2(
0.14

)
=0.2176+0.0208+0.2016

=0.4400

 Finally, find the standard deviation of X. The standard deviation is the square root of 
the variance, or 

√
0.44=0.66.

 169. The variance would be four times as large, and the standard deviation would be twice as large.

If you double all the values of X, their average distance from the mean (and hence the 
standard deviation) doubles as well. And because the variance of X is the square of the 
standard deviation, the variance of X becomes larger by a factor of 22 = 4.

 170. 1.45

In this case, X represents the number of books required. The question asks for the 
mean of X, designated as �x.

From the table, the possible values of X are 0, 1, 2, 3, and 4, denoted x1, x2, x3, x4, and x5, 
respectively; their proportions (probabilities) are 0.30, 0.25, 0.25, 0.10, and 0.10, 
respectively.

To find the mean of X, multiply each value of X by its probability, and then add the 
products:

�x =
∑

xipi

=
(
0
)(
0.30

)
+
(
1
)(
0.25

)
+
(
2
)(
0.25

)
+
(
3
)(
0.10

)
+
(
4
)(
0.10

)
=0+0.25+0.50+0.30+0.40

=1.45

 171. 1.65

To find the variance of X, you take the first value of X, call it x1, subtract the mean of X 
(denoted by �x), and square the result. Then, you multiply that result by the probabil-
ity for x1, denoted p1. Do this for each possible value of X, and then add up all the 
results.

In this case, X represents the number of books required. The values of X are 0, 1, 2, 3, 
and 4, denoted x1, x2, x3, x4, and x5, respectively; their probabilities are 0.30, 0.25, 0.25, 
0.10, and 0.10, respectively.

You need to first find the mean of X because it’s part of the formula to calculate the 
variance. Multiply each value of X by its probability, and then add up the results:

�x =
∑

xipi

=
(
0
)(
0.30

)
+
(
1
)(
0.25

)
+
(
2
)(
0.25

)
+
(
3
)(
0.10

)
+
(
4
)(
0.10

)
=0+0.25+0.50+0.30+0.40

=1.45
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Now, plug this value into the formula to calculate the variance of X:

�
2

x
=
∑(

xi−�x

)2
pi

=
(
0−1.45

)2(
0.30

)
+
(
1−1.45

)2(
0.25

)
+
(
2−1.45

)2(
0.25

)

+
(
3−1.45

)2(
0.10

)
+
(
4−1.45

)2(
0.10

)
=0.63075+0.050625+0.075625+0.24025+0.65025

=1.6475

 Rounded to two decimal places, the answer is 1.65.

 172. 1.28

To find the standard deviation of X, you first find the variance, and take the square root 
of the result.

To find the variance of X (denoted �2

x
), you take the first value of X, call it x1, subtract 

the mean of X (denoted by �x), and square the result. Then, you multiply that result by 
the probability for x1, denoted p1. Do this for each possible value of X, and then sum up 
all the results.

In this case, X represents the number of books required. The values of X are 0, 1, 2, 3, 
and 4, denoted x1, x2, x3, x4, and x5, respectively; their probabilities are 0.30, 0.25, 0.25, 
0.10, and 0.10, respectively.

You need to first find the mean of X because it’s part of the formula to calculate the 
variance. To find the mean of X, multiply each value of X by its probability, and then 
add up the results.

�x =
∑

xipi

=
(
0
)(
0.30

)
+
(
1
)(
0.25

)
+
(
2
)(
0.25

)
+
(
3
)(
0.10

)
+
(
4
)(
0.10

)
=0+0.25+0.50+0.30+0.40

=1.45

Now, plug this value into the formula to find the variance of X: 

�
2

x
=
∑(

xi−�x

)2
pi

=
(
0−1.45

)2(
0.30

)
+
(
1−1.45

)2(
0.25

)
+
(
2−1.45

)2(
0.25

)

+
(
3−1.45

)2(
0.10

)
+
(
4−1.45

)2(
0.10

)
=0.63075+0.050625+0.075625+0.24025+0.65025

=1.6475

The standard deviation, �, is the square root of the variance:

�=
√
1.6475=1.28.

 173. Both would increase.

With the changes described, fewer students have the number of books near the mean 
(middle), and some students are getting a higher number of books. The mean number 
of books overall would increase a bit, but the number of books students have will be 
more spread out (compared to the mean) than they were before. That means that the 
variance increases and so does the standard deviation.
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 174. E. all of the above

For a random variable to be binomial, it must have a fixed number of trials, with 
exactly two outcomes possible on each trial, a constant probability of success on all 
trials, and each trial must be independent.

 175. the total number of heads

For a random variable to be binomial, it must have a fixed number of trials (n), with 
exactly two outcomes possible on each trial, a constant probability of success on all 
trials, and each trial must be independent. Then you define X as the number of “suc-
cesses” (what you’re interested in counting).

 In this case, you have 25 trials (coin flips), with exactly two possible outcomes on each 
flip: heads or tails. According to this problem, a success is a heads, the flips are inde-
pendent, and the probability of a heads on each trial is the same for each flip (0.5), so 
the random variable X is binomial. Here, X represents the total number of heads.

 176. because each trial has more than two possible outcomes

In this case, you have six possible outcomes on each trial, but a binomial trial may 
have only two possible outcomes: success or failure. Here, X represents the outcome 
of one roll of the die (1, 2, 3, 4, 5, or 6), not the total number of die with a certain out-
come (such as the total number of 6’s rolled).

 177. because the number of trials isn’t fixed

For a binomial experiment, the number of trials must be specified in advance. In this 
case, although you know in the end that you need 30 employees who say they gradu-
ated from high school, you don’t know how many employees you’ll have to ask before 
finding 30 who graduated from high school. Because the total number of trials, n, is 
unknown, X isn’t binomial.

 178. because the trials aren’t independent

If one sibling has the mutation, a higher chance exists that the other one will, too, so 
the results for each person aren’t independent. Instead of recruiting 30 pairs of siblings 
for this test, you should recruit 60 people at random.

 179. 7.2

The mean of a binomial random variable X is represented by the symbol �. A binomial 
distribution has a special formula for the mean, which is �=np. Here, n = 18 and p = 0.4, 
so �=

(
18

)(
0.4

)
=7.2.

 180. 8.75

The mean of a binomial random variable X is represented by the symbol �. A binomial 
distribution has a special formula for the mean, which is �=np. Here, n = 25 and p = 0.35, 
so �=

(
25

)(
0.35

)
=8.75.
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 181. 2.08

The standard deviation of X is represented by � and represents the square root of the 
variance. If X has a binomial distribution, the formula for the standard deviation is 
�=

√
np (1−p), where n is the number of trials and p is the probability of success on 

each trial. For this situation, n = 18 and p = 0.4, so

�=

�
18

�
0.4

��
1−0.4

�

=
√
4.32=2.08

 182. 5.69

The variance is represented by �2 and represents the typical squared distance from the 
mean for all values of X.

For a binomial distribution, the variance has its own formula: �2=np (1−p). In this 
case, n = 25 and p = 0.35, so

�
2=25

(
0.35

)(
1−0.35

)

=25
(
0.35

)(
0.65

)
=5.6875

 Rounded to two decimal places, the answer is 5.69.

 183. 130

The mean of a random variable X is denoted �. For a binomial distribution, the mean 
has a special formula: �=np. In this case, p = 0.14 and � is 18.2, so you need to find n. 
Plug the known values into the formula for the mean, so 18.2 = n(0.14), and then divide 
both sides by 0.14 to get n = 18.2/0.14 = 130.

 184. 8

 
The value of 

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
, called “n choose x” tells you the number of ways you can get X suc-

cesses in n trials. The more ways to get those X successes, the higher the probability 
becomes. The formula for calculating “n choose x” is

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!(n−x)!

The n! stands for “n factorial.” To calculate n!, you do a string of multiplications, start-
ing from n and going down to 1. For example 5! = (5)(4)(3)(2)(1) = 120; 2! = (2)(1) = 2; 
1! = 1; and by convention, 0! = 1.
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To find 
⎛
⎜⎜⎝

n

x

⎞⎟⎟⎠
 in this problem, where n = 8 and x = 1, plug the numbers into the formula:

⎛⎜⎜⎝

8

1

⎞
⎟⎟⎠
=

8!

1!
�
8−1

�
!

=

�
8
��
7
��
6
��
5
��
4
��
3
��
2
��
1
�

�
1
� ��

7
��
6
��
5
��
4
��
3
��
2
��
1
��

=
40,320

5,040
=8

 185. 0.0164

The formula for calculating a probability for a binomial distribution is

P
�
X =x

�
=

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
px
�
1−p

�n−x

Here, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!
�
n−x

�
!
  and n! means n(n – 1)(n – 2) . . . (3)(2)(1). For example 5! = (5)(4)

(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and by convention, 0! = 1.

To find the probability of exactly one success in eight trials, you need P(X = 1), where 
n = 8 (remember that p = 0.55 here):

P
�
X =1

�
=

⎛
⎜⎜⎝

8

1

⎞
⎟⎟⎠
�
0.55

�1�
1−0.55

�8−1

=
8!

1!
�
8−1

�
!

�
0.55

�1�
1−0.55

�8−1

=

�
8
��
7
��
6
��
5
��
4
��
3
��
2
��
1
�

�
1
� ��

7
��
6
��
5
��
4
��
3
��
2
��
1
�� �0.55��0.45�7

=
�
8
��
0.55

��
0.00373669453125

�
=0.0164414559375

Rounded to four decimal places, the answer is 0.0164.

 186. 0.0703

The formula for calculating a probability for a binomial distribution is

P
�
X =x

�
=

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
px
�
1−p

�n−x

Here, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!
�
n−x

�
!
  and n! means n(n – 1)(n – 2) . . . (3)(2)(1). For example 5! = (5)(4)

(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and by convention, 0! = 1.
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To find the probability of exactly two successes in eight trials, you want P(X = 2), 
where n = 8 (remember that p = 0.55 here):

P
�
X =2

�
=

⎛
⎜⎜⎝

8

2

⎞
⎟⎟⎠
�
0.55

�2�
1−0.55

�8−2

=
8!

2!
�
8−2

�
!

�
0.55

�2�
1−0.55

�8−2

=

�
8
��
7
��
6
��
5
��
4
��
3
��
2
��
1
�

��
2
��
1
�� ��

6
��
5
��
4
��
3
��
2
��
1
�� �0.55�2�0.45�6

=
�
28

��
0.3025

��
0.008303765625

�
=0.07033289484375

 Rounded to four decimal places, the answer is 0.0703.

 187. 1

The formula for calculating “n choose x” is

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!

x!
�
n−x

�
!

The n! stands for “n factorial.” To calculate n!, you do a string of multiplications, starting 
from n and going down to 1. For example 5! = (5)(4)(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and 
by convention, 0! = 1.

So find 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
 in this problem, plugging in the numbers for n = 8 and x = 0:

⎛⎜⎜⎝

8

0

⎞
⎟⎟⎠
=

8!

0!
�
8−0

�
!

=

�
8
��
7
��
6
��
5
��
4
��
3
��
2
��
1
�

�
1
� ��

8
��
7
��
6
��
5
��
4
��
3
��
2
��
1
��

=1

Incidentally, when x = 0, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
 is always 1.

 188. 0.9983

The formula for calculating a probability for a binomial distribution is

P
�
X =x

�
=

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
px
�
1−p

�n−x

Here, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!
�
n−x

�
!
 and n! means n(n – 1)(n – 2) . . . (3)(2)(1). For example 5! = (5)(4)

(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and by convention, 0! = 1.
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In this case, X is the number of successes in n trials. You want P(X ≥ 1) because “at 
least one” means the same as “one or more.” The easiest way to answer this question 
is to take 1 minus P(X = 0), because that’s the opposite of P(X ≥ 1) and easier to find.

P
�
X =0

�
=

⎛
⎜⎜⎝

8

0

⎞
⎟⎟⎠
�
0.55

�0�
1−0.55

�8−0

=
8!

0!
�
8−0

�
!

�
0.55

�0�
0.45

�8

=

�
8
��
7
��
6
��
5
��
4
��
3
��
2
��
1
�

�
1
� ��

8
��
7
��
6
��
5
��
4
��
3
��
2
��
1
�� �0.55�0�0.45�8

=
�
1
��
1
��
0.0016815125390625

�
=0.0016815125390625

Rounded to four decimal places, this answer is 0.017. Now, plug the value of P(X = 0) in 
the formula to find P(X > 0):

P
(
X >0

)
=1−P

(
X =0

)
=1−0.0017

=0.9983

 189. 0.0439

The formula for calculating a probability for a binomial distribution is

P
�
X =x

�
=

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
px
�
1−p

�n−x

Here, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!
�
n−x

�
!
 and n! means n(n – 1)(n – 2) . . . (3)(2)(1). For example 5! = (5)(4)

(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and by convention, 0! = 1.

To find the probability of exactly eight successes in ten trials, you want P(X = 8), where 
n = 10 (remember that p = 0.50 here):

P
�
X =8

�
=

⎛
⎜⎜⎝

10

8

⎞
⎟⎟⎠
�
0.50

�8�
1−0.50

�10−8

=
10!

8!
�
10−8

�
!

�
0.50

�8�
1−0.50

�10−8

=

�
10

��
9
��
8
��
7
��
6
��
5
��
4
��
3
��
2
��
1
�

��
8
��
7
��
6
��
5
��
4
��
3
��
2
��
1
�� ��

2
��
1
�� �0.50�8�0.50�2

=
�
45

��
0.00390625

��
0.25

�
=0.0439453125

 Rounded to four decimal places, the answer is 0.0439.
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 190. 0.3125

The formula for calculating a probability for a binomial distribution is

P
�
X =x

�
=

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
px
�
1−p

�n−x

Here, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!
�
n−x

�
!
 and n! means n(n – 1)(n – 2) . . . (3)(2)(1). For example 5! = (5)(4)

(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and by convention, 0! = 1.

In this case, n = 5 trials, x = 3 successes, and p = 0.5, the probability of success on 
each trial. You want P(X = 3):

P
�
X =3

�
=

⎛
⎜⎜⎝

5

3

⎞
⎟⎟⎠
�
0.50

�3�
1−0.50

�5−3

=
5!

3!
�
5−3

�
!

�
0.50

�3�
1−0.50

�5−3

=

�
5
��
4
��
3
��
2
��
1
�

��
3
��
2
��
1
�� ��

2
��
1
�� �0.50�3�0.50�2

=
�
10

��
0.125

��
0.25

�
=0.3125

 191. 0.1563

The formula for calculating a probability for a binomial distribution is

P
�
X =x

�
=

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
px
�
1−p

�n−x

Here, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!
�
n−x

�
!
 and n! means n(n – 1)(n – 2) . . . (3)(2)(1). For example 5! = (5)(4)

(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and by convention, 0! = 1.

In this case, n = 5 trials, x = 4 successes, and p = 0.50. You want P(X = 4):

P
�
X =4

�
=

⎛
⎜⎜⎝

5

4

⎞
⎟⎟⎠
�
0.50

�4�
1−0.50

�5−4

=
5!

4!
�
5−4

�
!

�
0.50

�4�
1−0.50

�5−4

=

�
5
��
4
��
3
��
2
��
1
�

��
4
��
3
��
2
��
1
�� �

1
� �0.50�4�0.50�1

=
�
5
��
0.0625

��
0.50

�
=0.15625

 Rounded to four decimal places, the answer is 0.1563.
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 192. 1

The formula for calculating “n choose x” is

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!

x!
�
n−x

�
!

The n! stands for “n factorial.” To calculate n!, you do a string of multiplications, starting 
from n and going down to 1. For example 5! = (5)(4)(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and 
by convention, 0! = 1.

So find 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
 in this problem, plugging in the numbers for n = 5 and x = 5:

⎛⎜⎜⎝

5

5

⎞
⎟⎟⎠
=

5!

5!
�
5−5

�
!

=

�
5
��
4
��
3
��
2
��
1
�

��
5
��
4
��
3
��
2
��
1
�� �

1
�

=1

 Incidentally, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
 is always 1 when n and x are the same number.

 193. 0.4688

The formula for calculating a probability for a binomial distribution is

P
�
X =x

�
=

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
px
�
1−p

�n−x

Here, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!
�
n−x

�
!
 and n! means n(n – 1)(n – 2) . . . (3)(2)(1). For example 5! = (5)(4)

(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and by convention, 0! = 1.

In this problem, n = 5 trials, x = 3 or 4 successes, and p = 0.50, the probability of success 
on each trial. You want P(X = 3 or 4) = P(X = 3) + P(X = 4). First, find the probability of 
each outcome separately:

P
�
X =3

�
=

⎛
⎜⎜⎝

5

3

⎞
⎟⎟⎠
�
0.50

�3�
1−0.50

�5−3

=
5!

3!
�
5−3

�
!

�
0.50

�3�
1−0.50

�5−3

=

�
5
��
4
��
3
��
2
��
1
�

��
3
��
2
��
1
�� ��

2
��
1
�� �0.50�3�0.50�2

=
�
10

��
0.125

��
0.25

�
=0.3125
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P
�
X =4

�
=

⎛
⎜⎜⎝

5

4

⎞
⎟⎟⎠
�
0.50

�4�
1−0.50

�5−4

=
5!

4!
�
5−4

�
!

�
0.50

�4�
1−0.50

�5−4

=

�
5
��
4
��
3
��
2
��
1
�

��
4
��
3
��
2
��
1
�� �

1
� �0.50�4�0.50�1

=
�
5
��
0.0625

��
0.50

�
=0.15625

Then, add the results together:

P
(
X =3 or 4

)
=P

(
X =3

)
+P

(
X =4

)
=0.3125+0.15625

=0.46875

 Rounded to four decimal places, the answer is 0.4688.

 194. 0.5001

The formula for calculating a probability for a binomial distribution is

P
�
X =x

�
=

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
px
�
1−p

�n−x

Here, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!
�
n−x

�
!
 and n! means n(n – 1)(n – 2) . . . (3)(2)(1). For example 5! = (5)(4)

(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and by convention, 0! = 1.

In this case, n = 5 trials, x = 3, 4, or 5 successes, and p = 0.50, the probability of suc-
cess on each trial. Note: The probability of at least three successes means the prob-
ability of three, four, or five successes. In other words, you need to find P(X = 3 or 4 or 
5) = P(X = 3) + P(X = 4) + P(X = 5). First, find the probability of each outcome 
separately:

P
�
X =3

�
=

⎛
⎜⎜⎝

5

3

⎞
⎟⎟⎠
�
0.50

�3�
1−0.50

�5−3

=
5!

3!
�
5−3

�
!

�
0.50

�3�
1−0.50

�5−3

=

�
5
��
4
��
3
��
2
��
1
�

��
3
��
2
��
1
�� ��

2
��
1
�� �0.50�3�0.50�2

=
�
10

��
0.125

��
0.25

�
=0.3125
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P
�
X =4

�
=

⎛
⎜⎜⎝

5

4

⎞
⎟⎟⎠
�
0.50

�4�
1−0.50

�5−4

=
5!

4!
�
5−4

�
!

�
0.50

�4�
1−0.50

�5−4

=

�
5
��
4
��
3
��
2
��
1
�

��
4
��
3
��
2
��
1
�� �

1
� �0.50�4�0.50�1

=
�
5
��
0.0625

��
0.50

�
=0.15625

P
�
X =5

�
=

⎛
⎜⎜⎝

5

5

⎞
⎟⎟⎠
�
0.50

�5�
1−0.50

�5−5

=
5!

5!
�
5−0

�
!

�
0.50

�5�
1−0.50

�5−5

=

�
5
��
4
��
3
��
2
��
1
�

��
5
��
4
��
3
��
2
��
1
�� ��

5
��
4
��
3
��
2
��
1
�� �0.50�5�0.50�0

=0.0313

Then add the results together:

P
(
X =3 or 4 or 5

)
=P

(
X =3

)
+P

(
X =4

)
+P

(
X =5

)
=0.3125+0.15625+0.0313

=0.50005

 Rounded to four decimal places, the answer is 0.5001.

 195. 0.4999

The formula for calculating a probability for a binomial distribution is

P
�
X =x

�
=

⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
px
�
1−p

�n−x

Here, 
⎛⎜⎜⎝

n

x

⎞⎟⎟⎠
=

n!
x!
�
n−x

�
!
 and n! means n(n – 1)(n – 2) . . . (3)(2)(1). For example 5! = (5)(4)

(3)(2)(1) = 120; 2! = (2)(1) = 2; 1! = 1; and by convention, 0! = 1.

In this case, n = 5 trials, x = no more than 2 successes, and p = 0.50, the probability of 
success on each trial. To find the probability of no more than two successes, you can 
either find P(X ≤ 2) or find the probability of at least three successes, P(X ≥ 3) and 
subtract the sum of these probabilities from 1. For example, you find P(X = 3), P(X = 4), 
and P(X = 5):
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P
�
X =3

�
=

⎛
⎜⎜⎝

5

3

⎞
⎟⎟⎠
�
0.50

�3�
1−0.50

�5−3

=
5!

3!
�
5−3

�
!

�
0.50

�3�
1−0.50

�5−3

=

�
5
��
4
��
3
��
2
��
1
�

��
3
��
2
��
1
�� ��

2
��
1
�� �0.50�3�0.50�2

=
�
10

��
0.125

��
0.25

�
=0.3125

P
�
X =4

�
=

⎛
⎜⎜⎝

5

4

⎞
⎟⎟⎠
�
0.50

�4�
1−0.50

�5−4

=
5!

4!
�
5−4

�
!

�
0.50

�4�
1−0.50

�5−4

=

�
5
��
4
��
3
��
2
��
1
�

��
4
��
3
��
2
��
1
�� �

1
� �0.50�4�0.50�1

=
�
5
��
0.0625

��
0.50

�
=0.15625

P
�
X =5

�
=

⎛
⎜⎜⎝

5

5

⎞
⎟⎟⎠
�
0.50

�5�
1−0.50

�5−5

=
5!

5!
�
5−0

�
!

�
0.50

�5�
1−0.50

�5−5

=

�
5
��
4
��
3
��
2
��
1
�

��
5
��
4
��
3
��
2
��
1
�� ��

5
��
4
��
3
��
2
��
1
�� �0.50�5�0.50�0

=0.0313

 And then you add the results:

P
(
X ≥3

)
=P

(
X =3

)
+P

(
X =4

)
+P

(
X =5

)
=0.3125+0.15625+0.0313

=0.50005

 You can round this answer to four decimal places: 0.5001. Finally, you subtract the 
probability of P(X ≥ 3) from 1: 1 – 0.5001 = 0.4999.

 196. 0.012

The binomial table (Table A-3 in the appendix) has a series of mini-tables inside of it, 
one for each selected value of n. To find P(X = 6), where n = 15 and p = 0.7, locate the 
mini-table for n = 15, find the row for x = 6, and follow across to where it intersects 
with the column for p = 0.7. This value is 0.012.
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 197. 0.219

The binomial table (Table A-3 in the appendix) has a series of mini-tables inside of it, 
one for each selected value of n. To find P(X = 11), where n = 15 and p = 0.7, locate the 
mini-table for n = 15, find the row for x = 11, and follow across to where it intersects 
with the column for p = 0.7. This value is 0.219.

 198. 0.995

In this case, 15 is the greatest possible value of X (because there are only 15 total 
trials), so to find P(X < 15), you can first find P(X = 15) and subtract this result from 1 
to get what you need. (This makes the calculations much easier.)

The binomial table (Table A-3 in the appendix) has a series of mini-tables inside of it, 
one for each selected value of n. To find P(X = 15), where n = 15 and p = 0.7, locate the 
mini-table for n = 15, find the row for x = 15, and follow across to where it intersects 
with the column for p = 0.7. This value is 0.005.

 Now, subtract that from 1 so you have P(X ≥ 15) = 1 – 0.005 = 0.995.

 199. 0.015

You want the probability between 4 and 7, but you don’t want to include 4 and 7. So 
you want only the probabilities for X = 5 and X = 6. You know that n = 15 and p = 0.7, 
which is the probability of success on each trial.

To find each of these probabilities, use the binomial table (Table A-3 in the appendix), 
which has a series of mini-tables inside of it, one for each selected value of n. To find 
P(X = 5), where n = 15 and p = 0.7, locate the mini-table for n = 15, find the row for x = 5, 
and follow across to where it intersects with the column for p = 0.7. This value is 0.003. 
Now do the same for P(X = 6) to get 0.012. Then add these probabilities together:

P
(
4<X <7

)
=P

(
X =5

)
+P

(
X =6

)
=0.003+0.012

=0.015

 200. 0.051

Here, you want to find the probability equal to 4 and 7 and everything in between. In 
other words, you want the probabilities for X = 4, X = 5, X = 6, and X = 7. You know 
that n = 15 and p = 0.7, which is the probability of success on each trial.

To find each of these probabilities, use the binomial table (Table A-3 in the appendix), 
which has a series of mini-tables inside of it, one for each selected value of n. To find 
P(X = 4), where n = 15 and p = 0.7, locate the mini-table for n = 15, find the row for 
x = 4, and follow across to where it intersects with the column for p = 0.7. This value 
is 0.001. Now do the same for the other probabilities: P(X = 5) = 0.003; P(X = 6) = 
0.012; and P(X = 7) = 0.035. Finally, add these probabilities together:

P
(
4≤X ≤7

)
=P

(
X =4

)
+P

(
X =5

)
+P

(
X =6

)
+P

(
X =7

)
=0.001+0.003+0.012+0.035

=0.051
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 201. 0.221

The binomial table (Table A-3 in the appendix) has a series of mini-tables inside of it, 
one for each selected value of n. To find P(X = 5), where n = 11 and p = 0.4, locate the 
mini-table for n = 11, find the row for x = 5, and follow across to where it intersects 
with the column for p = 0.4. This value is 0.221.

 202. 0.996

To find the probability that X is greater than 0, find the probability that X is equal to 0, 
and then subtract that probability from 1. This makes the calculations much easier.

The binomial table (Table A-3 in the appendix) has a series of mini-tables inside of it, 
one for each selected value of n. To find P(X = 0), where n = 11 and p = 0.4, locate the 
mini-table for n = 11, find the row for x = 0, and follow across to where it intersects 
with the column for p = 0.4. This value is 0.004. Now subtract that from 1:

P
(
X >0

)
=1−P

(
X =0

)
=1−0.004

=0.996

 203. 0.120

To find the probability that X is less than or equal to 2, you first need to find the prob-
ability of each possible value of X less than 2. In other words, you find the values for 
P(X = 0), P(X = 1), and P(X = 2).

To find each of these probabilities, use the binomial table (Table A-3 in the appendix), 
which has a series of mini-tables inside of it, one for each selected value of n. To find 
P(X = 0), where n = 11 and p = 0.4, locate the mini-table for n = 11, find the row for x = 0, 
and follow across to where it intersects with the column for p = 0.4. This value is 0.004. 
Now do the same for the other probabilities: P(X = 1) = 0.027 and P(X = 2) = 0.089. 
Finally, add these probabilities together:

P
(
X ≤2

)
=P

(
X =0

)
+P

(
X =1

)
+P

(
X =2

)
=0.004+0.027+0.089

=0.120

 204. 0.001

To find the probability that X is greater than 9, first find the probability that X is equal 
to 10 or 11 (in this case, 11 is the greatest possible value of x because there are only 
11 total trials).

To find each of these probabilities, use the binomial table (Table A-3 in the appendix), 
which has a series of mini-tables inside of it, one for each selected value of n. To find 
P(X = 10), where n = 11 and p = 0.4, locate the mini-table for n = 11, find the row for  
x = 10, and follow across to where it intersects with the column for p = 0.4. This value is 
0.001. Now do the same for P(X = 11), which gives you 0.000. (Note: P(X = 11) isn’t exactly 
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0.000 here; it’s just a smaller probability than can be expressed in the four  decimal places 
used in this table.) Finally, add the two probabilities together:

P
(
X >9

)
=P

(
X =10

)
+P

(
X =11

)
=0.001+0.000

=0.001

 205. 0.634

Here, you want to find the probability equal to 3 and 5 and everything in between. In 
other words, you want the probabilities for X = 3, X = 4, and X = 5. You know that n = 11 
and p = 0.4, which is the probability of success on each trial.

To find each of these probabilities, use the binomial table (Table A-3 in the appendix), 
which has a series of mini-tables inside of it, one for each selected value of n. To find 
P(X = 3), where n = 11 and p = 0.4, locate the mini-table for n = 11, find the row for 
x = 3, and follow across to where it intersects with the column for p = 0.4. This value 
is 0.177. Now do the same for the other probabilities: P(X = 4) = 0.236 and P(X = 5) = 
0.221. Finally, add these probabilities together:

P
(
3≤X ≤5

)
=P

(
X =3

)
+P

(
X =4

)
+P

(
X =5

)
=0.177+0.236+0.221

=0.634

 206. n = 30, p = 0.4

Two conditions must be met to use the normal approximation to the binomial: Both np 
and n(1 – p) must be at least 10. Using the choices you’re given, the only one that 
works is n = 30 and p = 0.4: np = 30(0.4) = 12, and n(1 – p) = 30(1 – 0.4) = 30(0.6) = 18.

 207. 20

Two conditions must be met to use the normal approximation to the binomial: Both np 
and n(1 – p) must be at least 10. So you need the smallest value of n that meets both of 
these conditions, knowing that p = 0.5 here.

First, take np ≥ 10, or n(0.5) ≥ 10. To get n by itself, divide both sides by 0.5, which 
gives you n ≥ 20. Then, take n(1 – p) ≥ 10, or n(1 – 0.5) ≥ 10. Again, you get n ≥ 20. The 
minimum sample size (n) that meets both of these requirements is 20.

 Note: Sometimes p is very small or very large, which changes the values of np and 
n(1 – p), so you must always check and meet both conditions every time.

 208. 34

To use the normal approximation to the binomial, both np and n(1 – p) must be at least 
10. Here the value of p is 0.30 (“success” = green marble).

First, take np ≥ 10, or n(0.3) ≥ 10. To get n by itself, divide both sides by 0.3, which 
gives you n ≥ 33.33 (round up to 34 to make sure the condition is met). Then, take 
n(1 – p) ≥ 10, or n(1 – 0.3) ≥ 10. That gives you n ≥ 14.29 (round up to 15 to make sure 
the condition is met).

 For the first condition, you need n ≥ 34; for the second condition, you need n ≥ 15. To 
meet both conditions, you need the larger n, which is 34.
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 209. P(X ≥ 50)

You can rephrase the probability of getting at least 50 heads out of 80 flips (that is, X is 
at least 50) as the probability that X is greater than or equal to 50 (because 50 is the 
lower limit of possible values): P(X ≥ 50).

 210. P(X ≤ 30)

You can rephrase the probability of getting no more than 30 heads out of 80 flips (that 
is, X is no more than 30) as the probability that X is less than or equal to 30 (because 
30 is the upper limit of possible values): P(X ≤ 30).

 211. 40

For a binomial distribution, the mean, �, is equal to np. In this case, n = 80 trials (flips 
of the coin) and p = 0.50 (chance of a heads/success on each flip). Therefore, 
�=

(
80

)(
0.50

)
=40.

 212. 4.47

For a binomial distribution, the standard deviation, �, is equal to 
√
np (1−p). In this 

case, you have n = 80 trials (flips of the coin) and p = 0.5 (chance of a heads/success 
on each flip). Therefore,

�=

�
80

�
0.50

��
1−0.50

�

=
√
20=4.47

 213. 1.12

To find the z-value for an x-value, subtract the population mean from x, and divide by 
the population standard deviation:

z=
x−�

�

The question is what do you use for � and �? Because X has a binomial distribution, 
you use the mean and standard deviation of the binomial distribution. The mean of a 
binomial distribution is �=np. In this case, n = 80 and p = 0.50, so �=

(
80

)(
0.50

)
=40. 

And the formula for the standard deviation of a binomial distribution is �=
√
np

(
1−p

)
. 

So you get

�=

�
80

�
0.50

��
1−0.50

�

=
√
20=4.47

Now, plug these numbers into the formula for the z-value, where x = 45:

z=
x−�

�

=

(
45−40

)
4.47

=1.12
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 214. 0.1314

Here, you want the probability that X is at least 45, or P(X ≥ 45). In this case, n = 80 
trials (flips of the coin) and p = 0.50 (chance of a heads/success on each flip).

Because n is so large, you may want to use the normal approximation to the binomial 
to solve this problem. But first you need to determine whether the two conditions are 
met — that is, both np and n(1 – p) must be at least 10. So plug in the numbers: np = 
(80)(0.50) = 40, and n(1 – p) = 80(1 – 0.50) = (80)(0.50) = 40. Both conditions are at 
least 10, so you can move forward.

The first step in doing the normal approximation to find a binomial probability is to 
find the z-value. To find the z-value for an x-value, subtract the population mean from 
x, and divide by the population standard deviation:

z=
x−�

�

Because X has a binomial distribution, you use the mean and standard deviation of the 
binomial distribution. The mean of a binomial distribution is �=np. In this case, n = 80 
and p = 0.50, so �=

(
80

)(
0.50

)
=40. The formula for the standard deviation of a binomial 

distribution is �=
√
np

(
1−p

)
 . So you get

�=

�
80

�
0.50

��
1−0.50

�

=
√
20=4.47

Now, plug these numbers into the formula for the z-value, where x = 45:

z=
x−�

�

=
(45−40)

4.47
=1.12

 Use a Z-table, such as Table A-1 in the appendix, to find P(Z ≤ 1.12), and then subtract 
that from 1 to find P(Z ≥ 1.12). Locate the row for z = 1.1 and follow it across to where 
it intersects with the column for 0.02, which gives you 0.8686. This also corresponds to 
P(Z ≤ 1.12) = P(X ≤ 45). Then subtract from 1 to get P(X ≥ 45): 1 – 0.8686 = 0.1314.

 215. �=45, �=4.97

For a binomial distribution, the mean is �=np, and the standard deviation is 
�=

√
np

(
1−p

)
. In this case, n = 100 trials and p = 0.45, the probability of success 

on each trial. Therefore, the mean of X is �=
(
100

)(
0.45

)
=45, and the standard 

 deviation is

�=

�
np

�
1−p

�

=

�
100

�
0.45

��
1−0.45

�

=
√
24.75=4.97
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 216. –1.00

To find the z-value for an x-value, subtract the population mean from x, and divide by 
the population standard deviation:

z=
x−�

�

For a binomial distribution, the mean is �=np, and the standard deviation is 
�=

√
np

(
1−p

)
. In this case, n = 100 and p = 0.45, so �=

(
100

)(
0.45

)
=45, and the 

 standard deviation is

�=

�
np

�
1−p

�

=

�
100

�
0.45

��
1−0.45

�

=
√
24.75=4.97

Now, plug these numbers into the formula for the z-value, where x = 40:

z=
x−�

�

=

(
40−45

)
4.97

=−1.00

 217. 0.1587

Because n is so large, you may want to use the normal approximation to the binomial 
to solve this problem. But first you need to determine whether the two conditions are 
met — that is, both np and n(1 – p) must be at least 10. In this case, np = 100(0.45) = 45, 
and n(1 – p) = 100(1 – 0.45) = (100)(0.55) = 55. Both conditions are at least 10, so you 
can move forward.

To find a “less than” probability for an x-value from a normal distribution, you convert 
the x-value to a z-value and then find the corresponding probability for that z-value by 
using a Z-table, such as Table A-1 in the appendix.

To find the z-value for an x-value, subtract the population mean from x, and divide by 
the population standard deviation:

z=
x−�

�

For a binomial distribution, the mean is �=np, and the standard deviation is 

�=

√
np

(
1−p

)
. In this case, n = 100 and p = 0.45, so �=

(
100

)(
0.45

)
=45, and the 

 standard deviation is

�=

�
np

�
1−p

�

=

�
100

�
0.45

��
1−0.45

�

=
√
24.75=4.97
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Now, plug these numbers into the formula for the z-value, where x = 40:

z=
x−�

�

=

(
40−45

)
4.97

=−1.00

Then find P(Z ≤ –1.00), using Table A-1. Look in the row for z = –1.0 and follow across 
to where it intersects with the column for 0.00, which gives you 0.1587. Remember this 
is only an approximation because you started with a binomial and were able to use the 
normal approximation to find the probability.

 218. 0.8413

Because n is so large, you may want to use the normal approximation to the binomial 
to solve this problem. But first you need to determine whether the two conditions are 
met — that is, both np and n(1 – p) must be at least 10. In this case, np = 100(0.45) = 
45, and n(1 – p) = 100(1 – 0.45) = (100)(0.55) = 55. Both conditions are at least 10, so 
you can move forward.

To find a “greater than” probability for an x-value from a normal distribution, you con-
vert the x-value to a z-value and find the corresponding probability for that z-value by 
using a Z-table, such as Table A-1 in the appendix; then, you subtract that result from 1 
(because Table A-1 gives you “less than” probabilities only).

To find the z-value for an x-value, subtract the population mean from x, and divide by 
the population standard deviation:

z=
x−�

�

For a binomial distribution, the mean is �=np, and the standard deviation is 

�=

√
np

(
1−p

)
. In this case, n = 100 and p = 0.45, so �=

(
100

)(
0.45

)
=45, and the 

 standard deviation is

�=

�
np

�
1−p

�

=

�
100

�
0.45

��
1−0.45

�

=
√
24.75=4.97

Now, plug these numbers into the formula for the z-value, where x = 40:

z=
x−�

�

=

(
40−45

)
4.97

=−1.00

Then, find P(Z ≤ –1.00), using Table A-1. Look in the row for z = –1.0 and follow across 
to where it intersects with the column for 0.00, which gives you 0.1587. To get 
P(Z ≥ –1.00), subtract that value from 1: 1 – 0.1587 = 0.8413. Remember this is only an 
approximation because you started with a binomial random variable and were able to 
use the normal approximation to find the probability.
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 219. 0

Even though X is binomial and discrete, the Z-distribution is continuous, so the prob-
ability at a single value is 0. Probability for a continuous random variable is repre-
sented by the area under a curve. There’s no area under the curve at a single point. 
You would have to use continuity correction to solve P(X = 40) using a normal 
approximation.

 220. 2.21

To find the z-value for an x-value, subtract the population mean from x, and divide by 
the population standard deviation:

z=
x−�

�

For a binomial distribution, the mean is �=np, and the standard deviation is 

�=

√
np

(
1−p

)
. In this case, n = 100 and p = 0.45, so �=

(
100

)(
0.45

)
=45, and the 

 standard deviation is

�=

�
np

�
1−p

�

=

�
100

�
0.45

��
1−0.45

�

=
√
24.75=4.97

Now, plug these numbers into the formula for the z-value, where x = 56:

z=
x−�

�

=

(
56−45

)
4.97

=2.21

 221. 0.0136

Because n is so large, you may want to use the normal approximation to the binomial 
to solve this problem. But first you need to determine whether the two conditions are 
met — that is, both np and n(1 – p) must be at least 10. In this case, np = 100(0.45) = 
45, and n(1 – p) = 100(1 – 0.45) = (100)(0.55) = 55. Both conditions are at least 10, so 
you can move forward.

To find a “greater than” probability for an x-value from a normal distribution, you 
 convert the x-value to a z-value and then find the corresponding probability for that 
z-value by using a Z-table, such as Table A-1 in the appendix. You then subtract that 
result from 1 (because Table A-1 gives you “less than” probabilities only).

To find the z-value for an x-value, subtract the population mean from x, and divide by 
the population standard deviation:

z=
x−�

�

For a binomial distribution, the mean is �=np and the standard deviation is 

�=

√
np

(
1−p

)
. In this case, n = 100 and p = 0.45, so �=

(
100

)(
0.45

)
=45, and the 

 standard deviation is
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�=

�
np

�
1−p

�

=

�
100

�
0.45

��
1−0.45

�

=
√
24.75=4.97

Now, plug these numbers into the formula for the z-value, where x = 56:

z=
x−�

�

=

(
56−45

)
4.97

=2.21

Then, find P(Z ≤ 2.21), using Table A-1. Look in the row for z = 2.2 and follow across to 
where it intersects with the column for 0.01, which gives you 0.9864. To get P(Z ≥ 2.21), 
subtract that value from 1: 1 – 0.9864 = 0.0136. This corresponds to P(X ≥ 56).

 Remember this is only an approximation because you started with a binomial random 
variable and were able to use the normal approximation to find the probability.

 222. 0.9864

Because n is so large, you may want to use the normal approximation to the binomial 
to solve this problem. But first you need to determine whether the two conditions are 
met — that is, both np and n(1 – p) must be at least 10. In this case, np = 100(0.45) = 45, 
and n(1 – p) = 100(1 – 0.45) = (100)(0.55) = 55. Both conditions are at least 10, so you 
can move forward.

To find a “less than” probability for an x-value from a normal distribution, you convert 
the x-value to a z-value and then find the corresponding probability for that z-value by 
using a Z-table, such as Table A-1 in the appendix.

To find the z-value for an x-value, subtract the population mean from x, and divide by 
the population standard deviation:

z=
x−�

�

For a binomial distribution, the mean is �=np, and the standard deviation is 

�=

√
np

(
1−p

)
. In this case, n = 100 and p = 0.45, so �=

(
100

)(
0.45

)
=45, and the 

 standard deviation is

�=

�
np

�
1−p

�

=

�
100

�
0.45

��
1−0.45

�

=
√
24.75=4.97

Now, plug these numbers into the formula for the z-value, where x = 56:

z=
x−�

�

=

(
56−45

)
4.97

=2.21

Then find P(Z ≤ 2.21), using Table A-1. Look in the row for z = 2.2 and follow across to 
where it intersects with the column for 0.01, which gives you 0.9864. Remember this is 
only an approximation because you started with a binomial and were able to use the 
normal approximation to find the probability.
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 223. 0.0023

Because n is so large, you may want to use the normal approximation to the binomial 
to solve this problem. But first you need to determine whether the two conditions are 
met — that is, both np and n(1 – p) must be at least 10. In this case, np = 100(0.45) = 
45, and n(1 – p) = 100(1 – 0.45) = (100)(0.55) = 55. Both conditions are at least 10, so 
you can move forward.

To find the probability of “being between” two x-values from a normal distribution, 
convert each x-value to a z-value, and find the corresponding probability for each 
z-value by using a Z-table, such as Table A-1 in the appendix. Then subtract the lowest 
probability from the highest probability.

To find the z-value for an x-value, subtract the population mean from x, and divide by 
the population standard deviation:

z=
x−�

�

For a binomial distribution, the mean is �=np, and the standard deviation is 

�=

√
np

(
1−p

)
. In this case, n = 100 and p = 0.45, so �=

(
100

)(
0.45

)
=45, and the 

 standard deviation is

�=

�
np

�
1−p

�

=

�
100

�
0.45

��
1−0.45

�

=
√
24.75=4.97

Now, plug these numbers into the formula for the z-value, where x = 56:

z=
x−�

�

=

(
56−45

)
4.97

=2.21

Then find P(Z ≤ 2.21), using Table A-1. Look in the row for z = 2.2 and follow across to 
where it intersects with the column for 0.01, which gives you 0.9864.

Follow these steps for x = 60:

z=
x−�

�

=

(
60−45

)
4.97

=3.02

 Find P(Z ≤ 3.02) in Table A-1, which is 0.9987.

 Finally, to find the probability of being between the two z-values, subtract the lowest 
probability from the highest probability to get 0.9987 – 0.9864 = 0.0023. Remember this is 
only an approximation because you started with a binomial and were able to use the 
normal approximation to find the probability because the necessary conditions were met.

 224. All of the above.

The properties of the normal distribution are that it’s symmetrical, mean and median 
are the same, the most common values are near the mean and less common values are 
farther from it, and the standard deviation marks the distance from the mean to the 
inflection point.
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 225. 68%

The empirical rule (also known as the 68-95-99.7 rule) says that about 68% of the values 
in a normal distribution are within one standard deviation of the mean.

 226. 95%

The empirical rule (also known as the 68-95-99.7 rule) says that about 95% of the values 
in a normal distribution are within two standard deviations of the mean.

 227. 99.7%

The empirical rule (also known as the 68-95-99.7 rule) says that about 99.7% of the 
values in a normal distribution are within three standard deviations of the mean.

 228. the mean and the standard deviation

You can re-create any normal distribution if you know two parameters: the mean and 
the standard deviation. The mean is the center of the bell-shaped picture, and the stan-
dard deviation is the distance from the mean to the inflection point (the place where 
the concavity of the curve changes on the graph).

 229. C. �=5, �=1.75

The larger the standard deviation (�), the greater the spread for a normal distribution. 
The value of the mean (�) doesn’t affect the spread of the normal distribution; it just 
shows you where the center is.

 230. 6.2

You want to find a value of X where 34% of the values lie between the mean (5) and x 
(and x is in the right side of the mean). First, note that the normal distribution has a 
total probability of 100%, and each half takes up 50%. You’ll use the 50% idea to do this 
problem.

Because this is a normal distribution, according to the empirical rule, about 68% of 
values are within one standard deviation from the mean on either side. That means 
that about 34% are within one standard deviation above the mean.

 If x is one standard deviation above its mean, x equals the mean (5) plus 1 times the 
standard deviation (1.2): x = 5 + 1(1.2) = 6.2.

 231. 7.4

You want to find a value of X where 2.5% of the values are greater than x. First, note 
that the normal distribution has a total probability of 100%, and each half takes up 
50%. You’ll use this 50% idea to do this problem.

Because this is a normal distribution, according to the empirical rule, about 95% of 
values are within two standard deviations from the mean on either side. That means 
that about 47.5% are within two standard deviations above the mean, and beyond that 
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point, you have about (50 – 47.5) = 2.5% of the values. (Remember that the total per-
centage above the mean equals 50%.) The value of X where this occurs is the one that’s 
two standard deviations above its mean.

 If x is two standard deviations above its mean, x equals the mean (5) plus 2 times the 
standard deviation (1.2): x = 5 + 2(1.2) = 7.4.

 232. 3.8

You want to find a value of X where 16% of the values are less than x. First, note that 
the normal distribution has a total probability of 100%, and each half takes up 50%. 
You’ll use this 50% idea to do this problem.

Because this is a normal distribution, according to the empirical rule (or the 68-95-99.7 
rule), about 68% of values are within one standard deviation from the mean on either 
side. That means that about 34% are within one standard deviation below the mean, 
and 16% of the values lie below that value. (Remember the total percentage below the 
mean equals 50%, so you have 50 – 34 = 16%.) The value of X where all this occurs is 
one standard deviation below its mean.

 If x is one standard deviation below its mean, x equals the mean (5) minus 1 times the 
standard deviation (1.2): x = 5 – 1(1.2) = 3.8.

 233. 1.5

The empirical rule (or the 68-95-99.7 rule) says that in a normal distribution, about 
99.7% of the values lie within three standard deviations above and below the mean (8), 
which includes the numbers between 8−3� and 8+3�.

If the upper and lower values of this range are supposed to be 3.5 and 12.5, you know 
that 3.5=8−3� and 12.5=8+3�. Solving for � in the first equation, you get 3�=4.5, so

�=
4.5

3
=1.5

 The same answer works in the second equation.

 234. �=0, �=1

The Z-distribution, also called the standard normal distribution, has a mean (�) of 0 
and a standard deviation (�) of 1.

 235. 1.2

To calculate the z-score for a value of X, subtract the population mean from x and then 
divide by the standard deviation:
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 236. –1.0

To calculate the z-score for a value of X, subtract the population mean from x and then 
divide by the standard deviation:

 237. 2.5

To calculate the z-score for a value of X, subtract the population mean from x and then 
divide by the standard deviation:

 238. 15.6

The question gives you a z-score and asks for its corresponding x-value. The z-formula 
contains both x and z, so as long as you know one of them you can always find the 
other:

You know that z = –0.4, �=17, and �=3.5, so you just plug these numbers into the 
z-formula and then solve for x:

 239. 24.7

The question gives you a z-score and asks for its corresponding x-value. The z-formula 
contains both x and z, so as long as you know one of them you can always find the 
other:

You know that z = 2.2, �=17, and �=3.5, so you just plug these numbers into the 
z-formula and then solve for x:
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 240. Form A = 85, Form B = 86

The exam scores from the two forms have different means and different standard devi-
ations, so you can convert both of them to Z-distributions so they’re on the same scale 
and then do the work from there.

The formula that changes an x-value to a z-value is

For Form A, you want the x-value corresponding to a z-score of 1.5. Form A has a mean 
of 70 and standard deviation of 10, so the x-value is

Similarly for Form B, with a mean of 74 and standard deviation of 8, you have

 241. Form A = 50, Form B = 58

The exam scores from the two forms have different means and different standard devi-
ations, so you can convert both of them to Z-distributions so they’re on the same scale 
and then do the work from there.

The formula that changes an x-value to a z-value is

For Form A, you want the x-value corresponding to a z-score of –2.0. Form A has a 
mean of 70 and standard deviation of 10, so the x-value is

Similarly for Form B, with a mean of 74 and standard deviation of 8, you have

 242. 82

To find and/or use x-values on two different normal distributions, you use the z-formula 
to get everything on the same scale and then work from there. For this question, first 
find the z-score that goes with a score of 80 on Form A, and then find the score on Form 
B that corresponds to that same z-score.
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To find the z-score for Form A, use the z-formula with an x-score of 80, a mean of 70, 
and a standard deviation of 10:

 So a score of 80 on Form A has a z-score of 1, meaning its score is one standard deviation 
above its mean. To find the corresponding score on Form B, add 1 standard deviation (8) 
to its mean (74): 74 + (1)(8) = 82.

 243. 86

To find and/or use x-values on two different normal distributions, you use the 
z-formula to get everything on the same scale and then work from there. For this ques-
tion, first find the z-score that goes with a score of 85 on Form A, and then find the 
score on Form B that corresponds to that same z-score.

To find the z-score for Form A, use the z-formula with an x-score of 85, a mean of 70, 
and a standard deviation of 10:

 So a score of 85 on Form A has a z-score of 1.5, meaning its score is one and a half 
standard deviations above its mean. To find the corresponding score on Form B, add 
1.5 standard deviations (8) to its mean (74): 74 + (1.5)(8) = 86.

 244. 75

To find and/or use x-values on two different normal distributions, you use the z-formula 
to get everything on the same scale and then work from there. For this question, first 
find the z-score that goes with a score of 78 on Form B, and then find the score on Form 
A that corresponds to that same z-score.

To find the z-score for Form B, use the z-formula with an x-score of 78, a mean of 74, 
and a standard deviation of 8:

 So a score of 78 on Form B has a z-score of 0.5, meaning its score is half a standard 
deviation above its mean. To find the corresponding score on Form A, add 0.5 standard 
deviations (10) to its mean (70): 70 + (0.5)(10) = 75.
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 245. 62.5

To find and/or use x-values on two different normal distributions, you use the z-formula 
to get everything on the same scale and then work from there. For this question, first 
find the z-score that goes with a score of 68 on Form B, and then find the score on Form 
A that corresponds to that same z-score.

To find the z-score for Form B, use the z-formula with an x-score of 68, a mean of 74, 
and a standard deviation of 8:

 So a score of 68 on Form B is 0.75 standard deviations below its mean. To find the 
corresponding score on Form A, add –0.75 of its standard deviations (10) to its mean 
(70): 70 + (–0.75)(10) = 62.5.

 246. P(Z ≤ 2)

Looking at the graph, you see that the shaded area represents the probability of all 
z-values of 2 or less. The probability notation for this is P(Z ≤ 2).

 247. P(0 ≤ Z ≤ 2)

Looking at the graph, you see that the shaded area represents the probability that Z is 
between 0 and 2, expressed as P(0 ≤ Z ≤ 2).

 248. P(Z ≥ –2)

Looking at the graph, you see that the shaded area represents the probability of a 
z-value of –2 or higher, expressed as P(Z ≥ –2).

 249. 0.9332

To find P(Z ≤ 1.5), using the Z-table (Table A-1 in the appendix), find where the row for 
1.5 intersects with the column for 0.00; this value is 0.9332. The Z-table shows only 
“less than” probabilities so it gives you exactly what you need for this question. Note: 
No probability is exactly at one single point, so P(Z ≤ 1.5) = P(Z < 1.5).

 250. 0.0668

You want P(Z ≥ 1.5), so use the Z-table (Table A-1 in the appendix) to find where the 
row for 1.5 intersects with the column for 0.00, which is 0.9332. Because the Z-table 
gives you only “less than” probabilities, subtract P(Z < 1.5) from 1 (remember that the 
total probability for the normal distribution is 1.00, or 100%):

P
(
Z ≥1.5

)
=1−P

(
Z <1.5

)
=1−0.9332=0.0668
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 251. 0.7734

You want P(Z ≥ –0.75), so use the Z-table (Table A-1 in the appendix) to find where the 
row for –0.7 intersects with the column for 0.05, which is 0.2266. Because the Z-table 
gives you only “less than” probabilities, subtract P(Z < –0.75) from 1 (remember that 
the total probability for the normal distribution is 1.00, or 100%):

P
(
Z ≥−0.75

)
=1−P

(
Z <−0.75

)
=1−0.2266=0.7734

 252. 0.5328

To find the probability that Z is between two values, use the Z-table (Table A-1 in the 
appendix) to find the probabilities corresponding to each z-value, and then find the 
difference between the probabilities.

Here, you want the probability that Z is between –0.5 and 1.0. First, use the Z-table to 
find the value where the row for –0.5 intersects with the column for 0.00, which is 0.3085. 
Then, find the value where the row for 1.0 intersects with the column for 0.00, which is 
0.8413. Because the Z-table gives you only “less than” probabilities, find the difference 
between the probability less than 1.0 (written as P[Z ≤ 1.0]) and the probability less than 
–0.5 (written as P[Z ≤ –0.5]):

 253. 0.6826

To find the probability that Z is between two values, use the Z-table (Table A-1 in the 
appendix) to find the probabilities corresponding to each z-value, and then find the 
difference between the probabilities.

Here, you want the probability that Z is between –1.0 and 1.0. First, use the Z-table to 
find the value where the row for –1.0 intersects with 0.00, which is 0.1587. Then, find 
the value where the row for 1.0 intersects with the column for 0.00, which is 0.8413. 
Because the Z-table gives you only “less than” probabilities, find the difference between 
probability less than 1.0 (written as P[Z ≤ 1.0]) and the probability less than –1.0 
 (written as P[Z ≤ –1.0]):

P
(
−1.0≤Z ≤1.0

)
=P

(
Z ≤1.0

)
−P

(
Z ≤−1.0

)
=0.8413−0.1587=0.6826

 254. 1.5

To find a z-score for a particular value of X, subtract the population mean from x, and 
then divide by the population standard deviation:
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 255. 0.0668

To find a “greater than” probability for an x-value, you first convert the x-value to a 
z-score and then find the corresponding probability for that z-score by using a z-table, 
such as Table A-1 in the appendix. Then, you subtract that result from 1 (because Table 
A-1 gives you “less than” probabilities only).

To find the z-score for an x-value, subtract the population mean from x, and then divide 
by the population standard deviation:

Here, x = 13 centimeters in diameter, and you want P(X ≥ 13), the mean, �, is 10, and 
the standard deviation, �, is 2. Plug these numbers into the z-formula to convert to a 
z-score:

Using Table A-1, find where the row for 1.5 and the column for 0.00 intersect; you get 
P(Z < 1.5) = 0.9332. Now, subtract this value from 1 to get P(Z > 1.5) = 1 – 0.9332 = 
0.0668.

 256. 0.9332

To find the probability of a value “no greater than 13” means that the value must be 
“less than or equal to 13.” So, first, convert 13 into a z-score, and then use the Z-table 
(Table A-1 in the appendix) to find the probability (because Table A-1 provides “less 
than” probabilities only).

To find the z-score for an x-value, subtract the population mean from x, and then divide 
by the population standard deviation:

Here, x = 13 centimeters in diameter, and you want P(X ≤ 13), the mean, �, is 10, and 
the standard deviation, �, is 2. Plug these numbers into the z-formula to convert to a 
z-score:

Using Table A-1, find where the row for 1.5 and the column for 0.00 intersect; you get 
P(Z ≤ 1.5) = 0.9332.

 257. 0.4332

To find the probability that X is between two values, change both values to z-scores 
and then use the Z-table (Table A-1 in the appendix) to find the probabilities corre-
sponding to each z-value; finally, find the difference between the probabilities.

Here, you want the probability that X is between 10 and 13. To find the z-score for an 
x-value, subtract the population mean from x, and then divide by the population stan-
dard deviation:
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Change x = 10 to a z-score with a mean of 10 and a standard deviation of 2:

Then, do the same for x = 13:

Now, find the probabilities that Z is between 0 and 1.5. First, use the Z-table to find the 
value where the row for 0.0 intersects with the column for 0.00, which is 0.5000. Then, 
find the value where the row for 1.5 intersects with the column for 0.00, which is 
0.9332. Because the Z-table gives you only “less than” probabilities, find the difference 
between the probability less than 1.5 (written as P[Z ≤ 1.5]) and the probability less 
than 0 (written as P[Z ≤ 0]):

P(Z ≤ 1.5) – P(Z ≤ 0) = 0.9332 – 0.5000 = 0.4332

 258. 0.4322

To find the probability that X is between two values, change both values to z-scores 
and then use the Z-table (Table A-1 in the appendix) to find the probabilities corre-
sponding to each z-value; finally, find the difference between the probabilities.

Here, you want the probability that X is between 7 and 10. To find the z-score for an 
x-value, subtract the population mean from x, and then divide by the population standard 
deviation:

Change x = 7 to a z-score with a mean of 10 and a standard deviation of 2:

Then, do the same for x = 10:

Now, find the probabilities that Z is between –1.5 and 0. First, use the Z-table to find the 
value where the row for –1.5 intersects with the column for 0.00, which is 0.0668. Then, 
find the value where the row for 0 intersects with the column for 0.00, which is 0.5000. 
Because the Z-table gives you only “less than” probabilities, find the difference between 
the probability less than 0 (written as P[Z ≤ 0]) and the probability less than –1.5 
 (written as P[Z ≤ –1.5]):

P(Z ≤ 0) – P(Z ≤ –1.5) = 0.5000 – 0.0668 = 0.4332

 259. –1.25

To find a z-score for a value of X, subtract the population mean (�) from x, and then 
divide by the population standard deviation (�):
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 260. 0.5

To find a z-score for a value of X, subtract the population mean (�) from x, and then 
divide by the population standard deviation (�):

 261. –2.25

To find a z-score for a value of X, subtract the population mean (�) from x, and then 
divide by the population standard deviation (�):

 262. 3

To find a z-score for a value of X, subtract the population mean (�) from x, and then 
divide by the population standard deviation (�):

 263. 2.25

To find a z-score for a value of X, subtract the population mean (�) from x, and then 
divide by the population standard deviation (�):

 264. 0.0013

To find a “greater than” probability for an x-value, first convert the x-value to a z-score 
and then find the corresponding probability for that z-score by using a Z-table, such as 
Table A-1 in the appendix; finally, you subtract that result from 1 (because Table A-1 
gives you “less than” probabilities only).

To find the z-score for an x-value, subtract the population mean from x, and then divide 
by the population standard deviation:
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Here, x is 220 pounds, and you want P(X > 220); the mean, �, is 160, and the standard 
deviation, �, is 20. Plug these numbers into the z-formula to convert to a z-score:

Using Table A-1, find where the row for 3.0 and the column for 0.00 intersect; you get 
P(Z ≤ 3.0) = 0.9987. Now, subtract this value from 1 to get P(Z > 3) = 1 – 0.9987 = 0.0013.

 265. 0.9987

To find a “less than” probability for a value of x from a normal distribution, first con-
vert the value into a z-score, and then use the Z-table (Table A-1 in the appendix) to 
find the probability.

To find the z-score for an x-value, subtract the population mean from x, and then divide 
by the population standard deviation:

Here, x is 220 pounds, the mean, �, is 160, and the standard deviation, �, is 20. Plug 
these numbers into the z-formula to convert to a z-score:

Using Table A-1, find where the row for 3.0 and the column for 0.00 intersect; you get 
P(Z < 3.0) = 0.9987.

 266. 0.3944

To find the probability that X is between two values, change both values to z-scores 
and then use the Z-table (Table A-1 in the appendix) to find the probabilities corre-
sponding to each z-value; finally, find the difference between the probabilities.

Here, you want the probability that X is between 135 and 160. To find the z-score for an 
x-value, subtract the population mean from x, and then divide by the population stan-
dard deviation:

Change x = 135 to a z-score with a mean of 160 and a standard deviation of 20:

Then, do the same for x = 160:

Now, find the probabilities that Z is between –1.25 and 0. First, use the Z-table to find 
the value where the row for –1.2 intersects with the column for 0.05, which is 0.1056. 
Then, find the value where the row for 0.0 intersects with the column for 0.00, which is 
0.5000. Because the Z-table gives you only “less than” probabilities, find the difference 
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between the probability less than 0 (written as P[Z ≤ 0]) and the probability less 
than –1.25 (written as P[Z ≤ –1.25]):

P
(
135≤X ≤160

)
=P

(
−1.25≤Z ≤0

)

=P
(
Z ≤0

)
−P

(
Z ≤−1.25

)
=0.5000−0.1056=0.3944

 267. 0.0109

To find the probability that X is between two values, change both values to z-scores 
and then use the Z-table (Table A-1 in the appendix) to find the probabilities corre-
sponding to each z-value; finally, find the difference between the probabilities.

Here, you want the probability that X is between 205 and 220, written as P(205 ≤ X ≤ 
220). To find the z-score for an x-value, subtract the population mean from x, and 
then divide by the population standard deviation:

Change x = 205 to a z-score with a mean of 160 and a standard deviation of 20:

Then, do the same for x = 220:

Now, find the probabilities that Z is between 2.25 and 3. First, use the Z-table to find 
the value where the row for 2.2 intersects with the column for 0.05, which is 0.9878. 
Then, find the value where the row for 3.0 intersects with the column for 0.00, which 
is 0.9987. Because the Z-table gives you only “less than” probabilities, find the differ-
ence between the probability less than 3.0 (written as P[Z ≤ 3.0]) and the probability 
less than 2.25 (written as P[Z ≤ 2.25]). In essence, you’re starting with everything 
below 3.0 and taking off what you don’t want, which is everything below 2.25:

P
(
205≤X ≤220

)
=P

(
2.25≤Z ≤3.0

)

=P
(
Z ≤3.0

)
−P

(
Z ≤2.25

)
=0.9987−0.9878=0.0109

 268. 0.0934

To find the probability that X is between two values, change both values to z-scores 
and then use the Z-table (Table A-1 in the appendix) to find the probabilities corre-
sponding to each z-value; finally, find the difference between the probabilities.

Here, you want the probability that X is between 115 and 135, written as P(115 ≤ X ≤ 
135). To find the z-score for an x-value, subtract the population mean from x, and then 
divide by the population standard deviation:

Change x = 115 to a z-score with a mean of 160 and a standard deviation of 20:

An
sw

er
s 

20
1–

30
0



Part II: The Answers 236
Then, do the same for x = 135:

Now, find the probabilities that Z is between –2.25 and –1.25. First, use the Z-table to 
find the value where the row for –2.2 intersects with the column for 0.05, which is 
0.0122. Then, find the value where the row for –1.2 intersects with the column for 0.05, 
which is 0.1056. Because the Z-table gives you only “less than” probabilities, find the 
difference between the probability less than –1.25 (written as P[Z < –1.25]) and the 
probability less than –2.25 (written as P[Z < –2.25]). In essence, you’re starting with 
everything below –1.25 and taking off what you don’t want, which is everything 
below –2.25:

P
(
115≤X ≤135

)
=P

(
−2.25≤Z ≤−1.25

)

=P
(
Z ≤−1.25

)
−P

(
Z ≤−2.25

)
=0.1056−0.0122=0.0934

 269. 0.5859

To find the probability that X is between two values, change both values to z-scores 
and then use the Z-table (Table A-1 in the appendix) to find the probabilities corre-
sponding to each z-value; finally, find the difference between the probabilities.

Here, you want the probability that X is between 135 and 170, written as P(135 ≤ X ≤ 
170). To find the z-score for an x-value, subtract the population mean from x, and then 
divide by the population standard deviation:

Change x = 135 to a z-score with a mean of 160 and a standard deviation of 20:

Then, do the same for x = 170:

Now, find the probabilities that Z is between –1.25 and –0.50. First, use the Z-table to 
find the value where the row for –1.2 intersects with the column for 0.05, which is 
0.1056. Then, find the value where the row for 0.5 intersects with the column for 0.00, 
which is 0.6915. Because the Z-table gives you only “less than” probabilities, find the 
difference between the probability less than 0.50 (written as P[Z < 0.50]) and the prob-
ability less than –1.25 (written as P[Z < –1.25]). In essence, you’re starting with every-
thing below 0.50 and taking off what you don’t want, which is everything below –1.25:

P
(
135≤X ≤170

)
=P

(
−1.25≤Z ≤0.50

)

=P
(
Z ≤0.50

)
−P

(
Z ≤−1.25

)
=0.6915−0.1056=0.5859

 270. 0.3072

To find the probability that X is between two values, change both values to z-scores 
and then use the Z-table (Table A-1 in the appendix) to find the probabilities corre-
sponding to each z-value; finally, find the difference between the probabilities.
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Here, you want the probability that X is between 170 and 220, written as P(170 ≤ X ≤ 
220). To find the z-score for an x-value, subtract the population mean from x, and then 
divide by the population standard deviation:

Change x = 170 to a z-score with a mean of 160 and a standard deviation of 20:

Then, do the same for x = 220:

Now, find the probabilities that Z is between 0.5 and 3.0. First, use the Z-table to find 
the value where the row for 0.5 intersects with the column for 0.00, which is 0.6915. 
Then, find the value where the row for 3.0 intersects with the column for 0.00, which is 
0.9987. Because the Z-table gives you only “less than” probabilities, find the difference 
between the probability less than 3.0 (written as P[Z ≤ 3.0]) and the probability less 
than 0.50 (written as P[Z ≤ 0.50]). In essence, you’re starting with everything below 3.0 
and taking off what you don’t want, which is everything below 0.50:

P
(
170≤X ≤220

)
=P

(
0.50≤Z ≤3.0

)

=P
(
Z ≤3.0

)
−P

(
Z ≤0.50

)
=0.9987−0.6915=0.3072

 271. 27

In this case, using intuition is very helpful. If you have a normal distribution for the 
population, then half of the values lie below the mean (because it’s symmetrical and 
the total percentage is 100%). Here, the mean is 27, so 50%, or half, of the  population of 
adults has a BMI lower than 27.

 272. 23.65

You want to find the value of X (BMI) where 25% of the population lies below it. In 
other words, you want to find the 25th percentile of X. First, you need to find the 25th 
percentile for Z (using the Z-table, or Table A-1 in the appendix) and then change the 
z-value to an x-value by using the z-formula:

To find the 25th percentile for Z (or the cutoff point where 25% of the population lies 
below it), look at the Z-table and find the probability that’s closest to 0.25. (Remember: 
The probabilities for the Z-table are the values inside the table. The numbers on the 
outsides that tell which row/column you’re in are actual z-values, not probabilities.) 
Searching Table A-1, you see that the closest probability to 0.25 is 0.2514.

Next, find what z-score this probability corresponds to. After you’ve located 0.2514 
inside the table, find its corresponding row (–0.6) and column (0.07). Put these num-
bers together and you get the z-score of –0.67. This is the 25th percentile for Z. In other 
words, 25% of the z-values lie below –0.67.
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To find the corresponding BMI that marks the 25th percentile, use the z-formula and 
solve for x. You know that z = –0.67, �=27, and �=5:

So 25% of the population has a BMI lower than 23.65.

 273. 18.80

You want to find the value of X (BMI) where 5% of the population lies below it. In other 
words, you want to find the 5th percentile of X. First, you need to find the 5th percen-
tile for Z (using the Z-table, or Table A-1 in the appendix) and then change the z-value 
to an x-value by using the z-formula:

To find the 5th percentile for Z (or the cutoff point where 5% of the population lies 
below it), look at the Z-table and find the probability that’s closest to 0.05. (Remember: 
The probabilities for the Z-table are the values inside the table. The numbers on the 
outsides that tell which row/column you’re in are actual z-values, not probabilities.) 
Searching Table A-1, you see that the closest probability to 0.05 is either 0.0495 or 
0.0505 (use 0.0505 in this case).

Next, find what z-score this probability corresponds to. After you’ve located 0.0505 
inside the table, find its corresponding row (–1.6) and column (0.04). Put these num-
bers together and you get the z-score of –1.64. This is the 5th percentile for Z. In other 
words, 5% of the z-values lie below –1.64.

To find the corresponding BMI that marks the 5th percentile, use the z-formula and 
solve for x. You know that z = –1.64, �=27, and �=5:

So 5% of the population has a BMI lower than 18.80.

 274. 20.60

You want to find the value of X (BMI) where 10% of the population lies below it. In 
other words, you want to find the 10th percentile of X. First, you need to find the 10th 
percentile for Z (using the Z-table, or Table A-1 in the appendix) and then change the 
z-value to an x-value by using the z-formula:
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To find the 10th percentile for Z (or the cutoff point where 10% of the population lies 
below it), look at the Z-table and find the probability that’s closest to 0.10. (Remember: 
The probabilities for the Z-table are the values inside the table. The numbers on the 
outsides that tell which row/column you’re in are actual z-values, not probabilities.) 
Searching Table A-1, you see that the closest probability to 0.10 is 0.1003.

Next, find what z-score this probability corresponds to. After you’ve located 0.1003 
inside the table, find its corresponding row (–1.2) and column (0.08). Put these num-
bers together and you get the z-score of –1.28. This is the 10th percentile for Z. In other 
words, 10% of the z-values lie below –1.28.

To find the corresponding BMI that marks the 10th percentile, use the z-formula and 
solve for x. You know that z = –1.28, �=27, and �=5:

So 10% of the population has a BMI lower than 20.60.

 275. 33.40

You want to find the value of X (BMI) where 10% of the population lies above it. 
Because you need to use the Z-table to solve this problem and because the Z-table 
shows only “less than” probabilities, work this problem as if you wanted the cutoff for 
the lower 90%. In other words, you want to find the 90th percentile of X (don’t worry; 
you’ll get the same answer). First, you need to find the 90th percentile for Z (using the 
Z-table, or Table A-1 in the appendix) and then change the z-value to an x-value by 
using the z-formula:

To find the 90th percentile for Z, look at the Z-table and find the probability that’s clos-
est to 0.90. (Remember: The probabilities for the Z-table are the values inside the table. 
The numbers on the outsides that tell which row/column you’re in are actual z-values, 
not probabilities.) Searching Table A-1, you see that the closest probability to 0.90 is 
0.8997.

Next, find what z-score this probability corresponds to. After you’ve located 0.8997 
inside the table, find its corresponding row (1.2) and column (0.08). Put these numbers 
together and you get the z-score of 1.28. This is the 90th percentile for Z. In other 
words, 90% of the z-values lie below 1.28 (and 10% are above it).

To find the corresponding BMI that marks the 90th percentile, use the z-formula and 
solve for x. You know that z = 1.28, �=27, and �=5:

So the BMI marking the upper 10% for this population is 33.40.
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 276. 35.25

You want to find the value of X (BMI) where 5% of the population lies above it. Because 
you need to use the Z-table to solve this problem and because the Z-table shows only 
“less than” probabilities, work this problem as if you wanted the cutoff for the lower 95%. 
In other words, you want to find the 95th percentile of X (don’t worry; you’ll get the same 
answer). First, you need to find the 95th percentile for Z (using the Z-table, or Table A-1 
in the appendix) and then change the z-value to an x-value by using the z-formula:

To find the 95th percentile for Z, look at the Z-table and find the probability that’s clos-
est to 0.95. (Remember: The probabilities for the Z-table are the values inside the table. 
The numbers on the outsides that tell which row/column you’re in are actual z-values, 
not probabilities.) In Table A-1, use the probability 0.9505.

Next, find what z-score this probability corresponds to. After you’ve located 0.9505 
inside the table, find its corresponding row (1.6) and column (0.05). Put these numbers 
together and you get the z-score of 1.65. This is the 95th percentile for Z. In other 
words, 95% of the z-values lie below 1.65 (and 5% are above it).

To find the corresponding BMI that marks the 95th percentile, use the z-formula and 
solve for x. You know that z = 1.65, �=27, and �=5:

So the BMI marking the upper 5% for this population is 35.25.

 277. 29.60

You want to find the value of X (BMI) where 30% of the population lies above it. Because 
you need to use the Z-table to solve this problem and because the Z-table shows only 
“less than” probabilities, work this problem as if you wanted the cutoff for the lower 
70%. In other words, you want to find the 70th percentile of X (don’t worry; you’ll get the 
same answer). First, find the 70th percentile for Z (using the Z-table, or Table A-1 in the 
appendix) and then change the z-value to an x-value by using the z-formula:

To find the 70th percentile for Z, look at the Z-table and find the probability that’s closest 
to 0.70. (Remember: The probabilities for the Z-table are the values inside the table. The 
numbers on the outsides that tell which row/column you’re in are actual z-values, not 
probabilities.) Searching Table A-1, you see that the closest probability to 0.70 is 0.6985.

Next, find what z-score this probability corresponds to. After you’ve located 0.6985 
inside the table, find its corresponding row (0.5) and column (0.02). Put these numbers 
together and you get the z-score of 0.52. This is the 70th percentile for Z. In other 
words, 70% of the z-values lie below 0.52 (and 30% are above it).

To find the corresponding BMI that marks the 70th percentile, use the z-formula and 
solve for x. You know that z = 0.52, �=27, and �=5:
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So the BMI marking the upper 30% for this population is 29.60.

 278. 23.65, 30.35

The 1st quartile (Q1) is the value with 25% of the distribution below it, and the 3rd 
quartile (Q3) is the value with 75% of the values below it. Using the Z-table (Table A-1 in 
the appendix), you can find that the value closest to 0.25 is 0.2514, corresponding to a 
z-score of –0.67 (the value where the row for –0.6 and the column for 0.07 intersect).

To find the 1st quartile (Q1) of X (a BMI score) corresponding to z = –0.67, use the 
z-formula and solve for x:

To find the 3rd quartile (Q3) for X, follow the same procedure: First, find the value in 
the Z-table that’s closest to 0.75, which is 0.67 (note the symmetry in the values). Then, 
use the z-formula to solve for x:

 279. 69.96

You want to find the value of X (exam score) where 20% of the population lies below it. 
In other words, you want to find the 20th percentile of X. First, find the 20th percentile 
for Z (using the Z-table, or Table A-1 in the appendix) and then change the z-value to an 
x-value by using the z-formula:

To find the 20th percentile for Z (or the cutoff point where 20% of the population lies 
below it), look at the Z-table and find the probability that’s closest to 0.20. (Remember: 
The probabilities for the Z-table are the values inside the table. The numbers on the 
outsides that tell which row/column you’re in are actual z-values, not probabilities.) 
Searching Table A-1, you see that the closest probability to 0.20 is 0.2005.

Next, find what z-score this probability corresponds to. After you’ve located 0.2005 
inside the table, find its corresponding row (–0.8) and column (0.04). Put these num-
bers together and you get the z-score of –0.84. This is the 20th percentile for Z. In other 
words, 20% of the z-values lie below –0.84.
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To find the corresponding exam score that marks the 20th percentile, use the z-formula 
and solve for x. You know that z = –0.84, �=75, and �=6:

So 20% of the students scored below 69.96.

 280. 65.16

You want to find the value of X (exam score) where 5% of the population lies below it. 
In other words, you want to find the 5th percentile of X. First, you need to find the 5th 
percentile for Z (using the Z-table, or Table A-1 in the appendix) and then change the 
z-value to an x-value by using the z-formula:

To find the 5th percentile for Z (or the cutoff point where 5% of the population lies 
below it), look at the Z-table and find the probability that’s closest to 0.05. (Remember: 
The probabilities for the Z-table are the values inside the table. The numbers on the 
outsides that tell which row/column you’re in are actual z-values, not probabilities.) 
Searching Table A-1, you see that the closest probability to 0.05 is either 0.0495 or 
0.0505 (use 0.0505 in this case).

Next, find what z-score this probability corresponds to. After you’ve located 0.0505 
inside the table, find its corresponding row (–1.6) and column (0.04). Put these num-
bers together and you get the z-score of –1.64. This is the 5th percentile for Z. In other 
words, 5% of the z-values lie below –1.64.

To find the corresponding exam score that marks the 5th percentile, use the z-formula 
and solve for x. You know that z = –1.64, �=75, and �=6:

So 5% of the students scored below 65.16.

 281. 82.68

You want to find the value of X (exam score) where 10% of the population lies above it. 
Because you need to use the Z-table to solve this problem and because the Z-table 
shows only “less than” probabilities, work this problem as if you wanted the cutoff for 
the lower 90%. In other words, you want to find the 90th percentile of X (don’t worry; 
you’ll get the same answer). First, you need to find the 90th percentile for Z (using the 
Z-table, or Table A-1 in the appendix) and then change the z-value to an x-value by 
using the z-formula:
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To find the 90th percentile for Z, look at the Z-table and find the probability that’s clos-
est to 0.90. (Remember: The probabilities for the Z-table are the values inside the table. 
The numbers on the outsides that tell which row/column you’re in are actual z-values, 
not probabilities.) Searching Table A-1, you see that the closest probability to 0.90 is 
0.8997.

Next, find what z-score this probability corresponds to. After you’ve located 0.8997 
inside the table, find its corresponding row (1.2) and column (0.08). Put these numbers 
together and you get the z-score of 1.28. This is the 90th percentile for Z. In other 
words, 90% of the z-values lie below 1.28 (and 10% lie above it).

To find the corresponding exam score that marks the 90th percentile, use the z-formula 
and solve for x. You know that z = 1.28, �=75, and �=6:

So 10% of the students scored above 82.68.

 282. 88.98

You want to find the value of X (exam score) where 1% of the population lies above it. 
Because you need to use the Z-table to solve this problem and because the Z-table 
shows only “less than” probabilities, work this problem as if you wanted the cutoff for 
the lower 99%. In other words, you want to find the 99th percentile of X (don’t worry; 
you’ll get the same answer). First, you need to find the 99th percentile for Z (using the 
Z-table, or Table A-1 in the appendix) and then change the z-value to an x-value by 
using the z-formula:

To find the 99th percentile for Z, look at the Z-table and find the probability that’s clos-
est to 0.99. (Remember: The probabilities for the Z-table are the values inside the table. 
The numbers on the outsides that tell which row/column you’re in are actual z-values, 
not probabilities.) Searching Table A-1, you see that the closest probability to 0.99 is 
0.9901.

Next, find what z-score this probability corresponds to. After you’ve located 0.9901 
inside the table, find its corresponding row (2.3) and column (0.03). Put these numbers 
together and you get the z-score of 2.33. This is the 99th percentile for Z. In other 
words, 99% of the z-values lie below 2.33 and 1% lie above it.

To find the corresponding exam score that marks the 99th percentile, use the z-formula 
and solve for x. You know that z = 2.33, �=75, and �=6:

So 1% of the students scored above 88.98.
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 283. 86.76

You want to find the value of X (exam score) where 2.5% of the population lies above it. 
Because you need to use the Z-table to solve this problem and because the Z-table 
shows only “less than” probabilities, work this problem as if you wanted the cutoff for 
the lower 97.5%. In other words, you want to find the 97.5th percentile of X (don’t 
worry; you’ll get the same answer). First, you need to find the 97.5th percentile for Z 
(using the Z-table, or Table A-1 in the appendix) and then change the z-value to an 
x-value by using the z-formula:

To find the 97.5th percentile for Z, look at the Z-table and find the probability that’s 
closest to 0.975. (Remember: The probabilities for the Z-table are the values inside the 
table. The numbers on the outsides that tell which row/column you’re in are actual 
z-values, not probabilities.) Searching Table A-1, you see that the closest probability to 
0.975 is exactly 0.9750.

Next, find what z-score this probability corresponds to. After you’ve located 0.9750 
inside the table, find its corresponding row (1.9) and column (0.06). Put these numbers 
together and you get the z-score of 1.96. This is the 97.5th percentile for Z. In other 
words, 97.5% of the z-values lie below 1.96 (and 2.5% lie above it).

To find the corresponding exam score that marks the 97.5th percentile, use the 
z-formula and solve for x. You know that z = 1.96, �=75, and �=6:

So 2.5% of the students scored above 86.76.

 284. 84.84

You want to find the value of X (exam score) where 5% of the population lies above it. 
Because you need to use the Z-table to solve this problem and because the Z-table 
shows only “less than” probabilities, work this problem as if you wanted the cutoff for 
the lower 95%. In other words, you want to find the 95th percentile of X (don’t worry; 
you’ll get the same answer). First, you need to find the 95th percentile for Z (using the 
Z-table, or Table A-1 in the appendix) and then change the z-value to an x-value by 
using the z-formula:

To find the 95th percentile for Z, look at the Z-table and find the probability that’s closest 
to 0.95. (Remember: The probabilities for the Z-table are the values inside the table. The 
numbers on the outsides that tell which row/column you’re in are actual z-values, not 
probabilities.) In Table A-1, use the probability 0.9495.

Next, find what z-score this probability corresponds to. After you’ve located 0.9495 
inside the table, find its corresponding row (1.6) and column (0.04). Put these numbers 
together and you get the z-score of 1.64. This is the 95th percentile for Z. In other 
words, 95% of the z-values lie below 1.64 (and 5% are above it).
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To find the corresponding exam score that marks the 95th percentile, use the z-formula 
and solve for x. You know that z = 1.64, �=75, and �=6:

So 5% of the students scored above 84.84.

 285. 310.8

The fastest (and best) times are at the lower end of the distribution. Using the Z-table 
(Table A-1 in the appendix), find the value where only 5% of the times are below it. The 
closest table value to 0.05 is 0.0505, which corresponds to a z-value of –1.64.

To find the time corresponding to a particular z-score, use the z-formula to solve for x:

This means a time of 310.8 seconds is the cutoff for the fastest 5% of the times.

 286. 360

In this case, using intuition is very helpful. If you have a normal distribution for the 
population, then half of the values lie below the mean (because it’s symmetrical and 
the total percentage is 100%). Here, the mean is 360, so 50%, or half, of the  military 
recruits have a time of 360 seconds.

 287. 398.4

The slowest (and worst) times are at the upper end of the distribution. Using the 
Z-table (Table A-1 in the appendix), find the value where 90% of the times are below it. 
The closest table value to 0.90 is 0.8997, corresponding to a z-value of 1.28.

To find the time corresponding to a particular z-score, use the z-formula to solve for x:

So the slowest 10% of the recruits had a time of 398.4 seconds or more.
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 288. 321.6

The fastest (and best) times are at the lower end of the distribution. Using the Z-table 
(Table A-1 in the appendix), find the value where only 10% of the times are below it. 
The closest table value to 0.10 is 0.1003, which corresponds to a z-value of –1.28.

To find the time corresponding to a particular z-score, use the z-formula to solve for x:

So the fastest 10% of the recruits had a time of 321.6 seconds or less.

 289. 339.9

The fastest (and best) times are at the lower end of the distribution. Using the Z-table 
(Table A-1 in the appendix), find the value where only 25% of the times are below it. 
The closest table value to 0.25 is 0.2514, which corresponds to a z-value of –0.67.

To find the time corresponding to a particular z-score, use the z-formula to solve for x:

So the fastest 25% of the recruits had times of 339.9 seconds or less.

 290. 380.1

The slowest (and worst) times are at the upper end of the distribution. Using the 
Z-table (Table A-1 in the appendix), you first have to rewrite what you’re looking for in 
terms of a “less than” probability; so you find the value where 75% of the times are 
below it. The closest table value to 0.75 is 0.7486, corresponding to a z-value of 0.67.

To find the time corresponding to a particular z-score, use the z-formula to solve for x:

So the slowest 25% of the recruits had times of 380.1 seconds or more.
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 291.  E.  Choices (A), (B), and (C) (The t-distribution has thicker tails than the Z-distribution; the 
 t-distribution has a proportionately larger standard deviation than the Z-distribution; 
the t-distribution is bell-shaped but has a lower peak than the Z-distribution.)

Compared to the Z-distribution, the t-distribution has thicker tails and a proportion-
ately larger standard deviation. It’s still bell-shaped, but it has a lower peak than the 
Z-distribution.

 292. t29

A t-distribution for a study with one population with a sample size of 30 has n – 1 = 
30 – 1 = 29 degrees of freedom, so the correct distribution is t29.

 293. 25

A t24 distribution has n – 1 = 24 degrees of freedom, so the sample size, n, is 25.

 294. The peak of the Z-distribution would be higher.

In general, the t-distribution is bell-shaped but is flatter and has a lower peak than the 
standard normal (Z-) distribution, particularly with smaller degrees of freedom for the 
t-distribution.

 295. The t-distribution would have thicker tails.

The t-distribution is flatter, has a lower peak, and has thicker tails compared to the standard 
normal (Z-) distribution, particularly with smaller degrees of freedom for the t-distribution.

 296. 100

As the degrees of freedom increase, the t-distribution tends to look more like the 
Z-distribution. So the t-distribution with the highest degrees of freedom most 
resembles the Z-distribution.

 297. the degrees of freedom

A t-distribution is defined by its degrees of freedom, unlike the normal distribution, 
which is defined by its mean and standard deviation. The t-distribution always 
has a mean of 0 (like the Z-distribution), and the more degrees of freedom that a 
t-distribution has, the smaller its standard deviation gets (because the tails aren’t 
as thin).

 298. the one-sample t-test

You’re testing the mean of one population, so the answer has to be a one-sample test. 
You can’t use the one-sample Z-test without knowing the population standard 
deviation, so in this instance, you’d use the one-sample t-test.
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 299. the paired t-test

You use the paired t-test to study mean differences among paired subjects according to 
some variable — for example, the mean difference in weight before and after a weight 
loss program or the mean difference in weight loss in study participants who are 
matched according to similar characteristics.

 300. t24

This type of study is called a matched-pairs design. A matched-pairs design with 50 obser-
vations from the two samples combined has 25 pairs of data, so n = 25, and the degrees of 
freedom is n – 1 = 25 – 1 = 24. So the t-distribution corresponding to this scenario is t24.

 301. df = 17

The study involving one population and a sample size of 18 has n – 1 = 18 – 1 = 17 
degrees of freedom.

 302. df = 21

A matched-pairs design with 44 total observations has 22 pairs. The degrees of free-
dom is one less than the number of pairs: n – 1 = 22 – 1 = 21.

 303. p = 0.025

The column headings of Table A-2 display upper-tail (“greater than”) probabilities for 
specified t-values, so you can read the value for an upper-tail probability of 0.025 
directly from the column heading for 0.025.

 304. p = 0.005

For a hypothesis test, � is the level of significance; if the p-value for the test is less than 
�, then H0 (the null hypothesis) is rejected. (The p-value is the probability of being 
beyond your test statistic.)

The column headings of Table A-2 display upper-tail (“greater than”) probabilities 
for specified t-values. For a two-tailed test (where Ha, or the alternative hypothesis, 
is “not equal to”) with significance level �, you select the column for �∕2, which 
gives you the probability for each tail. So in this case, you need the column for 
�∕2=0.01∕2=0.005.

 305. p = 0.025

For a hypothesis test, � is the level of significance; if the p-value for the test is less than 
�, then H0 (the null hypothesis) is rejected. (The p-value is the probability of being 
beyond your test statistic.)
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The column headings of Table A-2 display upper-tail (“greater than”) probabilities for 
specified t-values. For a two-tailed test with significance level �, you select the column 
for �∕2, which gives you the probability for each tail. So in this case, you need the 
column for �∕2=0.05∕2=0.025.

 306. 0.05

The column headings of Table A-2 display upper-tail (“greater than”) probabilities for 
specified t-values. To find the upper-tail probability for t10 ≥ 1.81, locate the row for 
df = 10 and follow it across until you find the t-value 1.81. The column heading (“greater 
than” probability) for this value is 0.05.

 307. 0.01

The column headings in Table A-2 display upper-tail (“greater than”) probabilities for 
specified t-values. To find the upper-tail probability for t25 ≥ 2.49, locate the row for 
df = 25 and follow it across until you find the t-value 2.49. The column heading (“greater 
than” probability) for this value is 0.01.

 308. 0.10

The column headings in Table A-2 display upper-tail (“greater than”) probabilities for 
specified t-values. To find the upper-tail probability for t15 ≥ 1.34, locate the row for 
df = 15 and follow it across until you find the t-value 1.34. The column heading (“greater 
than” probability) for this value is 0.10.

 309. 0.05 and 0.025

Using Table A-2, locate the row with 22 degrees of freedom and look for 1.80. However, 
this exact value doesn’t lie in this row, so look for the values on either side of it: 1.717144 
and 2.07387. The upper-tail probabilities in Table A-2 appear in the column headings; the 
column heading for 1.717144 is 0.05, and the column heading for 2.07387 is 0.025. Hence, 
the upper-tail probability for a t-value of 1.80 must lie between 0.05 and 0.025.

 310. 0.025 and 0.01

Using Table A-2, locate the row with 14 degrees of freedom and look for 2.35. However, 
this exact value doesn’t lie in this row, so look for the values on either side of it: 2.14479 
and 2.62449. The upper-tail probabilities in Table A-2 appear in the column headings; 
the column heading for 2.14479 is 0.025, and the column heading for 2.62449 is 0.01. 
Hence, the upper-tail probability for a t-value of 2.35 must lie between 0.025 and 0.01.

 311. 0.01

The t-distribution is symmetrical, so the probability of being in the upper tail (“greater 
than”) with a positive value of t is the same as the probability of being in the lower tail 
(less than) with the corresponding negative value of t. Table A-2 gives you upper-tail 
probabilities for positive values of t, so locate the row for df = 15 and follow it across to 
the t-value of 2.60; you find that P(t15 ≥ 2.60) is 0.01 (the column heading). This means 
(by symmetry) that P(t15 ≤ –2.60) is also 0.01.
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 312. 0.025

The t-distribution is symmetrical, so the probability of being in the upper tail (“greater 
than”) with a positive value of t is the same as the probability of being in the lower tail 
(“less than”) with the corresponding negative value of t. Table A-2 gives you upper-tail 
probabilities for positive values of t, so locate the row for df = 27 and follow it across to 
the t-value of 2.05; you find that P(t27 ≥ 2.05) is 0.025 (the column heading). This means 
(by symmetry) that P(t27 ≤ –2.05) is also 0.025.

 313. 0.05

The t-distribution is symmetrical, so the probability of being in the upper tail (“greater 
than”) with a positive value of t is the same as the probability of being in the lower tail 
(“less than”) with the corresponding negative value of t. Table A-2 gives you upper-tail 
probabilities for positive values of t, so locate the row for df = 27 and follow it across to 
the t-value of 2.05; you find that P(t27 ≥ 2.05) is 0.025 (the column heading). This means 
(by symmetry) that P(t27 ≤ –2.05) is also 0.025. To find P(t27 ≥ 2.05 or ≤ –2.05), you sum 
the two individual probabilities: 0.025 + 0.025 = 0.05.

 314. 0.01

The t-distribution is symmetrical, so the probability of being in the upper tail (“greater 
than”) with a positive value of t is the same as the probability of being in the lower tail 
(“less than”) with the corresponding negative value of t. Table A-2 gives you upper-tail 
probabilities for positive values of t, so locate the row for df = 9, and follow it across to 
the t-value of 3.25; you find that P(t9 ≥ 3.25) is 0.005 (the column heading). This means 
(by symmetry) that P(t9 ≤ –3.25) is also 0.005. To find P(t9 ≥ 3.25 or ≤ –3.25), you sum 
the two individual probabilities: 0.005 + 0.005 = 0.01.

 315. 1.81

The 95th percentile of a distribution is the value that 95% of values are less than and 
5% are greater than. The column headings in Table A-2 show “greater than” probabili-
ties, so locate the row for df = 10, and follow it across to the t-value with a greater than 
probability of 0.05 (this is the value of t that intersects column 0.05 and row 10), which 
is 1.81. Because 5% of the values are greater than 1.81, you know that 95% are less than 
1.81; so the 95th percentile is t = 1.81.

 316. 0.26

The 60th percentile of a distribution is the value that 60% of values are less than and 40% 
are greater than. The column headings in Table A-2 show “greater than” probabilities, so 
locate the row for df = 28, and follow it across to the t-value with a greater than probabil-
ity of 0.40 (this is the value of t that intersects column 0.40 and row 28), which is 0.26. 
Because 40% of the values are greater than 0.26, you know that 60% are less than 0.26; 
so the 60th percentile is t = 0.26.
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 317. –1.33

The 10th percentile of a distribution is the value that 10% of values are less than and 
90% are greater than. The column headings in Table A-2 show “greater than” probabili-
ties. Note that 0.90 isn’t one of them, but 0.10 is there, and because the t-distribution is 
symmetrical, the t-value for the 10th percentile is the negative of the t-value for the 
90th percentile.

So to find the 10th percentile value, locate the 90th percentile value in Table A-2 and 
then take its negative value. First, locate the row for df = 20, and follow it across to the 
value that intersects with the column 0.10, which gives you 1.33 (the 90th percentile). 
So because the t-distribution is symmetrical, you know that 10% of values are less than 
–1.33. That means that the 10th percentile is t = –1.33.

 318. –0.69

The 25th percentile of a distribution is the value that 25% of values are less than and 
75% are greater than. The column headings in Table A-2 show “greater than” probabili-
ties. Note that 0.75 isn’t one of them, but 0.25 is there, and because the t-distribution is 
symmetrical, the t-value for 25th percentile is the negative of the t-value for the 75th 
percentile.

So to find the 25th percentile value, locate the 75th percentile in Table A-2 and then 
take its negative value. First, locate the row for df = 20, and follow it across to the value 
that intersects with the column 0.25, which gives you 0.69 (the 75th percentile). So 
because the t-distribution is symmetrical, you know that 25% of values are less than 
–0.69. That means that the 25th percentile is t = –0.69.

 319. –1.34

The 10th percentile of a distribution is the value that 10% of values are less than and 
90% are greater than. The column headings in Table A-2 show “greater than” probabili-
ties. Note that 0.90 isn’t one of them, but 0.10 is there, and because the t-distribution is 
symmetrical, the t-value for the 10th percentile is the negative of the t-value for the 
90th percentile.

So to find the 10th percentile value, locate the 90th percentile value in Table A-2 and 
then take its negative value. First, locate the row for df = 16, and follow it across to the 
value that intersects with the column 0.10, which gives you 1.34 (the 90th percentile). 
So because the t-distribution is symmetrical, you know that 10% of values are less than 
–1.34. That means that the 10th percentile is t = –1.34.

 320. –1.75

The 5th percentile of a distribution is the value that 5% of values are less than and 95% 
are greater than. The column headings in Table A-2 show “greater than” probabilities. 
Note that 0.95 isn’t one of them, but 0.05 is there, and because the t-distribution is 
symmetrical, the t-value for the 5th percentile is the negative of the t-value for the 95th 
percentile.
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So to find the 5th percentile value, locate the 95th percentile value in Table A-2 and 
then take its negative value. First, locate the row for df = 16, and follow it across to the 
value that intersects with the column 0.05, which gives you 1.75 (the 95th percentile). 
So because the t-distribution is symmetrical, you know that 5% of values are less than 
–1.75. That means that the 5th percentile is t = –1.75.

 321.  D.  Choices (A) and (B) (You have a small sample size; you don’t know the population 
 standard deviation)

You use the t-distribution rather than the Z-distribution to calculate confidence inter-
vals when you have a small sample size and/or when you don’t know the population 
standard deviation (so you use the sample standard deviation instead). In both cases, 
you pay a penalty, hence the wider (flatter) t-distribution.

 322. 99%

Here, you want the t-values for a 99% confidence interval, so look at the last row of 
Table A-2 (the row labeled CI), and find the value 99%. Using this column, you can find 
the t-values for a 99% confidence level by following it to where it intersects with the 
row for the degrees of freedom you want.

 323. 0.005

A 99% confidence interval means that 99%, or 0.99, of all the values lie inside the confi-
dence interval, and 10%, or 0.01, of all the values lie on the outside, with 0.01/2 = 0.005 
of the values above (greater than) the confidence interval and 0.005 of the values 
below (less than) the confidence interval.

The first row (column headings) of Table A-2 show upper-tail (“greater than”) prob-
abilities only. To find a t-value for a 99% confidence interval using the first row of 
Table A-2, look in the column for 0.01/2 = 0.005. Then go to the row corresponding to 
the degrees of freedom to find the t-value you need.

 324. 2.13

Here, you want a t-value for a 95% confidence interval, so look at the last row of 
Table A-2 (labeled CI), find the value 95%, and then intersect this column with the 
row for df = 15, which gives you 2.13.

 325. 2.81

In Table A-2, find where the row for df = 23 and the column for 99% CI (in the last row 
of the table) intersect. The value at this intersection is 2.81.

 326. 1.70

In Table A-2, find where the row for df = 30 and the column for 90% CI (in the last 
row of the table) intersect. The value at this intersection is 1.697261, which rounds 
to 1.70.
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 327. 95%

In Table A-2, you find the value 2.09 where the row for df = 19 and the column for 95% 
CI (in the last row of the table) intersect.

 328. 99%

In Table A-2, you find the value 2.78 where the row for df = 26 and the column for 99% 
CI (in the last row of the table) intersect.

 329. 80%

In Table A-2, you find the value 1.36 where the row for df = 12 and the column for 80% 
CI (in the last row of the table) intersect.

 330. 50

As the degrees of freedom increase, the t-distribution resembles the Z-distribution 
more closely. The peak in the bell shape rises higher and higher, and the tails become 
thinner and thinner, until the two distributions are practically indistinguishable. So the 
t-distribution with the highest degrees of freedom most resembles the Z-distribution.

 331. 10

The smaller the degrees of freedom, the less the t-distribution resembles the 
Z-distribution. The peak in the bell shape gets lower and lower, and the tails become 
thicker and thicker. So the t-distribution with the lowest degrees of freedom least 
resembles the Z-distribution.

 332. 10

The column in Table A-2 with a heading of 0.05 shows all the different t-values with 
right-tail (“greater than”) probabilities of 0.05 for various degrees of freedom. As the 
degrees of freedom decrease (moving from bottom to top in the column), the t-values 
increase because the tails in the t-distributions with fewer degrees of freedom are 
thicker, and you have to move out farther on the t-distribution to get to the 5% mark. 
Moving farther out requires a higher t-value; so the t-distribution with the lowest 
degrees of freedom is the one with the largest t-value.

 333. 50

The column in Table A-2 with a heading of 0.10 shows all the different t-values with 
right-tail (“greater than”) probabilities of 0.10 for various degrees of freedom. As the 
degrees of freedom increase (moving from top to bottom in the column), the t-values 
decrease because the tails in the t-distributions with higher degrees of freedom are 
thinner, and you don’t have to move out as far on the t-distribution to get to the 
10% mark. That means you’ll have a smaller t-value; so the t-distribution with the 
 highest degrees of freedom is the one with the smallest t-value.
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 334. 80%

For any distribution (including the t-distribution with 40 degrees of freedom), the 
greater the confidence level is for a confidence interval, the wider the confidence 
interval is; and the lower the confidence level is, the narrower the confidence interval 
is. Therefore, the confidence interval with the lowest confidence level (in this case, 
80%) will be the narrowest.

 335. 99%

For any distribution (including the t-distribution with 50 degrees of freedom), the 
greater the confidence level is for a confidence interval, the wider the confidence 
interval is; and the lower the confidence level is, the narrower the confidence interval 
is. Therefore, the confidence interval with the highest confidence level (in this case, 
99%) will be the widest.

 336. –2.74

Because you don’t know the population standard deviation and are testing the mean of 
one population, you compute the one-sample t-test, using the following formula for the 
test statistic:

t =
x̄−𝜇

0

s
�√

n

In this case, the sample mean, x̄, is 4.8; the target population mean, �
0
, is 5 (this value 

goes in the null hypothesis H0, hence the subscript 0 in both expressions); the sample 
standard deviation, s, is 0.4; the sample size, n, is 30; and the degrees of freedom, n – 1, 
is 29. Now, plug these numbers into the formula and solve:

t = 4.8−5.0

0.4
�√

30

=−2.74

 337. between 0.01 and 0.005

In Table A-2, using the row for df = 29, the upper-tail (“greater than”) probability for 
2.46202 is 0.01 (found in the column heading), and the probability for 2.75639 is 0.005. 
Because the t-distribution is symmetrical, the lower-tail (“less than”) probability for 
–2.46202 is also 0.01, and the probability for –2.75639 is also 0.005. The t-value of –2.74 
lies between these two numbers, so the probability is between 0.01 and 0.005.

 338. (4.65, 4.95)

The formula for the confidence interval for one population mean, using the 
 t-distribution, is

x̄± t
n−1

s√
n
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 In this case, the sample mean, x̄ , is 4.8; the sample standard deviation, s, is 0.4; the 
sample size, n, is 30; and the degrees of freedom, n – 1, is 29. That means tn – 1 = 2.05 
(from Table A-2).

Now, plug in the numbers:

x̄± tn−1
s√
n

=4.8±2.05
0.4√
30

=4.8±0.1497

=4.6503 to 4.9497

Rounded to two decimal places, the answer is 4.65 to 4.95.

 339. (4.68, 4.92)

The formula for the confidence interval for one population mean, using the t-distribution, is

x̄± tn−1
s√
n

In this case, the sample mean, x̄, is 4.8; the sample standard deviation, s, is 0.4; 
the sample size, n, is 30; and the degrees of freedom, n – 1, is 29. That means that 
tn – 1 = 1.70 (from Table A-2).

Now, plug in the numbers:

x̄± tn−1
s√
n

=4.8±1.70
0.4√
30

=4.8±0.1242

=4.6758 to 4.9242

Rounded to two decimal places, the answer is 4.68 to 4.92.

 340. (4.60, 5.00)

The formula for the confidence interval for one population mean, using the t-distribution, is

x̄± tn−1
s√
n

In this case, the sample mean, x̄, is 4.8; the sample standard deviation, s, is 0.4; 
the sample size, n, is 30; and the degrees of freedom, n – 1, is 29. That means that 
tn – 1 = 2.76 (from Table A-2).

Now, plug in the numbers:

x̄± tn−1
s√
n

=4.8±2.76
0.4√
30

=4.8±0.2016

=4.5984 to 5.0016

Rounded to two decimal places, the answer is 4.60 to 5.00.
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 341. random variable

A random variable is an assignment of numbers to the outcome of some random (or 
partially random) event. Many things can be random variables. For example, on a coin 
toss, you can assign 1 to heads and 0 to tails, and the outcome of the coin toss would 
be a random variable. You can also toss a coin five times and count the number of 
times it comes up heads, and that number would be a random variable. If you rolled 
two dice and added the numbers that came up on both, the total of the roll would be a 
random variable.

 342. a sampling distribution of the sample means

A sampling distribution is a collection of all the means from all possible samples of the 
same size taken from a population. In this case, the population is the 10,000 test 
scores, each sample is 100 test scores, and each sample mean is the average of the 
100 test scores.

 343. �X =3.11

Because you found the average GPA of every student in the university, you used a pop-
ulation value, which needs a Greek letter. �X refers to the mean of all individual values 
in the population.

 344. 

Here, you take all possible samples (of the same size), find all their possible means, 
and treat those as a population. Then, you find the mean of that entire population of 
sample means. The notation for this is .

 345. x̄=3.5

Because the value is the result of only a sample of dice rools, and not the full popula-
tion of all possible rolls, you must use the sample mean notation, x̄=3.5.

 346.  D.  Each of the observations in the distribution must consist of a statistic that describes a 
collection of data points.

A sampling distribution is a set of all possible values in a population, except the values 
themselves represent statistics, like sample means or sample standard deviations.

The critical element in each case is that data points going into your distribution each 
represent a summary statistic for a sample.

 347.  E.  a distribution showing the weight of each individual football fan entering a stadium on 
game day

A sampling distribution is a population of data points where each data point repre-
sents a summary statistic from one sample of individuals. A population distribution is 
a population of data points where each data point represents an individual.
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 348. a random variable denoting the outcome from a single roll of the die

X is a random variable with possible values 1, 2, 3, 4, 5, and 6, denoting the outcome 
from a single roll of the die.

 349.  a random variable denoting the average value when you roll the die n times (where n is some 
fixed number)

X̄ is a random variable representing any calculated average from a certain number of rolls 
of the die. You just don’t know what its value is yet because you haven’t rolled the die yet.

 350. 2.6

x̄ represents the sample mean; you find it by adding the numbers and dividing by n 
(the sample size). Use the following formula:

x̄=

n∑
i=1

xi

n

=
3+4+2+3+1

5

=
13

5

=2.6

Here, each xi represents a value in the data set — x1 is the first number, x2 is the 
second number, and so on, and then xn is the nth, or last, number.

 351. 4.2

x̄ represents the sample mean; you find it by adding the numbers and dividing by n 
(the sample size). Use the following formula:

x̄=

n∑
i=1

xi

n

=
3+4+6+3+5

5

=
21

5

=4.2

Here, each xi represents a value in the data set — x1 is the first number, x2 is the 
second number, and so on, and then xn is the nth, or last, number.

 352. C. 

The formula for the standard error of a sample mean is

where �X is the population standard deviation and n is the sample size.
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 353. standard deviation; standard error

The standard deviation represents the variability in the entire population, or the vari-
ability of X, while the standard error represents the variability of the sample means, or 
the variability of X̄.

 354. B. be approximately the same; be smaller

You don’t expect the sample mean to change with the sample size. However, a larger 
sample size is expected to result in a smaller standard error because the formula for 
standard error includes dividing by the sample size:

where �X is the population standard deviation and n is the sample size.

Dividing the same population standard deviation by the square root of a larger n 
results in a smaller standard error. Larger samples have a smaller standard error 
because their mean changes less from sample to sample.

 355. 3.68

To calculate the standard error, use the following formula:

where �X is the population standard deviation and n is the sample size.

Substitute the known values into the formula and solve:

This rounds to 3.68.

 356. 3.36

To calculate the standard error, use the following formula:

where �X is the population standard deviation and n is the sample size.

Substitute the known values into the formula and solve:

This rounds to 3.36.
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 357. 4.75

To calculate the standard error, use the following formula:

where �X is the population standard deviation and n is the sample size.

Substitute the known values into the formula and solve:

This rounds to 4.75.

 358. x̄

A small x with a bar over it indicates the average of a set of individual scores.

 359. �X

This notation represents the population parameter for the mean of the random vari-
able X.

 360. 

The standard error of the mean is also known as the standard deviation (�) of the sam-
pling distribution of the sample mean ( ), hence the subscript.

 361. 

Population parameters are represented by Greek letters — in this case, by the lower-
case letter sigma (�) with X as a subscript to indicate that it’s the standard deviation of 
individual scores.

 362. 

In this case, you’re taking repeated samples of size n = 5, computing a sample average 
each time, and then computing the dispersion around the average of all sample aver-
ages. Such a procedure is conceptually a way of getting the standard error of the mean, 
which is denoted as .

 363. 

The fish boat owner is looking at the standard deviation of the average weights for his 
catches over time. He’s basically looking at the standard deviation of the sample 
means (thinking of each catch as a sample). Statistically speaking, this term is the 
standard error of the sample mean and is denoted by .
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 364. xi

In this case, you’re considering the sale price of an individual house, so you’re dealing 
with an individual data point. The subscript indicates which data point (or home in 
this case) you’re referring to in the data set.

 365. D. a smaller sample size

The formula for calculating standard error is

where �X is the population standard deviation and n is the sample size.

As you can see, the population mean has no effect on the standard error. A smaller 
population standard deviation will produce a smaller standard error because the popu-
lation standard deviation is the numerator of the standard error formula. Because 
sample size is the denominator of the formula, a smaller sample size will produce a 
larger standard error, while a larger sample size will produce a smaller standard error. 
Larger samples have a smaller standard error because their mean changes less from 
sample to sample.

 366. It would lower the standard error of the sample mean.

Use the formula for calculating the standard error of the sample mean:

where �X is the population standard deviation and n is the sample size.

Dividing the same population standard deviation by the square root of a larger n 
results in a smaller standard error. In other words, increasing the sample sizes reduces 
the amount of change (standard error) in the sample means.

 367. Population B has a smaller standard error because of the smaller population standard deviation.

Use the formula for calculating the standard error of the mean:

where �X is the population standard deviation and n is the sample size.

Dividing a smaller population standard deviation by the square root of the same n 
results in a smaller standard error. Samples drawn from a population that is less 
variable, as shown by a smaller standard deviation, are more likely to have means 
closer to the sample mean and hence a smaller standard error.

 368. Quadruple the sample size.

Use the formula for calculating the standard error of the mean:
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where �X is the population standard deviation and n is the sample size.

To double , you have to divide �X by half as much. Because the divisor is the square 
root of n, you must quadruple the sample size to get a divisor twice as large.

 369. 6.6667

Use the formula for calculating the standard error of the mean:

where �X is the population standard deviation and n is the sample size.

Substitute the known values into the formula and solve:

This rounds to 6.6667

 370. 5

Use the formula for calculating the standard error of the mean:

where �X is the population standard deviation and n is the sample size.

Substitute the known values into the formula and solve:

 371. E.  Choices (B) and (D) (a smaller sample size; a larger population standard deviation)

Given the formula for the standard error of the mean

where �X is the population standard deviation and n is the sample size, increasing the 
numerator or decreasing the denominator will both result in a larger standard error. 
A more variable population will result in more variable sample means, and a smaller 
sample size will also result in more variable sample means, in both cases resulting in a 
larger sample error.
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 372. 25

The formula for standard error can be rearranged to find the population standard devi-
ation, given sample size and standard error. Multiply both sides by the square root of 
n, substitute the values given, and solve:

 373. centimeter

Units for standard error are the same as for the original measurements.

 374. A.  0.4856

A smaller standard error will give you a more precise estimate of the mean because the 
sample means will cluster more closely around the population mean.

 375. No specific requirement for sample size is needed.

Because you know that the individual scores come from a normal distribution, the 
distribution of the sample means will also have a normal distribution, regardless of the 
sample size.

 376. D.  Individual scores xi are normally distributed.

If the individual scores are normally distributed, then the sampling distribution of the 
sample means is normal. The magic of the central limit theorem is that as samples 
become sufficiently large (30 or more), the sampling distribution of the sample means 
becomes approximately normal.

 377. It is exactly normal.

Because the individual data points are normally distributed, the sampling distribution 
of sample means is also normal, no matter what the size of each sample is. (You don’t 
need the central limit theorem and the n ≥ 30 requirement if you start with a normal 
distribution.)

 378. C.  right-skewed, 60

If the population’s distribution is normal, the sampling distribution of the sample 
means is also normal, so the central limit theorem is required only for non-normal 
(that is, right-skewed) populations.
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 379. normally distributed

When data points are drawn from a normal population of data points, the sampling 
distribution of the sample mean is normal.

 380. It is exactly normal for any sample size.

When a sample is drawn from a normal population, the sampling distribution of the 
sample means is normal.

 381. the shape of a normal distribution

Repeatedly sampling from a population of scores and then forming a histogram of the 
means of the samples creates a sampling distribution. When individual scores are nor-
mally distributed, the sampling distribution of the sample means is also normal, which 
makes a bell shape.

 382. It would be expected to be normally distributed.

Although the sample size is small (four), the distribution of sample means from a popu-
lation with an underlying normal distribution is also expected to be normal.

 383. It is exactly normal.

When all samples of a fixed size, even small ones, are drawn from a normally distrib-
uted population, the sampling distribution of sample means is normal.

 384. a precise normal distribution

When samples are drawn from a normally distributed population, the sampling distri-
bution of sample means is normal.

 385. normal

The sampling distribution of the sample means is expected to be normal, although the 
underlying distribution isn’t normal, because the sample size is sufficiently large (35) 
that the central limit theorem applies.

 386. E.  All of the above (Population A, Population B, Population C, Population D)

According to the central limit theorem, with reasonably large samples (n ≥ 30), the 
sampling distribution of sample means is expected to be normally distributed, no 
matter what shape the underlying distribution of individual observations has (most 
situations work well if the sample size is at least 30).

 387. Population D

A sample size of 20 is too small to expect that the sampling distribution of the sample 
means will be approximately normal, unless the population has a normal distribution.
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 388. normal for all four populations

Because the sample size is fairly large (40), the central limit theorem tells you that the 
sampling distribution of sample means is expected to be normal as well, no matter 
what kind of distribution the underlying individual observations have, as long as the 
sample size is at least 30.

 389. not able to determine from the information given

Here, you’re not told how large each sample is; you’re told only how large each popula-
tion is. The central limit theorem says that sampling distributions of sample means are 
normal if the sample sizes are sufficiently large (n ≥ 30) or if the underlying distribu-
tion of observations is normal.

In this case, you may be talking about small samples (of less than 30 observations), 
and three of the four distributions involved are clearly not normal. Therefore, you 
can’t make any general statement about the resulting shape of the sampling distribu-
tions of sample means.

 390. n ≥ 30

When data isn’t drawn from a normal distribution, the sampling distribution of sample 
means becomes normal only when sufficiently large samples (n ≥ 30) are used.

 391. a precise normal distribution

In this case, you know that the observations themselves are normally distributed, so 
samples of any size will give rise to a normal sampling distribution of sample means 
(even samples of size 3).

 392. an approximate normal distribution

Because the sample sizes are large (n = 100, which is much larger than the approxi-
mately 30 cases required by the central limit theorem), you know that the sampling 
distribution of sample means should be approximately normal.

 393. No, because the sample sizes are too small to use the central limit theorem.

In this case, the original population distribution is unknown, so you can’t assume that 
you have a normal distribution. The central limit theorem can’t be invoked because 
the sample sizes are too small (less than 30).

 394. n = 30

According to the central limit theorem, if you repeatedly take sufficiently large sam-
ples, the distribution of the means from those samples will be approximately normal. 
For most non-normal populations, you can choose sample sizes of at least 30 from the 
distribution, which usually leads to a normal sampling distribution of sample means no 
matter what the underlying shape of the distribution of scores is. In fact, if the underly-
ing distribution of values approximates a normal distribution, it may be possible to 
achieve a normal sampling distribution of sample means with smaller samples.
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For populations with several peaks, wild variation, and/or extreme outliers, you may 
need larger sample sizes.

 395.  The researcher has not violated the condition because the sampling distribution of sample 
means is approximately normal whenever the sample size is at least 30.

The central limit theorem says that the sampling distribution of sample means is 
approximately normal if the sample size is at least 30. The central limit theorem is used 
to ensure that studies meet the assumptions underlying other tests, which rely on a 
normal sampling distribution of sampling means. It isn’t necessary to draw repeated 
samples from a distribution to invoke the central limit theorem. It’s only necessary to 
have either an underlying normal distribution of observations or a sample size of 
n ≥ 30 in most cases, for the condition to be met.

 396. The sampling distribution of sample means is normal.

The sampling distribution of sample means is normal whenever the observations come 
from a normally distributed population of scores, which is true in this case.

 397.  C.  The central limit theorem can be used because the sample size is large enough and the 
population distribution is unknown.

Because the distribution of the population isn’t discussed, you can’t assume that it’s 
normal. You have to appeal to the central limit theorem. In this case, the condition of 
the central limit theorem is met: The sample size is well over 30 (n = 150), so you can 
use it to find probabilities about the sample mean.

 398.  No, the central limit theorem can’t be used to infer a normal sampling distribution of sample 
means drawn from a non-normal population because there are too few observations in each 
sample.

To use the central limit theorem for samples drawn from a population that isn’t nor-
mally distributed, the sample size must be relatively large (n ≥ 30). Because n = 10 for 
each sample, the central limit theorem can’t be used.

 399. The central limit theorem can be used to infer a normal sampling distribution of sample means.

Although the observations have a skewed (and hence non-normal) distribution, the 
central limit theorem does allow you to conclude that the sampling distribution of 
sample means is normal, because the size of each sample is sufficiently large (n = 150 
here, which is well more than the 30 or more suggested by the central limit theorem). 
Note that the number of samples taken isn’t relevant here.

 400.  Yes, the central limit theorem can be used to infer a normal sampling distribution of sample 
means.

This case just barely qualifies to invoke the central limit theorem and infer that the 
sampling distribution of sample means is normal. The population of observations isn’t 
normal, but the sample size is just large enough to use the central limit theorem. 
(The larger the sample size, the better the approximation in all situations.)
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 401. 9.6

Use the formula for finding the mean:

x̄=
Σxi
n

where Σxi is the sum of the original observations, and n is the sample size.

Substitute the known values into the formula and solve:

x̄=
7+6+7+14+9+9+11+11+11+11

10

=
96

10

=9.6

 402. D.  Larger samples tend to yield more precise estimates of the population mean.

The sample mean is the best unbiased estimate of the population mean, and a larger 
sample will generally produce a more precise estimate because larger samples change 
less from sample to sample.

 403.  E.  Choices (B) and (C) (The sample mean is the best estimate of the population mean; larger 
samples yield more precise estimates of the population mean.)

By definition, the sample mean is the best estimator of the population mean. Larger 
samples yield more precise estimates of the sample mean because they vary less from 
one sample to another than do smaller samples.

 404. 67.44%

Because the observations are drawn from a normally distributed population, the 
sample means are also normally distributed.

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

z= 9.6−10

3
�√

10

=
−0.4

3
�
3.1623

=
−0.4

0.9487

=−0.4216
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Because the probabilities equate to tail areas in a normal distribution, you start by 
finding the area under the curve associated with that z-score by using a Z-table 
(Table A-1 in the appendix). So round the z-score to –0.42, and use Table A-1 to find the 
associated probability of 0.3372.

Now, figure out how much area is in the tails. In the Z-table, areas reflect the propor-
tion of the normal curve in one tail. Because you want to find the probability of a score 
this far from the mean in either direction, you need to double the area you just found to 
account for the area in the other tail:

Total tail area=2
(
Single-tail area

)

=2
(
0.3372

)
=0.6744, or 67.44%

Finally, report that probability (the proportion of curve area contained by the two 
tails) as the probability of finding a mean score this extreme or more so.

 405. 2.5%

Because the observations are drawn from a normally distributed population, the 
sample means are also normally distributed.

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

z= 9.7−10

3
�√

500

=
−0.3

3
�
22.3607

=
−0.3

0.1342

=−2.2355

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the area under the curve associated with that z-score by using a Z-table (Table A-1 in 
the appendix). So round the z-score to –2.24, and use Table A-1 to find the associated 
probability of 0.0125

Now, figure out how much area is in the tails. In the Z-table, areas reflect the propor-
tion of the normal curve in one tail. Because you want to find the probability of a score 
this far from the mean in either direction, you need to double the area you just found to 
account for the area in the other tail:

Total tail area=2
(
Single-tail area

)

=2
(
0.0125

)
=0.025, or 2.5%

Finally, report that probability (the proportion of curve area contained by the two 
tails) as the probability of finding a mean score this extreme or more so.
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 406. 4.88%

Because the sample size is greater than 30, you can use the central limit theorem to 
solve this problem. Assume a score 10 units below the mean, to simplify calculations.

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the area under the curve associated with that z-score by using a Z-table (Table A-1 in 
the appendix). So round the z-score to –1.97, and use Table A-1 to find the associated 
probability of 0.0244.

Now, figure out how much area is in the tails. In the Z-table, areas reflect the propor-
tion of the normal curve in one tail. Because you want to find the probability of a score 
this far from the mean in either direction, you need to double the area you just found to 
account for the area in the other tail:

Finally, report that probability (the proportion of curve area contained by the two 
tails) as the probability of finding a mean score this extreme or more so.

 407. 4.56%

Because the observations are drawn from a normally distributed population, the 
sample means are also normally distributed. Assume a score 10 units below the mean, 
to simplify calculations.

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.
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Now, substitute the known values into the formula and solve:

z= 90−100

40
�√

64

=
−10

40
�
8

=
−10

5

=−2.0

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the area under the curve associated with that z-score by using a Z-table (Table A-1 in 
the appendix). Using Table A-1, you find the associated probability of 0.0228

Now, figure out how much area is in the tails. In the Z-table, areas reflect the propor-
tion of the normal curve in one tail. Because you want to find the probability of a score 
this far from the mean in either direction, you need to double the area you just found to 
account for the area in the other tail:

Total tail area=2
(
Single-tail area

)

=2
(
0.0228

)
=0.0456, or 4.56%

Finally, report that probability (the proportion of curve area contained by the two 
tails) as the probability of finding a mean score this extreme or more so.

 408. less than 0.02%

Because the observations are drawn from a normally distributed population, the 
sample means are also normally distributed. Assume a score 10 units below the mean, 
to simplify calculations.

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

z= 40−50

16
�√

64

=
−10

16
�
8

=
−10

2

=−5

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the area under the curve associated with that z-score by using a Z-table (Table A-1 in 
the appendix).
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Use Table A-1 to find the associated probability; because this value is more extreme 
than any value included in the table, the probability is less than the smallest table 
value of 0.0001.

Now, figure out how much area is in the tails. In the Z-table, areas reflect the propor-
tion of the normal curve in one tail. Because you want to find the probability of a score 
this far from the mean in either direction, you need to double the area you just found to 
account for the area in the other tail:

Finally, report that probability (the proportion of curve area contained by the two 
tails) as the probability of finding a mean score this extreme or more so.

 409. 1.24%

Because the observations are drawn from a normally distributed population, the 
sample means are also normally distributed. Assume a score 10 units below the mean, 
to simplify calculations.

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

z= 40−50

16
�√

16

=
−10

16
�
4

=
−10

4

=−2.5

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the area under the curve associated with that z-score by using a Z-table (Table A-1 in 
the appendix). Using Table A-1, you find the associated probability of 0.0062

Now, figure out how much area is in the tails. In the Z-table, areas reflect the propor-
tion of the normal curve in one tail. Because you want to find the probability of a score 
this far from the mean in either direction, you need to double the area you just found to 
account for the area in the other tail:

Total tail area=2
(
Single-tail area

)

=2
(
0.0062

)
=0.0124, or 1.24%

Finally, report that probability (the proportion of curve area contained by the two 
tails) as the probability of finding a mean score this extreme or more so.
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 410. 52.86%

Because the observations are drawn from a normally distributed population, the 
sample means are also normally distributed. Assume a score 10 units below the mean, 
to simplify calculations.

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the area under the curve associated with that z-score by using a Z-table (Table A-1 in 
the appendix). Using Table A-1, you find the associated probability of 0.2643.

Now, figure out how much area is in the tails. In the Z-table, areas reflect the propor-
tion of the normal curve in one tail. Because you want to find the probability of a score 
this far from the mean in either direction, you need to double the area you just found to 
account for the area in the other tail:

Finally, report that probability (the proportion of curve area contained by the two 
tails) as the probability of finding a mean score this extreme or more so.

 411. 4.65%

Before going through the steps for solving this problem, determine whether you can 
use the central limit theorem. Although the lab technician doesn’t know whether the 
population of white blood cell counts is normally distributed, by taking a sample of 
40 independent measurements, the technician sets up a case where the central limit 
theorem can be used.

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.
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Now, substitute the known values into the formula and solve:

z=
7,616−7,250

1,375
�√

40

=
366

1,375
�
6.32456

=
366

217.4064

=1.6835

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the tail area associated with this z-score (rounding to 1.68), using a Z-table (Table A-1 
in the appendix).

The table gives tail areas only for negative z-scores, but the normal distribution is sym-
metrical, so you can look up the left-tail area equivalent to z = –1.68, which turns out to 
be 0.0465.

Now, figure out the total tail area. The problem asks for the probability of getting a 
sample mean of 7,616 or larger. Because the problem specifically refers to only one tail 
of the distribution, you should not double the probability. There’s only one tail speci-
fied by the question (scores of 7,616 or larger), so you can use 0.0465, or 4.65%, as your 
answer.

 412. 49.08%

The distribution of the weights of the cookies is unknown, and you can’t assume that 
it’s normal. To answer this question, look to the central limit theorem. The central limit 
theorem can be applied to this problem because the sample size of 36 is large enough 
(n ≥ 30).

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

z= 12.011−12

0.1
�√

36

=
0.011

0.1
�
6

=
0.011

0.01667

=0.6599

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the tail area associated with this z-score (rounding to 0.66), using a Z-table (Table A-1 
in the appendix).

The table gives tail areas only for negative z-scores, but the normal distribution is sym-
metrical, so you can look up the left-tail area equivalent to z = –0.66, which turns out to 
be 0.2546.
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The question asks for the probability of a value at least this close to the mean, so you 
want the probability excluding the tail area. The total area under the curve is 1, so you 
double the tail area and subtract from 1:

1−
(
2
)(
0.2546

)
=1−0.5092

=0.4908, or 49.08%

 413. 22.06%

The distribution of the weights of the cookies is unknown, and you can’t assume that it’s 
normal. To answer this question, look to the central limit theorem. The central limit theo-
rem can be applied to this problem because the sample size of 49 is large enough (n ≥ 30).

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

z= 12.004−12

0.1
�√

49

=
0.004

0.1
�
7

=
0.004

0.01429

=0.2799

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the tail area associated with this z-score (rounding to 0.28), using a Z-table (Table A-1 
in the appendix).

The table gives tail areas only for negative z-scores, but the normal distribution is symmetri-
cal, so you can look up the left-tail area equivalent to z = –0.28, which turns out to be 0.3897.

The question asks for the probability of a value at least this close to the mean, so you 
want the probability excluding the tail area.

The total area under the curve is 1, so double the tail area and subtract from 1:

1−
(
2
)(
0.3897

)
=1−0.7794

=0.2206, or 22.06%

 414. 76.98%

The distribution of the weights of the cookies is unknown, and you can’t assume that it’s 
normal. To answer this question, look to the central limit theorem. The central limit theo-
rem can be applied to this problem because the sample size of 36 is large enough (n ≥ 30).

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.
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z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

z= 12.02−12

0.1
�√

36

=
0.02

0.1
�
6

=
0.02

0.01667

=1.1998

Because probabilities equate to tail areas in a normal distribution, you start by finding 
the tail area associated with this z-score (rounding to 1.20), using a Z-table (Table A-1 
in the appendix).

The table gives tail areas only for negative z-scores, but the normal distribution is sym-
metrical, so you can look up the left-tail area equivalent to z = –1.20, which turns out to 
be 0.1151.

The question asks for the probability of a value at least this close to the mean, so you 
want the probability excluding the tail area. The total area under the curve is 1, so 
double the tail area and subtract from 1:

1−
(
2
)(
0.1151

)
=1−0.2302

=0.7698, or 76.98%

 415. 83.84%

The distribution of the weights of the cookies is unknown, and you can’t assume that it’s 
normal. To answer this question, look to the central limit theorem. The central limit theo-
rem can be applied to this problem because the sample size of 49 is large enough (n ≥ 30).

First, find the z-score equivalent of this sample mean by using the population mean 
and the standard error of the mean for samples of this size.

z=
x̄−𝜇X

𝜎X

�√
n

Here, x̄ is the sample mean, �X is the population mean, �X is the population standard 
deviation, and n is the sample size.

Now, substitute the known values into the formula and solve:

z= 12.02−12

0.1
�√

49

=
0.02

0.1
�
7

=
0.02

0.014286

=1.39997
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Because probability is associated with tail area when working with the normal distribu-
tion, you find the tail area associated with this z-score (rounding to 1.40), using a 
Z-table (Table A-1 in the appendix).

The table gives tail areas only for negative z-scores, but the normal distribution is sym-
metrical, so you can look up the left-tail area equivalent to z = –1.40, which turns out to 
be 0.0808.

The question asks for the probability of a value at least this close to the mean, so you 
want the probability excluding the tail area. The total area under the curve is 1, so 
double the tail area and subtract from 1:

1−
(
2
)(
0.0808

)
=1−0.1616

=0.8384, or 83.84%

 416. 0.69

p̂ (pronounced “p-hat”) is the observed proportion of female zombies in the sample. 
Because 20 zombies were identified as female and 9 were identified as male, the pro-
portion is

 417. 0.50

The population proportion, p, can be an actual proportion observed in a population or a 
theoretical proportion that should happen under some set of assumptions, such as the 
assumption that exactly half (or 0.50) of zombies would be female in the absence of bias.

 418. 0.0928

𝜎p̂ stands for the standard error of a sample proportion. You calculate 𝜎p̂ with the 
following formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

Now, substitute the known values into the formula and solve:

𝜎p̂=

√
0.5

(
1−0.5

)
29

=

√
0.25

29

=0.092848

This rounds to 0.0928.
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 419. Yes

The number of female zombies, X, has a binomial distribution with p = 0.5 and n = 29. 
You can apply the central limit theorem as long as both np and n(1 – p) are greater 
than 10. (Note: You don’t use the condition that n is at least 30 like you do for other 
central limit theorem problems. The binomial is very common and has its own special 
conditions to check.)

In this case, np = (29)(0.5) = 14.5 and n(1 – p) = 29(1 – 0.5) = 14.5, so the sample size is 
large enough to use the central limit theorem.

 420. 0.03

Use the formula for calculating the standard error of a sample proportion

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

In this case, p = 0.9 and n = 100, so you get

𝜎p̂=

√
0.9

(
1−0.9

)
100

=

√
0.09

100

=0.03

 421. 0.03

𝜎p̂ is the standard error of a sample proportion, which you can find by using this 
formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

In this case, p = 0.1 and n = 100, so you get

 422. 0.05

𝜎p̂ is the standard error of a sample proportion, which you can find by using this formula:

𝜎p̂=

√
p
(
1−p

)
n
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where p is the population proportion and n is the sample size.

In this case, p = 0.5 and n = 100, so you get

𝜎p̂=

√
0.5

(
1−0.5

)
100

=

√
0.25

100

=0.05

 423. 0.0607

𝜎p̂ is the standard error of the sample proportion, which you can find by using this 
formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

In this case, p = 0.67 and n = 60, so you get

𝜎p̂=

√
0.67

(
1−0.67

)
n

=

√
0.2211

60

=0.0607

 424. 100

To use the central limit theorem for proportions, both np and n(1 – p) must be 10 or 
greater, where n is the sample size and p is the population proportion. (Note: You don’t 
use the condition that n is at least 30 like you do for other central limit theorem prob-
lems. The binomial is very common and has its own special conditions to check.)

In this case, p < (1 – p), so you need to ensure that np is at least 10, which you can 
write as np ≥ 10 and rearrange as

n≥ 10

p

(Because p > 0, you don’t need to reverse the inequality here.) Now substitute 0.1 for p 
to get

n≥ 10

0.1

n≥100

The sample size must be at least 100.

 425. 20

To use the central limit theorem for proportions, both np and n(1 – p) must be 10 or 
greater, where n is the sample size and p is the population proportion. (Note: You don’t 
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use the condition that n is at least 30 like you do for other central limit theorem prob-
lems. The binomial is very common and has its own special conditions to check.)

Because p and (1 – p) are the same (0.5), solving for either np or n(1 – p) will work.

So you can rearrange the statement np ≥ 10 as

n≥ 10

p

Now substitute 0.5 for p to get

n≥ 10

0.5

n≥20

The sample size must be at least 20.

 426. –1.58

Use the formula for a z-score for proportions:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the stan-
dard error of the sample proportion.

Now, substitute the known values into the formula and solve:

z= 0.25−0.5

0.1581

=
−0.25

0.1581

=−1.5813

 427. –2.5

Use the formula for a z-score for proportions:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the stan-
dard error of the sample proportion.

Now, substitute the known values into the formula and solve:

z= 0.25−0.5

0.1

=
−0.25

0.1

=−2.5

 428. 0

You can find the answer to this problem quickly, without doing the math. If you notice 
that the observed proportion (0.25) is the same as the population proportion (0.25), 
you know that the z-score is 0. You can see why by looking at the equation for a z-score:
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z=
p̂−p

𝜎p̂

Here, p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the standard 
error of the sample proportion. If the numerator is 0 (0.25 – 0.25 = 0), then z is also 0.

 429. cannot use the central limit theorem here

For the central limit theorem to work here, you need to verify that np and n(1 – p) are both 
10 or greater. In this case, np = (10)(0.5) = 5, so you can’t use the central limit theorem.

Note: You can compute the exact probability by using the binomial probability formula 
or table.

 430. 0.62%

For the central limit theorem to work here, you need to verify that np and n(1 – p) are 
both 10 or greater. In this case, np = (25)(0.5) = 12.5 and n(1 – p) = 25(1 – 0.5) = 12.5, 
so you can use the central limit theorem.

First, use the formula for finding the standard error:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

𝜎p̂=

�
0.5

�
1−0.5

�
25

=

�
0.25

25

=
√
0.01

=0.1

Then convert the information you have to a z-score, using the following formula:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the 
standard error of the sample proportion.

In this case, p̂ = 0.25, p = 0.5, and 𝜎p̂ = 0.1, so you get

z= 0.25−0.5

0.1

=
−0.25

0.1

=−2.5

Because probabilities equate to tail areas in a normal distribution, Table A-1 in the 
appendix shows the probability in the tail below any z-value you look up. From the 
table, you can see that the area under the curve below a z-score of –2.5 is 0.0062, or 
0.62%, which is the approximate probability needed by the central limit theorem.
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 431. 50%

Before diving into the calculations with this problem, think it through a little. You can 
see that the sample probability and the population probability are both the same 
(0.25). So this question is really just asking you how likely it is that the sample prob-
ability is less than the population probability. Because the sample probability is an 
unbiased estimator of the population probability, it’s equally likely to be above or 
below p, so the probability that it’s below p is 50%. You should also confirm that the 
central limit theorem applies here by computing np = (40)(0.25) = 10 and p(1 – p) = 
40(1 – 0.25) = 30. Both are at least 10, so the central limit theorem is applicable.

 432. 15.87%

Because the coin is fair, the probability of heads on each toss is p = 0.5. The 36 tosses 
form a sample of n = 36.

Check to see whether you can use the normal approximation to the binomial by 
making sure that both np and n(1 – p) equal at least 10. In this case, n = 36 and p =0.5, 
so np = (36)(0.5) = 18 and n(1 – p) = (36)(1 – 0.5) = (36)(0.5) = 18.

Now convert 21 heads to proportions by dividing by the sample size:

Next, find the standard error, using this formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

Substitute the known values into the formula and solve:

𝜎p̂=

√
0.5

(
1−0.5

)
36

=

√
0.25

36

=0.0833

Then convert the sample proportion to a z-value with this formula:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the stan-
dard deviation.
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Because tail area is the same as probability when you’re dealing with the normal distri-
bution, use Table A-1 in the appendix to find the area to the left of z = +1.0 is 0.8413; to 
find the area to the right, subtract this from 1 (because total probability is always 1):

1 – 0.8413 = 0.1587, or 15.87%

 433. >99.99%

Because the coin is fair, the probability of heads on each toss is p = 0.5. The 50 tosses 
form a sample of n = 50.

Check to see whether you can use the normal approximation to the binomial by 
making sure that both np and n(1 – p) equal at least 10. In this case, n = 50 and p = 0.5, 
so np = (50)(0.5) = 25 and n(1 – p) = (50)(1 – 0.5) = (50)(0.5) = 25.

Now convert ten heads to proportions by dividing by the sample size:

Next, find the standard error, using this formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

Substitute the known values into the formula and solve:

Then convert each sample proportion to a z-value with this formula:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the stan-
dard deviation.

To find the probability of these results, find the probability of the z-score using 
Table A-1. The smallest value for a z-score in Table A-1 is –3.69; the probability of a 
z-score lower than this value is 0.0001. The probability of a z-score of –4.2427 is less 
than this, because –4.2427 is farther from 0 than –3.69. So you can say that the probabil-
ity of getting at least ten heads in 50 tosses of a fair coin is greater than the following:

1 – 0.0001 = 0.9999 or 99.99%
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 434. 2.28%

Start by finding the observed proportion of interest. The question asks about getting 
more than 60 heads, so you’re interested in sample probabilities greater than 
60/100 = 0.6, or p̂=0.6.

Note that the value of the population proportion (   p) used in the following formulas is 
0.5, the chance of getting heads on one flip of a fair coin.

Next, find the standard error, using this formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

Substitute the known values into the formula and solve:

𝜎p̂=

√
0.5

(
1−0.5

)
100

=

√
0.25

100

=0.05

Then convert the sample proportion to a z-value with this formula:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the stan-
dard deviation.

z= 0.6−0.5

0.05

=2.0

So you’re interested in the probability of getting a z-score greater than 2.0. Table A-1 in 
the appendix gives the probability of getting a z-score less than 2.0 as 0.9722.

You can subtract this from 1 to get the probability of a score greater than 2.0:  
1 – 0.9722 = 0.0228.

 435. 5.59%

First, identify the information you have in symbolic notation, converting from 
percentages to proportions as necessary:

p = 0.01 (the population proportion)

n = 1,000 (the sample size)

p̂=0.015 (the sample proportion)

Find out whether you can use the central limit theorem by making sure that both np 
and n(1 – p) are at least 10. Because np is (1,000)(0.01) = 10 and 1,000(1 –0.01) = 
1,000(0.99) = 990, you can proceed.

To get the appropriate probability, you need to find the standard error and then 
convert the sample proportion to a z-value. The formula for standard error is
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𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

Substitute the known values in the formula and solve:

𝜎p̂=

√
0.01

(
1−0.01

)
1,000

=

√
0.0099

1,000

=0.003146

Then convert the sample proportion to a z-value, using this formula:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the 
standard deviation.

z= 0.015−0.01

0.003146

=
0.005

0.003146

=1.58931

You can find the probability of observing a z-value of 1.589 or less by using Table A-1 
in the appendix (rounding z to 1.59): 0.9411.

To answer the question, you need the probability of observing a z-value this high or 
greater, which is found by subtracting from 1 (the total area under the curve):

1 – 0.9441 = 0.0559 = 5.59%

 436. 19.02%

First, find out whether you can use the normal approximation to the binomial by 
making sure that both np and n(1 – p) are at least 10. Here, np = 36(0.3) = 10.8, and 
n(1 – p) = 36(1 – 0.3) = 36(0.7) = 25.2, so you can proceed.

To get the appropriate probability, you need to find the standard error, using this 
formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

Substitute the known values into the formula and solve:

𝜎p̂=

√
0.3

(
1−0.3

)
36

=

√
0.21

36

=0.07638



Part II: The Answers 284

An
sw

er
s 

40
1–

50
0

Then convert the observed proportions to z-scores with this formula:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the 
standard deviation.

z
1
=
p̂
1
−p

𝜎p̂

=
0.2−0.3

0.07638

=
−0.1

0.07638

=−1.3092

Because probabilities equate to tail areas in a normal distribution, you can find the 
area in the left tail by using the Z-table (Table A-1 in the appendix) and looking up the 
area to the left of z = –1.3092, which is 0.0951.

Doubling that gives a total tail area of 0.1902, or 19.02%.

 437. 100%

A proportion must be in the range of 0 to 1, so there’s no probability of observing a 
proportion greater than or equal to 2. Therefore, the probability of an observed 
proportion of less than 2 is 100%.

 438. 90.49%

First, determine whether you can use the central limit theorem by making sure that both 
np and n(1 – p) are at least 10. Because np = 36(0.3) = 10.8 and n(1 – p) = 36(1 – 0.3) = 
36(0.7) = 25.2, you can proceed.

Next, find the standard error, using this formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

Substitute the known values into the formula and solve:

𝜎p̂=

√
0.3

(
1−0.3

)
36

=

√
0.21

36

=0.07638
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Then convert the observed proportions to z-scores with this formula:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the 
standard deviation.

z=
p̂
1
−p

𝜎p̂

=
0.4−0.3

0.07638

=
0.1

0.07638

=1.3092

Because probabilities equate to tail areas in a normal distribution, you can find the 
approximate area in the left tail by using the Z-table (Table A-1 in the appendix) and 
looking up the area to the left of z = 1.3092 (rounded to 1.31), which is 0.9049, or 
90.49%.

 439. 5%

First, determine whether you can use the central limit theorem by making sure that 
both np and n(1 – p) are at least 10. Because np = 81(0.3) = 24.3 and n(1 – p) = 
81(1 – 0.3) = 81(0.7) = 56.7, you can proceed.

Next, find the standard error, using this formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

Substitute the known values into the formula and solve:

𝜎p̂=

√
0.3

(
1−0.3

)
81

=

√
0.21

81

=0.05092

Then convert the observed proportions to z-scores with this formula:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the 
standard deviation.

z
1
=
p̂
1
−p

𝜎p̂

=
0.2−0.3

0.05092

=
−0.1

0.05092

=−1.96386
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z
2
=
p̂
2
−p

𝜎p̂

=
0.4−0.3

0.05092

=
0.1

0.05092

=1.96386

Because probabilities equate to tail areas in a normal distribution, you can find the 
area in the left tail by rounding the smaller z-value to two decimal places and using the 
Z-table (Table A-1 in the appendix) and looking up the area to the left of z = –1.96, 
which is 0.025.

Doubling that gives you a total tail area of 0.05, or 5%.

 440. 99.12%

First, determine whether you can use the normal approximation to the binomial by 
making sure that both np and n(1 – p) are at least 10. Because np = 144(0.3) = 43.2 and 
n(1 – p) = 144(1 – 0.3) = 144(0.7) = 100.8, you can proceed.

Next, find the standard error, using this formula:

𝜎p̂=

√
p
(
1−p

)
n

where p is the population proportion and n is the sample size.

Substitute the known values into the formula and solve:

𝜎p̂=

√
0.3

(
1−0.3

)
144

=

√
0.21

144

=0.03819

Then convert the observed proportions to z-scores with this formula:

z=
p̂−p

𝜎p̂

where p̂ is the sample proportion, p is the population proportion, and 𝜎p̂ is the standard 
deviation.

z
1
=
p̂
1
−p

𝜎p̂

=
0.2−0.3

0.03819

=
−0.1

0.03819

=−2.6185
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z
2
=
p̂
2
−p

𝜎p̂

=
0.4−0.3

0.03819

=
0.1

0.03819

=2.6185

Because probabilities equate to tail areas in a normal distribution, you can find the 
area in the left tail by rounding the smaller z-value to two decimal places and using the  
Z-table (Table A-1 in the appendix) and looking up the area to the left of z = –2.62 
which is 0.0044.

Doubling that gives a total tail area of 0.0088. This is the proportion of probability in 
the range. To find the proportion outside the range, subtract from 1:

1 – 0.0088 = 0.9912, or 99.12%.

 441.  It tells you how precise you can expect the results to be, across many random samples of the 
same size.

The basic idea in surveys is that sample results vary. Margin of error measures how 
much you expect your sample results could change if you took many different samples 
of the same size from this population. Here, the survey result of 60% is based on one 
sample, and the 4% margin of error means that, with a certain level of confidence, this 
value of 60% can change by as much as 4% on either side if different samples of the 
same size are taken.

Note: You assume that all samples were chosen at random in this case, or the margin 
of error means nothing. Margin of error assumes that the samples were randomly 
selected and only measures how much the results can change from sample to sample.

 442. the confidence level

Any statistical result involving a margin of error is basically calculating a confidence 
interval, which is the sample statistic plus or minus the margin of error. The claim 
requires a sample result, the margin of error, and the level of confidence. Here, the 
sample is 1,000, the sample statistic is 0.93, but the confidence level is missing.

 443. The election is too close to call.

You can use the poll to conclude that 54% of the voters in this sample would vote for 
Garcia, and when you project the results to the population, you add a margin of error 
of ± 5%. That means that the proportion voting for Garcia is estimated to be between 
54% – 5% = 49% and 54% + 5% = 59% in the population with 95% confidence.

You can also use the poll to conclude that 46% of the voters in this sample would vote 
for Smith, and when you project the results to the population, you add a margin of 
error of ± 5%. That means that the proportion voting for Smith is estimated to be 
between 46% – 5% = 41% and 46% + 5% = 51% in the population with 95% confidence 
(over many samples).

Garcia’s confidence interval is 49% to 59%, and Smith’s confidence interval is 41% to 
51%. Because the confidence intervals overlap, the election is too close to call.
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 444. ± 2.94

The formula to find the margin of error when estimating a population mean is

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-4 for a given confidence level (95% in this case, or 
1.96), � is the population standard deviation (15), and n is the sample size (100).

Now, substitute these values into the formula and solve:

MOE=±1.96

⎛
⎜⎜⎝

15√
100

⎞⎟⎟⎠
=±1.96

�
1.5

�
=±2.94

The margin of error for a 95% confidence interval for the mean is ± 2.94.

 445. ± 0.438

The formula for margin of error when estimating a population mean is

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-4 for a given confidence level (95% in this case, or 
1.96), � is the population standard deviation (5), and n is the sample size (500).

Now, substitute the values into the formula and solve:

MOE=±1.96

⎛
⎜⎜⎝

5√
500

⎞⎟⎟⎠
=±1.96

�
0.2236

�
=±0.438

The margin of error for a 95% confidence interval for the population mean is ± 0.438.

 446. ± $3,099.03

The formula for margin of error when estimating a population mean is

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-4 for a given confidence level (95% in this case, or 
1.96), � is the population standard deviation ($10,000), and n is the sample size (40).
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Now, substitute the values into the formula and solve:

MOE=±1.96

⎛
⎜⎜⎝
$10,000√

40

⎞
⎟⎟⎠

=±1.96
�
$1,581.13883

�
=±$3,099.03

The margin of error for a 95% confidence interval for the population mean 
is ± $3,099.03.

 447. ± $3.72

The formula for margin of error when estimating a population mean is

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-4 for a given confidence level (99% in this case, or 
2.58), � is the standard deviation ($25), and n is the sample size (300).

Now, substitute the values into the formula and solve:

MOE=±2.58

⎛
⎜⎜⎝

$25√
300

⎞
⎟⎟⎠

=±2.58
�
$1.4434

�
=±$3.72

The margin of error for a 99% confidence interval for the population mean is ± $3.72.

 448. ± $2.83

The formula for margin of error when estimating a population mean is

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-4 for a given confidence level (95% in this case, or 
1.96), � is the standard deviation ($25), and n is the sample size (300).

Now, substitute the values into the formula and solve:

MOE=±1.96

⎛
⎜⎜⎝

$25√
300

⎞
⎟⎟⎠

=±1.96
�
$1.4434

�
=±$2.83

The margin of error for a 95% confidence interval for the population mean is ± $2.83.
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 449. $83.15

To find the lower limit for the 80% confidence interval, you first have to find the 
margin of error. The formula for the margin of error when estimating a population 
mean is

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-4 for a given confidence level (80% in this case, or 
1.28), � is the standard deviation ($25), and n is the sample size (300).

Now, substitute the values into the formula and solve:

MOE=±1.28

⎛
⎜⎜⎝

$25√
300

⎞
⎟⎟⎠

=±1.28
�
$1.4434

�
=±$1.85

Next, subtract the MOE from the sample mean to find the lower limit: $85.00 – $1.85 = 
$83.15.

 450. 1.96

First off, if you look at Table A-4, you see that the number you need for z* for a 95% 
confidence interval is 1.96. However, when you look up 1.96 on Table A-1 in the 
appendix, you get a probability of 0.975. Why?

In a nutshell, Table A-1 shows only the probability below a certain z-value, and you 
want the probability between two z-values, –z and z. If 95% of the values must lie 
between –z and z, you expand this idea to notice that a combined 5% of the values lie 
above z and below –z. So 2.5% of the values lie above z, and 2.5% of the values lie 
below –z. To get the total area below this z-value, take the 95% between –z and z plus 
the 2.5% below –z, and you get 97.5%. That’s the z-value with 97.5% area below it. It’s 
also the number with 95% lying between two z-values, –z and z.

To avoid all these extra steps and headaches, Table A-4 has already done this 
conversion for you. So when you look up 1.96 on Table A-4, you automatically find 95% 
(not 97.5%).

 451. 2.58

Table A-4 shows the answer: A 99% confidence level has a z*-value of 2.58.

 452. 1.28

Table A-4 shows the answer: An 80% confidence level has a z*-value of 1.28.
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 453. ± 0.83 years

The formula for margin of error when estimating a population mean is

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-4 for a given confidence level (95% in this case, 
or 1.96), � is the standard deviation (3 years), and n is the sample size (50).

Now, substitute the numbers into the formula and solve:

With 50 women in the sample, the sociologist has a margin of error of ± 0.83 years.

 454. ± 0.59 years

The formula for margin of error when estimating a population mean is

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-4 for a given confidence level (95% in this case, 
or 1.96), � is the standard deviation (3 years), and n is the sample size (100).

Now, substitute the numbers into the formula and solve:

With this sample size, the margin of error is ± 0.59 years.

 455. 9

To solve this problem, you have to do a little algebra, using the general formula for 
margin of error when estimating a population mean:

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
Here, z* is the value from Table A-4 for a given confidence level (95% in this case, or 
1.96), � is the population standard deviation (3 years), and n is the sample size.
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To find the sample size, n, you have to rearrange the formula for margin of error: 
Multiply both sides by the square root of n, divide both sides by the margin of error, 
and square both sides (note that a sample size can only be positive). Here are the steps:

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
MOE

√
n=±z∗

�
�

�

�√
n
�
=±

z∗
�
�

�
MOE

n=

⎛⎜⎜⎝
z∗
�
�

�
MOE

⎞⎟⎟⎠

2

Now to solve the problem at hand, substitute the values into the formula:

n=

⎛⎜⎜⎝

�
1.96

��
3
�

2

⎞⎟⎟⎠

2

=8.643

You can’t have a fraction of a participant and you need to make sure the margin of 
error is less than or equal to two years, so round up to 9 participants.

Note: Even if the result was a number that you’d normally round down (like 8.123), you 
still always round up to the next greatest integer when solving for sample size.

 456. ± 0.00182 mm

To calculate the margin of error (MOE) for estimating a population mean, use this formula:

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
Here, z* is the value from Table A-4 for a given confidence level (99% in this case, or 
2.58), � is the standard deviation (0.01 millimeters), and n is the sample size (200).

Now, substitute all the known values into the formula and solve:

 457. ± 0.00912 mm

To calculate the margin of error (MOE) for estimating a population mean, use this formula:

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
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Here, z* is the value from Table A-4 for a given confidence level (99% in this case, 
or 2.58), � is the population standard deviation (0.05 millimeters), and n is the sample 
size (200).

Now, substitute the known values into the formula and solve:

 458. ± 0.0182 mm

To calculate the margin of error (MOE) for estimating a population mean, use this 
formula:

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
Here, z* is the value from Table A-4 for a given confidence level (99% in this case, or 
2.58), � is the population standard deviation (0.10 millimeters), and n is the sample 
size (200).

Substitute the known values into the formula and solve:

 459. Quadruple the original sample size.

The basic formula for margin of error when estimating a population mean is

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-4 for a given confidence level (99% in this case, or 
2.58), � is the population standard deviation, and n is the sample size (200). You don’t 
need to know the units of measurement or the value of the standard deviation to 
answer this question.

Note that the sample size, n, appears in the denominator here. If you want to cut the 
margin of error in half, the sample size will change. Halving the MOE is equivalent to 
dividing the MOE by 2; to maintain the integrity of the equation, you have to divide the 
other half of the equation by 2 also. Because the denominator of the right-hand side of 
the equation is the square root of n, dividing by the square root of 4 is equivalent to 
dividing by 2, because 2 is the square root of 4.
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MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞
⎟⎟⎠

MOE

2
=±z∗

⎛⎜⎜⎝
�

2
√
n

⎞⎟⎟⎠
MOE

2
=±z∗

⎛⎜⎜⎝
�√
4n

⎞⎟⎟⎠
Therefore, with all else held constant, increasing n fourfold will cut the MOE in half.

Note that, because of the distributive law, the following is true:√
4n=

�√
4
��√

n
�
=2

√
n

 460. converted a margin of error at 99% confidence to a margin of error at 80% confidence

Note that you don’t need to know what part or what dimension of the part is involved; 
you can solve this problem through your knowledge of the formula for margin of error. 
Switching from a 99% confidence level to an 80% confidence level will change the 
margin of error by a little more than half.

Consider the formula for calculating margin of error:

MOE=z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
where z* is the value from Table A-1 corresponding to the margin of error, � is the stan-
dard deviation, and n is the sample size. To preserve the equation but reduce the MOE 
by half, you must divide both sides by 2 (or multiply both by ½).

MOE=z∗

⎛
⎜⎜⎝

�√
n

⎞
⎟⎟⎠

⎛⎜⎜⎝
1

2

⎞⎟⎟⎠
MOE=

⎛⎜⎜⎝
1

2

⎞⎟⎟⎠
z∗

⎛⎜⎜⎝
�√
n

⎞⎟⎟⎠
You can’t change the sample size or standard deviation; the only thing you can change 
is z*. You need two values, one of which is about twice the other. The value of z* for a 
99% confidence interval is 2.58, which is about twice that for an 80% confidence inter-
val (1.28). The best conclusion is that the factory owner changed the width of the 
confidence interval.

 461. 800

The sample size, n, appears in the denominator of the formula for margin of error.

MOE=±z∗

⎛
⎜⎜⎝

�√
n

⎞⎟⎟⎠
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The researcher wants to cut the MOE to ⅓ of its current value, which is equivalent to 
dividing by 3. To retain the integrity of the equation, you must divide both sides by 
3. Note that the denominator of the right-hand side of the equation is the square root 
of n; dividing by the square root of 9 is equivalent to dividing by 3, because 3 is the 
square root of 9. So to divide the MOE by 3, holding everything else constant, you must 
increase the sample size to 9 times its current value.

Note that, because of the distributive law, the following is true:√
9n=

�√
9
��√

n
�
=3

√
n

Because n = 100 and 9n = (9)(100) = 900, the market researcher needs 800 more par-
ticipants to get the desired margin of error (a total of 900 participants is required).

 462. ± 0.978%

The formula to calculate the margin of error (MOE) for a population proportion is

MOE=±z∗

√
p̂
(
1− p̂

)
n

where z* is the value from Table A-4 for a given confidence level (95% in this case, 
or 1.96), p̂ is the sample proportion (0.53), and n is the sample size (10,000).

You convert 53% to the proportion 0.53 by dividing the percentage by 100:  
53/100 = 0.53.

Now, substitute the known values in the formula and solve:

MOE=±1.96

�
0.53

�
1−0.53

�
10,000

=±1.96

�
0.2491

10,000

=±1.96
√
0.00002491

=±1.96
�
0.00499

�
=±0.00978

Convert this proportion to a percentage by multiplying by 100%: (0.00978)(100%) = 
0.978%

The margin of error is therefore ± 0.978%.

You estimate that 53% ± 0.978% of all Europeans are unhappy with the euro, based on 
these survey results with 95% confidence.
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 463. ± 7.69%

The formula for the margin of error (MOE) for a proportion is

MOE=±z∗

√
p̂
(
1− p̂

)
n

where z* is the value from Table A-4 for a given confidence level (99% in this case, or 
2.58), p̂ is the sample proportion (0.48), and n is the sample size (281).

To compute the sample proportion, divide the number who responded that they 
intend to vote by the total number polled: 135/281 = 0.48.

Now, substitute the known values into the formula and solve:

MOE=±2.58

√
0.48

(
1−0.48

)
281

=±2.58

√
0.2496

281

=±2.58
(
0.0298

)
=±0.0769

Convert the proportion to a percentage by multiplying by 100%: (0.0769)(100%) = 
7.69%.

Using a 99% confidence level, the county election office has achieved a margin of error 
of ± 7.69%.

 464. 90% confidence

The confidence level tells you how many standard errors to add and subtract to get 
the margin of error you want, which is quantified by the z-value. To find the confidence 
level, you first need to solve for z by rearranging the margin of error formula for a 
population proportion:

MOE=±z∗

√
p̂
(
1− p̂

)
n

Here, z* is the value from Table A-4 for a given confidence level, p̂ is the sample pro-
portion (0.46), and n is the sample size (922).

Rearrange this formula as follows:

MOE=±z∗

√
p̂
(
1− p̂

)
n

MOE√
p̂
(
1− p̂

)
n

=±z∗

Note that you can drop the ± symbol because the standard normal distribution is 
symmetrical. Also, by convention, this formula is usually written with z* on the left 
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side (because the two sides are equivalent, it doesn’t matter which way you write the 
equation):

Then substitute the known values into the formula and solve. (First, convert the 
margin of error to a proportion by dividing by 100%: 2.7%/100% = 0.027.)

z∗
=

0.027√
0.46

(
1−0.46

)
922

=
0.027√
0.2484

922

=
0.027

0.01641

=1.64534

Rounding to three decimal places, you get 1.645. Now you can find the confidence level 
by looking at Table A-4 and seeing that 1.645 corresponds to the 90% confidence level 
z*-value. So you can safely say that the confidence level is 90%.

 465.  B.  If the same study were repeated many times, about 95% of the time, the confidence 
 interval would contain the average money spent for all the customers.

The average money spent for all the customers is an unknown value, called a popula-
tion parameter. The average money spent for the 100 customers in the sample is a 
known value, $45, which is called a statistic.

The store is using a sample statistic to estimate a population parameter. Because sam-
ples vary from sample to sample, they know the sample mean may not correspond 
exactly to the population mean, so they use confidence intervals to state a plausible 
range of values for the population mean. If the same experiment were repeated many 
times (drawing a sample of the same size from the same population and calculating the 
sample average), the population mean would be expected to be contained in 95% of 
the confidence intervals created.

 466.  E.  Choices (A) and (C) (The store studied a sample of sales records rather than the entire 
population of sales records; because sample results vary, the sample mean is not expected 
to correspond exactly to the population mean, so a range of likely values is required.)

The store studied a sample of records to estimate a population parameter, and because 
sample results vary (called sampling error), the sample mean isn’t expected to corre-
spond exactly to the population mean. If another sample of the same size were drawn 
from the population, the sample mean would be expected to be somewhat different, so a 
range of likely values for the population mean (that is, a confidence interval) is required.

 467.  D.  Choices (B) and (C) (The larger sample will produce a more precise estimate of the popula-
tion mean; the 95% confidence interval calculated from the larger sample will be narrower.)

A larger sample drawn from the same population will tend to produce a narrower confi-
dence interval and a more precise estimate of the population mean. The amount of 
bias isn’t measured by the confidence interval.
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 468. E.  None of the above

The sample mean isn’t expected to be exactly the same as the population mean nor is 
another sample of the same size drawn from the same population expected to have 
exactly the same mean. That number by itself isn’t a “good” number to use to estimate 
the population mean; you need a margin of error to go with it. The sample mean 
changes if another sample were taken.

 469. Sample D

For samples of the same size, greater variability in the data will tend to produce a 
wider confidence interval. In this case, Sample A has no variability, Sample B has lim-
ited variability, Sample C has some variability, and Sample D has the greatest variability 
due to one extremely high value (20). You can conduct calculations on these data sets 
to confirm this notion.

 470. one with a confidence level of 99%

The confidence level is the amount of confidence you have that a confidence interval 
will contain the actual population parameter (in this case, the population mean) if you 
repeated the process over and over.

If the confidence level is higher, the interval needs to be wider to include a wider range 
of likely values for the population parameter. Therefore, the confidence interval with 
the highest confidence level will be the widest.

 471. The width of the confidence interval will increase.

Increasing the confidence level will increase the width of the confidence interval 
because to be more confident in your process of trying to estimate the mean of the 
population, you must include a wider range of possible values for it (assuming that all 
the other parts involved in the confidence interval stay the same).

 472.  A higher confidence level means that the margin of error is increased, requiring a wider 
confidence interval.

With the factors remaining equal, increasing the confidence level means that you’re 
offering a wider range of possible values for the population parameter. This increases 
the width of the confidence interval.

 473. ± 5%

The margin of error is the number that is added or subtracted from the sample statis-
tic to produce the confidence interval. In this case, the sample statistic is 65%. To start 
with 65% and end up with a confidence interval of 60% to 70%, you must add and 
subtract 5%:

65% + 5% = 70%

65% – 5% = 60%

So the margin of error is ± 5%.
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 474. A.  n = 100

All else held constant, the smaller the sample size is, the larger the margin of error will 
be. You don’t have as much precision when you have a smaller data set. Less precision 
means a larger margin of error, which means that the confidence interval will be wider. 
Sets of small samples have greater variability than sets of large samples.

 475. E.  n = 5,000

All else held constant, the larger the sample size is, the more precise your results and 
the smaller the margin of error will be. A smaller margin of error means that the confi-
dence interval is narrower. Sets of large samples don’t have as much variability as sets 
of small samples.

 476.  E.  Choices (B) and (D) (The sample of 500 will have a narrower 95% confidence interval; the 
sample of 500 will produce a more precise estimate of the population mean.)

All else being equal, a larger sample will produce a narrower 95% confidence interval 
and a more precise estimate of the population mean because sets of large samples 
don’t have as much variability as sets of small samples.

 477. For a higher confidence level, the confidence interval will be wider.

When calculating confidence intervals for different confidence levels from the same 
sample, a higher confidence level will produce a wider confidence interval.

 478. C.  The confidence interval related to Population A is expected to be narrower.

All else being equal, a sample from a less-variable population can be expected to 
produce a narrower confidence interval. That’s because the samples don’t change as 
much when they come from a population whose values are more similar (less variable).

 479.  E.  Choices (B) and (C) (A confidence level of 80% will produce a narrower confidence inter-
val than a confidence level of 90%; a sample of 300 students will produce a narrower confi-
dence interval than a sample of 150 students.)

A larger sample and a lower confidence level will both produce a narrower confidence 
interval when dealing with random samples drawn from the same population.

 480. Sample B

For the same sample size and confidence level, greater variability in the sample will 
produce a wider confidence interval. Sample B has the greatest variability and will 
have the widest confidence interval for a given confidence level.
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 481.  D.  all workers ages 22 to 30 who live in North America (Canada, the U.S., and Mexico), 
adjusted in U.S. dollars

The variability of the income of this population is the greatest because it includes 
workers from countries with substantially different mean incomes. This causes larger 
margin of error when calculating a confidence interval.

 482. E.  adults ages 55 to 65

When sample size and confidence level are held constant, the sample from the least 
variable population will be expected to product the least variable sample and, hence, 
the smallest confidence interval. The population with the least variability is expected 
to be that of adults who have attained their full adult height (adults ages 55 to 65) but 
have not yet become subject to decreases in height due to osteoporosis.

 483. B.  one with confidence level 95%, n = 200, and �=12.5

The margin of error increases as the confidence level and the standard deviation 
increase. The margin of error also increases with a smaller sample.

 484.  D.  Choices (A) and (B) (Increase the sample size from 200 to 1,000 subjects; decrease the 
confidence level from 95% to 90%.)

A larger sample size and a lower confidence level will both decrease the margin of 
error of a confidence interval.

 485.  E.  The 95% confidence interval for the mean height of all the boys is between 5 feet 5 inches 
and 6 feet 1 inch.

The confidence interval is constructed as the statistic (point estimate) plus or minus 
the margin of error. In this case, the 95% confidence interval is the point estimate of 
5 feet 9 inches plus or minus the margin of error of 4 inches, which is 5 feet 5 inches to 
6 feet 1 inch.

There can be a wide distribution of individual heights of the boys. A confidence inter-
val and a confidence level don’t say anything about the height of an individual boy or 
the total range of heights overall.

 486.  The 95% confidence interval for the mean summer income of all college students is $4,100 to $4,900.

The confidence interval is constructed as the sample statistic (point estimate) plus or 
minus the margin of error. In this case, the 95% confidence interval is the point esti-
mate of $4,500 plus or minus the margin of error of $400, giving a confidence interval of 
$4,100 to $4,900.

 487.  C.  The margin is used to calculate a range of likely values for a population parameter, based 
on a sample.

The margin of error isn’t due to an error in the sample or survey. It factors in the fact 
that sample results vary from sample to sample and gives you a measure of how much 
you expect them to vary with a certain level of confidence.
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 488.  B.  The margin of error measures the amount by which your sample results could change, 
with 99% confidence.

The confidence interval is constructed as the point estimate plus or minus the margin 
of error. In this case, the 99% confidence interval is the point estimate of $450 plus or 
minus the margin of error of $50, giving a confidence interval of $400 to $500.

 489. The election is too close to predict. The actual support for either candidate could be above 50%.

The margin of error is used to construct the confidence interval, which is a range of 
likely values for the population parameter (here, the parameter is the percentage of all 
voters who would vote for a candidate). To calculate a confidence interval, you take 
the result from the sample and add and subtract the margin of error.

In this case, the 98% confidence interval for the proportion of all voters for Candidate 
Smith is 48% (from the sample) plus or minus 3% (the margin of error), which is a 
range of 45% to 51%. For Candidate Jones, the 98% confidence interval is 52% (from the 
sample) plus or minus 3% (the margin of error), which is a range of 49% to 55%. Both 
confidence intervals contain possible values above 50%, so either candidate could win; 
therefore, the results are too close to call.

 490. A.  The survey has a built-in bias.

This survey is biased because it wasn’t conducted with a random sample of Americans 
but rather with a sample of fans who attended this particular football game. It’s plau-
sible that these fans don’t represent the taste preferences of all Americans.

Taking a higher sample of fans won’t make the survey less biased, and having a nar-
rower confidence interval won’t solve the problem, because bias isn’t measured by the 
margin of error (it measures only how the results of a random sample would change 
from sample to sample).

 491.  E.  Choices (B) and (D) (The survey is biased because it was based only on first-year employ-
ees, who may feel differently about their jobs than other employees. The sample size is 
only 30; the margin of error must be higher than 3% based on the size of the sample and 
the confidence level.)

First, the sample has bias because even though it was a random sample, it was based 
only on first-year employees, who may feel differently about their jobs than employees 
who have been on the job longer.

Second, with a sample of only 30 employees, the margin of error can’t be as small as 
3%. The formula for margin of error for a population proportion is

MOE=z∗

√
p̂
(
1− p̂

)
n

Where z* is the value from Table A-1 for the selected confidence level, p̂ is the sample 
proportion, and n is the sample size.

The sample size is 30, p̂ is 0.8, and z* is 1.96 for this problem.
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MOE=1.96

√
0.8(1−0.8)

30

=1.96

√
(0.8)(0.2)

30

=1.96(0.0730)

=0.1431

Convert the proportion to a percent by multiplying by 100%:

0.1431(100%) = 14.31%

This value is much larger than the reported MOE of 3%.

 492.  B.  The survey can be used only by the company as part of its analysis of the Internet spend-
ing habits of all visitors to its website during the last three months.

The random sample can be used only in analysis for that specific website for that spe-
cific time period. It can’t be extended to a longer period of time or to a larger group of 
customers. But it can be used to draw conclusions to the visitors because that’s what 
the random sample is based on. The statistics for the mean, margin of error, and confi-
dence level are realistic with a sample size of 1,000.

 493. A.  The results are invalid because the survey was done at a movie theater.

The survey is asking only those teenagers who are already at a theater. This means that 
each response would be at least 1, but certainly it’s possible that someone visited a the-
ater 0 times in the past 12 months. A valid random sample would include all teenagers.

 494.  E.  Choices (B), (C), and (D) (The sample isn’t based on a representative sample of the maga-
zine’s readers. Because the magazine is based on Colorado, more readers are likely to buy 
the magazine who are from Colorado; therefore, they’d be more likely to vote it as the best 
place to live. The sample results are likely biased because the respondents had to make 
the effort to mail back the survey.)

The survey results are almost certain to be biased. A mail-in survey isn’t a valid way to 
draw a random sample, because those who choose to take part in such a survey are 
probably not representative of the magazine’s entire readership. It’s also biased 
because the magazine is based on Colorado and, hence, is more likely to be purchased 
by people living in Colorado, who are more likely to choose Colorado as their favorite 
place to live.

A larger sized sample can’t reduce bias that already exists.

 495.  A.  With 95% confidence, the average points scored by all intramural basketball players is 
between 7.3 and 8.7 points.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
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where x̄ is the sample mean, � is the population standard deviation, n is the sample 
size, and z* represents the appropriate z*-value from the standard normal distribution 
for your desired confidence level. The data has to come from a normal distribution, or 
n has to be large enough (a standard rule of thumb is at least 30 or so), for the central 
limit theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the 
 appendix. The z*-value is 1.96 for a two-tailed confidence interval with a confidence 
level of 95%.

Next, substitute the values into the formula:

MOE=1.96

⎛⎜⎜⎝
2.5√
50

⎞⎟⎟⎠
≈0.693

The 95% confidence interval is 8 ± 0.7 (rounded to the nearest tenth), or 7.3 to 8.7 
points scored.

 496.  The 99% confidence interval for the average SAT math score for all students at the high school 
is between 624.2 and 678.8.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample 
size, and z* represents the appropriate z*-value from the standard normal distribution 
for your desired confidence level. The data has to come from a normal distribution, or 
n has to be large enough (a standard rule of thumb is at least 30 or so), for the central 
limit theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the 
 appendix. The z*-value for a two-tailed confidence interval with a confidence level 
of 99% is 2.58.

Next, substitute the values into the formula:

MOE=2.58

⎛⎜⎜⎝
100√
100

⎞⎟⎟⎠
=25.8

The confidence interval is 650 ± 25.8 (rounded to the nearest tenth), or 624.2 to 678.8.

 497.  The 99% confidence interval for the average weight of all apples from the ten trees is between 
6.5 and 7.5 ounces.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample size, 
and z* represents the appropriate z*-value from the standard normal distribution for 
your desired confidence level. The data has to come from a normal distribution, or n has 
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to be large enough (a standard rule of thumb is at least 30 or so), for the central limit 
theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the appendix. 
The z*-value for a two-tailed confidence interval with a confidence level of 99% is 2.58.

Next, substitute the values into the formula:

MOE=2.58

⎛⎜⎜⎝
1.5√
50

⎞⎟⎟⎠
≈0.5473

The confidence interval is 7 ± 0.5 (rounded to the nearest tenth), or 6.5 to 7.5 ounces.

 498.  The 90% confidence interval for the average time students at the university spend doing 
homework each day is between 2.88 and 3.12 hours.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample size, 
and z* represents the appropriate z*-value from the standard normal distribution for 
your desired confidence level. The data has to come from a normal distribution, or n has 
to be large enough (a standard rule of thumb is at least 30 or so), for the central limit 
theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the appendix. 
The z*-value for a two-tailed confidence interval with a confidence level of 90% is 1.645.

Next, substitute the values into the formula:

MOE=1.645

⎛⎜⎜⎝
1√
200

⎞⎟⎟⎠
≈0.1163

The confidence interval is 3 ± 0.12 (rounded to the nearest hundredth), or 2.88 to 3.12 
hours of homework.

 499.  The 95% confidence interval for the average spending of people ages 18 to 22 on a typical 
outing with a friend is between $30.42 and $34.58.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample size, 
and z* represents the appropriate z*-value from the standard normal distribution for 
your desired confidence level. The data has to come from a normal distribution, or n has 
to be large enough (a standard rule of thumb is at least 30 or so), for the central limit 
theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the appendix. 
The z*-value for a two-tailed confidence interval with a confidence level of 95% is 1.96.

Next, substitute the values into the formula:
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MOE=1.96

⎛⎜⎜⎝
15.00√
200

⎞⎟⎟⎠
≈2.0789

The confidence interval is 32.50 ± 2.08 (rounded to the nearest hundredth), or $30.42 
to $34.58 spent.

 500.  The 90% confidence interval for the average time people above age 17 spend doing vigorous 
exercise is 28 to 32 minutes per day.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample size, 
and z* represents the appropriate z*-value from the standard normal distribution for 
your desired confidence level. The data has to come from a normal distribution, or n has 
to be large enough (a standard rule of thumb is at least 30 or so), for the central limit 
theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the appendix.
The z*-value for a two-tailed confidence interval with a confidence level of 90% is 1.645.

Next, substitute the values into the formula:

MOE=1.645

⎛⎜⎜⎝
15√
150

⎞⎟⎟⎠
≈2.0147

The confidence interval is 30 ± 2.0 (rounded to the nearest tenth), or 28 to 32 minutes.

 501.  The 95% confidence interval for the average income of all first-year college graduates is 
between $34,891 and $37,109.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞
⎟⎟⎠

where x̄ is the sample mean, � is the population standard deviation, n is the sample size, 
and z* represents the appropriate z*-value from the standard normal distribution for 
your desired confidence level. The data has to come from a normal distribution, or n has 
to be large enough (a standard rule of thumb is at least 30 or so), for the central limit 
theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the appendix. 
The z*-value for a two-tailed confidence interval with a confidence level of 95% is 1.96.

Next, substitute the values into the formula:

MOE=1.96

⎛⎜⎜⎝
8,000√
200

⎞⎟⎟⎠
≈1,108.7434

The confidence interval is 36,000 ± 1,109, or $34,891 to $37,109.
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 502.  The 95% confidence interval for the average amount of time of all bus trips along this route is 
between 44:40 and 45:20 minutes.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where  is the sample mean, � is the population standard deviation, n is the sample 
size, and z* represents the appropriate z*-value from the standard normal distribu-
tion for your desired confidence level. The data has to come from a normal distribu-
tion, or n has to be large enough (a standard rule of thumb is at least 30 or so), for 
the central limit theorem to apply. You can find z*-values from Table A-1 or Table A-4 
in the appendix. The z*-value for a two-tailed confidence interval with a confidence 
level of 95% is 1.96.

Next, substitute the values into the formula:

MOE=1.96

⎛⎜⎜⎝
3√
300

⎞⎟⎟⎠
≈0.3395

The confidence interval is 45 ± 0.34 minutes (rounded to the nearest hundredth), or 
44.66 minutes to 45.34 minutes. Convert the fractional minutes to the easier-to-use unit 
of seconds: 44 minutes and 40 seconds to 45 minutes and 20 seconds, or 44:40 to 45:20.

 503.  The 98% confidence interval for the average amount of time among all requests for an airline 
itinerary to be displayed online is between 4.36 and 4.64 seconds.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample 
size, and z* represents the appropriate z*-value from the standard normal distribu-
tion for your desired confidence level. The data has to come from a normal distribu-
tion, or n has to be large enough (a standard rule of thumb is at least 30 or so), for 
the central limit theorem to apply. You can find z*-values from Table A-1 or Table A-4 
in the appendix. The z*-value for a two-tailed confidence interval with a confidence 
level of 98% is 2.33.

Next, substitute the values into the formula:

MOE=2.33

⎛⎜⎜⎝
2√
1,100

⎞⎟⎟⎠
≈0.1405

The confidence interval is 4.5 ± 0.14 (rounded to the nearest hundredth), or 4.36 to 
4.64 seconds.
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 504.  The 95% confidence interval for the average amount of time to assemble an MP3 player is 
between 11.95 and 12.55 minutes.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample 
size, and z* represents the appropriate z*-value from the standard normal distribution 
for your desired confidence level. The data has to come from a normal distribution, or 
the n has to be large enough (a standard rule of thumb is at least 30 or so) for the cen-
tral limit theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the 
appendix. The z*-value for a two-tailed confidence interval with a confidence level of 
95% is 1.96.

Next, substitute the values into the formula:

MOE=1.96

⎛⎜⎜⎝
2.15√
200

⎞⎟⎟⎠
≈0.2980

The confidence interval is 12.25 ± 0.30 (rounded to the nearest hundredth), or 11.95 to 
12.55 minutes.

 505.  The 90% confidence interval for the average of all such distances to the university from a 
student’s hometown is between 121.2 and 128.8 miles.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample 
size, and z* represents the appropriate z*-value from the standard normal distribu-
tion for your desired confidence level. The data has to come from a normal distribu-
tion, or n has to be large enough (a standard rule of thumb is at least 30 or so), for 
the central limit theorem to apply. You can find z*-values from Table A-1 or Table A-4 
in the appendix. The z*-value for a two-tailed confidence interval with a confidence 
level of 90% is 1.645.

Next, substitute the values into the formula:

MOE=1.645

⎛⎜⎜⎝
40√
300

⎞⎟⎟⎠
≈3.7990

The confidence interval is 125 ± 3.8 (rounded to the nearest tenth), or 121.2 to 
128.8 miles.
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 506.  The 95% confidence interval for the average number of errors among data specialists is 
between 2.53 and 2.87 errors in 10,000 entries.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample size, 
and z* represents the appropriate z*-value from the standard normal distribution for 
your desired confidence level. The data has to come from a normal distribution, or n has 
to be large enough (a standard rule of thumb is at least 30 or so), for the central limit 
theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the appendix. 
The z*-value for a two-tailed confidence interval with a confidence level of 95% is 1.96.

Next, substitute the values into the formula:

MOE=1.96

⎛⎜⎜⎝
0.75√
75

⎞⎟⎟⎠
≈0.1697

The confidence interval is 2.7 ± 0.17 (rounded to the nearest hundredth), or 2.53 to 
2.87 errors.

 507.  The 99% confidence level for the average length of all major league 38-inch bats is between 
38.009 and 38.011 inches.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample size, 
and z* represents the appropriate z*-value from the standard normal distribution for 
your desired confidence level. The data has to come from a normal distribution, or n has 
to be large enough (a standard rule of thumb is at least 30 or so), for the central limit 
theorem to apply. You can find z*-values from Table A-1 or Table A-4 in the appendix. 
The z*-value for a two-tailed confidence interval with a confidence level of 99% is 2.58.

Next, substitute the values into the formula:

The confidence interval is 38.01 ± 0.001 (rounded to the nearest thousandth), or 38.009 
to 38.011 inches.
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 508.  The 99% confidence interval for the average length of all special valve engine parts is between 
3.2536 and 3.2564 centimeters.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample 
size, and z* represents the appropriate z*-value from the standard normal distribu-
tion for your desired confidence level. The data has to come from a normal distribu-
tion, or n has to be large enough (a standard rule of thumb is at least 30 or so), for 
the central limit theorem to apply. You can find z*-values from Table A-1 or Table A-4 
in the appendix. The z*-value for a two-tailed confidence interval with a confidence 
level of 99% is 2.58.

Next, substitute the values into the formula:

The confidence interval is 3.2550 ± 0.0014 (rounded to the nearest ten-thousandth), or 
3.2536 to 3.2564 centimeters.

 509.  The 95% confidence interval for the average cost of medium-quality hardwood during the 
12-month period had an average cost of between $0.743 and $0.817 per board foot.

Use the formula for finding the confidence interval for a population when the standard 
deviation is known:

x̄±MOE= x̄±z∗

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, � is the population standard deviation, n is the sample 
size, and z* represents the appropriate z*-value from the standard normal distribu-
tion for your desired confidence level. The data has to come from a normal distribu-
tion, or n has to be large enough (a standard rule of thumb is at least 30 or so), for 
the central limit theorem to apply. You can find z*-values from Table A-1 in the 
appendix or Table A-4. The z*-value for a two-tailed confidence interval with a confi-
dence level of 95% is 1.96.

Next, substitute the values into the formula:

MOE=1.96

⎛⎜⎜⎝
0.12√
40

⎞⎟⎟⎠
≈0.0371

The confidence interval is 0.78 ± 0.037 (rounded to the nearest thousandth), or 
$0.743 to $0.817.
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 510.  The 95% confidence interval for the average first-year college student score for the math test 
is between 81.9% and 86.1%.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown and n is small (less than 30):

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝
s√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 95% with degrees of 
freedom for a sample size of 25 (n – 1 = 25 – 1 = 24). Find 95% in the CI row at the 
bottom of the table, and move up the column to intersect with the df/p row labeled 24: 
t* = 2.06390.

Next, substitute the values into the formula:

MOE=2.06390

⎛⎜⎜⎝
5√
25

⎞⎟⎟⎠
=2.0639

The confidence interval is 84 ± 2.1 (rounded to nearest tenth), or 81.9 and 86.1.

 511. The 90% confidence interval for the average household size is between 3.13 and 3.67 people.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown and n is small (less than 30):

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝
s√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 90% with degrees of 
freedom for a sample size of 25 (n – 1 = 25 – 1 = 24). Find 90% in the CI row at the 
bottom of the table, and move up the column to intersect with the df/p row labeled 24: 
t* = 1.710882

Next, substitute the values into the formula:

MOE=1.710882

⎛⎜⎜⎝
0.8√
25

⎞⎟⎟⎠
≈0.2737

The confidence interval is 3.4 ± 0.27 (rounded to the nearest hundredth), or 3.13 to 
3.67 people.
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 512. The 95% confidence interval for teenagers’ average number of social network friends is  
  66 to 104.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown.

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝
s√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 95% with degrees of 
freedom for a sample size of 30 (n – 1 = 30 – 1 = 29). Find 95% in the CI row at the 
bottom of the table, and move up the column to intersect with the df/p row labeled 29: 
t* = 2.04523.

Next, substitute the values into the formula:

MOE=2.04523

⎛⎜⎜⎝
50√
30

⎞⎟⎟⎠
≈18.6703

The confidence interval is 85 ± 19 (rounded to the nearest whole number), or 66 to 104 
friends.

 513.  The 95% confidence interval for the average length of the longest trip first-year college stu-
dents took last year was between 273 and 527 miles.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown and n is small (less than 30):

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝
s√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 95% with a degree of 
freedom for a sample size of 24 (n – 1 = 24 – 1 = 23). Find 95% in the CI row at the 
bottom of the table, and move up the column to intersect with the df/p row labeled 23: 
t* = 2.06866.

Next, substitute the values into the formula:

MOE=2.06866

⎛⎜⎜⎝
300√
24

⎞⎟⎟⎠
≈126.6790

The confidence interval is 400 ± 127 (rounded to the nearest whole number), or 273 to 
527 miles.
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 514.  The 95% confidence interval for the average amount of purchases by mall shoppers that day is 
between $54.75 and $102.25.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown and n is small (less than 30):

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝
s√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 95% with degrees of 
freedom for a sample size of 20 (n – 1 = 20 – 1 = 19). Find 95% in the CI row at the 
bottom of the table, and move up the column to intersect with the df/p row labeled 19: 
t* = 2.09302.

Next, substitute the values into the formula:

MOE=2.09302

⎛⎜⎜⎝
50.75√

20

⎞⎟⎟⎠
=23.7517

The confidence interval is 78.50 ± 23.75 (rounded to the nearest hundredth), or $54.75 
to $102.25.

 515.  The 90% confidence interval for the average amount of time visitors spent in the museum that 
day is between 2.6 and 3.4 hours.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown and n is small (less than 30):

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝
s√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 90% with degrees of 
freedom for a sample size of 20 (n – 1 = 20 – 1 = 19). Find 90% in the CI row at the 
bottom of the table, and move up the column to intersect with the df/p row labeled 19: 
t* = 1.729133.

Next, substitute the values into the formula:

MOE=1.729133

⎛⎜⎜⎝
1√
20

⎞⎟⎟⎠
≈0.3866

The confidence interval is 3 ± 0.4 (rounded to the nearest tenth), or 2.6 to 3.4 hours 
(or between 2 hours 36 minutes and 3 hours and 24 minutes).
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 516.  The 90% confidence interval for the average weight of all 1-pound loaves of bread is between 
17.65 and 18.35 ounces.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown and n is small (less than 30):

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝
s√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 90% with degrees of 
freedom for a sample size of 50 (n – 1 = 50 – 1 = 49). Find 90% in the CI row at the 
bottom of the table, and move up the column to the z-value (because when df > 30, the 
t- and z-values are almost the same), or 1.644854. For ease of calculation, you can use 
1.645 (which is also the t-table value rounded to three decimal places).

Next, substitute the values into the formula:

MOE=1.644854

⎛⎜⎜⎝
1.5√
50

⎞⎟⎟⎠
≈0.3489

The confidence interval is 18 ± 0.35 (rounded to the nearest hundredth), or 17.65 to 
18.35 ounces.

 517.  The 80% confidence limit for the average number of visits by a person to the store each month 
is between 1.93 and 3.67 visits.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown and n is small (less than 30):

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝
s√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 80% with degrees of 
freedom for a sample size of 10 (n – 1 = 10 – 1 = 9). Find 80% in the CI row at the 
bottom of the table, and move up the column to intersect with the df/p row labeled 9: 
t* = 1.383029.

Next, substitute the values into the formula:

MOE=1.383029

⎛⎜⎜⎝
2√
10

⎞⎟⎟⎠
≈0.8747

The confidence interval is 2.8 ± 0.87 (rounded to the nearest hundredth), or 1.93 to 
3.67 visits.
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 518.  The 90% confidence interval for the average number of movies per month watched by first-
year university students is 3.8 to 6.2 movies.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown and n is small (less than 30):

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 90% with degrees of 
freedom for a sample size of 18 (n – 1 = 18 – 1 = 17). Find 90% in the CI row at the 
bottom of the table, and move up the column to intersect with the df/p row labeled 17: 
t* = 1.739607.

Next, substitute the values into the formula:

The confidence interval is 5 ± 1.2 (rounded to the nearest tenth), or 3.8 to 6.2 movies.

 519. The 99% confidence interval for the average spending by a park visitor that day is $28.64 to $35.36.

Use the formula for the confidence interval when the population’s standard deviation 
is unknown and n is small (less than 30):

x̄±MOE= x̄± t∗
n−1

⎛
⎜⎜⎝

𝜎√
n

⎞⎟⎟⎠
where x̄ is the sample mean, t*n – 1 is the critical t*-value from the t-distribution with 
n – 1 degrees of freedom (where n is the sample size) and the confidence level desired, 
and s is the sample standard deviation (if the population’s standard deviation is 
known, substitute it for s).

Use the t-table (Table A-2 in the appendix) to find the t*-value for 99% with degrees of 
freedom for a sample size of 25 (n – 1 = 25 – 1 = 24). Find 99% in the CI row at the 
bottom of the table, and move up the column to intersect with the df/p row labeled 24: 
t* = 2.79694.

Next, substitute the values into the formula:

MOE=2.79694

⎛⎜⎜⎝
6.00√
25

⎞⎟⎟⎠
≈3.3563

The confidence interval is $32.00 ± $3.36 (rounded to the nearest hundredth), or 
$28.64 to $35.36.
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 520. D.  Choices (A) and (B) (117.2; 117.6)

Fractional sample sizes are always rounded up, even if the fractional is less than 0.5, so 
117.2 and 117.6 are both rounded up to 118, while 118.1 is rounded up to 119. In other 
words, if you need a fraction of an individual to be included in the sample, no matter 
how small the fraction is, you need the whole individual to meet the conditions for the 
margin of error.

 521. 122, 122, 132, 132

Fractional results in sample size calculations are always rounded up, even if the frac-
tional part is less than 0.5. Therefore, 121.1 and 121.5 both round up to 122, and 131.2 
and 131.6 both round up to 132. In other words, if you need a fraction of an individual 
to be included in the sample, no matter how small the fraction is, you need the whole 
individual to meet the conditions for the margin of error.

 522.  E.  Choices (A), (B), and (C) (A larger sample often means greater costs; it may be difficult to 
recruit a larger sample [for example, if you’re studying people with a rare disease]; at 
some point, increasing the sample size may not significantly improve precision [for 
instance, increasing the sample size from 3,000 to 3,500])

Although it’s important to have an adequate sample size when conducting a study, 
costs and difficulties with recruiting subjects can both limit the size of samples a 
researcher can work with. In addition, increasing the size of a large sample produces 
proportionately less of an increase in precision than increasing the size of a small 
sample so that the relatively small gains in precision may not be worth the added 
effort and cost.

 523. 35 records

The formula to calculate the sample size needed for a confidence interval for a sample 
mean is

n≥

⎛⎜⎜⎝
z∗
�

MOE

⎞⎟⎟⎠

2

where n is the sample size required, z* is the value from Table A-1 for the chosen 
confidence level, � is the population standard deviation, and MOE is the margin of 
error. For this example, z* is 1.96, � is 1.6, and the MOE is 1.5.

n≥

⎛⎜⎜⎝
z∗
�

MOE

⎞⎟⎟⎠

2

≥

⎛⎜⎜⎝

�
1.96

��
4.5

�
1.5

⎞⎟⎟⎠

2

≥34.5744

Samples sizes are always rounded up to the nearest integer, so the sample size must 
be at least 35.
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 524. 50 records

The formula to calculate sample size to estimate a mean, when the standard deviation 
is known, is

n≥

⎛
⎜⎜⎝
z∗
�

MOE

⎞
⎟⎟⎠

2

where n is the sample size required, z* is the value from Table A-1 for the chosen confi-
dence level, � is the population standard deviation, and MOE is the margin of error. For 
this example, z* is 1.96, � is 1.6, and the MOE is 0.5.

n≥

⎛⎜⎜⎝
z∗
�

MOE

⎞⎟⎟⎠

2

≥

⎛⎜⎜⎝
1.96(1.8)

0.5

⎞⎟⎟⎠

2

≥49.787136

She needs a sample of at least 50 to achieve the desired precision.

 525. The sample size must be at least 35 to produce a margin of error of ± 1 inch.

The formula to find the required sample size based on a desired margin of error is

n≥

⎛⎜⎜⎝
z∗
�

MOE

⎞⎟⎟⎠

2

Here, MOE is the margin of error, z* is the z*-value corresponding to your desired con-
fidence level, and � is the population standard deviation. If � is unknown, you can do a 
small pilot study to find the standard deviation of the sample (including making a con-
servative adjustment to the sample standard deviation to be safe).

Substitute the known values into the formula:

n≥

⎛⎜⎜⎝
1.96(3)

1

⎞⎟⎟⎠

2

≈34.57

Always round up the answer to the nearest whole number to be sure the sample size is 
large enough to give the margin of error needed. So n ≥ 35. That means that you need 
at least 35 boys in your sample to get a margin of error of no more than 1 inch for 
average height.

Note that a sample size of 35 will give you the margin of error you want; a higher 
sample size will give you an even lower margin of error.
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 526. The sample size (number of students) must be at least 107 to produce a margin of error of ± $5.

The formula to find the required sample size based on a desired margin of error is

n≥

⎛
⎜⎜⎝
z∗
�

MOE

⎞
⎟⎟⎠

2

Here, MOE is the margin of error, z* is the z*-value corresponding to your desired con-
fidence level, and � is the population standard deviation. If � is unknown, you can do a 
small pilot study to find the standard deviation of the sample (including making a 
conservative adjustment to the sample standard deviation to be safe).

Substitute the known values into the formula:

n≥

⎛⎜⎜⎝
2.58

�
20

�
5

⎞⎟⎟⎠

2

=106.5

Always round up the answer to the nearest whole number to be sure the sample size is 
large enough to give the margin of error needed. So n ≥ 107. That means that you need 
at least 107 students in your sample to get a margin of error of ± $5 when finding the 
mean weekly earnings.

Note that a sample size of 107 will give you the margin of error you want; a higher 
sample size will give you an even lower margin of error.

 527.  The sample size (number of students) must be at least 82 to produce a margin of error no 
more than ± $10.

The formula to find the required sample size based on a desired margin of error is

n≥

⎛⎜⎜⎝
z∗
�

MOE

⎞⎟⎟⎠

2

Here, MOE is the margin of error, z* is the z*-value corresponding to your desired con-
fidence level, and � is the population standard deviation. If � is unknown, you can do a 
small pilot study to find the standard deviation of the sample (including making a 
conservative adjustment to the sample standard deviation to be safe).

Substitute the known values into the formula:

n≥

⎛⎜⎜⎝
1.645

�
55

�
10

⎞⎟⎟⎠

2

≈81.86

Always round up the answer to the nearest whole number to be sure the sample size is 
large enough to give the margin of error needed. So n ≥ 82. That means that you need 
at least 82 students in your sample to have a margin of error of no more than ± $10 for 
the mean weekly earnings.

Note that a sample size of 82 will give you the margin of error you want; a higher 
sample size will give you an even lower margin of error.
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 528.  The sample size (number of students) must be at least 89 to produce a margin of error no 
more than ± 0.25 hours.

The formula to find the required sample size based on a desired margin of error is

n≥

⎛⎜⎜⎝
z∗
�

MOE

⎞
⎟⎟⎠

2

Here, MOE is the margin of error, z* is the z*-value corresponding to your desired con-
fidence level, and � is the population standard deviation. If � is unknown, you can do a 
small pilot study to find the standard deviation of the sample (including making a 
conservative adjustment to the sample standard deviation to be safe).

Substitute the known values into the formula:

n≥

⎛⎜⎜⎝
1.96(1.2)

0.25

⎞⎟⎟⎠

2

≈88.5105

Always round up the answer to the nearest whole number to be sure the sample size is 
large enough to give the margin of error needed. So n ≥ 89. That means that you need 
at least 89 students in your sample to have a margin of error of ± 0.25 hours for the 
average amount of sleep per night.

Note that a sample size of 89 will give you the margin of error you want; a higher 
sample size will give you an even lower margin of error.

 529.  The sample size (number of games) must be at least 32 to produce a margin of error of no 
more than ± 800 people.

The formula to find the required sample size based on a desired margin of error is

n≥

⎛⎜⎜⎝
z∗
�

MOE

⎞⎟⎟⎠

2

Here, MOE is the margin of error, z* is the z*-value corresponding to your desired con-
fidence level, and � is the population standard deviation. If � is unknown, you can do a 
small pilot study to find the standard deviation of the sample (including making a 
conservative adjustment to the sample standard deviation to be safe).

Substitute the known values into the formula:

n≥

⎛⎜⎜⎝
1.96

�
2,300

�
800

⎞⎟⎟⎠

2

≈31.7532

Always round up the answer to the nearest whole number to be sure the sample size is 
large enough to give the margin of error needed. So n ≥ 32. That means that you need 
at least 32 games in your sample to have a margin of error of ± 800 for average game 
attendance.

Note that a sample size of 32 will give you the margin of error you want; a higher 
sample size will give you an even lower margin of error.
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 530.  D.  Choices (B) and (C) (You are using sample data to estimate a parameter; if you drew a 
different sample of the same size, you would expect the results to be slightly different.)

Your goal is to estimate the proportion of all students in the university who are think-
ing of changing their major. However, you’re working with a sample rather than the 
entire university population. Thus, you don’t expect your parameter estimate to be 
exactly the same as the true parameter, and you realize that if you drew another 
sample of the same size, your parameter estimate would probably be slightly different. 
The confidence interval expresses this uncertainty.

 531.  E.  Choices (C) and (D) (an estimate of the proportion of all students at the university who are 
think ing of changing their major; the proportion of students in the sample of 100 who are 
thinking of changing their major)

The value 0.38 represents the proportion of students in the sample who are thinking of 
changing their major. In other words, in your sample of 100, 38 students indicated they 
were thinking about changing their major, so 38/100 = 0.38.

It is also an estimate of the proportion of all students in the university who are thinking 
of changing their major.

 532. Yes, because np̂ and n
(
1− p̂

)
 are both greater than 10.

To use the normal approximation to the binomial to calculate a confidence interval, 
both np̂ and n

(
1− p̂

)
 must be greater than 10, where n is the sample size and p̂ is the 

sample proportion.

In this case, n = 100 and . So plugging in the numbers, you get np̂=
(
100

)
0.38=38 

and n
(
1− p̂

)
=
(
100

)(
1−0.38

)
=62.

Both 38 and 62 are greater than 10, so you can use the normal approximation.

 533. 0.0485

The formula for the standard error of a proportion is

SE=

√
p̂
(
1− p̂

)
n

where n is the sample size and p̂ is the sample proportion.

In this example, n = 100 and . So simply plug in the numbers and solve for the 
standard error:

SE=

√
0.38

(
1−0.38

)
100

=

√
0.2356

100

≈0.0485
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 534. E.  99%

Without doing any calculations, you know that the 99% confidence interval will be 
widest, because it includes the largest set of samples taken from the population. In other 
words, it includes the largest range of plausible guesses for the population parameter.

 535. between 30% and 46%

To determine a confidence interval (CI) for one population proportion, use this formula:

CI= p̂±z∗

√
p̂
(
1− p̂

)
n

Here, p̂ is the sample proportion, n is the sample size, and z* is the appropriate value 
from the standard normal distribution for your desired confidence level (see Table A-4 
in the appendix for various confidence levels).

First, you have to find the sample proportion, p̂ , by dividing the number of “suc-
cesses” (38 in this case) by the sample size (100):

p̂= Number of successes

n

=
38

100
=0.38

Then confirm whether you can use the normal approximation to the binomial. To use the 
normal approximation to the binomial to calculate a confidence interval, both np̂ and 
n
(
1− p̂

)
 must be greater than 10, where n is the sample size and p̂ is the sample proportion.

In this case, n = 100 and p̂=0.38. So plugging in the numbers, you get 
np̂=

(
100

)
0.38=38 and n

(
1− p̂

)
=
(
100

)(
1−0.38

)
=62.

Both 38 and 62 are greater than 10, so you can use the normal approximation to the 
binomial.

Next, substitute the known values into the formula for the confidence interval and solve:

CI=0.38±1.645

�
0.38

�
1−0.38

�
100

=0.38±1.645

�
0.2356

100

=0.38±1.645

√
0.002356

=0.38±1.645
�
0.04854

�
=0.38±0.0798

Add and subtract to/from the sample proportion to find the range:

0.38 – 0.0798 = 0.3002

0.38 + 0.0798 = 0.4598

Then convert to percentages by multiplying by 100%:

0.3040(100%) = 30.02%

0.4598(100%) = 45.98%

Round to the nearest whole percentage point, so the 90% confidence interval for the 
proportion of all students thinking of changing their major is 30% to 46%.
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 536. between 28% and 48%

To determine a confidence interval (CI) for one population proportion, use this 
formula:

CI= p̂±z∗

√
p̂
(
1− p̂

)
n

Here, p̂ is the sample proportion, n is the sample size, and z* is the appropriate value 
from the standard normal distribution for your desired confidence level (see Table A-4 
in the appendix for various confidence levels).

First, you have to find the sample proportion, p̂, by dividing the number of “successes” 
(38 in this case) by the sample size (100):

p̂= Number of successes

n

=
38

100
=0.38

Then confirm whether you can use the normal approximation to the binomial. To use 
the normal approximation to the binomial to calculate a confidence interval, both np̂ 
and n

(
1− p̂

)
 must be greater than 10, where n is the sample size and p̂ is the sample 

proportion.

In this case, n = 100 and p̂=0.38. So plugging in the numbers, you get 
np̂=

(
100

)
0.38=38 and n

(
1− p̂

)
=
(
100

)(
1−0.38

)
=62.

Both 38 and 62 are greater than 10, so you can use the normal approximation to the 
binomial.

Next, substitute the known values into the formula for the confidence interval and 
solve:

CI=0.38±1.96

�
0.38

�
1−0.38

�
100

=0.38±1.96

�
0.38

�
0.62

�
100

=0.38±1.96

�
0.2356

100

=0.38±1.96

√
0.002356

=0.38±1.96
�
0.04854

�
=0.38±0.0951

Add and subtract to/from the sample proportion to find the range:

0.38 + 0.0951 = 0.4751

0.38 – 0.0951 = 0.2849

Then convert to percentages by multiplying by 100%:

0.4751(100%) = 47.51%

0.2849(100%) = 28.49%

Round to the nearest percentage point, so the 95% confidence interval for the 
proportion of all students thinking of changing their major is 28% to 48%.
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 537. 0.75, 0.03

Find the sample proportion, p̂, by dividing the number of “successes” (75 in this case) 
by the sample size (200):

p̂= Number of successes

n

=
150

200
=0.75

The sample proportion represents the proportion of customers in the sample who are 
satisfied with their online purchases.

Then use the following formula to find the standard error (SE):

SE=

√
p̂
(
1− p̂

)
n

where p̂ is the sample proportion and n is the sample size:

SE=

√
0.75

(
1−0.75

)
200

=

√
0.75

(
0.25

)
200

=

√
0.1875

200

≈ 0.03

So the standard error for the sample proportion in this example is 0.03.

 538. 0.06

Use the formula for finding the margin of error (MOE):

MOE=z∗

√
p̂
(
1− p̂

)
n

Here, p̂ is the sample proportion, n is the sample size, and z* is the appropriate value 
from the standard normal distribution for your desired confidence level (see Table A-4 
in the appendix for various confidence levels). For a 95% confidence level, the z*-value 
is 1.96. Note that the margin of error is the z*-value times the standard error.

Now, plug in the known values and solve:

With 95% confidence, the margin of error is ± 0.06 for estimating the proportion of all 
customers who purchased products online in the past 12 months.
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 539. 0.67 to 0.83

To determine a confidence interval (CI) for one population proportion, use this formula:

CI= p̂±z∗

√
p̂
(
1− p̂

)
n

Here, p̂ is the sample proportion, n is the sample size, and z* is the appropriate value 
from the standard normal distribution for your desired confidence level (see Table A-4 
for various confidence levels). For a confidence level of 99%, z* = 2.58.

First, you have to find the sample proportion, p̂ , by dividing the number of “suc-
cesses” (150 in this case) by the sample size (200):

p̂=
Number having the characteristic

n

=
150

200
=0.75

Then confirm whether you can use the normal approximation to the binomial. To use 
the normal approximation to the binomial to calculate a confidence interval, both np̂ 
and n

(
1− p̂

)
 must be greater than 10, where n is the sample size and p̂ is the sample 

proportion.

In this case, n = 200 and p̂=0.75. So plugging in the numbers, you get 
np̂=

(
200

)(
0.75

)
=150 and n

(
1− p̂

)
=
(
200

)(
1−0.75

)
=50.

Both 150 and 50 are greater than 10, so you can use the normal approximation to the 
binomial.

Next, substitute the known values into the formula for the confidence interval and solve:

CI= 0.75±2.58

�
0.75

�
1−0.75

�
200

= 0.75±2.58

�
0.75

�
0.25

�
200

= 0.75±2.58

�
0.1875

200

= 0.75±2.58

√
0.0009375

= 0.75±2.58
�
0.0306

�
≈ 0.75±0.0789

Add and subtract to/from the sample proportion to find the range:

0.75 – 0.0789 = 0.6711

0.75 + 0.0789 = 0.8289

Round to two decimal places, so the 99% confidence interval for the proportion of all 
customers who purchased products online in the past 12 months is 0.67 to 0.83.
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 540. Yes, because np̂ and n
(
1− p̂

)
 are both greater than 10.

To use the normal approximation to the binomial, both np̂ and n
(
1− p̂

)
 must be greater 

than 10.

For this example, n = 80 and p̂ = 0.15. So, plugging in the numbers, you find that 
np̂=80

(
0.15

)
=12 and n

(
1− p̂

)
=80

(
0.85

)
=68.

Both 12 and 68 are greater than 10, so you can use the normal approximation for this data.

 541. 0.0989 to 0.2011

To use the normal approximation to the binomial, both np̂ and n
(
1− p̂

)
 must be greater 

than 10.

For this example, n = 80 and p̂ = 0.15. So, plugging in the numbers, you find that 
np̂=80

(
0.15

)
=12 and n

(
1− p̂

)
=80

(
0.85

)
=68.

Both 12 and 68 are greater than 10, so you can use the normal approximation.

To calculate a confidence interval (CI) for a proportion, use this formula:

CI= p̂±z∗

√
p̂
(
1− p̂

)
n

where 

√
p̂
(
1− p̂

)
n

 is the standard error, and z* is the appropriate value from the stan-

dard normal distribution for your desired confidence level (see Table A-4 in the appen-
dix for various confidence levels). For a confidence level of 80%, z* = 1.28.

Calculate the standard error:

SE=

√
0.15

(
1−0.15

)
80

=

√
0.1275

80

=0.03992

Plug in the known values into the formula for the confidence interval and solve:

To find the limits of the confidence interval, add and subtract 0.0511 from the sample 
proportion:

0.15 – 0.0511 = 0.0989

0.15 + 0.0511 = 0.2011

The 80% confidence interval for the population proportion is 0.0989 to 0.2011.
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 542. 0.0843 to 0.2175

To use the normal approximation to the binomial, both np̂ and n
(
1− p̂

)
 must be greater 

than 10.

For this example, n = 80 and p̂ = 0.15. So, plugging in the numbers, you find that 
np̂=80

(
0.15

)
=12 and n

(
1− p̂

)
=80

(
0.85

)
=68.

Both 12 and 68 are greater than 10, so you can use the normal approximation.

To calculate a confidence interval (CI) for a proportion, use this formula:

CI= p̂±z∗

√
p̂
(
1− p̂

)
n

where 

√
p̂
(
1− p̂

)
n

 is the standard error, and z* is the appropriate value from the 

 standard normal distribution for your desired confidence level (see Table A-4 in the 
appendix for various confidence levels). For a confidence level of 90%, z* = 1.645.

Calculate the standard error:

SE=

√
0.15

(
1−0.15

)
80

=

√
0.1275

80

=0.03992

Plug in the known values into the formula for the confidence interval and solve:

To find the limits of the confidence interval, add and subtract 0.0657 from the sample 
proportion:

0.15 – 0.0657 = 0.0843

0.15 + 0.0657 = 0.2175

The 90% confidence interval for the population proportion is 0.0843 to 0.2175.

 543. 0.0718 to 0.2282

To use the normal approximation to the binomial, both np̂ and n
(
1− p̂

)
 must be greater than 10.

For this example, n = 80 and p̂ = 0.15. So, plugging in the numbers, you find that 
np̂=80

(
0.15

)
=12 and n

(
1− p̂

)
=80

(
0.85

)
=68.

Both 12 and 68 are greater than 10, so you can use the normal approximation.

To calculate a confidence interval (CI) for a proportion, use this formula:

CI= p̂±z∗

√
p̂
(
1− p̂

)
n
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where 

√
p̂
(
1− p̂

)
n

 is the standard error, and z* is the appropriate value from the 

 standard normal distribution for your desired confidence level (see Table A-4 in the 
appendix for various confidence levels). For a confidence level of 95%, z* = 1.96.

Calculate the standard error:

SE=

√
0.15

(
1−0.15

)
80

=

√
0.1275

80

=0.03992

Plug in the known values into the formula for the confidence interval and solve:

CI=0.15±1.96
(
0.03992

)
≈0.15±0.0782

To find the limits of the confidence interval, add and subtract 0.0782 from the sample 
proportion:

0.15 – 0.0782 = 0.0718

0.15 + 0.0782 = 0.2282

The 95% confidence interval for the population proportion is 0.0718 to 0.2282.

 544. 0.0570 to 0.2430

To use the normal approximation to the binomial, both np̂ and n
(
1− p̂

)
 must be greater 

than 10.

For this example, n = 80 and p̂ = 0.15. So, plugging in the numbers, you find that 
np̂=80

(
0.15

)
=12 and n

(
1− p̂

)
=80

(
0.85

)
=68.

Both 12 and 68 are greater than 10, so you can use the normal approximation.

To calculate a confidence interval (CI) for a proportion, use this formula:

CI= p̂±z∗

√
p̂
(
1− p̂

)
n

where 

√
p̂
(
1− p̂

)
n

 is the standard error, and z* is the appropriate value from the 

 standard normal distribution for your desired confidence level (see Table A-4 in the 
appendix for various confidence levels). For a confidence level of 98%, z* = 2.33.

Calculate the standard error:

SE=

√
0.15

(
1−0.15

)
80

=

√
0.1275

80

=0.03992
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Plug in the known values into the formula for the confidence interval and solve:

CI=0.15±2.33
(
0.03992

)
≈0.15±0.0930

To find the limits of the confidence interval, add and subtract 0.0930 from the sample 
proportion:

0.15 – 0.0930 = 0.0570

0.15 + 0.0930 = 0.2430

The 98% confidence interval for the population proportion is 0.0570 to 0.2430.

 545. 0.0470 to 0.2530

To use the normal approximation to the binomial, both np̂ and n
(
1− p̂

)
 must be greater 

than 10.

For this example, n = 80 and p̂ = 0.15. So, plugging in the numbers, you find that 
np̂=80

(
0.15

)
=12 and n

(
1− p̂

)
=80

(
0.85

)
=68.

Both 12 and 68 are greater than 10, so you can use the normal approximation.

To calculate a confidence interval (CI) for a proportion, use this formula:

CI= p̂±z∗

√
p̂
(
1− p̂

)
n

where 

√
p̂
(
1− p̂

)
n

 is the standard error, and z* is the appropriate value from the 

 standard normal distribution for your desired confidence level (see Table A-4 in the 
appendix for various confidence levels). For a confidence level of 99%, z* = 2.58.

Calculate the standard error:

SE=

√
0.15

(
1−0.15

)
80

=

√
0.1275

80

=0.03992

Plug in the known values into the formula for the confidence interval and solve:

CI=0.15±2.58
(
0.03992

)
≈0.15±0.1030

To find the limits of the confidence interval, add and subtract 0.1030 from the sample 
proportion:

0.15 – 0.1030 = 0.0470

0.15 + 0.1030 = 0.2530

The 99% confidence interval for the population proportion is 0.0470 to 0.2530.
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 546. A.  0.15 to 0.35

For the same data, a 98% confidence interval will be wider than a 95% confidence interval.

 547. D.  Choice (A) or (B) (80% or 90%)

For the same data, a 99% confidence interval will be wider than a 95% confidence inter-
val, while an 80% and 90% confidence interval will be narrower. The confidence inter-
val 0.22 to 0.28 is narrower than the 95% confidence interval of 0.20 to 0.30, so it must 
represent a lower level of confidence.

 548. 0.55

If you had only one number to use to estimate the population proportion, you’d use 
the sample proportion. To find the sample proportion, p̂, divide the number of “suc-
cesses” (88 in this case) by the sample size (160):

p̂= Number of successes

n

=
88

160
=0.55

However, note that a confidence interval is actually the best estimate of a population 
proportion because you know that the sample proportion changes with each new 
sample. So using the sample proportion of 0.55, plus or minus a margin of error, gives 
you the best possible estimate.

 549. 0.0393

The formula for the standard error of a sample proportion is

SE=

√
p̂
(
1− p̂

)
n

where n is the sample size, and p̂ is the sample proportion. In this example, n = 160 
and p̂ = 88/160 (number of success divided by sample size) = 0.55.

Now, plug in the known values and solve for the standard error:

SE=

√
0.55

(
1−0.55

)
160

=

√
0.2475

160

≈0.0393

 550. 0.0770

To find the margin of error (MOE), use the formula

MOE=z∗

√
p̂
(
1− p̂

)
n
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where p̂ is the sample proportion, n is the sample size, and z* is the appropriate value 
from the standard normal distribution for your desired confidence level (see Table A-4 
in the appendix for various confidence levels). For a 95% confidence level, the z*-value 
is 1.96. Note that the margin of error is the z*-value times the standard error.

First, you have to find the sample proportion, p̂ , by dividing the number of “suc-
cesses” (in this case, 88) by the sample size (160):

p̂= Number of successes

n

=
88

160
=0.55

Then, plug in the known values to the formula for the margin of error:

With a 95% confidence level, 0.0770 is the margin of error for estimating the proportion 
of all adults in the city who favor the new tax.

 551. 0.1014

To find the margin of error (MOE), use the formula

MOE=z∗

√
p̂
(
1− p̂

)
n

where p̂ is the sample proportion, n is the sample size, and z* is the appropriate value 
from the standard normal distribution for your desired confidence level (see Table A-4 
in the appendix for various confidence levels). For a 99% confidence level, the z*-value 
is 2.58. Note that the margin of error is the z*-value times the standard error.

First, you have to find the sample proportion, p̂ , by dividing the number of “suc-
cesses” (in this case, 88) by the sample size (160):

p̂= Number of successes

n

=
88

160
=0.55
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Then, plug in the known values to the formula for the margin of error:

With a 99% confidence level, 0.1014 is the margin of error for estimating the proportion 
of all adults in the city who favor the new tax.

 552. 0.0503

To find the margin of error (MOE), use the formula

MOE=z∗

√
p̂
(
1− p̂

)
n

where p̂ is the sample proportion, n is the sample size, and z* is the appropriate value 
from the standard normal distribution for your desired confidence level (see Table A-4 
for various confidence levels). For an 80% confidence level, the z*-value is 1.28. Note 
that the margin of error is the z*-value times the standard error.

First, you have to find the sample proportion, p̂, by dividing the number of “successes” 
(in this case, 88) by the sample size (160):

p̂= Number of successes

n

=
88

160
=0.55

Then, plug in the known values to the formula for the margin of error:

With an 80% confidence level, the margin of error for estimating the proportion of all 
adults in the city who favor the new tax is 0.0503.
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 553. 0.30

If you could use only one number to estimate the difference between two population 
proportions, you’d use the difference in the two sample proportions. So calling the 
population of males Population 1 and the population of females Population 2, for this 
specific data set from these samples taken from the populations, you get

Note, however, that a confidence interval is the best estimate for the difference in 
two population proportions because you know the sample proportions change as 
soon as the sample changes, and a confidence interval provides a range of likely 
values rather than just one number for the population parameter. So using 0.30 plus 
or minus a margin of error gives you the best possible estimate.

 554. 0.0660

To calculate the standard error for the estimated difference in two population 
 proportions, use the formula

SE=

√
p̂
1

(
1− p̂

1

)
n
1

+
p̂
2

(
1− p̂

2

)
n
2

where p̂
1
 and n1 are the sample proportion and sample size of the sample from 

Population 1, and p̂
2
 and n2 are the sample proportion and sample size of the 

sample from Population 2.

Treating the sample of males from Population 1 as Sample 1 and the sample of females 
from Population 2 as Sample 2, plug in the numbers and solve:

SE=

�
0.55

�
1−0.55

�
100

+
0.25

�
1−0.25

�
100

=

�
0.55

�
0.45

�
100

+
0.25

�
0.75

�
100

=
√
0.002475+0.001875

=
√
0.00435

≈0.0660

So the standard error for the estimate of the difference in proportions in the male 
and female populations is 0.0660.

 555. between 17% and 43%

To find a confidence interval when estimating the difference of two population 
 proportions, use the formula

CI=
(
p̂
1
− p̂

2

)
±z∗

√
p̂
1

(
1− p̂

1

)
n
1

+
p̂
2

(
1− p̂

2

)
n
2

where p̂
1
 and n1 are the sample proportion and sample size of the sample taken from 

Population 1, p̂
2
 and n2 are the sample proportion and sample size of the sample taken 
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from Population 2, and z* is the appropriate value from the standard normal distribution 
for your desired confidence level (see Table A-4 in the appendix for various confidence 
levels).

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4. 
The z*-value for a confidence level of 95% is 1.96.

 2. To make the calculations somewhat easier, label the group of males as “Sample 1” 
and the group of females as “Sample 2.”

 3. For each proportion, divide the number having the attribute by the sample size:

p̂=
Number having the characteristic

n

Sample 1: 55
100

=0.55

Sample 2: 25
100

=0.25

 4. Substitute the values into the formula for the confidence interval and solve:

CI=
�
0.55−0.25

�
±1.96

�
0.55

�
1−0.55

�
100

+
0.25

�
1−0.25

�
100

=0.30±1.96

�
0.55

�
0.45

�
100

+
0.25

�
0.75

�
100

=0.30±1.96

√
0.002475+0.001875

=0.30±1.96

√
0.00435

=0.30±1.96
�
0.0660

�
, rounded

≈0.30±0.12936

 5.  Subtract and add the margin of error:

0.30 – 0.12936 = 0.17064

0.30 + 0.12936 = 0.42936

 6. Convert to percentages by multiplying by 100%:

0.17064(100%) = 17.064%

0.42936(100%) = 42.936%

Round to the nearest whole percentage point so the 95% confidence interval is 17% to 43%.

This is a 95% confidence interval for the difference in the percentage of all males and 
females favoring Johnson among all likely voters. Because you subtracted the sample pro-
portion of females from the sample proportion of males to get these results, you can con-
clude that the males are the ones with a higher likelihood to vote for candidate Johnson.

 556. between 19% and 41%

To find a confidence interval when estimating the difference of two population propor-
tions, use the formula

CI=
(
p̂
1
− p̂

2

)
±z∗

√
p̂
1

(
1− p̂

1

)
n
1

+
p̂
2

(
1− p̂

2

)
n
2



333

An
sw

er
s 

50
1–

60
0

 Answers

where p̂
1
 and n1 are the sample proportion and sample size of the sample taken from 

Population 1, p̂
2
 and n2 are the sample proportion and sample size of the sample 

taken from Population 2, and z* is the appropriate value from the standard normal 
 distribution for your desired confidence level (see Table A-4 in the appendix for 
 various confidence levels).

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4. 
The z*-value for a confidence level of 90% is 1.645.

 2.  To make the calculations somewhat easier, label the sample of males taken from 
Population 1as “Sample 1” and the sample of females taken from Population 2 as 
“Sample 2.”

 3. For each proportion, divide the number having the attribute by the sample size:

p̂=
Number having the characteristic

n

Sample 1: 55
100

=0.55

Sample 2: 25
100

=0.25

 4. Substitute the values into the formula for the confidence interval and solve:

CI=
�
0.55−0.25

�
±1.645

�
0.55

�
1−0.55

�
100

+
0.25

�
1−0.25

�
100

=0.30±1.645

�
0.55

�
0.45

�
100

+
0.25

�
0.75

�
100

=0.30±1.645

√
0.002475+0.001875

=0.30±1.645

√
0.00435

=0.30±1.645
�
0.0660

�
, rounded

≈0.30±0.10857

 5. Subtract and add the margin of error:

0.30 – 0.10857 = 0.19143

0.30 + 0.10857 = 0.40857

 6. Convert to percentages by multiplying by 100%:

0.19143(100%) = 19.143%

0.40857(100%) = 40.857%

Round to the nearest whole percentage point so the 90% confidence interval is 19% 
to 41%.

This is a 90% confidence interval for the difference in the percentage of all males 
and females favoring Johnson among all likely voters. Because you subtracted the 
sample proportion of females from the sample proportion of males to get these 
results, you can conclude that the males are the ones with a higher likelihood to 
vote for candidate Johnson.
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 557. between 13% and 47%

To find a confidence interval when estimating the difference of two population propor-
tions, use the formula

CI=
(
p̂
1
− p̂

2

)
±z∗

√
p̂
1

(
1− p̂

1

)
n
1

+
p̂
2

(
1− p̂

2

)
n
2

where p̂
1
 and n1 are the sample proportion and sample size of the sample taken 

from Population 1, p̂
2
 and n2 are the sample proportion and sample size of the sample 

taken from Population 2, and z* is the appropriate value from the standard normal 
distribution for your desired confidence level (see Table A-4 in the appendix for 
 various confidence levels).

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4. 
The z*-value for a confidence level of 99% is 2.58.

 2.  To make the calculations somewhat easier, label the sample of males taken from 
Population 1as “Sample 1” and the sample of females taken from Population 2 as 
“Sample 2.”

 3. For each proportion, divide the number having the attribute by the sample size:

p̂=
Number having the characteristic

n

Sample 1: 55
100

=0.55

Sample 2: 25
100

=0.25

 4. Substitute the values into the formula and solve:

CI=
�
0.55−0.25

�
±2.58

�
0.55

�
1−0.55

�
100

+
0.25

�
1−0.25

�
100

=0.30±2.58

�
0.55

�
0.45

�
100

+
0.25

�
0.75

�
100

=0.30±2.58

√
0.002475+0.001875

=0.30±2.58

√
0.00435

=0.30±2.58
�
0.0660

�
, rounded

≈0.30±0.17028

 5. Subtract and add the margin of error:

0.30 – 0.17028 = 0.12972

0.30 + 0.17028 = 0.47028

 6. Convert to percentages by multiplying by 100%:

0.12972(100%) = 12.972%

0. 47028(100%) = 47.028%

Round to the nearest whole percentage point so the 99% confidence interval is 13% 
to 47%.
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This is a 99% confidence interval for the difference in the percentage of all males 
and females favoring Johnson among all likely voters. Because you subtracted the 
sample proportion of females from the sample proportion of males to get these 
results, you can conclude that the males are the ones with a higher likelihood to 
vote for candidate Johnson.

 558. 0.3333

If you could choose only one number to estimate the difference in two population 
 proportions, you’d use the difference between two sample proportions (one from 
the large cites and one from the small cities).

For cities with more than 1 million in population, 220 out of 300 adults wanted 
increased funding, so the proportion wanting increased funding is 220/300 ≈ 0.7333.

For cities with fewer than 100,000 in population, 120 of 300 adults wanted increased 
funding, so the proportion wanting increased funding is 120/300 = 0.4.

The difference in the sample proportions is 0.7333 – 0.4 = 0.3333 for this sample of 
data. Because of the order of subtraction (large cities minus small cities), the value 
of 0.3333 means the proportion in favor from large cities is larger than the proportion in 
favor for small cities for these samples.

Note, however, that a confidence interval is the best estimate for the difference in 
 population proportions because you know that the sample proportions change as 
soon as the sample changes, and a confidence interval provides a range of likely 
values rather than just one number for the population parameter. So adding and sub-
tracting a margin of error to the value of 0.3333 gives you the best possible estimate.

 559. 0.2706 to 0.3960

To find a confidence interval for the difference of two population proportions, use the 
formula

CI=
(
p̂
1
− p̂

2

)
±z∗

√
p̂
1

(
1− p̂

1

)
n
1

+
p̂
2

(
1− p̂

2

)
n
2

where p̂
1
 and n1 are the sample proportion and sample size of the sample taken from 

Population 1, p̂
2
 and n2 are the sample proportion and sample size of the sample 

taken from Population 2, and z* is the appropriate value from the standard normal 
distribution for your desired confidence level (see Table A-4 in the appendix for vari-
ous confidence levels).

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4. 
The z*-value for a confidence level of 90% is 1.645.

 2.  To make the calculations somewhat easier, label the sample of adults taken from large 
cities as “Sample 1” and the sample of adults taken from small cities as “Sample 2.”

 3. For each proportion, divide the number having the attribute by the sample size:

p̂=
Number having the characteristic

n

Sample 1: 220
300

≈0.7333

Sample 2: 120
300

=0.4
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 4. Substitute the values into the formula and solve:

CI=
�
p̂
1
− p̂

2

�
±z∗

�
p̂
1

�
1− p̂

1

�
n
1

+
p̂
2

�
1− p̂

2

�
n
2

=
�
0.7333−0.4

�
±1.645

�
0.7333

�
1−0.7333

�
300

+
0.4

�
1−0.4

�
300

=0.3333±1.645

�
0.19557

300
+
0.24

300

=0.3333±1.645

√
0.0006519+0.0008

=0.3333±1.645
�
0.038104

�
=0.3333±0.06268

This rounds to 0.0627.

 5. Subtract and add the margin of error:

0.3333 – 0.0627 = 0.2706

0.3333 + 0.0627 = 0.3960

This is a 90% confidence interval for the difference in the proportion of all adults who 
are in favor of public transportation, comparing large cities and small cities.

Note that because you took the sample proportion from large cities (as Population 1) 
minus the sample proportion from small cities (as Population 2) and your confidence 
interval contains all positive values, you can conclude that the large cities are the ones 
more in favor of public transportation.

 560. 0.2485 to 0.3821

To find a confidence interval for the difference of two population proportions, use the 
formula

CI=
(
p̂
1
− p̂

2

)
±z∗

√
p̂
1

(
1− p̂

1

)
n
1

+
p̂
2

(
1− p̂

2

)
n
2

where p̂
1
 and n1 are the sample proportion and sample size of the sample taken from 

Population 1, p̂
2
 and n2 are the sample proportion and sample size of the sample taken from 

Population 2, and z* is the appropriate value from the standard normal distribution for 
your desired confidence level (see Table A-4 in the appendix for various confidence levels).

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4. 
The z*-value for a confidence level of 80% is 1.28.

 2. To make the calculations somewhat easier, label the sample of adults taken from large 
cities as “Sample 1” and the sample of adults taken from small cities as “Sample 2.”

 3. For each proportion, divide the number having the attribute by the sample size:

p̂=
Number having the characteristic

n

Sample 1: 220
300

≈0.7333

Sample 2: 120
300

=0.4
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 4. Substitute the known values into the formula for the confidence interval and solve. 

(Remember: The standard error, 

√
p̂
1

(
1− p̂

1

)
n
1

+
p̂
2

(
1− p̂

2

)
n
2

, is 0.0381.)

CI=
(
0.7333−0.4

)
±1.28

(
0.0381

)
≈0.3333±0.0488

 5. Subtract and add the margin of error:

0.3333 – 0.0488 = 0.2845

0.3333 + 0.0488 = 0.3821

This is an 80% confidence interval for the difference in the proportion of all adults who 
are in favor of public transportation, comparing large cities and small cities.

Note that because you took the sample proportion from large cities (as Population 1) 
minus the sample proportion from small cities (as Population 2) and your confidence 
interval contains all positive values, you can conclude that the large cities are the ones 
more in favor of public transportation.

 561. 3.35 to 4.65 inches

To find the confidence interval for the difference of two population means, where the 
population standard deviations are known, use the following formula:

CI=
(
x̄
1
− x̄

2

)
±z∗

√
𝜎
2

1

n
1

+
𝜎
2

2

n
2

Here, x̄
1
 and n1 are the mean and the size of the sample taken from Population 1, whose 

population standard deviation, �
1
, is given (known); x̄

2
 and n2 are the mean and the size 

of the sample taken from Population 2, whose population standard deviation, �
2
, is 

given (known).

Follow these steps to solve:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4 
in the appendix for various confidence levels. The z*-value for a 95% confidence 
level is 1.96.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

CI=
�
71−67

�
±1.96

�
22

70
+
1.82

60

=4±1.96

�
4

70
+
3.24

60

=4±1.96

√
0.05714+0.054

=4±1.96

√
0.11114

=4±1.96
�
0.3334

�
=4±0.653464

 3. Find the lower end of the confidence interval by subtracting the margin of error 
from the difference of the means:

4 – 0.653464 = 3.346536
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 4. Find the upper end of the confidence interval by adding the margin of error to the 
difference of the means:

4 + 0.653464 = 4.653464

 5. Round to the nearest hundredth, so the 95% confidence interval is 3.35 to 
4.65 inches.

This is a 95% confidence interval for the difference in heights of all boys and girls in 
these populations.

Note that because you took the sample mean of the sample of boys taken from 
Population 1 minus the sample mean of the sample of girls taken from Population 2, 
and the confidence interval contains all positive values, you can conclude that the 
boys are the ones with the higher average height.

 562. 3.57 to 4.43 inches

To find the confidence interval for the difference of two population means, where the 
population standard deviations are known, use the following formula:

CI=
(
x̄
1
− x̄

2

)
±z∗

√
𝜎
2

1

n
1

+
𝜎
2

2

n
2

Here, x̄
1
 and n1 are the mean and the size of the sample taken from Population 1, whose 

populations standard deviation, �
1
, is given (known); x̄

2
 and n2 are the mean and the 

size of the sample taken from Population 2, whose population standard deviation, �
2
, 

is given (known).

Follow these steps to solve:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4 
in the appendix for various confidence levels. The z*-value for an 80% confidence 
level is 1.28.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

CI=
�
71−67

�
±1.28

�
22

70
+
1.82

60

=4±1.28

�
4

70
+
3.24

60

=4±1.28

√
0.05714+0.054

=4±1.28

√
0.11114

=4±1.28
�
0.3334

�
=4±0.426752

 3. Find the lower end of the confidence interval by subtracting the margin of error 
from the difference of the means:

4 – 0.426752 = 3.573248

 4. Find the upper end of the confidence interval by adding the margin of error to the 
difference of the means:

4 + 0.426752 = 4.426752

 5. Round to the nearest hundredth, so the 80% confidence interval is 3.57 to 4.43 inches.
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This is a 80% confidence interval for the difference in heights of all boys and girls 
in these populations.

Note that because you took the sample mean of the sample of boys taken from 
Population 1 minus the sample mean of the sample of girls taken from Population 2, 
and the confidence interval contains all positive values, you can conclude that the 
boys are the ones with the higher average height.

 563. 3.14 to 4.86 inches

To find the confidence interval for the difference of two population means, where the 
population standard deviations are known, use the following formula:

CI=
(
x̄
1
− x̄

2

)
±z∗

√
𝜎
2

1

n
1

+
𝜎
2

2

n
2

Here, x̄
1
 and n1 are the mean and the size of the sample taken from Population 1, 

whose population standard deviation, �
1
, is given (known); x̄

2
 and n2 are the mean 

and the size of the sample taken from Population 2, whose population standard 
 deviation, �

2
, is given (known).

Follow these steps to solve:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4 
in the appendix for various confidence levels. The z*-value for a 99% confidence 
level is 2.58.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

CI=
�
71−67

�
±2.58

�
22

70
+
1.82

60

=4±2.58

�
4

70
+
3.24

60

=4±2.58

√
0.05714+0.054

=4±2.58

√
0.11114

=4±2.58
�
0.3334

�
=4±0.860172

 3. Find the lower end of the confidence interval by subtracting the margin of error 
from the difference of the means:

4 – 0.860172 = 3.139828

 4. Find the upper end of the confidence interval by adding the margin of error to the 
difference of the means:

4 + 0.860172 = 4.860172

 5. Round to the nearest hundredth, so the 99% confidence interval is 3.14 to 
4.86 inches.

This is a 99% confidence interval for the difference in heights of all boys and girls in 
these populations.
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Note that because you took the sample mean of the sample of boys taken from 
Population 1 minus the sample mean of the sample of girls taken from Population 2, 
and the confidence  interval contains all positive values, you can conclude that the 
boys are the ones with the higher average height.

 564. 3.22 to 4.78 inches

To find the confidence interval for the difference of two population means, where the 
population standard deviations are known, use the following formula:

CI=
(
x̄
1
− x̄

2

)
±z∗

√
𝜎
2

1

n
1

+
𝜎
2

2

n
2

Here, x̄
1
 and n1 are the mean and the size of the sample taken from Population 1, whose 

population standard deviation, �
1
, is given (known); x̄

2
 and n2 are the mean and the size 

of the sample taken from Population 2, whose population standard deviation, �
2
, is 

given (known).

Follow these steps to solve:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4 
in the appendix for various confidence levels. The z*-value for a 98% confidence 
level is 2.33.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

CI=
�
71−67

�
±2.33

�
22

70
+
1.82

60

=4±2.33

�
4

70
+
3.24

60

=4±2.33

√
0.05714+0.054

=4±2.33

√
0.11114

=4±2.33
�
0.3334

�
=4±0.776822

 3. Find the lower end of the confidence interval by subtracting the margin of error 
from the difference of the means:

4 – 0.776822 = 3.223178

 4. Find the upper end of the confidence interval by adding the margin of error to the 
difference of the means:

4 + 0.776822 = 4.776822

 5. Round to the nearest hundredth, so the 98% confidence interval is 3.22 to 4.78 
inches.

This is a 98% confidence interval for the difference in heights of all boys and girls in 
these populations.
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Note that because you took the sample mean of the sample of boys taken from 
Population 1 minus the sample mean of the sample of girls taken from Population 2, 
and the confidence interval contains all positive values, you can conclude that the 
boys are the ones with the higher average height.

 565.  If you switch the order of the populations (treating the population of girls as Population 1 
and  population of boys as Population 2), the mean difference would be negative, but the 
margin of error would be the same.

This result is clear from the formula for a confidence interval for the difference in two 
means:

CI=
(
x̄
1
− x̄

2

)
±z∗

√
𝜎
2

1

n
1

+
𝜎
2

2

n
2

You use the means only to calculate the estimated difference in means, not the margin 
of error. So switching girls and boys switches the order in which the means are sub-
tracted, changing the difference from positive (boys – girls) to negative (girls – boys). 
A negative difference means the results from Group 1 are smaller than the results from 
Group 2. (For example, if you take 67 – 71 you get a negative number, meaning 2 is 
smaller than 4.)

However, switching Populations 1 and 2 doesn’t change the margin of error, mainly 
because the values are squared and summed in this formula rather than subtracted. 
So in the end, when you switch the population names, the difference in means 
changes sign, but the margin of error stays the same. The confidence intervals don’t 
change in their width, but their possible values have different signs. Bottom line: It’s 
important to know which population is designated Population 1 and which population 
is designated Population 2.

 566. 1.2

The margin of error (MOE) is the quantity added or subtracted from the sample mean 
when calculating a confidence interval. For a confidence interval of the difference in 
two population means, when the population standard deviations are known, the for-
mula for the MOE is

MOE=z∗

√
�
2

1

n
1

+
�
2

2

n
2

where n1 is the sample size of the sample taken from Population 1, whose population 
standard deviation is �

1
, and n2 is the sample size of the sample taken from Population 2, 

whose population standard deviation is �
2
.

To solve, follow these steps:

 1.  Use the confidence level to find the appropriate z*-value by referring to Table A-4 
in the appendix for various confidence levels. The z*-value for a 90% confidence 
level is 1.645.



342

An
sw

er
s 

50
1–

60
0

Part II: The Answers 

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

Rounded to one decimal place, the margin of error is 1.2 hours.

This is the margin of error for the estimated difference in average time spent on 
homework for college physics majors versus college English majors for a 90% 
 confidence level. 

 567. 0.9

The margin of error (MOE) is the quantity added or subtracted from the sample mean 
when calculating a confidence interval. For a confidence interval of the difference in 
two population means, when the population standard deviations are known, the 
 formula for the MOE is

MOE=z∗

√
�
2

1

n
1

+
�
2

2

n
2

where n1 is the sample size of the sample taken from Population 1, whose population 
standard deviation is �

1
, and n2 is the sample size of the sample taken from Population 2, 

whose population standard deviation is �
2
.

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to 
Table A-4 in the appendix for various confidence levels. The z*-value for 
an 80% confidence level is 1.28.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

Rounded to one decimal place, the margin of error is 0.9 hours.

This is the margin of error for the estimated difference in average time spent on homework 
for college physics majors versus college English majors with an 80% confidence level.
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 568. 5.6 to 8.4 hours

To find the confidence interval for the difference of two population means, where 
the population standard deviations are known, use the following formula:

CI=
(
x̄
1
− x̄

2

)
±z∗

√
𝜎
2

1

n
1

+
𝜎
2

2

n
2

Here, x̄
1
 and n1 are the mean and the size of the sample taken from Population 1, 

whose population standard deviation, �
1
, is given (known); x̄

2
 and n2 are the mean 

and size of the sample taken from Population 2, whose population standard devia-
tion, �

2
, is given (known).

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4 
in the appendix for various confidence levels. The z*-value for a 95% confidence 
level is 1.96.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

 3. Find the lower end of the confidence interval by subtracting the margin of error 
from the difference of the two sample means:

7 – 1.42884 = 5.57116

 4. Find the upper end of the confidence interval by adding the margin of error to the 
difference of the two means:

7 + 1.42884 = 8.42884

 5. Round to the nearest tenth to get 5.6 to 8.4 hours.

So a 95% confidence interval for the difference in average study time is 5.6 to 8.4 hours. 
Because you treated the population of physics majors as Population 1, and all the 
values in the confidence interval are positive, you can conclude that the physics 
majors are the ones with the higher average homework time.

 569. 5.1 to 8.9 hours

To find the confidence interval for the difference of two population means, where 
the population standard deviations are known, use the following formula:

CI=
(
x̄
1
− x̄

2

)
±z∗

√
𝜎
2

1

n
1

+
𝜎
2

2

n
2
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Here, x̄
1
 and n1 are the mean and the size of the sample taken from Population 1, whose 

population standard deviation, �
1
, is given (known); x̄

2
 and n2 are the mean and size of 

the sample taken from Population 2, whose population standard deviation, �
2
, is given 

(known).

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4 
for various confidence levels. The z*-value for a 99% confidence level is 2.58.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

 3. Find the lower end of the confidence interval by subtracting the MOE from the 
difference in sample means:

7 – 1.88082 = 5.11918

 4. Find the upper end of the confidence interval by adding the margin of error to the 
difference in sample means:

7 + 1.88082 = 8.88082

 5. Round to the nearest tenth to get 5.1 to 8.9 hours.

So a 99% confidence interval for the difference in average homework time is 5.1 to 
8.9 hours. Because you treated the population of physics majors as Population 1, and 
all the values in the confidence interval are positive, you can conclude that the physics 
majors are the ones with the higher average homework time.

 570.  D.  Choices (A) and (B) (You would use t* from a t-distribution rather than z* from the standard 
normal  distribution; you would use the sample standard deviations rather than the population 
standard deviations.)

If you’re estimating the difference in two population means and don’t know the popula-
tion standard deviations, you use t* rather than z* and the sample standard deviations 
when calculating a confidence interval.

 571. You would use a t*-value rather than a z*-value.

If you’re estimating the difference in two population means and one or both of your 
sample sizes are less than 30, you use a t*-value from a t-distribution rather than a 
z*-value from a standard normal distribution when calculating a confidence interval.
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 572. 0.6

The margin of error (MOE) is the quantity added or subtracted from the sample 
mean when calculating a confidence interval. For a confidence interval of the differ-
ence in two population means, when the population standard deviations are known, 
the formula for the MOE is

MOE=z∗

√
�
2

1

n
1

+
�
2

2

n
2

where n1 is the size of the sample taken from Population 1, whose population 
 standard deviation is �

1
, and n2 is the size of the sample taken from Population 2, 

whose population standard deviation is �
2
.

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4 
in the appendix for various confidence levels. The z*-value for an 80% confidence 
level is 1.28.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

Rounded to one decimal place, the margin of error is 0.6 years.

For an 80% confidence level, the margin of error for the estimate of the difference in 
average age at first marriage for men and women is ± 0.6 years.

 573. 0.8

The margin of error (MOE) is the quantity added or subtracted from the sample 
mean when calculating a confidence interval. For a confidence interval of the 
 difference in two population means, when the population standard deviations are 
known, the formula for the MOE is

MOE=z∗

√
�
2

1

n
1

+
�
2

2

n
2

where n1 is the size of the sample taken from Population 1, whose population stan-
dard deviation is �

1
, n2 is the size of the sample taken from Population 2, whose 

 population standard deviation is �
2
, and z* is found by using Table A-4.
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To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4 
for various confidence levels. The z*-value for a 90% confidence level is 1.645.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:

Round to one decimal place to get 0.8 years.

So the margin of error (MOE) for the difference in average ages between men and 
women at the time of their first marriage at a confidence level of 90% is ± 0.8 years.

 574. 2.0 to 4.0 years

To find the confidence interval for the difference of two population means, where the 
population standard deviations are known, use the following formula:

CI=
(
x̄
1
− x̄

2

)
±z∗

√
𝜎
2

1

n
1

+
𝜎
2

2

n
2

Here, x̄
1
 and n1 are the mean and the size of the sample taken from Population 1, whose 

population standard deviation, �
1
, is given (known); x̄

2
 and n2 are the mean and size of 

the sample taken from Population 2, whose population standard deviation, �
2
, is given 

(known).

To solve, follow these steps:

 1. Use the confidence level to find the appropriate z*-value by referring to Table A-4 
in the appendix for various confidence levels. The z*-value for a 95% confidence 
level is 1.96.

 2. Substitute the known values into the equation and solve, making sure to follow 
the order of operations:
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 3. Find the lower end of the confidence interval by subtracting the margin of error 
from the difference of the two means:

3 – 0.9853 = 2.0147

 4. Find the upper end of the confidence interval by adding the margin of error to the 
difference of the two means:

3 + 0.9853 = 3.9853

 5. Round to the nearest tenth to get 2.0 to 4.0 years.

For a 95% confidence level, the confidence interval for the difference in average age 
at first marriage between men and women is 2.0 to 4.0 years. Because you treated 
men as Population 1, and all the values in the confidence interval are positive, you 
can conclude that the males are the ones with the higher average age at first 
marriage.

 575. 38

Because both sample sizes are less than 30, you’ll use a t*-value rather than a z*-value 
to calculate the confidence interval. The formula to calculate the degrees of freedom 
(df) for a difference in means is

df = n1 + n2 – 2

where n1 is the first sample size and n2 is the second sample size. In this example, n1 
(12th graders) is 20 and n2 is also 20, so you get 20 + 20 – 2 = 38.

 576. 12

Because both sample sizes are less than 30, you’ll use a t*-value to calculate the margin 
of error. The formula for the margin of error (MOE) is

MOE= t ∗n
1
+n

2
−2

⎛⎜⎜⎝

� �
n
1
−1

�
s2
1
+
�
n
2
−1

�
s2
2

n
1
+n

2
−2

⎞⎟⎟⎠

⎛⎜⎜⎝

�
1

n
1

+
1

n
2

⎞⎟⎟⎠
Here, t* is the critical value from the t-table (Table A-2 in the appendix) with n1 + n2 – 2 
degrees of freedom, n1 and n2 are the two sample sizes respectively, and s1 and s2 are 
the two sample standard deviations.

First, calculate the degrees of freedom, using the formula df = n1 + n2 – 2 = 20 + 
20 – 2 = 38.

This value is larger than any df value in Table A-2, so use the z row. For confidence 
intervals, use the CI row at the bottom of the table. So for a 99% level of confidence, 
the t*-value (as estimated by a z-value) is 2.57583. Because you’re rounding to 
whole numbers, two decimal places are sufficient for your calculations, so this 
rounds to 2.58.
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Now, plug the values into the formula and solve:

Rounded to the nearest whole number of pounds, the margin of error is 12 for a 99% 
confidence level.

 577. 6

Because both sample sizes are less than 30, you’ll use a t*-value to calculate the margin 
of error. The formula for the margin of error (MOE) is

MOE= t∗
n
1
+n

2
−2

⎛⎜⎜⎝

� �
n
1
−1

�
s2
1
+
�
n
2
−1

�
s2
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n
1
+n

2
−2

⎞⎟⎟⎠

⎛⎜⎜⎝

�
1

n
1

+
1

n
2

⎞⎟⎟⎠
Here, t* is the critical value from the t-table (Table A-2 in the appendix) with n1 + n2 – 2 
degrees of freedom, n1 and n2 are the two sample sizes respectively, and s1 and s2 are 
the two sample standard deviations.

First, calculate the degrees of freedom, using the formula df = n1 + n2 – 2 = 20 + 20 – 2 = 38.

This value is larger than any df value in Table A-2, so use the z row. For confidence 
intervals, use the CI row at the bottom of the table. For an 80% level of confidence, the 
t*-value (as estimated by a z-value) is 1.281552. Because you’re rounding to whole num-
bers, two decimal places are sufficient for your calculations, so this rounds to 1.28.
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Now, plug the values into the formula and solve:

Rounded to the nearest whole number of pounds, the margin of error is 6 for an 80% 
confidence level.

 578. 8

Because both sample sizes are less than 30, you’ll use a t*-value to calculate the margin 
of error. The formula for the margin of error (MOE) is

MOE= t∗
n
1
+n

2
−2
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n
2

⎞⎟⎟⎠
Here, t* is the critical value from the t-table (Table A-2 in the appendix) with n1 + n2 – 2 
degrees of freedom, n1 and n2 are the two sample sizes respectively, and s1 and s2 are 
the two sample standard deviations.

First, calculate the degrees of freedom, using the formula df = n1 + n2 – 2 = 20 + 
20 – 2 = 38.

This value is larger than any df value in Table A-2, so use the z row. For confidence 
intervals, use the CI row at the bottom of the table. For a 90% level of confidence, 
the t*-value (as estimated by a z-value) is 1.644854. This rounds to 1.645.
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Now, plug the values into the formula and solve:

Rounded to the nearest whole number of pounds, the margin of error is 8 for a 90% 
confidence level.

 579. 21 to 39 pounds

Use the formula for creating a confidence interval for the difference of two population 
means when the population standard deviation isn’t known and/or the sample sizes 
are small (less than 30) and you can’t be sure whether your data came from a normal 
distribution.

CI=
�
x̄
1
− x̄

2

�
± t∗

n
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2
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Here, t* is the critical value from the t-table (Table A-2 in the appendix) with n1 + n2 – 2 
degrees of freedom, n1 and n2 are the two sample sizes respectively, x̄

1
 and x̄

2
 are the 

two sample means, and s1 and s2 are the two sample standard deviations.

Follow these steps to solve:

 1. Determine the t*-value in the t-table by finding the number in the df row that inter-
sects with the given confidence level (or CI).

In this question, you have a 95% confidence level and df = n1 + n2 – 2 = 20 + 20 – 2 = 
38. Because the degrees of freedom is more than 30, use the number in row z, so t* ≈ 
1.95996. Two decimal places are sufficient because you’re rounding to whole num-
bers, so use 1.96.
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 2. Substitute all the values into the formula and solve:

 3. Subtract and add the margin of error:

30 – 9.4803 = 20.5197

30 + 9.4803 = 39.4803

 4. Round to the nearest whole number to get 21 to 39 pounds.

So a 95% confidence interval for the true difference in the mean weights of all the 
 12th-grade and 9th-grade boys at this school is 21 to 39 pounds. Because you treated 
the population of 12th graders as Population 1 and all the values in the confidence 
interval are positive, you can conclude that the 12th graders are the ones with the 
higher average weight.

 580. 19 to 41 pounds

Use the formula for creating a confidence interval for the difference of two population 
means when the population standard deviation isn’t known and/or the sample sizes 
are small (less than 30) and you can’t be sure whether your data came from a normal 
distribution.

CI=
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Here, t* is the critical value from the t-table (Table A-2 in the appendix) with n1 + n2 – 2 
degrees of freedom, n1 and n2 are the two sample sizes respectively, x̄

1
 and x̄

2
 are the 

two sample means, and s1 and s2 are the two sample standard deviations.

Follow these steps to solve:

 1. Determine the t*-value in the t-table by finding the number in the df row that inter-
sects with the given confidence level (or CI).

In this question, you have a 98% confidence level and df = n1 + n2 – 2 = 20 + 20 – 2 = 
38. Because the degrees of freedom is more than 30, use the number in row z, so t* ≈ 
2.32635. Two decimal places are sufficient because you’re  rounding to whole num-
bers, so use 2.33.
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 2. Substitute all the values into the formula and solve:

 3. Subtract and add the margin of error:

30 – 11.27 = 18.73

30 + 11.27 = 41.27

 4. Round to the nearest whole number to get a confidence interval of 19 to 41 pounds.

 581. 43

Because both sample sizes are less than 30, you’ll use a t*-value rather than a z*-value 
to calculate the confidence interval. The formula to calculate the degrees of freedom 
(df) for a difference in means is

df = n1 + n2 – 2

where n1 is the size of the sample taken from Population 1, and n2 is the size of the 
sample taken from Population 2. In this example, n1 (men) is 20 and n2 (women) is 25, so 
you get 20 + 25 – 2 = 43.

 582. 1.6

Because both sample sizes are less than 30, you’ll use a t*-value to calculate the margin 
of error. The formula for the margin of error (MOE) is
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Here, t* is the critical value from the t-table (Table A-2 in the appendix) with n1 + n2 – 2 
degrees of freedom, n1 and n2 are the two sample sizes respectively, and s1 and s2 are 
the two sample standard deviations.
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First, calculate the degrees of freedom using the formula df = n1 + n2 – 2 = 20 + 25 – 2 = 43.

This value is larger than any df value in Table A-2, so use the z row. For confidence 
intervals, use the CI row at the bottom of the table. For a 90% level of confidence, the 
t*-value (as estimated by a z-value) is 1.644854. This rounds to 1.645.

Now, plug the values into the formula and solve:

Rounded to one decimal place, the margin of error is 1.6 thousand dollars, which 
is the difference in average salaries between men and women for a 90% confidence 
level.

 583. 1.9

Because both sample sizes are less than 30, you’ll use a t*-value to calculate the margin 
of error. The formula for the margin of error (MOE) is

MOE= t∗
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Here, t* is the critical value from the t-table (Table A-2 in the appendix) with n1 + n2 – 2 
degrees of freedom, n1 and n2 are the two sample sizes respectively, and s1 and s2 are 
the two sample standard deviations.

First, calculate the degrees of freedom using the formula df = n1 + n2 – 2 = 20 + 
25 – 2 = 43.

This value is larger than any df value in Table A-2, so use the z row. For confidence 
intervals, use the CI row at the bottom of the table. For a 95% level of confidence, 
the t*-value (as estimated by a z-value) is 1.95996. This rounds to 1.96.
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Now, plug the values into the formula and solve:

Rounded to one decimal place, the margin of error is 1.9 thousand dollars, which is the 
difference in average salaries between men and women for a 95% confidence level.

 584. 4.5 to 9.5

Use the formula for creating a confidence interval for the difference of two population 
means when the population standard deviation isn’t known and/or the sample sizes 
are small (less than 30) and you can’t be sure whether your data came from a normal 
distribution.
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Here, t* is the critical value from the t-table (Table A-2 in the appendix) with n1 + n2 – 2 
degrees of freedom, n1 and n2 are the two sample sizes respectively, x̄

1
 and x̄

2
 are the 

two sample means, and s1 and s2 are the two sample standard deviations.

Follow these steps to solve:

 1. Determine the t*-value in the t-table by finding the number in the df row that inter-
sects with the given confidence level (or CI).

In this question, you have a 99% confidence level and df = n1 + n2 – 2 = 20 + 25 – 2 = 
43. Because the degrees of freedom is more than 30, use the number in row z, so t* = 
2.57583. This rounds to 2.58.
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 2. Substitute all the values into the formula and solve:

 3. Subtract and add the margin of error:

7 – 2.500 = 4.500

7 + 2.500 = 9.500

 4. Round to one decimal place to get 4.5 to 9.5 (thousands of dollars).

So a 99% confidence interval for the true difference in average income between all 
North American men and women after five years of employment is 4.5 and 9.5, in 
 thousands of dollars.

 585.  E.  Choices (A) and (C) (An automobile factory claims 99% of its parts meet stated specifica-
tions; an  automobile factory claims that it can assemble 500 automobiles an hour when 
the  assembly line is fully staffed.)

A hypothesis test is a statistical procedure undertaken to test a quantifiable claim. 
“The best-quality cars” isn’t quantifiable on its own and can’t be tested in this 
manner, while the other two claims can.

If the “best quality” is defined as having “an average of 30 amenities per vehicle,” 
then a hypothesis test could be devised.

 586.  C.  A school gives its students standardized tests to measure levels of achievement compared 
to prior years.

A hypothesis test is a statistical procedure undertaken to test a quantifiable claim. 
No quantifiable claim is clearly defined in the preceding statement, and therefore no 
hypothesis test is possible without further clarification.

If you’re told that last year’s standardized test yielded an average math subscore of 
80, you could test whether this year’s students perform significantly better. But as 
 currently stated, you’re not given a clear definition of the population value 
 (parameter) of interest.

 587. H0: p = 0.75

The null hypothesis is the prior claim that you want to test — in this case, that “75% 
of voters conclude the bond issue.” The null and alternative hypotheses are always 
stated in terms of a population parameter (p in this case).
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 588. Ha: p ≠ 0.75

The alternative hypothesis is the statement about the world that you will conclude 
if you have statistical evidence to reject the null hypothesis, based on the data. The 
null and alternative hypotheses are always stated in terms of a population parameter 
(in this case p).

 589. impossible to tell without further information

The null and alternative hypotheses are defined by a real-world situation. Suppose that 
132 is the intended mean amount of M&M’s in a bag of set weight. A consumer advo-
cacy group may want to solely test whether 𝜇<132 to ensure that customers aren’t 
being cheated. A quality control manager may want to test that �≠132 so that bags 
aren’t being underfilled or overfilled. You can’t know the alternative hypothesis with-
out knowing the context of the situation.

 590. H
0
:�= 10.50

The null hypothesis is the original claim or current “best guess” at the value of inter-
est. The null hypothesis is always written in terms of a population parameter (in this 
case, �) being equivalent to a specific value.

 591. H
0
:�=52

The null hypothesis states a current claim about the condition of the world. The null 
hypothesis is always written in terms of a population parameter (in this case, �) being 
equivalent to a specific value.

 592. The average number of songs on an MP3 player owned by a college student is 228.

A null hypothesis states the specific value of a population parameter, using an equal 
sign. In this case, you claim that the population mean (�) equals 228.

 593. H0: p = 0.78

A null hypothesis states the specific value of a population parameter, using an equal 
sign. In this case, you define that the parameter is the proportion (p) of the entire 
 teenage population who owns cellphones.

 594. H0: p1 – p2 = 0

Both proportions are assumed to be the same, so their difference is assumed to be 
zero. Another way to represent this statement is H0: p1 = p2.

Null hypotheses are always written using population parameters, in this case p1 and p2.
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 595. Ha: p < 0.70

The alternative hypothesis is the hypothesis that you conclude if you have sufficient 
evidence to reject the null hypothesis. In this case, you hope to reject the null 
 hypothesis that 70% of Americans think Congress is doing a good job (H0: p = 0.70) 
and thus conclude the alternative hypothesis that the true percentage is lower, 
based on the data. The hypothesis test will help you decide.

 596. H
a
:𝜇>2.5

The alternative hypothesis is the hypothesis that you will conclude if you have 
 sufficient evidence to reject the null hypothesis. In this case, you’re hoping to reject 
the null hypothesis that the train trip takes an average of 2.5 hours (H

0
:�=2.5) and 

conclude the alternative that it takes longer than 2.5 hours, based on the data.

 597. Ha: p < 0.92

The alternative hypothesis is the hypothesis that you will conclude if you have suffi-
cient evidence to reject the null hypothesis. In this case, you’re hoping to reject the 
null hypothesis that the airline’s planes arrive early 92% of the time (H0: p = 0.92) and 
conclude the alternative that the true proportion is lower, based on the data.

 598. H
a
:𝜇<39

The alternative hypothesis is the hypothesis that you will conclude if you have suffi-
cient evidence to reject the null hypothesis. In this case, you’re hoping to reject the 
null hypothesis that the car averages 39 miles per gallon (H

0
:�=39) and conclude the 

alternative that the true average is lower, based on the data.

 599. Ha: p > 0.005

The alternative hypothesis is the hypothesis that you will conclude if you have 
 sufficient evidence to reject the null hypothesis. In this case, you’re hoping to 
reject the null hypothesis that only 1 in 200 computers has a mechanical malfunc-
tion (H0: p = 0.005) and conclude the alternative hypothesis that the true propor-
tion is higher, based on the data.

 600. Ha: p > 0.05

The alternative hypothesis is the hypothesis that you will conclude if you have 
 sufficient evidence to reject the null hypothesis. In this case, you’re hoping to 
reject the null hypothesis that only 5% of patients are dissatisfied with their care 
(H0: p = 0.05) and conclude the alternative hypothesis that the true proportion is 
higher, based on the data.
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 601. H
a
:�≠3,300

The alternative hypothesis is the hypothesis that you will conclude if you have suf-
ficient evidence to reject the null hypothesis, based on the data. In this case, you’re 
hoping to reject the null hypothesis that American adults consume an average of 
3,300 calories per day (H

0
:�=3,300) and conclude the alternative hypothesis that the 

true average is different, based on the data.

You’re not given specific direction as to whether you believe the statistic underesti-
mates or overestimates the truth, so you need the two-sided alternative.

 602. H
a
:𝜇>1.8

The alternative hypothesis is the hypothesis that you will conclude if you have suf-
ficient evidence to reject the null hypothesis. In this case, you’re hoping to reject 
the null hypothesis that adults watch an average of 1.8 hours of television per day 
(H

0
:�=1.8) and conclude the alternative hypothesis that the true average is higher, 

based on the data.

 603. H
a
:𝜇<0.08

The alternative hypothesis is the hypothesis that you will conclude if you have suffi-
cient evidence to reject the null hypothesis. In this case, you’re hoping to reject the 
null hypothesis that the investment company’s clients make an average 8% return each 
year (H

0
:�=0.08) and conclude the alternative hypothesis that the true average return 

is lower, based on the data.

Note that interest rates are continuous measures. They’re not binomial proportions, as 
if to say “8% of the time you get a return.” As such, the 8% return is an average, not a 
proportion.

 604. Ha: p1 – p2 ≠ 0.25

The alternative hypothesis is the hypothesis that you will conclude if you have suffi-
cient evidence to reject the null hypothesis. In this case, you’re hoping to reject the 
null hypothesis that the difference in college attendance between the two cities is 25% 
(H0: p1 – p2 = 0.25) and conclude the alternative that the true difference in proportions 
is some other value, based on the data.

You’re not given specific direction as to whether you believe the statistic underesti-
mates or overestimates the truth. The possibility exists that the true difference is 
greater than 25%, or perhaps that it is significantly less than that. So you need the 
two-sided alternative.

 605. –2

You calculate the test statistic by subtracting the claimed value (from the null hypoth-
esis) from the sample statistic and dividing by the standard error. In this example, the 
claimed value is 4, the sample statistic is 3, and the standard error is 0.5, so the test 
statistic is

3−4

0.5
=−2



359

An
sw

er
s 

60
1–

70
0

 Answers

 606. 1

You calculate the test statistic by subtracting the claimed value (from the null 
 hypothesis) from the sample statistic and dividing by the standard error. In this 
 example, the claimed value is 4, the sample statistic is 4.5, and the standard error 
is 0.5, so the test statistic is

4.5−4

0.5
=1

 607. 2.4

You calculate the test statistic by subtracting the claimed value (from the null 
 hypothesis) from the sample statistic and dividing by the standard error. In this 
 example, the claimed value is 4, the sample statistic is 5.2, and the standard error 
is 0.5, so the test statistic is

5.2−4

0.5
=2.4

 608. –0.8

You calculate the test statistic by subtracting the claimed value (from the null 
 hypothesis) from the sample statistic and dividing by the standard error. In this 
 example, the claimed value is 4, the sample statistic is 3.6, and the standard error 
is 0.5, so the test statistic is

3.6−4

0.5
=−0.8

 609. 0.1556

The p-value tells you the probability of a result being at or beyond your test statistic, 
if the null hypothesis is true. Because you have a two-tailed test, you will double the 
table probability to account for test results both above and below the claimed value. 
Note that the p-value is a probability and can never be negative.

In Table A-1 in the appendix, find 1.4 in column z. Then read across the 1.4 row to 
find the column labeled 0.02. The number where row 1.4 intersects with column 0.02 
is 0.9222.

Table A-1 shows the probability of a value below a given z-score. You want the 
 probability of a value above 1.42, so subtract the table value from 1 (because total 
probability always equals 1): 1 – 0.9222 = 0.0778.

To get the p-value in this case, double this number because Ha is “not equal to” 
and both the upper and the lower ends of the distribution must be included: 
2(0.0778) = 0.1556.

 610. 0.1188

The p-value tells you the probability of a result being at or beyond your test statistic, 
if the null hypothesis is true. Because you have a two-tailed test, you will double the 
table probability to account for test results both above and below the claimed value.
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In Table A-1 in the appendix, find –1.5 in column z. Then read across the –1.5 row to 
find the column labeled 0.06. The number where row –1.5 intersects with column 0.06 
is 0.0594.

To get the p-value in this case, double this number because Ha is “not equal to” and both 
the upper and the lower ends of the distribution must be included: 2(0.0594) = 0.1188.

 611. 0.4532

The p-value tells you the probability of a result being at or beyond your test statistic, if 
the null hypothesis is true. Because you have a two-tailed test, you will double the 
table probability to account for test results in the extremes both above and below the 
assumed mean. Note that the p-value is a probability and can never be negative.

In Table A-1 in the appendix, find 0.7 in column z. Then read across the 0.7 row to find the 
column labeled 0.05. The number where row 0.7 intersects with column 0.05 is 0.7734.

Table A-1 shows the probability of a value below a given z-score. You want the probability 
of a value above 0.75, so subtract the table value from 1 (because total probability always 
equals 1): 1 – 0.7734 = 0.2266.

To get the p-value in this case, double this number because Ha is “not equal to” (two-
sided) and both the upper and the lower ends of the distribution must be included: 
2(0.2266) = 0.4532.

 612. 0.4180

The p-value tells you the probability of a result being at or beyond your test statistic, 
if the null hypothesis is true. Because you have a two-tailed test, you will double the 
table probability to account for test results in the extremes both above and below the 
assumed mean. Note that the p-value is a probability and can never be negative.

In Table A-1 in the appendix, find –0.8 in column z. Then read across the –0.8 row to 
find the column labeled 0.01. The number where row –0.8 intersects with column 0.01 
is 0.2090.

To get the p-value in this case, double this number because Ha is “not equal to” (two-
sided) and both the upper and the lower ends of the distribution must be included: 
2(0.2090) = 0.4180.

 613. Fail to reject H0 because the p-value of your result is greater than alpha.

To reject the null hypothesis at the alpha = 0.05 level, you need a test statistic with a 
p-value of less than 0.05.

Your alternative hypothesis is directional (>), so you’ll reject the null hypothesis only if 
your test statistic is positive and has a p-value of less than the alpha level of 0.05.

Using Table A-1 in the appendix, find the value where the 1.5 row intersects the 0.01 
column. This value of 0.9345 is the probability of a value being less than 1.51. To find 
the probability of a value being greater than 1.51, subtract the table value from 1 
(because total probability is always 1):

1 – 0.9345 = 0.0655
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This value is the p-value of your test statistic of 1.51, if the null hypothesis is true 
and you use a single-tailed test (your alternative hypothesis is that the population 
proportion is greater than 0.45).

This p-value is greater than your alpha level of 0.05, so you will fail to reject the null 
hypothesis when the alpha level is 0.05. You data didn’t provide enough evidence 
to reject the null hypothesis.

 614. Reject H0 because the p-value of your result is less than alpha.

To reject the null hypothesis at the alpha = 0.10 level, you need a test statistic with 
a p-value of less than 0.10.

Your alternative hypothesis is directional (>), so you’ll reject the null hypothesis 
only if your test statistic is positive and has a p-value of less than the alpha level 
of 0.10.

Using Table A-1 in the appendix, find the value where the 1.5 row intersects the 0.01 
column. This value of 0.9345 is the probability of a value being less than 1.51. To find 
the probability of a value being greater than 1.51, subtract the table value from 1 
(because total probability is always 1):

1 – 0.9345 = 0.0655

This value is the p-value of your test statistic of 1.51, if the null hypothesis is true 
and you use a single-tailed test (your alternative hypothesis is that the population 
proportion is greater than 0.45).

This p-value is less than your alpha level of 0.10, which means that your observed 
test statistic was unlikely, assuming that the original claim was true. So you will 
reject the null hypothesis at the 0.10 alpha level.

 615. Fail to reject H0 because the p-value of your result is greater than alpha.

To reject the null hypothesis at the alpha = 0.01 level, you need a test statistic with 
a p-value of less than 0.01.

Your alternative hypothesis is directional (>), so you’ll reject the null hypothesis 
only if your test statistic is positive and has a p-value of less than the alpha level 
of 0.01.

Using Table A-1 in the appendix, find the value where the 1.9 row intersects the 
0.08 column. This value of 0.9761 is the probability of a value being less than 1.98. 
To find the probability of a value being greater than 1.98, subtract the table value 
from 1 (because total probability is always 1):

1 – 0.9761 = 0.0239

This value is the p-value of your test statistic of 1.98, if the null hypothesis is true 
and you use a single-tailed test (your alternative hypothesis is that the population 
proportion is greater than 0.45).

This p-value is greater than your alpha level of 0.01, so you will fail to reject the null 
hypothesis at the alpha level of 0.01. Your data didn’t provide enough evidence to 
reject the null hypothesis.
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 616. Reject H0 because the p-value of your result is less than alpha.

To reject the null hypothesis at the alpha = 0.05 level, you need a test statistic with a 
p-value of less than 0.05.

Your alternative hypothesis is directional (>), so you’ll reject the null hypothesis only if 
your test statistic is positive and has a p-value of less than the alpha level of 0.05.

Using Table A-1 in the appendix, find the value where the 1.9 row intersects the 0.08 
column. This value of 0.9761 is the probability of a value being less than 1.98. To find 
the probability of a value being greater than 1.98, subtract the table value from 1 
(because total probability is always 1):

1 – 0.9761 = 0.0239

This value is the p-value of your test statistic of 1.98, if the null hypothesis is true and 
you use a single-tailed test (your alternative hypothesis is that the population propor-
tion is greater than 0.45).

This p-value is less than your alpha level of 0.05, which means that your observed test 
statistic was unlikely, assuming the original claim was true. So you will reject the null 
hypothesis at the alpha level of 0.05.

 617.  Fail to reject H0 because your test statistic is negative, while the alternative hypothesis is that 
the  population probability is greater than 0.45.

You don’t have to do any calculations for this problem. Your alternative hypothesis 
(p > 0.45) indicates that your test statistic must also be positive to reject the null 
hypothesis. That is, you can reject the claim only if your observed value is signifi-
cantly greater than 0.45. However, in this example, the test statistic is negative, so 
you won’t reject the null hypothesis.

You could still calculate the p-value to verify. To reject the null hypothesis at the alpha = 
0.05 level, you need a test statistic with a p-value of less than 0.05. Using Table A-1 in the 
appendix, find the value where the –1.9 row intersects the 0.08 column. This value of 
0.0239 is the probability of a value being less than –1.98. To find the probability of a 
value being greater than –1.98, subtract the table value from 1 (because total probability 
is always 1):

1 – 0.0239 = 0.9761

This value is the p-value of your test statistic of –1.98, if the null hypothesis is true and 
you use a single-tailed test (your alternative hypothesis is that the population propor-
tion is greater than 0.45).

This p-value is much greater than your alpha level of 0.05, so you will fail to reject the 
null hypothesis at the 0.05 alpha level. Your data didn’t provide enough evidence to 
reject the null hypothesis.

 618.  Fail to reject H0 because your test statistic is negative, while the alternative hypothesis is that 
the  population probability is greater than 0.45.

You don’t have to do any calculations for this problem. Your alternative hypothesis 
(p > 0.45) indicates that your test statistic must also be positive to reject the null 
hypothesis. That is, you can reject the claim only if your observed value is signifi-
cantly greater than 0.45. However, in this example, the test statistic is negative, so 
you won’t reject the null hypothesis.
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You could still calculate the p-value to verify. To reject the null hypothesis at the 
alpha = 0.01 level, you need a test statistic with a p-value of less than 0.01. Using 
Table A-1 in the appendix, find the value where the –3.0 row intersects the 0.00 
column. This value of 0.0013 is the probability of a value being less than –3.0. To 
find the probability of a value being greater than –3.0, subtract the table value 
from 1 (because total probability is always 1):

1 – 0.0013 = 0.9987

This value is the p-value of your test statistic of –3.0, if the null hypothesis is 
true and you use a single-tailed test (your alternative hypothesis is that the 
 population proportion is greater than 0.45).

This p-value is much greater than your alpha level of 0.01, so you will fail to reject 
the null hypothesis at the 0.01 alpha level. Your data didn’t provide enough evi-
dence to reject the null hypothesis.

 619. There is a 1% chance of getting a value at least that extreme, if the null hypothesis is true.

The p-value of a test statistic tells you the probability of getting a specific, observed 
value or a value more extreme (farther from the claimed value), assuming the null 
hypothesis is true.

 620.  Choices (A) and (C) (There is a 10% chance that you will reject the null hypothesis when it is 
true; you should reject the null hypothesis if your test statistic has a p-value of 0.10 or less.)

An alpha level of 0.10 means that you have a 10% chance that you’ll randomly reject 
the null hypothesis when it’s actually true and also that you’ll reject the null hypoth-
esis if your test statistic has a p-value of 0.10 or less.

 621. Fail to reject the null hypothesis.

You reject the null hypothesis if the p-value for your test statistic is less than the 
alpha level. It’s never correct to say that you accept the null hypothesis (it implies 
that you know the null hypothesis is factually true) or that you reject the alternative 
hypothesis (because it’s the null, not the alternative hypothesis, that you’re putting 
to the test).

 622. highly statistically significant

A test result with a p-value of 0.001, when the alpha level is 0.05, is typically stated as 
being “highly statistically significant,” because it’s so much smaller than the required 
value of 0.05.

 623. Reject H0 because the results are statistically significant.

The p-value is well below the significance level �=0.05. The results support rejecting 
H0. Alpha values and hypotheses should always be set before results are calculated. 
It’s incorrect to adjust either after the data has been gathered, in the hope of getting 
a significant result.
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 624. B. 0.01

H0 is rejected if the p-value is less than the significance level (�=0.02).

 625. E. 0.04

H0 is rejected if the p-value is less than the significance level (�=0.05).

 626. Reject H0.

You reject H0 because the p-value is less than the significance level (� level) of 0.01.

 627. Reject H0.

You reject H0 because the p-value is less than the significance level (� level) of 0.03.

 628. Fail to reject H0.

The p-value of 0.06 is greater than the significance level of �=0.05. You must fail to 
reject H0.

 629. Fail to reject H0.

The p-value of 0.42 is much greater than the significance level of �=0.05, so you fail to 
reject H0.

 630. Fail to reject H0.

The p-value of 0.2 is much greater than the significance level of �=0.02, so you fail to 
reject H0.

 631. Fail to reject H0.

The p-value of 0.018 is greater than the significance level of �=0.01, so you fail to reject H0.

 632. impossible to determine from the given information

Even though the p-value is less than the significance level of �=0.05, notice that the 
test statistic is negative. This means that the sample mean is less than the claimed 
population mean of 9.65. However, the alternative hypothesis states that the sample 
mean is expected to be greater than the population mean. This is a contradiction that 
tells you either the test statistic or the p-value was calculated incorrectly. You should 
return to the original data and double-check the calculations.

 633. You should fail to reject H0.

If the alpha level is 0.05 and the p-value of the test statistic is 0.07, you should fail to 
reject H0. Note: It’s never correct to say that you accept H0.
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 634. C. rejecting the null hypothesis when it is true

You make a Type I error when the null hypothesis is true but you reject it. This error 
is just by random chance, because if you knew for a fact that the null was true, you 
certainly wouldn’t reject it. But there’s a slim chance (alpha level) that it could 
happen.

A Type I error is sometimes referred to as a “false alarm,” because rejecting the null 
hypothesis is like sounding an alarm to change an established value. If the null is true, 
then there’s no need for such a change.

 635. D. failing to reject the null hypothesis when it is false

You make a Type II error when the null hypothesis is false but you fail to reject it 
because your data couldn’t detect it, just by chance.

This error is sometimes referred to as “missing out on a detection.” The claim really 
was wrong, but you didn’t get a random sample that would provide enough evidence 
(small enough p-value) to reject it.

 636. 0.01

The alpha level (or significance level) of 0.01 indicates the probability of a Type I 
error — that is, the error of rejecting the null hypothesis when it’s actually true.

 637. impossible to tell without further information

The probability of a Type II error isn’t directly related to the alpha level in terms of 
its formula or calculations. Instead, it’s determined by a combination of several 
 factors, including sample size. However, the behavior of alpha is related to the 
 behavior of beta (probability of Type II error). In general, they have an indirect 
 relationship: The larger alpha is, the more likely you are to reject (regardless of 
the truth) and thus the less likely you are to make a Type II error.

 638. D. the probability of rejecting the null hypothesis when it is false

The power of the test describes the probability of rejecting the null hypothesis when 
it’s false — that is, of making the correct decision when the null hypothesis is false. 
In that way, it’s the opposite (or complement) of making a Type II error.

 639. E. Choices (B) and (C) (Having a random sample of data; having a large sample size.)

A random sample is necessary to try to get the most representative and unbiased data 
possible. Otherwise, a sample could be tampered with to have only data values that 
support the null hypothesis, forcing you to fail to reject H0 no matter what.

A large sample size increases the power of the test and makes it more likely that you’ll 
be able to correctly detect when H0 is false.
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 640.  E.  Choices (A), (B), and (C) (having a low significance level; having a random sample of data; 
having a large sample size)

A low significance level, such as �=0.01 or �=0.05, means that you’ll reject only if the 
observed data provides a result that you’d consider very unlikely under the condition 
of the null hypothesis.

A random sample is necessary to try to get the most representative and unbiased data 
possible. Otherwise, a sample could be tampered with to have only extreme data values 
far from the claimed value in the null hypothesis, forcing you to reject H0 regardless of 
the truth.

A large sample will reduce the variation by giving you a more accurate estimate of the 
truth than a smaller sample would.

The value of the p-value being low or high is out of your hands and up to the data. But 
a large, random sample will help ensure a more reliable p-value.

 641.  the population standard deviation and a statement that soda consumption is normally 
 distributed among U.S. teens

To run a z-test to see whether a sample mean differs from a population mean, you need 
the population standard deviation; you also need to know either that the characteristic 
of interest is normally distributed in the population or that the sample size is at least 
n = 30. Because the sample is small (n = 15), you need to know that soda consumption 
is normally distributed among U.S. teens and the population standard deviation of 
soda consumption.

 642.  E.  Choices (A) and (C) (whether the characteristic of interest is normally distributed in the 
 population; the population mean and standard deviation)

In addition to needing the sample mean and sample size, you can run a z-test if you have 
information about the population of interest. You need the population mean and stan-
dard deviation and some knowledge of the behavior of the population. In this scenario, 
because the sample size is small (n = 20), you need to know that the characteristic of 
interest is normally distributed in the population.

 643. H
0
:�=25

The null hypothesis is always that the population parameter is equal to some specific 
value.

For a test of one population mean, the null hypothesis is that the population mean of 
interest is equal to a certain claimed value, which is 25 in this case.

 644. H
a
:�≠10

The null hypothesis is always that the population mean is equal to the stated value. In 
this case, the researcher believes that the null hypothesis is wrong, but the researcher 
doesn’t have any theory about whether the true population mean is higher or lower 
than that, so the alternative hypothesis is a not equal to hypothesis.
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 645. H
a
:𝜇>5

The computer store owner believes that her customers buy more than five flash 
drives per year on average. In other words, she believes that her customers’ 
 population average, �, is greater than the claimed value of five. Therefore, the 
 alternative hypothesis is a greater than hypothesis.

 646. H
a
:𝜇<3

The man believes that the cost of dry-cleaning a shirt in his town is lower than the 
average amount of 3 dollars. Therefore, the alternative hypothesis is a less than 
hypothesis.

 647. 0.0668

Using Table A-1, find –1.5 in the left-hand column, and then go across the row to the 
column for 0.00, where the value is 0.0668. This is the proportion of the curve area 
that’s to the left of (less than) the test statistic value of z that you’re looking up. 
In this case, the alternative hypothesis is a less than hypothesis, so you can read 
the p-value from the table without doing further calculations.

 648. 0.1336

Using Table A-1, find –1.5 in the left-hand column, and then go across the row to 
the column for 0.00, where the value is 0.0668. This is the proportion of the curve 
area that’s to the left of (less than) the value of z you’re looking up. In this case, 
the alternative hypothesis is a not equal to hypothesis, so you double the outlying 
tail quantity (area below the z-value of –1.5) to get the p-value.

 649. 0.0456

Using Table A-1, find –2.0 in the left-hand column, and then go across the row to the 
column for 0.0, where the value is 0.0228. This is the proportion of the curve area 
that’s to the left of (less than) the value of z you’re looking up. In this case, the 
 alternative hypothesis is a not equal to hypothesis, so you double the outlying tail 
 quantity (area below the z-value of –2.0) to get the p-value.

 650. 0.2714

Using Table A-1, find 1.1 in the left-hand column, then go across the row to the 
column for 0.0, where the value is 0.8643. This is the area under the curve to the left 
of the z value of 1.1. Because total area under the curve equals 1, the area above z in 
this case is 1 – 0.8643 = 0.1357.

For a not equal to alternative hypothesis, you double the value of the outlying tail area: 
p = 2(0.1357) = 0.2714.
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 651. 3.54

Start by identifying the sample mean x̄. In this case, you’re told that the same mean is 
115 degrees.

Next, calculate the standard error. For a one-sample z-test, the standard error is the 
population standard deviation, �X, divided by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
10√
50

=1.4142

To get the z-test statistic, find the difference between the sample mean, x̄, and the 
claimed population mean, �

0
, and divide that by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
115−110

1.4142

=3.5355678, or 3.54 (rounded)

 652. –3.4031

First, find the standard error by dividing the population standard deviation, �X, by the 
square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
26.52√

40

=4.19318

Then, calculate the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
172.12−186.39

4.19318

=
−14.27

4.19318

=−3.403145, or 3.4031 (rounded)

 653. 0.0132

First, set up the null and alternative hypotheses. The null hypothesis is always an 
equal to hypothesis:

H
0
:�=40

Because the research director believes that customers hope to use a pen for fewer 
than 40 days, you use a less than alternative hypothesis:

H
a
:𝜇<40
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Next, identify the sample mean, which is 36 in this case.

Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n: 

𝜎X̄ =
𝜎X√
n

=
9√
25

=1.8

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
36−40

1.8

=−2.2222̄

Rounded to two decimal places (the degree of precision in Table A-1 in the appendix), 
you get –2.22. Using Table A-1, find –2.2 in the left-hand column, and then go across 
the row to the column for 0.02, where the value is 0.0132. This is the area to the left 
of –2.22. Because the alternative hypothesis is a less than hypothesis, the p-value is 
the same as the value you find in the table: 0.0132.

 654. 0.1587

First, set up the null hypothesis and alternative hypotheses. The null hypothesis is 
that the mean of the farmer’s population of bush yields will be the same as the 
claimed mean:

H
0
:�=3

Because the farmer expects to get less fruit than she read about, you use a less than 
alternative hypothesis:

H
a
:𝜇<3

Next, identify the sample mean, which is 2.9 in this case.

Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
1√
100

=0.1

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
2.9−3

0.1

=−1
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Use Table A-1 in the appendix, find the value –1.0 in the left-hand column, and then go 
across the row to the column for 0.0. This value is the area under the curve to the left 
(less than) of this value of z, 0.1587. Because you have a less than alternative hypoth-
esis, this value is also the p-value.

 655. Reject the null hypothesis.

Any time the p-value is less than the alpha level (�, also known as the significance 
level), you reject the null hypothesis. In this case, you’re given a p-value of 0.02 and a 
significance level of �=0.05, which is enough information to reject the null hypothesis 
for this study.

 656. The null hypothesis can’t be rejected.

First, set up the null and alternative hypotheses. The null hypothesis is that business 
travelers will have the same population mean as the average airplane passenger:

H
0
:�=45

The alternative hypothesis is that business travelers carry less that the claimed value 
of luggage, so you use a less than hypothesis:

H
a
:𝜇<45

Next, identify the sample mean, which is 44.5 in this case.

Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
10√
250

=0.6325

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
44.5−45

0.6325

=−0.790513834

Use a Z-table, such as Table A-1 in the appendix, to find the area under the normal 
curve to the left of the computed test statistic value. Round the test statistic value to 
two decimal places (to –0.79). Find the value of –0.7 in the left-hand column, and then 
go across the row to the column for 0.09. Table A-1 specifies that an area of 0.2148 lies 
to the left of this value. For a less than alternate hypothesis, the p-value is the same as 
the table value: 0.2148.

Finally, compare the p-value (0.2148) to the stated significance level (0.05). In this case, 
the p-value is bigger than the significance level, so you can’t reject the null hypothesis 
on the basis of this data.
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 657. The shopkeeper doesn’t have enough evidence to conclude that his rent is cheaper on average.

The shopkeeper can’t conclude that the rent on average is lower than $2.00 per 
month because the mean in his sample ($3.00) is higher than that amount.

 658. 0.0082

First, set up the null and alternative hypotheses. The null hypothesis is that the 
 doctor’s patients have the same average temperature as humans in general:

H
0
:�=98.6

Because the doctor believes that her patients have a higher temperature than 
humans on average, you use a greater than alternative hypothesis:

H
a
:𝜇>98.6

Next, identify the sample mean, which is 98.8 in this case.

Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
0.5√
36

=
0.5

6

=0.0833

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
98.8−98.6

0.0833

=2.40096

Use a Z-table, such as Table A-1 in the appendix, find the value of 2.4 in the left-hand 
column, and then go across to the column for 0.00. The value of 0.9918 is the area to 
the left of the z-value of 2.40. Because you have a greater than alternative hypothesis, 
you need to subtract the table value from 1 (the total area under the curve) to get 
the p-value: 1 – 0.9918 = 0.0082.

 659. 0.0606

First, set up the null and alternative hypotheses. The null hypothesis is that the mean 
of the population of interest (the Northeastern division customers) is the same as the 
claimed mean:

H
0
:�=5

In this case, the researcher suspects that the population mean for the Northeastern 
division is higher than 5, so you use a greater than alternative hypothesis:

H
a
:𝜇>5
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Next, identify the sample mean, which is 5.1 in this case.

Then, compute the standard error by dividing the population standard deviation,  
�X, by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
0.5√
60

=
0.5

7.746

=0.0645

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
5.1−5.0

0.0645

=
0.1

0.0645

=1.5504

Use a Z-table, such Table A-1 in the appendix, find the value of 1.5 in the left-hand 
column, and then go across to the column for 0.05. The value of 0.9394 is the area to 
the left of the z-value of 1.55. Because you have a greater than alternative hypothesis, 
you need to subtract the curve area from 1 to get the p-value: 1 – 0.9394 = 0.0606.

 660. Fail to reject the null hypothesis that the average words per minute is equal to 20.

First, set up the null and alternative hypotheses. The null hypothesis is that the mean 
of the population of interest (the employees of the manager’s branch) is equal to the 
claimed mean:

H
0
:�=20

In this case, you use a greater than alternative hypothesis because the manager believes 
his employees have a speed greater than the claimed average:

H
a
:𝜇>20

Next, identify the sample mean, which is 30.5 words per minute.

Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
3√
30

=0.5477
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Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
30.5−30

0.5477

=0.9129

Use a Z-table, such Table A-1 in the appendix, find the value of 0.9 in the left-hand 
column, and then go across to the column for 0.01. The value of 0.8186 is the 
area to the left of the z-value of 0.91. Because you have a greater than alternative 
hypothesis, the p-value is 1 minus the table value: 1 – 0.8186 = 0.1814.

Compare the p-value to the significance level and reject the null hypothesis only if 
the p-value is less than the significance level. Here, p-value = 0.1814, which is greater 
than the significance level of 0.05. This means you fail to reject the null hypothesis.

 661. Fail to reject H0.

First, set up the null and alternative hypotheses. In this case, �
0
 represents the current 

average amount of glaze put on a single vase by workers in the workshop. The target 
value of 2 ounces plays the same role as a claimed value might. The potter wants to 
know whether her current value is significantly above 2 ounces.

H
0
:�=2

Because the potter believes her workshop uses more than 2 ounces, the alternative 
hypothesis is a greater than hypothesis:

H
a
:𝜇>2

Next, identify the sample mean, which is 2.3 ounces in this case.

Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
0.8√
30

=0.14606

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
2.3−2

0.14606

=2.054

Use a Z-table, such as Table A-1 in the appendix, find the value of 2.0 in the left-hand 
column, and then go across to the column for 0.05. The value of 0.9798 is the area to 
the left of the z-value of 2.05.

Now, find the p-value by subtracting the curve area from 1, because you have a greater 
than alternative hypothesis: 1 – 0.9798 = 0.0202.

Finally, compare this value to your significance level. The p-value (0.0202) is greater 
than the significance level (0.01), so you fail to reject the null hypothesis.
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 662. Reject H0.

First, set up the null and alternative hypotheses. The null hypothesis is that the mean 
of the population of interest (the density of the tissue cultures) is equal to the claimed 
mean:

H
0
:�=0.0047

The researcher suspects that her samples are heavier than the norm, so you have a 
greater than alternative hypothesis:

H
a
:𝜇>0.0047

Next, identify the sample mean, 0.005 in this case, which is greater than the claimed 
value, so proceed with testing.

Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
0.00047√

40

=0.00007431

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
0.005−0.0047

0.00007431

=4.037

This rounds to 4.04, which is above the highest value in Table A-1 in the appendix, so 
the probability of a value at least this extreme is less than 0.0001 (the area under the 
curve above the highest table value of 3.69). A p-value of 0.0001 is less than the signifi-
cance level of 0.001, so you should reject the null hypothesis.

The researcher has enough evidence to conclude that the tissue cultures in her lab are 
denser than average. And because the p-value is so small (0.0001), she can say these 
results are highly significant.

 663. The farmer can’t reject the null hypothesis at a significance level of 0.05.

First, set up the null and alternative hypotheses. The null hypothesis is that the farmer’s 
hens lay an average of 15 eggs per month:

H
0
:�=15

The alternative hypothesis is that the average farmer’s hens is a different value (a not 
equal to hypothesis):

H
a
:�≠15
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Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
5√
30

=0.9129

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
16.5−15

0.9129

=1.6431

Now, find the associated area under the normal curve to the left of the value you got 
for z, using a Z-table, such as Table A-1 in the appendix. Find the value of 1.6 in the 
left-hand column, and go across the row to the column for 0.04. The value is 0.9495.

Because the alternative hypothesis is a not equal to hypothesis and the test statis-
tic value is positive, you need to subtract the value you found in the table from 1 
(1 – 0.9495 = 0.0505) and then double that result to get the p-value: 2(0.0505) = 0.101.

Because the p-value is larger than the significance level, the farmer can’t reject the 
null hypothesis. In other words, he can’t say that his hens lay eggs any differently 
than the norm.

 664. Reject the null hypothesis.

First, set up the null and alternative hypotheses. The null hypothesis is that the aver-
age number of boxes used by Chicago families is equal to the national average:

H
0
:�=110

Because the Chicago company just wants to see how it compares to the national 
 average in terms of boxes used when moving, it’s interested in being either higher 
or lower on average. So you use a not equal to alternative hypothesis:

H
a
:�≠110

Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
30√
80

=3.3541



376

An
sw

er
s 

60
1–

70
0

Part II: The Answers 

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
103−110

3.3541

=−2.087

Now find the associated area under the normal curve to the left of the value you got for 
z, using a Z-table, such as Table A-1 in the appendix. Find the value of –2.0 in the left-
hand column, and go across the row to the column for 0.09 (rounding to two decimals). 
The value is 0.0183, which is the area under the curve to the left of this z-value.

Because you have a not equal to alternative hypothesis and the test statistic value is 
negative, you need to double the curve area to get the p-value: 2(0.0183) = 0.0366.

This p-value is lower than the significance level of 0.05, so you reject the null hypothesis. 
In other words, you reject the claim that the average number of boxes used by Chicago 
families is equal to the national average. (Because the z-value is negative, the average 
box count is probably less than the national average.)

 665. Fail to reject the null hypothesis.

First, set up the null and alternative hypotheses. The null hypothesis is that the aver-
age American family who uses a car to go on vacation travels an average of 382 miles 
from home:

H
0
:�=382

Because the researcher is interested in seeing whether a difference occurs in average 
travel distance, the alternative hypothesis is a not equal to hypothesis:

H
a
:�≠382

Then, compute the standard error by dividing the population standard deviation, �X, 
by the square root of the sample size, n:

𝜎X̄ =
𝜎X√
n

=
150√
30

=27.3861

Now, find the z-statistic by subtracting the claimed population mean, �
0
, from the 

sample mean, x̄, and dividing the result by the standard error, 𝜎X̄:

z=
x̄−𝜇

0

𝜎X̄

=
398−382

27.3861

=0.5842

Now find the associated area under the normal curve to the left of the value you got for 
z, using a Z-table, such as Table A-1 in the appendix. Find the value of 0.5 in the left-hand 
column, and go across the row to the column for 0.08. The value is 0.7190, which is the 
area to the left of this value. Because you have a not equal to alternative hypothesis, you 
find the p-value by subtracting the area under the curve from 1 and doubling the result: 
p-value = 2(1 – 0.7190) = 0.562.
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This value is greater than the significance level of 0.05, so you fail to reject the null 
hypothesis. You can’t say families who vacation by car with dogs travel a different 
distance on average than other families, based on this data.

 666. H
0
:�=120; H

a
:𝜇<120

The question is about the average number of minutes U.S. teenagers spend texting, 
which represents a population. So the symbol for the population mean, �, is in the 
null and alternative hypotheses (and not the symbol for the sample mean, x̄). The 
claim is that the mean equals 120, so this is the value in the null hypothesis. You 
believe it’s less than that, so your alternative hypothesis is the less than alternative.

 667. H
0
:�=250; H

a
:𝜇>250

The null and alternative hypotheses are always about a population value (in this 
case, the population mean), not about a sample value. So the symbols in the null 
and alternative hypothesis should be � (population mean), not x̄ (sample mean). 
In addition, the actual numbers in the null and alternative hypotheses should 
 reference the original claim regarding the population mean (250 calories). Finally, 
because the researcher believes that the pizza on the college campus where he 
works has more calories, the alternative hypothesis is a greater than hypothesis.

 668. A. The population standard deviation is unknown.

If the population has a normal distribution but the population standard deviation is 
unknown, you use a t-test (otherwise, use a z-test). The sample standard deviation 
comes from your data, so you’ll always know its value.

 669. A. The population standard deviation isn’t known.

When the population standard deviation isn’t known but can be estimated from the 
sample standard deviation, you should use a t-test instead of using the Z-distribution 
to test a hypothesis about a single population mean.

 670. The student should do a single population t-test.

Whenever the population standard deviation isn’t known but the sample standard 
deviation allows an estimate of it, you should do a t-test for a single population mean 
rather than use the Z-distribution.

 671. H
0
:�

1
=�

0

The null hypothesis is that the mean of the population from which the sample was 
drawn is equal to the claimed mean.

 672. H
a
:𝜇

1
<𝜇

0

Because the student believes that his friends spend less time than is claimed, the 
 alternative hypothesis is a less than hypothesis.
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 673.  She could make the conclusion under other conditions, but the sample from her store doesn’t repre-
sent all stores in this retail chain.

An important condition of any hypothesis test is that the data going into the calcula-
tions is reliable and valid. In this case, because the question resolves around the aver-
age price of a certain hair product from a national chain, whose stores are throughout 
the United States, the data collected must also represent this population. In this case, 
the data represent 30 bottles of this product taken from her store only. So any conclu-
sions she makes from a hypothesis test should be rendered invalid.

 674. H
0
:�=3.5; H

a
:𝜇<3.5

The null hypothesis is that the population mean from which the sample was drawn is 
equal to the claimed population mean. The alternative hypothesis in this case is that 
the dentist’s patients experience less pain than average, so the alternative is a less than 
hypothesis.

 675. –2

To find the value for the test statistic, t, use the t-test formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the claimed population mean, s is the sample standard 

deviation, and n is the sample size. Substitute these values from the question into the 
formula and solve:

t = 30−35

10
�√

16

=
−5

2.5

=−2

 676. –2.733

To find the value for the test statistic, t, use the t-test formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the claimed population mean, s is the sample standard 

deviation, and n is the sample size. Substitute these values from the question into the 
formula and solve:

t = 5.2−6.3

1.8
�√

20

=
−1.1

0.4025

=−2.733
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 677. 1.761310

First, figure out the degrees of freedom, which is one less than the sample size n: 
df = 15 – 1 = 14.

Because the researcher believes that population of interest has a mean greater than 6.1, 
you use a greater than alternative hypothesis, so 0.05 of the area under the curve 
should be in the upper tail. Using a t-table, such as Table A-2 in the appendix, find the 
row for 14 degrees of freedom and the column for 0.05. The critical value is 1.761310.

 678. 2.26216

First, figure out the degrees of freedom, which is one less than the sample size n: 
df = 10 – 1 = 9.

Because the research believes that the sampled population of interest has a mean 
that differs from the claimed value, you use a not equal to alternative hypothesis, 
so half of the confidence level will be in each tail: 0.05/2 = 0.025.

Using a t-table, such as Table A-2 in the appendix, find the row for 9 degrees of 
 freedom and the column for 0.025. The critical values are 2.26216 and –2.26216; 
you reject the null hypothesis if your test statistic is outside the range of –2.26216 
to 2.26216.

 679. She would reject H0.

The test statistic is –2.733, which is in the correct direction for a less than alternative 
hypothesis. Compare it to the critical value for a less than alternative hypothesis with 
a confidence level of 0.05, with n – 1 = 20 – 1 = 19 degrees of freedom. Using a t-table, 
such as Table A-2 in the appendix, find the row for 19 degrees of freedom and the 
column for 0.05. The value you find is 1.729133. However, because this is a left-tailed 
test, the critical value is –1.729133 in this case.

Because Table A-2 contains only positive values, compare the absolute value of the test 
statistic, 2.733, with the critical value. The absolute value of the test statistic is greater, 
so reject the null hypothesis. The researcher has significant evidence to suggest that 
mothers get less sleep than the average person.

 680. The test statistic t is larger than the positive critical value.

First, figure out the degrees of freedom, which is one less than the sample size, n: 
df = 17 – 1 = 16.

Because this is a not equal to alternative hypothesis (the question specified that the 
researcher is interested in a difference “in either direction,”) half the confidence 
level will be in the upper tail and half in the lower tail (0.05 in each).

Then, find the critical value from a t-table, such as Table A-2 in the appendix. Find 
the row for 16 degrees of freedom and the column for 0.05. The critical values 
are –1.745884 and 1.745884.

Next, find the test statistic t, using the basic formula for t:

t =
x̄−𝜇

0

s
�√

n
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where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard 

deviation, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
0.0123−0.0112

0.0019
�√

17

=2.387061

This is larger than the positive critical value of t.

 681. 0.20 < p-value < 0.50

First, find the degrees of freedom, which is one less than the sample size, n: df =  
11 – 1 = 10.

Then, using Table A-2 in the appendix, find the row for 10 degrees of freedom. Read 
from the left to find the last value that’s smaller than your test statistic t. In this case, 
that’s 0.699812, which corresponds to a single-tail area of 0.25. Because the alternative 
is two-sided, you have to double that to get 0.50 as one bound of the p-value.

On the same row, read from the left to find the first value that’s greater than the test 
statistic t, which is 1.372184. Now, look at the column head to find the single-tail area, 
0.10. Double that to get the other bound of the p-value, 0.20.

You can say that the p-value is between 0.20 and 0.50, or that 0.20 < p-value < 0.50.

 682. 0.10 < p-value < 0.25

First, find the degrees of freedom, which is one less than the sample size, n: df =  
29 – 1 = 28.

Then, find the test statistic t, using the basic formula for t:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard deviation, 

and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
89.8−90

1
�√

29

=
−0.2

0.1857

=−1.077

You have a less than alternative hypothesis because the researcher “believes that her 
sample mean is smaller than 90.” Because of this, and because the sample mean is 
below the hypothesized population mean, you must translate the t-statistic into an 
absolute value of 1.077. Using Table A-2 in the appendix, go to the row for 28 degrees 
of freedom, and find the closest values to your test statistic. This value falls between 
the 0.25 and 0.10 columns, so the p-value is between 0.10 and 0.25.
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 683. 0.01 < p-value < 0.02

First, find the degrees of freedom, which is one less than the sample size, n:  
df = 12 – 1 = 11.

Because the warden has no hypothesis about the direction her inmate costs may 
differ, the alternative hypothesis is a not equal to hypothesis.

Calculate the test statistic t, using the formula for a one-sample t-test,

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard 

 deviation, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
58,660−50,000

10,000
�√

12

=
8,660

2,886.75

=2.9999

Because you have a positive value of t, you can use the t-table without worrying about 
the sign on t. Using Table A-2 in the appendix, read across the row for 11 degrees of 
freedom. The nearest numbers in the table to the test statistic are 2.71808, which has 
a right-tail area of 0.01 (from the column heading), and 3.10581, which has a right-tail 
area of 0.005.

You have a not equal to hypothesis because no direction is stated in the problem. 
Double the right-tail areas (because there’s an equal area in the left tail), so the p-value 
is between 2(0.005) and 2(0.01), or between 0.01 and 0.02.

 684. The p-value is between 0.01 and 0.025.

Using Table A-2 in the appendix, find the row for 14 degrees of freedom. The test 
 statistic, 2.5, falls between 2.14479 (corresponding to a right-tail area of 0.025 as 
given in the column heading) and 2.62449 (with a right-tail area of 0.01).

Because you have a greater than alternative hypothesis, the p-values are the same as 
right-tail areas. So the p-value is between 0.01 and 0.025.

 685. 0.02 < p-value < 0.05

Because the test statistic is negative but the t-table deals with positive values, use the 
absolute value of the test statistic, 2.5.

On Table A-2 in the appendix, read across the row for 20 degrees of freedom. The 
 nearest numbers in the table to the test statistic are 2.08596, which has a right-tail 
area of 0.025, and 2.52798, which has a right-tail area of 0.01. Because you have a not 
equal to alternative hypothesis, double both values, giving you a range of 0.02 to 0.05.



382

An
sw

er
s 

60
1–

70
0

Part II: The Answers 

 686. There is enough evidence to conclude that the average exam time is more than 45 minutes.

The claim is that the average test-taking time is 45 minutes (the null hypothesis). You 
believe that the average test-taking time is more than 45 minutes (the alternative hypoth-
esis). Because the p-value from your sample is smaller than your significance level, you 
reject the null hypothesis, but you can go further and say that you can conclude that the 
average time is more than 45 minutes, based on your data. Note: You could be wrong, so 
your results don’t “prove” anything; however, they do provide strong evidence against 
the claim.

 687. Fail to reject H0.

Because the sample size is small and you’re testing the population mean with unknown 
population standard deviation (only the sample standard deviation is given), a t-test is 
in order.

The null hypothesis is that the music students have average verbal ability. The scien-
tist believes that it’s lower, so the alternative hypothesis is a less than alternative.

First, note the degrees of freedom, which is one less than the sample size n: df = 8 – 1 = 7.

Then, to find the critical value, use Table A-2 in the appendix to get the value of 
1.894579. However, because this is a left-tailed test, the critical value is –1.894579.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard devia-

tion, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
97.5−100

5
�√

8

=
−2.5

1.7678

=−1.4142

The value of this test statistic (–1.4142) is closer to zero than the critical value 
(–1.894579), which was found earlier. Therefore, you can’t reject the null hypothesis. 
There isn’t enough evidence to say that people who play musical instruments have 
below average verbal ability.

 688. Reject H0.

Because the sample size is small and you’re testing the population mean with unknown 
population standard deviation (only the sample standard deviation is given), a t-test is 
in order.

The null hypothesis is that the employees donate the target amount of $50 per year on 
average. The president believes it’s lower than that, so the alternative hypothesis is a 
less than alternative.
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First, note the degrees of freedom, which is one less than the sample size n: df =  
10 – 1 = 9.

Then, find the critical value in Table A-2 in the appendix, which is –1.833113 (because 
this is a left-tailed test).

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard devia-

tion, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
43.40−50

5.2
�√

10

=
−6.6

1.6444

=−4.0136

Because you have a negative t-test statistic and a less than alternative hypothesis, you 
reject the null hypothesis because the value of the t-test statistic is less than the critical 
value (–4.0136 < –1.833113).

So the president has a point and can conclude that the donations of her employees to 
charity are lower than the targeted value on average, based on her data.

 689. Reject H0.

Because the sample size is small and you’re testing the population mean with unknown 
population standard deviation (only the sample standard deviation is given), a t-test is 
in order.

The null hypothesis is that the coats are protected to an average of –5 degrees 
Centigrade, on average. But the coat maker believes that the average temperature is 
lower than that; so the alternative hypothesis is a less than alternative.

First, note the degrees of freedom, which is one less than the sample size n:  
df = 15 – 1 = 14.

Then, to find the critical value, use Table A-2 in the appendix, going to the row for 
14 degrees of freedom and the column for 0.10; the value is 1.345030. Because this 
is a left-tailed test, the critical value is –1.345030.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n
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where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard devia-

tion, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
−6.5−

�
−5

�

1
�√

15

=
−1.5

0.2582

=−5.8095

Because you have a less than alternative hypothesis and the test result is negative, you 
reject the null hypothesis because the test statistic is less than the critical value 
(–5.8095 < –1.345030).

Based on his data, the coat maker has enough evidence to reject the advertisement’s 
claim and conclude that the average protection temperature is lower than that.

 690. Fail to reject H0.

Because the sample size is small and you’re testing the population mean with unknown 
pop ulation standard deviation (only the sample standard deviation is given), a t-test is 
in order.

The null hypothesis is that the average teacher evaluations at the teacher’s school are 
the same as those in the district. But the teacher believes that the average is lower 
than that; so the alternative hypothesis is a less than alternative.

First, note the degrees of freedom, which is one less than the sample size n: df = 6 – 1 = 5.

The significance level is �=0.05. Because you have a less than alternative hypothesis 
and the sample mean is less than the hypothesized value, you can just use the column 
heading of the t-table (Table A-2 in the appendix) to find the significance level (0.05) 
and read down to find the row corresponding to the degrees of freedom (5). You get a 
value of 2.015048. Because this is a left-tailed test, the critical value is –2.015048.

Now, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard devia-

tion, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
6.667−7.2

2
�√

6

=
−0.533

0.8165

=−0.6528

The fact that the alternative hypothesis is less than (because the teacher “believes that 
other teachers in her school get lower evaluations compared to teachers in other 
schools in the district”) and the test statistic is not less than (is closer to zero than) 
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the critical value (–0.6528 > –2.015048), you fail to reject the null hypothesis. There 
isn’t enough evidence to conclude that the average of the teacher evaluations in the 
teacher’s school is lower than the district.

 691. Fail to reject H0.

Because the sample size is small and you’re testing the population mean with unknown 
population standard deviation (only the sample standard deviation is provided), a 
t-test is in order.

The null hypothesis is that the average popsicle temperature is 1.92 degrees Centigrade. 
The president believes that the average is lower than that; so the alternative hypothesis 
is a less than alternative.

First, note the degrees of freedom, which is one less than the sample size n:  
df = 5 – 1 = 4.

Then, to find the critical value, use Table A-2 in the appendix. You get a value of 
3.74695 by going to the row for 4 degrees of freedom and the column for 0.01. 
Because this is a left-tailed test, the value is –3.74695.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard 

 deviation, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
−2.25−

�
−1.92

�

1.62
�√

5

=
−0.33

0.7245

=−0.4555

Because you have a less than alternative hypothesis, you fail to reject the null hypoth-
esis because the test statistic is not less than (is closer to zero than) the critical value 
(–0.4555 > –3.74695). The president doesn’t have enough evidence to conclude that 
the temperature for the popsicles is set too low on average, based on this data.

 692. Reject H0.

Because the sample size is small and you’re testing the population mean with unknown 
population standard deviation, a t-test is in order.

The null hypothesis is that the average weight is 50 grams per object. The alternative 
hypothesis is that the average weight is more than 50 grams, so here you have a 
greater than alternative hypothesis.

First, note the degrees of freedom, which is one less than the sample size n:  
df = 16 – 1 = 15.

Then, find the critical value in Table A-2 in the appendix, which is 1.753050, by going 
to the row for 15 degrees of freedom and the column for 0.05.
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Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard deviation, 

and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
54−50

8
�√

16

=
4

2
=2

Because the test statistic (2) is larger than the critical value (1.753050), you reject the 
null hypothesis. In other words, you reject the null hypothesis that the average weight 
is 50 grams per object in favor of the alternative hypothesis that the average weight is 
more than 50 grams.

 693. Fail to reject H0.

Because you’re testing the population mean with unknown population standard devia-
tion, a t-test is in order.

The null hypothesis is that the average number of beads per 1-pound bag is 1,200. The 
alternative hypothesis is that the average weight is more than that, so you have a 
greater than alternative hypothesis.

First, note the degrees of freedom, which is one less than the sample size n: df = 
30 – 1 = 29.

Then, find the critical value in Table A-2 in the appendix by going to the row for 
29 degrees of freedom and the column for 0.01; the critical value is 2.46202.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard devia-

tion, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
1,350−1,200

500
�√

30

=
150

91.2871

=1.6432

The critical value of 2.46202 is larger than the test statistic value of 1.6432, so the 
 conclusion is that you fail to reject the null hypothesis. There isn’t enough evidence 
for the retailer to say that the average number of beads in a 1-pound bag is more 
than 1,200.
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 694. Fail to reject H0.

Because you’re testing the population mean with unknown population standard 
 deviation, a t-test is in order.

The null hypothesis is that the average number of beads per 1-pound bag is 1,200. 
The alternative hypothesis is that the average weight is more than that, so you have 
a greater than alternative.

First, note the degrees of freedom, which is one less than the sample size n:  
df = 30 – 1 = 29.

Then, find the critical value in Table A-2 in the appendix by going to the row for 
29 degrees of freedom and the column for 0.05; the critical value is 1.699127.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard 

 deviation, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
1,350−1,200

500
�√

30

=
150

91.2871

=1.6432

The test statistic of 1.6432 is less than the critical value of 1.699127 so you fail to 
reject the null hypothesis. There isn’t enough evidence to say that the average 
number of beads in a 1-pound bag is more than 1,200.

 695. Reject H0.

Because you’re testing the population mean with unknown population standard 
 deviation (only the sample standard deviation is given), a t-test is in order.

The null hypothesis is that the average amount of money spent on entertainment is 
$100 (maximum). The alternative hypothesis is that the average money spent is more 
than that, so you have a greater than alternative hypothesis.

First, note the degrees of freedom, which is one less than the sample size n:  
df = 25 – 1 = 24.

Then, find the critical value in Table A-2 in the appendix by going to the row for 
24 degrees of freedom and the column for 0.01; the critical value is 2.49216.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n
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where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard devia-

tion, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
118.44−100

35
�√

25

=
18.44

7

=2.6343

The test statistic is greater than the critical value, so you reject H0. There’s enough 
evidence based on this data that the average money spent on entertainment is more 
than $100 per month.

 696. Reject H0.

Because you’re testing the population mean with unknown population standard devia-
tion (only the sample standard deviation is given), a t-test is in order.

The null hypothesis is that the average amount of cheese in the United States matches 
that of Europe, which is 25.83 kilograms per person per year. The alternative hypoth-
esis is that the average amount of cheese eaten in the United States is more than that, 
so you have a greater than alternative hypothesis.

First, note the degrees of freedom, which is one less than the sample size n: df = 
30 – 1 = 29.

Then, find the critical value in Table A-2 in the appendix by going to the row for 
29 degrees of freedom and the column for 0.05; the critical value is 1.699127.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard devia-

tion, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
27.86−25.83

6.46
�√

30

=
2.03

1.1794

=1.7212

The test statistic is larger than the critical value, so you reject the null hypothesis. 
There’s enough evidence based on this data to reject the claim that the average 
cheese consumption in the United States is 25.83 kilograms per person and con-
clude that it’s actually higher than that.
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 697. Reject H0.

Because you’re testing the population mean with unknown population standard devia-
tion (only the sample standard deviation is given), a t-test is in order.

The null hypothesis is that his students match the ideal meditation time of 20 minutes. 
The alternative hypothesis is that the average amount differs from that, so you have a 
not equal to alternative hypothesis.

First, note the degrees of freedom, which is one less than the sample size n: df = 
9 – 1 = 8.

Using Table A-2 in the appendix, find the critical values, with 8 degrees of freedom and 
a right-tail area of 0.05 (half of 0.10 because the alternative is two-sided); the value is 
1.859548. Because this is a two-tailed test, the critical values are 1.859548 and 
–1.859548.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard devia-

tion, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
24−20

5
�√

9

=
4

1.6667

=2.39995

The test statistic of 2.4 (rounded up) is greater than the positive critical value of 
1.859548, so you reject the null hypothesis. There’s sufficient evidence to conclude 
that this instructor’s students don’t meditate the ideal amount on average.

 698. Reject H0.

Because you’re testing the population mean with unknown population standard devia-
tion (only the sample standard deviation is given), a t-test is in order.

The null hypothesis is that the average output of this type of laser printer before ser-
vicing is 20,000 pages. The alternative hypothesis is that the average output differs 
from that, so you have a not equal to alternative hypothesis.

First, note the degrees of freedom, which is one less than the sample size n: df = 
16 – 1 = 15.

Next, find the critical values. Table A-2 in the appendix gives right-tail probabilities in 
the column headings. The right-tail probability is half of the significance level when the 
alternative hypothesis is not equal to. This works out to half of �=0.05, that is, 0.025; 
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find the value by going to the row for 15 degrees of freedom and the column for 0.025. 
The value is 2.13145. Because this is a two-tailed test, the critical values are 2.13145 
and –2.13145.

You’ll reject the null hypothesis if the test statistic value of t falls outside of the range 
of –2.13145 to 2.13145.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard devia-

tion, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
18,356−20,000

2,741
�√

16

=
−1,644

685.25

=−2.39912

The test statistic value of –2.39912 is outside the range defined by the critical value of t 
(–2.13145 to +2.13145). This means that you reject the null hypothesis. There’s signifi-
cant evidence that this type of laser printer doesn’t require servicing at 20,000 pages 
on average. It appears (because the test statistic is negative) that it’s likely to be less 
than that.

 699. Fail to reject H0.

Because you’re testing the population mean with unknown population standard devia-
tion (only the sample standard deviation is given), a t-test is in order.

The null hypothesis is that the students’ dissertations in the doctoral program match 
the norm of 90 pages. The alternative hypothesis is that the average amount differs 
from that, so you have a not equal to alternative hypothesis.

First, note the degrees of freedom, which is one less than the sample size n: df =  
10 – 1 = 9.

Then, find the critical value. Because this is a not equal to test, the 0.05 significance 
level means that 5% of curve area is split between two tails, leaving 2.5% (or 0.025) in 
each tail. Use Table A-2 in the appendix to find the critical value of t by going to the row 
for 9 degrees of freedom and the column for 0.025; the value is 2.26216. Because this is 
a not equal to test, you’ll fail to reject the null hypothesis if the test statistic is in the 
range of –2.26216 to +2.26216.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n
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where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard 

 deviation, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
85.2−90

7.59
�√

10

=
−4.8

2.40

=−2.0

The test value is within the range defined by the critical values –2.26216 and 
+2.26216, so you fail to reject the null hypothesis. The student doesn’t have enough 
support for the idea that students in her doctoral program write  dissertations that 
differ in length from the supposed mean of 90 pages.

 700. Reject H0.

Because you’re testing the population mean with unknown population standard devia-
tion (only the sample standard deviation is given), a t-test is in order.

The null hypothesis is that the average age of the trees in the forest is 30 years. The 
alternative hypothesis is that the average age differs from that, so here you have a not 
equal to alternative hypothesis.

First, note the degrees of freedom, which is one less than the sample size n: df = 
5 – 1 = 4.

Then, find the critical value. In Table A-2 in the appendix, find the critical value for 
4 degrees of freedom that will leave 0.25 area in each tail (because this is a not equal 
to alternative hypothesis) by going to the row for 4 degrees of freedom and the 
column for 0.25; the value is 0.740697. You’ll reject the null hypothesis if the test 
 statistic is outside the range of –0.740697 to +0.740697.

Next, calculate the test statistic t, using this formula:

t =
x̄−𝜇

0

s
�√

n

where x̄ is the sample mean, �
0
 is the population mean, s is the sample standard 

 deviation, and n is the sample size.

t =
x̄−𝜇

0

s
�√

n

=
33−30

5.6
�√

5

=
3

2.5044

=1.19789

The computed test statistic t-value of 1.19789 is clearly outside the range of –0.740697 
to +0.740697, so you reject the null hypothesis. The logger has evidence to conclude that 
the average age of the trees in this forest isn’t equal to 30 years. (And because the test 
statistic is positive, it is likely that the average age is higher than that.)
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 701. The null hypothesis should be rejected; the bank should open the new branch.

First, set up the null and alternative hypotheses:

H0: p0 = 0.10

Ha: p0 > 0.10

Note: Because the bank wants to ensure that at least 10% of the residents will use the 
new branch, it’s implicitly interested in a greater than alternative hypothesis.

Next, determine whether the sample is large enough to run a z-test by checking 
that both np0 and n(1 – p0) equal at least 10. In this case, n = 100 and p0 = 0.10, so 
np0 = (100)(0.10) = 10, and n(1 – np0) = 100(1 – 0.10) = 100(0.90) = 90.

Then, compute the standard error with this formula:

where p0 is the population proportion and n is the sample size. Substitute the known 
values into the formula to get

Next, find the observed proportion by dividing the number who said they would con-
sider banking at the new branch by the sample size of 100: 19/100 = 0.19.

Then, calculate the z-test statistic, using this formula:

where p̂ is the observed proportion, p0 is the hypothesized proportion, and SE is the 
standard error.

z= 0.19−0.1

0.03

=3

Now, use a Z-table, such as Table A-1 in the appendix, to determine the probability of 
observing a z-score this high or higher. Unfortunately, the table shows the probability 
of observing a score of z = 3.0 or lower, so you have to subtract the table probability 
from 1 to get the probability: 1 – 0.9987 = 0.0013.

Finally, compare the probability (that is, the p-value) with the alpha (�) level. The bank 
wanted to use a significance level of 0.05, so �=0.05, and the p-value of 0.0013 is much 
lower than that. So you reject the null hypothesis.
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 702. The null hypothesis should be rejected; the standard has been met and exceeded.

First, set up the null and alternative hypotheses:

H0: p0 = 0.75

Ha: p0 > 0.75

Note: The alternative is a greater than hypothesis because the call center sets a mini-
mum threshold for performance and is asking only whether the system meets or 
exceeds the threshold with a high degree of confidence.

Then, determine whether the sample is large enough to run a z-test by checking 
that both np0 and n(1 – p0) equal at least 10. In this case, n = 50 and p0 = 0.75, so 
np0 = 50(0.75) = 37.5, and n(1 – p0) = 50(1 – 0.75) = 50(0.25) = 12.5.

Compute the standard error with this formula:

where p0 is the population proportion and n is the sample size. Substitute the known 
values into the formula to get

Next, find the observed proportion by dividing the number of “successes” by the 
sample size: 45/50 = 0.90.

Then, calculate the z-test statistic, using this formula:

where p̂ is the observed proportion, p0 is the hypothesized proportion, and SE is the 
standard error.

z= 0.90−0.75

0.061237

=2.4495, or 2.45 (rounded)

Now, use a Z-table, such as Table A-1 in the appendix, to figure out the probability of 
observing a value this high or higher (because the alternative is a greater than 
 hypothesis). The table gives you the proportion of the area under the curve that’s 
less than a given value of z, which is 0.9929. To get the desired area (proportion 
above this z-value), you have to subtract that number from 1: 1 – 0.9929 = 0.0071.

Finally, identify the desired alpha (�) level (0.05) and compare the probability you 
found from the Z-table with that. Because 0.0071 is less than 0.05, you reject the null 
hypothesis.
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 703. The null hypothesis can’t be rejected; the clerk shouldn’t buy the books.

First, set up the null and alternative hypotheses:

H0: p0 = 0.50

Ha: p0 > 0.50

Note: The store sets a minimum threshold (50%) and is interested in finding whether a 
collection of books is at least that marketable or more, so the alternative is a greater 
than hypothesis.

Next, determine whether the sample is large enough to run a z-test by checking 
that both np0 and n(1 – p0) equal at least 10. In this case, n = 30 and p0 = 0.5, so 
np0 = 30(0.5) = 15, and n(1 – p0) = 30(1 – 0.5) = 15.

Calculate the observed proportion by dividing the number of books likely to sell by the 
number of books offered: 17/30 = 0.5667.

Then, compute the standard error with this formula:

where p0 is the population proportion and n is the sample size. Substitute the known 
values into the formula to get

Next, calculate the z-test statistic, using this formula:

where p̂ is the observed proportion, p0 is the hypothesized proportion, and SE is the 
standard error.

z= 0.5667−0.5

0.091287

=0.7307, or 0.73 (rounded)

Now, find this z-score in a Z-table, such as Table A-1 in the appendix. The table value is 
0.7673, which is the area under the curve to the left, the z-test statistic you observed in 
the sample. However, you want to know the probability of getting a z-score this high or 
higher (because the alternative is a greater than hypothesis), so you have to subtract 
the table value from 1 to get the p-value for the z-statistic: 1 – 0.7673 = 0.2327.

Finally, compare this value to the � level (0.05), and you find that the p-value is greater 
than �. Thus, your conclusion is that you can’t reject the null hypothesis, and the clerk 
shouldn’t offer to buy the collection of books.
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 704.  The null hypothesis shouldn’t be rejected; the owner can’t conclude that the defect rate is 
less than 1%.

First, set up the null and alternative hypotheses:

H0: p0 = 0.01

Ha: p0 < 0.01

Note: The alternative hypothesis is a less than hypothesis because the factory owner 
has a maximum acceptable error rate, and she wants to ensure that the process makes 
an error 1% or less of the time.

Then, determine whether the sample is large enough to run a z-test by checking 
that both np0 and n(1 – p0) equal at least 10. In this case, n = 1,000 and p0 = 0.01, so 
np0 = 1,000(0.01) = 10, and n(1 – p0) = 1,000(1 – 0.01) = 1,000(0.99) = 999.

Calculate the observed proportion by dividing the number of defective ball bearing 
by the sample size. If 6 out of 1,000 ball bearings are found to be defective, the 
 proportion is 6/1,000 = 0.006.

Next, compute the standard error with this formula:

where p0 is the population proportion and n is the sample size. Substitute the known 
values into the formula to get

Then, calculate the z-test statistic, using this formula:

where p̂ is the observed proportion, p0 is the hypothesized proportion, and SE is the 
standard error.

z= 0.006−0.01

0.0031464

=−1.2712, or−1.27 (rounded)

Now, find the probability of getting a test statistic value of z at least this far from the 
claimed proportion under the null hypothesis. In this case, the Z-table (Table A-1 in the 
appendix) gives you the proportion under the curve to the left of the z-value you look 
up, and the alternative hypothesis is less than, so you get the probability you need 
directly from the table. That probability is 0.1020 and represents the p-value.

Compare the p-value with the desired level of �=0.05. Because the p-value is greater 
than �, you fail to reject the null hypothesis.

In practical terms, the factory owner doesn’t have significant evidence that the pro-
cess is working correctly and is keeping the error rate to 1% or less.
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 705. p̂ is the sample proportion, and p0 is the claimed value for the population proportion.

When you do a hypothesis test for a proportion, the null hypothesis (H0) makes a 
claim about what the population proportion is; this claimed value for the population 
proportion is denoted by p0. For example, a newspaper article may say that 30% 
(or 0.30) of Americans wear glasses; so p0 = 0.30 is a claimed value for the proportion 
of all Americans in the population who wear glasses. You test the claim by taking a 
sample of Americans and finding the proportion of people in the sample who wear 
glasses. This result is called the sample proportion and is denoted p̂. So p̂ is a value 
that comes from your sample (the sample proportion), while p0 is a value that some-
one claims to be the population proportion.

 706. The null hypothesis can’t be rejected; the manufacturer shouldn’t accept the shipment.

First, set up the null and alternative hypotheses:

H0: p0 = 0.01

Ha: p0 < 0.01

Note: The alternative hypothesis is less than because the company wants to work only 
with suppliers whose parts are less than 1% defective.

Then, determine whether the sample is large enough to run a z-test by checking that 
both np0 and n(1 – p0) equal at least 10. In this case, n = 10,000 and p0 = 0.01, so 
np0 = 10,000(0.01) = 100, and n(1 – p0) = 10,000(1 – 0.01) = 9,900.

Calculate the observed proportion by dividing the number of defective items by the 
sample size: 90/10,000 = 0.009.

Next, compute the standard error with this formula:

where p0 is the population proportion and n is the sample size. Substitute the known 
values into the formula to get

Then, calculate the z-test statistic, using this formula:
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where p̂ is the observed proportion, p0 is the hypothesized proportion, and SE is 
the standard error.

z= 0.009−0.01

0.000994987

=−1.005038, or−1.01 (rounded)

Now, find the area under the curve to the left of the test statistic value of z and convert 
this to a p-value. According to Table A-1, the nearest value for z = –1.01, which gives an 
area of 0.1562. Because you had a less than alternative hypothesis and the value of z is 
negative, the table value is the same as the p-value.

Finally, compare the p-value with the �=0.01 level of significance. In this case, the 
p-value is greater than �, so you can’t reject the null hypothesis. The company can’t 
be reasonably sure that the shipment keeps the defect rate low enough.

 707. E. None of the above.

The true value for the population proportion is denoted by p. Because p is typically 
unknown, it’s often given a claimed value (denoted by p0). The claimed value for p is 
challenged by comparing it to the results of a sample, using a hypothesis test. In the 
end, a probability is reported, which is called the p-value. The p-value is the probability 
that the results in the sample happened by random chance, while the claimed value 
for p is true. A small p-value indicates the sample results were unlikely to be due to 
chance. It gives evidence against the claimed value of p, resulting in possibly rejecting 
H0, depending on how small it is.

 708. There is insufficient evidence to draw a conclusion.

In this case, the dealer didn’t draw a sufficient sample size. To determine whether the 
sample is large enough to run a z-test, you check that both np0 and n(1 – p0) equal at 
least 10. In this case, n = 10 and p0 = 0.05, so np0 = 10(0.05) = 0.5. This is less than 10, 
so you can’t use the normal approximation to the binomial.

Ultimately, there’s insufficient evidence to draw a conclusion in this case when sam-
pling only ten items.

 709. 100% confidence

It’s important to remember basic concepts before starting to run statistical tests. 
A sample is a part of a population. If impurities exist in a sample of blood specimens, 
then impurities certainly exist in the population of specimens from which it’s drawn. 
The blood bank can say with 100% confidence that the blood donation population 
of specimens has disease in it. The z-test is irrelevant here.

 710.  The null hypothesis can’t be rejected; the city council should work to control the pigeon 
population.

In this case, a little thought will save a lot of statistical testing. If the city council 
wants the infection rate to be 3% or less and it observes an infection rate of 3% in a 
sample (6/200 is 3%), then the null hypothesis can’t be rejected, regardless of the 
significance level. Or simply consider that the numerator of the test statistic z would 
be 0 because the sample proportion and assumed population proportion are the 
same. The p-value would be 0.50, far from significant. You fail to reject the null 
hypothesis, and the pigeons need to be  controlled better, given the policy.



398

An
sw

er
s 

70
1–

80
0

Part II: The Answers 

 711. The null hypothesis can be rejected; the designer shouldn’t accept the shipment.

First, set up the null and alternative hypotheses:

H0: p0 = 0.25

Ha: p0 ≠ 0.25

Note: The alternative hypothesis is not equal to because the designer aims for a defect 
rate of 0.25 and neither significantly more or less.

Next, determine whether the sample is large enough to run a z-test by checking 
that both np0 and n(1 – p0) equal at least 10. In this case, n = 50 and p0 = 0.25, so 
np0 = 50(0.25) = 12.5 and n(1 – p0) = 50(1 – 0.25) = 50(0.75) = 37.5.

The sample proportion is 0.12, as stated in the problem.

Then, compute the standard error with this formula:

where p0 is the population proportion and n is the sample size. Substitute the known 
values into the formula to get

Next, calculate the z-test statistic, using this formula:

where p̂ is the observed proportion, p0 is the hypothesized proportion, and SE is the 
standard error.

z= 0.12−0.25

0.061237

=−2.1229, or−2.12 (rounded)

Find the area under the curve to the left of the test statistic value of z, and convert this 
to a p-value. Using Table A-1 in the appendix (or another Z-table), you find that 0.0170 
of the curve lies to the left of z = –2.12. The alternative hypothesis in this case is not 
equal to, so that curve area must be doubled: 2(0.0170) = 0.0340.

Now, compare the p-value with the desired � level of 0.05. Because the p-value is less 
than �, the null hypothesis can be rejected. In this case, the designer should reject the 
shipment because it has too few defects for his taste.
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 712. H0: p = 0.50; Ha: p ≠ 0.50

You’re testing to see whether a coin is fair. If the coin is fair, the probability of getting a 
heads (or the proportion of heads in an infinite number of coin flips) is p = 0.50. If the 
coin isn’t fair, there could be either a significantly smaller proportion of heads than 
0.50 or a significantly larger proportion of heads than 0.50. In other words, if the coin 
isn’t fair, p ≠ 0.50. In a hypothesis test, you start by claiming that the coin is fair unless 
evidence shows otherwise. That means that H0 is p = 0.50 and Ha is p ≠ 0.50.

 713. H0: p = 0.45; Ha: p > 0.45

In this case, p is the proportion of correct answers Joe would get if you played this 
game an infinite number of times. If Joe were just guessing at the suit of each card, he’d 
be expected to guess 25% of the card suits correctly (because there are four possible 
suits, and each suit occurs equally often among each deck). In other words, if Joe is 
guessing, p would equal 0.25 in the long run. You decided that he has to be at least 
20 percentage points above the accuracy you would expect by chance: 0.25 + 0.20 = 
0.45. So the null and alternative hypotheses in this case are H0: p = 0.45 and Ha: p > 0.45.

 714. The null hypothesis can’t be rejected, and the sample shouldn’t be rejected either.

First, set up the null and alternative hypotheses:

H0: p0 = 0.25

Ha: p0 ≠ 0.25

Next, determine whether the sample is large enough to run a z-test by checking that 
both np0 and n(1 – p0) equal at least 10. In this case, n = 1,000,000 and p0 = 0.25, so 
np0 = 1,000,000(0.25) = 250,000, and n(1 – p0) = 1,000,000(1 – 0.25) = 1,000,000(0.75) 
= 750,000.

Calculate the observed proportion by dividing the cells with the phenotype by sample 
size: 250,060/1,000,000 = 0.25006.

Then, compute the standard error with this formula:

where p0 is the population proportion and n is the sample size. Substitute the known 
values into the formula to get
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Next, calculate the z-test statistic, using this formula:

where p̂ is the observed proportion, p0 is the hypothesized proportion, and SE is the 
standard error.

z= 0.25006−0.25

0.000433

=0.1386, or 0.14 (rounded)

Find the area under the curve to the right of the test statistic value of z (that is, away 
from the claimed proportion), and convert this to a p-value. The closest z-value is 0.14, 
which corresponds to an area of 0.5557. This, however, is the area to the left of z = 0.14, 
so you find 1 – 0.5557 = 0.4443 to be the area to the right of z. The not equal to alterna-
tive hypothesis means that you need the total area in two tails. To get that, multiply the 
result by 2:

p-value = 2(0.4443) = 0.8886

Now, compare this with the � level. The p-value says that there’s an 88.86% probability 
of seeing a sample as or more extreme that what the biologist observed. This is evi-
dence that a reasonably common proportion was seen. This far exceeds the threshold 
of �=0.10. Because the p-value is greater than �, the biologist should fail to reject the 
null hypothesis and accept this sample for further study.

 715. You know you can’t reject H0 because 0.20 isn’t one of the values in Ha.

Bob’s theory is that 30% of the customers in the checkout line buy something (so H0 is 
p = 0.30). You believe it could even be higher than that (so Ha is p > 0.30); in this case, 
any values less than 0.30 don’t matter. Given this situation, the only hope you have of 
rejecting H0 is if your sample results are higher than 30%; then it would be a matter of 
calculating out the hypothesis test to determine whether your sample results are high 
enough above 30% to reject Bob’s claim. However, because your sample results (20%) 
are lower than 30% right out of the box, you don’t have to go any further; you know 
you won’t be able to reject H0.

 716. H
0
:�

1
−�

2
=0; H

a
:𝜇

1
−𝜇

2
>0

The null hypothesis is always a statement of equality. The alternative in this case is 
that the population mean of Group 1 will be larger than that of Group 2.

 717. 1.645

First, determine whether a z-test for independent groups is appropriate. Because the 
population of scores is normally distributed and you have population standard devia-
tion information for both groups, you can proceed to do the test.

This is a greater than alternative hypothesis with an alpha level of 0.05. Using Table A-1 
in the appendix, find the critical value of z such that 0.05 of the probability lies above 
it. This value falls between 1.64 and 1.65 and just happens to round to 1.645.
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 718. 4.472

To calculate the standard error, use this formula:

where �2

1
 and �2

2
 are the variances of the two populations, and n1 and n2 are the two 

sample sizes. So for this test, the standard error is

 719. 4.2263

First, find the standard error, using this formula:

where �2

1
 and �2

2
 are the variances of the two populations, and n1 and n2 are the two 

sample sizes. So for this test, the standard error is

Then, use the formula to find the test statistic:

where x̄
1
 and x̄

2
 are the sample means, and �

1
 and �

2
 are the population means. The 

null hypothesis is that the two populations have the same mean (in other words, 
that the difference in population means is 0).

z=

(
33.3−14.4

)
−
(
0
)

4.472

=4.2263

 720.  The null hypothesis can be rejected; it appears that workers who smile more are more 
productive.

Set up the null and alternative hypotheses. Because the manager believes that happy 
workers are more productive, it makes sense to set up a greater than alternative 
hypothesis.

H
0
:𝜇

1
−𝜇

2
=0

H
a
:𝜇

1
−𝜇

2
>0
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Next, identify the alpha level. The question says to use �=0.05.

Use a Z-table, such as Table A-1 in the appendix, to find a critical value for the z-test. 
Because the alternative hypothesis is greater than, the critical value for z will be 
 positive and occur at the point where 0.05 of the curve area lies to the right of the 
z-score, putting 1 – 0.05 = 0.95 of the area to the left of that z-score. As a result, you 
look for a table value of 0.95 and identify the z-value corresponding to that. It turns 
out to be between 1.64 and 1.65, so you can call it 1.645.

Now, calculate the standard error, using this formula:

where �2

1
 and �2

2
 are the variances of the two populations, and n1 and n2 are the two 

sample sizes. So for this test, the standard error is

Then use the formula to find the test statistic:

where x̄
1
 and x̄

2
 are the sample means, and �

1
 and �

2
 are the population means. The null 

hypothesis is that the two populations have the same mean (in other words, that the 
difference in population means is 0).

z=

(
33.3−14.4

)
−
(
0
)

4.472

=4.2263

Finally, determine whether the test statistic value for z is greater than the critical value 
for z, and reject the null hypothesis if so. In this case, the test statistic value (4.2263) is 
greater than the critical value (1.645), so you reject the null hypothesis. It appears that 
checkout clerks who smile more are more productive.

 721. H
0
:�

1
=�

2
; H

a
:�

1
≠�

2

The null hypothesis is that the two population means don’t differ, while the alternative 
hypothesis is that they do differ (a not equal to alternative hypothesis).

 722. 1.96

Because this is a not equal to alternative hypothesis, half the alpha value of 0.05 will 
be in the upper tail and 0.05 in the lower tail. Using Table A-1, you can see that 1.96 is 
the z-value that has 0.025 of the total area above it. Doubling this probability (to include 
the lower tail) gives a significance level of 0.05.
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 723. –1.2123

To find the test statistic, use this formula:

z=
x̄
1
− x̄

2√(
𝜎
2

1

/
n
1

)
+
(
𝜎
2

2

/
n
2

)

where x̄
1
 and x̄

2
 are the sample means, �2

1
 and �2

2
 are the population variances, and n1 

and n2 are the sample sizes.

Then, substitute the known values into the formula and solve:

z= 51.9−52.6��
5
�
30

�
+
�
5
�
30

�

=
−0.7√

0.1667+0.1667

=
−0.7√
0.3334

=−1.2123

 724.  The null hypothesis can’t be rejected. This study doesn’t support the idea that smokers and 
 nonsmokers differ in IQ.

First, find the test statistic, using this formula:

z=
x̄
1
− x̄

2√(
𝜎
2

1

/
n
1

)
+
(
𝜎
2

2

/
n
2

)

where x̄
1
 and x̄

2
 are the sample means, �2

1
 and �2

2
 are the population variances, and n1 

and n2 are the sample sizes.

Then, substitute the known values into the formula and solve:

z= 51.9−52.6��
5
�
30

�
+
�
5
�
30

�

=
−0.7√

0.1667+0.1667

=
−0.7√
0.3334

=−1.2123

As you can see in Table A-1 in the appendix, the test statistic for a not equal to hypoth-
esis with an alpha level of 0.10 is 1.645. The z-statistic is only 1.2123 standard devia-
tions away from the claimed mean of 0. In other words, because the absolute value of z 
is less than the critical value (1.2123 < 1.645), you don’t have sufficient evidence to 
reject the null hypothesis.
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 725.  The null hypothesis can’t be rejected. This study doesn’t support the idea that smokers and  
nonsmokers differ in IQ.

First, find the test statistic, using this formula:

z=
x̄
1
− x̄

2√(
𝜎
2

1

/
n
1

)
+
(
𝜎
2

2

/
n
2

)

where x̄
1
 and x̄

2
 are the sample means, �2

1
 and �2

2
 are the population variances, and n1 

and n2 are the sample sizes.

Then, substitute the known values into the formula and solve:

z= 51.9−52.6��
5
�
30

�
+
�
5
�
30

�

=
−0.7√

0.1667+0.1667

=
−0.7√
0.3334

=−1.2123

As you can see from Table A-1 in the appendix, the test statistic for a not equal to 
hypothesis with an alpha level of 0.5 is 1.96. The z-statistic is only 1.2123 standard 
deviations away from the claimed mean of 0. In other words, because the absolute 
value of z is less than the critical value (1.2123 < 1.96), you don’t have sufficient evi-
dence to reject the null hypothesis.

 726. H
0
:�

1
=�

2
; H

a
:�

1
≠�

2

You may think that more sleep would lead to a better score on the memory test. But 
because this isn’t explicitly stated, you must assume that the researcher is interested 
in whether the two groups differ at all. Thus, the alternative hypothesis must be not 
equal to, while the null hypothesis is that the population mean scores are equal.

 727. H
0
:�

1
=�

2
; H

a
:𝜇

1
>𝜇

2

If the researcher is interested only in whether Group 1 (the group allowed to sleep 
five hours) performs better than Group 2 (the group allowed to sleep only three hours), 
this is a less than alternative hypothesis. The null hypothesis is always a statement of 
equality.

 728. 2.8803

To calculate the test statistic, use this formula:

z=
x̄
1
− x̄

2√(
𝜎
2

1

/
n
1

)
+
(
𝜎
2

2

/
n
2

)

where x̄
1
 and x̄

2
 are the sample means, �2

1
 and �2

2
 are the population variances, and n1 

and n2 are the sample sizes.
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Then, substitute the known values into the formula and solve:

z= 62−58��
62
�
40

�
+
�
62
�
35

�

=
4��

36
�
40

�
+
�
36

�
35

�

=
4√

0.9+1.0286

=
4√

1.3887

=2.8803

 729.  Reject the null hypothesis and conclude that a difference in sleep is associated with a 
difference in performance.

First, find the test statistic, using this formula:

z=
x̄
1
− x̄

2√(
𝜎
2

1

/
n
1

)
+
(
𝜎
2

2

/
n
2

)

where x̄
1
 and x̄

2
 are the sample means, �2

1
 and �2

2
 are the population variances, and n1 

and n2 are the sample sizes.

Then, substitute the known values into the formula and solve:

z= 62−58��
62
�
40

�
+
�
62
�
35

�

=
4��

36
�
40

�
+
�
36

�
35

�

=
4√

0.9+1.0286

=
4√

1.3887

=2.8803

For a two-tailed z-test with a significance level of �=0.01, alpha must be split between 
the two tails. Using Table A-1 and looking for a probability of 0.01/2 = 0.005, you find 
the critical value to be roughly 2.58. The test statistic is greater than this so the 
researcher will reject the null hypothesis. Based on the two-sided alternative 
 hypothesis, you can conclude only that a difference in sleep is associated with a 
 difference in performance.

 730. Reject the null hypothesis and conclude that more sleep is associated with better performance.

First, find the test statistic, using this formula:

z=
x̄
1
− x̄

2√(
𝜎
2

1

/
n
1

)
+
(
𝜎
2

2

/
n
2

)

where x̄
1
 and x̄

2
 are the sample means, �2

1
 and �2

2
 are the population variances, and 

n1 and n2 are the sample sizes.
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Then, substitute the known values into the formula and solve:

z= 62−58��
62
�
40

�
+
�
62
�
35

�

=
4��

36
�
40

�
+
�
36

�
35

�

=
4√

0.9+1.0286

=
4√

1.3887

=2.8803

Using Table A-1 in the appendix, find the critical value for a one-tailed z-test at �=0.05, 
which is roughly 1.64. The test statistic is greater than this so the researcher will reject 
the null hypothesis and conclude that more sleep is associated with better 
performance.

 731. a t-test of paired population means

The households are observed twice, once for each appeal, so the two measurements 
on each household are paired rather than independent. The sample size of ten is too 
small for a z-test, so the t-test must be used.

 732. A. The wallet appeal was more successful.

For the paired t-test, you calculate differences by subtracting the second group from 
the first. Because the mean difference score, d̄, is negative, on average, energy con-
sumption was lower in the wallet condition as compared to the moral condition. 
However, to test whether the two conditions differed significantly, you need to conduct 
a paired t-test.

 733. 9

The appropriate test is the paired t-test. The degrees of freedom is one less than the 
number of pairs: npairs – 1 = 10 – 1 = 9.

 734. 14.67

To calculate the standard error for a paired t-test, use this formula:

where sd̄ is the standard deviation of the differences from the sample, and npairs is the 
number of pairs.

So the standard error is
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 735. –5.69

First, find the standard error with this formula:

where sd̄ is the standard deviation of the differences from the sample, and npairs is the 
number of pairs.

So the standard error is

Then, find the test statistic, using this formula:

where  is the average of the paired difference from the sample. So, substituting the 
numbers, that makes the test statistic

t = −83.5

14.67

=−5.69189

 736.  Reject the null hypothesis and conclude that moral appeal is less successful than the 
wallet appeal.

You will conduct a paired t-test. This is a not equal to alternative hypothesis, so the 
null and alternative hypotheses are

H
0
:�

1
−�

2
=0

H
a
:�

1
−�

2
≠0

To calculate the standard error for a paired t-test, use this formula:

where sd̄ is the standard deviation of the differences from the sample, and npairs is 
the number of pairs.

Then, find the test statistic:

where d̄ is the average of the paired differences from the sample. This result rounds 
to –5.69.



408

An
sw

er
s 

70
1–

80
0

Part II: The Answers 

The degrees of freedom are n – 1 = 10 – 1 = 9. You can find the critical value for 
an alpha level of 0.10 by first splitting the level of significance in half for each of 
the two tails, because this test has a two-sided alternative. Examining the column 
for 0.10/2 = 0.05 and the row for 9 df in Table A-2 in the appendix, you find the 
 critical value is 1.833113.

The test statistic is greater than the critical value, so you reject the null hypothesis. The 
direction of the difference in means indicates that less power was used following the 
wallet appeal, making the moral appeal less successful.

 737. a t-test of paired population means

The data is paired because both brands are tested on each toy, and the lengths of time 
each brand of battery operated a given toy are compared.

 738. H
0
:�d =0; H

a
:�d ≠0

In a paired t-test, the null hypothesis is that the mean of the difference scores is 0. As a 
not equal to hypothesis, the alternative hypothesis is that the mean of the difference 
scores isn’t 0.

 739. –0.9286

You calculate the mean of the difference scores, d̄, by averaging the individual difference 
scores, with this formula:

d̄ =

n∑
i=1

di

n

where di represents the individual difference scores, and n is the number of pairs. So, 
substituting the numbers into the formula, you get

d̄ =
−1.7+

(
−2.2

)
+
(
−0.5

)
+
(
−0.8

)
+
(
−1.1

)
+0.7+

(
−0.9

)
7

=
−6.5

7

=−0.9286

 740. 0.3483

To find the standard error, use this formula:

where sd is the standard deviation of the difference scores in the sample, and n is the 
sample size.

Substitute the known values into the formula to get
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 741. 2.44691

To find the critical value, you need the degrees of freedom and the alpha level. The 
degrees of freedom are one less than the number of pairs: 7 – 1 = 6. The alpha level 
is given.

For a not equal to alternative hypothesis, you want half the alpha value of 0.05 in the 
lower tail and half in the upper tail. Looking in the column for 0.025 and the row for 
6 df in the t-table (Table A-2 in the appendix), you find the critical value 2.44691.

 742. 3.70743

To find the critical value, you need the degrees of freedom and the alpha level. The 
degrees of freedom are one less than the number of pairs: 7 – 1 = 6. The alpha level 
is given.

For a not equal to alternative hypothesis, you want half the alpha value of 0.01 in the 
lower tail and half in the upper tail. Looking in the column for 0.005 and the row for 
6 df in the t-table (Table A-2 in the appendix), you find the critical value 3.70743.

 743. –2.6661

Calculate the test statistic for a paired t-test using this formula:

You calculate the mean of the difference scores, d̄, by averaging the individual differ-
ence scores with this formula.

where the di are the individual difference scores, and n is the number of pairs. So, 
 substituting the numbers into the formula, you get

To find the standard error, use this formula:

where sd is the standard deviation of the difference scores in the sample, and n is 
the sample size.

Substitute the known values into the formula to get
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Plugging in the values, the test statistic is therefore

 744. Fail to reject the null hypothesis.

You calculate the mean of the difference scores, d̄, by averaging the individual differ-
ence scores, with this formula:

d̄ =

n∑
i=1

di

n

where di represents the individual difference scores, and n is the number of pairs. So, 
substituting the numbers into the formula, you get

d̄ =
−1.7+

(
−2.2

)
+
(
−0.5

)
+
(
−0.8

)
+
(
−1.1

)
+0.7+

(
−0.9

)
7

=
−6.5

7

=−0.9286

To find the standard error, use this formula:

where sd is the standard deviation of the difference scores in the sample, and n is the 
sample size.

Substitute the known values into the formula to get

Then calculate the test statistic:

To find the critical value, you need the degrees of freedom and the alpha level. The 
degrees of freedom are one less than the number of pairs: 7 – 1 = 6, and the alpha level 
is given as 0.01.

For a not equal to alternative hypothesis, you want half the alpha value of 0.01 in the 
lower tail and half in the upper tail. Looking in the column for 0.005 and the row for 6 df 
in the t-table (Table A-2 in the appendix), you find the critical value 3.70743.
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Because you have a not equal to alternative hypothesis, you’ll reject the null hypoth-
esis if the absolute value of your test statistic exceeds the critical value. However, the 
absolute value of your test statistic, 2.6661, is less than the critical value, so you don’t 
reject the null hypothesis.

Your test statistic is closer to the mean than the critical value is, so you fail to reject 
the null hypothesis.

 745.  Reject the null hypothesis and conclude that there’s a significant difference in battery life 
between the two brands.

You need to calculate a t-statistic and compare it to the critical value to decide whether 
to accept or reject the null hypothesis. The degrees of freedom for the test statistic are 
one less than the number of pairs: 7 – 1 = 6.

For a not equal to alternative hypothesis, you want half the alpha value of 0.01 in the 
lower tail and half in the upper tail. Looking in the column for 0.005 and the row for 
6 df in the t-table (Table A-2 in the appendix), you find the critical value 2.44691.

You calculate the mean of the difference scores, d̄, by averaging the individual 
 difference scores with this formula:

d̄ =

n∑
i=1

di

n

where the di are the individual difference scores, and n is the number of pairs. So, 
 substituting the numbers into the formula, you get

d̄ =
−1.7+

(
−2.2

)
+
(
−0.5

)
+
(
−0.8

)
+
(
−1.1

)
+0.7+

(
−0.9

)
7

=
−6.5

7

=−0.9286

To find the standard error, use this formula:

where sd is the standard deviation of the difference scores in the sample, and n is 
the sample size.

Substitute the known values into the formula to get
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Then calculate the test statistic:

Your test statistic is farther from the mean than the critical value is, so you will reject the 
null hypothesis. Your sample data provides you with sufficient evidence to reject the null 
hypothesis and conclude that there is a difference between the two brands.

 746. a z-test of two population proportions

The research question is whether the proportion of security breaches differs between 
two independent populations, and the sample size is large enough to support a z-test.

 747. H0: p1 = p2; Ha: p1 ≠ p2

The null and alternative hypotheses are always stated in terms of population 
 parameters — in this case, population proportions p1 and p2. The null hypothesis is 
always a statement of equality; when the researcher has no initial hunch about the direc-
tion of population differences, the alternative hypothesis is written as not equal to, using 
the ≠ symbol.

 748. 0.0211 and 0.05144

You calculate the sample proportions, p̂
1
 and p̂

2
, for each group by dividing the number 

of security breaches by the number of accounts observed.

Group 1 had 1,055 breaches in 50,000 cases, so the observed proportion is

Group 2 had 2,572 breaches in 50,000 cases, so the observed proportion is

p̂
2
=

2,572

50,000
=0.05144

 749. 0.03627

You calculate the overall sample proportion, p̂, by dividing the total number of security 
breaches by the total number of accounts observed. In this example, Group 1 had 1,055 
breaches, and Group 2 had 2,572 breaches. Each group had 50,000 accounts.

p̂=
1,055+2,572

50,000+50,000
=0.03627
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 750. 0.0012

Calculate the standard error using the following formula, where p̂ is the population 
proportion and n1 and n2 are the sample sizes:

 751. –25.66

Calculate the z-statistic using the following formula, where p̂ is the population 
 proportion and n1 and n2 are the sample sizes:

 752.  Reject the null hypothesis and conclude that there’s a significant difference in the security 
of the two types of passwords.

You will conduct a z-test for two population proportions, for a not equal to question, 
using the null and alternative hypotheses:

H
0
:p

1
=p

2

H
a
:p

1
≠p

2

To calculate the test statistic, you use this formula:

z=
p̂
1
− p̂

2�����p̂
�
1− p̂

� ⎛⎜⎜⎝
1
n
1

+ 1
n
2

⎞⎟⎟⎠
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where p̂
1
 and p̂

2
 are the two sample proportions, and n1 and n2 are the sample sizes.

You calculate the overall sample proportion, p̂, by dividing the total number of security 
breaches by the total number of accounts observed. In this example, Group 1 had 
1,055 breaches, and Group 2 had 2,572 breaches. Each group had 50,000 accounts.

p̂=
1,055+2,572

50,000+50,000

=
3,627

100,000

=0.03627

Then you find the sample proportions, p̂
1
 and p̂

2
, for each group by dividing the 

number of security breaches by the number of accounts observed.

Group 1 had 1,055 breaches in 50,000 cases, so the observed proportion is

Group 2 had 2,572 breaches in 50,000 cases, so the observed proportion is

p̂=
2,572

50,000

=0.05144

Substitute the values in the formula and solve:

The critical value, using Table A-1, a significance level of 0.05, and a not equal to alter-
native hypothesis, means that the critical value for z is ± 1.96 (the value that leaves 
2.5%, or 0.025, of the curve area in each tail). You’ll reject the null hypothesis if the test 
statistic value of z is outside the range of –1.96 to +1.96.

Your test statistic of –25.66 is outside the range of –1.96 to 1.96, so you reject the null 
hypothesis. Thus, the more plausible explanation is the two-sided alternative hypoth-
esis that there’s a difference between the two sets of security rules. The alternative 
hypothesis didn’t favor one set of security rules over the other, but because the test 
statistic is negative, you know that the first group had fewer security breaches than 
the second, so the extra rule about passwords seems to increase security.



415

An
sw

er
s 

70
1–

80
0

 Answers

 753. 0.5 and 0.7

p̂
1
 and p̂

2
 are the sample proportions for Group 1 and Group 2. You calculate them 

by dividing the number of cells with cases of interest (behavioral disturbance) in 
each group by the sample size for each group.

p̂
1
=

50

100
=0.5

p̂
2
=

70

100
=0.7

 754. 0.6

You find the overall sample proportion, p̂, by dividing the total number of cells with 
cases of interest (those with a behavioral disturbance) by the total number of cases 
in the study.

p̂=
50+70

100+100

=
120

200

=0.6

 755. 0.0693

Calculate the standard error by using this formula:

where n1 and n2 are the two sample sizes, and the overall sample proportion, p̂, is 
 calculated by dividing the total number of cases of interest (those with a behavioral 
disturbance) by the total number of cases in the study.

p̂=
50+70

100+100

=
120

200

=0.6

Then, plug in the numbers for the standard error formula:



416

An
sw

er
s 

70
1–

80
0

Part II: The Answers 

 756. 2.58

This is a not equal to alternative hypothesis, so you’ll split the probability of 
0.01 between the upper and lower tails of the distribution, resulting in a value of 
0.01/2 = 0.005 in each tail. Using Table A-1, you find that the critical value is 
roughly 2.58.

 757. 2.33

This is a greater than alternative hypothesis, so you want the entire probability of 0.01 
in the upper tail of the distribution. Using Table A-1, you find that the critical value is 
about 2.33.

 758. –2.8868

To find the test statistic, use this formula:

z=
p̂
1
− p̂

2�����p̂
�
1− p̂

� ⎛⎜⎜⎝
1
n
1

+ 1
n
2

⎞⎟⎟⎠
where n1 and n2 are the samples sizes for the two groups and p̂ is the sample propor-
tion. You find the value of p̂ by dividing the total number of cells with a behavioral 
disturbance by the total number of cells in the study.

p̂=
50+70

100+100

=
120

200

=0.6

Now, plug in the numbers and solve:

z=
p̂
1
− p̂

2�����p̂
�
1− p̂

� ⎛⎜⎜⎝
1
n
1

+ 1
n
2

⎞⎟⎟⎠
=

0.5−0.7�����0.6
�
1−0.6

� ⎛⎜⎜⎝
1

100
+ 1
100

⎞⎟⎟⎠
=

−0.2��
0.24

��
0.02

�

=
−0.2√
0.0048

=−2.8868
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 759.  Reject the null hypothesis and conclude that there’s a significant difference in behavioral 
 disturbances between the two groups.

Compute the test statistic, using this formula:

z=
p̂
1
− p̂

2�����p̂
�
1− p̂

� ⎛⎜⎜⎝
1
n
1

+ 1
n
2

⎞⎟⎟⎠
where n1 and n2 are the samples sizes for the two groups. You calculate the overall 
sample  proportion, p̂, by dividing the total number of cells with a behavioral 
 disturbance by the total number of cells in the study.

p̂=
50+70

100+100

=
120

200

=0.6

Now, plug the numbers into the formula and solve:

z=
p̂
1
− p̂

2�����p̂
�
1− p̂

� ⎛⎜⎜⎝
1
n
1

+ 1
n
2

⎞⎟⎟⎠
=

0.5−0.7�����0.6
�
1−0.6

� ⎛⎜⎜⎝
1

100
+ 1
100

⎞⎟⎟⎠
=

−0.2��
0.24

��
0.02

�

=
−0.2√
0.0048

=−2.8868

The test statistic of –2.8868 is outside the range of –1.96 to 1.96, which are the 
 critical values (from Table A-1) for a z-test for a not equal to alternative hypothesis 
with a  significance level of 0.05. You therefore reject the null hypothesis. Thus, the 
more  plausible explanation is the two-sided alternative hypothesis that there’s a 
 difference in behavior between allowing Internet use and not allowing it. As stated, 
the  alternative hypothesis doesn’t favor a particular course of action, but because 
the test statistic is negative, this shows that the second group (those without Internet 
access) had more behavioral disturbances than the first.
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 760.  Reject the null hypothesis and conclude that there’s a significant difference in behavioral 
 disturbances between the two groups.

You calculate the overall sample proportion, p̂, by dividing the total number of cells 
with a behavioral disturbance by the total number of cells in the study.

p̂=
50+70

100+100

=
120

200

=0.6

To find the test statistic, use this formula:

z=
p̂
1
− p̂

2�����p̂
�
1− p̂

� ⎛⎜⎜⎝
1
n
1

+ 1
n
2

⎞⎟⎟⎠
=

0.5−0.7�����0.6
�
1−0.6

� ⎛⎜⎜⎝
1

100
+ 1
100

⎞⎟⎟⎠
=

−0.2��
0.24

��
0.02

�

=
−0.2√
0.0048

=−2.8868

where n1 and n2 are the samples sizes for the two groups.

Now, plug in the numbers and solve:

z=
p̂
1
− p̂

2�����p̂
�
1− p̂

� ⎛⎜⎜⎝
1
n
1

+ 1
n
2

⎞⎟⎟⎠
=

0.5−0.7�����0.6
�
1−0.6

� ⎛⎜⎜⎝
1

100
+ 1
100

⎞⎟⎟⎠
=

−0.2��
0.24

��
0.02

�

=
−0.2√
0.0048

=−2.8868

The test statistic of –2.8868 is outside the range of –2.58 to 2.58, which are the critical 
values (from Table A-1) for a z-test with a not equal to alternative hypothesis. You 
therefore reject the null hypothesis. Thus, the more plausible explanation is the two-
sided alternative hypothesis that there’s a difference in behavior between allowing 
Internet use and not allowing it. As stated, the alternative hypothesis doesn’t favor a 
particular course of action, but because the test statistic is negative, this shows that 
the second group (those without Internet access) had more behavioral disturbances 
than the first.
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 761. all adult drivers in the metro area

The target population is the people you want your results to apply to, which, in this 
example, is all adult drivers in the metro area.

 762. bias

Bias means that the results from your sample are unlikely to be true for the population 
as a whole in some systematic way.

 763.  Choices (A), (B), and (C) (Not everyone has a phone or a listed phone number; not everyone is 
at home during the day on weekdays; not everyone is willing to participate in telephone polls.)

Using published phone directories as a sampling frame and scheduling calls during 
only one part of the day can introduce several types of bias to a study. First, people 
without a phone or a published phone number have no possibility of being selected for 
the sample. Second, people who aren’t at home during the scheduled time can’t supply 
data. And third, phone surveys in general are subject to non-response bias because a 
high proportion of people contacted may refuse to participate in the survey. All these 
factors may bias the sample and the data, so your results don’t represent the target 
population.

 764. It indicates that one answer is preferred and may introduce bias.

In responsible polling, questions should be stated in a neutral manner.

 765. non-response bias

Non-response bias occurs when those among the sample who defer to take part in a 
study differ in some significant way from those who do take part.

 766. response bias

In this case, it’s likely that some of the respondents weren’t being truthful. This is 
when response bias occurs. For example, most people believe that voting in elections 
is a positive characteristic, so they’re more likely to report having voted, even if they 
didn’t.

 767. because it may be impossible to detect and, thus, impossible to correct

Many potential causes of bias in survey research exist, and they’re particularly prob-
lematic because the survey results alone may not give any indication of what kinds of 
bias, if any, affected the results. Thus, it may be impossible to compensate or correct 
for any biases present in the data.
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 768. A. calculating the mean age of all the students by using their official records

You can reasonably assume that all students in the school have official records, and 
the records include age. This method is the only one that guarantees gathering of infor-
mation from the entire target population, which is the definition of a census.

 769.  E.  numbering the students by using the school’s official roster and selecting the sample by 
using a random number generator

This method is the only one described that will result in a simple random sample. The 
other methods suggested are a stratified sample (classifying the students as male or 
female and drawing a random sample from each), a systematic sample (using an alpha-
betized student roster and selecting every 15th name, starting with the first one), a 
cluster sample (selecting three tables at random from the cafeteria during lunch hour 
and asking the students at those tables for their age), and a snowball sample (selecting 
one student at random, asking him or her to suggest three friends to participate and 
continuing in this fashion until you have your sample size).

 770. undercoverage bias

Undercoverage bias results when part of the target population is excluded from the 
possibility of being selected for the sample. In this case, the exclusion is due to the 
sampling frame not including all the firm’s current employees.

 771. volunteer sample bias

You’ll receive responses only from people who happen to be watching the program and 
then volunteer to participate in the survey. Because you didn’t select them yourself 
beforehand, they don’t make up a statistical sample, and they probably don’t represent 
any real population of interest.

 772. convenience sample bias

You’re sampling and interviewing a sample of people that’s the most convenient for 
you, and there’s no way to know what population they represent (if any).

 773. to reduce bias caused by always using positive or negative statements

Some people may have a tendency to agree to positive statements rather than the 
equivalent question written as a negative statement, so by including both types of 
statements, this bias can be reduced.

 774. It asks two questions at once.

Because this survey item asks two questions in one (should everyone go to college, 
and should everyone seek gainful employment), some respondents may be confused 
about how to answer, especially if they agree with only one part of the question. For 
example, they may think that everyone should seek gainful employment but not neces-
sarily go to college.
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 775.  Choices (A) and (B) (because the respondent may be uninformed about the topic; because the 
respondent may not remember enough information to answer the question)

Including “don’t know” as a category is needed for people who don’t know the answer 
to a question, whether because it requires knowledge that they don’t possess (about a 
world political situation, for example) or because they don’t remember the information 
needed to answer the question (for example, what their typical diet was 30 years ago). 
If you’re concerned about respondents finding a question offensive, include a separate 
category, such as “choose not to answer.”

 776. E. Choices (A) and (C) (strong; positive)

This scatter plot displays a strong, positive linear relationship (r = 0.77) between high-
school and college GPA.

 777. E. 4.0

The strong, positive linear relationship between high-school and college GPA suggests 
that, without having any further information, the student with the highest high-school 
GPA will also have the highest college GPA.

 778. The points slope upward from left to right.

That the points slope upward from left to right means that lower values on the X vari-
able tend to have lower values on the Y variable as well, and higher values on the 
X variable tend to have higher values on the Y variable.

 779. The points cluster closely around a straight line.

This relationship isn’t perfect (if it was, all the points would lie on a perfectly straight 
line), but the points do cluster closely around a line, so the relationship is fairly strong.

 780. The points would all lie on a perfectly straight line sloping upward.

With a correlation of 1.0, all the points would lie perfectly on a straight line instead of 
just clustering around it. The line would slope upward from left to right.

 781.  D.  Choices (A) and (C) (The points would all lie on a straight line; all the points would slope 
 downward from left to right.)

The scatter plot of two variables with a correlation of –1.0 would have all the points 
lying perfectly on a line sloping downward from left to right.
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 782. C. weight

Scatter plots display the relationship between two quantitative variables. Of these 
choices, only weight is quantitative; the others are categorical. Zip codes can’t be 
treated as a quantitative variable; for example, you can’t find the average zip code for 
the United States.

 783. E. Choices (A) and (D) (height and age; height and weight)

Scatter plots display the relationship between two quantitative variables. Of these 
variable pairs, only height and age and height and weight are quantitative.

 784. B. –0.8

Among the choices, only –0.8 indicates a relationship that’s both negative and strong.

 785. C. 0.2

Among the choices, only 0.2 indicates a relationship that’s both positive and weak.

 786. E. 0.9

Among the choices, only 0.9 indicates a relationship that’s both positive and very 
strong.

 787. A. –0.2

Among the choices, only –0.2 indicates a relationship that’s both negative and weak.

 788. nonlinear

Linear relationships resemble a straight line. This relationship resembles a curve (in 
fact, it’s a quadratic relationship) and is therefore nonlinear.

 789. 0

Although these variables are strongly related, the relationship isn’t linear. Correlation 
measures only linear relationships. In this case, there’s no linear relationship.

 790. Their relationship is nonlinear.

Correlation expresses the degree of linear relationship between two variables and isn’t 
appropriate for nonlinear relationships.
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 791. A. –0.85

The strongest linear relationship is indicated by the largest absolute value of the 
 correlation; a correlation of –0.85 and 0.85 represents equally strong relationships 
between the variables. The sign just indicates whether the relationship is uphill or 
downhill.

 792. C. 0.1

The weakest relationship is indicated by the smallest absolute value of the correlation; 
a correlation of –0.1 and 0.1 represents equally weak relationships between the vari-
ables. The sign just indicates whether the relationship is uphill or downhill.

 793. D. Choices (A) and (C) (–1; 1)

Both 1 and –1 represent perfect correlations (one uphill and one downhill).

 794. 2.5

To calculate the mean, add together all the values and then divide by the total number 
of values:

x̄=
1+2+3+4

4

=
10

4
=2.5

 795. 2.75

To calculate the mean, add together all the values and then divide by the total number 
of values:

ȳ=
2+2+4+3

4

=
11

4
=2.75

 796. 3

n is the number of cases (or pairs of data in this case). In this example, n = 4, so 
n – 1 = 4 – 1 = 3.

 797. 1.29

To calculate the standard deviation of the X values, use this formula:
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where x is a single value,  is the mean of all the values, Σ represents the sum of the 
squared differences from the mean, and n is the sample size.

 798. 0.96

To calculate the standard deviation of the Y values, use this formula:

where y is a single value,   is the mean of all the values, Σ represents the sum of the 
squared differences from the mean, and n is the sample size.

 799. 0.67

To calculate the correlation between X and Y, divide the sum of cross products by the 
standard deviations of x and y, and then divide the result by n – 1.

For this example, the sum of cross products is 2.5, n is 4, the standard deviation of X is 
1.29, and the standard deviation of Y is 0.96.

r = 1

n−1

⎛
⎜⎜⎜⎝

∑
x

∑
y

�
x− x̄

��
y− ȳ

�

sxsy

⎞⎟⎟⎟⎠

=
1

3

�
2.5�

1.29
��
0.96

�
�

=0.6729
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 800. 0.82

To calculate the correlation between X and Y, divide the sum of cross products by the 
standard deviations of X and Y, and then divide the result by n – 1. In this case, the 
sum of cross products is 274, the standard deviation of X is 4.47, the standard devia-
tion of Y is 5.36, and n is 15:

r = 1

n−1

⎛
⎜⎜⎜⎝

∑
x

∑
y

�
x− x̄

��
y− ȳ

�

sxsy

⎞⎟⎟⎟⎠

=
1

14

�
274�

4.47
��
5.36

�
�

=0.81686

 801. It will decrease.

The correlation will decrease because you’d divide by a larger number (n – 1 = 19) 
rather than n – 1 = 14.

 802. It will increase.

The correlation will increase because you’d divide by a smaller number (4.82 rather 
than 5.36).

 803. It will increase.

The correlation will increase because the numerator would be larger (349 rather than 
274).

 804. It will stay the same.

The correlation is a unitless measure, so change in the units in which variables are 
measured won’t change their correlation.

 805. D. Choices (A) and (C) (–2.64; 1.5)

Correlations are always between –1 and 1.

 806. The two correlations will be the same.

In a correlation, it doesn’t matter which variable is designated as X and which as Y; the 
correlation will be the same either way.
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 807. E. Choices (B) and (C) (the Y variable; the response variable)

This study examines whether text font size may influence reading comprehension, so 
it’s logical to designate reading comprehension as the Y, or response, variable.

 808. A. the X variable

This study examines whether text font size may influence reading comprehension, so 
it’s logical to designate font size as the X, or independent, variable.

 809. It won’t change.

In a correlation, it doesn’t matter which variable is designated as X and which as Y; the 
correlation will be the same either way.

 810. It stays the same.

The correlation is a unitless measure, so a change in the units won’t change the 
correlation.

 811. You made a mistake in your calculations.

Correlations are always between –1 and 1, so if you get a value outside this range, you 
made a mistake in your calculations.

 812. They have a strong, negative linear relationship.

A correlation of –0.86 indicates a strong, negative linear relationship between two 
variables.

 813. They have a weak, positive linear relationship.

A correlation of 0.27 indicates a weak, positive linear relationship between two 
variables.

 814. the X variable

The logical assumption in this study is that time spent studying influences grades 
(GPA), so it makes sense to designate “time spent studying” as the X, or explanatory, 
variable.

 815. E. Choices (B) and (C) (the Y variable; the response variable)

The logical assumption in this study is that time spent studying influences GPA, so it’s 
logical to designate “GPA” as the Y, or response, variable.
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 816. It doesn’t change.

The correlation is a unitless measure, so changing the units in which variables are 
measured won’t change their correlation.

 817. It doesn’t change.

In a correlation, it doesn’t matter which variable is designated as X and which as Y; the 
correlation will be the same either way.

 818. They have a weak, negative linear relationship.

A correlation of –0.23 indicates a weak, negative linear relationship between two 
variables.

 819. You made a mistake in your calculations.

A correlation is always between –1 and 1, so a value outside that range indicates an 
error in calculation.

 820. They have a strong, negative linear relationship.

A correlation of –0.87 indicates a strong, negative relationship.

 821.  E.  Choices (A), (B), and (C) (Both variables are numeric; the scatter plot indicates a linear 
relationship; the correlation is at least moderate.)

Before computing a regression between two variables, you should determine that both 
variables are quantitative (numeric), that they’re at least moderately correlated, and 
that the scatter plot indicates a linear relationship.

 822. C. Their relationship isn’t linear.

The variables are numeric, and a correlation of 0.75 is sufficient to perform linear regres-
sion. However, the relationship of the points in the scatter plot isn’t linear. The points 
initially have a positive relationship but then curve downward into a negative relationship.

 823. m

The slope of the equation is m. If two variables have a negative relationship, they will 
have a negative slope.

 824. m

In the equation for the least-squares regression line, m designates the slope of the 
regression line.
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 825. b

In the equation for the least-squares regression line, b designates the y-intercept for the 
regression line.

 826. 3

The equation for calculating the regression line is y = mx + b, and m represents the 
slope. So in the regression line y = 3x + 1, the slope is 3.

 827. 1

The equation for calculating the regression line is y = mx + b, and b represents they- 
intercept. So in the regression line y = 3x + 1, the y-intercept is 1.

 828. 11.5

The equation for the regression line is y = 3x + 1. To find the value for y when x = 3.5, sub-
stitute 3.5 for x in the equation:

y = 3x + 1 = (3)(3.5) + 1 = 11.5

 829. 2.2

The equation for the regression line is y = 3x + 1. To find the value for y when x = 0.4, sub-
stitute 0.4 for x in the equation:

y = 3x + 1 = (3)(0.4) + 1 = 2.2

 830. It decreases by 1.8.

The equation for calculating the regression line is y = mx + b, and m represents the 
slope. In this case, the slope is –1.2. If x increases by 1.5, y changes by (–1.2)(1.5) = 
–1.8. This is a decrease of 1.8.

 831. It increases by 2.76.

The equation for calculating the regression line is y = mx + b, and m represents the 
slope. In this case, the slope is –1.2. If x decreases by 2.3, y changes by (–1.2)(–2.3) = 
2.76. This is an increase of 2.76.

 832. (0, 0.74)

To find the y-intercept, or the point where the line intersects the y-axis, find the value 
of y when x = 0. To do this, substitute 0 for x in the equation:

y = –1.2x + 0.74 = (–1.2)(0) + 0.74 = 0.74
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 833. strong and positive

The correlation of 0.792 and the scatter plot showing the points clustering fairly 
closely around a line running upward from left to right indicate a strong, positive linear 
relationship.

 834. 200 to 800 points

Looking at the scatter plot, you see that no values are outside the range of 200 to 800 
for either variable.

 835. 0.79

Because sx and sy are the same, the slope will be equal to the correlation (a rare 
occurrence.).

 836. 0.792

The equation to calculate the slope is

m= r

⎛⎜⎜⎝
sy

sx

⎞⎟⎟⎠
In this case, the correlation is 0.792, the standard deviation of y is 103.2, and the stan-
dard deviation of x is 103.2. Plug these numbers into the formula and solve:

m= r

⎛
⎜⎜⎝
s
y

s
x

⎞
⎟⎟⎠

=0.792

⎛⎜⎜⎝
103.2

103.2

⎞⎟⎟⎠
=0.792

Note: Because sx and sy are the same, the slope will be equal to the correlation (a rare 
occurrence).

 837. 107.8 points

The equation to calculate the y-intercept is b= ȳ−mx̄.

In this case, you know that the mean of y is 506.1 and the mean of x is 502.9. To find the 
slope, divide the standard deviation of y by the standard deviation of x and then multi-
ply by the correlation. In this case, the correlation is 0.792, the standard deviation of y 
is 103.2, and the standard deviation of x is 103.2.

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.792

⎛⎜⎜⎝
103.2

103.2

⎞⎟⎟⎠
=0.792
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Now, plug the values into the formula for the y-intercept:

b= ȳ−mx̄

=506.1−
(
0.792

)(
502.9

)
=506.1−398.2968

=107.8032

 838. y = 0.792x + 107.8

The equation for a regression line is y = mx + b. To find the calculated equation of this 
regression line, you first need to find the slope and y-intercept.

The equation to calculate the slope is

m= r

⎛⎜⎜⎝
sy

sx

⎞⎟⎟⎠
In this case, the correlation (r) is 0.792, the standard deviation of y is 103.2, and the 
standard deviation of x is 103.2.

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.792

⎛⎜⎜⎝
103.2

103.2

⎞⎟⎟⎠
=0.792

The equation to calculate the y-intercept is b= ȳ−mx̄. In this case, the mean of y is 
506.1, the mean of x is 502.9, and the slope is 0.792:

b= ȳ−mx̄

=506.1−
(
0.792

)(
502.9

)
=506.1−398.2968

=107.8032

Now, having the values of m and b, you simply plug them into the equation of the 
regression line to get y = 0.792x + 107.8.

 839. 289.96 points

To find the expected value of y (verbal score) when x (math score) is 230 points, sub-
stitute 230 for x in the equation and solve for y:

y = 0.792(230) + 107.8 = 289.96 points
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 840. 166.32 points

First, you need to find the slope of this equation by dividing the standard deviation of y 
by the standard deviation of x and then multiplying by the correlation. In this case, the 
correlation is 0.792, the standard deviation of y is 103.2, and the standard deviation of 
x is 103.2.

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.792

⎛⎜⎜⎝
103.2

103.2

⎞⎟⎟⎠
=0.792

So for every one unit increase in x, you expect to see a 0.792 unit increase in y. In other 
words, if x (math score) is higher by 1 point, then y (verbal score) is expected to be 0.792 
points higher. Here, Student A’s math score (x) is 210 points higher, so you expect 
Student A’s verbal score (y) to be (0.792)(210) = 166.32 points higher (on average).

 841. Student C’s verbal score will be 39.6 points lower than Student D’s verbal score.

First, you need to find the slope of this equation by dividing the standard deviation of y 
by the standard deviation of x and then multiplying by the correlation. In this case, the 
correlation is 0.792, the standard deviation of y is 103.2, and the standard deviation of 
x is 103.2.

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.792

⎛⎜⎜⎝
103.2

103.2

⎞⎟⎟⎠
=0.792

So for every one point increase in x (math score), you expect to see a 0.792 point 
increase in y (verbal score). The opposite also applies: A one unit decrease in x results 
in a 0.792 decrease in y. Here, Student C’s math score (x) decreases by 50 points com-
pared to Student D, so you expect Student C’s verbal score (y) to decrease by (0.792)
(50) = 39.6 points compared to Student D. (Note: This value isn’t the actual verbal 
score; it’s the amount of drop in Student C’s verbal score.)

 842. A third variable could be causing the observed relationship between GRA_V and GRA_M.

Finding a correlation between two variables doesn’t automatically establish a causal 
relationship between them. For example, an increase in drug dosage may cause a 
change in blood pressure, but an increase in shoe size doesn’t cause an increase in 
height. A third variable could be related to the relationship. For example, some 
research shows that students who are good in music are more likely to be good in both 
math and in verbal abilities.
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 843. moderate and positive

The scatter plot and the computed correlation of 0.527 both indicate a moderate, posi-
tive linear relationship between home size in square feet and selling price.

 844. E. 910 square feet

Although the linear relationship between home size and selling price is moderate 
(r = 0.527), it’s positive. Therefore, unless you have further information to contradict 
the pattern, you can expect that larger houses will generally sell for higher prices.

 845. 0.106

To calculate the slope of a regression line for x and y, divide the standard deviation of y 
by the standard deviation of x, and then multiply by the correlation. In this case, the 
standard deviation of y is 11.8, the standard deviation of x is 58.5, and the correlation is 
0.527.

m= r

⎛
⎜⎜⎝
s
y

s
x

⎞
⎟⎟⎠

=0.527

⎛⎜⎜⎝
11.8

58.5

⎞⎟⎟⎠
=0.10630

 846. 24.1

To calculate the intercept of the regression line for x and y, multiply the mean of x by 
the slope, and then subtract that product from the mean of y. In this case, you know 
that the mean of x is 915.1 and the mean of y is 121.1. But you need to find the slope. To 
calculate the slope of a regression line for x and y, divide the standard deviation of y by 
the standard deviation of x, and then multiply by the correlation. In this case, the 
 standard deviation of y is 11.8, the standard deviation of x is 58.5, and the correlation 
is 0.527.

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.527

⎛⎜⎜⎝
11.8

58.5

⎞⎟⎟⎠
=0.10630

Now, plug the values into the equation for the intercept:

b= ȳ−mx̄

=121.1−
(
0.106

)(
915.1

)
=24.0994
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 847. y = 0.106x + 24.1

The equation for a regression line is y = mx + b. You can find the slope by dividing the 
standard deviation of y (11.8) by the standard deviation of x (58.5) and then multiply-
ing by the correlation (0.527).

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.527

⎛⎜⎜⎝
11.8

58.5

⎞⎟⎟⎠
=0.10630

To find the intercept, you multiply the mean of x (915.1) by the slope (0.106), and then 
subtract that product from the mean of y (121.1).

b= ȳ−mx̄

=121.1−
(
0.106

)(
915.1

)
=24.0994

Now, plug these numbers into the equation for the regression line: y = 0.106x + 24.1.

 848. $130,100

First, you have to find the regression equation for relating square feet (x) to selling 
price (y). You do that by calculating the slope and the intercept, using the information 
provided:

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.527

⎛⎜⎜⎝
11.8

58.5

⎞⎟⎟⎠
=0.10630

b= ȳ−mx̄

=121.1−
(
0.106

)(
915.1

)
=24.0994

Then you plug these numbers into the regression line equation: y = 0.106x + 24.1.

To find the expected selling price measured in thousands of dollars for a house of 
1,000 square feet, substitute 1,000 for x in the equation:

y = 0.106(1,000) + 24.1 = 130.1

Finally, you convert that to whole dollars by multiplying by $1,000: 130.1($1,000) = 
$130,100.
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 849. Cannot make an appropriate price prediction for a house of 1,500 square feet.

The sizes of the houses in this data set range from 700 to 1,000 square feet on the scat-
ter plot. Therefore, making predictions for price is only appropriate for houses whose 
square footage lies within this range or is close to it. (This house has 1,500 square feet, 
so you can’t make an appropriate price prediction.) If you did make a prediction for a 
house outside of the range of the data, you’d be committing an error called 
extrapolation.

 850. $118,440

First, you have to find the regression equation for relating square feet (x) to selling 
price (y). You do that by calculating the slope and the intercept, using the information 
provided:

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.527

⎛⎜⎜⎝
11.8

58.5

⎞⎟⎟⎠
=0.10630

b= ȳ−mx̄

=121.1−
(
0.106

)(
915.1

)
=24.0994

Then, you plug these numbers into the regression line equation: y = 0.106x + 24.1.

To find the expected selling price measured in thousands of dollars for a house of 890 
square feet, substitute 890 for x in the equation:

y = 0.106(890) + 24.1 = 118.44

Finally, convert to whole dollars by multiplying by $1,000: 118.44($1,000) = $118,440.

 851. $9,540 more

First, you have to find the slope by dividing the standard deviation of y by the standard 
deviation of x and then multiplying by the correlation. In this case, the standard deviation 
of y is 11.8, the standard deviation of x is 58.5, and the correlation is 0.527:

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.527

⎛⎜⎜⎝
11.8

58.5

⎞⎟⎟⎠
=0.10630

Due to the slope, for every unit change in square footage, price increases by 0.106 
thousand dollars: 90(0.106) = 9.54. So a house that’s 90 square feet larger is expected 
to cost $9,540 more.
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 852. House C should cost about $5,720 less than House D.

First, you have to find the slope by dividing the standard deviation of y by the standard 
deviation of x and then multiplying by the correlation. In this case, the standard devia-
tion of y is 11.8, the standard deviation of x is 58.5, and the correlation is 0.527:

m= r

⎛
⎜⎜⎝
sy

sx

⎞
⎟⎟⎠

=0.527

⎛⎜⎜⎝
11.8

58.5

⎞⎟⎟⎠
=0.10630

Due to the slope, for every unit change in square footage, price increases by 0.106 thou-
sand dollars, and for every unit decrease in square footage, price decreases by 0.106 
thousand dollars. In this case, the difference in size is a decrease in 54 square feet; the 
difference in price is a decrease of (54)(0.106) = 5.724. Convert to whole dollars by multi-
plying by $1,000: 5.724($1,000) = $5,724, or about $5,720.

 853. moderate negative

These points are mostly clustered around a line running from the upper left to lower 
right, indicating a moderate negative linear relationship. They’re not tightly packed 
enough around a line to consider the linear relationship to be “strong.”

 854. –0.5

These variables have a moderate negative correlation, as evidenced by their loose 
clustering around a line running from the upper left to the lower right. In fact, their 
correlation is –0.54.

 855. It wouldn’t change.

Correlation measures the strength of the pattern around a line as well as the direction 
of the line (uphill or downhill). When you switch X and Y, you don’t change the 
strength of their relationship or the direction of the relationship. For example, if the 
correlation between height and weight is –0.5, the correlation between weight and 
height is still –0.5.

 856. Yes, because they’re moderately correlated and the points suggest a linear trend.

The scatter plot indicates a possible linear relationship between the variables, and the 
correlation coefficient of –0.5 typically has an absolute value high enough to justify 
beginning a linear regression analysis.



Part II: The Answers 436

An
sw

er
s 

80
1–

90
0

 857. impossible to tell without looking at the scatter plot

A moderate correlation alone isn’t sufficient to indicate that two variables are good 
candidates for linear regression. You also need to make a scatter plot to confirm 
whether their relationship is at least approximately linear. In some cases, the scatter 
plot shows a bit of a curve, but the correlation is still moderately high; or the correla-
tion is weak, but the scatter plot is made to look like a strong relationship exists.

 858. no, because the correlation isn’t high enough to justify a linear regression analysis

A correlation of 0.05 is barely better than chance and, by itself, doesn’t indicate that 
two variables are good candidates for linear regression. You don’t even have to look at 
the scatter plot to know that this isn’t a good linear relationship.

 859. E. Choices (A) and (D) (–0.9; 0.9)

The numerical part (absolute value) of the correlation is the part that measures the 
strength of the relationship; the sign on the correlation determines only the direction 
(uphill or downhill). The correlations 0.9 and –0.9 have the same strength and are the 
strongest of the choices on the list (because their absolute values are closest to 1).

 860. 0.65

Correlation measures the strength and direction of the linear relationship between two 
variables and nothing more. Switching the X and Y variables has no influence on the 
value of a correlation, so the correlation of weight and height is the same as the corre-
lation of height and weight.

 861. It won’t change.

Correlation has a universal interpretation — in other words, it doesn’t depend on the 
units of the variables. By design, changing units has no effect on the size or direction of 
a correlation. Correlation is a “unit-free” statistic.

 862. The linear relationship is stronger for males than for females.

The linear relationship between height and weight is stronger for males, as indicated 
by the higher correlation, and is weaker for females, as indicated by the lower correla-
tion. (Notice that you can’t add correlations together for two groups; the correlation 
must be between –1 and 1.)

 863. A. –1.5

Correlations are always between –1 and +1, and –1.5 is outside of this range.
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 864.  no, because correlation alone doesn’t establish a causal linear relationship between 
two variables

An observed correlation, however strong, isn’t sufficient to establish a causal linear 
relationship. The observed correlation could be due to numerous reasons other than a 
causal linear relationship, including confounding variables (variables not included in 
the study that could affect the results), such as age or gender. For example, if you want 
to lower your weight, you can’t lower your height.

 865. height

Height is the X variable because you’re using height to predict weight. Height is the 
independent (explanatory) variable in the equation, and weight is the dependent 
(response) variable.

 866. strong positive linear

Because a linear trend exists in the scatter plot of two variables, a correlation of 0.74 
indicates a strong positive linear relationship between the two variables. In this case, 
larger numbers of minutes studying are associated with higher GPAs, and smaller num-
bers of minutes studying correspond with lower GPAs.

 867. E. 450 minutes

Given a strong positive correlation between minutes studying and GPA, you can predict 
that students who spend the most minutes studying would have the highest GPAs on 
average. This isn’t necessarily true for each student; it’s a prediction based on the 
information given.

 868. weak negative

A correlation of –0.38 indicates a weak negative linear relationship between two vari-
ables. In this case, high numbers of minutes watching TV are generally associated with 
low GPA, and low numbers of minutes watching TV generally correspond with high 
GPA, but the linear relationship is fairly weak.

 869. A. 30

The linear relationship between minutes watching TV and GPA is moderately strong 
and negative; because the scatter plot looks good and the correlation is moderately 
strong, you’d predict that the student who spends the least amount of time watching 
TV would have the highest GPA.

 870. GPA

Although this study can’t establish a causal linear relationship merely from the linear 
relationship between these two variables, it’s interesting to see whether time spent 
studying signifies a higher GPA instead of the other way around.
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 871. B. The linear relationship is stronger for engineering majors.

The closer the absolute value of the correlation is to 1, the stronger the linear relation-
ship becomes. The correlation of 0.48 for English majors is lower than that of 0.78 for 
engineering majors, indicating a stronger linear relationship for engineering majors and 
a weaker linear relationship for English majors.

 872. You made a mistake in your calculations.

The value of a correlation must be between –1 and +1. The value of –2.56 is outside this 
range and thus indicates that you made a mistake in your calculations.

 873. income

Income is the X variable because you’re using income to predict life satisfaction. 
Income is the independent (explanatory) variable in the equation, and life satisfaction 
is the dependent (response) variable.

 874. 0.58

To find the slope of a regression line, use this formula:

m=

⎛⎜⎜⎝
r
sy

sx

⎞⎟⎟⎠
where sy is the standard deviation of y, sx is the standard deviation of x, and r is the 
correlation. In this case, the X variable is income because it’s being used to predict life 
satisfaction (Y). Substitute the values into the formula to solve:

m=

⎛
⎜⎜⎝
r
sy

sx

⎞
⎟⎟⎠

=

⎡⎢⎢⎣
0.77

⎛⎜⎜⎝
12.5

16.7

⎞⎟⎟⎠

⎤⎥⎥⎦
≈0.58

 875. 13.7

To find the y-intercept of a regression line, use this formula:

b= ȳ−mx̄

where x̄ is the mean of x, m is the slope, and ȳ is the mean of y. In this case, the X vari-
able is income because it’s being used to predict life satisfaction (Y). Substitute the 
values into the formula to solve:

b= ȳ−mx̄

=60.4−0.58
(
80.5

)
=60.4−46.69

=13.7
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 876. y = 0.58x + 13.7

This equation predicts life satisfaction (Y) from income (X), with a slope of 0.58 and a 
y-intercept of 13.7.

 877.  E.  Choices (B) and (C) (predicting satisfaction for someone with an income of $45,000; pre-
dicting satisfaction for someone with an income of $200,000)

In regression, extrapolation means using an equation to make predictions outside of 
the range of data used to make the equation. In this case, incomes of $45,000 and 
$200,000 fall outside the range of data used to find the regression equation. Because 
you don’t have data that extends that far, you can’t be sure that the same linear trend 
exists for those values.

 878. $190.00

To figure out the predicted cost, use the equation y = $50x + $65, replacing x with the 
given number of hours to complete the job. In this case, x = 2.5, so y = $50(2.5) + $65 = 
$190.00.

 879. $302.50

To figure out the predicted cost of a job, use the equation y = $50x + $65, replacing x 
with the given number of hours to complete the job. In this case, x = 4.75, so y = 
$50(4.75) + $65 = $302.50.

 880. $12.50

You can solve this problem in two ways.

First, the slope measures the change in cost (Y) for a given change in the number of 
hours (X). So you can simply calculate the change in hours (3.75 – 3.50 = 0.25), and 
then multiply by slope (50) to get the difference in cost, (0.25)(50) = $12.50.

Second, you can calculate the costs based on both number of hours, and then take the 
difference. So substitute x = 3.75 (hours) into the equation, and substitute x = 3.50 
(hours) into the equation, calculate their y values (costs), and subtract. So you have

y = $50(3.75) + $65 = $252.50

y = $50(3.50) + $65 = $240.00

Subtract these two values to get $252.50 – $240.00 = $12.50.

This means the job is predicted to cost $12.50 more if the hours increase from 3.50 to 
3.75.

 881. $175

If the intercept is $75 while the slope remains the same, the new equation for predict-
ing costs will be y = 50x + $75.

In this case, x = 2, so y = $50(2) + $75 = $175.
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 882. $10

Because the slope is the same in the two equations, you need to consider only the dif-
ference in intercept: $75 – $65 = $10.

 883. $203

If the slope is $60 and the intercept is $65, the equation to predict costs is y = $60x + 
$65.

In this case, x = 2.3, so y = $60(2.3) + $65 = $203.

 884. $36

You can solve this problem in two ways.

The equation of the regression line predicting costs in the current year is y = $50x + 
$65. The equation for the earlier year is y = $60x + $65.

First, the slope (50) measures the change in cost (y) for a given change in the number 
of hours (x). So you can simply calculate the change in slope (60 – 50 = 10), then multi-
ply by hour (3.6) to get the difference in cost, (10)(3.6) = $36.00.

Second, you can calculate the costs based on both number of hours, then take the 
difference. So substitute x = 3.6 (hours) into both equations, calculate the cost in each 
year, and subtract.

y = $50(3.6) + $65 = $245

y = $60(3.6) + $65 = $281

Subtract these two values to get $281 – 245 = $36.

Costs in the previous year would have been $36 higher than in the current year for a 
job requiring 3.6 hours to complete.

 885. y-intercept = 62; slope = 1.4

This equation is written in the form y = mx + b, where m is the slope and b is the y-inter-
cept. Therefore, in the regression equation y = 1.4x + 62, 62 is the y-intercept and 1.4 is 
the slope.

 886. the amount of change expected in y for a one-unit change in x

The slope is the amount of change you can expect in the value of the y variable when 
the x variable changes by one unit.

 887. the point where the regression line crosses the y-axis

The y-intercept is the value of y when x = 0. This is the same as the point where the 
regression line crosses the y-axis. If the value of x = 0 isn’t within the range of observed 
values of x, then you can’t interpret the y value at that point. However, you still use the 
y-intercept as part of the equation of the regression line.
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 888. 90 points

To find the expected job satisfaction rating, use the regression equation for predicting 
job satisfaction (y), substitute the value for x (years of experience), and calculate y:

y = 1.4x + 62

In this case, x = 20, so y = 1.4(20) + 62 = 90.

So the expected job satisfaction rating for an employee with 20 years of experience, on 
a scale of 0 to 100, is 90 points.

 889. 64.8 points

To find the expected job satisfaction rating, use the regression equation for predicting 
job satisfaction (y), substitute the value for x (years of experience), and calculate y:

y = 1.4x + 62

In this case, x = 2, so y = 1.4(2) + 62 = 64.8.

So the expected job satisfaction rating for an employee with 2 years of experience, on 
a scale of 0 to 100, is 64.8 points.

 890. 9.8 points

To find the expected difference in job satisfaction ratings, use the regression equation 
for predicting job satisfaction (y), substitute the value for x (years of experience), and 
calculate y:

y = 1.4x + 62

In this case, you substitute both years of experience (x = 15 years and x = 8 years) into 
the equation, calculate their y values (satisfaction), and then find the difference, like so:

y = 1.4(15) + 62 = 83

y = 1.4(8) + 62 = 73.2

83 – 73.2 = 9.8

Or, because the slope (1.4) measures the change in satisfaction for a given change in 
years of experience (x), you can simply calculate the change in job satisfaction rating 
(15 – 8 = 7) and then multiply by slope (1.4) to get the difference: 1.4(7) = 9.8.

Whatever method you choose, the answers are the same: The person with 15 years of 
experience is expected to rate 9.8 points higher on job satisfaction than someone with 8 
years of experience.
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 891. 21.0 points

To find the expected difference in job satisfaction ratings, use the regression equation 
for predicting job satisfaction (y), substitute the value for x (years of experience), and 
calculate y:

y = 1.4x + 62

In this case, you substitute both years of experience (x = 15 years and x = 0 years) into 
the equation, calculate their y values (satisfaction) and then find the difference, like so:

y = 1.4(15) + 62 = 83

y = 1.4(0) + 62 = 62

83 – 62 = 21

Or, because the slope (1.4) measures the change in satisfaction for a given change in 
years of experience (x), you can simply calculate the change in job satisfaction rating 
(15 – 0 = 15) and then multiply by slope (1.4) to get the difference: 1.4(15) = 21.

Whatever method you choose, the answers are the same: The person with 15 years of 
experience is expected to rate 21 points higher on job satisfaction than someone with 0 
years of experience.

 892. 16.1 points

To find the expected difference in job satisfaction ratings, use the regression equation 
for predicting job satisfaction (y), substitute the value for x (years of experience), and 
calculate y:

y = 1.4x + 62

In this case, you substitute both years of experience (x = 11.5 years and x = 0 years) into 
the equation, calculate their y values (satisfaction), and then find the difference, like so:

y = 1.4(11.5) + 62 = 78.1

y = 1.4(0) + 62 = 62

78.1 – 62 = 16.1

Or, because the slope (1.4) measures the change in satisfaction for a given change in 
years of experience (x), you can simply calculate the change in job satisfaction rating 
(11.5 – 0 = 11.5) and then multiply by slope (1.4) to get the difference: 1.4(11.5) = 16.1.

Whatever method you choose, the answers are the same: The person with 15 years of 
experience is expected to rate 16.1 points higher on job satisfaction than someone with 0 
years of experience.

 893. 5

The regression lines have the same slope but different y-intercepts. Therefore, for 
employees from the two companies with the same years of experience, the only 
difference in their predicted job satisfaction ratings is the difference in y-intercepts: 
67 – 62 = 5.
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 894. $100,100

To find the expected market value, use the regression equation for Community 1 and 
substitute the value for x (square footage):

y
1
=77x

1
−15,400

=77
(
1,500

)
−15,400

=115,500−15,400

=100,100

So the expected market value for a home of 1,500 square feet in Community 1 is 
$100,100.

 895. $126,280

To find the expected market value, use the regression equation for Community 1 and 
substitute the value for x (square footage):

y
1
=77x

1
−15,400

=77
(
1,840

)
−15,400

=141,680−15,400

=126,280

So the expected market value for a home of 1,840 square feet in Community 1 is 
$126,280.

 896. $99,700

To find the expected market value, use the regression equation for Community 2 and 
substitute the value for x (square footage):

y
2
=74x

2
−11,300

=74
(
1,500

)
−11,300

=111,000−11,300

=99,700

So the expected market value for a home of 1,500 square feet in Community 2 is 
$99,700.

 897. $61,220

To find the expected market value, use the regression equation for Community 2 and 
substitute the value for x (square footage):

y
2
=74x

2
−11,300

=74
(
980

)
−11,300

=72,520−11,300

=61,220

So the expected market value for a home of 980 square feet in Community 2 is $61,220.
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 898.  The home in Community 2 has an expected market value of $1,100 greater than the home in 
Community 1.

Because the slope and y-intercept are both different for the two equations, you need to 
calculate the expected value for each home and then find their difference. In both 
cases, x = 1,000.

For the home in Community 1, the expected market value is

y
1
=77x−15,400

=77
(
1,000

)
−15,400

=77,000−15,400

=61,600

For the home in Community 2, the expected market value is

y
2
=74x−11,300

=74
(
1,000

)
−11,300

=74,000−11,300

=62,700

The difference in these two values is 62,700 – 61,600 = 1,100, with the home in 
Community 2 having the greater value.

 899.  The home in Community 2 has an expected market value of $760 less than the home in 
Community 1.

Because the slope and y-intercept are both different for the two equations, you need to 
calculate the expected value for each home and then find their difference. In both 
cases, x = 1,620.

For the home in Community 1, the expected market value is

y
1
=77x−15,400

=77
(
1,620

)
−15,400

=124,740−15,400

=109,340

For the home in Community 2, the expected market value is

y
2
=74x−11,300

=74
(
1,620

)
−11,300

=119,880−11,300

=108,580

The difference in these two values is 108,580 – 109,340 = –760, with the home in 
Community 2 having the lesser value.

 900.  The home in Community 1 has an expected market value of $1,690 more than the home in 
Community 2.

Because the slope and y-intercept are both different for the two equations, you need to 
calculate the expected value for each home and then find their difference. In both 
cases, x = 1,930.
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For the home in Community 1, the expected market value is

y
1
=77x−15,400

=77
(
1,930

)
−15,400

=148,610−15,400

=133,210

For the home in Community 2, the expected market value is

y
2
=74x−11,300

=74
(
1,930

)
−11,300

=142,820−11,300

=131,520

The difference in these two values is 131,520 – 133,210 = –1,690, with the home in 
Community 1 having the greater value.

 901.  The home in Community 1 has an expected market value of $8,200 less than the home in 
Community 2.

Because the slope and y-intercept are both different for the two equations, you need to 
calculate the expected value for each home and then calculate their difference. In this 
case, x1 = 1,100 and x2 = 1,200.

For the home in Community 1, the expected market value is

y
1
=77x−15,400

=77
(
1,100

)
−15,400

=84,700−15,400

=69,300

For the home in Community 2, the expected market value is

y
2
=74x−11,300

=74 (1,200)−11,300

=88,800−11,300

=77,500

The difference in these two values is 77,500 – 69,300 = 8,200, with the home in 
Community 1 having the lesser value.

 902.  E.  Choices (B) and (C) (estimating the market value of a home in Community 1 with 2,900 
square feet; estimating the market value of a home in Community 1 with 750 square feet)

Extrapolation means applying a regression equation for values beyond the range 
included in the data set used to create the regression equation. In this case, both 750 
square feet and 2,900 square feet are outside the range of the data set used to create 
the equation. Because you don’t have data that extends that far, you can’t be sure that 
the same linear trend exists for those values.

 903. 545

To find the answer, substitute the given x-value of 360 into the equation and solve:

SAT = 725 – 0.5(360) = 545
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 904. 425

To find the answer, substitute the given x-value of 600 into the equation and solve:

SAT = 725 – 0.5(600) = 425

 905. Student A, Student C, Student B

Because the coefficient for minutes of TV watching is negative, students who watch the 
least amount of TV will have the highest predicted SAT scores. In this example, Student A 
watches the least amount of TV, followed by Student C and Student B.

 906. $42,700

Use the regression equation for Company 1 and substitute the x1 value of 6:

y
1
=6.7

(
6
)
+2.5

=40.2+2.5

=42.7

This answer is in thousands of dollars, so multiply by $1,000: 42.7($1,000) = $42,700.

 907. $116,400

Use the regression equation for Company 1 and substitute the x1 value of 17:

y
1
=6.7

(
17

)
+2.5

=113.9+2.5

=116.4

This answer is in thousands of dollars, so multiply by $1,000: 116.4($1,000) = $116,400.

 908. $19,200

Use the regression equation for Company 2 and substitute the x2 value of 2.5:

y
2
=7.2

(
2.5

)
+1.2

=18+1.2

=19.2

This answer is in thousands of dollars, so multiply by $1,000: 19.2($1,000) = $19,200.

 909. $43,200

You can find the exact difference in two ways.

First, you can calculate the salary of each employee based on his/her respective years 
of experience and then find the difference, like so:

7.2(13) + 1.2 = 94.8

7.2(7) + 1.2 = 51.6

94.8 – 51.6 = 43.2
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Convert this difference to thousands of dollars: 43.2($1,000) = $43,200.

Or, because the slope measures the change in salary (y) for a given change in the years of 
experience (x), you can simply calculate the difference in years (13 – 7 = 6) and then 
multiply by the slope to get the difference in salary:

y = (6)(7.2) = 43.2

Convert to whole dollars: 43.2($1,000) = $43,200.

Whatever method you choose, the answers are the same: You expect a part-time 
employee from Company 2 with 13 years of experience to make $43,200 more than one 
with 7 years of experience.

 910. $38,160

You can find the exact difference in two ways.

First, you can calculate the salary of each employee based on his/her respective years 
of experience and then find the difference, like so:

7.2(6.5) + 1.2 = 48

7.2(1.2) + 1.2 = 9.84

48 – 9.84 = 38.16

Convert this difference to thousands of dollars: 38.16($1,000) = $38,160.

Or, because the slope measures the change in salary (y) for a given change in the years 
of experience (x), you can simply calculate the difference in years (6.5 – 1.2 = 5.3) and 
then multiply by the slope to get the difference in salary:

y = (5.3)(7.2) = 38.16

Convert to thousands of dollars: 38.16($1,000) = $38,160.

Whatever method you choose, the answers are the same: You expect a part-time 
employee from Company 2 with 6.5 years of experience to make $38,160 more than one 
with 1.2 years of experience.

 911. Company 1

The starting salary is the salary associated with 0 years of experience. This means that 
the x terms fall out of the equations (being multiplied by 0, they’ll both equal 0), and 
you find the answer by comparing the y-intercepts. A larger y-intercept means a larger 
starting salary.

For Company 1, the y-intercept is 2.5. For Company 2, the y-intercept is 1.2. Therefore, 
the starting salary is higher at Company 1.

 912. Company 2

The rate of increase is the amount that salary is expected to increase with each addi-
tional year of employment. To find which is higher, compare the slopes; the company 
with the larger slope will have the higher rate of increase.

For Company 1, the slope is 6.7. For Company 2, the slope is 7.2. Therefore, the rate of 
increase is higher at Company 2.
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 913. The employee at Company 1 is expected to make $18,200 less than the other.

Because the slopes and y-intercepts both differ in these equations, you must calculate 
the expected salary for each case and then compare them. For this example, x1 = 3 and 
x2 = 5.5.

For the employee at Company 1, the expected salary (in thousands of dollars) is

y
1
=6.7x+2.5

=6.7
(
3
)
+2.5

=20.1+2.5

=22.6

For the employee at Company 2, the expected salary (in thousands of dollars) is

y
2
=7.2x+1.2

=7.2
(
5.5

)
+1.2

=39.6+1.2

=40.8

The difference between the two expected salaries is 40.8 – 22.6 = 18.2.

This answer is in thousands of dollars, so multiply by $1,000: 18.2($1,000) = $18,200. The 
employee at Company 2 has the higher expected salary.

 914. The employee at Company 1 is expected to make $4,200 less than the other.

Because the slopes and y-intercepts both differ in these equations, you must calculate 
the expected salary for each case and then compare them. For this example, x1 = 3.8 
and x2 = 4.3.

For the employee at Company 1, the expected salary (in thousands of dollars) is

y
1
=6.7x+2.5

=6.7
(
3.8

)
+2.5

=25.46+2.5

=27.96

For the employee at Company 2, the expected salary (in thousands of dollars) is

y
2
=7.2x+1.2

=7.2
(
4.3

)
+1.2

=30.96+1.2

=32.16

The difference between the two expected salaries is 32.16 – 27.96 = 4.2.

This answer is in thousands of dollars, so multiply by $1,000: 4.2($1,000) = $4,200. The 
employee at Company 2 has the higher expected salary.
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 915.  E.  Choices (A), (B), and (C) (replication of this study at other companies; a longitudinal 
study tracking growth in individual employee salaries as years of employment increase; 
adding additional variables to the model to control for other influences on salary)

Although observing a strong linear relationship between salary and years of experience 
isn’t sufficient to draw causal inferences, additional information can strengthen your abil-
ity to draw such inferences. Examples of studies that can strengthen causal inference 
include replication studies, longitudinal studies, and studies including additional variables 
to control for other influences on the outcome variable.

 916. D.  Choices (A) and (B) (blood type; country of origin)

Blood type (A, AB, B, or O) and country of origin are both categorical because the data 
can take on a limited set of values, and the values have no numeric meaning. Annual 
income is continuous rather than categorical because the data can take on an infinite 
number of values, and the values have numeric meaning.

 917. E.  Choices (A), (B), and (C) (gender; hair color; zip code)

Gender, hair color, and zip code are all categorical because the data can take on a lim-
ited set of values, and the values have no numeric meaning. Although zip codes are 
written with numeric symbols (for example, 10024), the digits are symbols rather than 
numbers that can be added, subtracted, and so forth.

 918. E. Choices (C) and (D) (homeownership [yes/no]; gender)

For a two-way table, the data must be categorical. Years of education and height are 
numerical and can take on an undetermined number of possible values and can even 
be considered continuous, not categorical. Gender and homeownership are categorical 
and can be used in a two-way table.

 919. E.  Choices (A), (B), and (C) (whether someone is a high-school graduate; whether someone 
is a college graduate; highest level of school completed)

Whether someone is a high-school graduate and whether someone is a college graduate 
both clearly have only two possible values — yes or no — and can be considered 
appropriate for a two-way table. Highest level of school completed is also a categorical 
variable whose possible values can be listed (for example, “less than high school,” 
“high-school graduate,” “some college,” “college graduate,” and “graduate school”). 
Therefore, it’s also appropriate for a two-way table.

 920. 4

A 2-x-2 table is a term that means a two-way table with exactly two rows and two col-
umns. The two rows represent the two possible categories for one of the variables, and 
the two columns represent the two possible categories for the other variable. To find 
the number of cells in a table, multiply the number of rows by the number of columns. 
A 2-x-2 table has two rows and two columns, so it has four cells: (2)(2) = 4. These rep-
resent the four possible combinations of the values of the two variables.
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 921. the number of all students polled who are both male and favor an increase

In a cross-tabulation table, the number in an individual cell represents the cases that 
have the characteristics described by the row and column intersecting at that cell. In 
this example, 72 is in the cell at the intersection of the row for Male and the column for 
Favor Fee Increase so 72 represents the number of students who are both male and 
favor a fee increase.

 922. the number of all students polled who are female and not in favor of the increase

In a cross-tabulation table, the number in an individual cell represents the cases that 
have the characteristics described by the row and column intersecting at that cell. In 
this example, 132 is in the cell at the intersection of the row for Female and the column 
for Do Not Favor Fee Increase so 132 represents the number of students who are both 
female and do not favor a fee increase.

 923. 48

To find the number of students polled who are both female and favor the fee increase, 
find the cell where the row for Female and the column for Favor Fee Increase intersect. 
The value in this cell is 48. The keyword in this question is and, which means 
intersection.

 924. 180

To find the total number of male students included in this poll (out of all 360 students 
polled), add the values in the row labeled Male: 72 + 108 = 180.

This sum represents all the students who are male and in favor of the increase plus all 
the students who are male and not in favor of the increase.

 925. 180

To find the total number of female students included in this poll (out of all 360 students 
polled), add the values in the row labeled Female: 48 + 132 = 180.

This sum represents all the students who are female and in favor of the increase plus 
all the students who are female and not in favor of the increase.

 926. 120

To find the total number of students who favor the fee increase (out of all 360 students 
polled), add the values in the column labeled Favor Fee Increase: 72 + 48 = 120.

This sum represents all the students who are in favor of the increase and male plus all 
the students who are in favor of the increase and female.

 927. 240

To find the total number of students who don’t favor the fee increase, add the values in 
the column labeled Do Not Favor Fee Increase: 108 + 132 = 240.
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This sum represents all the students who are not in favor of the increase and male plus 
all the students who are not in favor of the increase and female.

 928. 360

To find the total number of students who took part in the poll, add the values of all 
four cells in the 2-x-2 table: 72 + 108 + 48 + 132 = 360.

 929. 0.40

A proportion involves a fraction, including a numerator and denominator. The denomi-
nator is the key because it represents the total number of individuals in the group 
you’re looking at, and you may be looking at different groups from problem to problem.

To find the proportion of male students who favor the fee increase, you divide the 
number of students who are male and in favor of the fee increase (72) by the total 
number of male students in the poll (72 + 108 = 180):

72

180
=0.4

Note that you don’t divide by 360 (all students polled) because the question asks you 
to find the proportion of male students, not both male and female students, who favor 
the increase. So you divide by the total number of male students polled (180).

 930. 0.73

A proportion involves a fraction, including a numerator and denominator. The denomi-
nator is the key because it represents the total number of individuals in the group 
you’re looking at, and you may be looking at different groups from problem to problem.

To find the proportion of female students who don’t favor the fee increase, you divide 
the number of students who are female and don’t favor the fee increase (132) by the 
total number of female students in the poll (132 + 48 = 180):

132

180
≈0.73

Note that you don’t divide by 360 (all students polled) because the question asks you 
to find the proportion of female students, not both female and male students, who don’t 
favor the increase. So you divide by the total number of female students polled (180).

 931. 0.67

A proportion involves a fraction, including a numerator and denominator. The denomi-
nator is the key because it represents the total number of individuals in the group 
you’re looking at, and you may be looking at different groups from problem to problem.

To find the proportion of all students who don’t favor the fee increase, divide the total 
number of students who don’t favor the fee increase (108 + 132 = 240) by the total 
number of students in the poll (108 + 132 + 72 + 48 = 360):

240

360
≈0.67

Note that you divide by 360 here because you want the proportion of all students.
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 932. the percentage of females polled who favor the fee increase

This pie chart represents the opinions of only the 180 females who were polled, not all 
the students who were polled, so you’ll use 180 as the denominator to calculate the 
percentage of females polled. According to the table, of the 180 females polled, 48 of 
them favor the increase, so the proportion of females who favor the fee increase is

48

180
≈0.27, or 27%

 933. the percentage of all students who favor the fee increase

This pie chart represents the opinions of all 360 students polled, so you divide by 360 
to do your calculations.

Of the 360 students, 120 of them favor the increase, so the proportion of all students 
who favor the fee increase is

120

360
≈0.33, or 33%

 934. the percentage of all students who are female and not in favor of the increase

Looking at the survey data from the 2-x-2 table, you see that there are 360 total stu-
dents. To find the number corresponding to 37% of these students, convert 37% to a 
proportion by dividing by 100, and then multiply that result by 360:

37

100
=0.37

(
0.37

)(
360

)
=133.2

The difference between 133.2 and 132 is due to rounding:

132

360
=0.36̄

which rounds up to 0.37. The closest value in the table is 132, so 37% represents the 
percentage of all students who are female and not in favor of the increase.

Note: If the results were based only on the females in the poll, you’d divide by 180, the 
total number of females. If the results were based only on those students not in favor of 
the fee increase, you’d divide by 240, the total number of students polled not in favor 
of the fee increase.

You can check this by finding what percentage of students in each other cell in the 
table represents:

48

360
=0.13̄, or 13%

72

360
=0.2, or 20%

108

360
=0.3, or 30%
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 935. the percentage of all students who are male and in favor of the fee increase

Looking at the survey data from the 2-x-2 table, you see that there are 360 total stu-
dents. To find the number corresponding to 20% of these students, convert 20% to a 
proportion by dividing by 100, and then multiply that result by 360:

20

100
=0.2

(
0.2

)(
360

)
=72

There are 72 students who are male and favor the fee increase, so that’s who the 20% 
represents.

 936. the percentage of all students who are male and not in favor of the fee increase

Looking at the survey data from the 2-x-2 table, you see that there are 360 total stu-
dents. To find the number corresponding to 30% of these students, convert 30% to a 
proportion by dividing by 100, and then multiply that result by 360:

30

100
=0.3

(
0.3

)(
360

)
=108

There are 108 students who are male and do favor the fee increase, so that’s who the 
30% represents.

 937. percentage of all students who are female and in favor of the fee increase

Looking at the survey data from the 2-x-2 table, you see that there are 360 total stu-
dents. To find the number corresponding to 13% of these students, convert 13% to a 
proportion by dividing by 100, and then multiply that result by 360:

13

100
=0.13

(
0.13

)(
360

)
=46.8

The closest value in the table is 48, so 13% represents the percentage of students who 
are female and in favor of the fee increase.

The difference between 46.8 and 48 is due to rounding:

48

360
=0.13̄

This rounds down to 0.13.

 938. 72

To find the total number of smokers, add the cells in the row labeled Smoker:  
48 + 24 = 72.

 939. 74

To find the total number of patients with a hypertension diagnosis, add the cells in the 
column labeled Hypertension Diagnosis: 48 + 26 = 74.
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 940. 26

To find the number of patients who are nonsmokers and have a hypertension diagno-
sis, find the cell at the intersection of the row labeled Nonsmoker and the column 
labeled Hypertension Diagnosis: 26.

 941. 48

To find the number of patients who are smokers and have a hypertension diagnosis, 
find the cell at the intersection of the row labeled Smoker and the column labeled 
Hypertension Diagnosis: 48.

 942. 148

To find the total number of patients in the study, add the numbers in each cell of the 
table: 48 + 24 + 26 + 50 = 148.

 943. 24

To find the number of patients who don’t have a hypertension diagnosis and are smok-
ers, find the cell at the intersection of the column labeled Hypertension Diagnosis and 
the row labeled Smoker: 24.

 944. 50

To find the number of patients who don’t have a hypertension diagnosis and are non-
smokers, find the cell at the intersection of the column labeled No Hypertension 
Diagnosis and the row labeled Nonsmoker: 50.

 945. 0.65

To find the proportion of patients with a hypertension diagnosis who are smokers, you 
focus on the first column of the table. The total number of patients with a hypertension 
diagnosis is 74: 48 of them are smokers, and 26 are nonsmokers. So the proportion of 
the hypertension patients who are smokers is

48

74
≈0.65

 946. 0.35

To find the proportion of patients with a hypertension diagnosis who are nonsmokers, 
you focus on the first column of the table. The total number of patients with a hyper-
tension diagnosis is 74: 48 of them are smokers, and 26 are nonsmokers. The propor-
tion of the hypertension patients who are nonsmokers is

26

74
=0.35
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 947. 0.34

To find the proportion of nonsmokers with a hypertension diagnosis, you focus on the 
second row of the table, because you’re limited to the 76 nonsmokers. Of that group, 
26 of them have a hypertension diagnosis. So you divide the number of nonsmokers 
with a hypertension diagnosis by the total number of nonsmokers:

26

76
≈0.34

 948. 0.66

To find the proportion of nonsmokers with no hypertension diagnosis, you focus on 
the second row of the table, because you’re limited to the 76 nonsmokers. Of that 
group, 50 of them don’t have a hypertension diagnosis. So you divide the number of 
nonsmokers with no hypertension diagnosis by the total number of nonsmokers:

50

76
=0.66

 949. 0.16

To find the proportion of all patients who are smokers with no hypertension diagnosis, 
divide the number of patients who are smokers and have no hypertension diagnosis 
(24) by the total number of patients (148):

24

148
≈0.16

 950. 0.34

To find the proportion of all patients who are nonsmokers with no hypertension diag-
nosis, divide the number of patients who are nonsmokers and have no hypertension 
diagnosis (50) by the total number of patients (148):

50

148
≈0.34

 951. the conditional probability of not smoking, given a hypertension diagnosis

The 35% portion is in the bar labeled Hypertension Diagnosis, which sums to 100%, so 
this area is a conditional probability for those who have a hypertension diagnosis. You 
know that in the data from the table, among people with hypertension, smoking is more 
common than not smoking. So the smaller area of this bar must be the conditional prob-
ability of not smoking, given a hypertension diagnosis.

You can also calculate the conditional probability of not smoking, given a hypertension 
diagnosis, by dividing the number of respondents who don’t smoke and have a hyper-
tension diagnosis (26) by the total number with a hypertension diagnosis (74):

P(nonsmoker | hypertension)=
26

74
≈0.35
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This probability notation has hypertension in the back part of the parentheses because 
that’s the subgroup you’re looking at (and why you divide by 74). The nonsmoker goes 
in the front part of the parentheses because you want to know what proportion of that 
subgroup are nonsmokers.

 952. the conditional probability of smoking, given a hypertension diagnosis

The 65% portion is in the bar labeled Hypertension Diagnosis, which sums to 100%, so 
this area is a conditional probability for those who have a hypertension diagnosis. You 
know that in the data from the table, among people with hypertension, smoking is 
more common than not smoking. So the larger area of this bar must be the conditional 
probability of smoking, given a hypertension diagnosis.

You can also calculate the conditional probability of smoking, given a hypertension diag-
nosis, by dividing the number of respondents who do smoke and have a hypertension 
diagnosis (48) by the total number with a hypertension diagnosis (74):

P(smoker | hypertension)=
48

74
≈0.65

This probability notation has hypertension in the back part of the parentheses because 
that’s the subgroup you’re looking at (and why you divide by 74). The smoker goes in 
the front part of the parentheses because you want to know what proportion of that 
subgroup are smokers.

 953. the conditional probability of not smoking, given no hypertension diagnosis

The 68% portion is in the bar labeled No Hypertension Diagnosis, which sums to 100%, 
so this area is a conditional probability for those who don’t have a hypertension diag-
nosis. You know that in the data from the table, among people with no hypertension 
diagnosis, not smoking is more common than smoking. So the larger area of this bar 
must be the conditional probability of not smoking, given no hypertension diagnosis.

You can also calculate the conditional probability of not smoking, given no hyperten-
sion diagnosis, by dividing the number of respondents who don’t smoke and don’t 
have a hypertension diagnosis (50) by the total number who don’t have a hypertension 
diagnosis (74):

P(nonsmoker | no hypertension)=
50

74
≈0.68

This probability notation has no hypertension in the back part of the parentheses 
because that’s the subgroup you’re looking at (and why you divide by 74). The non-
smoker goes in the front part of the parentheses because you want to know what pro-
portion of that subgroup are nonsmokers.

 954. the conditional probability of smoking, given no hypertension diagnosis

The 32% portion is in the bar labeled No Hypertension Diagnosis, which sums to 100%, 
so this area is a conditional probability for those who don’t have a hypertension diag-
nosis. You know that in the data from the table, among people with no hypertension 
diagnosis, smoking is less common than not smoking. So the smaller area of this bar 
must be the conditional probability of smoking, given no hypertension diagnosis.
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You can also calculate the conditional probability of smoking, given no hypertension 
diagnosis, by dividing the number of respondents who smoke and don’t have a hyper-
tension diagnosis (24) by the total number of patients who don’t have a hypertension 
diagnosis (74):

P(smoker | no hypertension)=
24

74
≈0.32

This probability notation has no hypertension in the back part of the parentheses 
because that’s the subgroup you’re looking at (and why you divide by 74). The smoker 
goes in the front part of the parentheses because you want to know what proportion of 
that subgroup are smokers.

 955. E.  Choices (A) and (D) (Patients with a hypertension diagnosis are more likely to be smokers 
than nonsmokers; patients without a hypertension diagnosis are more likely to be non-
smokers than smokers.)

Although you don’t want to generalize too broadly from a single sample of data, the 
patterns found in this data set indicate that patients with a hypertension diagnosis are 
more likely to be smokers (65%) rather than nonsmokers (35%), and patients without a 
hypertension diagnosis are more likely to be nonsmokers (68%) than smokers (32%).

You can find these percentages in the two bar graphs.

 956. C. P(A) does not depend on whether or not B occurs.

The question states that the variables A and B are independent. Two variables are 
independent if the probability of one event occurring doesn’t depend on whether the 
other event occurs; therefore, their probabilities aren’t affected by the occurrence of 
the other event.

 957. B. Gender and choice of major are not independent.

You don’t know anything about the number of students in either group; you’re given 
only percentages. If gender and choice of major were independent, you’d expect to see 
the same proportions of men and women enrolled in each major. In engineering, 70% of 
students are male, but in English 20% are male. And in engineering, 30% of students are 
female, while in English 80% are female.

 958. B. The same proportion of males and females choose to enroll in higher education.

Note that although the same proportion of males and females will choose to enroll, it 
may not be true that the same number of males and females choose to enroll, because 
the senior class may not have the same number of males and females.

 959. 210

Given this data, if 60% of voters voted for the bond initiative and voting was independent 
of gender, you’d also expect 60% of female voters to vote for the bond initiative. To find 
the expected number of women who voted for the bond initiative, you multiply the total 
number of female registered voters by 60%: 350(0.6) = 210.
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 960. 120

Given this data, if 40% of students participate in after-school activities, then 60% don’t 
participate, because 1.0 – 0.4 = 0.6, or 60%.

If 60% of students don’t participate in after-school activities and participation is inde-
pendent of gender, you’d expect that 60% of boys wouldn’t participate in after-school 
activities. To find out how many boys 60% is, you multiply the total number of male 
students by 60%: 200(0.6) = 120.

 961. 0.33

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

In this case, the marginal probability of a person being a vegetarian is the probability of 
being a vegetarian, without regard to whether that person has high cholesterol. In this 
data, 100 adults are vegetarian out of a total of 300 adults. To find the marginal prob-
ability, divide the number of vegetarians by the total number of adults:

100

300
≈0.33

 962. 0.67

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

In this table, there are three dietary categories: vegetarian, vegan, and regular dieter. 
The marginal probability of a person not being a vegan is the probability of being either 
vegetarian or a regular dieter, without regard to whether that person has high choles-
terol. In this data, 200 adults aren’t vegans, out of a total of 300 adults. To find the mar-
ginal probability, divide the number of non-vegans by the total number of adults:

200

300
=0.67

 963. 0.33

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

In this example, the marginal probability of a person having high cholesterol is the 
probability of having high cholesterol, without regard to that person’s dietary habits. 
In this data, 100 adults have high cholesterol out of a total of 300 adults. To find the 
marginal probability, divide the number of adults with high cholesterol by the total 
number of adults:

100

300
≈0.33
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 964. 0.67

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

In this example, the marginal probability of a person not having high cholesterol is the 
probability of not having high cholesterol, without regard to that person’s dietary 
habits. In this data, 200 adults don’t have high cholesterol out of a total of 300 adults. 
To find the marginal probability, divide the number of adults without high cholesterol 
by the total number of adults:

200

300
≈0.67

 965.  E.  Choices (A) and (C) (The same percentage of vegetarians, vegans, and regular dieters will 
have high cholesterol; among those with high cholesterol, equal numbers will be vegetar-
ians, vegans, and regular dieters.)

This data set includes equal percentages of vegans, vegetarians, and regular dieters 
(100/300 = 33.3% each). If diet and cholesterol level are unrelated, then the probability 
of one variable occurring doesn’t affect the probability of the other variable occurring. 
Therefore, the same percentage of vegans, vegetarians, and regular dieters should 
have high cholesterol, and vegans, vegetarians, and regular dieters should be equally 
represented among those with high cholesterol.

 966. 67

If diet and cholesterol level are independent, you can find the joint probability by mul-
tiplying the marginal frequencies and dividing by the sample size.

In this data, there are 100 vegetarians and 200 adults without high cholesterol, out of 
300 total adults:

100(200)

300
≈67

 967. 33

If being vegetarian and having high cholesterol are independent, you can find the joint 
probability by multiplying the marginal frequencies and dividing by the sample size.

In this data, there are 100 vegetarians and 100 adults with high cholesterol, out of 300 
total adults:

100(100)

300
≈33

 968. 70

The marginal total of adults with high cholesterol is 100. If 10 of these are vegetarians 
and 20 are vegans, the remainder must be regular dieters: 100 – (10 + 20) = 70.



Part II: The Answers 460

An
sw

er
s 

90
1–

10
01

 969. 90

The marginal total of vegetarians is 100. If ten of these have high cholesterol, the 
remainder must not have high cholesterol: 100 – 10 = 90.

 970. 65

The marginal total of regular dieters is 100. If 35 of these don’t have high cholesterol, 
the remainder must have high cholesterol: 100 – 35 = 65.

 971. 300

To find the total number of participants, add the numbers from each cell in the table: 
60 + 30 + 10 + 40 + 40 + 20 + 20 + 30 + 50 = 300.

 972. 0.33

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

To find the marginal probability of an individual being 41 to 65 years old, divide the 
number of participants ages 41 to 65 (40 + 40 + 20 = 100) by the total number of par-
ticipants (60 + 30 + 10 + 40 + 40 + 20 + 20 + 30 + 50 = 300):

100

300
≈0.33

 973. 0.73

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

To find the marginal probability of a respondent’s most commonly used type of phone 
not being a landline, divide the number of participants who said they most commonly 
used a smartphone or other mobile phone (60 + 40 + 20 + 30 + 40 + 30 = 220) by the 
total number of participants (60 + 30 + 10 + 40 + 40 + 20 + 20 + 30 + 50 = 300):

220

300
≈0.73

 974. 0.20

The joint probability refers to the probability of having two or more  characteristics 
— in this case, being in a particular age group and using a  particular type of phone.

To find the joint probability of a respondent being between 18 and 40 years old and 
most commonly using a smartphone, divide the number of participants ages 18 to 40 
who most commonly use a smartphone (60) by the total number of participants (60 + 
30 + 10 + 40 + 40 + 20 + 20 + 30 + 50 = 300):

60

300
=0.20
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 975. 0.17

The joint probability refers to the probability of having two or more characteristics — 
in this case, being in a particular age group and using a particular type of phone.

To find the joint probability of a respondent being age 66 or older and most commonly 
using a landline phone, divide the number of participants age 66 and older who most 
commonly use a landline (50) by the total number of participants (60 + 30 + 10 + 40 + 
40 + 20 + 20 + 30 + 50 = 300):

50

300
≈0.17

 976. 40

To find the expected number of people ages 18 to 40 who prefer a smartphone, if age 
and phone preference are independent, multiply the marginal frequencies for a respon-
dent being between 18 and 40 years old (60 + 30 + 10 = 100) and for preferring a smart-
phone (60 + 40 + 20 = 120), and divide by the total number of participants (60 + 30 + 
10 + 40 + 40 + 20 + 20 + 30 + 50 = 300):

100(120)

300
=

12,000

300
=40

 977. 33

To find the expected number of people age 66 or older who prefer a mobile phone, if 
age and phone preference are independent, multiply the marginal frequencies for a 
respondent being age 66 or older (20 + 30 + 50 = 100) and for preferring a mobile 
phone (30 + 40 + 30 = 100), and divide by the total number of participants (60 + 30 + 
10 + 40 + 40 + 20 + 20 + 30 + 50 = 300):

100(100)

300
=

10,000

300
≈33

 978.  C.  People age 66 or older are less likely to prefer smartphones than would be expected if age 
and phone preference were independent.

You can calculate the expected number of people in each joint category (age group and 
phone preference) by multiplying the marginal frequencies and dividing by the total 
number of participants. If age and phone preference are independent, these expected 
values will be the same as the observed number in each category.

In this example, 20 people age 66 or older said they most commonly used a smart-
phone (the observed value). You can find the expected value by multiplying the 
number of people age 66 or older (20 + 30 + 50 = 100) by the number of people who 
prefer a smartphone (60 + 40 + 20 = 120) and then dividing by the total number of 
participants (60 + 30 + 10 + 40 + 40 + 20 + 20 + 30 + 50 = 300):

(100)(120)

300
=

12,000

300
=40

Because the observed number is lower than the expected number, it’s correct to say 
that people age 66 or older are less likely to prefer smartphones than would be 
expected if age and phone preference were independent.
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 979.  E.  Choices (C) and (D) (No, because the ownership rates differ by gender; no, because the 
marginal ownership rate differs from the conditional ownership rates.)

If two variables were independent, all three percentages given would have to be equal. 
The conditional probability of ownership (0.75) would be the same as the marginal 
probabilities of ownership (0.85 for males; 0.65 for females), and the marginal prob-
abilities of ownership would be the same for both genders.

 980. 12

To find the number of cells in a two-way table, multiply the number of categories for 
each variable. In this case, type of residence has three categories, and annual income 
has four categories: (3)(4) = 12.

 981. 100

To find the total sample size, add together the frequencies for each category: 15 + 40 + 
10 + 35 = 100.

 982. 0.73

A conditional probability represents the percentage of individuals within a given group 
who have a certain characteristic. The number of individuals in the given group always 
goes in the denominator.

To find the conditional probability of owning a car, given that the person is male, divide 
the number of male car owners (40) by the total number of males (40 + 15 = 55):

40

55
≈0.73

 983. 0.78

A conditional probability represents the percentage of individuals within a given group 
who have a certain characteristic. The number of individuals in the given group always 
goes in the denominator.

To find the conditional probability of owning a car, given that the person is female, 
divide the number of female car owners (35) by the total number of females (35 + 10 = 
45):

35

45
≈0.78

 984. 0.75

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

To find the marginal probability of owning a car, divide the number of car owners (40 + 
35 = 75) by the total number of survey participants (40 + 15 + 35 + 10 = 100):

75

100
≈0.75
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 985. 0.53

A conditional probability represents the percentage of individuals within a given group 
who have a certain characteristic. The number of individuals in the given group always 
goes in the denominator.

To find the conditional probability of being male, given car ownership, divide the 
number of male car owners (40) by the total number of car owners (40 + 35 = 75):

40

75
≈0.53

 986. 0.47

A conditional probability represents the percentage of individuals within a given group 
who have a certain characteristic. The number of individuals in the given group always 
goes in the denominator.

To find the conditional probability of being female, given car ownership, divide the 
number of female car owners (35) by the total number of car owners (40 +35 = 75):

35

75
≈0.47

 987. 41.25

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

To find the marginal probability of car ownership, divide the number of car owners 
(40 + 35) by the sample size (40 + 15 +35 + 10 = 100):

75

100
≈0.75

To apply this probability to males, multiply the number of males (40 + 15 = 55) by the 
marginal probability of car ownership:

55(0.75) = 41.25

 988. 33.75

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

To find the marginal probability of car ownership, divide the number of car owners 
(40 + 35) by the sample size (40 + 15 +35 + 10 = 100):

75

100
≈0.75

To apply this probability to females, multiply the number of females (35 + 10 = 45) by 
the marginal probability of car ownership:

45(0.75) = 33.75
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 989. 0.55

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

The marginal probability of being male is the probability that someone chosen at 
random from the sample is a male. It also represents the total percentage of females in 
the group.

To find the marginal probability of being male, divide the number of males in the 
sample (40 + 15 = 55) by the total sample size (40 + 15 +35 + 10 = 100):

55

100
=0.55

 990. 0.45

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

The marginal probability of being female is the probability that someone chosen at 
random from the sample is a female. It also represents the total percentage of females 
in the group.

To find the marginal probability of being female, divide the number of females in the 
sample (35 + 10 = 45) by the total sample size (40 + 15 +35 + 10 = 100):

45

100
=0.45

 991.  E.  Choices (A) and (D) (In this sample, more males than females own cars; in this sample, the 
conditional probability of car ownership is higher for females.)

In this data, more males (40) than females (35) own cars, but the conditional probabil-
ity of car ownership is higher for females.

To find the conditional probability of owning a car, given male gender, divide the 
number of male car owners (40) by the total number of males (15 + 40 = 55):

P(car | male)=
40

55
≈0.73

To find the conditional probability of owning a car, given female gender, divide the 
number of female car owners (35) by the total number of females (35 + 10 = 45):

P(car | female)=
35

45
≈0.78

 992.  E.  Choices (A), (B), and (C) (replication of the survey in other locations; replication of the 
survey with a larger sample; replicating the survey with a nationally representative sample)

Drawing cause-and-effect conclusions from surveys is difficult, but replicating the same 
survey with different samples, including larger samples, samples from different loca-
tions, and with a nationally representative sample, would all help to strengthen the 
argument that a relationship exists between car ownership and gender.
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 993. B. a randomized clinical trial

Although statistical evidence of a relationship between two variables isn’t enough to 
establish causality, the randomized clinical trial design can strengthen your ability to 
draw cause-and-effect conclusions by minimizing bias, using sufficient sample sizes, 
and controlling for other variables that may affect the outcome.

 994. 9

To find the number of cells in a table, multiply the number of rows by the number of 
columns. With the addition of the “Inconclusive” category to each of the two variables, 
this table would have three rows and three columns: (3)(3) = 9.

 995. 0.39

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

To calculate the marginal probability for screening positive for depression, divide the total 
number of participants who screened positive for depression (25 + 20 = 45) by the total 
sample size (25 + 20 + 10 + 60 = 115):

45

115
≈0.39

 996. 0.30

Marginal probability is the probability of having a certain characteristic of one variable, 
without regard to the other variable(s).

To calculate the marginal probability for evaluating positive for depression, divide 
the total number of participants who evaluated positive for depression (25 + 10 = 35) 
by the total sample size (25 + 20 + 10 + 60 = 115):

35

115
≈0.30

 997. 0.44

A conditional probability represents the percentage of individuals within a given group 
who have a certain characteristic. The number of individuals in the given group always 
goes in the denominator.

To calculate the conditional probability of evaluating negative for depression, given a 
positive screening result, divide the number of participants with a positive screening 
result and negative evaluation (20) by the total number of participants with a positive 
screening result (25 + 20 = 45):

20

45
≈0.44
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 998. 0.14

A conditional probability represents the percentage of individuals within a given group 
who have a certain characteristic. The number of individuals in the given group always 
goes in the denominator.

To calculate the conditional probability of evaluating positive for depression, given a 
negative screening result, divide the number of participants with a negative screening 
result and positive evaluation (10) by the total number of participants with a negative 
screening result (10 + 60 = 70):

10

70
≈0.14

 999. screened negative and evaluated negative

The joint probability refers to the probability of having two or more characteristics — 
in this case, having a particular screening result and having a particular evaluation 
result.

To find the joint probabilities of these four possible outcomes, divide the number of 
participants with each particular combination (screening outcome and evaluation 
outcome) by the total sample size:

P(screened positive and evaluated positive)=
25

115
≈0.22

P(screened positive and evaluated negative)=
20

115
≈0.17

P(screened negative and evaluated positive)=
10

115
≈0.09

P(screened negative and evaluated negative)=
60

115
≈0.52

Screened negative and evaluated negative has the highest joint probability at 0.52.

Note: Because all these joint probability calculations share the total sample size as the 
denominator, the outcome with the highest frequency will also have the highest 
probability.

 1,000.  No, because the conditional probabilities for evaluating positive are different depending on the 
screening results.

If screening results and positive evaluation for depression were independent, you’d 
expect the conditional probability for evaluating positive to be the same whether a 
person screened positive or negative. This is not the case. As you find out when you 
calculate the conditional probabilities, they’re quite different.

To calculate the conditional probability of evaluating positive for depression, given a 
positive screening result, divide the number of participants with a positive screening 
result and positive evaluation (25) by the total number of participants with a positive 
screening result (25 + 20 = 45):



467

An
sw

er
s 

90
1–

10
01

 Answers

To calculate the conditional probability of evaluating positive for depression, given a 
negative screening result, divide the number of participants with a negative screening 
result and positive evaluation (10) by the total number of participants with a negative 
screening result (10 + 60 = 70):

P(evaluated positive | screened negative)=
10

70
≈0.14

These two conditional probabilities aren’t equal, which means that the screening pro-
cess has an effect on whether the person is diagnosed as being depressed. Here, you 
see that if someone is screened positive, he has a higher chance of being diagnosed 
(0.56) than if he’s not screened (0.14). Because screening has an effect on the outcome 
of the diagnosis, screening and diagnosis aren’t independent. Their outcomes are 
related.

 1,001.  E.  Choices (A), (B), and (C) (The study sample was randomly selected from the population; 
the people doing the evaluation had no knowledge of the screening results; this study 
replicated an earlier study that produced similar results.)

Although you must observe caution when drawing causal conclusions from statistical 
results, several factors could increase your confidence in doing so, including working 
with a study sample randomly selected from the population, blinding those doing the 
evaluation from the screening results, and replicating results of a previous study with 
similar results.
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E 
xcerpted from Statistics For Dummies, 2nd Edition, by Deborah J. Rumsey, PhD (2011, 
Wiley). This material is reproduced with permission of John Wiley & Sons, Inc.

This appendix includes tables for finding probabilities for three distributions used in this 
book: the Z-distribution (standard normal), the t-distribution, and the binomial distribution. 
It also includes a table listing z*-values for selected (percentage) confidence levels.

The Z-Table
Table A-1 shows less-than-or-equal-to probabilities for the Z-distribution; that is, p(Z ≤ z) for 
a given z-value. To use Table A-1, do the following:

 1. Determine the z-value for your particular problem.

  The z-value should have one leading digit before the decimal point (positive, negative, 
or zero) and two digits after the decimal point — for example, z = 1.28, –2.69, or 0.13.

 2. Find the row of the table corresponding to the leading digit and first digit after the 
decimal point.

  For example, if your z-value is 1.28, look in the 1.2 row; if z = –1.28, look in the 
–1.2 row.

 3. Find the column corresponding to the second digit after the decimal point.

  For example, if your z-value is 1.28 or –1.28, look in the 0.08 column.

 4. Intersect the row and column from Steps 2 and 3.

  This is the probability that Z is less than or equal to your z-value. In other words, you’ve 
found p(Z ≤ z). For example, if z = 1.28, you see p(Z ≤ 1.28) = 0.8997. For z = –1.28, you 
see p(Z ≤ –1.28) = 0.1003.
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Table A-1 The Z-Table
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The t-Table
Table A-2 shows right-tail probabilities for selected t-distributions. Follow these steps to use 
Table A-2 to find right-tail probabilities and p-values for hypothesis tests involving t:

 1. Find the t-value for which you want the right-tail probability (call it t), and find the 
sample size (for example, n).

 2. Find the row corresponding to the degrees of freedom (df  ) for your problem (for 
example, n – 1). Follow the row across to find the two t-values between which your 
t falls.

  For example, if your t is 1.60, and your n is 7, you look in the row for df = 7 – 1 = 6. 
Across that row, you find your t lies between t-values 1.44 and 1.94.

 3. Look at the top of the columns containing the two t-values from Step 2.

  The right-tail (greater-than) probability for your t-value is somewhere between the two 
values at the top of these columns. For example, your t = 1.60 is between t-values 1.44 
and 1.94 (df = 6), so the right-tail probability for your t is between 0.10 (column heading 
for t = 1.44) and 0.05 (column heading for t = 1.94).

The row near the bottom with z in the df column gives right-tail (greater-than) probabilities 
from the Z-distribution.

To use Table A-2 to find t*-values (critical values) for a confidence interval involving t, do 
the following

 1. Determine the confidence level you need (as a percentage).

 2. Determine the sample size (for example, n).

 3. Look at the bottom row of the table where the percentages are shown. Find your % 
confidence level there.

 4. Intersect this column with the row representing n – 1 degrees of freedom (df  ).

  This is the t-value you need for your confidence interval. For example, a 95% confi-
dence interval with df = 6 has t* = 2.45. (Find 95% on the last line and follow it up to 
row 6.)
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Table A-2 The t-Table
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The Binomial Table
Table A-3 shows probabilities for the binomial distribution. To use Table A-3, do the 
following:

 1. Find these three numbers for your particular problem:

	 •	The sample size, n

	 •	The	probability	of	success,	p

	 •	The	x-value for which you want p(X = x)

 2. Find the section of Table A-3 that’s devoted to your n.

 3. Look at the row for your x-value and the column for your p.

 4. Intersect that row and column. You have found p(X = x).

 5. To get the probability of being less than, greater than, greater than or equal to, less 
than or equal to, or between two values of X, you add the appropriate values of 
Table A-3.

  For example, if n = 10, p = 0.6, and you want p(X = 9), go to the n = 10 section, the x = 9 
row, and the p = 0.6 column to find 0.04.
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Table A-3 The Binomial Table
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Table A-3  (continued)
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z*-Values for Selected Confidence Levels
Table A-4 gives you the particular z*-value that you need to get the confidence level (also 
known as percentage confidence) you want when you’re calculating two types of confidence 
intervals in this book:

 ✓	Confidence intervals for a population mean where the population standard deviation � 
is known

 ✓	Confidence intervals for a population proportion where the two conditions are met to 
use the normal approximation

	 •	np̂≥10

	 •	n(1− p̂)≥10

Note: You don’t use Table A-4 if you’re calculating confidence intervals for a population 
mean when the population standard deviation, �, is unknown. For this type of confidence 
interval, you use the t-table (Table A-2).

For the two appropriate scenarios in the preceding list, some of the more commonly used 
confidence levels, along with their corresponding z*-values, are in Table A-4. Here is how 
you find the z*-value you need:

 1. Determine the confidence level needed for the confidence interval you’re doing 
(this is typically given in the problem).

  Find the row pertaining to this confidence level. For example, you may be asked to find 
a 95% confidence interval for the mean. In that case, the confidence level is 95%, so 
look in that row.

 2. Find the corresponding z*-value in the second column of that same row in the table.

  For example, for a 95% confidence level, the z*-value is 1.96.

 3. Take the z*-value from the table and plug it into the appropriate confidence interval 
formula you need.

Note: To find a z*-value for a confidence level that isn’t included in Table A-4, you use the 
Z-table (Table A-1) with a modification. The Z-table shows the z-value corresponding to the 
percentage below a number. For a confidence interval, you want a z*-value corresponding 
to the percentage between two numbers. To modify the Z-table to find what you need, take 
your original between percentage (confidence level) and convert it to a less-than percent-
age. Do this by taking your original percentage (confidence level) and adding half of what 
remains when you subtract it from 1. Look up this new percentage in the body of the table, 
and see what z-value it belongs to in the matching row/column of the table. That’s the  
z*-value you use in your appropriate confidence interval formula.

For example, a 95% confidence level means the between probability is 95%, so the less-than 
probability is 95% plus 2.5% (half of what’s left), or 97.5%. Look up 0.975 in the body of the 
Z-table and find z* = 1.96 for a 95% confidence level.
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Table A-4 z*-Values for Selected (Percentage) Confidence Levels

Illustration by Ryan Sneed
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Introduction

What? Yet another statistics book? Well  .  .  . this is a statistics book, all 
right, but in my humble (and thoroughly biased) opinion, it’s not just 
another statistics book.

What? Yet another Excel book? Same thoroughly biased opinion — it’s not just 
another Excel book. What? Yet another edition of a book that’s not just another 
statistics book and not just another Excel book? Well . . . yes. You got me there.

So here’s the story — for the previous three editions and for this one. Many sta-
tistics books teach you the concepts but don’t give you a way to apply them. That 
often leads to a lack of understanding. With Excel, you have a ready-made pack-
age for applying statistics concepts.

Looking at it from the opposite direction, many Excel books show you Excel’s 
capabilities but don’t tell you about the concepts behind them. Before I tell you 
about an Excel statistical tool, I give you the statistical foundation it’s based on. 
That way, you understand the tool when you use it — and you use it more 
effectively.

I didn’t want to write a book that’s just “select this menu” and “click this but-
ton.” Some of that is necessary, of course, in any book that shows you how to use 
a software package. My goal was to go way beyond that.

I also didn’t want to write a statistics “cookbook” — when-faced-with-problem-
#310-use-statistical-procedure-#214. My goal was to go way beyond that, too.

Bottom line: This book isn’t just about statistics or just about Excel — it sits 
firmly at the intersection of the two. In the course of telling you about statistics, I 
cover every Excel statistical feature. (Well . . . almost. I left one out. I left it out of 
the first three editions, too. It’s called “Fourier Analysis.” All the necessary math 
to understand it would take a whole book, and you might never use this tool, 
anyway.)
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About This Book
Although statistics involves a logical progression of concepts, I organized this 
book so you can open it up in any chapter and start reading. The idea is for you to 
find what you’re looking for in a hurry and use it immediately — whether it’s a 
statistical concept or an Excel tool.

On the other hand, cover to cover is okay if you’re so inclined. If you’re a statistics 
newbie and you have to use Excel for statistical analysis, I recommend you begin 
at the beginning — even if you know Excel pretty well.

What You Can Safely Skip
Any reference book throws a lot of information at you, and this one is no excep-
tion. I intend it all to be useful, but I don’t aim it all at the same level. So if you’re 
not deeply into the subject matter, you can avoid paragraphs marked with the 
Technical Stuff icon.

Every so often, you’ll run into sidebars. They provide information that elaborates 
on a topic, but they’re not part of the main path. If you’re in a hurry, you can 
breeze past them.

Because I wrote this book so you can open it up anywhere and start using it, step- 
by-step instructions appear throughout. Many of the procedures I describe have 
steps in common. After you go through some of the procedures, you can probably 
skip the first few steps when you come to a procedure you haven’t been through 
before.

Foolish Assumptions
This is not an introductory book on Excel or on Windows, so I’m assuming:

 » You know how to work with Windows. I don’t spell out the details of pointing, 
clicking, selecting, and so forth.

 » You have Excel 2016 installed on your Windows computer or on your Mac and 
you can work along with the examples. I don’t walk you through the steps of 
Excel installation.
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 » You’ve worked with Excel, and you understand the essentials of worksheets 
and formulas.

If you don’t know much about Excel, consider looking into Greg Harvey’s excel-
lent Excel books in the For Dummies series.

How This Book Is Organized
I’ve organized this book into five parts and four appendixes (including two that 
you can find on this book’s companion website at www.statisticalanalysis 
wexcel4e).

Part 1: Getting Started with Statistical 
Analysis with Excel: A Marriage Made In 
Heaven
In Part 1, I provide a general introduction to statistics and to Excel’s statistical 
capabilities. I discuss important statistical concepts and describe useful Excel 
techniques. If it ’s a long time since your last course in statistics or if you’ve never 
had a statistics course at all, start here. If you haven’t worked with Excel’s built-
in functions (of any kind), definitely start here.

Part 2: Describing Data
Part of statistics is to take sets of numbers and summarize them in meaningful 
ways. Here’s where you find out how to do that. We all know about averages and 
how to compute them. But that’s not the whole story. In this part, I tell you about 
additional statistics that fill in the gaps, and I show you how to use Excel to work 
with those statistics. I also introduce Excel graphics in this part.

Part 3: Drawing Conclusions from Data
Part 3 addresses the fundamental aim of statistical analysis: to go beyond the data 
and help decision-makers make decisions. Usually, the data are measurements of 
a sample taken from a large population. The goal is to use these data to figure out 
what’s going on in the population.

This opens a wide range of questions: What does an average mean? What does the 
difference between two averages mean? Are two things associated? These are only 
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a few of the questions I address in Part 3, and I discuss the Excel functions and 
tools that help you answer them.

Part 4: Working with Probability
Probability is the basis for statistical analysis and decision-making. In Part 4, I 
tell you all about it. I show you how to apply probability, particularly in the area of 
modeling. Excel provides a rich set of built-in capabilities that help you under-
stand and apply probability. Here’s where you find them.

Part 5: The Part of Tens
Part 5 meets two objectives. First, I get to stand on the soapbox and rant about 
statistical peeves and about helpful hints. The peeves and hints total up to ten. 
Also, I discuss ten (okay, 12) Excel things I couldn’t fit into any other chapter. 
They come from all over the world of statistics. If it’s Excel and statistical, and if 
you can’t find it anywhere else in the book, you’ll find it here.

As I said in the first three editions — pretty handy, this Part of Tens.

Appendix A: When Your Worksheet  
Is a Database
In addition to performing calculations, Excel serves another purpose: recordkeep-
ing. Although it’s not a dedicated database, Excel does offer some database func-
tions. Some of them are statistical in nature. I introduce Excel database functions 
in Appendix A, along with pivot tables that allow you to turn your database inside 
out and look at your data in different ways.

Appendix B: The Analysis of Covariance
The Analysis of Covariance (ANCOVA) is a statistical technique that combines two 
other techniques: analysis of variance and regression analysis. If you know how two 
variables are related, you can use that knowledge in some nifty ways, and this is one 
of the ways. The kicker is that Excel doesn’t have a built-in tool for ANCOVA — but 
I show you how to use what Excel does have so you can get the job done.
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Bonus Appendix B1: When Your  
Data Live Elsewhere
This appendix is all about importing data into Excel — from the web, from data-
bases, from text, and from PDF documents.

Bonus Appendix B2: Tips for Teachers  
(and Learners)
Excel is terrific for managing, manipulating, and analyzing data. It’s also a great 
tool for helping people understand statistical concepts. This appendix covers some 
ways for using Excel to do just that.

Icons Used in This Book
As is the case with all For Dummies books, icons appear all over the place. Each one 
is a little picture in the margin that lets you know something special about the 
paragraph it’s next to.

This icon points out a hint or a shortcut that can help you in your work and make 
you an all-around better human being.

This one points out timeless wisdom to take with you long after you finish this 
book, young Jedi.

Pay attention to this icon. It’s a reminder to avoid something that might gum up 
the works for you.

As I mention earlier, in the section “What You Can Safely Skip,” this icon indicates 
material you can blow right past if statistics and Excel aren’t your passion.
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Where to Go from Here
You can start the book anywhere, but here are a few hints. Want to learn the foun-
dations of statistics? Turn the page. Introduce yourself to Excel’s statistical fea-
tures? That’s Chapter 2. Want to start with graphics? Hit Chapter 3. For anything 
else, find it in the table of contents or in the index and go for it.

In addition to what you’re reading right now, this book also comes with a free, 
access-anywhere Cheat Sheet that will help you quickly use the tools I discuss. To 
get this Cheat Sheet, visit www.dummies.com and search for “Statistical Analysis 
with Excel For Dummies Cheat Sheet” in the Search box. And don’t forget to check 
out the bonus content on this book’s companion website at www.dummies.com/go/
statisticalanalysiswexcel4e.
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IN THIS PART . . .

Find out about Excel’s statistical capabilities

Explore how to work with populations and samples

Test your hypotheses

Understand errors in decision making

Determine independent and dependent variables
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IN THIS CHAPTER

Introducing statistical concepts

Generalizing from samples to 
populations

Getting into probability

Making decisions

New and old features in Excel 2016

Understanding important Excel 
fundamentals

Evaluating Data in 
the Real World

The field of statistics is all about decision-making — decision-making based 
on groups of numbers. Statisticians constantly ask questions: What do the 
numbers tell us? What are the trends? What predictions can we make? What 

conclusions can we draw?

To answer these questions, statisticians have developed an impressive array of 
analytical tools. These tools help us to make sense of the mountains of data that 
are out there waiting for us to delve into, and to understand the numbers we gen-
erate in the course of our own work.

The Statistical (and Related) Notions 
You Just Have to Know

Because intensive calculation is often part and parcel of the statistician’s tool set, 
many people have the misconception that statistics is about number crunching. 

Chapter 1
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Number crunching is just one small part of the path to sound decisions, 
however.

By shouldering the number-crunching load, software increases our speed of trav-
eling down that path. Some software packages are specialized for statistical anal-
ysis and contain many of the tools that statisticians use. Although not marketed 
specifically as a statistical package, Excel provides a number of these tools, which 
is why I wrote this book.

I said that number crunching is a small part of the path to sound decisions. The 
most important part is the concepts statisticians work with, and that’s what I talk 
about for most of the rest of this chapter.

Samples and populations
On election night, TV commentators routinely predict the outcome of elections 
before the polls close. Most of the time they’re right. How do they do that?

The trick is to interview a sample of voters after they cast their ballots. Assuming 
the voters tell the truth about whom they voted for, and assuming the sample 
truly represents the population, network analysts use the sample data to general-
ize to the population of voters.

This is the job of a statistician — to use the findings from a sample to make a 
decision about the population from which the sample comes. But sometimes those 
decisions don’t turn out the way the numbers predicted. History buffs are proba-
bly familiar with the memorable picture of President Harry Truman holding up a 
copy of the Chicago Daily Tribune with the famous, but wrong, headline “Dewey 
Defeats Truman” after the 1948 election. Part of the statistician’s job is to express 
how much confidence he or she has in the decision.

Another election-related example speaks to the idea of the confidence in the deci-
sion. Pre-election polls (again, assuming a representative sample of voters) tell 
you the percentage of sampled voters who prefer each candidate. The polling 
organization adds how accurate it believes the polls are. When you hear a news-
caster say something like “accurate to within 3 percent,” you’re hearing a judg-
ment about confidence.

Here’s another example. Suppose you’ve been assigned to find the average read-
ing speed of all fifth-grade children in the United States but you haven’t got the 
time or the money to test them all. What would you do?
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Your best bet is to take a sample of fifth-graders, measure their reading speeds (in 
words per minute), and calculate the average of the reading speeds in the sample. 
You can then use the sample average as an estimate of the population average.

Estimating the population average is one kind of inference that statisticians make 
from sample data. I discuss inference in more detail in the upcoming section 
“Inferential Statistics: Testing Hypotheses.”

Here’s some terminology you have to know: Characteristics of a population (like 
the population average) are called parameters, and characteristics of a sample (like 
the sample average) are called statistics. When you confine your field of view to 
samples, your statistics are descriptive. When you broaden your horizons and con-
cern yourself with populations, your statistics are inferential.

And here’s a notation convention you have to know: Statisticians use Greek letters 
(μ, σ, ρ) to stand for parameters, and English letters X , s, r) to stand for statistics. 
Figure  1-1 summarizes the relationship between populations and samples, and 
parameters and statistics.

Variables: Dependent and independent
Simply put, a variable is something that can take on more than one value. (Some-
thing that can have only one value is called a constant.) Some variables you might 
be familiar with are today’s temperature, the Dow Jones Industrial Average, your 
age, and the value of the dollar against the euro.

Statisticians care about two kinds of variables: independent and dependent. Each 
kind of variable crops up in any study or experiment, and statisticians assess the 
relationship between them.

FIGURE 1-1:  
The relationship 

between 
populations, 

samples, 
parameters, and 

statistics.
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For example, imagine a new way of teaching reading that’s intended to increase 
the reading speed of fifth-graders. Before putting this new method into schools, 
it would be a good idea to test it. To do that, a researcher would randomly assign 
a sample of fifth-grade students to one of two groups: One group receives instruc-
tion via the new method, and the other receives instruction via traditional meth-
ods. Before and after both groups receive instruction, the researcher measures the 
reading speeds of all the children in this study. What happens next? I get to that 
in the upcoming section “Inferential Statistics: Testing Hypotheses.”

For now, understand that the independent variable here is Method of Instruction. 
The two possible values of this variable are New and Traditional. The dependent 
variable is reading speed — which you might measure in words per minute.

In general, the idea is to find out if changes in the independent variable are asso-
ciated with changes in the dependent variable.

In the examples that appear throughout the book, I show you how to use Excel to 
calculate various characteristics of groups of scores. Keep in mind that each time 
I show you a group of scores, I’m really talking about the values of a dependent 
variable.

Types of data
Data come in four kinds. When you work with a variable, the way you work with it 
depends on what kind of data it is.

The first variety is called nominal data. If a number is a piece of nominal data, it’s 
just a name. Its value doesn’t signify anything. A good example is the number on 
an athlete’s jersey. It’s just a way of identifying the athlete and distinguishing 
him or her from teammates. The number doesn’t indicate the athlete’s level of 
skill.

Next come ordinal data. Ordinal data are all about order, and numbers begin to 
take on meaning over and above just being identifiers. A higher number indicates 
the presence of more of a particular attribute than a lower number. One example 
is the Mohs scale: Used since 1822, it’s a scale whose values are 1 through 10; min-
eralogists use this scale to rate the hardness of substances. Diamond, rated at 10, 
is the hardest. Talc, rated at 1, is the softest. A substance that has a given rating 
can scratch any substance that has a lower rating.

What’s missing from the Mohs scale (and from all ordinal data) is the idea of 
equal intervals and equal differences. The difference between a hardness of 10 and 
a hardness of 8 is not the same as the difference between a hardness of 6 and a 
hardness of 4.
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Interval data provide equal differences. Fahrenheit temperatures provide an exam-
ple of interval data. The difference between 60 degrees and 70 degrees is the same 
as the difference between 80 degrees and 90 degrees.

Here’s something that might surprise you about Fahrenheit temperatures: A tem-
perature of 100 degrees is not twice as hot as a temperature of 50 degrees. For 
ratio statements (twice as much as, half as much as) to be valid, zero has to mean 
the complete absence of the attribute you’re measuring. A temperature of  
0 degrees F doesn’t mean the absence of heat — it’s just an arbitrary point on the 
Fahrenheit scale.

The last data type, ratio data, includes a meaningful zero point. For temperatures, 
the Kelvin scale gives ratio data. One hundred degrees Kelvin is twice as hot as 
50 degrees Kelvin. This is because the Kelvin zero point is absolute zero, where all 
molecular motion (the basis of heat) stops. Another example is a ruler. Eight inches 
is twice as long as four inches. A length of zero means a complete absence of length.

Any of these data types can form the basis for an independent variable or a 
 dependent variable. The analytical tools you use depend on the type of data you’re 
dealing with.

A little probability
When statisticians make decisions, they express their confidence about those 
decisions in terms of probability. They can never be certain about what they 
decide. They can only tell you how probable their conclusions are.

So what is probability? The best way to attack this is with a few examples. If you 
toss a coin, what’s the probability that it comes up heads? Intuitively, you know 
that if the coin is fair, you have a 50-50 chance of heads and a 50-50 chance of 
tails. In terms of the kinds of numbers associated with probability, that’s ½.

How about rolling a die? (That’s one member of a pair of dice.) What’s the prob-
ability that you roll a 3? Hmmm. . . . A die has six faces and one of them is 3, so 
that ought to be 1 6, right? Right.

Here’s one more. You have a standard deck of playing cards. You select one card at 
random. What’s the probability that it’s a club? Well . . . a deck of cards has four 
suits, so that answer is ¼.

I think you’re getting the picture. If you want to know the probability that an 
event occurs, figure out how many ways that event can happen and divide by the 
total number of events that can happen. In each of the three examples, the event 
we are interested in (head, 3, or club) only happens one way.
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Things can get a bit more complicated. When you toss a die, what’s the probability 
you roll a 3 or a 4? Now you’re talking about two ways the event you’re interested 
in can occur, so that’s (1 + 1)/6 = 2 6 = 1 3. What about the probability of rolling an 
even number? That has to be 2, 4, or 6, and the probability is (1 + 1 + 1)/6 = 3 6 = 1 2.

On to another kind of probability question. Suppose you roll a die and toss a coin 
at the same time. What’s the probability you roll a 3 and the coin comes up heads? 
Consider all the possible events that could occur when you roll a die and toss a coin 
at the same time. Your outcome could be a head and 1-6 or a tail and 1-6. That’s a 
total of 12 possibilities. The head-and-3 combination can happen only one way, so 
the answer is 1 12.

In general, the formula for the probability that a particular event occurs is

Pr Event
Number of ways theevent canoccur

Total number off possibleevents

I begin this section by saying that statisticians express their confidence about 
their decisions in terms of probability, which is really why I brought up this topic 
in the first place. This line of thinking leads me to conditional probability — the 
probability that an event occurs given that some other event occurs. For example, 
suppose I roll a die, take a look at it (so that you can’t see it), and tell you I’ve 
rolled an even number. What’s the probability that I’ve rolled a 2? Ordinarily, the 
probability of a 2 is 1 6, but I’ve narrowed the field. I’ve eliminated the three odd 
numbers (1, 3, and 5) as possibilities. In this case, only the three even numbers 
(2, 4, and 6) are possible, so now the probability of rolling a 2 is 1 3.

Exactly how does conditional probability play into statistical analysis? Read on.

Inferential Statistics: Testing Hypotheses
In advance of doing a study, a statistician draws up a tentative explanation — a 
hypothesis — as to why the data might come out a certain way. After the study is 
complete and the sample data are all tabulated, he or she faces the essential deci-
sion a statistician has to make: whether or not to reject the hypothesis.

That decision is wrapped in a conditional probability question — what’s the prob-
ability of obtaining the data, given that this hypothesis is correct? Statistical anal-
ysis provides tools to calculate the probability. If the probability turns out to be 
low, the statistician rejects the hypothesis.
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Suppose you’re interested in whether or not a particular coin is fair — whether it 
has an equal chance of coming up heads or tails. To study this issue, you’d take the 
coin and toss it a number of times — say, 100. These 100 tosses make up your 
sample data. Starting from the hypothesis that the coin is fair, you’d expect that 
the data in your sample of 100 tosses would show around 50 heads and 50 tails.

If it turns out to be 99 heads and 1 tail, you’d undoubtedly reject the fair coin 
hypothesis. Why? The conditional probability of getting 99 heads and 1 tail given 
a fair coin is very low. Wait a second. The coin could still be fair and you just hap-
pened to get a 99-1 split, right? Absolutely. In fact, you never really know. You 
have to gather the sample data (the results from 100 tosses) and make a decision. 
Your decision might be right, or it might not.

Juries face this dilemma all the time. They have to decide among competing 
hypotheses that explain the evidence in a trial. (Think of the evidence as data.) 
One hypothesis is that the defendant is guilty. The other is that the defendant is 
not guilty. Jury members have to consider the evidence and, in effect, answer a 
conditional probability question: What’s the probability of the evidence given that 
the defendant is not guilty? The answer to this question determines the verdict.

Null and alternative hypotheses
Consider once again the coin-tossing study I mention in the preceding section. 
The sample data are the results from the 100 tosses. Before tossing the coin, you 
might start with the hypothesis that the coin is a fair one so that you expect an 
equal number of heads and tails. This starting point is called the null hypothesis. 
The statistical notation for the null hypothesis is H0. According to this hypothesis, 
any heads-tails split in the data is consistent with a fair coin. Think of it as the 
idea that nothing in the results of the study is out of the ordinary.

An alternative hypothesis is possible — that the coin isn’t a fair one, and it’s 
loaded to produce an unequal number of heads and tails. This hypothesis says that 
any heads-tails split is consistent with an unfair coin. The alternative hypothesis 
is called, believe it or not, the alternative hypothesis. The statistical notation for the 
alternative hypothesis is H1.

With the hypotheses in place, toss the coin 100 times and note the number of 
heads and tails. If the results are something like 90 heads and 10 tails, it’s a good 
idea to reject H0. If the results are around 50 heads and 50 tails, don’t reject H0.
Similar ideas apply to the reading-speed example I give earlier, in the section 
“Samples and populations.” One sample of children receives reading instruction 
under a new method designed to increase reading speed, and the other learns via 
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a traditional method. Measure the children’s reading speeds before and after 
instruction, and tabulate the improvement for each child. The null hypothesis, H0, 
is that one method isn’t different from the other. If the improvements are greater 
with the new method than with the traditional method — so much greater that 
it’s unlikely that the methods aren’t different from one another — reject H0. If 
they’re not greater, don’t reject H0.

Notice that I didn’t say “accept H0.” The way the logic works, you never accept a 
hypothesis. You either reject H0 or don’t reject H0.

Here’s a real-world example to help you understand this idea. When a defendant 
goes on trial, he or she is presumed innocent until proven guilty. Think of innocent 
as H0. The prosecutor’s job is to convince the jury to reject H0. If the jurors reject, 
the verdict is guilty. If they don’t reject, the verdict is not guilty. The verdict is never 
innocent. That would be like accepting H0.

Back to the coin-tossing example. Remember I said “around 50 heads and 50 tails” 
is what you could expect from 100 tosses of a fair coin. What does around mean? 
Also, I said if it’s 90-10, reject H0. What about 85-15? 80-20? 70-30? Exactly how 
much different from 50-50 does the split have to be for you reject H0? In the 
reading-speed example, how much greater does the improvement have to be to 
reject H0?

I won’t answer these questions now. Statisticians have formulated decision rules 
for situations like this, and you explore those rules throughout the book.

Two types of error
Whenever you evaluate the data from a study and decide to reject H0 or to not 
reject H0, you can never be absolutely sure. You never really know what the true 
state of the world is. In the context of the coin-tossing example, that means you 
never know for certain if the coin is fair or not. All you can do is make a decision 
based on the sample data you gather. If you want to be certain about the coin, 
you’d have to have the data for the entire population of tosses — which means 
you’d have to keep tossing the coin until the end of time.

Because you’re never certain about your decisions, it’s possible to make an error 
regardless of what you decide. As I mention earlier in this chapter, the coin could 
be fair and you just happen to get 99 heads in 100 tosses. That’s not likely, and 
that’s why you reject H0. It’s also possible that the coin is biased, yet you just hap-
pen to toss 50 heads in 100 tosses. Again, that’s not likely and you don’t reject H0 
in that case.
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Although not likely, those errors are possible. They lurk in every study that 
involves inferential statistics. Statisticians have named them Type I and Type II.

If you reject H0 and you shouldn’t, that’s a Type I error. In the coin example, that’s 
rejecting the hypothesis that the coin is fair, when in reality it is a fair coin.

If you don’t reject H0 and you should have, that’s a Type II error. That happens if 
you don’t reject the hypothesis that the coin is fair and in reality it’s biased.

How do you know if you’ve made either type of error? You don’t — at least not 
right after you make your decision to reject or not reject H0. (If it’s possible to 
know, you wouldn’t make the error in the first place!) All you can do is gather 
more data and see if the additional data are consistent with your decision.

If you think of H0 as a tendency to maintain the status quo and not interpret any-
thing as being out of the ordinary (no matter how it looks), a Type II error means 
you missed out on something big. Looked at in that way, Type II errors form the 
basis of many historical ironies.

Here’s what I mean: In the 1950s, a particular TV show gave talented young enter-
tainers a few minutes to perform on stage and a chance to compete for a prize. The 
audience voted to determine the winner. The producers held auditions around the 
country to find people for the show. Many years after the show went off the air, 
the producer was interviewed. The interviewer asked him if he had ever turned 
down anyone at an audition whom he shouldn’t have.

“Well,” said the producer, “once a young singer auditioned for us and he seemed 
really odd.”

“In what way?” asked the interviewer.

“In a couple of ways,” said the producer. “He sang really loud, gyrated his body 
and his legs when he played the guitar, and he had these long sideburns. We fig-
ured this kid would never make it in show business, so we thanked him for show-
ing up, but we sent him on his way.”

“Wait a minute — are you telling me you turned down . . .?”

“That’s right. We actually said no . . . to Elvis Presley!”

Now that’s a Type II error.
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What’s New in Excel 2016?
Microsoft has made a few changes to Excel’s Ribbon (the tabbed band across the 
top), reflecting changes in Excel. The most obvious addition is the light bulb, at 
the top to the right of Add-ins. It’s labeled “Tell me what you want to do.” This is 
called the Tell Me box, and it’s a new way to connect to Excel Help. Type a phrase 
like Insert a chart into the Tell Me box, and Excel opens a menu whose choices 
include icons that you click to insert charts and to find help with inserting charts. 
Figure 1-2 shows this capability.

Sadly, this feature is not part of Excel 2016 for the Mac. This is the case for a num-
ber of other capabilities, too (like a couple I mention in the next paragraph). Over-
all, however, Mac users will find greater consistency across platforms than in 
previous editions.

Figure 1-2 shows the Insert tab, which incorporates a couple of changes in the 
Charts area. One addition is a set of Statistical Charts (which are not in the Mac 
version). Another is 3D Map, the new and improved Power View (which first 
appeared in Excel 2013 and will not be appearing in a Mac near you). I discuss 
these features in Chapter 3.

FIGURE 1-2:  
The interface in 

Excel 2016, 
showing the 
Tell Me box.
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What’s Old in Excel 2016?
Each tab on the Ribbon presents groups of icon-labeled command buttons sepa-
rated into categories. When you’re trying to figure out the capability a particular 
button activates, you can move the cursor to the button (without clicking) and 
helpful information pops up.

Clicking a button typically opens a whole category of possibilities. Buttons that do 
this are called category buttons.

Microsoft has developed shorthand for describing a mouse-click on a command 
button on the Ribbon, and I use that shorthand throughout this book. The short-
hand is

Tab | Command Button

To indicate clicking on the Insert tab’s Recommended Charts category button, for 
example, I write

Insert | Recommended Charts

When I click that button (with some data-containing cells selected), the Insert 
Chart dialog box, shown in Figure 1-3, appears.

FIGURE 1-3:  
Clicking Insert | 
Recommended 

Charts opens 
this box.
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Notice that its Recommended Charts tab is open. Clicking the All Charts tab (which 
is not in the Mac version) changes the box to what you see in Figure 1-4, a gallery 
of all possible Excel charts.

Chart is Excel’s name for graph.

Incidentally, the All Charts tab shows five of the six charts new in Excel 2016: 
Waterfall, Treemap, Sunburst, Histogram, and Box & Whisker. (Pareto, the sixth 
new chart, is buried a bit deeper.) The last three are called “statistical charts.  
I cover statistical charts (and others) in Chapter 3.

To find the bulk of Excel’s statistical functionality, select

Formulas | More Functions | Statistical

This is an extension of the shorthand. It means, “Select the Formulas tab, click the 
More Functions button, and then select the Statistical Functions choice from the 
pop-up menu that opens.” Figure 1-5 shows what I mean.

In Chapter  2, I show you how to make the Statistical Functions menu more 
accessible.

FIGURE 1-4:  
The All Charts tab 

in the Insert 
Chart dialog box.
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In the 2010 version, Microsoft changed the way Excel names its functions. The 
objective was to make a function’s purpose as obvious as possible from its name. 
Excel also changed some of the programming behind these functions to make 
them more accurate.

Excel 2016 continues this naming style, and maintains the older statistical func-
tions (pre-2010 vintage, and one – FORECAST – from 2013) for compatibility with 
older versions of Excel. So if you’re creating a spreadsheet for users of older Excel 
versions, use the older functions.

You won’t find them on the Statistical Functions menu. They have their own 
menu. To find it, select Formulas | More Functions | Compatibility.

I provide Table 1-1 to help you transition from older Excel versions. The table lists 
the old functions, their replacements, and the chapter in which I discuss the new 
function.

The table shows that the FORECAST function has morphed into five functions in 
Excel 2016: FORECAST.LINEAR, FORECAST.ETS, FORECAST.ETS.CONFINT, FORE-
CAST.ETS.SEASONALITY, and FORECAST.ETS.STAT. Along with Excel’s new one-
click forecasting capability, I cover these functions in Chapter 16.

FIGURE 1-5:  
Accessing the 

Statistical 
Functions menu.
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TABLE 1-1 Older Excel Statistical Functions, Their Replacements, and  
the Chapter That Deals with the New Function

Old Function New Function Chapter

BETADIST BETA.DIST 19

BETAINV BETA.INV 19

BINOMDIST BINOM.DIST 18

CRITBINOM BINOM.INV 18

CHIDIST CHISQ.DIST.RT 10

CHIINV CHISQ.INV.RT 10

CHITEST CHISQ.TEST 20

CONFIDENCE CONFIDENCE.NORM 9

COVAR COVARIANCE.P 15

EXPONDIST EXPON.DIST 19

FDIST F.DIST.RT 11

FINV F.INV.RT 11

FTEST F.TEST 11

FORECAST FORECAST.LINEAR, FORECAST.ETS, FORECAST.ETS.CONFINT, 
FORECAST.ETS.SEASONALITY, FORECAST.ETS.STAT

16

GAMMADIST GAMMA.DIST 19

GAMMAINV GAMMA.INV 19

HYPGEOMDIST HYPGEOM.DIST 18

LOGNORMDIST LOGNORM.DIST 22

LOGINV LOGNORM.INV 22

MODE MODE.SNGL, MODE.MULT 4

NEGBINOMDIST NEGBINOM.DIST 18

NORMDIST NORM.DIST 8

NORMINV NORM.INV 8

NORMSDIST NORM.S.DIST 8
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The most important addition in Excel 2016 is on the Macintosh side: After a long 
absence, the Analysis ToolPak returns to Excel 2016 for the Mac. Available in all 
Windows versions of Excel, the Analysis ToolPak is a free add-in that supplies 
analytic tools often found in dedicated statistical software packages. In previous 
Mac versions, intrepid users accessed a similar set of tools by downloading a 
third-party application that did not integrate with Excel in the same way as the 
Analysis ToolPak.

Mac users are a hearty lot, however, and they’ll be happy with this change in Excel 
2016. (Have I done enough . . . Apple-polishing? Sorry.)

I cover the Analysis ToolPak in Chapter 2.

Old Function New Function Chapter

NORMSINV NORM.S.INV 8

PERCENTILE PERCENTILE.INC 6

PERCENTRANK PERCENTRANK.INC 6

POISSON POISSON.DIST 19

QUARTILE QUARTILE.INC 6

RANK RANK.EQ 6

STDEVP STDEV.P 5

STDEV STDEV.S 5

TDIST T.DIST.2T 10

TDIST T.DIST.RT 10

TINV T.INV.2T 9

TTEST T.TEST 11

VARP VAR.P 5

VAR VAR.S 5

WEIBULL WEIBULL.DIST 22

ZTEST Z.TEST 10
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Knowing the Fundamentals
Although I’m assuming you’re not new to Excel, I think it’s wise to take a little 
time and space to discuss a few fundamental Excel principles that figure promi-
nently in statistical work. Knowing these fundamentals helps you work efficiently 
with Excel formulas.

Autofilling cells
The first fundamental feature is autofill, Excel’s capability for repeating a calcula-
tion throughout a worksheet. Insert a formula into a cell, and you can drag that 
formula into adjoining cells.

Figure 1-6 is a worksheet of expenditures for R&D in science and engineering at 
colleges and universities for the years shown. The data, taken from a U.S. National 
Science Foundation report, are in millions of dollars. Column H holds the total for 
each field, and Row 11 holds the total for each year. (More about column I in a 
moment.)

FIGURE 1-6:  
Expenditures for 

R&D in science 
and engineering.
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I started with column H blank and with row 11 blank. How did I get the totals into 
column H and row 11?

If I want to create a formula to calculate the first row total (for Physical Sciences), 
one way (among several) is to enter

= D2 + E2 + F2 + G2

into cell H2. (A formula always begins with an equal sign: =.) Press Enter and the 
total appears in H2.

Now, to put that formula into cells H3 through H10, the trick is to position the 
cursor on the lower-right corner of H2 until a plus sign (+) appears, hold down the 
left mouse button, and drag the mouse through the cells. That plus sign is called 
the cell’s fill handle.

When you finish dragging, release the mouse button and the row totals appear. 
This saves huge amounts of time because you don’t have to reenter the formula 
eight times.

Same thing with the column totals. One way to create the formula that sums up 
the numbers in the first column (1990) is to enter

=D2 + D3 + D4 + D5 + D6 + D7 + D8 + D9 + D10

into cell D11. Position the cursor on D11’s fill handle, drag through row 11 and 
release in column H, and you autofill the totals into E11 through H11.

Dragging isn’t the only way to do it. Another way is to select the array of cells you 
want to autofill (including the one that contains the formula) and click

Home | Fill

Where’s Fill? On the Home tab, in the Editing area, you see a down arrow. That’s 
Fill. Clicking Fill opens the Fill pop-up menu (see Figure 1-7). Select Down and 
you accomplish the same thing as dragging and dropping.

Still another way is to select Series from the Fill pop-up menu. Doing this opens 
the Series dialog box (see Figure 1-8). In this dialog box, select the AutoFill radio 
button and click OK, and you’re all set. This method takes one more step, but the 
Series dialog box is a bit more compatible with earlier versions of Excel.

I bring this up because statistical analysis often involves repeating a formula from 
cell to cell. The formulas are usually more complex than the ones in this section, 
and you might have to repeat them many times, so it pays to know how to autofill.
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A quick way to autofill is to click in the first cell in the series, move the cursor to 
that cell’s lower-right corner until the autofill handle appears, and double-click. 
This works in both PC and Mac.

Referencing cells
Another important fundamental principle is the way Excel references worksheet 
cells. Consider again the worksheet in Figure  1-6. Each autofilled formula is 
slightly different from the original. This, remember, is the formula in cell H2:

= D2 + E2 + F2 + G2

After autofill, the formula in H3 is

= D3 + E3 + F3 + G3

and the formula in H4 is — well, you get the picture.

This is perfectly appropriate. You want the total in each row, so Excel adjusts the 
formula accordingly as it automatically inserts it into each cell. This is called 
relative referencing — the reference (the cell label) gets adjusted relative to where 
it is in the worksheet. Here, the formula directs Excel to total up the numbers in 
the cells in the four columns immediately to the left.

FIGURE 1-8:  
The Series 

dialog box.

FIGURE 1-7:  
The Fill pop-up 

menu.
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Now for another possibility. Suppose you want to know each row total’s propor-
tion of the grand total (the number in H11). That should be straightforward, right? 
Create a formula for I2, and then autofill cells I3 through I10.

Similar to the earlier example, you start by entering this formula into I2:

=H2/H11

Press Enter and the proportion appears in I2. Position the cursor on the fill handle, 
drag through column I, release in I10, and — D’oh! Figure 1-9 shows the unhappy 
result — the extremely ugly #/DIV0! in I3 through I10. What’s the story?

The story is this: Unless you tell it not to, Excel uses relative referencing when you 
autofill. So the formula inserted into I3 is not

=H3/H11

Instead, it’s

=H3/H12

Why does H11 become H12? Relative referencing assumes that the formula means 
“Divide the number in the cell by whatever number is nine cells south of here in 
the same column.” Because H12 has nothing in it, the formula is telling Excel to 
divide by zero, which is a no-no.

The idea is to tell Excel to divide all the numbers by the number in H11, not by 
“whatever number is nine cells south of here.” To do this, you work with absolute 

FIGURE 1-9:  
Whoops! 

Incorrect autofill!
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referencing. You show absolute referencing by adding $ signs to the cell ID. The 
correct formula for I2 is

= H2/$H$11

This line tells Excel to not adjust the column and to not adjust the row when you 
autofill. Figure 1-10 shows the worksheet with the proportions, and you can see 
the correct formula in the formula bar (the area above the worksheet and below 
the Ribbon).

To convert a relative reference into absolute reference format, select the cell 
address (or addresses) you want to convert and press the F4 key. F4 is a toggle 
that switches among relative reference (H11, for example), absolute reference for 
both the row and column in the address ($H$11), absolute reference for the row-
part only (H$11), and absolute reference for the column-part only ($H11).

In Excel 2016 for the Mac, toggle a relative reference into an absolute reference by 
holding down the fn key when you press F4. Another Mac shortcut for this is 
Command + T.

What’s New in This Edition?
One prominent new feature in this edition is my emphasis on graphs of 
 distributions. In my experience, graphing a distribution helps you understand it. 
Because some distributions (t, Chi-Square, and F) form the basis of inferential 
statistics and other distributions (Poisson) are important in modeling, I felt it 

FIGURE 1-10:  
Autofill, based 

on absolute 
referencing.
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important to emphasize their visualization. These visualizations appear in 
 Chapters 8, 10, 11, and 19.

Speaking of visualization, I cover some existing chart types for the first time in 
this edition: Bubble, Stock, Surface, and Radar. They’re in Chapter 3, along with 
the new charts I mention earlier.

In the previous edition, I added an online appendix on an analysis-of-variance 
design — mixed-model ANOVA — that doesn’t appear in the first two editions. In 
this edition, the material appears in Chapter  13. Because this is a widely used 
design, I thought it wise to include it in a chapter rather than in an online 
appendix.

The mixed-model ANOVA combines a Between-Groups variable and a Repeated 
Measure. If you have no idea what the preceding sentence means, read Chapter 12. 
Anyway, Excel doesn’t have a tool for working with this design, but in Chapter 13 
I show you an Excel-based workaround that enables you to compute this 
analysis.

Chapter 16 is completely new. As I point out earlier, Excel has expanded its fore-
casting capabilities. Five new worksheet functions replace the old FORECAST func-
tion, and Excel has added one-click forecasting from historical data. This merits 
an entirely new chapter on time series.

Chapter 17 is also completely new. Its subject matter — nonparametric  statistics — 
is an important branch of statistics. This is another area that has no dedicated 
Excel tools. After I discuss each subtopic, I show you how to apply Excel.

In the third edition, the section “For Mac Users” appears in many of the chapters. 
The absence of the Analysis ToolPak in Excel 2011 for the Mac (and the need for a 
third-party app to fill the void) necessitated this strategy. With the return of the 
Analysis ToolPak to Excel 2016 for the Mac, those sections are no longer 
necessary.



CHAPTER 2  Understanding Excel’s Statistical Capabilities      31

IN THIS CHAPTER

Working with worksheet functions

Creating a shortcut to statistical 
functions

Getting an array of results

Naming arrays

Tooling around with analysis

Using Excel’s Quick Statistics feature

Understanding 
Excel’s Statistical 
Capabilities

In this chapter, I introduce you to Excel’s statistical functions and data analysis 
tools. If you’ve used Excel, and I’m assuming you have, you’re aware of Excel’s 
extensive functionality, of which statistical capabilities are a subset. Into each 

worksheet cell you can enter a piece of data, instruct Excel to carry out calcula-
tions on data that reside in a set of cells, or use one of Excel’s worksheet functions 
to work on data. Each worksheet function is a built-in formula that saves you the 
trouble of having to direct Excel to perform a sequence of calculations. As newbies 
and veterans know, formulas are the “business end” of Excel. The data analysis 
tools go beyond the formulas. Each tool provides a set of informative results.

Chapter 2
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Getting Started
Many of Excel’s statistical features are built into its worksheet functions. In pre-
vious versions (pre-2003), you accessed the worksheet functions by using the 
Excel Insert Function button, labeled with the symbol fx. Clicking this button 
opens the Insert Function dialog box, which presents a list of Excel’s functions 
and the capability to search for Excel functions. (On the Mac, this button opens the 
Formula Builder, which is pretty much the same thing.) Although Excel 2016 pro-
vides easier ways to access the worksheet functions, this latest version preserves 
this button and offers additional ways to open the Insert Function dialog box. I 
discuss all of this in more detail in a moment.

Figure 2-1 shows the two locations of the Insert Function button and the Formula 
bar. Along with one Insert Function button, the Formula bar is to the right of the 
Name box. All three are just below the Ribbon.

FIGURE 2-1:  
The Function 

Library, the Name 
box, the Formula 

bar, the two 
Insert Function 

buttons, the Enter 
button, and the 
Cancel button.
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Near the Name box, just to the left of the Insert Function button, are an X and a 
check mark. The X is the Cancel button, and the check mark is the Enter button. 
Clicking the Enter button is like pressing the Enter key on the keyboard: It tells 
Excel to perform a computation you type into a cell. Clicking the Cancel button 
removes anything you’ve typed into a cell, if you haven’t already entered it.

Inside the Ribbon, on the Formulas tab, is the Function Library. Mac users see a 
similar layout in Excel 2016 for the Mac.

The Formula bar is sort of a clone of a cell you select: Information entered into the 
Formula bar goes into the selected cell, and information entered into the selected 
cell appears in the Formula bar.

Figure 2-1, shown earlier, shows Excel with the Formulas tab open. You can see the 
other location for the Insert Function button. Labeled fx, it’s on the extreme left end 
of the Ribbon, in the Function Library area. As I mention earlier in this section, 
when you click the Insert Function button, you open the Insert Function dialog box. 
(See Figure 2-2.)

This dialog box enables you to find a function that fits your needs by either typing 
a search term or by scrolling through a list of Excel functions.

In addition to clicking the Insert Function button next to the Formula bar, you can 
open the Insert Function dialog box by selecting

Formulas | Insert Function

Because of the way pre-Ribbon versions of Excel were organized, the Insert Func-
tion dialog box was extremely useful. In Excel 2016, however, it’s mostly helpful 
if you’re not sure which function to use or where to find it.

FIGURE 2-2:  
The Insert 

Function  
dialog box.
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The Function Library presents the categories of formulas you can use and makes 
it convenient for you to access them. Clicking a category button in this area opens 
a menu of functions in that category.

Most of the time, I work with statistical functions that are easily accessible from 
the Statistical Functions menu. Sometimes I work with math functions on the 
Math & Trig Functions menu. (You see a couple of these functions later in this 
chapter.) In Chapter 5, I show you how to use a couple of logic functions.

The final selection on each category menu (like the Statistical Functions menu) is 
Insert Function. Selecting this option is still another way to open the Insert Func-
tion dialog box. (The Mac version refers to this dialog box as the Formula Builder.)

The Name box is sort of a running record of what you do in the worksheet. Select 
a cell, and the cell’s address appears in the Name box. Click the Insert Function 
button, and the name of the function you selected most recently appears in the 
Name box.

In addition to the statistical functions, Excel provides a number of data analysis 
tools that you access from the Data tab’s Analysis area.

Setting Up for Statistics
In this section, I show you how to use the worksheet functions and the analysis 
tools.

Worksheet functions in Excel 2016
As I point out in the preceding section, the Function Library area of the Formulas 
tab shows all categories of worksheet functions.

The steps in using a worksheet function are

1. Type your data into a data array and select a cell for the result.

2. Select the appropriate formula category and choose a function from its 
pop-up menu.

Doing this opens the Function Arguments dialog box.

3. In the Function Arguments dialog box, type the appropriate values for 
the function’s arguments.
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Argument is a term from mathematics. It has nothing to do with debates, fights, 
or confrontations. In mathematics, an argument is a value on which a function 
does its work.

4. Click OK to put the result into the selected cell.

Yes, that’s all there is to it.

To give you an example, I explore a function that typifies how Excel’s worksheet 
functions work. This function, SUM, adds up the numbers in cells you specify and 
returns the sum in still another cell that you specify. Although adding numbers 
together is an integral part of statistical number-crunching, SUM is not in the Sta-
tistical category. It is, however, a typical worksheet function, and it shows a 
familiar operation.

Here, step by step, is how to use SUM:

1. Enter your numbers into an array of cells and select a cell for the result.

In this example, I’ve entered 45, 33, 18, 37, 32, 46, and 39 into cells C2 through 
C8, respectively, and selected C9 to hold the sum.

2. Select the appropriate formula category and choose the function from its 
pop-up menu.

This step opens the Function Arguments dialog box.

I selected Formulas | Math & Trig and scrolled down to find and choose SUM.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

Excel guesses that you want to sum the numbers in cells C2 through C8 and 
identifies that array in the Number1 box. Excel doesn’t keep you in suspense: 
The Function Arguments dialog box shows the result of applying the function. 
In this example, the sum of the numbers in the array is 250. (See Figure 2-3.)

4. Click OK to put the sum into the selected cell.

Note a couple of points. First, as Figure 2-3 shows, the Formula bar holds

=SUM(C2:C8)

This formula indicates that the value in the selected cell equals the sum of the 
numbers in cells C2 through C8.
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After you get familiar with a worksheet function and its arguments, you can 
bypass the menu and type the function directly into the cell or into the Formula 
bar, beginning with an equal sign (=). When you do, Excel opens a helpful menu 
as you type the formula. (See Figure  2-4.) The menu shows possible formulas 
beginning with the letter(s) you type, and you can select one by double-clicking it.

Another noteworthy point is the set of boxes in the Function Arguments dialog 
box, shown in Figure  2-3. In the figure, you see just two boxes: Number1 and 
Number2. The data array appears in Number1. So what’s Number2 for?

The Number2 box allows you to include an additional argument in the sum. And it 
doesn’t end there. Click in the Number2 box, and the Number3 box appears. Click 
in the Number3 box, and the Number4 box appears — and on and on. The limit is 
255 boxes, with each box corresponding to an argument. A value can be another 
array of cells anywhere in the worksheet, a number, an arithmetic expression that 
evaluates to a number, a cell ID, or a name that you have attached to a range of 
cells. (Regarding that last one: Read the upcoming section “What’s in a name? An 
array of possibilities.”) As you type values, the SUM dialog box shows the updated 
sum. Clicking OK puts the updated sum into the selected cell.

FIGURE 2-3:  
Using SUM.



CHAPTER 2  Understanding Excel’s Statistical Capabilities      37

You won’t find this multiargument capability on every worksheet function. Some 
are designed to work with just one argument. For the ones that work with multiple 
arguments, however, you can incorporate data that reside all over the worksheet. 
Figure 2-5 shows a worksheet with a Function Arguments dialog box that includes 
data from two arrays of cells, two arithmetic expressions, and one cell. Notice the 
format of the function in the Formula bar — a comma separates successive 
arguments.

If you select a cell in the same column as your data and just below the last data 
cell, Excel correctly guesses the data array that you want to work on. Excel doesn’t 
always guess what you want to do with that array, however. Sometimes when 
Excel does guess, its guess is incorrect. When either of those things happens, it’s 
up to you to enter the appropriate values into the Function Arguments dialog box.

Quickly accessing statistical functions
In this section, I show you how to create a shortcut to Excel’s statistical functions.

You can get to Excel’s statistical functions by selecting

Formulas | More Functions | Statistical

and then choosing from the resulting pop-up menu. (See Figure 2-6.)

FIGURE 2-4:  
As you type a 

formula, Excel 
opens a helpful 

menu.
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FIGURE 2-5:  
Using SUM with 

five arguments.

FIGURE 2-6:  
Accessing Excel’s 

Statistical 
functions.
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Although Excel has buried the statistical functions several layers deep, you can use 
a handy technique to make them as accessible as any of the other categories: You 
add them to the Quick Access toolbar in the upper-left corner. (Every Office appli-
cation has one, unless you’re a Mac user — in which case, no Office application 
has one. So the next steps are unavailable on the Mac. Sorry.)

To do this, select

Formulas | More Functions

and right-click Statistical. From the pop-up menu, pick the first option, Add to 
Quick Access Toolbar. (See Figure  2-7.) Doing this adds a button to the Quick 
Access toolbar. Clicking the new button’s down arrow opens the pop-up menu of 
statistical functions. (See Figure 2-8.)

From now on, when I deal with a statistical function, I assume that you’ve created 
this shortcut so that you can quickly open the menu of statistical functions. The 
next section provides an example.

FIGURE 2-7:  
Adding the 

statistical 
functions to the 

Quick Access 
toolbar.
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Array functions
Most of Excel’s built-in functions are formulas that calculate a single value (like 
a sum) and put that value into a worksheet cell. Excel has another type of function. 
It’s called an array function because it calculates multiple values and puts those 
values into an array of cells rather than into a single cell.

A good example of an array function is FREQUENCY (and it’s an Excel statistical 
function, too). Its job is to summarize a group of scores by showing how the scores 
fall into a set of intervals that you specify. For example, given these scores

77, 45, 44, 61, 52, 53, 68, 55

and these intervals

50, 60, 70, 80

FREQUENCY shows how many are less than or equal to 50 (2, in this example), how 
many are greater than 50 and less than or equal to 60 (that would be 3), and so on. 
The number of scores in each interval is called a frequency. A table of the intervals 
and the frequencies is called a frequency distribution.

FIGURE 2-8:  
Accessing the 

Statistical 
Functions menu 

from the Quick 
Access toolbar.
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Here’s an example of how to use FREQUENCY:

1. Enter the scores into an array of cells.

Figure 2-9 shows a group of scores in cells B2 through B16.

2. Enter the intervals into an array.

I’ve put the intervals in C2 through C9.

3. Select an array for the frequencies.

I’ve put Frequency as the label at the top of column D, so I select D2 through 
D10 for the resulting frequencies. Why the extra cell? FREQUENCY returns a 
vertical array that has one more cell than the frequencies array.

4. From the Statistical Functions menu, select FREQUENCY to open the 
Function Arguments dialog box.

I use the shortcut I installed on the Quick Access toolbar to open this menu 
and select FREQUENCY.

FIGURE 2-9:  
Working with 
FREQUENCY.
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5. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

I begin with the Data_array box. In this box, I enter the cells that hold the 
scores. In this example, that’s B2:B16. I’m assuming you know Excel well 
enough to know how to do this in several ways.

Next, I identify the intervals array. FREQUENCY refers to intervals as bins and 
holds the intervals in the Bins_array box. For this example, C2:C9 goes into the 
Bins_array box. After I identify both arrays, the Insert Function dialog box 
shows the frequencies inside a pair of curly brackets: {}.

6. Press Ctrl+Shift+Enter to close the Function Arguments dialog box and 
put the values in the selected array. On the Mac, press Ctrl+Shift+Return 
or Command+Shift+Return.

This is very important. Because the dialog box has an OK button (a Done 
button on the Mac), the tendency is to click OK, thinking that it puts the results 
into the worksheet. Clicking OK doesn’t get the job done when you work with 
an array function, however. Always use the keystroke combination 
Ctrl+Shift+Enter (Ctrl+Shift+Return or Command+Shift+Return on the Mac; but 
see the upcoming Tip paragraphs) to close the Function Arguments dialog box 
for an array function.

After you close the Function Arguments dialog box, the frequencies go into the 
appropriate cells, as Figure 2-10 shows.

Note the formula in the Formula bar:

{= FREQUENCY(B2:B16,C2:C9)}

FIGURE 2-10:  
The finished 
frequencies.
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The curly brackets are Excel’s way of telling you that this is an array function.

I’m not one to repeat myself, but in this case I’ll make an exception: As I said in 
Step 6, press Ctrl+Shift+Enter (Ctrl+Shift+Return or Command+Shift+Return on 
the Mac) whenever you work with an array function. Keep this in mind because 
the Arguments Function dialog box doesn’t provide any reminders. If you click OK 
after you enter the arguments into an array function, you’ll be very frustrated. 
Trust me.

Weird behavior on the Mac: Before I press Ctrl+Shift+Return or Command+ 
Shift+Return, I have to click in the Formula bar. Otherwise, the values don’t appear 
in the target array.

Here’s a cleaner way to do all this on the Mac: Instead of Ctrl+Shift+Enter or 
Command+Shift+Enter, hold down the Ctrl and Shift keys (or the Command and 
Shift keys) and click the onscreen Enter button (the check mark to the left of the 
Formula bar). So it’s Ctrl+Shift+Click the Enter button. Just holding down the 
Command key and clicking the Enter button works, too.

What’s in a name? An array of possibilities
As you get more into Excel’s statistical features, you work increasingly with for-
mulas that have multiple arguments. Oftentimes, these arguments refer to arrays 
of cells, as in the preceding examples.

If you attach meaningful names to these arrays, it helps you keep straight what 
you’re doing. Also, if you return to a worksheet after not working on it for a while, 
meaningful array names can help you quickly get back into the swing of things. 
Another benefit: If you have to explain your worksheet and its formulas to others, 
meaningful array names are tremendously helpful.

Excel gives you an easy way to attach a name to a group of cells. In Figure 2-11, 
column C is named Revenue_Millions, indicating “revenue in millions of dollars.” 
As it stands, that just makes it a bit easier to read the column. If I explicitly tell 
Excel to treat Revenue_Millions as the name of the array of cells C2 through C13, 
however, I can use Revenue_Millions whenever I refer to that array of cells.

Why did I use Revenue_Millions and not Revenue (Millions) or Revenue In Mil-
lions or Revenue: Millions? Because Excel doesn’t like blank spaces or symbols in 
its names, that’s why. In fact, here are four rules to follow when you supply a 
name for a range of cells. The name

 » Must begin with an alphabetic character — a letter rather than a number or a 
punctuation mark.
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 » Must be unique within the worksheet.

 » Cannot contain spaces or symbols (as I just mentioned) — use an underscore 
to denote a space between words in the name.

 » Cannot duplicate any cell reference in the worksheet.

Here’s how to define a name:

1. Put a descriptive name at the top of a column (or to the left of a row) you 
want to name.

Figure 2-10, shown earlier, shows this.

2. Select the range of cells you want to name.

For this example, that’s cells C2 through C13. Why not include C1? I explain in a 
second.

3. Right-click the selected range.

This step opens the pop-up menu shown in Figure 2-12.

4. From this pop-up menu, select Define Name.

This selection opens the New Name dialog box. (See Figure 2-13.) As you can 
see, Excel knows that Revenue_Millions is the name of the array and that 
Revenue_Millions refers to cells C2 through C13. When presented with a 
selected range of cells to name, Excel looks for a nearby name — just above a 
column or just to the left of a row. If no name is present, you get to supply one 
in the New Name dialog box. (The New Name dialog box is also accessible by 
choosing Formulas | Define Name.)

When you select a range of cells, like a column, with a name at the top, you can 
include the cell with the name in it and Excel attaches the name to the range. I 
strongly advise against doing this, however. Why? If I select C1 through C13, the 
name Revenue_Millions refers to cells C1 through C13, not C2 through C13. In 
that case, the first value in the range is text and the others are numbers.

FIGURE 2-11:  
Defining names 

for arrays of cells.
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For a formula such as SUM (or SUMIF or SUMIFS, which I discuss next), this 
doesn’t make a difference: In those formulas, Excel just ignores values that 
aren’t numbers. If you have to use the whole array in a calculation, however, it 
makes a huge difference: Excel thinks the name is part of the array and tries to 
use it in the calculation. You see this in the next section, on creating your own 
array formulas.

5. Click OK.

Excel attaches the name to the range of cells.

Now I have the convenience of using the name in a formula. Here, selecting a cell 
(like C14) and entering the SUM formula directly into C14 opens the boxes shown in 
Figure 2-14.

As the figure shows, the boxes open as you type. Selecting Revenue_Millions and 
pressing the Tab key fills in the formula in a way that Excel understands. You have 
to supply the close parenthesis (see Figure 2-15) and press Enter to see the result.

FIGURE 2-12:  
Right-clicking a 

selected cell 
range opens this 

pop-up menu.

FIGURE 2-13:  
The New Name 

dialog box.
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Using the named array, then, the formula is

=SUM(Revenue_Millions)

which is more descriptive than

=SUM(C2:C13)

A couple of other formulas show just how convenient this naming capability can 
be. These formulas, SUMIF and SUMIFS, add a set of numbers if specific conditions 
in one cell range (SUMIF) or in more than one cell range (SUMIFS) are met.

To take full advantage of naming, I name both column A (Year) and column B 
(Region) in the same way I named column C.

When you define a name for a cell range like B2:B13 in this example, beware: Excel 
can be a bit quirky when the cells hold names. Excel might guess that the name in 
the uppermost cell is the name you want to assign to the cell range. In this case, 
Excel guesses North for the name rather than Region. If that happens, you make 
the change in the New Name dialog box.

To keep track of the names in a worksheet, select

Formulas | Name Manager

to open the Name Manager box, shown in Figure 2-16. The nearby buttons in the 
Defined Names area of the Ribbon are also useful.

FIGURE 2-14:  
Entering a 

formula directly 
into a cell opens 

these boxes.
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Next, I sum the data in column C, but only for the North region. That is, I consider 
a cell in column C only if the corresponding cell in column B contains North. To do 
this, I follow these steps:

1. Select a cell for the formula result.

My selection here is C15.

FIGURE 2-15:  
Completing the 

formula.

FIGURE 2-16:  
Managing the 

Defined Names in 
a worksheet.
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2. Select the appropriate formula category and choose a function from its 
pop-up menu.

This opens the Function Arguments dialog box. I selected

Formulas | Math & Trig

and scrolled down the menu to find and choose SUMIF. This selection opens 
the Function Arguments dialog box, shown in Figure 2-17.

SUMIF has three arguments. The first, Range, is the range of cells to evaluate 
for the condition to include in the sum (North, South, East, or West, in this 
example). The second, Criteria, is the specific value in the range (North, for this 
example). The third, Sum_range, holds the values I sum.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

Here’s where another Defined Names button comes in handy. In that Ribbon 
area, click the down arrow next to Use in Formula to open the drop-down list 
shown in Figure 2-18.

Selecting from this list fills in the Function Arguments dialog box, as shown in 
Figure 2-19. I had to type North into the Criteria box. Excel adds the double quotes.

4. Click OK.

The result appears in the selected cell. In this example, it’s 78.

In the Formula bar,

=SUMIF(Region,”North”, Revenue_Millions)

appears. I can type it exactly that way into the Formula bar, without the dialog box 
or the drop-down list. When I don’t use the dialog box, I have to supply the 
double-quotes around the criteria.

FIGURE 2-17:  
The Function 

Arguments dialog 
box for SUMIF.
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The formula in the Formula bar is easier to understand than

= SUMIF(B2:B13,”North”, C2:C13)

isn’t it?

Incidentally, the same cell range can be both the Range and the Sum_range. For 
example, to sum just the cells for which Revenue_Millions is less than 25, that’s

=SUMIF(Revenue_Millions, "< 25", Revenue_Millions)

FIGURE 2-18:  
The Use in 

Formula 
drop-down list.

FIGURE 2-19:  
Completing the 

Function 
Arguments dialog 

box for SUMIF.
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The second argument (Criteria) is always in double quotes.

What about SUMIFS? That one is useful if you want to find the sum of revenues for 
North but only for the years 2006 and 2007. Follow these steps to use SUMIFS to 
find this sum:

1. Select a cell for the formula result.

The selected cell is C17.

2. Select the appropriate formula category and choose a function from its 
pop-up menu.

This step opens the Function Arguments dialog box.

In this example, select SUMIFS from the Formulas | Math & Trig menu to open 
the Functions Arguments dialog box shown in Figure 2-20.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

Notice that, in SUMIFS, the Sum Range argument appears first. In SUMIF, 
however, it appears last. The appropriate values for the arguments appear in 
Figure 2-20.

4. The formula in the Formula bar is

=SUMIFS(Revenue_Millions,Year,"<2008",Region,"North")

5. Click OK.

The answer, 46, appears in the selected cell.

FIGURE 2-20:  
The completed 

Function 
Arguments dialog 

box for SUMIFS.
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With unnamed arrays, the formula would have been

=SUMIFS(C2:C13,A2:A13,"<2008",B2:B13,"North")

which seems much harder to comprehend.

A defined name involves absolute referencing. (See Chapter 1.) Therefore, if you 
try to autofill from a named array, you’ll be in for an unpleasant surprise: Rather 
than autofill a group of cells, you’ll copy a value over and over again.

Here’s what I mean. Suppose you assign the name Series_1 to A2:A11 and Series_2 
to B2:B11. In A12, you calculate SUM(Series_1). Because you’re clever, you figure 
you’ll just drag the result from A12 to B12 to calculate SUM(Series_2). What do 
you find in B12? SUM(Series_1), that’s what.

Excel does not treat array names as case-sensitive. If your named array is Test, for 
example, SUM(Test), SUM(test), and SUM(tEST) all give you the same result.

Creating your own array formulas
In addition to Excel’s built-in array formulas, you can create your own. To help 
things along, you can incorporate named arrays.

Figure 2-21 shows two named arrays, X and Y, in columns C and D, respectively. X 
refers to C2 through C5 (not C1 through C5), and Y refers to D2 through D5 (not D1 
through D5). XY is the column header for column F. Each cell in column F will 
store the product of the corresponding cell in column C and the corresponding cell 
in column D.

An easy way to enter the products, of course, is to set F2 equal to C2*E2 and then 
autofill the remaining applicable cells in column F.

Just to illustrate array formulas, though, follow these steps to work on the data in 
the worksheet. (Refer to Figure 2-21.)

FIGURE 2-21:  
Two named 

arrays.
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1. Select the array that will hold the answers to the array formula.

That would be F2 through F5 — or F2:F5, in Excel-speak. (Figure 2-21 shows the 
array selected.)

2. Into the selected array, type the formula.

The formula here is =X * Y

3. Press Ctrl+Shift+Enter (not Enter). On the Mac, that’s Ctrl+Shift+Return 
or Command+Shift+Return.

The answers appear in F2 through F5, as Figure 2-22 shows. Note the formula 
{=X*Y} 

in the Formula bar. As I told you earlier, the curly brackets indicate an array 
formula.

Another thing I mention earlier in this chapter: When you name a range of cells, 
make sure that the named range does not include the cell with the name in it. If it 
does, an array formula like {=X * Y} tries to multiply the letter X by the letter Y to 
produce the first value, which is impossible and results in the exceptionally ugly 
#VALUE! error.

The weird Mac behavior I mention earlier with regard to the FREQUENCY array for-
mula does not occur in a homemade array formula — it’s not necessary to click 
the Formula bar before pressing the keystroke combination.

Command+clicking the Enter button (the check mark next to the Formula bar) 
works in this context, too.

Using data analysis tools
Excel 2016 has a set of sophisticated tools for data analysis. They reside in the 
Analysis ToolPak. Table 2-1 lists the tools I cover. (The one I don’t cover, Fourier 
Analysis, is extremely technical.) Some of the terms in the table may be unfamiliar 
to you, so I define them throughout this book.

FIGURE 2-22:  
The results  

of the array  
formula {=X * Y}.
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TABLE 2-1 Excel’s Data Analysis Tools
Tool What It Does

Anova: Single Factor Analysis of variance for two or more samples.

Anova: Two Factor with Replication Analysis of variance with two independent variables, and multiple 
observations in each combination of the levels of the variables.

Anova: Two Factor without 
Replication

Analysis of variance with two independent variables, and one 
observation in each combination of the levels of the variables. It’s 
also a Repeated Measures Analysis of variance.

Correlation With more than two measurements on a sample of individuals, 
calculates a matrix of correlation coefficients for all possible pairs of 
the measurements.

Covariance With more than two measurements on a sample of individuals, 
calculates a matrix of covariances for all possible pairs of the 
measurements.

Descriptive Statistics Generates a report of central tendency, variability, and other 
characteristics of values in the selected range of cells.

Exponential Smoothing In a sequence of values, calculates a prediction based on a preceding 
set of values and on a prior prediction for those values.

F-Test Two Sample for Variances Performs an F-test to compare two variances.

Histogram Tabulates individual and cumulative frequencies for values in the 
selected range of cells.

Moving Average In a sequence of values, calculates a prediction which is the average 
of a specified number of preceding values.

Random Number Generation Provides a specified amount of random numbers generated from 
one of seven possible distributions.

Rank and Percentile Creates a table that shows the ordinal rank and the percentage rank 
of each value in a set of values.

Regression Creates a report of the regression statistics based on linear 
regression through a set of data containing one dependent variable 
and one or more independent variables.

Sampling Creates a sample from the values in a specified range of cells.

t-Test: Two Sample Three t-test tools that test the difference between two means. One 
assumes equal variances in the two samples. Another assumes 
unequal variances in the two samples. The third assumes 
matched samples.

z-Test: Two Sample for Means Performs a two-sample z-test to compare two means when the 
variances are known.
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The ToolPak is an add-in. To use it, you first have to load it into Excel. To start (in 
the Windows version), click

File | Options (Do not click File | Add-ins.)

Doing this opens the Excel Options dialog box. Then follow these steps:

1. In the Excel Options dialog box, select Add-Ins.

Oddly enough, this step opens a list of add-ins.

Near the bottom of the list, you see a drop-down list labeled Manage.

2. From this list, select Excel Add-Ins, if it’s not already selected.

3. Click Go.

This opens the Add-Ins dialog box. (See Figure 2-23.)

4. Select the check box next to Analysis ToolPak, select the check box next 
to Solver Add-in, and then click OK.

When Excel finishes loading the ToolPak and the Solver, you’ll find a Data Analy-
sis button and a Solver button in the Analysis area of the Data tab.

The installation procedure for the Analysis ToolPak on the Mac is much simpler 
than the one for Windows.

FIGURE 2-23:  
The Add-Ins 
dialog box.
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To begin, click

Tools | Add-Ins

Figure 2-24 shows this menu choice.

Doing so opens the Add-Ins dialog box (see Figure 2-25). Select the check box 
next to Analysis ToolPak. Then click OK, and that’s it. The ToolPak then appears 
as a choice on the Tools menu.

Here are the general steps for using a ToolPak data analysis tool:

1. Enter your data into an array.

2. Click Data | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, select the data analysis tool you want to 
work with.

4. Click OK (or just double-click the selection) to open the dialog box for the 
selected tool.

5. In the tool’s dialog box, enter the appropriate information.

I know this step is vague, but each tool is different.

6. Click OK to close the dialog box and see the results.

FIGURE 2-24:  
The Tools | 

Add-Ins menu 
choice on the 

Mac.
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Here’s an example to get you accustomed to using these tools. In this example, I 
put the Descriptive Statistics tool through its paces. This tool calculates a number 
of statistics that summarize a set of scores.

1. Enter your data into an array.

Figure 2-26 shows an array of numbers in cells B2 through B9, with a column 
header in B1.

2. Click Data | Data Analysis to open the Data Analysis dialog box.

3. Click Descriptive Statistics and click OK (or just double-click Descriptive 
Statistics) to open the Descriptive Statistics dialog box.

4. Identify the data array.

FIGURE 2-26:  
Working with the 

Descriptive 
Statistics tool.

FIGURE 2-25:  
The Add-Ins 

dialog box  
on the Mac.
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In the Input Range box, enter the cells that hold the data. In this example, that’s 
B1 through B9. The easiest way to do this is to move the cursor to the top cell 
(B1), press the Shift key, and click in the bottom cell (B9). That puts the absolute 
reference format $B$1:$B$9 into input range.

5. Select the Columns radio button to indicate that the data are organized 
by columns.

6. Select the Labels in First Row check box because the input range includes 
the column heading.

7. Select the New Worksheet Ply radio button, if it isn’t already selected.

This step tells Excel to create a new tabbed sheet within the current worksheet, 
and to send the results to the newly created sheet.

8. Select the Summary Statistics check box and leave the others deselected.

9. Click OK.

The new tabbed sheet (ply) opens, displaying statistics that summarize the 
data. Figure 2-27 shows the new ply, after you widen Column A.

For now, I won’t tell you the meaning of each individual statistic in the Summary 
Statistics display. I leave that for Chapter 7, when I delve more deeply into descrip-
tive statistics.

FIGURE 2-27:  
The output of the 

Descriptive 
Statistics tool.
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Accessing Commonly Used Functions
Need quick access to a few commonly used statistical functions? You can get to 
AVERAGE, MIN (minimum value in a selected cell range) and MAX (maximum value 
in a selected range) by clicking the down arrow next to the AutoSum button on the 
left side of the Formulas tab. Clicking this down arrow also gets you to the Math-
ematical functions SUM and COUNT NUMBERS (counts the numerical values in a cell 
range).

The AutoSum button is labeled Σ. Figure 2-28 shows you not only exactly where it 
is but also the menu opened by its down arrow.

By the way, if you just click the button

Formulas | Σ

FIGURE 2-28:  
The Home | Σ 

button and the 
menu its down 

arrow opens.
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and not the down arrow, you get SUM.

The last selection on that menu is yet another way to open the Insert Function 
dialog box.

One nice thing about using this menu — it eliminates a step: When you select a 
function, you don’t have to select a cell for the result. Just select the cell range and 
the function inserts the value in a cell immediately after the range.
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Summarize and describe data
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Understand and visualize normal distributions
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IN THIS CHAPTER

Introducing graphs

Working with Excel’s graphics 
capabilities

Creating graphs for statistical work

Show and Tell: 
Graphing Data

The visual presentation of data is extremely important in statistics. Visual 
presentation enables you to discern relationships and trends you might not 
see if you look only at numbers. Visual presentation helps in another way: 

It’s valuable for presenting ideas to groups and making them understand your 
point of view.

Graphs come in many varieties. In this chapter, I explore the types of graphs you 
use in statistics and explain when it’s advisable to use them. I also show you how 
to use Excel to create those graphs.

Why Use Graphs?
Suppose you have to make a pitch to a Congressional committee about commercial 
space revenues in the early 1990s.

Which would you rather present: the data in Table 3-1 or the graph in Figure 3-1, 
which shows the same data? (The data, by the way, is from the U.S. Department of 
Commerce, via the Statistical Abstract of the U.S.)

Chapter 3



64      PART 2  Describing Data

Which one would have a greater and more lasting impact? Although the table is 
certainly informative, most people would argue that the graph gets the point 
across better and more memorably. (Eyes that glaze over when looking at num-
bers often shine brighter when looking at pictures.)

The graph shows you trends you might not see as quickly on the table. (Satellite 
services rose fastest. Commercial launches, not so much.) Bottom line: Tables are 
good; graphs are better.

Graphs help bring concepts to life that might otherwise be difficult to understand. 
In fact, I do that throughout the book. I illustrate points by . . . well . . . illustrating 
points!

TABLE 3-1 U.S. Commercial Space Revenues from 1990 through 1994  
(in Millions of Dollars)

Industry 1990 1991 1992 1993 1994

Commercial Satellites Delivered 1,000 1,300 1,300 1,100 1,400

Satellite Services 800 1,200 1,500 1,850 2,330

Satellite Ground Equipment 860 1,300 1,400 1,600 1,970

Commercial Launches 570 380 450 465 580

Remote Sensing Data 155 190 210 250 300

Commercial R&D Infrastructure 0 0 0 30 60

Total 3,385 4,370 4,860 5,295 6,640

FIGURE 3-1:  
Graphing the 

data in Table 3-1.
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Some Fundamentals
First of all, Excel uses the word chart instead of graph. Like the graph, er, chart in 
Figure 3-1, most chart formats have a horizontal axis and a vertical axis. Several 
other formats (pie, treemap, and sunburst), which I show you later in this chap-
ter, do not. Neither the radar chart nor the box-and-whisker chart (which also 
appear in this chapter) has a horizontal axis.

By convention, the horizontal axis is also called the x-axis, and the vertical axis is 
also called the y-axis.

Also, by convention, what goes on the horizontal axis is called the independent 
variable, and what goes on the vertical axis is called the dependent variable. One of 
Excel’s chart formats reverses that convention, and I bring that to your attention 
when I cover it. Just to give you a heads-up, Excel calls that reversed-axis format 
a bar chart. You might have seen the chart shown in Figure 3-1 referred to as a bar 
chart. So have I. (Actually, I’ve seen it referred to as a bar graph, but never mind 
that.) Excel calls Figure 3-1 a column chart, so I say columns from now on.

Getting back to independent and dependent, these terms imply that changes in the 
vertical direction depend (at least partly) on changes in the horizontal direction.

Another fundamental principle of creating a chart: Don’t wear out the viewer’s 
eyes! If you put too much into a chart in the way of information or special effects, 
you defeat the whole purpose of the chart.

For example, in Figure 3-1, I had to make some choices about filling in the col-
umns. Color-coded columns would have been helpful, but the page you’re looking 
at shows only black, white, and shades of gray.

A lot of Chart creation skill comes with experience, and you just have to use your 
judgment. In this case, my judgment came into play with the horizontal gridlines. 
In most charts, I prefer not to have them. Here, they seem to add structure and 
help the viewer figure out the dollar value associated with each column. But then 
again, that’s just my opinion.

Excel’s Graphics (Chartics?) Capabilities
As I mention in the preceding section, the chart in Figure 3-1 is a column chart. 
It’s one of many types of charts you can create with Excel. Of all the graphics pos-
sibilities Excel provides, however, only a few are useful for statistical work. Those 
are the ones I cover in this chapter.
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In addition to the column chart, I show you how to create pie charts, bar charts, line 
charts, and scatter plots. I also cover an exciting new capability called Power View.

Inserting a Chart
When you create a chart, you insert it into a spreadsheet. This immediately clues 
you in that all chart creation tools are in the Charts area of the Insert tab. (See 
Figure 3-2.)

To insert a chart, follow these steps:

1. Enter your data into a worksheet.

2. Select the data that go into the chart.

3. In the Charts area of the Insert tab, select Recommended Charts.

The Insert Chart dialog box opens. This dialog box presents Excel’s best 
guesses for the kind of chart that captures your data. Choose one, and Excel 
creates a chart in the worksheet.

4. Modify the chart.

Click on the chart, and Excel adds a Design tab and a Layout tab to the Ribbon. 
These tabs allow you to make all kinds of changes to the chart. You can also 
click on a chart element (like an axis or a data point) to open a task pane on the 
right side of the screen. The task pane enables you to modify the element. If 
you keep the task pane open and click on another element, the task pane 
changes to accommodate the newly clicked element and the possible modifi-
cations you can make.

It’s really that simple. (Charts seem to get easier with each new version of Excel.) 
The next section shows what I mean.

By the way, here’s one more important concept about Excel graphics. In Excel, a 
chart is dynamic. This means that after you create a chart, changing its worksheet 
data results in an immediate change in the chart.

In this example, and in all the ones to follow, Step 3 is always

Insert | Recommended Charts

FIGURE 3-2:  
The Charts area 

of the Insert tab.
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You can, however, directly access a chart type without Excel’s recommendations. 
Each chart type occupies a place on the Insert tab. You can also access each chart 
from the All Charts tab in the Recommended Charts dialog box.

Becoming a Columnist
In this section, I show you how to create the spiffy graph shown earlier, in 
 Figure 3-1. Follow these steps:

1. Enter your data into a worksheet.

Figure 3-3 shows the data from Table 3-1 entered into a worksheet.

2. Select the data that go into the chart.

I selected A1:F7. The selection includes the labels for the axes but doesn’t 
include row 8, which holds the column totals.

3. In the Charts area of the Insert tab, select Recommended Charts.

Selecting Insert | Charts | Recommended Charts opens the Insert Chart dialog 
box, shown in Figure 3-4. I scrolled down the recommended charts in the left 
column and selected Excel’s fifth recommendation. (Apparently, Excel’s tastes 
are a bit different from mine. Perhaps in a future version, Excel and I will see 
eye to eye.) This type of chart is called Clustered Column.

4. Modify the chart.

Figure 3-5 shows the resulting chart, as well as the Design tab and the Format 
tab. These tabs combine to form Chart Tools. As you can see, I have to do 
some modifying. Why? Excel has guessed wrong about how I want to design 
the chart. It looks okay, but it will look better (to my eye) if I relocate the legend 
(the part below the x-axis that shows what all the colors mean). As Figure 3-1 
shows, I prefer the legend on the right side of the chart.

FIGURE 3-3:  
Table 3-1 data, 
entered into a 

worksheet.
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To make the modification, I double-click on the legend. This opens the Format 
Legend pane. (See Figure 3-5.) I select the Top Right radio button to reposition 
the legend.

Some work remains. For some reason, Excel creates the chart without a line for 
the y-axis, and with a light gray line for the x-axis. Also, the axes aren’t labeled 
yet, and the graph has no title.

I start by formatting the axes. When I click on the y-axis, Format Legend changes 
to Format Axis. Figure 3-6 shows this pane after selecting Axis Options and then 
Line. I worked with the Color button to change the color of the y-axis. In the same 
way, I can select the x-axis and then repeat the same steps to change the color of 
the x-axis.

Next, I add the axis titles and the chart title. To do this, I move the cursor inside 
the chart and click. A set of buttons appears to the right of the chart. One of them, 
labeled with a plus sign, is called the Chart Elements button. Click this button and, 
on the pop-up menu that appears, select the check box next to Axis Titles. 
 Figure 3-7 shows the Chart Elements button and the Axis Titles check box selected. 
Choosing an axis in the pop-up menu adds a text box with placeholder text to 
that axis.

FIGURE 3-4:  
The Insert Chart 

dialog box.
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FIGURE 3-5:  
The Format 

Legend pane.

FIGURE 3-6:  
The Format Axis 
pane, with Axis 

Options and Line 
selected.
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Use the title textboxes to add the titles and finish off the chart to make it look like 
the chart in Figure 3-1.

To add elements to a chart, you can also use the Add Chart Elements button on the 
extreme left side of the Design tab.

For a quick way to add the chart title, just click the title in the chart and type a new 
title.

When you add a title (whether axis or chart), you can either select the title and 
start typing or highlight the title before you start typing. If you type without high-
lighting, the new title appears in the Formula bar and then in the title area after 
you press Enter. If you highlight before you type, the title appears in the title area 
as you type.

You can preview a chart in a couple of ways. In the Insert Chart dialog box, clicking 
each recommended chart previews how your data looks in each type of chart. Each 
preview appears in the dialog box. After you create your chart, mousing over 
alternatives in the Design tab previews different looks for your chart. Each  preview 
temporarily changes your chart.

FIGURE 3-7:  
The Chart 

Elements button, 
with Axis Titles 

selected.
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That set of buttons headed by the plus sign provides many useful shortcuts. The 
paintbrush button presents a variety of color schemes and styles for your chart. 
The filter button allows you to delete selected elements from the chart and gives a 
shortcut for opening the Select Data Source dialog box (which I use in the later 
section “Drawing the Line.”)

Stacking the Columns
If I had selected Excel’s seventh recommended chart, I would have created a set of 
columns that presents the same information in a slightly different way. This type 
of chart is called Stacked Columns. Each column represents the total of all the data 
series at a point on the x-axis. Each column is divided into segments and each 
segment’s size is proportional to how much it contributes to the total. Figure 3-8 
shows this.

I inserted each graph into the worksheet. Excel also allows you to move a graph to 
a separate page in the workbook. Select Design | Move Chart (it’s on the extreme 
right side of the Design tab) to open the Move Chart dialog box. Select the New 
Sheet radio button to add a worksheet and move the chart there. Figure 3-9 shows 
how the chart looks in its own page. As you can see in Figure 3-9, I relocated the 
legend from Figure 3-8.

FIGURE 3-8:  
A stacked column 
chart of the data 

in Table 3-1.
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This is a nice way of showing percentage changes over the course of time. If you 
just want to focus on percentages in one year, the next type of graph is more 
effective.

Slicing the Pie
On to the next chart type. To show the percentages that make up one total, a pie 
chart gets the job done effectively.

Suppose you want to focus on U.S. commercial space revenues for 1994 — the last 
column of data in Table 3-1. You’ll catch people’s attention if you present the data 
in the form of a pie chart, like the one in Figure 3-10.

Here’s how to create this chart:

1. Enter your data into a worksheet.

It’s pretty easy. I’ve already done this.

2. Select the data that go into the chart.

FIGURE 3-9:  
The Stacked 

Column chart, 
in its own 

 worksheet.
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I want the names in column A and the data in column F. The trick is to select 
column A (cells A2 through A7) in the usual way and then press and hold the 
Ctrl key. While holding this key, drag the cursor from F2 through F7. Voilà — 
two non-adjoining columns are selected.

3. Select Insert | Recommended Charts and pick Pie Chart from the list on 
the left side of the screen.

4. Modify the chart.

Figure 3-11 shows the initial pie chart (after I added the title) on its own page. 
To get it to look like Figure 3-10, I had to do a lot of modifying. First, I formatted 
the legend as in the preceding example.

The numbers inside the slices are called data labels. To add them, I select the 
chart (not just one slice) and then click the Chart Elements button. I then check 
the box next to Data Labels.

To change the font color of the labels, click one of the data labels and select 
Text Options in the Format Data Labels pane that appears. Select the Solid Fill 
radio button and change the color from black to white. Press Ctrl+B to make 
the font bold. For the data label (60) that’s outside the pie, you can select it 
individually and change its font color back to black.

FIGURE 3-10:  
A pie chart of the 

last column of 
data in Table 3-1.
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Whenever you set up a pie chart, always keep the following in mind . . .

A word from the wise
The late, great social commentator, raconteur, and former baseball player Yogi 
Berra once went to a restaurant and ordered a whole pizza.

“How many slices should I cut,” asked the waitress, “four or eight?”

“Better make it four,” said Yogi. “I’m not hungry enough to eat eight.”

Yogi’s insightful analysis leads to a useful guideline about pie charts: They’re 
more digestible if they have fewer slices. If you cut a pie chart too fine, you’re 
likely to leave your audience with information overload.

When you create a chart for a presentation (as in PowerPoint), include the data 
labels. They often clarify important points and trends for your audience.

(That Yogi anecdote appears in the previous three editions of this book. Did it 
really happen? We can’t be sure. As Mr. Berra once famously said: “Half the lies 
they tell about me aren’t true.”)

FIGURE 3-11:  
The initial pie 

chart on its 
own page.
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Drawing the Line
In the preceding example, I focus on one column of data from Table 3-1. In this 
example, I focus on one row. The idea is to trace the progress of one space-related 
industry across the years 1990–94. In this example, I graph the revenues from 
Satellite Services. The final product, shown on its own page, is shown in 
Figure 3-12.

A line chart is a good way to show change over time, when you aren’t dealing with 
many data series. If you try to graph all six industries on one line chart, it begins 
to look like spaghetti.

How do you create a chart like Figure 3-12? Follow along:

1. Enter your data into a worksheet.

Once again, it’s already done.

2. Select the data that go into the chart.

For this example, that’s cells A3 through F3. Yes, I include the label.

FIGURE 3-12:  
A line chart of the 

second row of 
data in Table 3-1.
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Whoa! Did I forget something? What about that little trick I showed you earlier, 
where you hold down the Ctrl key and select additional cells? Couldn’t I do that 
and select the top row of years for the x-axis?

Nope. Not this time. If I do that, Excel thinks 1990, 1991, 1992, 1993, and 1994 
are just another series of data points to plot on the graph. I show you another 
way to put those years on the x-axis.

3. Click Insert | Recommended Charts, and select a chart type.

This time, I select the All Charts tab, pick Line in the left column, and choose 
Line with Markers from the options. Figure 3-13 shows the result.

4. Modify the chart.

The line on the chart might be a little hard to see. Clicking the line and then 
selecting Design | Change Colors gives a set of colors for the line. I chose black.

Next, I added the titles for the chart and for the axes. The easiest way to 
change the title (which starts out as the label I selected along with the data) is 
to click the title and type the change.

To add the axis titles, I clicked the Chart Elements button (labeled with a plus 
sign) and selected the check box next to Axis Titles on the pop-up menu. 

FIGURE 3-13:  
The result of 

choosing Line 
with Markers 

from the All 
Charts tab.
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(Refer to Figure 3-7.) I then clicked an axis title, highlighted the text, and typed 
the new title.

I still have to put the years on the x-axis. To do this, I right-clicked inside the 
chart to open the pop-up menu shown in Figure 3-14.

Choosing Select Data from this menu opens the Select Data Source dialog box. 
(See Figure 3-15.) In the box labeled Horizontal (Category) Axis Labels, clicking 
the Edit button opens the Axis Labels dialog box (see Figure 3-16). A blinking 
cursor in the Axis Label Range box shows it’s ready for business. Selecting cells 
B1 through F1 and clicking OK sets the range and closes this dialog box. 
Clicking OK closes the Select Data Source dialog box and puts the years on the 
x-axis.

FIGURE 3-14:  
Right-clicking 

inside the 
chart opens 

this menu.

FIGURE 3-15:  
The Select 

Data Source 
 dialog box.

FIGURE 3-16:  
The Axis Labels 

dialog box.
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Adding a Spark
The brainchild of Edward Tufte (also known as “the daVinci of data”), a sparkline 
is a tiny chart you can integrate into text or a table to quickly illustrate a trend. It’s 
designed to be the size of a word. In fact, Tufte refers to sparklines as datawords.

Three types of sparklines are available: One is a line chart; another is a column 
chart. The third is a special type of column chart that sports fans will enjoy. It 
shows wins and losses.

To show you what these sparklines look like, I apply the first two to the Table 3-1 
data. First, I insert two columns between Column A and Column B. Then in the 
new (blank) Column B, I select cell B2. Then I select

Insert | Sparklines | Line

to open the Create Sparklines dialog box. (See Figure 3-17.)

In the Data Range box, I enter D2:H2 and clicked OK. Then I autofill the column. 
I  repeat these steps for Column C, except this time I use Sparklines | Column 
instead of Sparklines | Line. Figure 3-18 shows the results.

FIGURE 3-17:  
The Create 
Sparklines 

dialog box.

FIGURE 3-18:  
Line sparklines 

and column 
sparklines for the 
data in Table 3-1.
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If you absolutely must show a table in a presentation, sparklines would be a wel-
come addition. If I were presenting this table, I would include the column 
sparklines.

How else would you use a sparkline? Figure 3-19 shows two column sparklines 
integrated into a Word document. It takes a little maneuvering to copy and paste 
properly, and you have to paste the sparkline as a picture. I think you’ll agree the 
results are worth the effort.

The Wins Losses sparkline nicely summarizes a sports team’s progress through-
out a season. Created with the Wins Losses button in the Sparklines area, the 
sparklines in Figure 3-20 represent the monthly records of the teams in Major 
League Baseball’s National League East Division in 2015.

In the data, 1 represents a winning record for the month (more wins than losses), 
–1 represents a losing record, and 0 means the team won as many games as they 
lost. I didn’t include October, because each team played only four regular-season 
games that month. (They played 22 to 28 games a month between April and Sep-
tember.) In the sparkline, a winning month appears as a marker above the line, a 
losing record appears as a marker below the line, and a breakeven record is a 
blank.

Note that the Division champion (and National League champion) New York Mets 
was the only team to string together three winning months. (Yes, I know they 
went on to lose the World Series. Don’t remind me. You’re better than that.)

To delete a sparkline, skip the usual method. Instead, right-click it and select 
Sparklines from the pop-up menu. You see a choice that allows you to clear the 
sparkline.

FIGURE 3-19:  
Sparklines in a 

Word document.

FIGURE 3-20:  
Wins Losses 

sparklines for the 
2015 National 

League East 
Division, 

featuring the 
National League 
Champion New 

York Mets.
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Passing the Bar
Excel’s bar chart is a column chart laid on its side. This is the one that reverses the 
horizontal-vertical convention. Here, the vertical axis holds the independent 
variable, and it’s referred to as the x-axis. The horizontal axis is the y-axis and it 
tracks the dependent variable.

When would you use a bar chart? This type of chart fits the bill when you want to 
make a point about reaching a goal, or about the inequities in attaining one.

Table 3-2 shows the data on home Internet usage. The data, from the U.S. Census 
Bureau (via the U.S. Statistical Abstract), are for the year 2013. Percent means the 
percentage of people in each income group.

The numbers in the table show a clear trend. Casting them into a bar chart shows 
the trend even more clearly, as you can see in Figure 3-21.

TABLE 3-2 Use of the Internet at Home (2013)
Household Income Percent

Less than $25,000 48.4

$25,000 to $49,999 69.0

$50,000 to $99,999 84.9

$100,000 to $149,999 92.7

$150,000 and more 94.9

FIGURE 3-21:  
A bar chart of the 
data in Table 3-2.
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To create this graph, follow these steps:

1. Enter your data into a worksheet.

Figure 3-22 shows the data entered into a worksheet.

2. Select the data that go into the chart.

For this example, the data are cells A1 through B8.

3. Select Insert | Recommended Charts and choose the chart you like from 
the list on the left side of the screen.

I selected the first option: Clustered Bar. Figure 3-23 shows the result.

FIGURE 3-22:  
Table 3-2 data in 

a worksheet.

FIGURE 3-23:  
The initial Excel 

bar chart.
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4. Modify the chart.

The first modification is to change the chart title. One way to do this is to click 
the current title and type the new title. Next, I add the axis titles. To do this, 
I select the Chart Elements button (that button labeled with a plus sign). 
Selecting the Axis Labels check box on the menu that appears adds generic 
axis titles, which I changed. Finally, I bold the font on the axis titles as well as 
the axis numbers. The easiest way to do that is to select an element and press 
Ctrl+B.

The Plot Thickens
You use an important statistical technique called linear regression to determine the 
relationship between one variable, x, and another variable, y. For more informa-
tion on linear regression, see Chapter 14.

The basis of the technique is a graph that shows individuals measured on both x 
and y. The graph represents each individual as a point. Because the points seem to 
scatter around the graph, the graph is called a scatterplot.

Suppose you’re trying to find out how well a test of aptitude for sales predicts 
salespeople’s productivity. You administer the test to a sample of salespersons 
and you tabulate how much money they make in commissions over a 2-month 
period. Each person’s pair of scores (test score and commissions) locates him or 
her within the scatterplot.

To create a scatterplot, follow these steps:

1. Enter your data into a worksheet.

Figure 3-24 shows the entered data.

2. Select the data that go into the chart.

In the background of Figure 3-25, you can see the selected cells — B2 through 
C21. (Including B1 creates the same chart, but with an incorrect title.) The cells 
in Column A are just placeholders that organize the data.

3. Select Insert | Recommended Charts and select the chart type from the 
list on the left of the screen.

I chose the first option, resulting in the chart shown in Figure 3-25.
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FIGURE 3-24:  
Your scatterplot 

data.

FIGURE 3-25:  
The initial 

scatterplot.
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4. Modify the chart.

I clicked the generic chart title and typed a new title. Next, I clicked the Chart 
Elements tool (labeled with a plus sign) and used the resulting menu to add 
generic axis titles to the chart. I then typed new titles. Finally, I selected each 
axis title and typed Ctrl+B to turn the font bold. I did that for the chart title, too. 
The result is the scatterplot in Figure 3-26.

For the other graphs, that would just about do it, but this one’s special. Right-
clicking any of the points in the scatterplot opens the pop-up menu shown in 
Figure 3-27.

Selecting Add Trendline opens the Format Trendline panel. (See Figure  3-28.) 
I selected the Linear radio button (the default) and clicked the two check boxes at 
the bottom. (You have to scroll down to see them.) They’re labeled Display Equa-
tion on Chart and Display R-Squared Value on Chart.

FIGURE 3-26:  
The almost-

finished 
scatterplot.

FIGURE 3-27:  
Right-clicking any 

point on the 
scatterplot opens 

this menu.
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Clicking the Close button closes the Format Trendline panel. A couple of additional 
items are now on the scatterplot, as Figure 3-29 shows. A line passes through the 
points. Excel refers to it as a trendline, but it’s more accurately called a regression 
line. A couple of equations are there, too. (For clarity, I dragged them from their 
original locations.) What do they mean? What are those numbers all about?

Read Chapter 14 to find out.

FIGURE 3-28:  
The Format 

Trendline panel.

FIGURE 3-29:  
The scatterplot, 
with additional 

information.
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Finding Another Use for the Scatter Chart
In addition to the application in the preceding section, you use the scatter chart to 
create something like a line chart. The conventional line chart works when the 
values on the x-axis are equally spaced, as is the case for the data in Table 3-1.

Suppose your data look like the values in Figure 3-30. Veterans of earlier Excel 
versions (Excel 2010 and before) might remember having to figure out that a scat-
ter chart with lines and markers was the best way to visualize these data.

Excel 2016 figures this out for you. Selecting the data and then Insert | Recommended 
Charts presents the Scatter with Straight Lines and Markers as the first option — 
although Excel labels it simply as Scatter. (See Figure 3-31.) This puts you on the 
road to the appropriate chart.

FIGURE 3-30:  
These data 

suggest a line 
chart, but the 

x-values are not 
equally spaced.

FIGURE 3-31:  
Recommended 

Charts suggests 
the appropriate 

chart for the data.
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In Chapters 8, 10, 11, and 19, I show you still another use for the scatter chart. In 
those chapters, I apply Scatter with Smooth Lines. Stay tuned.

Tasting the Bubbly
A bubble chart is a way to visualize three dimensions in a two-dimensional chart. 
Each data point appears as a circle, or “bubble,” in the chart. The bubble’s posi-
tion along the x and y axes represent two dimensions, and the size of the bubble 
represents the third.

Figure 3-32 shows data I use in Chapter 14 to discuss multiple regression. The data 
are for the 20 students listed in Column A. Column B shows SAT data, column C 
shows high school averages, and column D shows college grade point averages (GPA).

In the accompanying bubble chart, SAT is on the x-axis, the high school average 
is on the y-axis, and the width of the bubbles represents college GPA.

I selected cells B2 through D21, and the bubble chart is the sixth choice in Recom-
mended Charts. I reformatted the axes and the bubbles a bit to make everything 
stand out more clearly.

FIGURE 3-32:  
A bubble chart 

shows three 
dimensions in a 

two-dimensional 
chart.
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Taking Stock
If you’re keeping tabs on all the companies in your diversified stock portfolio, the 
Stock chart is the one for you.

Figure 3-33 shows the prices for Google stock for January 5–13, 2016. (The data 
are freely available at www.google.com/finance/historical?q=NASDAQ:GOOG.)

Each data point in the Stock chart is a box with a line extending upward and a line 
extending downward. The upper and lower bounds of the box represent the open-
ing and closing prices for a particular date — note that I did not say respectively. 
That’s because sometimes the opening price is higher than the closing price, and 
sometimes vice versa.

How do you know which is which? If the box is empty, the opening price is the 
lower bound (and the stock posted a gain for the day). If the box is filled, the 
opening price is the upper bound (and the stock posted a loss).

The endpoint of the upward-extending line is the high price for the day, and the 
endpoint of the downward-extending line is the low price for the day.

Notice that Excel fills in the x-axis with empty dates (days when the stock market 
was closed.)

To create the chart, follow these steps:

FIGURE 3-33:  
A Stock chart 

showing Google 
stock prices 

January 5–13, 
2016.
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1. Enter your data into a worksheet.

Figure 3-34 shows the data in the worksheet.

2. Select the data that go into the chart.

For this example, that’s cells A1 through E8. I include the labels.

3. Click Insert | Recommended Charts, and select the chart type.

Curiously, Excel does not recommend the Stock chart. So I select the All Charts 
tab, pick Stock in the left column, and choose Open-High-Low-Close from the 
options. Figure 3-35 shows the result.

FIGURE 3-34:  
The data for 

the Google 
stock chart.

FIGURE 3-35:  
Creating an 

Open-High-Low-
Close Stock chart.
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4. Modify the chart.

I clicked the generic chart title and typed a new title. Next, I clicked the Chart 
Elements tool (labeled with a plus sign) and used it to add generic axis titles to 
the chart. I then typed new titles to replace the generic ones. Finally, I selected 
each axis title and pressed Ctrl+B to turn the font bold. I did that for the chart 
title, too.

Scratching the Surface
The Surface chart is a 3-dimensional way to show the results of combining one 
variable with another. The spreadsheet in Figure 3-36 shows study time (in hours) 
combined with the number of breaks. The number in each cell is the score on an 
exam.

In the accompanying Surface chart, study time is on the x-axis (the one that 
shows Series 1 through Series 5), the number of breaks is on the y-axis, and 

FIGURE 3-36:  
Creating a 

Surface chart.
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performance (the exam score) is on the z-axis. Colored bands (not easily discern-
ible on the gray-scale illustration) indicate score intervals.

I selected the data in cells C3 through G7 and then picked Surface from the All 
Charts tab. The first option results in the Surface chart shown in the figure.

On the Radar
The Radar chart plots the values of each of a set of categories on a set of concentric 
rings. The values appear along an axis that starts at the center and ends on the 
outer ring.

In Figure 3-37, the categories are Madison, Wisconsin, and Jacksonville, Florida. 
The values are the monthly mean high temperatures in each city (from http://
usclimatedata.com). As you might expect, the chart shows that for every month, 
the mean high temperature in Jacksonville is higher than in Madison.

FIGURE 3-37:  
Creating a 

Radar chart.
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I selected cells A1 through M3 and then selected Radar from the All Charts tab to 
create this particular chart.

Sorry, Mac users: The remaining charts, and 3D Maps, are not part of Excel 2016 
for the Mac.

Growing a Treemap and  
Bursting Some Sun

A treemap is a type of hierarchical chart that shows patterns in data. Rectangles 
represent tree branches, and smaller rectangles represent subbranches.

In Figure 3-38, the data in the spreadsheet are research-and-development expen-
ditures in three U.S. federal agencies in 2010. (Source: www.census.gov/library/
publications/2011/compendia/statab/131ed/science-technology.html) 
Each agency is the highest level in the hierarchy (tree branch), and the area is the 
next level (subbranch). To make the treemap shown in the figure, I selected cells 
A1 through C8 and picked Tree Map from the Recommended Charts.

FIGURE 3-38:  
Creating a 
treemap.
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Note that the treemap doesn’t show the dollar figures, but represents them as 
proportions of area.

The Sunburst chart illustrates the same type of data as the treemap. Figure 3-39 
shows the Sunburst chart for the data in Figure 3-38. The highest level in the 
hierarchy is in the inner ring; the sublevels are in the outer ring. Like the treemap, 
the Sunburst chart doesn’t show the dollar figures, but represents them as pro-
portions. I created this one by selecting cells A1 through C8, and selecting Sun-
burst from Recommended Charts.

Building a Histogram
Histograms have always been part of Excel. You can use the ToolPak Histogram 
tool to create one, or you can use the Frequency function along with the Column 
chart. Excel 2016 gives you the ability to do the latter just by selecting a data array 
and then inserting the Histogram chart.

The data in Figure 3-40 are the SAT scores for the 20 students in Figure 3-32. To 
create the accompanying histogram, I selected cells C2 through C21 and selected 
Histogram from All Charts. As you can see, Excel takes a guess about the interval 
size (210, in this case). To change this, double-click the x-axis and change Bin 
Width in the Format Axis panel.

FIGURE 3-39:  
A Sunburst chart.
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Ordering Columns: Pareto
The Pareto chart is a combination of a column chart and a line chart. The column 
part is special: Columns appear in decreasing order of magnitude. The line repre-
sents cumulative percentage.

Figure 3-41 shows what I mean. The data are the number of scientists (x 1000) 
working in the indicated industries in 2006. (Source: www.census.gov/library/
publications/2011/compendia/statab/131ed/science-technology.html)

The columns in the Pareto chart represent the industries arranged in decreasing 
order, and the line shows the cumulative percentage of each industry, as per the 
percentage y-axis on the right.

To create with this chart, I selected cells A2 through B10, and Pareto from Recom-
mended Charts.

FIGURE 3-40:  
Creating a 

histogram.
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Of Boxes and Whiskers
The Box-&-Whisker chart is valuable for statistical work. Vaguely similar in 
appearance to a Stock chart, each data point is a box with an upward extension 
and a downward extension. That’s where the similarity ends.

In the spreadsheet in Figure 3-42, the data are the number of Internet connections 
in the eight districts of the fictional Farchadat County for 2014-2016. I created the 
chart by selecting cells B2 through D9, and Box & Whiskers from All Charts.

As you can see, each extension looks like an uppercase “T.” Those are the “whis-
kers.” Each box and its whiskers summarize an array of data. The lower and upper 
bounds of the box are the 25th and 75th percentile of the data. (For more on work-
ing with percentiles, see Chapter 6). A horizontal line inside the box indicates the 
median (a/k/a, the 50th percentile). An “X” inside the box indicates the mean. The 
end of the upward whisker is the highest value and the end of the downward 
whisker is the lowest value.

FIGURE 3-41:  
Creating a 

Pareto chart.
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If you add each data array individually to the Box & Whisker chart (instead of all 
at once), each box shows all the points in the data array. To get this done, choose 
the Box & Whisker chart before you select any data. Then, to add an array indi-
vidually, right-click on the chart and choose Select Data from the pop-up menu 
that appears. That will get you started.

Excel refers to these last three charts as “statistical charts.”

3D Maps
Added as Power View to Excel 2013, 3D Maps is the current incarnation. As its 
name implies, 3D Maps adds three-dimensional visualization. In this section, 
I  show you how to use 3D Maps to create a globe with data on numerous 
countries.

Figure 3-43 shows part of a spreadsheet with data on life expectancy at birth, 
expected years of schooling, and mean years of schooling for 188 countries. 
(Source: http://hdr.undp.org/en/composite/HDI.)

FIGURE 3-42:  
Creating a Box 
and Whiskers 

chart.
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I use 3D Maps to create a three-dimensional globe that shows these countries and 
their associated statistics. The globe comes courtesy of Microsoft’s Bing search 
engine, so an active Internet connection is necessary.

To create the globe, follow these steps:

1. Enter the data into a worksheet.

2. Select the data, including the column headers.

3. Click Insert | 3D Maps | Open 3D Maps.

After a few seconds (be patient!), the page in Figure 3-44 opens.

4. Drag fields (column header names) to the Layer pane.

I dragged Life Expectancy at Birth, Expected Years of Schooling, and Mean 
Years of Schooling into the Height box. Figure 3-45 shows the result. You can 
see the data added to the globe, as stacked columns in the center of each 
country.

5. Reveal the globe.

Close the pane on the left and the pane on the right, leaving the globe pane 
open, as shown in Figure 3-46.

FIGURE 3-43:  
Life expectancy, 

expected years of 
schooling, and 
mean years of 

schooling for 
188 countries.
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FIGURE 3-45:  
The globe, with 
data added as 

stacked columns.

FIGURE 3-44:  
This screen opens 

when you select 
Open 3D Maps.
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A stationary 3D globe wouldn’t be very useful, as many of the countries would be 
hidden from view. The onscreen controls (and judicious clicking) enable you to 
rotate the globe and expand or contract it. You can also change colors of the 
 columns and reorient them.

3D Maps is not just for international mapping — you can create maps on a much 
smaller scale.

FIGURE 3-46:  
The finished 

globe.
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IN THIS CHAPTER

Working within your means

Meeting conditions

Understanding that the median is the 
message

Getting into the mode

Finding Your Center

Statisticians deal with groups of numbers. They often find it helpful to use a 
single number to summarize a group of numbers. Where would a single 
summary number come from?

The best bet is to find a number that’s somewhere in the middle and use that 
number to stand for the whole group. If you look at a group of numbers and try to 
find one that’s somewhere in the middle, you’re dealing with that group’s central 
tendency. Like good ice cream, central tendency comes in several flavors.

Means: The Lore of Averages
Just about everyone uses averages. The statistical term for an average is mean. 
Sometime in your life, you’ve undoubtedly calculated one. The mean is a quick 
way of characterizing your grades, your money, or perhaps your performance in 
some task or sport over time.

Another reason for calculating means concerns the kind of work that scientists do. 
Typically, a scientist applies some kind of procedure to a small sample of people 
or things and measures the results in some way. He or she uses the results from 
the sample to estimate the effects of the procedure on the population that pro-
duced the sample. As it happens, the mean of the sample is the best estimate of 
the population mean.

Chapter 4
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Calculating the mean
You probably don’t need me to tell you how to calculate a mean, but I’m going to 
do it anyway. Then I show you the statistical formula. My goal is to help you 
understand statistical formulas in general and then set you up for how Excel cal-
culates means.

A mean is just the sum of a bunch of numbers divided by the amount of numbers 
you added up. Here’s an example. Suppose you measure the reading speeds of six 
children in words per minute and you find that their speeds are

56, 78, 45, 49, 55, 62

The average reading speed of these six children is

56 78 45 49 55 62
6

57 5.

That is, the mean of this sample is 57.5 words per minute.

A first try at a formula might be

Mean Sum of Numbers
Amount of Numbers You Added Up

This is unwieldy as formulas go, so statisticians use abbreviations. A commonly 
used abbreviation for number is X. A typical abbreviation for the phrase Amount of 
Numbers You Added Up is N. With these abbreviations, the formula becomes

Mean Sum of X
N

Another abbreviation, used throughout statistics, stands for Sum of. It’s the upper-
case Greek letter for S. It’s pronounced “sigma,” and it looks like this: Σ. Here’s 
the formula with the sigma:

Mean
X

N

What about mean? Statisticians abbreviate that, too. M would be a good abbrevia-
tion, and some statisticians use it, but most use X  (pronounced “X bar”) to rep-
resent the mean. Here’s the formula:

X
X

N

Is that it? Well . . . not quite. English letters, like X , represent characteristics of 
samples. For characteristics of populations, the abbreviations are Greek letters. 
For the population mean, the abbreviation is the Greek equivalent of M, which is μ 



CHAPTER 4  Finding Your Center      103

(pronounced like “you” but with m in front of it). The formula for the population 
mean, then, is

X
N

AVERAGE and AVERAGEA
Excel’s AVERAGE worksheet function calculates the mean of a set of numbers. 
 Figure 4-1 shows the data and Function Arguments dialog box for AVERAGE.

Here are the steps:

1. In your worksheet, enter your numbers into an array of cells and select 
the cell where you want AVERAGE to place the result.

For this example, I entered 56, 78, 45, 49, 55, and 62 into cells B2 through B7, 
and I selected B8 for the result.

2. From the Statistical Functions menu, choose AVERAGE to open the 
AVERAGE Function Arguments dialog box.

FIGURE 4-1:  
Working with 

AVERAGE.
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3. In the Function Arguments dialog box, enter the values for the 
arguments.

If the array of number-containing cells isn’t already in the Number1 box, enter 
it into that box. The mean (57.5, for this example) appears in this dialog box.

4. Click OK to close the AVERAGE Function Arguments dialog box.

This puts the mean into the cell selected in the worksheet. In this example, 
that’s B8.

As you can see in Figure 4-1, the formula in the Formula bar is

=AVERAGE(B2:B7)

Had I defined Number as the name of B2 through B7 (see Chapter 2), the formula 
would be

=AVERAGE(Number)

AVERAGEA does the same thing as AVERAGE, but with one important difference: 
When AVERAGE calculates a mean, it ignores cells that contain text and it ignores 
cells that contain the expressions TRUE or FALSE. AVERAGEA takes text and expres-
sions into consideration when it calculates a mean. As far as AVERAGEA is con-
cerned, if a cell holds text or the word FALSE, it has a value of 0. If a cell holds the 
word TRUE, it has a value of 1. AVERAGEA includes these values in the mean.

I’m not sure that you’ll use this capability during everyday statistical work (I never 
have), but Excel has worksheet functions like AVERAGEA, VARA, and STDEVA, and 
I want you to know how they operate. Here are the steps for AVERAGEA:

1. Type the numbers into the worksheet and select a cell for the result.

For this example, I entered the numbers 56, 78, 45, 49, 55, and 62 in cells B2 
through B7 and selected B9. This leaves B8 blank. I did this because I’m going 
to put different values into B8 and show you the effect on AVERAGEA.

2. From the Statistical Functions menu, select AVERAGEA to open the 
AVERAGEA Function Arguments dialog box.

3. In the Function Arguments dialog box, enter the values for the 
arguments.

This time I entered B2:B8 into the Number1 box. The mean (57.5) appears in 
this dialog box. AVERAGEA ignores blank cells, just as AVERAGE does.

4. Click OK to close the Function Arguments dialog box, and the answer 
appears in the selected cell.
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Now for some experimentation. In B8, if I type xxx, the mean in B9 changes from 
57.5 to 49.28571. Next, typing TRUE into B8 changes the mean in B9 to 49.42857. 
Finally, after I type FALSE into B8, the mean changes to 49.28571.

Why the changes? AVERAGEA evaluates a text string like xxx as zero. Thus, the 
average in this case is based on seven numbers (not six), one of which is zero. 
AVERAGEA evaluates the value TRUE as 1. So the average with TRUE in B8 is based on 
seven numbers, one of which is 1.00. AVERAGEA evaluates FALSE as zero, and cal-
culates the same average as when B8 holds xxx.

AVERAGEIF and AVERAGEIFS
The two functions AVERAGEIF and AVERAGEIFS calculate average conditionally. 
AVERAGEIF includes numbers in the average if a particular condition is met. 
AVERAGEIFS includes numbers in the average if more than one condition is met.

To show you how these two functions work, I set up the worksheet in Figure 4-2. 
The entries represent the data from a fictional psychology experiment. In this 
experiment, a person sits in front of a screen and a color-filled shape appears. The 
color is either red or green, and the shape is either a square or a circle. The com-
bination for each trial is random, and all combinations appear an equal number of 
times. In the lingo of the field, each appearance of a color-filled shape is a trial. So 
the worksheet shows the outcomes of 16 trials.

FIGURE 4-2:  
Data from 

16 trials of a 
fictional 

psychology 
experiment.
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The person sitting in front of the screen presses a button as soon as he or she sees 
the shape. Column D (labeled RT msec) presents one person’s reaction time in 
milliseconds (thousandths of a second) for each trial. Columns B and C show the 
characteristics of the shape presented on that trial. For example, row 2 tells you 
that on the first trial, a red circle appeared and the person responded in 410 msec 
(milliseconds).

For each column, I defined the name in the top cell of the column to refer to the 
data in that column. (If you don’t remember how to do that, read Chapter 2.)

I’ve calculated three averages. The first, Average Overall (in cell D19), is just

=AVERAGE(RT_msec)

What about the other two? Cell D20 holds the average of trials that displayed a 
circle. That’s what I mean by a conditional average: It’s the average of trials that 
meet the condition Shape = Circle.

Figure 4-3 shows the completed Function Arguments dialog box for AVERAGEIF. 
The formula created after clicking OK is

=AVERAGEIF(Shape,"Circle",RT_msec)

What the dialog box and the formula are telling you is this: Excel includes a cell in 
column D (RT_msec) in the average if the corresponding cell in column B (Shape) 
holds the value “Circle.” If not, the cell is not included.

To create this formula, follow these steps:

1. Type the numbers into the worksheet and select a cell for the result.

The cell I selected is D20.

FIGURE 4-3:  
The completed 
dialog box for 

AVERAGEIF.
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2. From the Statistical Functions menu, select AVERAGEIF to open the 
AVERAGEIF Function Arguments dialog box.

3. In the Function Arguments dialog box, enter the values for the 
arguments.

For AVERAGEIF in this example, the Range is Shape, the Criteria is “Circle” 
(Excel types the double quotes), and the Average_range is RT_msec.

4. Click OK to close the Function Arguments dialog box, and the answer 
appears in the selected cell.

Some more information on AVERAGEIF: To find the average of the first eight trials, 
the formula is

=AVERAGEIF(Trial,"<9",RT_msec)

To find the average of reaction times faster than 400 msec, the formula is

=AVERAGEIF(RT_msec,"<400",RT_msec)

For each of these last two, the operator “<” precedes the numeric value. If you try 
to somehow set it up so that the value precedes the operator, the formula won’t 
work.

What about the average for Green Squares in cell D21? Figure 4-4 shows the com-
pleted dialog box for AVERAGEIFS, which can work with more than one criterion. 
The formula for calculating the average of trials on which Color = Green and 
Shape = Square is

=AVERAGEIFS(RT_msec,Color,"Green",Shape,"Square")

FIGURE 4-4:  
The completed 
dialog box for 
AVERAGEIFS.
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Notice that RT_msec is the first argument in AVERAGEIFS but the last argument in 
AVERAGEIF.

To create this formula, follow these steps:

1. Type the numbers into the worksheet and select a cell for the result.

The cell I selected is D21.

2. From the Statistical Functions menu, select AVERAGEIFS to open the 
AVERAGEIFS Function Arguments dialog box.

3. In the Function Arguments dialog box, enter the values for the arguments.

For AVERAGEIFS in this example, the Average_range is RT_msec. Criteria_
range1 is “Color” and Criteria1 is “Green.” Criteria_range2 is Shape, 
the Criteria is “Square.” (Excel types the double quotes.)

4. Click OK to close the Function Arguments dialog box, and the answer 
appears in the selected cell.

Given what you just saw, you may be wondering why it’s necessary for Excel to 
have both AVERAGEIF and AVERAGEIFS. After all,

=AVERAGEIF(Shape,"Circle",RT_msec)

gives the same answer as

=AVERAGEIFS(RT_msec, Shape,"Circle")

So why two functions? Short answer: I don’t know. Long answer: I don’t know.

TRIMMEAN
In a retake on a famous quote about statistics, someone said “There are three 
kinds of liars: liars, darned liars, and statistical outliers.” An outlier is an extreme 
value in a set of scores — so extreme, in fact, that the person who gathered the 
scores believes that something is amiss.

One example of outliers involves psychology experiments that measure a per-
son’s time to make a decision. Measured in thousandths of a second, these reac-
tion times depend on the complexity of the decision. The more complex the 
decision, the longer the reaction time.

Typically, a person in this kind of experiment goes through many experimental 
trials — one decision per trial. A trial with an overly fast reaction time (way 
below the average) might indicate that the person made a quick guess without 
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really considering what he or she was supposed to do. A trial with a very slow 
reaction time (way above the average) might mean that the person wasn’t paying 
attention at first and then buckled down to the task at hand.

Either kind of outlier can get in the way of conclusions based on averaging the 
data. For this reason, it’s often a good idea to eliminate them before you calculate 
the mean. Statisticians refer to this as trimming the mean, and Excel’s TRIMMEAN 
function does this.

Here’s how you use TRIMMEAN:

1. Type the scores into a worksheet and select a cell for the result.

For this example, I put these numbers into cells B2 through B11:

500, 280, 550, 540, 525, 595, 620, 1052, 591, 618

These scores might result from a psychology experiment that measures reaction 
time in thousandths of a second (milliseconds). I selected B12 for the result.

2. From the Statistical Functions menu, select TRIMMEAN to open the 
TRIMMEAN Function Arguments dialog box.

3. In the Function Arguments dialog box, type the values for the arguments.

The data array goes into the Array box. For this example, that’s B2:B11.

Next, I have to identify the percent of scores I want to trim. In the Percent box, 
I enter .2. This tells TRIMMEAN to eliminate the extreme 20 percent of the 
scores before calculating the mean. The extreme 20 percent means the highest 
10 percent of scores and the lowest 10 percent of scores. Figure 4-5 shows the 
dialog box, the array of scores, and the selected cell. The dialog box shows the 
value of the trimmed mean, 567.375.

4. Click OK to close the dialog box, and the answer appears in the 
selected cell.

FIGURE 4-5:  
The TRIMMEAN 

Function 
Arguments dialog 

box, along with 
the array of 

cells and the 
selected cell.
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The label Percent is a little misleading here. You have to express the percent as a 
decimal, so you enter .2 rather than 20 in the Percent box if you want to trim the 
extreme 20 percent. (Quick question: If you enter 0 in the Percent box, what’s the 
answer equivalent to? Answer: AVERAGE(B2:B11).

What percentage of scores should you trim? That’s up to you. it depends on what 
you’re measuring, how extreme your scores can be, and how well you know the 
area you’re studying. When you do trim scores and report a mean, it’s important 
to let people know that you’ve done this and to let them know the percentage 
you’ve trimmed.

In the upcoming section on the median, I show you another way to deal with 
extreme scores.

Other means to an end
This section deals with two types of averages that are different from the one 
you’re familiar with. I tell you about them because you might run into them as you 
go through Excel’s statistical capabilities. (How many different kinds of averages 
are possible? Ancient Greek mathematicians came up with 11!)

Geometric mean
Suppose you have a two-year investment that yields 25 percent the first year and 
75 percent the second year. (If you do, I want to know about it!) What’s the  average 
annual rate of return?

To answer that question, you might be tempted to find the mean of 25 and 75 
(which averages out to 50). But that misses an important point: At the end of the 
first year, you multiply your investment by 1.25 — you don’t add 1.25 to it. At the 
end of the second year, you multiply the first-year result by 1.75.

The regular, everyday, garden-variety mean won’t give you the average rate of 
return. Instead, you calculate the mean this way:

Average Rate of Return  X 1.751 25 1 479. .

The average rate of return is about 47.9 percent, not 50 percent. This kind of aver-
age is called the geometric mean.

In this example, the geometric mean is the square root of the product of two num-
bers. For three numbers, the geometric mean is the cube root of the product of the 
three. For four numbers, it’s the fourth root of their product, and so on. In gen-
eral, the geometric mean of N numbers is the Nth root of their product.
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The Excel worksheet function GEOMEAN calculates the geometric mean of a group 
of numbers. Follow the same steps as you would for AVERAGE, but select GEOMEAN 
from the Statistical Functions menu.

Harmonic mean
Still another mean is something you run into when you have to solve the kinds of 
problems that live in algebra textbooks.

Suppose, for example, you’re in no particular hurry to get to work in the morning, 
and you drive from your house to your job at the rate of 40 miles per hour. At the 
end of the day you’d like to get home quickly, so on the return trip (over exactly 
the same distance) you drive from your job to your house at 60 miles per hour. 
What is your average speed for the total time you’re on the road?

It’s not 50 miles per hour, because you’re on the road a different amount of time 
on each leg of the trip. Without going into this in too much detail, the formula for 
figuring this one out is

1 1
2

1
40

1
60

1
48Average

The average here is 48. This kind of average is called a harmonic mean. I show it to 
you for two numbers, but you can calculate it for any amount of numbers. Just put 
each number in the denominator of a fraction with 1 as the numerator. Mathema-
ticians call this the reciprocal of a number. (So ¼0 is the reciprocal of 40.) Add all 
the reciprocals together and take their average. The result is the reciprocal of the 
harmonic mean.

In the rare event you ever have to figure out one of these in the real world, Excel 
saves you from the drudgery of calculation. The worksheet function HARMEAN cal-
culates the harmonic mean of a group of numbers. Follow the same steps as you 
would for AVERAGE, but on the Statistical Functions menu, select HARMEAN.

For any set of numbers, the harmonic mean is less than the geometric mean, 
which is less than the mean.

Medians: Caught in the Middle
The mean is a useful way to summarize a group of numbers. It’s sensitive to 
extreme values, however: If one number is out of whack relative to the others, the 
mean quickly gets out of whack, too. When that happens, the mean might not be 
a good representative of the group.
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For example, with these numbers as reading speeds (in words per minute) for a 
group of children:

56, 78, 45, 49, 55, 62

the mean is 57.5. Suppose the child who reads at 78 words per minute leaves the 
group and an exceptionally fast reader replaces him. Her reading speed is 
180 words per minute. Now the group’s reading speeds are

56, 180, 45, 49, 55, 62

The new average is 74.5. It’s misleading because — except for the new child — no 
one else in the group reads nearly that fast. In a case like this, it’s a good idea to 
turn to a different measure of central tendency — the median.

Simply put, the median is the middle value in a group of numbers. Arrange the 
numbers in order, and the median is the value below which half the scores fall and 
above which half the scores fall.

Finding the median
In our example, the first group of reading speeds (in increasing order) is

45, 49, 55, 56, 62, 78

The median is right in the middle of 55 and 56 — it’s 55.5.

What about the group with the new child? That’s

45, 49, 55, 56, 62, 180

The median is still 55.5. The extreme value doesn’t change the median.

MEDIAN
The worksheet function MEDIAN (you guessed it) calculates the median of a group 
of numbers. Here are the steps:

1. Type your data into a worksheet and select a cell for the result.

I used 45, 49, 55, 56, 62, 78 for this example, in cells B2 through B7, with cell B8 
selected for the median. I arranged the numbers in increasing order, but you 
don’t have to do that to use MEDIAN.
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2. From the Statistical Functions menu, select MEDIAN to open the MEDIAN 
Function Arguments dialog box.

3. In the Function Arguments dialog box, enter the values for the arguments.

The Function Arguments dialog box opens with the data array in the Number1 
box. The median appears in that dialog box. (It’s 55.5 for this example.) Figure 4-6 
shows the dialog box along with the array of cells and the selected cell.

4. Click OK to close the dialog box and the answer appears in the 
selected cell.

As an exercise, replace 78 with 180 in A6, and you’ll see that the median doesn’t 
change.

In Appendix C, I explore an application of the median.

Statistics à la Mode
One more measure of central tendency is important. This one is the score that 
occurs most frequently in a group of scores. It’s called the mode.

Finding the mode
Nothing is complicated about finding the mode. Look at the scores, find the one 
that occurs most frequently, and you’ve found the mode. Two scores tie for that 

FIGURE 4-6:  
The MEDIAN 

Function 
Arguments 

dialog box, along 
with the array of 

cells and the 
selected cell.
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honor? In that case, your set of scores has two modes. (The technical name is 
bimodal.)

Can you have more than two modes? Absolutely.

Suppose every score occurs equally often. When that happens, you have no mode.

Sometimes, the mode is the most representative measure of central tendency. 
Imagine a small company that consists of 30 consultants and two high-ranking 
officers. Each consultant has an annual salary of $40,000. Each officer has an 
annual salary of $250,000. The mean salary in this company is $53,125.

Does the mean give you a clear picture of the company’s salary structure? If you 
were looking for a job with that company, would the mean influence your expec-
tations? You’re probably better off if you consider the mode, which in this case is 
$40,000.

MODE.SNGL and MODE.MULT
Use Excel’s MODE.SNGL function to find a single mode:

1. Type your data into a worksheet and select a cell for the result.

I use 56, 23, 77, 75, 57, 75, 91, 59, and 75 in this example. The data are in cells 
B2 through B10, with B11 as the selected cell for the mode.

2. From the Statistical Functions menu, select MODE.SNGL to open the 
MODE.SNGL Function Arguments dialog box. (See Figure 4-7.)

FIGURE 4-7:  
The MODE.SNGL 

Function 
Arguments 

dialog box, along 
with the array of 

cells and the 
selected cell.
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3. In the Function Arguments dialog box, type the values for the arguments.

I entered B2:B10 in the Number1 box and the mode (75 for this example) 
appears in the dialog box.

4. Click OK to close the dialog box and the answer appears in the 
selected cell.

For a set of numbers that has more than one mode (that is, if it’s multimodal), use 
Excel’s MODE.MULT function. This is an array function: It returns (potentially) an 
array of answers, not just one. You select an array of cells for the results, and 
when you finish with the dialog box, you press Ctrl+Shift+Enter to populate 
the array.

Here’s an example of MODE.MULT:

1. Type your data into a worksheet and select a vertical array of cells for the 
results.

I typed 57, 23, 77, 75, 57, 75, 91, 57, and 75 into cells B2:B10. I selected B11:B14 
for the results. Notice that this set of numbers has two modes: 57 and 75.

2. From the Statistical Functions menu, select MODE.MULT to open the 
MODE.MULT Function Arguments dialog box. (See Figure 4-8.)

FIGURE 4-8:  
The MODE.MULT 

Function 
Arguments dialog 

box, along with 
the array of data 

cells and the 
array of cells for 

the results.
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3. In the Function Arguments dialog box, type the values for the arguments.

Important: Do not click OK.

4. Because this is an array function, press Ctrl+Shift+Enter to put MODE.
MULT’s answers into the selected array.

Nothing in the dialog box even remotely hints that you have to do this.

Figure 4-9 shows what happens after you press Ctrl+Shift+Enter. Because I’ve 
allocated four cells for the results and only two modes were in the set of 
numbers, error messages show up in the remaining two cells.

What happens if you use MODE.SNGL on a multimodal set of numbers? The result 
is the modal value that occurs first in the set. What happens if you use MODE.MULT 
on a set of numbers with one mode? My first guess was that one mode appears in 
the first cell of the array and error messages in the rest. Nope. MODE.MULT popu-
lates the whole array with that mode — even if the array has more cells than the 
number of occurrences of the mode. Yes, that stumps me, too.

So if you have a long column of numbers and you have to find the mode(s), use 
MODE.MULT. The worst thing that can happen is that you wind up with error mes-
sages in some of the cells of the results array. The trade-off is that you don’t miss 
some modal values.

And that’s the most I’ve ever written about the mode!

FIGURE 4-9:  
The results of 

MODE.MULT.  
In the Formula 

bar, the curly 
brackets indicate 
an array formula.
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Exploring Excel worksheet functions 
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Using workarounds for missing 
worksheet functions

Using additional worksheet functions 
for variation

Deviating from 
the Average

H 
 
ere are three pieces of wisdom about statisticians:

Piece of Wisdom #1: “A statistician is a person who stands in a bucket of ice water, 
sticks their head in an oven and says ‘on average, I feel fine.’” (K. Dunning)

Piece of Wisdom #2: “A statistician drowned crossing a stream with an average 
depth of 6 inches.” (Anonymous)

Piece of Wisdom #3: “Three statisticians go deer hunting with bows and arrows. 
They spot a big buck and take aim. One shoots and his arrow flies off ten feet to 
the left. The second shoots and his arrow goes ten feet to the right. The third 
 statistician jumps up and down yelling, ‘We got him! We got him!’” (Bill Butz, 
quoted by Diana McLellan in Washingtonian)

Chapter 5
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What’s the common theme? Calculating the mean is a great way to summarize a 
group of numbers, but it doesn’t supply all the information you typically need. If 
you just rely on the mean, you might miss something important.

To avoid missing important information, another type of statistic is necessary — 
a statistic that measures variation. It’s a kind of average of how much each number 
in a group differs from the group mean. Several statistics are available for 
 measuring variation. All of them work the same way: The larger the value of the 
statistic, the more the numbers differ from the mean. The smaller the value, the 
less they differ.

Measuring Variation
Suppose you measure the heights of a group of children and you find that their 
heights (in inches) are

48, 48, 48, 48, and 48

Then you measure another group and find that their heights are

50, 47, 52, 46, and 45

If you calculate the mean of each group, you’ll find they’re the same — 48 inches. 
Just looking at the numbers tells you the two groups of heights are different: The 
heights in the first group are all the same, while the heights in the second vary 
quite a bit.

Averaging squared deviations: Variance 
and how to calculate it
One way to show the dissimilarity between the two groups is to examine the 
 deviations in each one. Think of a deviation as the difference between a score and 
the mean of all the scores in a group.

Here’s what I’m talking about. Table 5-1 shows the first group of heights and their 
deviations.

One way to proceed is to average the deviations. Clearly, the average of the 
 numbers in the Deviation column is zero.
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Table 5-2 shows the second group of heights and their deviations.

What about the average of the deviations in Table 5-2? That’s . . . zero!

Hmmm. . . . Now what?

Averaging the deviations doesn’t help you see a difference between the two 
groups, because the average of deviations from the mean in any group of numbers 
is always zero. In fact, veteran statisticians will tell you that’s a defining property 
of the mean.

The joker in the deck here is the negative numbers. How do statisticians deal with 
them?

The trick is to use something you might recall from algebra: A minus times a 
minus is a plus. Sound familiar?

So  .  .  .  does this mean that you multiply each deviation times itself, and then 
average the results? Absolutely. Multiplying a deviation times itself is called 

TABLE 5-1 The First Group of Heights and Their Deviations
Height Height-Mean Deviation

48 48-48 0

48 48-48 0

48 48-48 0

48 48-48 0

48 48-48 0

TABLE 5-2 The Second Group of Heights and Their Deviations
Height Height-Mean Deviation

50 50-48   2

47 47-48 –1

52 52-48   4

46 46-48 –2

45 45-48 –3
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squaring a deviation. The average of the squared deviations is so important that it 
has a special name: variance.

Table 5-3 shows the group of heights from Table 5-2, along with their deviations 
and squared deviations.

The variance — the average of the squared deviations for this group — is (4 + 1 + 
16 + 4 + 9)/5 = 34/5 = 6.8. This, of course, is very different from the first group, 
whose variance is zero.

To develop the variance formula for you and show you how it works, I use symbols 
to show all this. X represents the Height heading in the first column of the table, 
and X  represents the mean. Because a deviation is the result of subtracting the 
mean from each number,

X X

represents a deviation. Multiplying a deviation by itself? That’s just

X X
2

To calculate variance, you square each deviation, add them up, and find the aver-
age of the squared deviations. If N represents the amount of squared deviations 
you have (in this example, five), then the formula for calculating the variance is

X X

N

2

Σ is the uppercase Greek letter sigma, and it stands for “the sum of.”

What’s the symbol for variance? As I say in Chapter  1, Greek letters represent 
population parameters, and English letters represent statistics. Imagine that our 

TABLE 5-3 The Second Group of Heights and Their Squared Deviations
Height Height-Mean Deviation Squared Deviation

50 50-48   2   4

47 47-48 –1   1

52 52-48   4 16

46 46-48 –2   4

45 45-48 –3   9
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little group of five numbers is an entire population. Does the Greek alphabet have 
a letter that corresponds to V in the same way that μ (the symbol for the popula-
tion mean) corresponds to M?

As a matter of fact, it doesn’t. Instead, you use the lowercase sigma! It looks like 
this: σ. Not only that, but because you’re talking about squared quantities, the 
symbol is σ2.

So the formula for calculating variance is

2

2
X X

N

Variance is large if the numbers in a group vary greatly from their mean. Variance 
is small if the numbers are very similar to their mean.

The variance you just worked through is appropriate if the group of five measure-
ments is a population. Does this mean that variance for a sample is different? It 
does, and you see why in a minute. First, I turn your attention back to Excel.

VAR.P and VARPA
Excel’s two worksheet functions, VAR.P and VARPA, calculate the population 
variance.

Start with VAR.P. Figure 5-1 shows the Function Arguments dialog box for VAR.P 
along with data.

FIGURE 5-1:  
Working with 

VAR.P.
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Here are the steps to follow:

1. Put your data into a worksheet and select a cell to display the result.

Figure 5-1 shows that, for this example, I’ve put the numbers 50, 47, 52, 46, and 
45 into cells B2 through B6 and selected B8 for the result.

2. From the Statistical Functions menu, select VAR.P to open the VAR.P 
Function Arguments dialog box.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

I entered B2:B7 in the Number1 field, rather than B2:B6. I did this to show you 
how VAR.P handles blank cells. The population variance, 6.8, appears in the 
Function Arguments dialog box.

4. Click OK to close the dialog box and put the result in the selected cell.

Had I defined Score as the name of B2:B7 (see Chapter 2), the formula in the 
 formula bar would be

=VAR.P(Score)

When VAR.P calculates the variance in a range of cells, it only sees numbers. If 
text, blanks (like B7), or logical values are in some of the cells, VAR.P ignores 
them.

VARPA, on the other hand, does not. VARPA takes text and logical values into con-
sideration and includes them in its variance calculation. How? If a cell contains 
text, VARPA sees that cell as containing a value of zero. If a cell contains the logical 
value FALSE, that’s also zero as far as VARPA is concerned. In VARPA’s view of the 
world, the logical value TRUE is one. Those zeros and ones get added into the mix 
and affect the mean and the variance.

To see this in action, I keep the numbers in cells B2 through B6 and again select 
cell B8. I follow the same steps as for VAR.P, but this time open the VARPA Function 
Arguments dialog box. In the Value1 field of the VARPA dialog box, I type B2:B7 
(that’s B7, not B6) and click OK. Cell B8 shows the same result as before because 
VARPA evaluates the blank cell B7 as no entry.

Typing TRUE into cell B7 changes the result in B8 because VARPA evaluates B7 as 1. 
(See Figure 5-2.)

Typing FALSE (or any other string of letters except TRUE) into B7 changes the value 
in B8 once again. In those cases, VARPA evaluates B7 as zero.
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Sample variance
Earlier, I mention that you use this formula to calculate population variance:

2

2
X X

N

I also explain that sample variance is a little different. Here’s the difference. If 
your set of numbers is a sample drawn from a large population, you’re probably 
interested in using the variance of the sample to estimate the variance of the 
population.

The formula you used for the variance doesn’t quite work as an estimate of the 
population variance. Although the sample mean works just fine as an estimate of 
the population mean, this doesn’t hold true with variance, for reasons way beyond 
the scope of this book.

How do you calculate a good estimate of the population variance? It’s pretty easy. 
You just use N-1 in the denominator rather than N. (Again, for reasons way beyond 
this book’s scope.)

Also, because you’re working with a characteristic of a sample (rather than of a 
population), you use the English equivalent of the Greek letter — s rather than σ. 
This means that the formula for the sample variance is

s
X X

N
2

2

1

The value of s2, given the squared deviations in the set of five numbers, is

(4 + 1 + 16 + 4 + 9)/4 = 34/4 = 8.5

So, if these numbers

50, 47, 52, 46, and 45

FIGURE 5-2:  
VARPA evaluates 

TRUE as 1.0, 
changing the 

variance from 
the value in 
Figure 5-1.
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are an entire population, their variance is 6.4. If they’re a sample drawn from a 
larger population, the best estimate of that population’s variance is 8.5.

VAR.S and VARA
The worksheet functions VAR.S and VARA calculate the sample variance.

Figure  5-3 shows the Function Arguments dialog box for VAR.S with 50, 47, 
52, 46, and 45 entered into cells B2 through B6. Cell B7 is part of the cell range, 
but I left it empty.

The relationship between VAR.S and VARA is the same as the relationship between 
VAR.P and VARPA: VAR.S ignores cells that contain logical values (TRUE and FALSE) 
and text. VARA includes those cells. Once again, TRUE evaluates to 1.0, and FALSE 
evaluates to 0. Text in a cell causes VARA to see that cell’s value as 0.

This is why I left B7 blank. If you experiment a bit with VARA and logical values or 
text in B7, you’ll see exactly what VARA does.

Back to the Roots: Standard Deviation
After you calculate the variance of a set of numbers, you have a value whose units 
are different from your original measurements. For example, if your original 
measurements are in inches, their variance is in square inches. This is because you 
square the deviations before you average them.

FIGURE 5-3:  
Working with 

VAR.S.
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Often, it’s more intuitive if you have a variation statistic that’s in the same units 
as the original measurements. It’s easy to turn variance into that kind of statistic. 
All you have to do is take the square root of the variance.

Like the variance, this square root is so important that it is given a special name: 
standard deviation.

Population standard deviation
The standard deviation of a population is the square root of the population variance. 
The symbol for the population standard deviation is σ (sigma). Its formula is

2

2
X X

N

For these measurements (in inches)

50, 47, 52, 46, and 45

the population variance is 6.8 square inches, and the population standard devia-
tion is 2.61 inches (rounded off).

STDEV.P and STDEVPA
The Excel worksheet functions STDEV.P and STDEVPA calculate the population 
standard deviation. Follow these steps:

1. Type your data into an array and select a cell for the result.

2. In the Statistical Functions menu, select STDEV.P to open the STDEV.P 
Function Arguments dialog box.

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

After you enter the data array, the dialog box shows the value of the popula-
tion standard deviation for the numbers in the data array. Figure 5-4 shows 
this.

4. Click OK to close the dialog box and put the result into the selected cell.

Like VARPA, STDEVPA uses any logical values and text values it finds when it calcu-
lates the population standard deviation. TRUE evaluates to 1.0, and FALSE evaluates 
to 0. Text in a cell gives that cell a value of 0.
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Sample standard deviation
The standard deviation of a sample — an estimate of the standard deviation of a 
population — is the square root of the sample variance. Its symbol is s and its 
formula is

s s
X X

N
2

2

1

For these measurements (in inches)

50, 47, 52, 46, and 45

the population variance is 8.4 square inches, and the population standard devia-
tion is 2.92 inches (rounded off).

STDEV.S and STDEVA
The Excel worksheet functions STDEV.S and STDEVA calculate the sample standard 
deviation. To work with STDEV.S, follow these steps:

1. Type your data into an array and select a cell for the result.

2. In the Statistical Functions menu, select STDEV.S to open the STDEV.S 
Function Arguments dialog box.

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

FIGURE 5-4:  
The Function 

Arguments 
dialog box for 
STDEV.P, along 
with the data.



CHAPTER 5  Deviating from the Average      127

With the data array entered, the dialog box shows the value of the population 
standard deviation for the numbers in the data array. Figure 5-5 shows this.

4. Click OK to close the dialog box and put the result into the selected cell.

STDEVA uses text and logical values in its calculations. Cells with text have values 
of 0, and cells whose values are FALSE also evaluate to 0. Cells that evaluate to 
TRUE have values of 1.0.

The missing functions: STDEVIF 
and STDEVIFS
Here’s a rule of thumb: Whenever you present a mean, provide a standard devia-
tion. Use AVERAGE and STDEV.S in tandem.

Remember that Excel offers two functions, AVERAGEIF and AVERAGEIFS, for calcu-
lating means conditionally. (See Chapter 4.) Two additional functions would have 
been helpful: STDEVIF and STDEVIFS, for calculating standard deviations condi-
tionally when you calculate means conditionally.

Excel, however, doesn’t provide these functions. Instead, I show you a couple of 
workarounds that enable you to calculate standard deviations conditionally.

The workarounds filter out data that meet a set of conditions, and then calculate 
the standard deviation of the filtered data. Figure 5-6 shows what I mean. The 
data are from the fictional psychology experiment I describe in Chapter 4.

FIGURE 5-5:  
The Function 

Arguments 
dialog box for 

STDEV.S.
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Here, once again, is the description:

A person sits in front of a screen and a color-filled shape appears. The color is 
either red or green and the shape is either a square or a circle. The combination for 
each trial is random, and all combinations appear an equal number of times. In the 
lingo of the field, each appearance of a color-filled shape is called a trial. So the 
worksheet shows the outcomes of 16 trials.

The person sitting in front of the screen presses a button as soon as he or she sees 
the shape. Column A presents the trial number. Columns B and C show the color 
and shape, respectively, presented on that trial. Column D (labeled RT_msec) 
presents one person’s reaction time in milliseconds (thousandths of a second) for 
each trial. For example, row 2 tells you that on the first trial, a red circle appeared 
and the person responded in 410 msec (milliseconds).

For each column, I define the name in the top cell of the column to refer to the 
data in that column. (If you don’t remember how to do that, read Chapter 2.)

Cell D19 displays the overall average of RT_msec. The formula for that average, of 
course, is

=AVERAGE(RT_msec)

Cell D20 shows the average for all trials on which a circle appeared. The formula 
that calculates that conditional average is

=AVERAGEIF(Shape,"Circle",RT_msec)

FIGURE 5-6:  
Filtering data 

to calculate 
standard 
deviation 

conditionally.
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Cell D21 presents the average for trials on which a green square appeared. That 
formula is

=AVERAGEIFS(RT_msec, Color,"Green", Shape,"Square")

Columns H and K hold filtered data. Column H shows the data for trials that dis-
played a circle. Cell H19 presents the standard deviation (STDEV.S) for those trials 
and is the equivalent of

=STDEVIF(Shape,"Circle",RT_msec)

if this function existed.

Column K shows the data for trials that displayed a green square. Cell K19 presents 
the standard deviation (STDEV.S) for those trials, and is the equivalent of

=STDEVIFS(RT_msec, Color,"Green",Shape,"Square")

if that function existed.

How did I filter the data? I let you in on the secret in a moment, but first I have to 
tell you about . . .

A little logic
In order to proceed, you have to know about two of Excel’s logic functions: IF and 
AND. You access them by clicking

Formulas | Logical Functions

and selecting them from the Logical Functions menu.

IF takes three arguments:

 » A logical condition to be satisfied

 » The action to take if the logical condition is satisfied (that is, if the value of the 
logical condition is TRUE)

 » An optional argument that specifies the action to take if the logical condition is 
not satisfied (that is, if the value of the logical condition is FALSE)

Figure 5-7 shows the Function Arguments dialog box for IF.
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AND can take up to 255 arguments. AND checks to see if all of its arguments meet 
each specified condition — that is, if each condition is TRUE. If they all do, AND 
returns the value TRUE. If not, AND returns FALSE.

Figure 5-8 shows the Function Arguments dialog box for AND.

And now, back to the show
In this example, I use IF to set the value of a cell in Column H to the corresponding 
value in Column D if the value in the corresponding cell in Column C is “Circle”. 
The formula in cell H2 is

=IF(C2="Circle",D2," ")

If this were a phrase, it would be, “If the value in C2 is ‘Circle,’ then set the value 
of this cell to the value in D2. If not, leave this cell blank.” Autofilling the next 

FIGURE 5-7:  
The Function 

Arguments 
dialog box for IF.

FIGURE 5-8:  
The Function 

Arguments 
dialog box 

for AND.
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15 cells of column H yields the filtered data in column H. (Refer to Figure 5-6.) The 
standard deviation in cell H19 is the value STDEVIF would have provided.

I could have omitted the third argument (the two double quotes) without affecting 
the value of the standard deviation. Without the third argument, Excel fills in 
FALSE for cells that don’t meet the condition, instead of leaving them blank.

I use AND along with IF for the cells in column K. Each one holds the value from 
the corresponding cell in column D if two conditions are true:

 » The value in the corresponding cell in column B is “Green”

 » The value in the corresponding cell in column C is “Square”

The formula for cell K2 is

=IF(AND(B2="Green",C2="Square"),D2," ")

If this were a phrase, it would be, “If the value in B2 is ‘Green’ and the value in C2 
is ‘Square,’ then set the value of this cell to the value in D2. If not, leave this cell 
blank.” Autofilling the next 15 cells in column K results in the filtered data in 
 column K, as shown in Figure 5-6. The standard deviation in cell K19 is the value 
STDEVIFS would have provided.

Related Functions
Before you move on, take a quick look at a couple of other variation-related 
 worksheet functions.

DEVSQ
DEVSQ calculates the sum of the squared deviations from the mean (without 
 dividing by N or by N-1). For these numbers

50, 47, 52, 46, and 45

that’s 34, as Figure 5-9 shows.

Although it’s rare to calculate just the sum of squared deviations, I apply this 
function in Chapter 17.
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Average deviation
One more Excel function deals with deviations in a way other than squaring them.

The variance and standard deviation deal with negative deviations by squaring all 
the deviations before averaging them. How about if you just ignore the minus 
signs? This is called taking the absolute value of each deviation. (That’s the way 
mathematicians say “How about if we just ignore the minus signs?”)

If you do that for the heights

50, 47, 52, 46, and 45

you can put the absolute values of the deviations into a table like Table 5-4.

FIGURE 5-9:  
The DEVSQ 

dialog box.

TABLE 5-4 A Group of Numbers and Their Absolute Deviations
Height Height-Mean |Deviation|

50 50-48 2

47 47-48 1

52 52-48 4

46 46-48 2

45 45-48 3
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In Table 5-4, notice the vertical lines around Deviation in the heading for the third 
column. Vertical lines around a number symbolize its absolute value. That is, the 
vertical lines are the mathematical symbol for “How about if we just ignore the 
minus signs?”

The average of the numbers in the third column is 2.4. This average is called the 
average absolute deviation, and it’s a quick and easy way to characterize the spread 
of measurements around their mean. It’s in the same units as the original mea-
surements. So if the heights are in inches, the absolute average deviation is in 
inches, too.

Like variance and standard deviation, a large average absolute deviation signifies 
a lot of spread. A small average absolute deviation signifies little spread.

This statistic is less complicated than variance or standard deviation, but is rarely 
used. Why? For reasons that are (once again) beyond this book’s scope, statisti-
cians can’t use it as the foundation for additional statistics you meet later.  Variance 
and standard deviation serve that purpose.

AVEDEV
Excel’s AVEDEV worksheet function calculates the average absolute deviation of a 
group of numbers. Figure 5-10 shows the AVEDEV dialog box, which presents the 
average absolute deviation for the cells in the indicated range.

FIGURE 5-10:  
The AVEDEV 

Function 
Arguments 
dialog box.
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IN THIS CHAPTER

Standardizing scores

Making comparisons

Working with ranks in files

Rolling in the percentiles

Meeting Standards 
and Standings

In my left hand, I hold 15 Argentine pesos. In my right, I hold 100 Colombian 
pesos. Which is worth more? Both currencies are called pesos, right? So shouldn’t 
the 100 be greater than the 15? Not necessarily. Peso is just word-magic — a 

coincidence of names. Each one comes out of a different country, and each country 
has its own economy.

To compare the two amounts of money, you have to convert each currency into a 
standard unit. The most intuitive standard for us is our own currency. How much 
is each amount worth in dollars and cents? As I write this, 15 Argentine pesos are 
worth $1.05. One hundred Colombian pesos are worth 3 cents.

In this chapter, I show you how to use statistics to create standard units. Standard 
units show you where a score stands in relation to other scores in a group, and 
I show you additional ways to determine a score’s standing within a group.

Catching Some Zs
As the previous paragraphs, a number in isolation doesn’t really tell a story. In 
order to fully understand what a number means, you have to consider the process 

Chapter 6
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that produced it. In order to compare one number to another, they both have to be 
on the same scale.

In some cases, like currency conversion, it’s easy to figure out a standard. In oth-
ers, like temperature conversion or conversion into the metric system, a formula 
guides you.

When it’s not all laid out for you, you can use the mean and the standard deviation 
to standardize scores that come from different processes. The idea is to take a set 
of scores and use its mean as a zero-point and its standard deviation as a unit of 
measure. Then you compare the deviation of each score from the mean to the 
standard deviation. You’re asking, “How big is a particular deviation relative to 
(something like) an average of all the deviations?”

To do this, you divide the score’s deviation by the standard deviation. In effect, 
you transform the score into another kind of score. The transformed score is 
called a standard score, or a z-score.

The formula for this is

z X X
s

if you’re dealing with a sample, and it’s

z X

if you’re dealing with a population. In either case, X represents the score you’re 
transforming into a z-score.

Characteristics of z-scores
A z-score can be positive, negative, or zero. A negative z-score represents a score 
that’s less than the mean, and a positive z-score represents a score that’s greater 
than the mean. When the score is equal to the mean, its z-score is zero.

When you calculate the z-score for every score in the set, the mean of the z-scores 
is 0, and the standard deviation of the z-scores is 1.

After you do this for several sets of scores, you can legitimately compare a score 
from one set to a score from another. If the two sets have different means and 
different standard deviations, comparing without standardizing is like comparing 
apples with kumquats.

In the examples that follow, I show how to use z-scores to make comparisons.
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Bonds versus the Bambino
Here’s an important question that often comes up in the context of serious meta-
physical discussions: Who is the greatest home run hitter of all time — Barry 
Bonds or Babe Ruth? Although this is a difficult question to answer, one way to get 
your hands around it is to look at each player’s best season and compare the two. 
Bonds hit 73 home runs in 2001, and Ruth hit 60 in 1927. On the surface, Bonds 
appears to be the more productive hitter.

The year 1927 was very different from 2001, however. Baseball (and everything 
else) went through huge changes in the intervening years, and player statistics 
reflect those changes. A home run was harder to hit in the 1920s than in the 2000s. 
Still, 73 versus 60? Hmmm. . . .

Standard scores can help decide whose best season was better. To standardize, 
I took the top 50 home run hitters of 1927 and the top 50 from 2001. I calculated 
the mean and standard deviation of each group and then turned Ruth’s 60 and 
Bonds’s 73 into z-scores.

The average from 1927 is 12.68 homers with a standard deviation of 10.49. The 
average from 2001 is 37.02 homers with a standard deviation of 9.64. Although the 
means differ greatly, the standard deviations are pretty close.

And the z-scores? Ruth’s is

z 60 12 68
10 49

4 51.
.

.

Bonds’ is

z 73 37 02
9 64

3 73.
.

.

The clear winner in the z-score best-season home run derby is Babe Ruth. Period.

Just to show you how times have changed, Lou Gehrig hit 47 home runs in 1927 
(finishing second to Ruth) for a z-score of 3.27. In 2001, 47 home runs amounted 
to a z-score of 1.04.

Exam scores
Getting away from sports debates, one practical application of z-scores is the 
assignment of grades to exam scores. Based on percentage scoring, instructors tra-
ditionally evaluate a score of 90 points or higher (out of 100) as an A, 80–89 points 
as a B, 70–79 points as a C, 60–69 points as a D, and less than 60 points as an F. 
Then they average scores from several exams to assign a course grade.
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Is that fair? Just as a peso from Argentina is worth more than a peso from Colom-
bia, and a home run was harder to hit in 1927 than in 2001, is a “point” on one 
exam worth the same as a “point” on another? (Like peso, isn’t that just 
word-magic?)

Indeed it is. A point on a difficult exam is, by definition, harder to come by than a 
point on an easy exam. Because points might not mean the same thing from one 
exam to another, the fairest thing to do is convert scores from each exam into 
z-scores before averaging them. That way, you’re averaging numbers on a level 
playing field.

In the courses I teach, I do just that. I often find that a lower numerical score on one 
exam results in a higher z-score than a higher numerical score from another exam. 
For example, on an exam where the mean is 65 and the standard deviation is 12, a 
score of 71 results in a z-score of .5. On another exam, with a mean of 69 and a 
standard deviation of 14, a score of 75 is equivalent to a z-score of .429. (Yes, it’s 
like Ruth’s 60 home runs versus Bonds’s 73.) Moral of the story: Numbers in isola-
tion tell you very little. You have to understand the process that produces them.

STANDARDIZE
Excel’s STANDARDIZE worksheet function calculates z-scores. Figure 6-1 shows a 
set of exam scores along with their mean and standard deviation. I used AVERAGE 
and STDEVP to calculate the statistics. The Function Arguments dialog box for 
STANDARDIZE is also in the figure.

FIGURE 6-1:  
Exam scores and 

the Function 
Arguments 

dialog box for 
STANDARDIZE.
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Here are the steps:

1. Enter the data into an array and select a cell.

The data are in C2:C22. I selected D2 to hold the z-score for the score in C2. 
Ultimately, I’ll autofill column D and line up all the z-scores next to the corre-
sponding exam scores.

CACHING SOME Z’S
Because negative z-scores might have connotations that are, well, negative, educators 
sometimes change the z-score when they evaluate students. In effect, they’re hiding the 
z-score, but the concept is the same — standardization with the standard deviation as 
the unit of measure.

One popular transformation is called the T-score. The T-score eliminates negative 
scores because a set of T-scores has a mean of 50 and a standard deviation of 10. 
The idea is to give an exam, grade all the tests, and calculate the mean and standard 
 deviation. Next, turn each score into a z-score. Then follow this formula:

T z 10 50

People who use the T-score often like to round to the nearest whole number.

SAT scores are another transformation of the z-score. (Some refer to the SAT as a 
C-score.) Under the old scoring system, the SAT has a mean of 500 and a standard devi-
ation of 100. After the exams are graded, and their mean and standard deviation calcu-
lated, each exam score becomes a z-score in the usual way. This formula converts the 
z-score into a SAT score:

SAT z 100 50

Rounding to the nearest whole number is part of the procedure here, too.

The IQ score is still another transformed z. Its mean is 100 and (in the Stanford-Binet 
version) its standard deviation is 16. What’s the procedure for computing an IQ score? 
You guessed it. In a group of IQ scores, calculate the mean and standard deviation, and 
then calculate the z-score. Then it’s

IQ z 16 100

As with the other two, IQ scores are rounded to the nearest whole number.
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2. From the Statistical Functions menu, select STANDARDIZE to open the 
Function Arguments dialog box for STANDARDIZE.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

First, I enter into the X box the cell that holds the first exam score. In this 
example, that’s C2.

In the Mean box, I enter the cell that holds the mean — C23, for this example. 
It has to be in absolute reference format, so the entry is $C$23. You can type it 
that way, or you can select C23 and then highlight the Mean box and press the 
F4 key.

In the Standard_dev box, I enter the cell that holds the standard deviation. 
The appropriate cell in this example is C24. This also has to be in absolute 
reference format, so the entry is $C$24.

4. Click OK to close the Function Arguments dialog box and put the z-score 
for the first exam score into the selected cell.

To finish up, I position the cursor on the selected cell’s autofill handle, hold down 
the left mouse button, and drag the cursor to autofill the remaining z-scores.

Figure 6-2 shows the autofilled array of z-scores.

FIGURE 6-2:  
The autofilled 

array of z-scores.
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Where Do You Stand?
Standard scores are designed to show you how a score stands in relation to other 
scores in the same group. To do this, they use the standard deviation as a unit of 
measure.

If you don’t want to use the standard deviation, you can show a score’s relative 
standing in a simpler way. You can determine the score’s rank within the 
group: The highest score has a rank of 1, the second highest has a rank of 2, and 
so on.

RANK.EQ and RANK.AVG
Excel 2016 offers two ranking functions. They differ on how they treat ties. When 
RANK.EQ encounters tie scores, it assigns all of them the highest rank those scores 
attain. Therefore, three scores tied for second are all ranked second.

When RANK.AVG encounters ties, it assigns all of them the average of the ranks 
they attain. With this function, three scores tied for second are all ranked third 
(the average of ranks 2, 3, and 4).

To give you a better idea of how these two functions work, Figure 6-3 shows the 
results of applying each function to the scores in column B.

FIGURE 6-3:  
Applying RANK.EQ 

and RANK.AVG.
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Here are the steps for using RANK.EQ:

1. Enter the data into an array and select a cell.

For this example, I enter the scores into cells B2 through B16 and selected 
cell C2.

2. From the Statistical Functions menu, select RANK.EQ to open the 
Function Arguments dialog box for RANK.EQ.

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Number box, I enter the cell that holds the score whose rank I want to 
insert into the selected cell. For this example, that’s B2.

In the Ref box, I enter the array that contains the scores. I entered B2:B16 into 
the Ref box.

This part is important. After I insert RANK.EQ into C2, I’m going to drag the 
cursor through column C and autofill the ranks of the remaining scores. To set 
up for this, I have to let Excel know I want B2 through B16 to be the array for 
every score, not just the first one.

That means the array in the Ref box has to look like this: $B$2:$B$16. I can 
either add the $ signs manually or highlight the Ref box and then press the 
F4 key.

In the Order box, I indicate the order for sorting the scores. To rank the scores 
in descending order, I can either leave the Order box alone or type 0 (zero) into 
that box. To rank the scores in ascending order, I type a non-zero value into the 
Order box. I left this box alone. (See Figure 6-4.)

4. Click OK to put the rank into the selected cell.

FIGURE 6-4:  
The Function 

Arguments 
dialog box for 

RANK.EQ.
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I then position the cursor on the selected cell’s autofill handle, hold down the left 
mouse button, and drag the cursor to autofill the ranks of the remaining scores. 
That, of course, is how I completed column C in Figure 6-3.

LARGE and SMALL
You can turn the ranking process inside out by supplying a rank and asking which 
score has that rank. The worksheet functions LARGE and SMALL handle this from 
either end. They tell you the fifth largest score or the third smallest score or any 
other rank you’re interested in.

Figure 6-5 shows the Function Arguments dialog box for LARGE. In the Array box, 
you enter the array of cells that holds the group of scores. In the K box, you enter 
the position whose value you want to find. To find the seventh largest score in the 
array, for example, type 7 into the K box.

SMALL does the same thing, except it finds score positions from the lower end of 
the group. The Function Arguments dialog box for SMALL also has an Array box 
and a K box. Entering 7 in this K box returns the seventh lowest score in the array.

PERCENTILE.INC and PERCENTILE.EXC
Closely related to rank is the percentile, which represents a score’s standing in the 
group as the percent of scores below it. If you’ve taken standardized tests like the 
SAT, you’ve encountered percentiles. A SAT score in the 80th percentile is higher 
than 80 percent of the other SAT scores.

Simple, right? Not so fast. The definition of percentile is a bit shaky these days. 
Some define percentile as “greater than” (as in the preceding paragraph), some 
define percentile as “greater than or equal to.” Greater than equates to exclusive. 
Greater than or equal to equates to inclusive.

FIGURE 6-5:  
The Function 

Arguments 
dialog box 
for LARGE.
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For this reason, Excel provides two worksheet formulas for dealing with percen-
tile. PERCENTILE.INC works via “greater than or equal to.” PERCENTILE.EXC works 
with “greater than.”

To use either one, you input a range of scores and a percentile. In these formulas, 
K represents percentile. PERCENTILE.INC finds the score that’s greater than or 
equal to that percentile. PERCENTILE.EXC finds the lowest score that’s greater 
than that percentile.

To show you how these two differ, I created the worksheet in Figure 6-6.

The scores in column C are the same ones as in the preceding examples in this 
chapter, rearranged in descending order. K refers to percentiles. Notice that they 
are in decimal form, so .95 means 95th percentile. The values in columns F and G 
are the results of calculating the formulas at the top of each column. The score in 
each row of those columns refers to the percentile in the same row of column C. 
So column F shows inclusive percentiles and column G shows exclusive  percentiles. 
I bolded the 75th, 50th, and 25th percentiles to set up the discussion in the upcom-
ing sidebar, “Drawn and quartiled.”

Some differences stand out — particularly, the error messages in column G. 
PERCENTILE.EXC returns an error message if the requested percentile is greater 
than N/(N + 1), where N is the number of scores. This is the maximum value of K 
that this formula works with. In this case, the maximum value is .94.

PERCENTILE.EXC also returns an error message if the requested percentile is less 
than 1/(N + 1). This is the minimum value the formula works with. In this case, 
that’s .06.

FIGURE 6-6:  
PERCENTILE.INC 

versus 
PERCENTILE.EXC.
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Also, as the figure shows, the two formulas locate percentiles differently. 
For  example, the inclusive 70th percentile is somewhere between 65 and 67. 
 PERCENTILE.INC interpolates it at 66.6. (The three ties at 78 pull the interpolation 
up from 66.) PERCENTILE.EXC extrapolates the exclusive 70th percentile at 69.2, 
the lowest number greater than that 65–67 neighborhood.

This doesn’t mean that the exclusive percentile is always greater than the inclu-
sive version. A couple of entries in columns F and G show that the opposite some-
times happens. Tie scores and where they are play major roles.

I doubt if the difference matters much in practical terms, but that’s just my opin-
ion. Bottom line: If you require “greater than or equal to” for your percentile, use 
INC. If you’re looking for just “greater than,” use EXC.

Here’s how to use PERCENTILE.INC:

1. Enter your data into a worksheet and select a cell.

2. From the Statistics menu, choose PERCENTILE.INC to open the 
PERCENTILE.INC Function Arguments dialog box.

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

Figure 6-7 shows the data, the selected cell, and the PERCENTILE.INC Function 
Arguments dialog box. I typed C2:C16 into the Range box and .75 into the K box.

4. Click OK to put the percentile into the selected cell.

Follow similar steps for PERCENTILE.EXC.

In both the PERCENTILE.INC and the PERCENTILE.EXC dialog boxes, you can 
enter the percentile into the K as a decimal (.75) or as a percentage (75%). If you 
do it the second way, you have to include the percent sign.

FIGURE 6-7:  
The  

PERCENTILE.INC 
Function 

Arguments 
dialog box.
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DRAWN AND QUARTILED
A few specific percentiles are often used to summarize a group of scores: the 25th , the 
50th, the 75th, and the 100th percentile (the maximum score). Because they divide a 
group of scores into fourths, these particular four percentiles are called quartiles. Excel’s 
QUARTILE.INC and QUARTILE.EXC formulas calculate them. The INC version calculates 
inclusively; the EXC version, exclusively. To understand how these formula differ, take a 
look at the bolded rows in Figure 6-6.

Selecting QUARTILE.INC from the Insert Function dialog box opens the Function 
Arguments dialog box shown in the figure below. (The dialog box for QUARTILE.EXC 
looks just like this one.)

The trick is to enter the right kind of numbers into the Quart box — 1 for the 25th per-
centile, 2 for the 50th, 3 for the 75th, and 4 for the 100th. Entering 0 into the Quart box 
gives you the lowest score in the group.

PERCENTRANK.INC and PERCENTRANK.EXC
Excel’s two PERCENTRANK formulas tell you a given score’s percentile. The INC 
version returns percentile in terms of “greater than or equal to.” The EXC version 
returns percentile in terms of “greater than.”

Again, I illustrate the difference with a worksheet that pits one against the other. 
Figure 6-8 shows scores (in descending order) in column C, inclusive percentile 
ranks in column D, and exclusive percentile ranks in column E. Note that the 
inclusive percentile rank of the highest score (80) is 1, and the exclusive percen-
tile rank is 0.937. The inclusive rank of the lowest score (22) is 0, and the exclu-
sive rank is 0.062.
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Here are the steps for using PERCENTRANK.INC:

1. Enter your data into a worksheet and select a cell.

From the Statistics menu, choose PERCENTRANK.INC to open the 
PERCENTRANK.INC Function Arguments dialog box.

2. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

Figure 6-9 shows the data, the selected cell, and the PERCENTRANK.INC 
Function Arguments dialog box. I typed C2:C16 into the Range box and C2 into 
the X box. C2 contains the score whose percent rank I want to calculate. The 
Significance box is for the amount of significant figures in the answer. Leaving 
this box vacant returns three significant figures.

FIGURE 6-8:  
PERCENTRANK.INC 

versus 
PERCENTRANK.EXC.

FIGURE 6-9:  
The  

PERCENTRANK.
INC Function 

Arguments 
dialog box.
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3. Click OK to put the percentile into the selected cell.

Follow a similar set of steps for PERCENTRANK.EXC.

Data analysis tool: Rank and Percentile
As the name of this section indicates, Excel provides a data analysis tool that cal-
culates ranks and percentiles of each score in a group. The Rank and percentile 
tool calculates both at the same time, so it saves you some steps versus using the 
separate worksheet functions. (See Chapter 2 to install Excel’s data analysis tools.) 
In Figure 6-10, I take the exam scores from the z-score example and open the 
Rank and Percentile dialog box. (Mac users: StatPlus does not have this tool.)

Here are the steps for using Rank and Percentile:

1. Type your data into an array.

In this example, the data are in cells C2 through C22.

2. In the Tools menu, choose Data Analysis to open the Data Analysis 
dialog box.

3. In the Data Analysis dialog box, select Rank and Percentile.

4. Click OK to open the Rank and Percentile dialog box.

FIGURE 6-10:  
The Rank and 

Percentile 
analysis tool.
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5. In the Rank and Percentile dialog box, enter the data array into the Input 
Range box. Make sure that it’s in absolute reference format.

In this example, a label is in the first row (in cell C1). I want the label included in 
the output, so I enter $C$1:$C$32 in the Input Range box, and I select the 
Labels in First Row check box.

6. Select the Columns radio button to indicate that the data are organized 
by columns.

7. Select the New Worksheet Ply radio button to create a new tabbed page 
in the worksheet, and to send the results to the newly created page.

8. Click OK to close the dialog box. Open the newly created page to see the 
results.

Figure 6-11 shows the new page with the results. The table orders the scores from 
highest to lowest, as the Score column shows along with the Rank column. The 
Point column tells you the score’s position in the original grouping. For example, 
the 98 in cell B2 is the 14th score in the original data. The Percent column gives 
the percentile for each score, the same way PERCENTILE.INC does.

FIGURE 6-11:  
The Output of the 

Rank and 
Percentile 

analysis tool.
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IN THIS CHAPTER

Working with things great and small

Understanding symmetry, peaks, and 
plateaus

Getting descriptive

Serving up statistics on a tray

Summarizing It All

Measures of central tendency and variability are excellent ways of sum-
marizing a set of scores. They aren’t the only ways, though. Central ten-
dency and variability make up a subset of descriptive statistics. Some 

descriptive statistics are intuitive — like count, maximum, and minimum. Some 
are not — like skewness and kurtosis.

In this chapter, I discuss descriptive statistics, and I show you Excel’s capabilities 
for calculating them and visualizing them.

Counting Out
The most fundamental descriptive statistic I can imagine is the number of scores 
in a set of scores. Excel offers five ways to determine that number. Yes, five ways. 
Count them.

COUNT, COUNTA, COUNTBLANK,  
COUNTIF, COUNTIFS
Given an array of cells, COUNT gives you the amount of those cells that contain 
numerical data. Figure 7-1 shows that I’ve entered a group of scores, selected a 
cell to hold COUNT’s result, and opened the Function Arguments dialog box for 
COUNT.

Chapter 7
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Here are the steps:

1. Enter your data into the worksheet and select a cell for the result.

I entered data into columns C, D, and E to show off COUNT’s multi-argument 
capability. I selected cell C14 to hold the count.

2. From the Statistical Functions menu, select COUNT and click OK to open 
the Function Arguments dialog box for COUNT.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Number1 box, I entered one of the data columns for this example, like 
C1:C12.

I clicked in the Number2 box and entered another data column. I entered 
D1:D6.

I clicked in the Number3 box and entered the last column, which in this 
example is E1:E2.

4. Click OK to put the result in the selected cell.

COUNTA works like COUNT, except that its tally includes cells that contain text and 
logical values in its tally.

COUNTBLANK counts the number of blank cells in an array. In Figure 7-2, I use  
the numbers from the preceding example, but I extend the array to include cells 
D7 through D12 and E3 through E12. The array in the Range box is C1:E12. The 
Argument Functions dialog box for COUNTBLANK shows the number of blank cells 
(16, for this example).

FIGURE 7-1:  
The Function 

Arguments dialog 
box for COUNT, 

showing multiple 
arguments.
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COUNTIF shows the number of cells whose value meets a specified criterion. 
Figure 7-3 reuses the data once again, showing the Arguments Function dialog 
box for COUNTIF. Although the range is C1:E12, COUNTIF doesn’t include blank cells.

The criterion I used, >= 89, tells COUNTIF to count only the cells whose values are 
greater than or equal to 89. For this example, that count is 2.

This probably won’t make much difference as you use the COUNTIF function, but a 
little quirk of Excel shows up here: If you put double quotes around the criterion, 
the result appears in the dialog box before you click OK. If you don’t, it doesn’t. If 
you click OK without quoting, Excel supplies the quotes and the result appears in 
the selected cell, and Excel applies the quotes.

COUNTIFS can use multiple criteria to determine the count. If the criteria come 
from two arrays, they must have the same number of cells. This is because COUN-
TIFS counts pairs of cells. It includes a pair of cells in the count if one of the cells 
meets a criterion and the other meets a criterion. Take a look at Figure 7-4.

FIGURE 7-2:  
COUNTBLANK 

tallies the blank 
cells in a specified 

array.

FIGURE 7-3:  
COUNTIF tallies 
the amount of 

cells whose data 
meet a specified 

criterion.
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In this example, COUNTIFS operates in C1:C6 and D1:D6. The criterion for the cells 
in column C is >=40. The criterion for the cells in column D is >50. This means 
that COUNTIFS counts cell-pairs whose C cell holds a value greater than or equal to 
40 and whose D cell holds a value greater than 50. Only two cell-pairs meet these 
conditions, as the dialog box shows.

You can use a cell range more than once in COUNTIFS. For example,

=COUNTIFS(C1:C12,">30",C1:C12,"<60")

gives the number of cells in which the value is between 30 and 60 (not including 
30 or 60).

The Long and Short of It
Two more descriptive statistics that probably require no introduction are the 
maximum and the minimum. These, of course, are the largest value and the 
smallest value in a group of scores.

MAX, MAXA, MIN, and MINA
Excel has worksheet functions that determine a group’s largest and smallest 
 values. I show you what MAX is all about. The others work in a similar fashion.

Figure 7-5 reuses the scores from the preceding examples.

FIGURE 7-4:  
Working with 

COUNTIFS.
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I selected a cell to hold their maximum value and opened the Function Arguments 
dialog box for MAX. Here are the steps you can follow:

1. Type your data into the worksheet and select a cell to hold the result.

I entered data into columns C, D, and E to show off MAX’s multi-argument 
capability. For this example, I selected cell C14.

2. From the Statistical Functions menu, select MAX to open the Function 
Arguments dialog box for MAX.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Number1 box, I entered one of the data columns: C1:C12.

Clicking the Number2 box creates and opens the Number3 box. In the 
Number2 box, I entered another array: D1:D6.

I clicked in the Number3 box and entered the last array: E1:E2.

4. Click OK to put the result in the selected cell.

MAX ignores any text or logical values it encounters along the way. MAXA takes text 
and logical values into account when it finds the maximum. If MAXA encounters 
the logical value TRUE, it converts that value to 1. MAXA converts FALSE, or any text 
other than “TRUE”, to 0.

MIN and MINA work the same way as MAX and MAXA, except that they find the mini-
mum rather than the maximum. Take care when you use MINA, because the con-
versions of logical values and text to 0 and 1 influence the result. With the numbers 
in the preceding example, the minimum is 22. If you enter FALSE or other text into 
a cell in any of the arrays, MINA gives 0 as the minimum. If you enter TRUE, MINA 
gives 1 as the minimum.

FIGURE 7-5:  
The Function 

Arguments dialog 
box for MAX.
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Getting Esoteric
In this section, I discuss some little-used statistics that are related to the mean 
and the variance. For most people, the mean and the variance are enough to 
describe a set of data. These other statistics, skewness and kurtosis, go just a bit 
further. You might use them someday if you have a huge set of data and you want 
to provide some in-depth description.

Think of the mean as locating a group of scores by showing you where their center is. 
This is the starting point for the other statistics. With respect to the mean:

 » The variance tells you how spread out the scores are.

 » Skewness indicates how symmetrically the scores are distributed.

 » Kurtosis shows you whether or not the scores are distributed with a peak in 
the neighborhood of the mean.

Skewness and kurtosis are related to the mean and variance in fairly involved 
mathematical ways. The variance involves the sum of squared deviations of scores 
around the mean. Skewness depends on cubing the deviations around the mean 
before you add them all up. Kurtosis takes it all to a higher power — the fourth 
power, to be exact. I get more specific in the subsections that follow.

SKEW and SKEW.P
Figure 7-6 shows three histograms. The first is symmetric; the other two are not. 
The symmetry and the asymmetry are reflected in the skewness statistic.

For the symmetric histogram, the skewness is 0. For the second histogram — the 
one that tails off to the right — the value of the skewness statistic is positive. It’s 
also said to be skewed to the right. For the third histogram (which tails off to the 
left), the value of the skewness statistic is negative. It’s also said to be skewed to 
the left.

Where do zero, positive, and negative skew come from? They come from this 
formula:

skewness
X X

N s

3

31

In the formula, X  is the mean of the scores, N is the number of scores, and s is the 
standard deviation. This formula is for the skewness of a sample. The formula for 
the skewness in a population uses N rather than N-1.
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I include this formula for completeness. If you’re ever concerned with skewness 
of a sample, you probably won’t use this formula anyway because Excel’s SKEW 
function does the work for you.

To use SKEW:

1. Type your numbers into a worksheet and select a cell for the result.

For this example, I’ve entered scores into the first ten rows of columns B, C, D, 
and E. (See Figure 7-7.) I selected cell H2 for the result.

2. From the Statistical Functions menu, select SKEW to open the Function 
Arguments dialog box for SKEW.

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Number1 box, enter the array of cells that holds the data. For this 
example, the array is B1:E10. With the data array entered, the Function 
Arguments dialog box shows the skewness, which for this example is negative.

4. Click OK to put the result into the selected cell.

FIGURE 7-6:  
Three histograms 

showing three 
kinds of 

skewness.
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The Function Arguments dialog box for SKEW.P (the skewness of a population) 
looks the same. As I mention earlier, population skewness incorporates N rather 
than N-1.

KURT
Figure 7-8 shows two histograms. The first has a peak at its center; the second is 
flat. The first is said to be leptokurtic. its kurtosis is positive. The second is platykur-
tic; its kurtosis is negative.

FIGURE 7-7:  
Using the SKEW 

function to 
calculate 

skewness.

FIGURE 7-8:  
Two histograms, 

showing two 
kinds of kurtosis.
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Negative? Wait a second. How can that be? I mention earlier that kurtosis involves 
the sum of fourth powers of deviations from the mean. Because four is an even 
number, even the fourth power of a negative deviation is positive. If you’re adding 
all positive numbers, how can kurtosis ever be negative?

Here’s how. The formula for kurtosis is

kurtosis
X X

N s

2

41
3

where X  is the mean of the scores, N is the number of scores, and s is the standard 
deviation.

Uh, why 3? The 3 comes into the picture because that’s the kurtosis of something 
special called the standard normal distribution. (I discuss normal distributions at 
length in Chapter  8.) Technically, statisticians refer to this formula as kurtosis 
excess — meaning that it shows the kurtosis in a set of scores that’s in excess of 
the standard normal distribution’s kurtosis. If you’re about to ask the question 
“Why is the kurtosis of the standard normal distribution equal to 3?” don’t ask.

This is another formula you’ll probably never use because Excel’s KURT function 
takes care of business. Figure 7-9 shows the scores from the preceding example, 
a selected cell, and the Function Arguments dialog box for KURT.

To use KURT:

1. Enter your numbers into a worksheet and select a cell for the result.

For this example, I enter scores into the first ten rows of columns B, C, D, and E. 
I select cell H2 for the result.

FIGURE 7-9:  
Using KURT to 

calculate kurtosis.
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2. From the Statistical Functions menu, select KURT to open the Function 
Arguments dialog box for KURT.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Number1 box, I enter the array of cells that holds the data. Here, the 
array is B1:E10. With the data array entered, the Function Arguments dialog 
box shows the kurtosis, which for this example is negative.

4. Click OK to put the result into the selected cell.

Tuning In the Frequency
Although the calculations for skewness and kurtosis are all well and good, it’s 
helpful to see how the scores are distributed. To do this, you create a frequency 
distribution, a table that divides the possible scores into intervals and shows the 
number (the frequency) of scores that fall into each interval.

Excel gives you two ways to create a frequency distribution. One is a worksheet, 
and the other is a data analysis tool.

FREQUENCY
I show you the FREQUENCY worksheet function in Chapter 2 when I introduce array 
functions. Here, I give you another look. In the upcoming example, I reuse the 
data from the skewness and kurtosis discussions so that you can see what the 
distribution of those scores looks like.

Figure 7-10 shows the data once again, along with a selected array, labeled Fre-
quency. I’ve also added the label Intervals to a column, and in that column I put 
the interval boundaries. Each number in that column is the upper bound of an 
interval. The figure also shows the Function Arguments dialog box for 
FREQUENCY.

This is an array function, so the steps are a bit different from the functions I show 
you earlier in this chapter:

1. Enter the scores into an array of cells.

The array, as in the preceding examples, is B1:E10.

2. Enter the intervals into an array.

I entered 5, 10, 15, 20, 25, and 30 into G2:G7.
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3. Select an array for the resulting frequencies.

I put Frequency as the label at the top of column H, so I selected H2 through 
H7 to hold the resulting frequencies.

4. From the Statistical Functions menu, select FREQUENCY to open the 
Function Arguments dialog box for FREQUENCY.

5. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Data_array box, I entered the cells that hold the scores. In this example, 
that’s B1:E10.

FREQUENCY refers to intervals as bins, and holds the intervals in the Bins_array 
box. For this example, G2:G7 goes into the Bins_array box.

After I identified both arrays, the Function Arguments dialog box shows the 
frequencies inside a pair of curly brackets. Look closely at Figure 7-10 and you 
see that Excel adds a frequency of zero to the end of the set of frequencies in 
the third line of the dialog box.

6. Press Ctrl+Shift+Enter to close the Function Arguments dialog box.

Use this keystroke combination because FREQUENCY is an array function.

When you close the Function Arguments dialog box, the frequencies go into the 
appropriate cells, as Figure 7-11 shows.

If I had assigned the name Data to B1:E10 and the name Interval to G2:G7, and 
used those names in the Function Arguments dialog box, the resulting formula 
would have been

FIGURE 7-10:  
Finding the 

frequencies in an 
array of cells.
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=FREQUENCY(Data,Interval)

which might be easier to understand than

=FREQUENCY(B1:E10,G2:G7)

(Don’t remember how to assign a name to a range of cells? Take a look at 
Chapter 2.)

Data analysis tool: Histogram
Here’s another way to create a frequency distribution — with the Histogram data 
analysis tool. To show you that the two methods are equivalent, I use the data 
from the FREQUENCY example. Figure 7-12 shows the data along with the Histo-
gram dialog box.

The steps are listed here:

1. Enter the scores into an array, and enter intervals into another array.

2. Click on Data | Data Analysis to open the Data Analysis dialog box.

3. From the Analysis Tools menu, select Histogram to open the Histogram 
dialog box.

4. In the Histogram dialog box, enter the appropriate values.

The data are in cells B1 through E10, so B1:E10 goes into the Input Range box. 
The easiest way to enter this array is to click in B1, press and hold the Shift key, 
and then click in E10. Excel puts the absolute reference format ($B$1:$E$10) 
into the Input Range box.

In the Bin Range box, I enter the array that holds the intervals. In this example, 
that’s G2 through G7. I click in G2, press and hold the Shift key, and then click in 
G7. The absolute reference format ($G$2:$G$7) appears in the Bin Range box.

FIGURE 7-11:  
FREQUENCY’s 
frequencies.
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5. Select the New Worksheet Ply radio button to create a new tabbed page 
and to put the results on the new page.

6. Select the Chart Output check box to create a histogram and visualize 
the results.

7. Click OK to close the dialog box.

Figure 7-13 shows Histogram’s output. The table matches up with what  FREQUENCY 
produces. Notice that Histogram adds More to the Bin column. The size of the 
 histogram is somewhat smaller when it first appears. I used the mouse to stretch 
the histogram and give it the appearance you see in the figure. The histogram 
shows that the distribution tails off to the left (consistent with the negative skew-
ness statistic) and seems to not have a distinctive peak (consistent with the nega-
tive kurtosis statistic). Notice also the chart toolset (the three icons) that appears 
to the right of the histogram. The tools enable you to modify the histogram in a 
variety of ways. (See Chapter 3.)

By the way, the other check box options in the Histogram dialog box are Pareto 
Chart and Cumulative Percentage. The Pareto Chart option sorts the intervals in 
order, from highest frequency to lowest, before creating the graph. The Cumula-
tive Percentage option shows the percentage of scores in an interval combined 
with the percentages in all the preceding intervals. Selecting this check box also 
puts a cumulative percentage line in the histogram. (You’d have to select both the 
Pareto Chart option and the Cumulative Percentage option to duplicate the effect 
of the Pareto chart I describe in Chapter 3.)

FIGURE 7-12:  
The Histogram 

analysis tool.
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Can You Give Me a Description?
If you’re dealing with individual descriptive statistics, the worksheet functions I 
discuss get the job done nicely. If you want an overall report that presents nearly 
all the descriptive statistical information in one place, use the Data Analysis tool I 
describe in the next section.

Data analysis tool: Descriptive Statistics
In Chapter 2, I show you the Descriptive Statistics tool to introduce Excel’s data 
analysis tools. Here’s a slightly more complex example. Figure 7-14 shows three 
columns of scores and the Descriptive Statistics dialog box. I’ve labeled the col-
umns First, Second, and Third so that you can see how this tool incorporates 
labels.

FIGURE 7-13:  
The Histogram 

tool’s output 
(after stretching 

the chart).

FIGURE 7-14:  
The Descriptive 

Statistics tool  
at work.



CHAPTER 7  Summarizing It All      165

Here are the steps for using this tool:

1. Enter the data into an array.

2. Select Data | Data Analysis to open the Data Analysis dialog box.

3. In the Analysis Tools menu, choose Descriptive Statistics to open the 
Descriptive Statistics dialog box.

4. In the Descriptive Statistics dialog box, enter the appropriate values.

In the Input Range box, I enter the data. The easiest way to do this is to move 
the cursor to the upper-left cell (C1), press the Shift key, and click in the 
lower-right cell (E9). That puts $C$1:$E$9 into Input Range.

5. Select the Columns radio button to indicate that the data are organized 
by columns.

6. Select the Labels in First Row check box because the input range includes 
the column headings.

7. Select the New Worksheet Ply radio button to create a new tabbed sheet 
within the current worksheet, and to send the results to the newly 
created sheet.

8. Select the Summary Statistics check box, and leave the others 
deselected.

9. Click OK to close the dialog box.

The new tabbed sheet (ply) opens, displaying statistics that summarize 
the data.

As Figure 7-15 shows, the statistics summarize each column separately. When 
this page first opens, the columns that show the statistic names are too 
narrow, so the figure shows what the page looks like after I widen the columns.

FIGURE 7-15:  
The Descriptive 
Statistics tool’s 

output.



166      PART 2  Describing Data

The Descriptive Statistics tool gives values for these statistics: Mean, standard 
error, median, mode, standard deviation, sample variance, kurtosis, skewness, 
range, minimum, maximum, sum, and count. Except for standard error and range, 
I discuss all of them.

Range is just the difference between the maximum and the minimum. Standard 
error is more involved, and I defer the explanation until Chapter 9. For now, I’ll 
just say that standard error is the standard deviation divided by the square root of 
the sample size and leave it at that.

By the way, one of the check boxes left deselected in the example’s Step 6 provides 
something called the Confidence Limit of the Mean, which I also defer until Chap-
ter 9. The remaining two check boxes, Kth Largest and Kth Smallest, work like the 
functions LARGE and SMALL.

Be Quick About It!
Quick Analysis was a wonderful addition to Excel 2013, but it still hasn’t made its 
way to the Mac. You select a range of data and an icon appears in the lower-right 
corner of the selection. Clicking the icon (or pressing Ctrl+Q) opens numerous 
possibilities for visualizing and summarizing the selected data. Mousing over 
these possibilities gives you a preview of what they look like. Selecting one puts it 
into your worksheet.

The worksheet in Figure 7-16 shows the percentages by age group that used the 
indicated media in 2006 (Source: U.S. Statistical Abstract). I selected the data, 
which caused the Quick Analysis icon to appear. Clicking the icon opened the panel 
with the options.

FIGURE 7-16:  
Selected data, the 

Quick Analysis 
icon, and the 

panel of options 
for visualizing 

and summarizing 
the data.
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Figure 7-17 shows what happens when I mouse over FORMATTING | Data Bars.

Want to see what a column chart looks like? Mouse over CHARTS | Clustered 
Column. (See Figure 7-18.)

FIGURE 7-17:  
Mousing over 

FORMATTING | 
Data Bars.

FIGURE 7-18:  
Mousing over 

CHARTS | 
Clustered 

Column.
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How about inserting the means? That’s TOTALS | Average, as in Figure 7-19.

I could go on all day with this, but I’ll just show you a couple more. If you’d like to 
add some professional-looking table effects to the selection, try TABLES | Table. 
(See Figure 7-20.)

I couldn’t finish off this topic without taking a look at the sparklines in Quick 
Analysis. When I mouse over SPARKLINES | Column, the result is Figure 7-21. The 
columns give a concise look at important age-related trends: Contrast the Inter-
net sparkline with the sparklines for Newspapers and TV.

FIGURE 7-19:  
Mousing over 

TOTALS | 
Average.

FIGURE 7-20:  
Mousing over 

TABLES | Table.
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Instant Statistics
Suppose that you’re working with a cell range full of data. You might like to 
quickly know the status of the average and perhaps some other descriptive 
statistics about the data without going to the trouble of using several statistical 
functions. You can customize the status bar at the bottom of the worksheet to 
track these values for you and display them whenever you select the cell range. To 
do this, right-click the status bar to open the Customize Status Bar menu. (See 
Figure 7-22.) In the area third from the bottom, selecting all the items displays 
the values I mention in the preceding section (along with the count of items in the 
range — numerical and non-numerical).

Figure 7-23 shows these values displayed on the status bar for the cells I selected.

FIGURE 7-21:  
Mousing over 
SPARKLINES | 

Column.
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FIGURE 7-23:  
Displaying values 
on the status bar.

FIGURE 7-22:  
The Customize 

status bar menu.
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IN THIS CHAPTER

Meeting the normal distribution family

Working with standard deviations and 
normal distributions

Understanding Excel’s normal 
distribution-related functions

What’s Normal?

Amain job of statisticians is to estimate population characteristics. The job 
becomes easier if they can make some assumptions about the populations 
they study.

One particular assumption works over and over again: A specific attribute, trait, or 
ability is distributed throughout a population so that most people have an average 
or near-average amount of the attribute, and progressively fewer people have 
increasingly extreme amounts of the attribute. In this chapter, I discuss this 
assumption and what it means for statistics. I also describe Excel functions related 
to this assumption.

Hitting the Curve
When you measure something in the physical world, like length or weight, you 
deal with objects you can see and touch. Statisticians, social scientists, market 
researchers, and businesspeople, on the other hand, often have to measure some-
thing they can’t see or put their hands around. Traits like intelligence, musical 
ability, or willingness to buy a new product fall into this category.

These kinds of traits are usually distributed throughout the population so that 
most people are around the average — with progressively fewer people repre-
sented toward the extremes. Because this happens so often, it’s become an 
assumption about how most traits are distributed.

Chapter 8
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It’s possible to capture the most-people-are-about-average assumption in a 
graphic way. Figure  8-1 shows the familiar bell curve that characterizes how a 
variety of attributes are distributed. The area under the curve represents the 
 population. The horizontal axis represents measurements of the ability under 
consideration. A vertical line drawn down the center of the curve would corre-
spond to the average of the measurements.

So, if you assume that it’s possible to measure a trait like intelligence, and if you 
assume this curve represents how intelligence is distributed in the population, 
you can say this: The bell curve shows that most people have about average intel-
ligence, very few have very little intelligence, and very few are geniuses. That 
seems to fit nicely with our intuitions about intelligence, doesn’t it?

Digging deeper
On the horizontal axis of Figure 8-1, you see x, and on the vertical axis, f(x). What 
do these symbols mean? The horizontal axis, as I mention, represents measure-
ments, so think of each measurement as an x.

The explanation of f(x) is a little more involved. A mathematical relationship 
between x and f(x) creates the bell curve and enables us to visualize it.  

FIGURE 8-1:  
The bell curve.



CHAPTER 8  What’s Normal?      173

The relationship is rather complex, and I won’t burden you with it. Just under-
stand that f(x) represents the height of the curve for a specified value of x. You 
supply a value for x (and for a couple of other things), and that complex relation-
ship I mentioned returns a value of f(x).

Now for some specifics. The bell curve is formally called the normal distribution. 
The term f(x) is called probability density, so the normal distribution is an example 
of a probability density function. Rather than give you a technical definition of prob-
ability density, I ask you to think of probability density as something that turns 
the area under the curve into probability. Probability of . . . what? I discuss that in 
the next section.

Parameters of a normal distribution
People often speak of the normal distribution. That’s a misnomer. It’s really a 
family of distributions. The members of the family differ from one another in 
terms of two parameters — yes, parameters because I’m talking about popula-
tions. Those two parameters are the mean (μ) and the standard deviation (σ). The 
mean tells you where the center of the distribution is, and the standard deviation 
tells you how spread out the distribution is around the mean. The mean is in the 
middle of the distribution. Every member of the normal distribution family is 
symmetric — the left side of the distribution is a mirror image of the right.

The characteristics of the normal distribution are well known to statisticians. 
More important, you can apply those characteristics to your work.

How? This brings me back to probability. You can find some useful probabilities if 
you can do four things:

 » If you can lay out a line that represents the scale of the attribute 
you’re measuring

 » If you can indicate on the line where the mean of the measurements is

 » If you know the standard deviation

 » If you know (or if you can assume) the attribute is normally distributed 
throughout the population

I’ll work with IQ scores to show you what I mean. Scores on the Stanford-Binet IQ 
test follow a normal distribution. The mean of the distribution of these scores is 
100, and the standard deviation is 16. Figure 8-2 shows this distribution.
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As the figure shows, I’ve laid out a line for the IQ scale. Each point on the line 
represents an IQ score. With 100 (the mean) as the reference point, I’ve marked off 
every 16 points (the standard deviation). I’ve drawn a dotted line from the mean 
up to f100 (the height of the normal distribution where x = 100), and a dotted line 
from each standard deviation point.

The figure also shows the proportion of area bounded by the curve and the 
 horizontal axis, and by successive pairs of standard deviations. It also shows the 
proportion beyond three standard deviations on either side (52 and 148). Note that 
the curve never touches the horizontal. It gets closer and closer, but it never 
touches. (Mathematicians say the curve is asymptotic to the horizontal.)

So, between the mean and one standard deviation — between 100 and 116 — are 
.3413 (or 34.13 percent) of the scores in the population. Another way to say this: 
The probability that an IQ score is between 100 and 116 is .3413. At the extremes, 
in the tails of the distribution, .0013 (.13 percent) of the scores are on each side.

The proportions in Figure 8-2 hold for every member of the normal distribution 
family, not just for Stanford-Binet IQ scores. For example, in a sidebar in 
 Chapter 6, I mention SAT scores, which (under the old scoring system) have a 
mean of 500 and a standard deviation of 100. They’re normally distributed, too. 
That means 34.13 percent of SAT scores are between 500 and 600, 34.13 percent 
between 400 and 500, and . . . well, you can use Figure 8-2 as a guide for other 
proportions.

FIGURE 8-2:  
The normal 

distribution of IQ, 
divided into 

standard 
deviations.
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NORM.DIST
Figure  8-2 only shows areas partitioned by scores at the standard deviations. 
What about the proportion of IQ scores between 100 and 125? Or between 75 and 
91? Or greater than 118? If you’ve ever taken a course in statistics, you might 
remember homework problems that involve finding proportions of areas under 
the normal distribution. You might also remember relying on tables of the normal 
distribution to solve them.

Excel’s NORM.DIST worksheet function enables you to find normal distribution 
areas without relying on tables. NORM.DIST finds a cumulative area. You supply a 
score, a mean, and a standard deviation for a normal distribution, and NORM.DIST 
returns the proportion of area to the left of the score (also called cumulative pro-
portion or cumulative probability). For example, Figure 8-2 shows that in the IQ 
distribution, .8413 of the area is to the left of 116.

How did I get that proportion? All the proportions to the left of 100 add up to 
.5000. (All the proportions to the right of 100 add up to .5000, too.) Add that .5000 
to the .3413 between 100 and 116 and you have .8413.

Restating this another way, the probability of an IQ score less than or equal to 116 
is .8413.

In Figure 8-3, I use NORM.DIST to find this proportion. Here are the steps:

1. Select a cell for NORM.DIST’s answer.

For this example, I selected C2.

2. From the Statistical Functions menu, select NORM.DIST to open the 
Function Arguments dialog box for NORM.DIST.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the X box, I entered the score for which I want to find the cumulative area. In 
this example, that’s 116.

In the Mean box, I entered the mean of the distribution, and in the Standard_
dev box, I enter the standard deviation. Here, the mean is 100 and the 
standard deviation is 16.

In the Cumulative box, I entered TRUE. This tells NORM.DIST to find the 
cumulative area. The dialog box shows the result.
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4. Click OK to see the result in the selected cell.

Figure 8-3 shows that the cumulative area is .84134476 (in the dialog box). If you 
enter FALSE in the Cumulative box, NORM.DIST returns the height of the normal 
distribution at 116.

To find the proportion of IQ scores greater than 116, subtract the result from 1.0. 
(Just for the record, that’s .15865524.)

How about the proportion of IQ scores between 116 and 125? Apply NORM.DIST for 
each score and subtract the results. For this particular example, the formula is

=NORM.DIST(125,100,16,TRUE)-NORM.DIST(116,100,16,TRUE)

The answer, by the way, is .09957.

NORM.INV
NORM.INV is the flip side of NORM.DIST. You supply a cumulative probability, a 
mean, and a standard deviation, and NORM.INV returns the score that cuts off the 
cumulative probability. For example, if you supply .5000 along with a mean and a 
standard deviation, NORM.INV returns the mean.

This function is useful if you have to calculate the score for a specific percentile in 
a normal distribution. Figure 8-4 shows the Function Arguments dialog box for 
NORM.INV with .75 as the cumulative probability, 500 as the mean, and 100 as the 
standard deviation. Because the SAT follows a normal distribution with 500 as its 
mean and 100 as its standard deviation, the result corresponds to the score at the 
75th percentile for the SAT. (For more on percentiles, see Chapter 6.)

FIGURE 8-3:  
Working with 
NORM.DIST.
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A Distinguished Member of the Family
To standardize a set of scores so that you can compare them to other sets of 
scores, you convert each one to a z-score. (See Chapter  6.) The formula for 
 converting a score to a z-score (also known as a standard score) is

z x

The idea is to use the standard deviation as a unit of measure. For example, the 
Stanford-Binet version of the IQ test has a mean of 100 and a standard deviation 
of 16. The Wechsler version has a mean of 100 and a standard deviation of 15. How 
does a Stanford-Binet score of, say, 110, stack up against a Wechsler score of 110?

An easy way to answer this question is to put the two versions on a level playing 
field by standardizing both scores.

For the Stanford-Binet:

z 110 100
16

625.

For the Wechsler:

z 110 100
15

667.

So, 110 on the Wechsler is a slightly higher score than 110 on the Stanford-Binet.

Now, if you convert all the scores in a normal distribution (such as either version 
of the IQ test), you have a normal distribution of z-scores. Any set of z-scores 
(normally distributed or not) has a mean of 0 and a standard deviation of 1. If a 
normal distribution has those parameters, it’s a standard normal distribution — a 
normal distribution of standard scores.

FIGURE 8-4:  
Working with 
NORM.INV.
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This is the member of the normal distribution family that most people have heard 
of. It’s the one they remember most from statistics courses, and it’s the one that 
most people are thinking about when they (mistakenly) say the normal distribu-
tion. It’s also what people think of when they hear z-scores. This distribution leads 
many to the mistaken idea that converting to z-scores somehow transforms a set 
of scores into a normal distribution.

Figure 8-5 shows the standard normal distribution. It looks like Figure 8-2, except 
that I’ve substituted 0 for the mean and entered standard deviation units in the 
appropriate places.

In the next two sections, I describe Excel’s functions for working with the stan-
dard normal distribution.

NORM.S.DIST
NORM.S.DIST is like its counterpart NORM.DIST, except that it’s designed for a 
 normal distribution whose mean is 0 and whose standard deviation is 1.00 (that is, 
a standard normal distribution). You supply a z-score and it returns the area to 
the left of the z-score — the probability that a z-score is less than or equal to the 

FIGURE 8-5:  
The standard 

normal 
 distribution, 

divvied up by 
standard 

deviations.
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one you supplied. You also supply either TRUE or FALSE for an argument called 
Cumulative: TRUE if you’re looking for the cumulative probability, FALSE if you’re 
trying to find f(x).

Figure 8-6 shows the Function Arguments dialog box with 1 as the z-score and 
TRUE in the Cumulative box. The dialog box presents .841344746, the probability 
that a z-score is less than or equal to 1.00 in a standard normal distribution. Click-
ing OK puts that result into a selected cell.

NORM.S.INV
NORM.S.INV is the flip side of NORM.S.DIST: You supply a cumulative probability, 
and NORM.S.INV returns the z-score that cuts off the cumulative probability. For 
example, if you supply .5000, NORM.S.INV returns 0, the mean of the standard 
normal distribution.

Figure 8-7 shows the Function Arguments dialog box for NORM.S.INV, with .75 as 
the cumulative probability. The dialog box shows the answer, .67448975, the 
z-score at the 75th percentile of the standard normal distribution.

FIGURE 8-6:  
Working with 

NORM.S.DIST.

FIGURE 8-7:  
Working with 

NORM.S.INV.
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PHI and GAUSS
These two worksheet functions work with the standard normal distribution. Each 
takes one argument.

=PHI(x)

returns the height (that is, the probability density) of the standard normal distri-
bution at x.

=GAUSS(x)

returns 0.5 less than the cumulative probability of x (in the standard normal 
 distribution). This is often useful if you quickly have to find the cumulative 
 probability on just one side of the distribution and you don’t feel like using 
NORM.S.DIST, supplying all its arguments, and then subtracting 0.5.

Graphing a Standard Normal Distribution
In my experience, graphing a distribution helps you understand it. So, in this 
 section, I walk you through visualizing a standard normal distribution.

The relationship between x and f(x) for the general formula of a normal distribu-
tion is, as I mention earlier in this chapter, a pretty complex one. Here’s the 
equation:

f x e

x

1
2

2

22

If you supply values for μ (the mean), σ (the standard deviation), and x (a score), 
the equation gives you back a value for f(x) — the height of the normal distribu-
tion at x. π and e are important constants in mathematics. π is approximately 
3.1416 (the ratio of a circle’s circumference to its diameter). e is approximately 
2.71828. It’s related to something called natural logarithms and to a variety of other 
mathematical concepts. (I tell you more about logarithms and e in Chapter 22, in 
the section Logarithmica Esoterica.)

In a standard normal distribution, μ = 0 and σ = 1, so the equation becomes

f z e
z

1
2

2

2



CHAPTER 8  What’s Normal?      181

I changed the x to z because you deal with z-scores in this member of the normal 
distribution family.

I begin by putting z-scores from –4 to 4 (in steps of .2) in the cells in column B.

Next, in cell C2, I type the standard normal distribution equation as an Excel 
formula:

=((1/SQRT(2*PI())))*EXP(-(B2^2)/2)

PI() is an Excel function that gives the value of π. The function EXP() raises e to 
the power indicated by what’s in the parentheses that follow it. (Again, see 
Chapter 22.)

That’s the hard, mathy way to do it. The worksheet function PHI, which I mention 
earlier, offers a much easier way to supply the f(z) values. If you enter this formula 
into C2

=PHI(B2)

you get the same result as typing in the complicated equation.

The next step is to autofill column C.

Then select

Insert | Recommended Charts | All Charts

and choose Scatter with Smooth Lines. You have to do a little more work to get the 
chart to appear as in Figure 8-8. (See Chapter 3 for more on Excel graphics.) As the 
accompanying figure shows, this layout nicely traces out the standard normal 
distribution from z = -4 to z = 4. Figure 8-8 also shows the autofilled values.

Note that the Excel formula shown here in the Formula bar corresponds to the 
standard normal distribution equation [=((1/SQRT(2*PI())))*EXP(-(B2^2)/2)] 
I mention earlier.

I show you all of this because I want you to get accustomed to visualizing impor-
tant distributions. I do that throughout the rest of the book.
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FIGURE 8-8:  
The Completed 

Graph of the 
Standard Normal 

Distribution.
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Introducing sampling distributions

Understanding standard error

Simulating the sampling distribution of 
the mean

Attaching confidence limits to 
estimates

The Confidence 
Game: Estimation

Populations and samples are pretty straightforward ideas. A population is a 
huge collection of individuals, from which you draw a sample. Assess the 
members of the sample on some trait or attribute, calculate statistics that 

summarize that sample, and you’re in business.

In addition to summarizing the scores in the sample, you can use the statistics to 
create estimates of the population parameters. This is no small accomplishment. 
On the basis of a small percentage of individuals from the population, you can 
draw a picture of the population.

A question emerges, however: How much confidence can you have in the esti-
mates you create? In order to answer this, you have to have a context in which to 
place your estimates. How probable are they? How likely is the true value of a 
parameter to be within a particular lower bound and upper bound?

In this chapter, I introduce the context for estimates, show how that plays into 
confidence in those estimates, and describe an Excel function that enables you to 
calculate your confidence level.

Chapter 9
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Understanding Sampling Distributions
Imagine that you have a population and you draw a sample from this population. 
You measure the individuals of the sample on a particular attribute and calculate 
the sample mean. Return the sample members to the population. Draw another 
sample, assess the new sample’s members, and then calculate their mean. Repeat 
this process again and again, always using the same number of individuals as you 
had in the original sample. If you could do this an infinite amount of times (with 
the same-size sample each time), you’d have an infinite amount of sample means. 
Those sample means form a distribution of their own. This distribution is called 
the sampling distribution of the mean.

For a sample mean, this is the context I mention at the beginning of this chapter. 
Like any other number, a statistic makes no sense by itself. You have to know 
where it comes from in order to understand it. Of course, a statistic comes from a 
calculation performed on sample data. In another sense, a statistic is part of a 
sampling distribution.

In general, a sampling distribution is the distribution of all possible values of a statistic 
for a given sample size.

I italicize that definition for a reason: It’s extremely important. After many years 
of teaching statistics, I can tell you that this concept usually sets the boundary line 
between people who understand statistics and people who don’t.

So . . . if you understand what a sampling distribution is, you’ll understand what 
the field of statistics is all about. If you don’t, you won’t. It’s almost that simple.

If you don’t know what a sampling distribution is, statistics will be a cookbook 
type of subject for you: Whenever you have to apply statistics, you plug numbers 
into formulas and hope for the best. On the other hand, if you’re comfortable with 
the idea of a sampling distribution, you grasp the big picture of inferential 
statistics.

To help clarify the idea of a sampling distribution, take a look at Figure 9-1. It 
summarizes the steps in creating a sampling distribution of the mean.

A sampling distribution — like any other group of scores — has a mean and a 
standard deviation. The symbol for the mean of the sampling distribution of the 
mean (yes, I know that’s a mouthful) is x .

The standard deviation of a sampling distribution is a pretty hot item. It has a 
special name: standard error. For the sampling distribution of the mean, the stan-
dard deviation is called the standard error of the mean. Its symbol is x .
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An EXTREMELY Important Idea:  
The Central Limit Theorem

The situation I ask you to imagine is one that never happens in the real world. You 
never take an infinite amount of samples and calculate their means, and you never 
create a sampling distribution of the mean. Typically, you draw one sample and 
calculate its statistics.

So if you have only one sample, how can you ever know anything about a sampling 
distribution — a theoretical distribution that encompasses an infinite number of 
samples? Is this all just a wild-goose chase?

No, it’s not. You can figure out a lot about a sampling distribution because of a 
great gift from mathematicians to the field of statistics. This gift is called the 
 Central Limit Theorem.

According to the Central Limit Theorem:

 » The sampling distribution of the mean is approximately a normal distribution 
if the sample size is large enough.

FIGURE 9-1:  
The sampling 

distribution of the 
mean.
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Large enough means about 30 or more.

 » The mean of the sampling distribution of the mean is the same as the 
population mean.

In equation form, that’s

x

 » The standard deviation of the sampling distribution of the mean (also known 
as the standard error of the mean) is equal to the population standard 
deviation divided by the square root of the sample size.

The equation here is

x N

Notice that the Central Limit Theorem says nothing about the population. All it 
says is that if the sample size is large enough, the sampling distribution of the 
mean is a normal distribution, with the indicated parameters. The population that 
supplies the samples doesn’t have to be a normal distribution for the Central Limit 
Theorem to hold.

What if the population is a normal distribution? In that case, the sampling distri-
bution of the mean is a normal distribution regardless of the sample size.

Figure 9-2 shows a general picture of the sampling distribution of the mean, par-
titioned into standard error units.

FIGURE 9-2:  
The sampling 

distribution of 
the mean, 

 partitioned.
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(Approximately) simulating the Central 
Limit Theorem
It almost doesn’t sound right. How can a population that’s not normally distrib-
uted result in a normally distributed sampling distribution?

To give you an idea of how the Central Limit Theorem works, I created a simula-
tion. This simulation creates something like a sampling distribution of the mean 
for a very small sample, based on a population that’s not normally distributed. As 
you’ll see, even though the population is not a normal distribution, and even 
though the sample is small, the sampling distribution of the mean looks quite a 
bit like a normal distribution.

Imagine a huge population that consists of just three scores — 1, 2, and 3 — and 
each one is equally likely to appear in a sample. (That kind of population is defi-
nitely not a normal distribution.) Imagine also that you can randomly select a 
sample of three scores from this population. Table 9-1 shows all possible samples 
and their means.

If you look closely at the table, you can almost see what’s about to happen in the 
simulation. The sample mean that appears most frequently is 2.00. The sample 
means that appear least frequently are 1.00 and 3.00. Hmmm. . . .

TABLE 9-1 All Possible Samples of Three Scores (and Their Means)  
from a Population Consisting of the Scores 1, 2, and 3

Sample Mean Sample Mean Sample Mean

1,1,1 1.00 2,1,1 1.33 3,1,1 1.67

1,1,2 1.33 2,1,2 1.67 3,1,2 2.00

1,1,3 1.67 2,1,3 2.00 3,1,3 2.33

1,2,1 1.33 2,2,1 1.67 3,2,1 2.00

1,2,2 1.67 2,2,2 2.00 3,2,2 2.33

1,2,3 2.00 2,2,3 2.33 3,2,3 2.67

1,3,1 1.67 2,3,1 2.00 3,3,1 2.33

1,3,2 2.00 2,3,2 2.33 3,3,2 2.67

1,3,3 2.33 2,3,3 2.67 3,3,3 3.00
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In the simulation, I randomly select a score from the population and then ran-
domly select two more. That group of three scores is a sample. Then I calculate the 
mean of that sample. I repeat this process for a total of 60 samples, resulting in 
60 sample means. Finally, I graph the distribution of the sample means.

What does the simulated sampling distribution of the mean look like? Figure 9-3 
shows a worksheet that answers this question.

In the worksheet, each row is a sample. The columns labeled x1, x2, and x3 show 
the three scores for each sample. Column E shows the average for the sample in 
each row. Column G shows all the possible values for the sample mean, and col-
umn H shows how often each mean appears in the 60 samples. Columns G and H, 
and the graph, show that the distribution has its maximum frequency when the 
sample mean is 2.00. The frequencies tail off as the sample means get further and 
further away from 2.00.

The point of all this is that the population looks nothing like a normal distribution 
and the sample size is very small. Even under those constraints, the sampling 
distribution of the mean based on 60 samples begins to look very much like a 
normal distribution.

What about the parameters the Central Limit Theorem predicts for the sampling 
distribution? Start with the population. The population mean is 2.00 and the pop-
ulation standard deviation is .67. (This kind of population requires some slightly 
fancy mathematics for figuring out the parameters. The math is a little beyond 
where we are, so I’ll leave it at that.)

FIGURE 9-3:  
Simulating the 

sampling distribu-
tion of the mean 

(N=3) from a 
population 

consisting of the 
scores 1, 2, and 3. 

The simulation 
consists of 60 

samples.
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On to the sampling distribution. The mean of the 60 means is 1.98, and their stan-
dard deviation (an estimate of the standard error of the mean) is .48. Those num-
bers closely approximate the Central Limit Theorem–predicted parameters for the 
sampling distribution of the mean, 2.00 (equal to the population mean) and .47 
(the standard deviation, .67, divided by the square root of 3, the sample size).

In case you’re interested in doing this simulation, here are the steps:

1. Select a cell for your first randomly selected number.

I selected cell B2.

2. Use the worksheet function RANDBETWEEN to select 1, 2, or 3.

This simulates drawing a number from a population consisting of the numbers 
1, 2, and 3 where you have an equal chance of selecting each number. You can 
either select FORMULAS | Math & Trig | RANDBETWEEN and use the Function 
Arguments dialog box or just type

=RANDBETWEEN(1,3)

in B2 and press Enter. The first argument is the smallest number RANDBETWEEN 
returns, and the second argument is the largest number.

3. Select the cell to the right of the original cell and pick another random 
number between 1 and 3. Do this again for a third random number in the 
cell to the right of the second one.

The easiest way to do this is to autofill the two cells to the right of the original 
cell. In my worksheet, those two cells are C2 and D2.

4. Consider these three cells to be a sample, and calculate their mean in the 
cell to the right of the third cell.

The easiest way to do this is just type

=AVERAGE(B2:D2)

in cell E2 and press Enter.

5. Repeat this process for as many samples as you want to include in the 
simulation. Have each row correspond to a sample.

I used 60 samples. The quick and easy way to get this done is to select the first 
row of three randomly selected numbers and their mean and then autofill the 
remaining rows. The set of sample means in column E is the simulated 
sampling distribution of the mean. Use AVERAGE and STDEV.P to find its mean 
and standard deviation.



192      PART 3  Drawing Conclusions from Data

To see what this simulated sampling distribution looks like, use the array function 
FREQUENCY on the sample means in column E. Follow these steps:

1. Enter the possible values of the sample mean into an array.

I used column G for this. I expressed the possible values of the sample mean in 
fraction form (3/3, 4/3, 5/3, 6/3, 7/3, 8/3, and 9/3) as I entered them into the 
cells G2 through G8. Excel converts them to decimal form. Make sure those 
cells are in Number format.

2. Select an array for the frequencies of the possible values of the sample 
mean.

I used column H to hold the frequencies, selecting cells H2 through H8.

3. From the Statistical Functions menu, select FREQUENCY to open the 
Function Arguments dialog box for FREQUENCY.

4. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Data_array box, I entered the cells that hold the sample means. In this 
example, that’s E2:E61.

5. Identify the array that holds the possible values of the sample mean.

FREQUENCY holds this array in the Bins_array box. For my worksheet, G2:G8 
goes into the Bins_array box. After you identify both arrays, the Function 
Arguments dialog box shows the frequencies inside a pair of curly brackets. 
(See Figure 9-4.)

6. Press Ctrl+Shift+Enter to close the Function Arguments dialog box and 
show the frequencies.

Use this keystroke combination because FREQUENCY is an array function. (For 
more on FREQUENCY, see Chapter 7.)

FIGURE 9-4:  
The Function 

Arguments 
dialog box for 

 FREQUENCY in 
the simulated 

sampling distribu-
tion worksheet.
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Finally, with H2:H8 highlighted, select

Insert | Recommended Charts

and choose the Clustered Column layout to produce the graph of the frequencies, 
which I modified to produce what you see in the figure. (See Chapter 3 for more on 
Excel charts.) Your graph will probably look somewhat different from mine, 
because you’ll likely wind up with different random numbers than I did.

By the way, Excel repeats the random selection process whenever you do some-
thing that causes Excel to recalculate the worksheet. The effect is that the num-
bers can change as you work through this. (That is, you rerun the simulation.) For 
example, if you go back and autofill one of the rows again, the numbers change 
and the graph changes.

The Limits of Confidence
I tell you about sampling distributions because they help you answer the question 
I pose at the beginning of this chapter: How much confidence can you have in the 
estimates you create?

The idea is to calculate a statistic and then use that statistic to establish upper and 
lower bounds for the population parameter with, say, 95 percent confidence. You 
can do this only if you know the sampling distribution of the statistic and the 
standard error. In the next section, I show how to do this for the mean.

Finding confidence limits for a mean
The FarBlonJet Corporation manufactures navigation systems. (Corporate motto: 
“If you travel, get FarBlonJet.”) They’ve developed a new battery to power their 
portable model. To help market their system, FarBlonJet wants to know how long, 
on average, each battery lasts before it burns out.

They’d like to estimate that average with 95 percent confidence. They test a sam-
ple of 100 batteries and find that the sample mean is 60 hours, with a standard 
deviation of 20 hours. The Central Limit Theorem, remember, says that with a 
large enough sample (30 or more), the sampling distribution of the mean approx-
imates a normal distribution. The standard error of the mean (the standard devia-
tion of the sampling distribution of the mean) is

x N
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The sample size, N, is 100. What about σ? That’s unknown, so you have to estimate 
it. If you know σ, that would mean you know μ, and establishing confidence limits 
would be unnecessary.

The best estimate of σ is the standard deviation of the sample. In this case, that’s 
20. This leads to an estimate of the standard error of the mean

s s
Nx

20
100

20
10 2

The best estimate of the population mean is the sample mean, 60. Armed with this 
information — estimated mean, estimated standard error of the mean, normal 
distribution — you can envision the sampling distribution of the mean, which is 
shown in Figure 9-5. Consistent with Figure 9-2, each standard deviation is a 
standard error of the mean.

Now that you have the sampling distribution, you can establish the 95 percent con-
fidence limits for the mean. Starting at the center of the distribution, how far out to 
the sides do you have to extend until you have 95 percent of the area under the curve? 
(For more on area under a normal distribution and what it means, see Chapter 8.)

One way to answer this question is to work with the standard normal distribution 
and find the z-score that cuts off 47.5 percent on the right side and 47.5 percent 
on the left side. (Yes, Chapter 8 again.) The one on the right is a positive z-score, 

FIGURE 9-5:  
The sampling 

distribution of the 
mean for the 

FarBlonJet 
battery.
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and the one on the left is a negative z-score. Then multiply each z-score by the 
standard error. Add each result to the sample mean to get the upper confidence 
limit and the lower confidence limit.

It turns out that the z-score is 1.96 for the boundary on the right side of the stan-
dard normal distribution, and –1.96 for the boundary on the left. You can calculate 
those values (difficult), get them from a table of the standard normal distribution 
that you typically find in a statistics textbook (easier), or use the Excel worksheet 
function I describe in the next section to do all the calculations (much easier). The 
point is that the upper bound in the sampling distribution is 63.92 (60 + 1.96sx), 
and the lower bound is 56.08 (60 – 1.96sx). Figure 9-6 shows these bounds on the 
sampling distribution.

This means you can say with 95 percent confidence that the FarBlonJet battery 
lasts, on the average, between 56.08 hours and 63.92 hours. Want a narrower 
range? You can either reduce your confidence level (to, say, 90 percent) or test a 
larger sample of batteries.

CONFIDENCE.NORM
The CONFIDENCE.NORM worksheet function does the lion’s share of the work in 
constructing confidence intervals. You supply the confidence level, the standard 
deviation, and the sample size. CONFIDENCE.NORM returns the result of multiplying 

FIGURE 9-6:  
The 95 percent 

confidence limits 
on the FarBlonJet 

sampling 
 distribution.
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the appropriate z-score by the standard error of the mean. To determine the upper 
bound of the confidence limit, you add that result to the sample mean. To deter-
mine the lower bound, you subtract that result from the sample mean.

To show you how it works, I walk you through the FarBlonJet batteries example 
again. Here are the steps:

1. Select a cell.

2. From the Statistical Functions menu, select CONFIDENCE.NORM to open the 
Function Arguments dialog box for CONFIDENCE.NORM. (See Figure 9-7.)

3. In the Function Arguments dialog box, enter the appropriate arguments.

The Alpha box holds the result of subtracting the desired confidence level 
from 1.00.

Yes, that’s a little confusing. Instead of typing .95 for the 95 percent confidence 
limit, I have to type .05. Think of it as the percentage of area beyond the 
confidence limits rather than the area within the confidence limits. And why is it 
labeled Alpha? I get into that in Chapter 10.

The Size box holds the number of individuals in the sample. The example 
specifies 100 batteries tested. After I type that number, the answer (3.919928) 
appears in the dialog box.

4. Click OK to put the answer into your selected cell.

To finish things off, I add the answer to the sample mean (60) to determine the 
upper confidence limit (63.92) and subtract the answer from the mean to deter-
mine the lower confidence limit (56.08).

FIGURE 9-7:  
The Function 

Arguments dialog 
box for 

 CONFIDENCE.
NORM.
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Fit to a t
The Central Limit Theorem specifies (approximately) a normal distribution for 
large samples. Many times, however, you don’t have the luxury of large sample 
sizes, and the normal distribution isn’t appropriate. What do you do?

For small samples, the sampling distribution of the mean is a member of a family 
of distributions called the t-distribution. The parameter that distinguishes mem-
bers of this family from one another is called degrees of freedom.

Think of degrees of freedom as the denominator of your variance estimate. For 
example, if your sample consists of 25 individuals, the sample variance that esti-
mates population variance is

s
x x

N
x x x x2

2 2 2

1 25 1 24

The number in the denominator is 24, and that’s the value of the degrees of free-
dom parameter. In general, degrees of freedom (df) = N– 1 (N is the sample size) 
when you use the t-distribution the way I’m about to in this section.

Figure 9-8 shows two members of the t-distribution family (df =3 and df = 10), 
along with the normal distribution for comparison. As the figure shows, the 
greater the df, the more closely t approximates a normal distribution.

FIGURE 9-8:  
Some members of 

the t-distribution 
family.
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So, to determine the 95 percent confidence level if you have a small sample, work 
with the member of the t-distribution family that has the appropriate df. Find the 
value that cuts off 47.5 percent of the area on the right side of the distribution and 
47.5 percent of the area on the left side of the distribution. The one on the right is 
a positive value, and the one on the left is negative. Then multiply each value by 
the standard error. Add each result to the mean to get the upper confidence limit 
and the lower confidence limit.

In the FarBlonJet batteries example, suppose the sample consists of 25 batteries, 
with a mean of 60 and a standard deviation of 20. The estimate for the standard 
error of the mean is

s s
Nx

20
25

20
5 4

The df = N – 1 = 24. The value that cuts off 47.5 percent of the area on the right of 
this distribution is 2.064, and on the left it’s –2.064. As I mention earlier, you can 
calculate these values (difficult), look them up in a table that’s in statistics text-
books (easier), or use the Excel function I describe in the next section (much 
easier).

The point is that the upper confidence limit is 68.256 (60 + 2.064sx) and the lower 
confidence limit is 51.744 (60 – 2.064sx). With a sample of 25 batteries, you can 
say with 95 percent confidence that the average life of a FarBlonJet battery is 
between 51.744 hours and 68.256 hours. Notice that with a smaller sample, the 
range is wider for the same level of confidence that I use in the preceding 
example.

CONFIDENCE.T
Excel’s CONFIDENCE.T worksheet function works just like CONFIDENCE.NORM, 
except it works with the t distribution rather than the normal distribution. Use it 
when your data doesn’t satisfy the requirements for normal distribution. Its 
Function Arguments dialog box looks exactly like the dialog box for CONFIDENCE.
NORM, and you follow the same steps.

For the second FarBlonJet example (mean = 60, standard deviation = 20, and sam-
ple size = 25), CONFIDENCE.T returns 8.256. I add this value to 60 to calculate the 
upper confidence limit (68.256), and subtract this value from 60 to calculate the 
lower confidence limit (51.744).
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IN THIS CHAPTER

Introducing hypothesis tests

Testing hypotheses about means

Testing hypotheses about variances

Visualizing distributions

One-Sample 
Hypothesis Testing

Whatever your occupation, you often have to assess whether something out 
of the ordinary has happened. Sometimes you start with a sample from a 
population about whose parameters you know a great deal. You have to 

decide whether that sample is like the rest of the population or whether it’s different.

Measure that sample and calculate its statistics. Finally, compare those statistics 
with the population parameters. Are they the same? Are they different? Does the 
sample represent something that’s off the beaten path? Proper use of statistics 
helps you decide.

Sometimes you don’t know the parameters of the population you’re dealing with. 
Then what? In this chapter, I discuss statistical techniques and worksheet func-
tions for dealing with both cases.

Hypotheses, Tests, and Errors
A hypothesis is a guess about the way the world works. It’s a tentative explanation 
of some process, whether that process is natural or artificial. Before studying and 
measuring the individuals in a sample, a researcher formulates hypotheses that 
predict what the data should look like.

Chapter 10
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Generally, one hypothesis predicts that the data won’t show anything new or 
interesting. Dubbed the null hypothesis (abbreviated H0), this hypothesis holds 
that if the data deviate from the norm in any way, that deviation is due strictly to 
chance. Another hypothesis, the alternative hypothesis (abbreviated H1), explains 
things differently. According to the alternative hypothesis, the data show some-
thing important.

After gathering the data, it’s up to the researcher to make a decision. The way the 
logic works, the decision centers around the null hypothesis. The researcher must 
decide to either reject the null hypothesis or to not reject the null hypothesis. 
Hypothesis testing is the process of formulating hypotheses, gathering data, and 
deciding whether to reject or not reject the null hypothesis.

Nothing in the logic involves accepting either hypothesis. Nor does the logic entail 
any decisions about the alternative hypothesis. It’s all about rejecting or not 
rejecting H0.

Regardless of the reject-don’t-reject decision, an error is possible. One type of 
error occurs when you believe that the data show something important and you 
reject H0, and in reality the data are due just to chance. This is called a Type I error. 
At the outset of a study, you set the criteria for rejecting H0. In so doing, you set 
the probability of a Type I error. This probability is called alpha (α).

The other type of error occurs when you don’t reject H0 and the data are really due 
to something out of the ordinary. For one reason or another, you happened to miss 
it. This is called a Type II error. Its probability is called beta (β). Table 10-1 sum-
marizes the possible decisions and errors.

Note that you never know the true state of the world. All you can ever do is mea-
sure the individuals in a sample, calculate the statistics, and make a decision 
about H0.

TABLE 10-1 Decisions and Errors in Hypothesis Testing
“True State” of the World

H0 is True H1 is True

Reject H0 Type I Error Correct Decision

Decision

Do Not Reject H0 Correct Decision Type II Error
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Hypothesis Tests and Sampling 
Distributions

In Chapter 9, I discuss sampling distributions. A sampling distribution, remem-
ber, is the set of all possible values of a statistic for a given sample size.

Also in Chapter 9, I discuss the Central Limit Theorem. This theorem tells you that 
the sampling distribution of the mean approximates a normal distribution if the 
sample size is large (for practical purposes, at least 30). This holds whether or not 
the population is normally distributed. If the population is a normal distribution, 
the sampling distribution is normal for any sample size. Two other points from the 
Central Limit Theorem:

 » The mean of the sampling distribution of the mean is equal to the popu-
lation mean.

The equation for this is

x

 » The standard error of the mean (the standard deviation of the sampling 
distribution) is equal to the population standard deviation divided by the 
square root of the sample size.

This equation is

x N

The sampling distribution of the mean figures prominently into the type of 
hypothesis testing I discuss in this chapter. Theoretically, when you test a null 
hypothesis versus an alternative hypothesis, each hypothesis corresponds to a 
separate sampling distribution.

Figure  10-1 shows what I mean. The figure shows two normal distributions.  
I placed them arbitrarily. Each normal distribution represents a sampling distri-
bution of the mean. The one on the left represents the distribution of possible 
sample means if the null hypothesis is truly how the world works. The one on the 
right represents the distribution of possible sample means if the alternative 
hypothesis is truly how the world works.

Of course, when you do a hypothesis test, you never know which distribution pro-
duces the results. You work with a sample mean — a point on the horizontal axis. 
It’s your job to decide which distribution the sample mean is part of. You set up a 
critical value — a decision criterion. If the sample mean is on one side of the critical 
value, you reject H0. If not, you don’t.
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In this vein, the figure also shows α and β. These, as I mention earlier, are the 
probabilities of decision errors. The area that corresponds to α is in the H0 distri-
bution. I shaded it in dark gray. It represents the probability that a sample mean 
comes from the H0 distribution, but it’s so extreme that you reject H0.

Where you set the critical value determines α. In most hypotheses testing, you set 
α at .05. This means that you’re willing to tolerate a Type I error (incorrectly 
rejecting H0) 5 percent of the time. Graphically, the critical value cuts off 5 percent 
of the area of the sampling distribution. By the way, if you’re talking about the 5 
percent of the area that’s in the right tail of the distribution (refer to Figure 10-1), 
you’re talking about the upper 5 percent. If it’s the 5 percent in the left tail you’re 
interested in, that’s the lower 5 percent.

The area that corresponds to β is in the H1 distribution. I shaded it in light gray. 
This area represents the probability that a sample mean comes from the H1 distri-
bution, but it’s close enough to the center of the H0 distribution that you don’t 
reject H0. You don’t get to set β. The size of this area depends on the separation 
between the means of the two distributions, and that’s up to the world we live 
in — not up to you.

These sampling distributions are appropriate when your work corresponds to the 
conditions of the Central Limit Theorem: if you know the population you’re work-
ing with is a normal distribution or if you have a large sample.

FIGURE 10-1:  
H0 and H1 each 

correspond to a 
sampling 

 distribution.
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Catching Some Z’s Again
Here’s an example of a hypothesis test that involves a sample from a normally 
distributed population. Because the population is normally distributed, any sam-
ple size results in a normally distributed sampling distribution. Because it’s a 
normal distribution, you use z-scores in the hypothesis test:

z x

N

One more “because”: Because you use the z-score in the hypothesis test, the 
z-score here is called the test statistic.

Suppose you think that people living in a particular ZIP code have higher-than- 
average IQs. You take a sample of 16 people from that ZIP code, give them IQ tests, 
tabulate the results, and calculate the statistics. For the population of IQ scores, 
μ = 100 and σ = 16 (for the Stanford-Binet version).

The hypotheses are

H0: μZIP code ≤ 100

H1: μZIP code > 100

Assume σ = .05. That’s the shaded area in the tail of the H0 distribution in 
Figure 10-1.

Why the ≤ in H0? You use that symbol because you’ll only reject H0 if the sample 
mean is larger than the hypothesized value. Anything else is evidence in favor of 
not rejecting H0.

Suppose the sample mean is 107.75. Can you reject H0?

The test involves turning 107.75 into a standard score in the sampling distribution 
of the mean:

z x

N

107 75 100
16

16

7 75
16

4

7 75
4

1 94. . . .

Is the value of the test statistic large enough to enable you to reject H0 with α = .05? 
It is. The critical value — the value of z that cuts off 5 percent of the area in a 
standard normal distribution — is 1.645. (After years of working with the stan-
dard normal distribution, I happen to know this. Read Chapter 8, find out about 
Excel’s NORM.S.INV function, and you can have information like that at your 
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fingertips, too.) The calculated value, 1.94, exceeds 1.645, so it’s in the rejection 
region. The decision is to reject H0.

This means that if H0 is true, the probability of getting a test statistic value that’s 
at least this large is less than .05. That’s strong evidence in favor of rejecting H0. 
In statistical parlance, any time you reject H0 the result is said to be “statistically 
significant.”

This type of hypothesis testing is called one-tailed because the rejection region is 
in one tail of the sampling distribution.

A hypothesis test can be one-tailed in the other direction. Suppose you have rea-
son to believe that people in that ZIP code had lower-than-average IQs. In that 
case, the hypotheses are

H0: μZIP code ≥ 100

H1: μZIP code < 100

For this hypothesis test, the critical value of the test statistic is –1.645 if α = .05.

A hypothesis test can be two-tailed, meaning that the rejection region is in both tails 
of the H0 sampling distribution. That happens when the hypotheses look like this:

H0: μZIP code = 100

H1: μZIP code ≠ 100

In this case, the alternative hypothesis just specifies that the mean is different 
from the null-hypothesis value, without saying whether it’s greater or whether 
it’s less. Figure  10-2 shows what the two-tailed rejection region looks like for 
α = .05. The 5 percent is divided evenly between the left tail (also called the lower 
tail) and the right tail (the upper tail).

For a standard normal distribution, incidentally, the z-score that cuts off 
2.5  percent in the right tail is 1.96. The z-score that cuts off 2.5 percent in the left 
tail is –1.96. (Again, I happen to know these values after years of working with the 
standard normal distribution.) The z-score in the preceding example, 1.94, does 
not exceed 1.96. The decision, in the two-tailed case, is to not reject H0.

This brings up an important point: A one-tailed hypothesis test can reject H0, 
while a two-tailed test on the same data might not. A two-tailed test indicates 
that you’re looking for a difference between the sample mean and the null-
hypothesis mean, but you don’t know in which direction. A one-tailed test shows 
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that you have a pretty good idea of how the difference should come out. For prac-
tical purposes, this means you should try to have enough knowledge to be able to 
specify a one-tailed test.

Z.TEST
Excel’s Z.TEST worksheet function does the calculations for hypothesis tests 
involving z-scores in a standard normal distribution. You provide sample data, a 
null-hypothesis value, and a population standard deviation. Z.TEST returns the 
probability in one tail of the H0 sampling distribution.

This is a bit different from the way things work when you apply the formulas I just 
showed you. The formula calculates a z-score. Then it’s up to you to see where 
that score stands in a standard normal distribution with respect to probability. 
Z.TEST eliminates the middleman (the need to calculate the z-score) and goes 
right to the probability.

Figure 10-3 shows the data and the Function Arguments dialog box for Z.TEST. 
The data are IQ scores for 16 people in the ZIP code example in the preceding sec-
tion. That example, remember, tests the hypothesis that people in a particular ZIP 
code have a higher-than-average IQ.

FIGURE 10-2:  
The two-tailed 

rejection region 
for α = .05.
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Here are the steps:

1. Enter your data into an array of cells and select a cell for the result.

The data in this example are in cells C3 through C18. I selected D3 for the result.

2. From the Statistical Functions menu, select Z.TEST to open the Function 
Arguments dialog box for Z.TEST. (Refer to Figure 10-3.)

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

For this example, the Array is C3:C18. In the X box, I type the mean. That’s 100, 
the mean of IQ scores in the population. In the Sigma box, I type 16, the 
population standard deviation of IQ scores. The answer (0.026342) appears in 
the dialog box.

4. Click OK to put the answer into the selected cell.

With α = .05 and a one-tailed test (H1: μ > 100), the decision is to reject H0, because 
the answer (0.026) is less than .05. Note that with a two-tailed test (H1: μ ≠ 100), 
the decision is to not reject H0. That’s because 2 × 0.026 is greater than .05 — just 
barely greater (.052) — but if you draw the line at .05, you cannot reject H0.

t for One
In the preceding example, I work with IQ scores. The population of IQ scores is a 
normal distribution with a well-known mean and standard deviation. This enables 
me to work with the Central Limit Theorem and describe the sampling distribution 
of the mean as a normal distribution. I then am able to use z as the test statistic.

FIGURE 10-3:  
Data and the 

Function 
Arguments dialog 
box for Z.TEST.
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In the real world, however, you typically don’t have the luxury of working with 
such well-defined populations. You usually have small samples, and you’re typi-
cally measuring something that isn’t as well known as IQ. The bottom line is that 
you often don’t know the population parameters, nor do you know whether or not 
the population is normally distributed.

When that’s the case, you use the sample data to estimate the population standard 
deviation, and you treat the sampling distribution of the mean as a member of a 
family of distributions called the t-distribution. You use t as a test statistic. In 
Chapter 9, I introduce this distribution, and mention that you distinguish mem-
bers of this family by a parameter called degrees of freedom (df).

The formula for the test statistic is

t x
s

N

Think of df as the denominator of the estimate of the population variance. For the 
hypothesis tests in this section, that’s N-1, where N is the number of scores in the 
sample. The higher the df, the more closely the t-distribution resembles the nor-
mal distribution.

Here’s an example. FarKlempt Robotics, Inc., markets microrobots. They claim 
their product averages four defects per unit. A consumer group believes this aver-
age is higher. The consumer group takes a sample of nine FarKlempt microrobots 
and finds an average of seven defects, with a standard deviation of 3.16. The 
hypothesis test is

H0: μ ≤ 4

H1: μ > 4

α = .05

The formula is

t x
s

N

7 4
3 16

9

3
3 16

3

2 85
. .

.

Can you reject H0? The Excel function in the next section tells you.
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T.DIST, T.DIST.RT, and T.DIST.2T
The T.DIST family of worksheet functions indicates whether or not your calcu-
lated t value is in the region of rejection. With T.DIST, you supply a value for t, a 
value for df, and a value for an argument called Cumulative. The T.DIST returns 
the probability of obtaining a t value at least as high as yours if H0 is true. If that 
probability is less than your α, you reject H0.

The steps are:

1. Select a cell to store the result.

2. From the Statistical Functions menu, select T.DIST to open the Function 
Arguments dialog box for T.DIST. (See Figure 10-4.)

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

The calculated t value goes in the X box. For this example, the calculated t value 
is 2.85.

Enter the degrees of freedom in the Deg_freedom box. For this example, that 
value is 8 (9 scores – 1).

The Cumulative box takes either TRUE or FALSE. I type TRUE in this box to give 
the probability of getting a value of X or less in the t-distribution with the 
indicated degrees of freedom. Excel refers to this as the left-tailed distribution. 
Entering FALSE gives the height of the t-distribution at X. I use this option later 
in this chapter, when I create a chart of a t-distribution. Otherwise, I don’t know 
why you would ever type FALSE into this box.

After I type TRUE, the answer (.98926047) appears in the dialog box.

4. Click OK to close the dialog box and put the answer in the selected cell.

FIGURE 10-4:  
The Function 

Arguments dialog 
box for T.DIST.
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The value in the dialog box in Figure 10-4 is greater than .95, so the decision is to 
reject H0.

You might find T.DIST.RT to be a bit more straightforward, at least for this exam-
ple. Its Function Arguments dialog box is just like the one in Figure  10-4, but 
without the Cumulative box. This function returns the probability of getting a 
value of X or greater in the t-distribution. RT in the function name stands for right 
tail. For this example, the function returns .01073953. Because this value is less 
than .05, the decision is to reject H0.

T.DIST.2T gives the two-tailed probability. Its Function Arguments dialog box is 
just like the one for T.DIST.RT. It returns the probability to the right of X in the 
t-distribution plus the probability to the left of –X in the distribution.

T.INV and T.INV.2T
The T.INV family is the flip side of the T.DIST family. Give T.INV a probability and 
degrees of freedom, and it returns the value of t that cuts off that probability to its 
left. To use T.INV:

1. Select a cell to store the result.

2. From the Statistical Functions menu, select T.INV to open the Function 
Arguments dialog box for T.INV. (See Figure 10-5.)

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

I typed .05 into the Probability box and 8 into the Deg_freedom box. The 
answer (–1.859548038) appears in the dialog box.

4. Click OK to close the dialog box and put the answer in the selected cell.

FIGURE 10-5:  
The T.INV 
Function 

Arguments  
dialog box.
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T.INV.2T has an identical Function Arguments dialog box. Given Probability and 
Deg_freedom, this function cuts the probability in half. It returns the value of t in 
the right tail that cuts off half the probability. What about the other half? That 
would be the same numerical value multiplied by –1. That negative value of t cuts 
off the other half of the probability in the left tail of the distribution.

Visualizing a t-Distribution
As I mention in Chapter 8, visualizing a distribution often helps you understand it. 
It’s easy, and it’s instructive. Figure 10-6 shows how to do it for a t-distribution. 
The function you use is T.DIST, with the FALSE option in the Cumulative box.

Here are the steps:

1. Put the degrees of freedom in a cell.

I put 15 into cell C2.

2. Create a column of values for the statistic.

In cells D2 through D42, I put the values –4 to 4 in increments of .2.

3. In the first cell of the adjoining column, put the value of the probability 
density for the first value of the statistic.

Because I’m graphing a t-distribution, I use T.DIST in cell E2. For the value of X, 
I click cell D2. For df, I click C2 and press the F4 key to anchor this selection. In 

FIGURE 10-6:  
Visualizing a 

t-distribution.
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the Cumulative box, I type FALSE to return the height of the distribution for this 
value of t. Then I click OK.

4. Autofill the column with the values.

5. Create the chart.

Highlight both columns. On the Insert tab, in the Charts area, select Scatter 
with Smooth Lines.

6. Modify the chart.

The chart appears with the y-axis down the middle. Click on the x-axis to open 
the Format Axis panel. Under Axis Options, in the Vertical Axis Crosses area, 
click the radio button next to Axis Value and type -5 into the box. You can then 
click inside the chart to make the Chart Elements tool (the plus sign) appear and 
use it to add the axis titles (t and f(t)). I also delete the chart title and the 
gridlines, but that’s a matter of personal taste. And I like to stretch out the chart.

7. Manipulate the chart.

To help you get a feel for the distribution, try different values for df and see 
how the changes affect the chart.

Testing a Variance
So far, I mention one-sample hypothesis testing for means. You can also test 
hypotheses about variances.

This topic sometimes comes up in the context of manufacturing. Suppose Far-
Klempt Robotics, Inc., produces a part that has to be a certain length with a very 
small variability. You can take a sample of parts, measure them, find the sample 
variability, and perform a hypothesis test against the desired variability.

The family of distributions for the test is called chi-square. Its symbol is χ2. I won’t 
go into all the mathematics. I’ll just tell you that, once again, df is the parameter 
that distinguishes one member of the family from another. Figure 10-7 shows two 
members of the chi-square family.

The formula for this test statistic is

2
2

2

1N s
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N is the number of scores in the sample, s2 is the sample variance, and σ2 is the 
population variance specified in H0.

With this test, you have to assume that what you’re measuring has a normal 
distribution.

Suppose the process for the FarKlempt part has to have at most a standard devia-
tion of 1.5 inches for its length. (Notice I use standard deviation. This allows me to 
speak in terms of inches. If I use variance, the units would be square inches.) After 
measuring a sample of 26 parts, you find a standard deviation of 1.8 inches.

The hypotheses are

H0: σ
2 ≤ 2.25 (remember to square the “at-most” standard deviation of 1.5 inches)

H1: σ
2 > 2.25

α = .05

Working with the formula,

2
2

2

2

2

1 26 1 1 8

1 5

25 3 24
2 25

36
N s .

.

.
.

can you reject H0? Read on.

FIGURE 10-7:  
Two members of 

the chi-square 
family.
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CHISQ.DIST and CHISQ.DIST.RT
After calculating a value for your chi-square test statistic, you use the CHSQ.DIST 
worksheet function to make a judgment about it. You supply the chi-square value 
and the df. Just like in T.DIST, you supply either TRUE or FALSE for Cumulative. If 
you type TRUE, CHISQ.DIST tells you the probability of obtaining a value at most 
that high if H0 is true. (This is the left-tail probability.) If that probability is 
greater than 1–α, reject H0.

To show you how it works, I apply the information from the example in the pre-
ceding section. Follow these steps:

1. Select a cell to store the result.

2. From the Statistical Functions menu, select CHISQ.DIST to open the 
Function Arguments dialog box for CHISQ.DIST. (See Figure 10-8.)

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the X box, I typed the calculated chi-square value. For this example, that 
value is 36.

In the Deg_freedom box, I typed the degrees of freedom. For this example, 
that’s 25 (26 – 1).

In the Cumulative box, I typed TRUE. This returns the left-tailed probability — 
the probability of obtaining at most the value I typed in the X box. If I type 
FALSE, CHISQ.DIST returns the height of the chi-square distribution at X. This is 
helpful if you’re graphing out the chi-square distribution, which I do later in this 
chapter, but otherwise not so much.

After you type TRUE, the dialog box shows the probability of obtaining at most 
this value of chi-square if H0 is true.

4. Click OK to close the dialog box and put the answer in the selected cell.

FIGURE 10-8:  
The Function 

Arguments  
dialog box for 
CHISQ.DIST.
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The value in the dialog box in Figure 10-8 is greater than 1-.05, so the decision is 
to not reject H0. (Can you conclude that the process is within acceptable limits of 
variability? See the nearby sidebar “A point to ponder.”)

CHISQ.DIST.2T works like CHISQ.DIST, except its Function Arguments dialog box 
has no Cumulative box. Supply a value for chi-square and degrees of freedom, and 
it returns the right-tail probability — the probability of obtaining a chi-square at 
least as high as the value you type into X.

CHISQ.INV and CHISQ.INV.RT
The CHISQ.INV family is the flip side of the CHISQ.DIST family. You supply a 
probability and df, and CHISQ.INV tells you the value of chi-square that cuts off 
the probability in the left tail of the chi-square distribution. Follow these steps:

1. Select a cell to store the result.

2. From the Statistical Functions menu, select CHISQ.INV and click OK to 
open the Function Arguments dialog box for CHISQ.INV. (See Figure 10-9.)

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Probability box, I typed .05, the probability I’m interested in for this 
example.

In the Deg_freedom box, I typed the degrees of freedom. The value for degrees 
of freedom in this example is 25 (26 – 1). After I type the df, the dialog box 
shows the value (14.61140764) that cuts off the lower 5 percent of the area in 
this chi-square distribution.

4. Click OK to close the dialog box and put the answer in the selected cell.

FIGURE 10-9:  
The Function 

Arguments 
dialog box for  
CHISQ.INV.
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The CHISQ.INV.RT Function Arguments dialog box is identical to the CHISQ.INV 
dialog box. The RT version returns the chi-square value that cuts off the right-tail 
probability. This is useful if you want to know the value that you have to exceed in 
order to reject H0. For this example, I typed .05 and 25 as the arguments to this 
function. The returned answer was 37.65248413. The calculated value, 36, didn’t 
miss by much. A miss is still a miss (to paraphrase “As Time Goes By”) and you 
cannot reject H0.

Visualizing a Chi-Square Distribution
To help you understand chi-square distributions, I show you how to create a chart 
for one. The function you use is CHISQ.DIST, with the FALSE option in the Cumula-
tive box. Figure 10-10 shows what the numbers and the finished product look like.

Here are the steps:

1. Put the degrees of freedom in a cell.

I put 8 into cell C2.

A POINT TO PONDER
Retrace the preceding example. FarKlempt Robotics wants to show that its manufactur-
ing process is within acceptable limits of variability. The null hypothesis says, in effect, 
that the process is acceptable. The data do not present evidence for rejecting H0. The 
value of the test statistic just misses the critical value. Does that mean the manufactur-
ing process is within acceptable limits? Statistics are an aid to common sense, not a sub-
stitute. If the data are just barely within acceptability, that should set off alarms.

Usually, you try to reject H0. This is a rare case when not rejecting H0 is more desirable, 
because nonrejection implies something positive — the manufacturing process is work-
ing properly. Can you still use hypothesis testing techniques in this situation?

Yes, you can — with a notable change: Rather than a small value of α, like .05, you 
choose a large value, like .20. This stacks the deck against not rejecting H0 — small 
values of the test statistic can lead to rejection. If α is .20 in this example, the critical 
value is 30.6752. (Use CHISQ.INV.RT to verify that.) Because the obtained value, 36, is 
higher than this critical value, the decision with this α is to reject H0.

Using a high α is not often done. When the desired outcome is to not reject H0, I strongly 
advise using it.
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2. Create a column of values for the statistic.

In cells D2 through D50, I put the values 0 to 24 in increments of .5

3. In the first cell of the adjoining column, put the value of the probability 
density for the first value of the statistic.

Because I’m graphing a chi-square distribution, I use CHISQ.DIST in cell E2. For 
the value of X, I clicked cell D2. For df, I click C2 and press the F4 key to anchor 
this selection. In the Cumulative box, I type FALSE to return the height of the 
distribution for this value of χ2. Then I click OK.

4. Autofill the column with the values.

5. Create the chart.

Highlight both columns. On the Insert tab, in the Charts area, select Scatter 
with Smooth Lines.

6. Modify the chart.

I click inside the chart to make the Chart Elements Tool (the plus sign) appear 
and use it to add the axis titles (χ2 and f(χ2)). I delete the chart title and the 
gridlines, but that’s a matter of personal taste. I also like to stretch the chart out.

7. Manipulate the chart.

To help you get a feel for the distribution, try different values for df, and see 
how the changes affect the chart.

FIGURE 10-10:  
Visualizing a 

chi-square 
distribution.
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IN THIS CHAPTER

Testing differences between means of 
two samples

Testing means of paired samples

Testing hypotheses about variances

Two-Sample 
Hypothesis Testing

In business, in education, and in scientific research, the need often arises to 
compare one sample with another. Sometimes the samples are independent, 
and sometimes they’re matched in some way. Each sample comes from a sepa-

rate population. The objective is to decide whether or not these populations are 
different from one another.

Usually, this involves tests of hypotheses about population means. You can also 
test hypotheses about population variances. In this chapter, I show you how to 
carry out these tests. I also discuss useful worksheet functions and data analysis 
tools that help you get the job done.

Hypotheses Built for Two
As in the one-sample case (refer to Chapter 10), hypothesis testing with two sam-
ples starts with a null hypothesis (H0) and an alternative hypothesis (H1). The null 
hypothesis specifies that any differences you see between the two samples are due 
strictly to chance. The alternative hypothesis says, in effect, that any differences 
you see are real and not due to chance.

Chapter 11
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It’s possible to have a one-tailed test, in which the alternative hypothesis specifies 
the direction of the difference between the two means, or a two-tailed test, in 
which the alternative hypothesis does not specify the direction of the difference.

For a one-tailed test, the hypotheses look like this:

H0: μ1 - μ2 = 0

H1: μ1 - μ2 > 0

or like this:

H0: μ1 - μ2 = 0

H1: μ1 - μ2 < 0

For a two-tailed test, the hypotheses are

H0: μ1 - μ2 = 0

H1: μ1 - μ2 ≠ 0

The zero in these hypotheses is the typical case. It’s possible, however, to test for 
any value — just substitute that value for zero.

To carry out the test, you first set α, the probability of a Type I error that you’re 
willing to live with (see Chapter 10). Then you calculate the mean and standard 
deviation of each sample, subtract one mean from the other, and use a formula to 
convert the result into a test statistic. Next, compare the test statistic to a sam-
pling distribution of test statistics. If it’s in the rejection region that α specifies 
(see Chapter 10), reject H0. If not, don’t reject H0.

Revisited
In Chapter 9, I introduce the idea of a sampling distribution — a distribution of all 
possible values of a statistic for a particular sample size. In that chapter, I describe 
the sampling distribution of the mean. In Chapter 10, I show its connection with 
one-sample hypothesis testing.
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For two-sample hypothesis testing, another sampling distribution is necessary. 
This one is the sampling distribution of the difference between means.

The sampling distribution of the difference between means is the distribution of 
all possible values of differences between pairs of sample means with the sample 
sizes held constant from pair to pair. (Yes, that’s a mouthful.) Held constant from 
pair to pair means that the first sample in the pair always has the same size, and 
the second sample in the pair always has the same size. The two sample sizes are 
not necessarily equal.

Within each pair, each sample comes from a different population. All the samples 
are independent of one another, so that picking individuals for one sample has no 
effect on picking individuals for another.

Figure 11-1 shows the steps in creating this sampling distribution. This is some-
thing you never do in practice. It’s all theoretical. As the figure shows, the idea is 
to take a sample out of one population and a sample out of another, calculate their 
means, and subtract one mean from the other. Return the samples to the popula-
tions, and repeat over and over and over. The result of the process is a set of dif-
ferences between means. This set of differences is the sampling distribution.

FIGURE 11-1:  
Creating the 

sampling 
distribution  

of the difference 
between means.
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Applying the Central Limit Theorem
Like any other set of numbers, this sampling distribution has a mean and a stan-
dard deviation. As is the case with the sampling distribution of the mean (see 
Chapters 9 and 10), the Central Limit Theorem applies here.

According to the Central Limit Theorem, if the samples are large, the sampling 
distribution of the difference between means is approximately a normal distribu-
tion. If the populations are normally distributed, the sampling distribution is a 
normal distribution even if the samples are small.

The Central Limit Theorem also has something to say about the mean and stan-
dard deviation of this sampling distribution. Suppose the parameters for the first 
population are μ1 and σ1, and the parameters for the second population are μ2 and 
σ2. The mean of the sampling distribution is

x x1 2 1 2

The standard deviation of the sampling distribution is

x x N N1 2

1
2

1

2
2

2

N1 is the number of individuals in the sample from the first population, and N2 is 
the number of individuals in the sample from the second.

This standard deviation is called the standard error of the difference between means.

Figure 11-2 shows the sampling distribution along with its parameters, as speci-
fied by the Central Limit Theorem.

Z’s once more
Because the Central Limit Theorem says that the sampling distribution is approx-
imately normal for large samples (or for small samples from normally distributed 
populations), you use the z-score as your test statistic. Another way to say “Use 
the z-score as your test statistic” is “Perform a z-test.” Here’s the formula:

z
x x

x x

1 2 1 2

1 2

The term (μ1-μ2) represents the difference between the means in H0.
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This formula converts the difference between sample means into a standard score. 
Compare the standard score against a standard normal distribution — a normal 
distribution with μ = 0 and σ = 1. If the score is in the rejection region defined by α, 
reject H0. If it’s not, don’t reject H0.

You use this formula when you know the value of σ1
2 and σ2

2.

Here’s an example. Imagine a new training technique designed to increase IQ. 
Take a sample of 25 people and train them under the new technique. Take another 
sample of 25 people and give them no special training. Suppose that the sample 
mean for the new technique sample is 107, and for the no-training sample it’s 
101.2. The hypothesis test is

H0: μ1 - μ2 = 0

H1: μ1 - μ2 > 0

I’ll set α at .05.

The IQ is known to have a standard deviation of 16, and I assume that standard 
deviation would be the same in the population of people trained on the new tech-
nique. Of course, that population doesn’t exist. The assumption is that if it did, it 
should have the same value for the standard deviation as the regular population of 
IQ scores. Does the mean of that (theoretical) population have the same value as 
the regular population? H0 says it does. H1 says it’s larger.

FIGURE 11-2:  
The sampling 

distribution of the 
difference 

between means 
according to the 

Central Limit 
Theorem.
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The test statistic is

z
x x x x

N N
x x

1 2 1 2 1 2 1 2

1
2

1

2
2

2

1 2

107 101.. .
.

.
2

16
25

16
25

5 8
4 53

1 28
2 2

With α = .05, the critical value of z — the value that cuts off the upper 5 percent of 
the area under the standard normal distribution — is 1.645. (You can use the 
worksheet function NORM.S.INV from Chapter  8 to verify this.) The calculated 
value of the test statistic is less than the critical value, so the decision is to not 
reject H0. Figure 11-3 summarizes this.

Data analysis tool: z-Test:  
Two Sample for Means
Excel provides a data analysis tool that makes it easy to do tests like the one in the 
IQ example. It’s called z-Test: Two Sample for Means. Figure 11-4 shows the dia-
log box for this tool along with sample data that correspond to the IQ example.

FIGURE 11-3:  
The sampling 

distribution  
of the difference 
between means, 

along with the 
critical value for  
α = .05 and the 

obtained value of 
the test statistic 

in the IQ 
example.
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To use this tool, follow these steps:

1. Type the data for each sample into a separate data array.

For this example, the data in the New Technique sample are in column E, and 
the data for the No Training sample are in column G.

2. Select DATA | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select z-Test: Two Sample for Means.

4. Click OK to open the z-Test: Two Sample for Means dialog box. (Refer to 
Figure 11-4.)

5. In the Variable 1 Range box, enter the cell range that holds the data for 
one of the samples.

For the example, the New Technique data are in $E$2:$E$27. (Note the $ signs 
for absolute referencing.)

6. In the Variable 2 Range box, enter the cell range that holds the data for 
the other sample.

The No Training data are in $G$2:$G$27.

7. In the Hypothesized Mean Difference box, type the difference between 
μ1 and μ2 that H0 specifies.

In this example, that difference is 0.

FIGURE 11-4:  
The z-Test data 

analysis tool and 
data from two 

samples.
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8. In the Variable 1 Variance (known) box, type the variance of the first 
sample.

The standard deviation of the population of IQ scores is 16, so this variance 
is 162= 256.

9. In the Variable 2 Variance (known) box, type the variance of the second 
sample.

In this example, the variance is also 256.

10. If the cell ranges include column headings, select the Labels check box.

I included the headings in the ranges, so I selected the box.

11. The Alpha box has 0.05 as a default.

I used the default value, consistent with the value of α in this example.

12. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the work-
sheet.

13. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the 
results.

Figure 11-5 shows the tool’s results, after I expanded the columns. Rows 4, 5, and 
7 hold values you input into the dialog box. Row 6 counts the number of scores in 
each sample.

The value of the test statistic is in cell B8. The critical value for a one-tailed test is 
in B10, and the critical value for a two-tailed test is in B12.

Cell B9 displays the proportion of area that the test statistic cuts off in one tail of 
the standard normal distribution. Cell B11 doubles that value — it’s the proportion 

FIGURE 11-5:  
Results of the 

z-Test data 
analysis tool.
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of area cut off by the positive value of the test statistic (in the tail on the right side 
of the distribution) plus the proportion cut off by the negative value of the test 
statistic (in the tail on the left side of the distribution).

t for Two
The example in the preceding section involves a situation you rarely encounter —  
known population variances. If you know a population’s variance, you’re likely to 
know the population mean. If you know the mean, you probably don’t have to 
perform hypothesis tests about it.

Not knowing the variances takes the Central Limit Theorem out of play. This 
means that you can’t use the normal distribution as an approximation of the 
sampling distribution of the difference between means. Instead, you use the 
t-distribution, a family of distributions I introduce in Chapter 9 and apply to one-
sample hypothesis testing in Chapter  10. The members of this family of 
distributions differ from one another in terms of a parameter called degrees of 
freedom (df). Think of df as the denominator of the variance estimate you use 
when you calculate a value of t as a test statistic. Another way to say “Calculate a 
value of t as a test statistic” is “Perform a t-test.”

Unknown population variances lead to two possibilities for hypothesis testing. 
One possibility is that although the variances are unknown, you have reason to 
assume they’re equal. The other possibility is that you cannot assume they’re 
equal. In the subsections that follow, I discuss these possibilities.

Like peas in a pod: Equal variances
When you don’t know a population variance, you use the sample variance to esti-
mate it. If you have two samples, you average (sort of) the two sample variances 
to arrive at the estimate.

Putting sample variances together to estimate a population variance is called 
pooling. With two sample variances, here’s how you do it:

s
N s N s

N Np
2 1 1

2
2 2

2

1 2

1 1
1 1

In this formula, sp
2 stands for the pooled estimate. Notice that the denominator of 

this estimate is (N1-1) + (N2-1). Is this the df? Absolutely!
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The formula for calculating t is

t
x x

s
N Np

1 2 1 2

1 2

1 1

On to an example. FarKlempt Robotics is trying to choose between two machines 
to produce a component for its new microrobot. Speed is of the essence, so the 
company has each machine produce ten copies of the component and they time 
each production run. The hypotheses are

H0: μ1-μ2 = 0

H1: μ1-μ2 ≠ 0

They set α at .05. This is a two-tailed test because they don’t know in advance 
which machine might be faster.

Table 11-1 presents the data for the production times in minutes.

The pooled estimate of σ2 is

s
N s N s

N Np
2 1 1

2
2 2

2

1 2

2
1 1

1 1
10 1 2 71 10 1 2. ..

. .

79
10 1 10 1

9 2 71 9 2 79
9 9

66 70
18

2

2 2

77 56.

The estimate of σ is 2.75, the square root of 7.56.

The test statistic is

t
x x

s
N Np

1 2 1 2

1 2

1 1

23 20

2 75 1
10

1
10

3
1 23

2 44
. .

.

TABLE 11-1 Sample Statistics from the FarKlempt Machine Study
Machine 1 Machine 2

Mean Production Time 23.00 20.00

Standard Deviation 2.71 2.79

Sample Size 10 10



CHAPTER 11  Two-Sample Hypothesis Testing      227

For this test statistic, df = 18, the denominator of the variance estimate. In a 
t-distribution with 18 df, the critical value is 2.10 for the right-side (upper) tail 
and –2.10 for the left-side (lower) tail. If you don’t believe me, apply T.INV.2T 
(see Chapter 10). The calculated value of the test statistic is greater than 2.10, so 
the decision is to reject H0. The data provide evidence that Machine 2 is significantly 
faster than Machine 1. (You can use the word significant whenever you reject H0.)

Like p’s and q’s: Unequal variances
The case of unequal variances presents a challenge. As it happens, when variances 
are not equal, the t-distribution with (N1-1) + (N2-1) degrees of freedom is not as 
close an approximation to the sampling distribution as statisticians would like.

Statisticians meet this challenge by reducing the degrees of freedom. To accom-
plish the reduction, they use a fairly involved formula that depends on the sample 
standard deviations and the sample sizes.

Because the variances aren’t equal, a pooled estimate is not appropriate. So you 
calculate the t-test in a different way:

t
x x

s
N

s
N

1 2 1 2

1
2

1

2
2

2

You evaluate the test statistic against a member of the t-distribution family that 
has the reduced degrees of freedom.

T.TEST
The worksheet function T.TEST eliminates the muss, fuss, and bother of working 
through the formulas for the t-test.

Figure 11-6 shows the data for the FarKlempt machines example I show you ear-
lier in the chapter. The figure also shows the Function Arguments dialog box for 
T.TEST.

Follow these steps:

1. Type the data for each sample into a separate data array and select a cell 
for the result.

For this example, the data for the Machine 1 sample are in column B and the 
data for the Machine 2 sample are in column D.
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2. From the Statistical Functions menu, select T.TEST to open the Function 
Arguments dialog box for T.TEST.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Array1 box, enter the sequence of cells that holds the data for one of the 
samples.

In this example, the Machine 1 data are in B3:B12.

In the Array2 box, enter the sequence of cells that holds the data for the other 
sample.

The Machine 2 data are in D3:D12.

The Tails box indicates whether this is a one-tailed test or a two-tailed test. In 
this example, it’s a two-tailed test, so I typed 2 in this box.

The Type box holds a number that indicates the type of t-test. The choices are 
1 for a paired test (which you find out about in an upcoming section), 2 for two 
samples assuming equal variances, and 3 for two samples assuming unequal 
variances. I typed 2.

With values supplied for all the arguments, the dialog box shows the probabil-
ity associated with the t value for the data. It does not show the value of t.

4. Click OK to put the answer in the selected cell.

The value in the dialog box in Figure 11-6 is less than .05, so the decision is to 
reject H0.

By the way, for this example, typing 3 into the Type box (indicating unequal vari-
ances) results in a very slight adjustment in the probability from the equal vari-
ance test. The adjustment is small because the sample variances are almost equal 
and the sample sizes are the same.

FIGURE 11-6:  
Working with 

T.TEST.
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Data analysis tool: t-Test: Two Sample
Excel provides data analysis tools that carry out t-tests. One tool works for the 
equal variance cases, and another for the unequal variances case. As you’ll see, 
when you use these tools, you end up with more information than T.TEST 
gives you.

Here’s an example that applies the equal variances t-test tool to the data from the 
FarKlempt machines example. Figure 11-7 shows the data along with the dialog 
box for t-Test: Two-Sample Assuming Equal Variances.

To use this tool, follow these steps:

1. Type the data for each sample into a separate data array.

For this example, the data in the Machine 1 sample are in column B and the 
data for the Machine 2 sample are in column D.

2. Select DATA | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select t-Test: Two Sample Assuming Equal Variances.

4. Click OK to open this tool’s dialog box.

This is the dialog box in Figure 11-7.

5. In the Variable 1 Range box, enter the cell range that holds the data for 
one of the samples.

For the example, the Machine 1 data are in $B$2:$B$12, including the column 
heading. (Note the $ signs for absolute referencing.)

FIGURE 11-7:  
The equal 

variances t-Test 
data analysis tool 

and data from 
two samples.
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6. In the Variable 2 Range box, enter the cell range that holds the data for 
the other sample.

The Machine 2 data are in $D$2:$D$12, including the column heading.

7. In the Hypothesized Mean Difference box, type the difference between 
μ1 and μ2 that H0 specifies.

In this example, that difference is 0.

8. If the cell ranges include column headings, select the Labels check box.

I included the headings in the ranges, so I selected the box.

9. The Alpha box has 0.05 as a default. Change that value if you’re so 
inclined.

10. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the work-
sheet.

11. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the 
results.

Figure 11-8 shows the tool’s results, after I expanded the columns. Rows 4 through 
7 hold sample statistics. Cell B8 shows the H0-specified difference between the 
population means, and B9 shows the degrees of freedom.

The remaining rows provide t-related information. The calculated value of the 
test statistic is in B10. Cell B11 gives the proportion of area that the positive value 
of the test statistic cuts off in the upper tail of the t-distribution with the indicated 

FIGURE 11-8:  
Results of the 

Equal Variances 
t-Test data 

analysis tool.
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df. Cell B12 gives the critical value for a one-tailed test: That’s the value that cuts 
off the proportion of the area in the upper tail equal to α.

Cell B13 doubles the proportion in B11. This cell holds the proportion of area from 
B11 added to the proportion of area that the negative value of the test statistic cuts 
off in the lower tail. Cell B14 shows the critical value for a two-tailed test: That’s 
the positive value that cuts off α/2 in the upper tail. The corresponding negative 
value (not shown) cuts off α/2 in the lower tail.

The samples in the example have the same number of scores and approximately 
equal variances, so applying the unequal variances version of the t-Test tool to 
that data set won’t show much of a difference from the equal variances case.

Instead I created another example, summarized in Table 11-2. The samples in this 
example have different sizes and widely differing variances.

To show you the difference between the equal variances tool and the unequal vari-
ances tool, I ran both on the data and put the results side by side. Figure  11-9 
shows the results from both tools. To run the Unequal Variances tool, you com-
plete the same steps as for the Equal Variances version, with one exception: In the 
Data Analysis Tools dialog box, you select t-Test: Two Sample Assuming Unequal 
Variances.

Figure  11-9 shows one obvious difference between the two tools: The Unequal 
Variances tool shows no pooled estimate of σ2, because the t-test for that case 
doesn’t use one. Another difference is in the df. As I point out earlier, in the 
unequal variances case, you reduce the df based on the sample variances and 
the sample sizes. For the equal variances case, the df in this example is 12, and for 
the unequal variances case, it’s 10.

The effects of these differences show up in the remaining statistics. The t values, 
critical values, and probabilities are different.

TABLE 11-2 Sample Statistics for the Unequal Variances t-Test Example
Sample 1 Sample 2

Mean 100.125 67.00

Variance 561.84 102.80

Sample Size 8 6
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A Matched Set: Hypothesis Testing  
for Paired Samples

In the hypothesis tests I describe so far, the samples are independent of one 
another. Choosing an individual for one sample has no bearing on the choice of an 
individual for the other.

Sometimes, the samples are matched. The most obvious case is when the same 
individual provides a score under each of two conditions — as in a before-after 
study. For example, suppose ten people participate in a weight-loss program. 
They weigh in before they start the program and again after one month on the 
program. The important data is the set of before-after differences. Table  11-3 
shows the data.

FIGURE 11-9:  
Results of the 

Equal Variances 
t-Test data 

analysis tool and 
the Unequal 

Variances t-Test 
data analysis tool 

for the data 
summarized in 

Table 11-2.

TABLE 11-3 Data for the Weight-Loss Example
Person Weight Before Program Weight After One Month Difference

1 198 194 4

2 201 203 -2

3 210 200 10

4 185 183 2

5 204 200 4

6 156 153 3

7 167 166 1

8 197 197 0
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The idea is to think of these differences as a sample of scores, and treat them as 
you would in a one-sample t-test. (See Chapter 10.)

You carry out a test on these hypotheses:

H0: μd ≤ 0

H1: μd > 0

The d in the subscripts stands for difference. Set α = .05.

The formula for this kind of t-test is

t d
s

d

d

In this formula, d  is the mean of the differences. To find sd , you calculate the 
standard deviation of the differences and divide by the square root of the number 
of pairs:

s s
Nd

The df is N-1.

From Table 11-3,

t d
s

d

d

2 9
3 25

10

2 82.
.

.

With df = 9 (Number of pairs – 1), the critical value for α = .05 is 2.26. (Use T.INV 
to verify.) The calculated value exceeds this value, so the decision is to reject H0.

If you’re looking at this test and thinking, “Hmmm.  .  . looks just like a one- 
sample t-test, but the one sample consists of the differences between pairs,” 
you’ve pretty much got it.

Person Weight Before Program Weight After One Month Difference

9 220 215 5

10 186 184 2

Mean 2.9

Standard Deviation 3.25
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T.TEST for matched samples
Earlier, I describe the worksheet function T.TEST and show you how to use it with 
independent samples. This time, I use it for the matched samples weight-loss 
example. Figure 11-10 shows the Function Arguments dialog box for T.TEST along 
with data from the weight-loss example.

Here are the steps to follow:

1. Enter the data for each sample into a separate data array and select  
a cell.

For this example, the data for the Before sample are in column B and the data 
for the After sample are in column C.

2. From the Statistical Functions menu, select T.TEST to open the Function 
Arguments dialog box for T.TEST.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Array1 box, type the sequence of cells that holds the data for one of the 
samples. In this example, the Before data are in B3:B12.

In the Array2 box, type the sequence of cells that holds the data for the other 
sample.

The After data are in C3:C12.

The Tails box indicates whether this is a one-tailed test or a two-tailed test. 
In this example, it’s a one-tailed test, so I type 1 in the Tails box.

FIGURE 11-10:  
The Function 

Arguments dialog 
box for T.TEST 

along with 
matched  

sample data.
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The Type box holds a number that indicates the type of t-test to perform. The 
choices are 1 for a paired test, 2 for two samples assuming equal variances, 
and 3 for two samples assuming unequal variances. I typed 1.

With values supplied for all the arguments, the dialog box shows the probabil-
ity associated with the t value for the data. It does not show the value of t.

4. Click OK to put the answer in the selected cell.

The value in the dialog box in Figure 11-10 is less than .05, so the decision is to 
reject H0.

If I assign the column headers in Figure 11-10 as names for the respective arrays, 
the formula in the Formula bar can be

=T.TEST(Before,After,1,1)

That format might be easier to explain if you had to show the worksheet to some-
one. (If you don’t remember how to define a name for a cell range, refer to 
Chapter 2.)

Data analysis tool: t-Test:  
Paired Two Sample for Means
Excel provides a data analysis tool that takes care of just about everything for 
matched samples. It’s called t-test: Paired Two Sample for Means. In this section, 
I use it on the weight-loss data.

Figure 11-11 shows the data along with the dialog box for t-Test: Paired Two Sam-
ple for Means.

Here are the steps to follow:

1. Enter the data for each sample into a separate data array.

For this example, the data in the Before sample are in column B and the data 
for the After sample are in column C.

2. Select Data | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list, and 
select t-Test: Paired Two Sample for Means.

4. Click OK to open this tool’s dialog box.

This is the dialog box in Figure 11-11.
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5. In the Variable 1 Range box, enter the cell range that holds the data for 
one of the samples.

For the example, the Before data are in $B$2:$B$12, including the heading. 
(Note the $ signs for absolute referencing.)

6. In the Variable 2 Range box, enter the cell range that holds the data for 
the other sample.

The After data are in $C$2:$C$12, including the heading.

7. In the Hypothesized Mean Difference box, type the difference between μ1 
and μ2 that H0 specifies.

In this example, that difference is 0.

8. If the cell ranges include column headings, select the Labels check box.

I included the headings in the ranges, so I selected the check box.

9. The Alpha box has 0.05 as a default. Change that value if you want to use 
a different α.

10. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the work-
sheet.

11. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the 
results.

Figure  11-12 shows the tool’s results, after I expanded the columns. Rows 4 
through 7 hold sample statistics. The only item that’s new is the number in cell 
B7, the Pearson Correlation Coefficient. This is a number between –1 and +1 that 
indicates the strength of the relationship between the data in the first sample and 
the data in the second.

FIGURE 11-11:  
The Paired Two 

Sample t-Test 
data analysis tool 

and data from 
matched 
samples.



CHAPTER 11  Two-Sample Hypothesis Testing      237

If this number is close to 1 (as in the example), high scores in one sample are 
associated with high scores in the other, and low scores in one are associated with 
low scores in the other. If the number is close to –1, high scores in the first sample 
are associated with low scores in the second, and low scores in the first are associ-
ated with high scores in the second.

If the number is close to zero, scores in the first sample are unrelated to scores in 
the second. Because the two samples consist of scores on the same people, you 
expect a high value. (I describe this topic in much greater detail in Chapter 15.)

Cell B8 shows the H0-specified difference between the population means, and B9 
shows the degrees of freedom.

The remaining rows provide t-related information. The calculated value of the 
test statistic is in B10. Cell B11 gives the proportion of area the positive value of the 
test statistic cuts off in the upper tail of the t-distribution with the indicated df. 
Cell B12 gives the critical value for a one-tailed test: That’s the value that cuts off 
the proportion of the area in the upper tail equal to α.

Cell B13 doubles the proportion in B11. This cell holds the proportion of area from 
B11 added to the proportion of area that the negative value of the test statistic cuts 
off in the lower tail. Cell B13 shows the critical value for a two-tailed test: That’s 
the positive value that cuts off α/2 in the upper tail. The corresponding negative 
value (not shown) cuts off α/2 in the lower tail.

Testing Two Variances
The two-sample hypothesis testing I describe thus far pertains to means. It’s also 
possible to test hypotheses about variances.

FIGURE 11-12:  
Results of the 

Paired Two 
Sample t-Test 

data analysis tool.
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In this section, I extend the one-variance manufacturing example I use in 
 Chapter  10. FarKlempt Robotics, Inc., produces a part that has to be a certain 
length with a very small variability. The company is considering two machines to 
produce this part, and it wants to choose the one that results in the least variabil-
ity. FarKlempt Robotics takes a sample of parts from each machine, measures 
them, finds the variance for each sample, and performs a hypothesis test to see if 
one machine’s variance is significantly greater than the other’s.

The hypotheses are

H0: σ1
2 = σ2

2

H1: σ1
2 ≠ σ2

2

As always, an α is a must. As usual, I set it to .05.

When you test two variances, you don’t subtract one from the other. Instead, you 
divide one by the other to calculate the test statistic. Sir Ronald Fisher is a famous 
statistician who worked out the mathematics and the family of distributions for 
working with variances in this way. The test statistic is named in his honor. It’s 
called an F-ratio and the test is the F test. The family of distributions for the test is 
called the F-distribution.

Without going into all the mathematics, I’ll just tell you that, once again, df is the 
parameter that distinguishes one member of the family from another. What’s dif-
ferent about this family is that two variance estimates are involved, so each mem-
ber of the family is associated with two values of df, rather than one as in the 
t-test. Another difference between the F-distribution and the others you’ve seen 
is that the F cannot have a negative value. Figure 11-13 shows two members of the 
F-distribution family.

The test statistic is

F s
s

larger 
smaller 

2

2

Suppose FarKlempt Robotics produces 10 parts with Machine 1 and finds a sample 
variance of .60 square inches. It produces 15 parts with Machine 2 and finds a 
sample variance of .44 square inches. Can the company reject H0?

Calculating the test statistic,

F .
.

.60
44

1 36
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The df’s are 9 and 14: The variance estimate in the numerator of the F ratio is 
based on 10 cases, and the variance estimate in the denominator is based on 
15 cases.

When the df’s are 9 and 14 and it’s a two-tailed test at α = .05, the critical value of 
F is 3.21. (In a moment, I show you an Excel function that finds the value for you.) 
The calculated value is less than the critical value, so the decision is to not reject H0.

It makes a difference which df is in the numerator and which df is in the denomi-
nator. The F-distribution for df = 9 and df = 14 is different from the F-distribution 
for df = 14 and df = 9. For example, the critical value in the latter case is 3.98, 
not 3.21.

Using F in conjunction with t
One use of the F-distribution is in conjunction with the t-test for independent 
samples. Before you do the t-test, you use F to help decide whether to assume 
equal variances or unequal variances in the samples.

FIGURE 11-13:  
Two members of 
the F-distribution 

family.
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In the equal variances t-test example I show you earlier, the standard deviations 
are 2.71 and 2.79. The variances are 7.34 and 7.78. The F-ratio of these variances is

F 7 78
7 34

1 06.
.

.

Each sample is based on ten observations, so df = 9 for each sample variance. An 
F-ratio of 1.06 cuts off the upper 47 percent of the F-distribution whose df are 9 
and 9, so it’s safe to use the equal-variances version of the t-test for these data.

In the sidebar at the end of Chapter 10, I mention that on rare occasions a high  
α is a good thing. When H0 is a desirable outcome and you’d rather not reject it, 
you stack the deck against rejecting by setting α at a high level so that small dif-
ferences cause you to reject H0.

This is one of those rare occasions. It’s more desirable to use the equal variances 
t-test, which typically provides more degrees of freedom than the unequal vari-
ances t-test. Setting a high value of α (.20 is a good one) for the F-test enables you 
to be confident when you assume equal variances.

F.TEST
The worksheet function F.TEST calculates an F-ratio on the data from two sam-
ples. It doesn’t return the F-ratio. Instead, it provides the two-tailed probability 
of the calculated F-ratio under H0. This means that the answer is the proportion 
of area to the right of the F-ratio, and to the left of the reciprocal of the F-ratio  
(1 divided by the F-ratio).

Figure 11-14 presents the data for the FarKlempt machines example I just sum-
marized for you. The figure also shows the Function Arguments dialog box for 
F.TEST.

Follow these steps:

1. Enter the data for each sample into a separate data array and select a 
cell for the answer.

For this example, the data for the Machine 1 sample are in column B and the 
data for the Machine 2 sample are in column D.

2. From the Statistical Functions menu, select F.TEST to open the Function 
Arguments dialog box for F.TEST.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.
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In the Array1 box, enter the sequence of cells that holds the data for the sample 
with the larger variance. In this example, the Machine 1 data are in B3:B12.

In the Array2 box, enter the sequence of cells that holds the data for the other 
sample. The Machine 2 data are in D3:D17.

With values entered for all the arguments, the answer appears in the dialog box.

4. Click OK to put the answer in the selected cell.

The value in the dialog box in Figure 11-14 is greater than .05, so the decision is to 
not reject H0. Figure 11-15 shows the area that the answer represents.

Had I assigned names to those two arrays, the formula in the Formula bar could 
have been

=F.TEST(Machine_1,Machine_2)

If you don’t know how to assign names to arrays, see Chapter 2. In that chapter, 
you also find out why I inserted an underscore into each name.

F.DIST and F.DIST.RT
You use the worksheet function F.DIST or the function F.DIST.RT to decide 
whether or not your calculated F-ratio is in the region of rejection. For F.DIST, 
you supply a value for F, a value for each df, and a value (TRUE or FALSE) for an 
argument called Cumulative. If the value for Cumulative is TRUE, F.DIST returns 
the probability of obtaining an F-ratio of at most as high as yours if H0 is true. 
(Excel calls this the left-tail probability.) If that probability is greater than 1- α, 
you reject H0. If the value for Cumulative is FALSE, F.DIST returns the height of 
the F-distribution at your value of F. I use this option later in this chapter to create 
a chart of the F-distribution.

FIGURE 11-14:  
Working with 

F.TEST.
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F.DIST.RT returns the probability of obtaining an F-ratio at least as high as yours 
if H0 is true. (Excel calls this the right-tail probability.) If that value is less than α, 
reject H0. In practice, F.DIST.RT is more straightforward.

Here, I apply F.DIST.RT to the preceding example. The F-ratio is 1.36, with 9  
and 14 df.

The steps are:

1. Select a cell for the answer.

2. From the Statistical Functions menu, select F.DIST.RT to open the 
Function Arguments dialog box for F.DIST.RT. (See Figure 11-16.)

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the X box, type the calculated F. For this example, the calculated F is 1.36.

In the Deg_freedom1 box, type the degrees of freedom for the variance 
estimate in the numerator of the F. The degrees of freedom for the numerator 
in this example is 9 (10 scores – 1).

In the Deg_freedom2 box, I type the degrees of freedom for the variance 
estimate in the denominator of the F.

FIGURE 11-15:  
F.TEST's 

results.
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The degrees of freedom for the denominator in this example is 14 (15 scores – 1).

With values entered for all the arguments, the answer appears in the dialog box.

4. Click OK to close the dialog box and put the answer in the selected cell.

The value in the dialog box in Figure 11-16 is greater than .05, so the decision is to 
not reject H0.

F.INV and F.INV.RT
The F.INV worksheet functions are the reverse of the F.DIST functions. F.INV 
finds the value in the F-distribution that cuts off a given proportion of the area in 
the lower (left) tail. F.INV.RT finds the value that cuts off a given proportion of the 
area in the upper (right) tail. You can use F.INV.RT to find the critical value of F.

Here, I use F.INV.RT to find the critical value for the two-tailed test in the Far-
Klempt machines example:

1. Select a cell for the answer.

2. From the Statistical Functions menu, select F.INV.RT to open the Function 
Arguments dialog box for FINV.RT.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Probability box, enter the proportion of area in the upper tail. In this 
example, that’s .025 because it’s a two-tailed test with α = .05.

In the Deg_freedom1 box, type the degrees of freedom for the numerator. For 
this example, df for the numerator = 9.

FIGURE 11-16:  
The Function 

Arguments  
dialog box for  
F.DIST.RT.
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In the Deg_freedom2 box, type the degrees of freedom for the denominator. 
For this example, df for the denominator = 14.

With values entered for all the arguments, the answer appears in the dialog 
box. (See Figure 11-17.)

4. Click OK to put the answer into the selected cell.

Data analysis tool: F-test: Two Sample  
for Variances
Excel provides a data analysis tool for carrying out an F-test on two sample vari-
ances. I apply it here to the sample variances example I’ve been using. Figure 11-18 
shows the data, along with the dialog box for F-Test: Two-Sample for Variances.

To use this tool, follow these steps:

1. Enter the data for each sample into a separate data array.

For this example, the data in the Machine 1 sample are in column B and the 
data for the Machine 2 sample are in column D.

2. Select Data | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select F-Test Two Sample For Variances.

4. Click OK to open this tool’s dialog box.

This is the dialog box shown in Figure 11-18.

FIGURE 11-17:  
The Function 

Arguments  
dialog box for  
F.INV.RT.
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5. In the Variable 1 Range box, enter the cell range that holds the data for 
the first sample.

For the example, the Machine 1 data are in $B$2:$B$12, including the heading. 
(Note the $ signs for absolute referencing.)

6. In the Variable 2 Range box, enter the cell range that holds the data for 
the second sample.

The Machine 2 data are in $D$2:$D$17, including the heading.

7. If the cell ranges include column headings, select the Labels check box.

I included the headings in the ranges, so I selected the box.

8. The Alpha box has 0.05 as a default. Change that value for a different α.

The Alpha box provides a one-tailed alpha. I want a two-tailed test, so I 
changed this value to .025.

9. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the work-
sheet.

10. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the 
results.

Figure  11-19 shows the tool’s results, after I expanded the columns. Rows 4 
through 6 hold sample statistics. Cell B7 shows the degrees of freedom.

The remaining rows present F-related information. The calculated value of F is in 
B8. Cell B9 gives the proportion of area the calculated F cuts off in the upper tail 

FIGURE 11-18:  
The F-Test data 

analysis tool and 
data from two 

samples.
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of the F-distribution. This is the right-side area shown earlier in Figure 11-15. Cell 
B10 gives the critical value for a one-tailed test: That’s the value that cuts off the 
proportion of the area in the upper tail equal to the value in the Alpha box.

Visualizing the F-Distribution
The F-distribution is extremely important in statistics, as you’ll see in the next 
chapter. In order to increase your understanding of this distribution, I show you 
how to graph it. Figure 11-20 shows the numbers and the finished product.

Here are the steps:

1. Put the degrees of freedom in cells.

I put 10 into cell B1, and 15 in cell B2.

2. Create a column of values for the statistic.

In cells D2 through D42, I put the values 0 through 8 in increments of .2

3. In the first cell of the adjoining column, put the value of the probability 
density for the first value of the statistic.

Because I’m graphing an F-distribution, I use F.DIST in cell E2. For the value of 
X, I click cell D2. For df1, I click B1 and press the F4 key to anchor this selection. 
For df2, I click B2 and press the F4 key. In the Cumulative box, I type FALSE to 
return the height of the distribution for this value of t. Then I click OK.

4. Autofill the column with the values.

5. Create the chart.

Highlight both columns. On the Insert tab, in the Charts area, select Scatter 
with Smooth Lines.

FIGURE 11-19:  
Results of the 

F-Test data 
analysis tool.
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6. Modify the chart.

I click inside the chart to open the Chart Elements tool (the plus sign) and use it 
to add the axis titles (F and f(F)). I also delete the chart title and the gridlines, 
but that’s a matter of personal taste. And I like to stretch out the chart.

7. Manipulate the chart.

To help you get a feel for the distribution, try different values for the df and see 
how the changes affect the chart.

FIGURE 11-20:  
Visualizing the 
F-distribution.
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IN THIS CHAPTER

Understanding why multiple t-tests 
won’t work

Working with ANOVA

Taking the next step after ANOVA

Working with repeated measures

Performing a trend analysis

Testing More Than 
Two Samples

Statistics would be limited if you could only make inferences about one or two 
samples. In this chapter, I discuss the procedures for testing hypotheses 
about three or more samples. I show what to do when samples are indepen-

dent of one another, and what to do when they’re not. In both cases, I discuss 
what to do after you test the hypotheses.

I also introduce Excel data analysis tools that do the work for you. Although these 
tools aren’t at the level you’d find in a dedicated statistical package, you can com-
bine them with Excel’s standard features to produce some sophisticated analyses.

Testing More Than Two
Imagine this situation. Your company asks you to evaluate three different meth-
ods for training its employees to do a particular job. You randomly assign 30 
employees to one of the three methods. Your plan is to train them, test them, 
tabulate the results, and make some conclusions. Before you can finish the study, 
three people leave the company — one from the Method 1 group and two from the 
Method 3 group.

Chapter 12
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Table 12-1 shows the data.

Do the three methods provide different results, or are they so similar that you 
can’t distinguish among them? To decide, you have to carry out a hypothesis test:

H0: μ1 = μ2 = μ3

H1: Not H0

with α = .05.

A thorny problem
Sounds pretty easy, particularly if you’ve read Chapter 11. Take the mean of the 
scores from Method 1, the mean of the scores from Method 2, and do a t-test to 
see if they’re different. Follow the same procedure for Method 1 versus Method 3, 
and for Method 2 versus Method 3. If at least one of those t-tests shows a signifi-
cant difference, reject H0. Nothing to it, right? Wrong. If your α is .05 for each 
t-test, you’re setting yourself up for a Type I error with a probability higher than 

TABLE 12-1 Data from Three Training Methods
Method 1 Method 2 Method 3

95 83 68

91 89 75

89 85 79

90 89 74

99 81 75

88 89 81

96 90 73

98 82 77

95 84

80

Mean 93.44 85.20 75.25

Variance 16.28 14.18 15.64

Standard Deviation 4.03 3.77 3.96
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you planned on. The probability that at least one of the three t-tests results in a 
significant difference is way above .05. In fact, it’s .14, which is way beyond 
acceptable. (The mathematics behind calculating that number is a little involved, 
so I won’t elaborate.)

With more than three samples, the situation gets even worse. Four groups require 
six t-tests, and the probability that at least one of them is significant is .26. 
Table 12-2 shows what happens with increasing numbers of samples.

Carrying out multiple t-tests is clearly not the answer. So what do you do?

A solution
It’s necessary to take a different approach. The idea is to think in terms of vari-
ances rather than means.

I’d like you to think of variance in a slightly different way. The formula for esti-
mating population variance, remember, is

s
x x

N
2

2

1

Because the variance is almost a mean of squared deviations from the mean, stat-
isticians also refer to it as Mean Square. In a way, that’s an unfortunate nickname: 
It leaves out “deviation from the mean,” but there you have it.

TABLE 12-2 The Incredible Increasing Alpha
Number of Samples t Number of Tests Pr (At Least One Significant t)

3 3 .14

4 6 .26

5 10 .40

6 15 .54

7 21 .66

8 28 .76

9 36 .84

10 45 .90
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The numerator of the variance — excuse me, Mean Square — is the sum of squared 
deviations from the mean. This leads to another nickname, Sum of Squares. The 
denominator, as I say in Chapter 10, is degrees of freedom (df). So, the slightly dif-
ferent way to think of variance is

Mean Square Sum of Squares
df

You can abbreviate this as

MS SS
df

Now, on to solving the thorny problem. One important step is to find the Mean 
Squares hiding in the data. Another is to understand that you use these Mean 
Squares to estimate the variances of the populations that produced these samples. 
In this case, assume those variances are equal, so you’re really estimating one 
variance. The final step is to understand that you use these estimates to test the 
hypotheses I show you at the beginning of the chapter.

Three different Mean Squares are inside the data in Table  12-1. Start with the 
whole set of 27 scores, forgetting for the moment that they’re divided into three 
groups. Suppose you want to use those 27 scores to calculate an estimate of the 
population variance. (A dicey idea, but humor me.) The mean of those 27 scores is 
85. I’ll call that mean the grand mean because it’s the average of everything.

So the Mean Square would be

95 85 91 85 73 85 77 85
27 1

68 08
2 2 2 2

...
.

The denominator has 26 (27 – 1) degrees of freedom. I refer to that variance as the 
total variance, or in the new way of thinking about this, the MSTotal. It’s often 
abbreviated as MST.

Here’s another variance to consider. In Chapter 11, I describe the t-test for two 
samples with equal variances. For that test, you put the two sample variances 
together to create a pooled estimate of the population variance. The data in 
Table 12-1 provide three sample variances for a pooled estimate: 16.28, 14.18, and 
15.64. Assuming these numbers represent equal population variances, the pooled 
estimate is

s
N s N s N s

N N Np
2 1 1

2
2 2

2
3 3

2

1 2 3

1 1 1
1 1 1

9 1 16 28 10 1 14 18 8 1 15 64
9 1 10 1 8 1

. . .
15 31.
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Because this pooled estimate comes from the variance within the groups, it’s 
called MSWithin, or MSW.

One more Mean Square to go — the variance of the sample means around the 
grand mean. In this example, that means the variance in these numbers: 93.44, 
85.20, and 75.25 — sort of. I said “sort of” because these are means, not scores. 
When you deal with means, you have to take into account the number of scores 
that produced each mean. To do that, you multiply each squared deviation by the 
number of scores in that sample.

So this variance is

9 93 44 85 10 85 20 85 8 75 25 85
3 1

701 34
2 2 2

. . .
.

The df for this variance is 2 (the number of samples – 1).

Statisticians, not known for their crispness of usage, refer to this as the variance 
between sample means. (Among is the correct word when you’re talking about 
more than two items.) This variance is known as MSBetween, or MSB.

So you now have three estimates of population variance: MST, MSW, and MSB. 
What do you do with them?

Remember that the original objective is to test a hypothesis about three means. 
According to H0, any differences you see among the three sample means are due 
strictly to chance. The implication is that the variance among those means is the 
same as the variance of any three numbers selected at random from the population.

If you could somehow compare the variance among the means (that’s MSB, 
remember) with the population variance, you could see if that holds up. If only 
you had an estimate of the population variance that’s independent of the differ-
ences among the groups, you’d be in business.

Ah . . . but you do have that estimate. You have MSW, an estimate based on pooling 
the variances within the samples. Assuming those variances represent equal pop-
ulation variances, this is a pretty solid estimate. In this example, it’s based on 
24 degrees of freedom.

The reasoning now becomes: If MSB is about the same as MSW, you have evidence 
consistent with H0. If MSB is significantly larger than MSW, you have evidence 
that’s inconsistent with H0. In effect, you transform these hypotheses:

H0: μ1 = μ2 = μ3

H1: Not H0
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into these

H0: σB
2 ≤ σW

2

H1: σB
2 > σW

2

Rather than multiple t-tests among sample means, you perform a test of the dif-
ference between two variances.

What is that test? In Chapter 11, I show you the test for hypotheses about two vari-
ances. It’s called the F-test. To perform this test, you divide one variance by the other. 
You evaluate the result against a family of distributions called the F-distribution. 
Because two variances are involved, two values for degrees of freedom define each 
member of the family.

For this example, F has df = 2 (for the MSB) and df = 24 (for the MSW). Figure 12-1 
shows what this member of the F family looks like. For our purposes, it’s the dis-
tribution of possible F values if H0 is true. (Refer to “Visualizing the F-Distribution” 
in Chapter 11.)

FIGURE 12-1:  
The F-distribution 

with 2 and 
24 degrees of 

freedom.
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The test statistic for the example is

F 701 34
15 31

.
.

What proportion of area does this value cut off in the upper tail of the F-distribution? 
From Figure 12-1, you can see that this proportion is microscopic, as the values on 
the horizontal axis only go up to 5. (And the proportion of area beyond 5 is tiny.) It’s 
way less than .05.

This means that it’s highly unlikely that differences among the means are due to 
chance. It means that you reject H0.

This whole procedure for testing more than two samples is called the analysis of 
variance, often abbreviated as ANOVA. In the context of an ANOVA, the denomina-
tor of an F-ratio has the generic name error term. The independent variable is 
sometimes called a factor. So this is a single-factor (or one-factor) ANOVA.

In this example, the factor is Training Method. Each instance of the independent 
variable is called a level. The independent variable in this example has three levels.

More complex studies have more than one factor, and each factor can have many 
levels.

Meaningful relationships
Take another look at the Mean Squares in this example, each with its Sum of 
Squares and degrees of freedom. Before, when I calculated each Mean Square for 
you, I didn’t explicitly show you each Sum of Squares, but here I include them:

MS SS
dfB

B

B

1402 68
2

701 34. .

MS SS
dfW

W

W

367 32
24

15 31. .

MS SS
dfT

T

T

1770
26

68 08.

Start with the degrees of freedom: dfB = 2, dfW = 24, and dfT = 26. Is it a coinci-
dence that they add up? Hardly. It’s always the case that

df df dfB W T

How about those Sums of Squares?

1402 68 367 32 1770. .
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Again, this is no coincidence. In the analysis of variance, this always happens:

SS SS SSB W T

In fact, statisticians who work with the analysis of variance speak of partitioning 
(read “breaking down into non-overlapping pieces”) the SST into one portion for 
the SSB and another for the SSW, and partitioning the dfT into one amount for the 
dfB and another for the dfW.

After the F-test
The F-test enables you to decide whether or not to reject H0. After you decide to 
reject, then what? All you can say is that somewhere within the set of means, 
something is different from something else. The F-test doesn’t specify what those 
“somethings” are.

Planned comparisons
In order to get more specific, you have to do some further tests. Not only that, you 
have to plan those tests in advance of carrying out the ANOVA.

What are those tests? Given what I mention earlier, this might surprise you: 
t-tests. While this might sound inconsistent with the increased alpha of multiple 
t-tests, it’s not. If an analysis of variance enables you to reject H0, then it’s okay 
to use t-tests to turn the magnifying glass on the data and find out where the dif-
ferences are. And as I’m about to show you, the t-test you use is slightly different 
from the one I discuss in Chapter 11.

These post-ANOVA t-tests are called planned comparisons. Some statisticians refer 
to them as a priori tests. I illustrate by following through with the example. Sup-
pose before you gathered the data, you had reason to believe that Method 1 would 
result in higher scores than Method 2, and that Method 2 would result in higher 
scores than Method 3. In that case, you plan in advance to compare the means of 
those samples in the event your ANOVA-based decision is to reject H0.

The formula for this kind of t-test is

t x x

MS
N NW

1 2

1 2

1 1

It’s a test of

H0: μ1 ≤ μ2

H1: μ1 > μ2
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MSW takes the place of the pooled estimate sp
2 I show you in Chapter 11. In fact, 

when I introduced MSW, I showed how it’s just a pooled estimate that can incor-
porate variances from more than two samples. The df for this t-test is dfW, rather 
than (n1 – 1) + (n2 – 1).

For this example, the Method 1 versus Method 2 comparison is

t x x

MS
N NW

1 2

1 2

1 1
93 44 85 2

15 31 1
9

1
10

4 59. .

.
.

With df = 24, this value of t cuts off a miniscule portion of area in the upper tail of 
the t-distribution. The decision is to reject H0.

The planned comparison t-test formula I show you matches up with the t-test for 
two samples. You can write the planned comparison t-test formula in a way that 
sets up additional possibilities. Start by writing the numerator

x x1 2

a bit differently:

1 11 2x x

The +1 and –1 are comparison coefficients. I refer to them, in a general way, as c1 and 
c2. In fact, c3 and x3 can enter the comparison, even if you’re just comparing x1 
with x2:

1 1 01 2 3x x x

The important thing is that the coefficients add up to zero.

Here’s how the comparison coefficients figure into the planned comparison t-test 
formula for a study that involves three samples:

t c x c x c x

MS c
N

c
N

c
NW

1 1 2 2 3 3

1
2

1

2
2

2

3
2

3

Applying this formula to Method 2 versus Method 3:

t c x c x c x

MS c
N

c
N

c
NW

1 1 2 2 3 3

1
2

1

2
2

2

3
2

3

0 93 44 1. 885 2 1 75 25

15 31 0
9

1
10

1
8

5 36
2 2

2

. .

.

.

The value for t indicates the results from Method 2 are significantly higher than 
the results from Method 3.
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You can also plan a more complex comparison — say, Method 1 versus the average 
of Method 2 and Method 3. Begin with the numerator. That would be

x
x x

1
2 3

2

With comparison coefficients, you can write this as

1 1
2

1
21 2 3x x x

If you’re more comfortable with whole numbers, you can write it as:

2 1 11 2 3x x x

Plugging these whole numbers into the formula gives you

t c x c x c x

MS c
N

c
N

c
NW

1 1 2 2 3 3

1
2

1

2
2

2

3
2

3

2 93 44 1. 885 2 1 75 25

15 31 2
9

1
10

1
8

9 97
2

2 2

. .

.

.

Again, strong evidence for rejecting H0.

Unplanned comparisons
Things would get boring if your post-ANOVA testing is limited to comparisons you 
have to plan in advance. Sometimes you want to snoop around your data and see 
if anything interesting reveals itself. Sometimes something jumps out at you that 
you didn’t anticipate.

When this happens, you can make comparisons you didn’t plan on. These com-
parisons are called a posteriori tests, post hoc tests, or simply unplanned comparisons. 
Statisticians have come up with a wide variety of these tests, many of them with 
exotic names and many of them dependent on special sampling distributions.

The idea behind these tests is that you pay a price for not having planned them in 
advance. That price has to do with stacking the deck against rejecting H0 for the 
particular comparison.

Of all the unplanned tests available, the one I like best is a creation of famed stat-
istician Henry Scheffé. As opposed to esoteric formulas and distributions, you start 
with the test I already showed you, and then add a couple of easy-to-do extras.

The first extra is to understand the relationship between t and F. I’ve shown you 
the F-test for three samples. You can also carry out an F-test for two samples. 
That F-test has dfB = 1 and dfW = (N1 – 1) + (N2 – 1). The df for the t-test, of course, 
is (N1 – 1) + (N2 – 1). Hmmm . . . seems like they should be related somehow.
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They are. The relationship between the two-sample t and the two-sample F is

F t 2

Now I can tell you the steps for performing Scheffé’s test:

1. Calculate the planned comparison t-test.

2. Square the value to create F.

3. Find the critical value of F for dfB and dfW at α = .05 (or whatever α you 
choose).

4. Multiply this critical F by the number of samples – 1.

The result is your critical F for the unplanned comparison. I’ll call this F’.

5. Compare the calculated F to F’.

If the calculated F is greater, reject H0 for this test. If it’s not, don’t reject H0 for 
this test.

Imagine that in the example, you didn’t plan in advance to compare the mean of 
Method 1 with the mean of Method 3. (In a study involving only three samples, 
that’s hard to imagine, I grant you.) The t-test is

t c x c x c x

MS c
N

c
N

c
NW

1 1 2 2 3 3

1
2

1

2
2

2

3
2

3

1 93 44 0. 885 2 1 75 25

15 31 1
9

0
10

1
8

9 57
2 2

2

. .

.

.

Squaring this result gives

F t 2 2
9 57 91 61. .

For F with 2 and 24 df and α = .05, the critical value is 3.403. (You can look that up in 
a table in a statistics textbook or you can use the worksheet function F.INV.RT.) So

F F’ . .3 1 2 3 403 6 806

Because the calculated F, 91.61, is greater than F’, the decision is to reject H0. You 
have evidence that Method 1’s results are different from Method 3’s results.

Data analysis tool: Anova: Single Factor
The calculations for the ANOVA can get intense. Excel has a data analysis tool that 
does the heavy lifting. It’s called Anova: Single Factor. Figure 12-2 shows this tool 
along with the data for the preceding example.
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The steps for using this tool are:

1. Enter the data for each sample into a separate data array.

For this example, the data in the Method 1 sample are in column B, the data in 
the Method 2 sample are in column C, and the data for the Method 3 sample 
are in column D.

2. Select Data | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select Anova: Single Factor.

4. Click OK to open the Anova: Single Factor dialog box.

This is the dialog box in Figure 12-2.

5. In the Input Range box, enter the cell range that holds all the data.

For the example, the data are in $B$2:$D$12. (Note the $ signs for absolute 
referencing.)

6. If the cell ranges include column headings, select the Labels check box.

I included the headings in the ranges, so I selected the box.

7. The Alpha box has 0.05 as a default. Change that value if you’re so 
inclined.

8. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the work-
sheet.

9. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the 
results.

FIGURE 12-2:  
The Anova: Single 

Factor data 
analysis tool 

dialog box.



CHAPTER 12  Testing More Than Two Samples      261

Figure 12-3 shows the tool’s output, after I expand the columns. The output fea-
tures two tables: SUMMARY and ANOVA. The SUMMARY table provides summary 
statistics of the samples — the number in each group, the group sums, averages, 
and variances. The ANOVA table presents the Sums of Squares, df, Mean Squares, 
F, P-value, and critical F for the indicated df. The P-value is the proportion of area 
that the F cuts off in the upper tail of the F-distribution. If this value is less than 
.05, reject H0.

Comparing the means
Excel’s ANOVA tool does not provide a built-in facility for carrying out planned (or 
unplanned) comparisons among the means. With a little ingenuity, however, you 
can use the Excel worksheet function SUMPRODUCT to do those comparisons.

The worksheet page with the ANOVA output is the launching pad for the planned 
comparisons. In this section, I take you through one planned comparison — the 
mean of Method 1 versus the mean of Method 2.

Begin by creating columns that hold important information for the comparisons. 
Figure 12-4 shows what I mean. I put the comparison coefficients in column J, the 
squares of those coefficients in column K, and the reciprocal of each sample size 
(1/n) in column L.

A few rows below those cells, I put t-test-related information — the t-test 
numerator, the denominator, and the value of t. I use separate cells for the numer-
ator and denominator to simplify the formulas. You can put them together in one 
big formula and just have a cell for t, but it’s hard to keep track of everything.

FIGURE 12-3:  
Output from the 

Anova: Single 
Factor analysis 

tool.
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SUMPRODUCT takes arrays of cells, multiplies the numbers in the corresponding 
cells, and sums the products. (This function is on the Math & Trig Functions menu, 
not the Statistical Functions menu.) I used SUMPRODUCT to multiply each coeffi-
cient by each sample mean and then add the products. I stored that result in K11. 
That’s the numerator for the planned comparison t-test. The formula for K11 is

=SUMPRODUCT(J5:J7,D5:D7)

The array J5:J7 holds the comparison coefficients, and D5:D7 holds the sample 
means.

K12 holds the denominator. I selected K12 in Figure 12-4 so that you could see its 
formula in the Formula bar:

=SQRT(D13*(SUMPRODUCT(K5:K7,L5:L7)))

D13 has the MSW. SUMPRODUCT multiplies the squared coefficients in K5:K7 by the 
reciprocals of the sample sizes in L5:L7 and sums the products. SQRT takes the 
square root of the whole thing.

K13 holds the value for t. That’s just K11 divided by K12.

K14 presents the P-value for t — the proportion of area that t cuts off in the upper 
tail of the t-distribution with df = 24. The formula for that cell is

=T.DIST.RT(K13,C13)

The arguments are the calculated t (in K13) and the degrees of freedom for MSW (in C13).

If you change the coefficients in J5:J7, you instantaneously create and complete 
another comparison.

FIGURE 12-4:  
Carrying out a 

planned 
comparison.
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In fact, I’ll do that right now, and show you Scheffé’s post hoc comparison. That 
one, in this example, compares the mean of Method 1 with the mean of Method 3. 
Figure 12-5 shows the extra information for this test, starting a couple of rows 
below the t-test.

Cell K16 holds F, the square of the t value in K13. K17 has F’, the product of C12 (dfB, 
which is the number of samples – 1) and G12 (the critical value of F for 2 and 24 degrees 
of freedom and α = .05). K16 is greater than K17, so reject H0 for this comparison.

Another Kind of Hypothesis, 
Another Kind of Test

The preceding ANOVA works with independent samples. As Chapter 11 explains, 
sometimes you work with matched samples. For example, sometimes a person 
provides data in a number of different conditions. In this section, I introduce the 
ANOVA you use when you have more than two matched samples.

This type of ANOVA is called repeated measures. You’ll see it called other names, 
too, like randomized blocks or within subjects.

Working with repeated measures ANOVA
To show how this works, I extend the example from Chapter 11. In that example, 
ten people participate in a weight-loss program. Table 12-3 shows their data over 
a three-month period.

FIGURE 12-5:  
Carrying out a 

post hoc 
 comparison.
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Is the program effective? This question calls for a hypothesis test:

H0: μBefore = μ1 = μ2 = μ3

H1: Not H0

Once again, I set α = .05

As in the previous ANOVA, start with the variances in the data. The MST is the 
variance in all 40 scores from the grand mean, which is 187.525:

MST

198 187 525 201 187 525 175 187 525
40 1

2 2 2
. . ... .

318 20.

The people participating in the weight-loss program also supply variance. Each 
one’s overall mean (his or her average over the four measurements) varies from 
the grand mean. Because these data are in the rows, I call this MSRows:

MSRows

192 75 187 525 200 187 525 181 187 525
2 2 2

. . . ... .
110 1

1292 41.

The means of the columns also vary from the grand mean:

MSColumns

192 4 187 525 189 5 187 525 185 8 187 525
2 2

. . . . . .
2 2

182 4 187 525
4 1

189 69
. .

.

TABLE 12-3 Data for the Weight-Loss Example
Person Before One Month Two Months Three Months Mean

1 198 194 191 188 192.75

2 201 203 200 196 200.00

3 210 200 192 188 197.50

4 185 183 180 178 181.50

5 204 200 195 191 197.50

6 156 153 150 145 151.00

7 167 166 167 166 166.50

8 197 197 195 192 195.25

9 220 215 209 205 212.25

10 186 184 179 175 181.00

Mean 192.4 189.5 185.8 182.4 187.525
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One more source of variance is in the data. Think of it as the variance left over 
after you pull out the variance in the rows and the variance in the columns from 
the total variance. Actually, it’s more correct to say that it’s the Sum of Squares 
left over when you subtract the SSRows and the SSColumns from the SST.

This variance is called MSError. As I say earlier, in the ANOVA the denominator of 
an F is called an error term. So the word error here gives you a hint that this MS is 
a denominator for an F.

To calculate MSError, you use the relationships among the Sums of Squares and 
among the df.

MS SS
df

SS SS SS
df df dfError

Error

Error

T Rows Columns

T Rows Collumns

209 175
27

7 75. .

Here’s another way to calculate the dfError:

dfError number of rows - 1 number of columns - 1

To perform the hypothesis test, you calculate the F:

F MS
MS

Columns

Error

189 69
7 75

24 49.
.

.

With 3 and 27 degrees of freedom, the critical F for α = .05 is 2.96. (Look it up or 
use the Excel worksheet function F.INV.RT.) The calculated F is larger than the 
critical F, so the decision is to reject H0.

What about an F involving MSRows? That one doesn’t figure into H0 for this exam-
ple. If you find a significant F, all it shows is that people are different from one 
another with respect to weight and that doesn’t tell you very much.

As is the case with the ANOVA I showed you earlier, you plan comparisons to zero 
in on the differences. You can use the same formula, except you substitute MSError 
for MSW:

t c x c x c x c x

MS c
N

c
N

c
N

c
NError

1 1 2 2 3 3 4 4

1
2

1

2
2

2

3
2

3

4
2

4

cc x c x c x c x

MS c c c c
NError

1 1 2 2 3 3 4 4

1
2

2
2

3
2

4
2

The formula works out to the expression on the right because in a repeated mea-
sures design all the Ns are the same.

The df for this test is dfError.

For Scheffé’s post hoc test, you also follow the same procedure as earlier and sub-
stitute MSError for MSW. The only other change is to substitute dfColumns for dfB and 
substitute dfError for dfW when you find F’.
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Getting trendy
In situations like the one in the weight-loss example, you have an independent 
variable that’s quantitative — its levels are numbers (0 months, 1 month, 2 
months, 3 months). Not only that, but in this case, the intervals are equal.

With that kind of an independent variable, it’s often a good idea to look for trends 
in the data rather than just plan comparisons among means. If you graph the 
means in the weight-loss example, they seem to approximate a line, as Figure 12-6  
shows. Trend analysis is the statistical procedure that examines that pattern. The 
objective is to see if the pattern contributes to the significant differences among 
the means.

A trend can be linear, as it apparently is in this example, or nonlinear (in which 
the means fall on a curve). In this example, I only deal with linear trend.

To analyze a trend, you use comparison coefficients — those numbers you use in 
planned comparisons. You just use them in a slightly different way than you did 
before.

Here, you use comparison coefficients to find a Sum of Squares for linear trend. 
I abbreviate that as SSLinear. This is a portion of SSColumns. In fact,

SS SS SSLinear Nonlinear Columns

Also,

df df dfLinear Nonlinear Columns

FIGURE 12-6:  
The means for 

the weight-loss 
example.
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After you calculate SSLinear, you divide it by dfLinear to produce MSLinear. This is 
extremely easy because dfLinear = 1. Divide MSLinear by MSError and you have an F. If 
that F is higher than the critical value of F with df = 1 and dfError at your α –level, 
then weight is decreasing in a linear way over the time period of the weight-loss 
program.

The comparison coefficients are different for different numbers of samples. For four 
samples, the coefficients are –3, –1, 1, and 3. To form the SSLinear, the formula is

SS
N cx

cLinear

2

2

In this formula, N is the number of people and c represents the coefficients. Apply-
ing the formula to this example,

SS
N cx

cLinear

2

2

10 3 192 4 1 189 5 1 185 8 3. . . 182 4

3 1 3 1
567 845

2

2 2 2 2

.
.

This is such a large proportion of SSColumns that SSNonlinear is really small:

SS SS SSNonlinear Columns Linear 569 075 567 845 1 23. . .

As I point out earlier, df = 1, so MSLinear is conveniently the same as SSLinear.

Finally,

F MS
MS

Linear

Error

567 85
7 75

73 30.
.

.

The critical value for F with 1 and 27 degrees of freedom and α = .05 is 4.21 (which 
I use F.INV.RT to calculate). Because the calculated value is larger than the critical 
value, statisticians would say the data shows a significant linear component. This, of 
course, verifies what you see shown earlier in Figure 12-6.

Data analysis tool: Anova: Two Factor 
Without Replication
Huh? Is that a misprint? Two-Factor??? Without Replication?? What’s that all 
about?

Here’s the story: If you’re looking through the data analysis tools for something 
like Anova: Single Factor Repeated Measures, you won’t find it. The tool you’re look-
ing for is there, but it’s hiding out under a different name.
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A LITTLE MORE ON TREND
The coefficients I show you represent one possible component of what underlies the 
differences among the four means in the example — the linear component. With four 
means, it’s also possible to have other components. I lump those other components 
together into a category I call nonlinear. Now I discuss them explicitly.

One possibility is that four means can differ from one another and form a trend that 
looks like a curve, as in the next figure.

Four means can form still another kind of trend:
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The first kind, where the trend changes direction once is called a quadratic component. 
In the first figure, it increases, and then it decreases. The second, where the trend 
changes direction twice, is called a cubic component. In the second figure, it increases, 
decreases, and then increases again. In Figure 12-6, the trend is linear and doesn’t 
change direction (it just keeps decreasing).

Quadratic and cubic components have coefficients, too, and here they are:

Quadratic: 1, –1, –1, 1

Cubic: –1, 3, –3, 1

You test for these components the same way you test for the linear component. A trend 
can be a combination of components: If you have a significant F, one or more of these 
trend components might be significant.

Linear, quadratic, and cubic are as far as you can go with four means. With five means, 
you can look for those three plus a quartic component (three direction-changes), and 
with six you can try to scope out all of the preceding plus a quintic component (four 
direction-changes). What do the coefficients look like?

For five means, they’re:

Linear: –2, –1, 0, 1, 2

Quadratic: 2, –1, –2, –1, 2

Cubic: -1, 2, 0, –2, 1

Quartic: 1, –4, 6, –4, 1

And for six means:

Linear: –5, –3, –1, 1, 3, 5

Quadratic: 5, –1, –4, –4, –1, 5

Cubic: –5, 7, 4, –4, –7, 5

Quartic: 1, –3, 2, 2, –3, 1

Quintic: –1, 5, –10, 10, –5, 1

I could go on with more means, coefficients, and exotic component names (hextic? 
septic?), but enough already. This should hold you for a while.
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Figure  12-7 shows this tool’s dialog box along with the data for the preceding 
weight-loss example.

The steps for using this tool are:

1. Type the data for each sample into a separate data array. Put the label 
for each person in a data array.

For this example, the labels for Person are in column B. The data in the Before 
sample are in column C, the data in the 1 Month sample are in column D, the 
data for the 2 Month sample are in column E, and the data for the 3 Month 
sample are in column F.

2. Select DATA | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select Anova: Two Factor Without Replication.

4. Click OK to open the select Anova: Two Factor Without Replication dialog box.

This is the dialog box shown in Figure 12-7.

5. In the Input Range box, type the cell range that holds all the data.

For the example, the data are in $B$2:$F$12. Note the $ signs for absolute 
referencing. Note also — and this is important — the Person column is part of 
the data.

6. If the cell ranges include column headings, select the Labels option.

I included the headings in the ranges, so I selected the box.

7. The Alpha box has 0.05 as a default. Change that value if you want a 
different α.

8. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the worksheet.

FIGURE 12-7:  
The Anova: Two 
Factor Without 

Replication data 
analysis tool 

dialog box.
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9. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the results.

Figure 12-8 shows the tool’s output, after I expand the columns. The output fea-
tures two tables: SUMMARY and ANOVA.

The SUMMARY table is in two parts. The first part provides summary statistics for 
the rows. The second part provides summary statistics for the columns. Summary 
statistics include the number of scores in each row and in each column along with 
the sums, means, and variances.

The ANOVA table presents the Sums of Squares, df, Mean Squares, F, P-values, 
and critical F-ratios for the indicated df. The table features two values for F. One F 
is for the rows, and the other is for the columns. The P-value is the proportion of 
area that the F cuts off in the upper tail of the F-distribution. If this value is less 
than .05, reject H0.

Although the ANOVA table includes an F for the rows, this doesn’t concern you in 
this case, because H0 is only about the columns in the data. Each row represents 
the data for one person. A high F just implies that people are different from one 
another, and that’s not news.

FIGURE 12-8:  
Output from the 

Anova: Two 
Factor Without 

Replication data 
analysis tool.



272      PART 3  Drawing Conclusions from Data

Analyzing trend
Excel’s Anova: Two-Factor Without Replication tool does not provide a way for 
performing a trend analysis. As with the planned comparisons, a little ingenuity 
takes you a long way. The Excel worksheet functions SUMPRODUCT and SUMSQ help 
with the calculations.

The worksheet page with the ANOVA output gives the information you need to get 
started. In this section, I take you through the analysis of linear trend.

I start by putting the comparison coefficients for linear trend into J15 through J18, 
as shown in Figure 12-9.

In J22 through J24, I put information related to SSLinear — the numerator, the 
denominator, and the value of the Sum of Squares. I use separate cells for the 
numerator and denominator to simplify the formulas.

As I point out earlier, SUMPRODUCT takes arrays of cells, multiplies the numbers in 
the corresponding cells, and sums the products. (This function is on the Math & 
Trig menu, not the Statistical Functions menu.) I used SUMPRODUCT to multiply 
each coefficient by each sample mean and then add the products. I stored that 
result in J22. That’s the numerator for the SSLinear. I selected J22 so that you could 
see its formula in the Formula bar:

=B15*SUMPRODUCT(J15:J18,D15:D18)^2

FIGURE 12-9:  
Carrying out a 
trend analysis.
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The value in B15 is the number in each column. The array J15:J18 holds the com-
parison coefficients, and D15:D18 holds the column means.

J23 holds the denominator. Its formula is

=SUMSQ(J15:J18)

SUMSQ (another function on the Math & Trig Functions menu) squares the coeffi-
cients in J15:J18 and adds them.

J24 holds the value for SSLinear. That’s J22 divided by J23.

Figure 12-9 also shows that in the ANOVA table I’ve inserted two rows above the 
row for Error. One row holds the SS, df, MS, F, P-Value, and critical F for Linear, 
and the other holds these values for Nonlinear. SSNonlinear in B26 is B24-B25.

The F for Linear is D25 divided by D27. The formula for the P-Value in F25 is

=F.DIST.RT(E25,C25,C27)

The first argument, E25, is the F. The second and third arguments are the df.

The formula for the critical F in F25 is

=F.INV.RT(0.05,C25,C27)

The first argument is α, and the second and third are the df.
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IN THIS CHAPTER

Working with two variables

Working with replications

Understanding interactions

Mixing variable-types

Slightly More 
Complicated Testing

In Chapter 11, I show you how to test hypotheses with two samples. In Chapter 12, 
I show you how to test hypotheses when you have more than two samples. The 
common thread through both chapters is that one independent variable (also 

called a factor) is involved.

Many times, you have to test the effects of more than one factor. In this chapter, 
I show how to analyze two factors within the same set of data. Several types of 
situations are possible, and I describe Excel data analysis tools that deal with 
each one.

Cracking the Combinations
FarKlempt Robotics, Inc., manufactures battery-powered robots. They want to 
test three rechargeable batteries for these robots on a set of three tasks: climbing, 
walking, and assembling. Which combination of battery and task results in the 
longest battery life?

They test a sample of nine robots. They randomly assign each robot one battery 
and one type of task. FarKlempt tracks the number of days each robot works before 
recharging. The data are in Table 13-1.

Chapter 13
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This calls for two hypothesis tests:

H0: μBattery1 = μBattery2 = μBattery3

H1: Not H0

and

H0: μClimbing = μWalking = μAssembling

H1: Not H0

In both tests, set α = .05.

Breaking down the variances
The appropriate analysis for these tests is an analysis of variance (ANOVA). Each 
variable — Batteries and Tasks — is also called a factor. So this analysis is called a 
two-factor ANOVA.

To understand this ANOVA, consider the variances inside the data. First, focus on 
the variance in the whole set of nine numbers — MST. (T in the subscript stands 
for Total.) The mean of those numbers is 15.44. Because it’s the mean of all the 
numbers, it goes by the name grand mean.

This variance is

MST

12 15 44 15 15 44 18 15 44
9 1

76 22
8

9 53
2 2 2

. . ... . . .

The means of the three batteries (the column means) also vary from 15.44. That 
variance is

MSBatteries

3 12 33 15 44 3 15 00 15 44 3 19 00 1
2 2

. . . . . 55 44
3 1

67 56
2

33 78
2

. . .

TABLE 13-1 FarKlempt Robots: Number of Days before Recharging in  
Three Tasks with Three Batteries

Task Battery 1 Battery 2 Battery 3 Average

Climbing 12 15 20 15.67

Walking 14 16 19 16.33

Assembling 11 14 18 14.33

Average 12.33 15.00 19.00 15.44
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Why does the 3 appear as a multiplier of each squared deviation? When you deal 
with means, you have to take into account the number of scores that produce each 
mean.

Similarly, the means of the tasks (the row means) vary from 15.44:

MSTasks

3 15 67 15 44 3 16 33 15 44 3 14 33 15 44
2 2

. . . . . .
2

3 1
6 22

2
3 11. .

One variance is left. It’s called MSError. This is what remains when you subtract the 
SSBatteries and the SSTasks from the SST, and divide that by the df that remains when 
you subtract dfBatteries and dfTasks from dfT:

MS SS SS SS
df df dfError

T Batteries Tasks

T Batteries Tasks

2 4. 44
4

0 61.

To test the hypotheses, you calculate one F for the effects of the batteries and 
another for the effects of the tasks. For both, the denominator (the error term) is 
MSError:

F MS
MS

F MS
MS

Batteries

Error

Tasks

Error

33 77
0 61

55 27

2 44
0

.
.

.

.

..
.

61
5 09

Each F has 2 and 4 degrees of freedom. With α = .05, the critical F in each case is 
6.94. The decision is to reject H0 for the batteries (they differ from one another to 
an extent greater than chance), but not for the tasks.

To zero in on the differences for the batteries, you carry out planned comparisons 
among the column means. (See Chapter 12 for the details.)

Data analysis tool: Anova: Two-Factor 
 Without Replication
Excel’s Anova: Two-Factor Without Replication tool carries out the analysis I just 
outlined. (I use this tool for another type of analysis in Chapter 12.) Without Repli-
cation means that only one robot is assigned to each battery-task combination. If 
you assign more than one to each combination, that’s replication.

Figure  13-1 shows this tool’s dialog box along with the data for the Batteries-
Tasks example.
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The steps for using this tool are:

1. Enter the data into the worksheet, and include labels for the rows and 
columns.

For this example, the labels for the tasks are in cells B4, B5, and B6. The labels 
for the batteries are in cells C3, D3, and E3. The data are in cells C4 through E6.

2. Select DATA | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select Anova: Two-Factor Without Replication.

4. Click OK to open the Anova: Two-Factor Without Replication dialog box.

This is the dialog box in Figure 13-1.

5. In the Input Range box, enter the cell range that holds all the data.

For the example, the data range is $B$3:$E$6. Note the $ signs for absolute 
referencing. Note also — and this is important — the row labels are part of the 
data range. The column labels are, too. The first cell in the data range, B2, is 
blank, but that’s okay.

6. If the cell ranges include column headings, select the Labels option.

I included the headings in the ranges, so I selected the box.

7. The Alpha box has 0.05 as a default. Change that value if you want a 
different α.

8. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the worksheet.

9. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the 
results.

FIGURE 13-1:  
The Anova: 
Two-Factor 

Without 
Replication data 

analysis tool 
dialog box along 

with the 
Batteries-Tasks 

data.
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Figure 13-2 shows the tool’s output, after I expanded the columns. The output 
features two tables: SUMMARY and ANOVA.

The SUMMARY table is in two parts. The first part provides summary statistics for 
the rows. The second part provides summary statistics for the columns. Summary 
statistics include the number of scores in each row and in each column along with 
the sums, means, and variances.

The ANOVA table presents the Sums of Squares, df, Mean Squares, F, P-values, 
and critical F for the indicated df. The table features two values for F. One F is for 
the rows, and the other is for the columns. The P-value is the proportion of area 
that the F cuts off in the upper tail of the F-distribution. If this value is less 
than .05, reject H0.

In this example, the decisions are to reject H0 for the batteries (the columns) and 
to not reject H0 for the tasks (the rows).

Cracking the Combinations Again
The preceding analysis involves one score for each combination of the two factors. 
Assigning one individual to each combination is appropriate for robots and other 
manufactured objects, where you can assume that one object is pretty much the 
same as another.

When people are involved, it’s a different story. Individual variation among 
humans is something you can’t overlook. For this reason, it’s necessary to assign 
a sample of people to a combination of factors — not just one person.

FIGURE 13-2:  
Output from the 

Anova: Two-
Factor Without 

Replication data 
analysis tool.
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Rows and columns
I illustrate with an example. Imagine that a company has two methods of present-
ing its training information. One is via a person who presents the information 
orally, and the other is via a text. Imagine also that the information is presented 
in either a humorous way or in a technical way. I refer to the first factor as Pre-
sentation Method and to the second as Presentation Style.

Combining the two levels of Presentation Method with the two levels of Presenta-
tion Style gives four combinations. The company randomly assigns 4 people to 
each combination, for a total of 16 people. After providing the training, they test 
the 16 people on their comprehension of the material.

Figure 13-3 shows the combinations, the four comprehension scores within each 
combination, and summary statistics for the combinations, rows, and columns.

Here are the hypotheses:

H0: μSpoken = μText

H1: Not H0

and

H0: μHumorous = μTechnical

H1: Not H0

FIGURE 13-3:  
Combining the 

levels of 
Presentation 

Method with the 
levels of 

Presentation 
Style.
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Because the two presentation methods (Spoken and Text) are in the rows, I refer 
to Presentation Type as the row factor. The two presentation styles (Humorous and 
Technical) are in the columns, so Presentation Style is the column factor.

Interactions
When you have rows and columns of data, and you’re testing hypotheses about 
the row factor and the column factor, you have an additional consideration. 
Namely, you have to be concerned about the row-column combinations. Do the 
combinations result in peculiar effects?

For the example I present, it’s possible that combining Spoken and Text with 
Humorous and Technical yields something unexpected. In fact, you can see that in 
the data in Figure 13-3: For Spoken presentation, the Humorous style produces a 
higher average than the Technical style. For Text presentation, the Humorous 
style produces a lower average than the Technical style.

A situation like that is called an interaction. In formal terms, an interaction occurs 
when the levels of one factor affect the levels of the other factor differently. The 
label for the interaction is row factor X column factor, so for this example, that’s 
Method X Type.

The hypotheses for this are

H0: Presentation Method does not interact with Presentation Style

H1: Not H0

The analysis
The statistical analysis, once again, is an analysis of variance (ANOVA). As is the 
case with the earlier ANOVAs I show you, it depends on the variances in the data.

The first variance is the total variance, labeled MST. That’s the variance of all 16 
scores around their mean (the “grand mean”), which is 44.81:

MST

54 44 81 55 44 81 72 44 81
16 1

5674 44
15

2 2 2
. . ... . . 3378 30.

The denominator tells you that df = 15 for MST.
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The next variance comes from the row factor. That’s MSMethod, and it’s the  variance 
of the row means around the grand mean:

MSMethod

8 40 75 44 81 8 48 88 44 81
2 1

264 06
1

26
2 2

. . . . . 44 06.

The 8 multiplies each squared deviation because you have to take into account the 
number of scores that produced each row mean. The df for MSMethod is the number 
of rows – 1, which is 1.

Similarly, the variance for the column factor is

MS Style

8 43 25 44 81 8 46 38 44 81
2 1

39 06
1

39 0
2 2

. . . . . . 66

The df for MSStyle is 1 (the number of columns – 1).

Another variance is the pooled estimate based on the variances within the four 
row-column combinations. It’s called the MSWithin, or MSW. (For details on MSw 
and pooled estimates, see Chapter 12.). For this example,

MSW

4 1 12 92 4 1 12 92 4 1 12 25 4 1 12 33
4 1

. . . .
4 1 4 1 4 1

151 25
12

12 60. .

This one is the error term (the denominator) for each F that you calculate. Its 
denominator tells you that df = 12 for this MS.

The last variance comes from the interaction between the row factor and the col-
umn factor. In this example, it’s labeled MSMethod X Type. You can calculate this in a 
couple of ways. The easiest way is to take advantage of this general relationship:

SS SS SS SS SSRow X Column T Row Factor Column Factor W

And this one:

df df df df dfRow X Column T Row Factor Column Factor W

Another way to calculate this is

dfRow X Column number of rows - 1 number of columns - 1

The MS is

MS SS
dfRow X Column

Row X Column

Row X Column

For this example,

MS
SS
dfMethod X Style

Method X Style

Method X Style

5764 44. 2264 06 39 06 151 25
15 12 1 1

5220 06
1

5220 06. . . . .
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To test the hypotheses, you calculate three Fs:

F
MS
MS

F MS
MS

Style

W

Method

W

39 06
12 60

3 10

264 06
12 60

20 9

.

.
.

.
.

. 55

5220 06
12 60

414 15F
MS

MS
Method X Style

W

.
.

.

For df = 1 and 12, the critical F at α = .05 is 4.75. (You can use the Excel function 
FINV to verify.) The decision is to reject H0 for the Presentation Method and for the 
Method X Style interaction, and to not reject H0 for the Presentation Style.

Data analysis tool: Anova: Two-Factor 
With Replication
Excel provides a data analysis tool that handles everything I just spelled out in the 
previous section. This one is called Anova: Two-Factor With Replication. Replica-
tion means that you have more than one score in each row-column combination.

Figure  13-4 shows this tool’s dialog box along with the data for the batteries-
tasks example.

The steps for using this tool are:

1. Enter the data into the worksheet and include labels for the rows and 
columns.

For this example, the labels for the presentation methods are in cells B3 and B7. 
The presentation types are in cells C2 and D2. The data are in cells C3 through D10.

FIGURE 13-4:  
The Anova: 

Two-Factor With 
Replication data 

analysis tool 
dialog box along 

with the 
type-method 

data.
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2. Select Data | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select Anova: Two-Factor With Replication.

4. Click OK to open the Anova: Two-Factor With Replication dialog box.

This is the dialog box in Figure 13-4.

5. In the Input Range box, type the cell range that holds all the data.

For the example, the data are in $B$2:$D$10. Note the $ signs for absolute 
referencing. Note also — again, this is important — the labels for the row 
factor (presentation method) are part of the data range. The labels for the 
column factor are part of the range, too. The first cell in the range, B2, is blank, 
but that’s okay.

6. In the Rows per Sample box, type the number of scores in each combina-
tion of the two factors.

I typed 4 into this box.

7. The Alpha box has 0.05 as a default. Change that value if you want a 
different α.

8. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the worksheet.

9. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the 
results.

Figure 13-5 shows the tool’s output, after I expand the columns. The output fea-
tures two tables: SUMMARY and ANOVA.

The SUMMARY table is in two parts. The first part provides summary statistics for 
the factor combinations and for the row factor. The second part provides summary 
statistics for the column factor. Summary statistics include the number of scores 
in each row-column combination, in each row, and in each column along with the 
counts, sums, means, and variances.

The ANOVA table presents the Sums of Squares, df, Mean Squares, F, P-values, 
and critical F for the indicated df. The table features three values for F. One F is for 
the row factor, one for the column factor, and one for the interaction. In the table, 
the row factor is called Sample. The P-value is the proportion of area that the F 
cuts off in the upper tail of the F-distribution. If this value is less than .05, 
reject H0.
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In this example, the decisions are to reject H0 for the Presentation Method (the 
row factor, labeled Sample in the table), to not reject H0 for the Presentation Style 
(the column factor), and to reject H0 for the interaction.

Two Kinds of Variables . . . at Once
What happens when you have a Between Groups variable and a Within Groups 
variable . . . at the same time? (It’s called a Mixed design.) How can that happen?

Very easily. Here’s an example. Suppose you want to study the effects of presenta-
tion media on the reading speeds of fourth-graders. You randomly assign your 
fourth-graders (I’ll call them subjects) to read either e-readers or books. That’s 
the Between Groups variable.

Let’s say you’re also interested in the effects of font. So you assign each subject to 
read each of these fonts: Haettenschweiler, Arial, and Calibri. (I’ve never seen a 
document in Haettenschweiler, but it’s my favorite font because “Haettenschwei-
ler” is fun to say. Try it. Am I right?) Because each subject reads all the fonts, 
that’s the Within Groups variable. For completeness, you have to randomly order 
the fonts for each subject.

FIGURE 13-5:  
Output from the 

Anova: Two-
Factor With 

Replication data 
analysis tool.
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What would the ANOVA table look like? Table 13-2 shows you in a generic way. It’s 
categorized into a set of sources that make up Between Groups variability, and a 
set of sources that make up Within Groups variability.

In the Between category, A is the name of the Between Groups variable. Read 
“S/A” as “S within A.” This just says that the people in one level of A are different 
from the people in the other levels of A.

In the Within category, B is the name of the Within Groups. A X B is the interaction 
of the two variables. B X S/A is something like the B variable interacting with sub-
jects within A. As you can see, anything associated with B falls into the Within 
Groups category.

The first thing to note is the three F-ratios. The first one tests for differences 
among the levels of A, the second for differences among the levels of B, and the 
third for the interaction of the two. Notice also that the denominator for the first 
F-ratio is different from the denominator for the other two. This happens more 
and more as ANOVAs increase in complexity.

Next, it’s important to be aware of some relationships. At the top level:

SSBetween + SSWithin = SSTotal

dfBetween + dfWithin = dfTotal

TABLE 13-2 The ANOVA Table for the Mixed ANOVA (One Between  
Groups Variable and One Within Groups Variable)

Source SS df MS F

Between SSBetween dfBetween

A SSA dfA SSA/dfA MSA/MSS/A

S/A SSS/A dfS/A SSS/A/dfS/A

Within SSWithin dfWithin

B SSB dfB SSB/dfB MSB/MSB X S/A

A X B SSA X B dfA X B SSA X B /dfA X B MSA X B/MSB X S/A

B X S/A SSB X S/A dfB XS/A SSB X S/A/dfB X S/A

Total SSTotal dfTotal
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The Between component breaks down further:

SSA + SSS/A = SSBetween

dfA + dfS/A = dfBetween

The Within component breaks down, too:

SSB + SSA X B + SSB X S/A = SSWithin

dfB + dfA X B + dfB X S/A = dfWithin

Knowing these relationships helps complete the ANOVA table after Excel has gone 
through its paces.

Using Excel with a Mixed Design
Someday, Excel’s Analysis ToolPak might have a choice labeled ANOVA: Mixed 
Design. That day, unfortunately, is not today. Instead, I use two ToolPak tools and 
knowledge about this type of design to provide the analysis.

I begin with the data for the study I describe earlier. Figure 13-6 shows a worksheet 
with the data. The levels of the Between Group variable, Media (the A variable), are 
in the left column. The levels of the Within Group variable, Font (the B variable), 
are in the top row. Each cell entry is a reading speed in words per minute.

Next, Figure 13-7 shows the completed ANOVA table.

How do you get there? Surprisingly, it’s pretty easy, although quite a few steps are 
involved. All you have to do is run two ANOVAs on the same data and combine the 
ANOVA tables. The relationships I show you in the preceding section complete  
the pieces in the puzzle.

FIGURE 13-6:  
Data for a study 
with a Between 
Group variable 

and a Within 
Group variable.
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Follow these steps:

1. With the data entered into a worksheet, select Data | Data Analysis.

This opens the Data Analysis dialog box.

2. From the Data Analysis dialog box, select Anova: Two-Factor Without 
Replication.

This opens the Anova: Two-Factor Without Replication dialog box.

3. In the Input Range box, enter the cell range that holds the data.

For this example, that’s C1:F9. This range includes the column headers, so 
select the Labels check box.

4. With the New Worksheet Ply radio button selected, click OK.

The result is the ANOVA table in Figure 13-8.

5. Modify the ANOVA table: Insert rows for terms from the second ANOVA, 
change names of the Sources of Variance, and delete unnecessary values.

First, insert four rows between Rows and Columns (between Row 20 and the 
original Row 21).

Next, change Rows to Between Group and Columns to Font (the name of the 
B variable).

Then, delete all the information from the row that has Error in the Source column.

Finally, delete the F-ratios, P-values, and F-crits. The ANOVA table now looks like 
Figure 13-9.

FIGURE 13-7:  
The completed 

ANOVA table for 
the analysis of 

the data in 
Figure 13-6.

FIGURE 13-8:  
The ANOVA table 

for the first of 
two ANOVAs.
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6. Once again, select Data | Data Analysis.

7. This time, from the Data Analysis dialog box choose ANOVA: Two-Factor 
With Replication.

8. In the Input Range box, enter the cell array that holds the data, including 
the column headers.

To do this, select C1:F9 in the worksheet.

9. In the Rows Per Sample box, enter the number of subjects within each 
level of the Between Groups variable.

For this example, that’s 4.

10. With the New Worksheet Ply radio button selected, click OK.

11. Copy the resulting ANOVA table and paste it into the worksheet with the 
first ANOVA, just below the first ANOVA table.

The worksheet should look like Figure 13-10.

12. Add Within Group to the first ANOVA table, four rows under Between 
Group, and calculate values for SS and df.

FIGURE 13-9:  
The first ANOVA 

table after 
modifications.

FIGURE 13-10:  
The modified first 
ANOVA table and 

the second 
ANOVA table.
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Type Within Group into row 24. The SS for Within Group is the SS Total – SS 
Between Group (B28-B20). The df for Within Group is the df Total – df Between 
Group (C28-C20).

13. Copy the Sample row of data from the second ANOVA table and paste it 
into the first ANOVA table just below Between Group.

Copy and paste just the Source name (Sample), its SS and its df.

14. Change Sample to the name of the Between Group variable (the A variable).

Change Sample to Media.

15. In the next row, enter the name of the source for S/A, and calculate its SS, 
df, and MS.

Enter Subject/Media. The SS is the SS Between Group – SS Media (B20:B21). 
The df is the df Between Group – df Media (C20:C21). The MS is the SS divided 
by the df (B22/C22).

16. In the appropriate cell, calculate the F ratio for the A variable.

That’s MS Media divided by MS Subject/Media (D21/D22) calculated in E21. The 
ANOVA table now looks like Figure 13-11.

17. From the second ANOVA table, copy the Interaction, its SS, its df, and its 
MS, and paste into the first ANOVA table in the row just below the name 
of the B variable. Change Interaction to the name of the interaction 
between the A variable and the B variable.

Copy the information from Row 34 into Row 26, just below Font. Change 
Interaction to Media X Font.

18. In the next row, type the name of the source for B X S/A and calculate its 
SS, df, and MS.

Type Font X Subject/Media into A27. The SS is the SS Within Group – SS Font – 
SS Media X Font (B24 – B25 – B26). The df is the df Within Group – df Font – df 
Media X Font (C24 – C25 – C26). The MS is the SS divided by the df (B27/C27).

FIGURE 13-11:  
The ANOVA table 

with the 
information for 

the Between 
Group variable 
and part of the 
information for 

the Within Group 
variable.
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19. In the appropriate cells, calculate the remaining F-ratios.

In E25, divide D25 by D27. In E26, divide D26 by D27. For clarity, insert a row 
just above Total. The table now looks like Figure 13-12.

To make the table look like Figure 13-7, shown earlier, use F.DIST.RT to find the 
P-values, and F.INV.RT to find the F-crits. (I discuss these functions in Chapter 11.) 
You can also delete the value for MSBetween Group, because it serves no purpose.

For some nice cosmetic effects, indent the sources under the main categories 
(Between Groups and Within Groups), and center the df for the main categories.

And what about the analysis? The completed ANOVA table shows no effect of 
Media, a significant effect of Font, and a Media X Font interaction.

This procedure uses Anova: Two-Factor With Replication, a tool that depends on 
an equal number of replications (rows) for each combination of factors. So for this 
procedure to work, you have to have an equal number of people in each level of the 
Between Groups variable.

Graphing the Results
Because this isn’t a built-in tool, Excel doesn’t produce the descriptive statistics 
for each combination of conditions. You have to have those statistics (means and 
standard errors) to create a chart of the results.

This, of course, isn’t hard to do. Figure 13-13 shows the table of means and the 
table of standard errors along with the data. Each entry in the means table is just 
the AVERAGE function applied to the appropriate cell range. So the value in D13 is

=AVERAGE(D2:D5)

FIGURE 13-12:  
The ANOVA table 
with all the SS, df, 

MS and F-ratios.
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Each entry in the Standard Errors table is the result of applying three functions to 
the appropriate cell range. To show you an example, I’ve selected D18 so that its 
value appears in the Formula bar in the figure:

=STDEV.S(D2:D5)/SQRT(COUNT(D2:D5))

Figure  13-14 shows the column chart for the results. To create it, I select the 
means table (C12:F14) and select Insert | Recommended Charts and then select the 
Clustered Column option. Then I added the error bars for the standard errors 
(see Chapter 22) and tweaked the chart. (Refer to Chapter 3.)

FIGURE 13-13:  
The data along 
with the Means 

table and the 
Standard Errors 

table.

FIGURE 13-14:  
Graphing the 

results.
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The chart clearly illustrates the Media X Font interaction. For Haettenschweiler, 
the reading speed is higher with the book. For each of the others, the reading 
speed is higher with the E-reader.

After the ANOVA
As I point out in Chapter 12, a significant result in an ANOVA tells you that an 
effect is lurking somewhere in the data. Post-analysis tests tell you where. Two 
types of tests are possible — either planned or unplanned. Chapter 12 provides the 
details.

In this example, the Between Groups variable has only two levels. For this reason, 
had a significant effect resulted, no further test would be necessary. The Within 
Groups variable, Font, is significant. Ordinarily, the test would proceed as in 
Chapter 12. In this case, however, the interaction between Media and Font neces-
sitates a different path.

With the interaction, post-analysis tests can proceed in either (or both) of two 
ways. You can examine the effects of each level of the A variable on the levels of 
the B variable, or you can examine the effects of each level of the B variable on the 
levels of the A variable. Statisticians refer to these as simple main effects.

For this example, the first way examines the means for the three fonts in a book 
and the means for the three fonts in the E-reader. The second way examines the 
means for the book versus the mean for the E-reader with Haettenschweiler font, 
with Arial, and with Calibri.

Statistics texts provide complicated formulas for calculating these analyses. Excel 
makes them easy. To analyze the three fonts in the book, do a repeated measures 
ANOVA for Subjects 1 through 4. To analyze the three fonts in the E-reader, do a 
repeated measures ANOVA for Subjects 5 through 8.

For the analysis of the book versus the E-reader in the Haettenschweiler font, 
that’s a single-factor ANOVA for the Haettenschweiler data. To do this, you’d have 
to rearrange the numbers into two columns. Of course, you’d go through a similar 
procedure for each of the other fonts.
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IN THIS CHAPTER

Summarizing a relationship

Working with regression

Hypothesis testing and regression

Balancing many relationships

Regression: Linear 
and Multiple

One of the main things you do when you work with statistics is make 
 predictions. The idea is to take data on one or more variables, and use 
these data to predict a value of another variable. To do this, you have to 

understand how to summarize relationships among variables, and to test hypoth-
eses about those relationships.

In this chapter, I introduce regression, a statistical way to do just that. Regression 
also enables you to use the details of relationships to make predictions. First, I 
show you how to analyze the relationship between one variable and another. Then 
I show you how to analyze the relationship between a variable and two others. 
These analyses involve a good bit of calculation, and Excel is more than equal to 
the task.

The Plot of Scatter
Sahutsket University is an exciting, dynamic institution. Every year, the school 
receives thousands of applications. One challenge the Admissions Office faces is 
this: Applicants want the Office to predict what their GPAs (grade-point averages 
on a 4.0 scale) will be if they attend Sahutsket.

Chapter 14
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What’s the best prediction? Without knowing anything about an applicant, and 
only knowing its own students’ GPAs, the answer is clear: It’s the average GPA at 
Sahutsket U. Regardless of who the applicant is, that’s all the Admissions Office 
can say if its knowledge is limited.

With more knowledge about the students and about the applicants, a more accu-
rate prediction becomes possible. For example, if Sahutsket keeps records on its 
students’ total SAT scores, the Admissions Office can match up each student’s 
GPA with his or her SAT score and see if the two pieces of data are somehow 
related. If they are, an applicant can supply his or her SAT score, and the Admis-
sions Office can use that score to help make a prediction.

Figure 14-1 shows the GPA-SAT matchup in a graphic way. Because the points are 
scattered, it’s called a scatterplot. By convention, the vertical axis (the y-axis) rep-
resents what you’re trying to predict. That’s also called the dependent variable or 
the y-variable. In this case, that’s GPA. Also by convention, the horizontal axis (the 
x-axis) represents what you’re using to make your prediction. That’s also called 
the independent variable or the x-variable. Here, that’s SAT.

Each point in the graph represents an individual student’s GPA and SAT. In a real 
scatterplot of a university student body, you’d see many more points than I show 
here. The general tendency of the set of points seems to be that high SAT scores 
are associated with high GPAs and low SAT scores are associated with low GPAs.

FIGURE 14-1:  
SATs and GAPs in 

the Sahutsket 
University 

student body.
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I singled out one of the points. It shows a Sahutsket student with an SAT score of 
1,000 and a GPA of 2.5. I also show the average GPA to give you a sense that know-
ing the GPA-SAT relationship provides an advantage over knowing only the mean.

How do you make that advantage work for you? You start by summarizing the 
relationship between SAT and GPA. The summary is a line through the points. 
How and where do you draw the line?

I get to that in a minute. First, I have to tell you about lines in general.

Graphing Lines
In the world of mathematics, a line is a way to picture a relationship between an 
independent variable (x) and a dependent variable (y). In this relationship,

y x4 2

if I supply a value for x, I can figure out the corresponding value for y. The equation 
says to take the x-value, multiply by 2, and then add 4.

If x = 1, for example, y = 6. If x =2, y = 8. Table 14-1 shows a number of x-y pairs 
in this relationship, including the pair in which x = 0.

Figure 14-2 shows these pairs as points on a set of x-y axes, along with a line 
through the points. Each time I list an x-y pair in parentheses, the x-value is first.

TABLE 14-1 x-y Pairs in y = 4 + 2x
x y

0 4

1 6

2 8

3 10

4 12

5 14

6 16



298      PART 3  Drawing Conclusions from Data

As the figure shows, the points fall neatly onto the line. The line graphs the equa-
tion y = 4 + 2x. In fact, whenever you have an equation like this, where x isn’t 
squared or cubed or raised to any power higher than 1, you have what mathemati-
cians call a linear equation. (If x is raised to a higher power than 1, you connect the 
points with a curve, not a line.)

A couple of things to keep in mind about a line: You can describe a line in terms of 
how slanted it is, and where it runs into the y-axis.

The how-slanted-it-is part is called the slope. The slope tells you how much y 
changes when x changes by one unit. In the line in Figure 14-2, when x changes by 
one (from 4 to 5, for example), y changes by two (from 12 to 14).

The where-it-runs-into-the-y-axis part is called the y-intercept (or sometimes just 
the intercept). That’s the value of y when x = 0. In Figure 14-2, the y-intercept is 4.

You can see these numbers in the equation. The slope is the number that multi-
plies x and the intercept is the number you add to x. In general,

y a bx

where a represents the intercept and b represents the slope.

The slope can be a positive number, a negative number, or zero. In Figure 14-2, 
the slope is positive. If the slope is negative, the line is slanted in a direction oppo-
site to what you see in Figure 14-2. A negative slope means that y decreases as x 
increases. If the slope is zero, the line is parallel to the horizontal axis. If the slope 
is zero, y doesn’t change as x changes.

FIGURE 14-2:  
The graph for  

y = 4 + 2x.
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The same applies to the intercept — it can be a positive number, a negative num-
ber, or zero. If the intercept is positive, the line cuts off the y-axis above the 
x-axis. If the intercept is negative, the line cuts off the y-axis below the x-axis. If 
the intercept is zero, it intersects with the y-axis and the x-axis, at the point 
called the origin.

And now, back to what I was originally talking about.

Regression: What a Line!
I mention earlier that a line is the best way to summarize the relationship in the 
scatterplot in Figure 14-1. It’s possible to draw an infinite amount of straight lines 
through the scatterplot. Which one best summarizes the relationship?

Intuitively, the “best fitting” line ought to be the one that goes through the maxi-
mum number of points and isn’t too far away from the points it doesn’t go 
through. For statisticians, that line has a special property: If you draw that line 
through the scatterplot, then draw distances (in the vertical direction) between 
the points and the line, and then square those distances and add them up, the sum 
of the squared distances is a minimum.

Statisticians call this line the regression line, and indicate it as

y a bx

Each y′ is a point on the line. It represents the best prediction of y for a given 
value of x.

To figure out exactly where this line is, you calculate its slope and its intercept. 
For a regression line, the slope and intercept are called regression coefficients.

The formulas for the regression coefficients are pretty straightforward. For the 
slope, the formula is

b
x x y y

x x
2

The intercept formula is

a y bx
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I illustrate with an example. To keep the numbers manageable and comprehen-
sible, I use a small sample instead of the thousands of students you’d find in a 
scatterplot of an entire university student body. Table 14-2 shows a sample of data 
from 20 Sahutsket University students.

TABLE 14-2 SAT Scores and GPAs for 20 Sahutsket University Students
Student SAT GPA

1 990 2.2

2 1150 3.2

3 1080 2.6

4 1100 3.3

5 1280 3.8

6 990 2.2

7 1110 3.2

8 920 2.0

9 1000 2.2

10 1200 3.6

11 1000 2.1

12 1150 2.8

13 1070 2.2

14 1120 2.1

15 1250 2.4

16 1020 2.2

17 1060 2.3

18 1550 3.9

19 1480 3.8

20 1010 2.0

Mean 1126.5 2.705

Variance 26171.32 0.46

Standard Deviation 161.78 0.82



CHAPTER 14  Regression: Linear and Multiple      301

For this set of data, the slope of the regression line is

b

990 1126 5 2 2 2 705 1150 1126 5 3 2 2 705

101

. . . . . .

... 00 1126 5 2 0 2 705

2 2 2 705 3 2 2 705 2 0 2
2 2

. . .

. . . . ... . .7705
0 00342 .

The intercept is

a y bx 2 705 0 0034 1126 5 1 1538. . . .

So the equation of the best-fitting line through these 20 points is

y x1 1538 0 0034. .

or in terms of GPAs and SATs:

Predicted GPA SAT 1 1538 0 0034. .

Using regression for forecasting
Based on this sample and this regression line, you can take an applicant’s SAT 
score — say, 1230 — and predict the applicant’s GPA:

Predicted GPA 1 1538 0 0034 1230 3 028. . .

Without this rule, the only prediction is the mean GPA, 2.705.

Variation around the regression line
In Chapter 5, I describe how the mean doesn’t tell the whole story about a set of 
data. You have to show how the scores vary around the mean. For that reason, I 
introduce the variance and standard deviation.

You have a similar situation here. To get the full picture of the relationship in a 
scatterplot, you have to show how the scores vary around the regression line. 
Here, I introduce the residual variance and standard error of estimate, which are 
analogous to the variance and the standard deviation.

The residual variance is sort of an average of the squared deviations of the observed 
y-values around the predicted y-values. Each deviation of a data point from a 
predicted point (y - y′) is called a residual, hence the name. The formula is

s
y y

Nyx
2

2

2

I say sort of because the denominator is N-2 rather than N. The reason for the -2 
is beyond the scope of this discussion. As I discuss earlier, the denominator of a 
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variance estimate is degrees of freedom (df), and that concept comes in handy in a 
little while.

The standard error of estimate is

s s
y y

Nyx yx
2

2

2

To show you how the residual error and the standard error of estimate play out for 
the data in the example, here’s Table 14-3. This table extends Table 14-2 by show-
ing the predicted GPA for each SAT score.

TABLE 14-3 SAT Scores, GPAs, and Predicted GPAs for 20 Sahutsket  
University Students

Student SAT GPA Predicted GPA

1 990 2.2 2.24

2 1150 3.2 2.79

3 1080 2.6 2.55

4 1100 3.3 2.61

5 1280 3.8 3.23

6 990 2.2 2.24

7 1110 3.2 2.65

8 920 2.0 2.00

9 1000 2.2 2.27

10 1200 3.6 2.96

11 1000 2.1 2.27

12 1150 2.8 2.79

13 1070 2.2 2.51

14 1120 2.1 2.68

15 1250 2.4 3.13

16 1020 2.2 2.34

17 1060 2.3 2.48

18 1550 3.9 4.16

19 1480 3.8 3.92
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As the table shows, sometimes the predicted GPA is pretty close, and sometimes 
it’s not. One predicted value (4.16) is impossible.

For these data, the residual variance is

s
y y

Nyx
2

2 2 2 2

2
2 2 2 24 3 2 2 79 2 0 2 31

20
. . . . ... . .

2
2 91
18

16. .

The standard error of estimate is

s syx yx
2 16 40. .

If the residual variance and the standard error of estimate are small, the regres-
sion line is a good fit to the data in the scatterplot. If the residual variance and the 
standard error of estimate are large, the regression line is a poor fit.

What’s “small”? What’s “large”? What’s a “good” fit?

Keep reading.

Testing hypotheses about regression
The regression equation you are working with,

y a bx

summarizes a relationship in a scatterplot of a sample. The regression coefficients 
a and b are sample statistics. You can use these statistics to test hypotheses about 
population parameters, and that’s what you do in this section.

The regression line through the population that produces the sample (like the entire 
Sahutsket University student body, past and present) is the graph of an equation 
that consists of parameters, rather than statistics. By convention, remember, Greek 
letters stand for parameters, so the regression equation for the population is

y x

Student SAT GPA Predicted GPA

20 1010 2.0 2.31

Mean 1126.5 2.705

Variance 26171.32 0.46

Standard Deviation 161.78 0.82
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The first two Greek letters on the right are α (alpha) and β (beta), the equivalents 
of a and b. What about that last one? It looks something like the Greek equivalent 
of e. What’s it doing there?

That last term is the Greek letter epsilon. It represents error in the population. In a 
way, error is an unfortunate term. It’s a catchall for “things you don’t know or 
things you have no control over.” Error is reflected in the residuals — the devia-
tions from the predictions. The more you understand about what you’re measur-
ing, the more you decrease the error.

You can’t measure the error in the relationship between SAT and GPA, but it’s 
lurking there. Someone might score low on the SAT, for example, and then go on 
to have a wonderful college career with a higher-than-predicted GPA. On a scat-
terplot, this person’s SAT-GPA point looks like an error in prediction. As you find 
out more about that person, you might discover that he or she was sick on the day 
of the SAT, and that explains the “error.”

You can test hypotheses about α, β, and ε, and that’s what you do in the upcoming 
subsections.

Testing the fit
You begin with a test of how well the regression line fits the scatterplot. This is a 
test of ε, the error in the relationship.

The objective is to decide whether the line really does represent a relationship 
between the variables. It’s possible that what looks like a relationship is just due 
to chance and the equation of the regression line doesn’t mean anything (because 
the amount of error is overwhelming) — or it’s possible that the variables are 
strongly related.

These possibilities are testable, and you set up hypotheses to test them:

H0: No real relationship

H1: Not H0

Although those hypotheses make nice light reading, they don’t set up a statistical 
test. To set up the test, you have to consider the variances. To consider the 
 variances, you start with the deviations. Figure  14-3 focuses on one point in a 
scatterplot and its deviation from the regression line (the residual) and from the 
mean of the y-variable. It also shows the deviation between the regression line 
and the mean.
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As the figure shows, the distance between the point and the regression line and 
the distance between the regression line and the mean add up to the distance 
between the point and the mean:

y y y y y y

This sets the stage for some other important relationships.

Start by squaring each deviation. That gives you y y
2
, y y

2
, and y y

2
. If 

you add up each of the squared deviations, you have

y y
2

You just saw this one. That’s the numerator for the residual variance. It represents 
the variability around the regression line— the “error” I mention earlier. In the 
terminology of Chapter 12, the numerator of a variance is called a Sum of Squares, 
or SS. So this is SSResidual.

y y
2

This one is new. The deviation y y  represents the gain in prediction due to 
using the regression line rather than the mean. The sum reflects this gain, and is 
called SSRegression.

y y
2

I show you this one in Chapter 5 — although I use x rather than y. That’s the 
numerator of the variance of y. In Chapter 12 terms, it’s the numerator of total 
variance. This one is SSTotal.

FIGURE 14-3:  
The deviations in 

a scatterplot.
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This relationship holds among these three sums:

SS SS SSRegression TotalResidual

Each one is associated with a value for degrees of freedom — the denominator of 
a variance estimate. As I point out in the preceding section, the denominator for 
SSResidual is N-2. The df for SSTotal is N-1. (See Chapters 5 and 12.) As with the SS, the 
degrees of freedom add up:

df df dfRegression TotalResidual

This leaves one degree of freedom for Regression.

Where is this all headed, and what does it have to do with hypothesis testing? 
Well, since you asked, you get variance estimates by dividing SS by df. Each vari-
ance estimate is called a Mean Square, abbreviated MS (again, see Chapter 12):

MS
SS
dfRegression

Regression

Regression

MS SS
dfResidual

Residual

Residual

MS SS
dfTotal

Total

Total

Now for the hypothesis part. If H0 is true and what looks like a relationship 
between x and y is really no big deal, the piece that represents the gain in predic-
tion because of the regression line (MSRegression) should be no greater than the vari-
ability around the regression line (MSResidual). If H0 is not true, and the gain in 
prediction is substantial, then MSRegression should be a lot bigger than MSResidual.

So the hypotheses now set up as

H0: σ
2
Regression ≤ σ2

Residual

H1: σ
2
Regression > σ2

Residual

These are hypotheses you can test. How? To test a hypothesis about two variances, 
you use an F test. (See Chapter 11.) The test statistic here is

F
MS
MS

Regression

Residual

To show you how it all works, I apply the formulas to the Sahutsket example. The 
MSResidual is the same as syx

2 from the preceding section, and that value is 0.16. The 
MSRegression is
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MSRegression

2 24 2 705 2 79 2 705 2 31 2 705
2 2 2

. . . . ... . .
11

5 83.

This sets up the F:

F
MS
MS

Regression

Residual

5 83
0 16

36 03.
.

.

With 1 and 18 df and α = .05, the critical value of F is 4.41. (You can use the work-
sheet function F.INV.RT to verify.) The calculated F is greater than the critical F, 
so the decision is to reject H0. That means the regression line provides a good fit 
to the data in the sample.

Testing the slope
Another question that arises in linear regression is whether the slope of the 
regression line is significantly different from zero. If it’s not, the mean is just as 
good a predictor as the regression line.

The hypotheses for this test are:

H0: β ≤ 0

H1: β > 0

The statistical test is t, which I discuss in Chapters 9, 10, and 11 in connection with 
means. The t-test for the slope is

t b
sb

with df = N-2. The denominator estimates the standard error of the slope. This 
term sounds more complicated than it is. The formula is

s
s

s N
b

yx

x 1

where sx is the standard deviation of the x-variable. For the data in the example

s
s

s N
b

yx

x 1
0 402

161 776 20 1
00057.

.
.

t b
sb

.
.

.0034 0
00057

5 96

The actual value is 6.00. If you round syx and sb to a manageable number of  decimal 
places before calculating, you end up with 5.96. Either way, this is larger than the 
critical value of t for 18 df and α = .05 (2.10), so the decision is to reject H0. This 
example, by the way, shows why it’s important to test hypotheses. The slope, 
0.0034, looks like a very small number. (Possibly because it’s a very small  number.) 
Still, it’s big enough to reject H0 in this case.
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Testing the intercept
For completeness, I include the hypothesis test for the intercept. I doubt you’ll 
have much use for it, but it appears in the output of some of Excel’s regression-
related capabilities. I want you to understand all aspects of that output (which I 
tell you about in a little while), so here it is.

The hypotheses are

H0: α = 0

H1: α ≠ 0

The test, once again, is a t-test. The formula is

t a
sa

The denominator is the estimate of the standard error of the intercept. Without 
going into detail, the formula for sa is

s s
N

x
N sa yx

x

1
1

2

2

where x 2 is the squared mean of the x-variable and sx
2 is the variance of the 

x-variable . Applying this formula to the data in the example,

s s
N

x
N sa yx

x

1
1

0 649
2

2 .

The t-test is

t a
sa

1 15
0 649

1 78.
.

.

With 18 degrees of freedom, and the probability of a Type I error at .05, the critical 
t is 2.45 for a two-tailed test. It’s a two-tailed test because H1 is that the intercept 
doesn’t equal zero — it doesn’t specify whether the intercept is greater than zero 
or less than zero. Because the calculated value isn’t more negative than the 
 negative critical value, the decision is to not reject H0.

Worksheet Functions for Regression
Excel is a big help for computation-intensive work like linear regression.  
An assortment of functions and data analysis tools makes life a lot easier. 
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In this section, I concentrate on the worksheet functions and on two array 
functions.

Figure 14-4 shows the data I use to illustrate each function. The data are GPA and 
SAT scores for 20 students in the example I show you earlier. As the figure shows, 
the SAT scores are in C3:C22 and the GPAs are in D3:D22. The SAT is the x-variable 
and GPA is the y-variable.

To clarify what the functions do, I define names for the data arrays. I define SAT 
as the name for C3:C22 and I define GPA as the name for D3:D22. That way, I can 
use those names in the arguments for the functions. If you don’t know how to 
define a name for an array, go to Chapter 2.

SLOPE, INTERCEPT, STEYX
These three functions work the same way, so I give a general description and pro-
vide details as necessary for each function. Follow these steps:

1. With the data entered, select a cell.

2. From the Statistical Functions menu, select a regression function to open 
its Function Arguments dialog box.

FIGURE 14-4:  
Data for the 
regression-

related  
worksheet 
functions.
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• To calculate the slope of a regression line through the data, select SLOPE.

• To calculate the intercept, select INTERCEPT.

• To calculate the standard error of estimate, select STEYX.

Figures 14-5, 14-6, and 14-7 show the Function Arguments dialog boxes for 
these three functions.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Known_y’s box, I enter the name for the cell range that holds the scores 
for the y-variable. For this example, that’s GPA (defined as the name for 
C3:C22).

In the Known_x’s box, I enter the name for the cell range that holds the scores 
for the x-variable. For this example, it’s SAT (defined as the name for D3:D22). 
After I enter this name, the answer appears in the dialog box.

• SLOPE’s answer is .00342556. (See Figure 14-5.)

• INTERCEPT’s answer is –1.153832541. (See Figure 14-6.)

• STEYX’s answer is 0.402400043. (See Figure 14-7.)

4. Click OK to put the answer into the selected cell.

FORECAST.LINEAR
This one is a bit different from the preceding three. In addition to the columns for 
the x and y variables, for FORECAST.LINEAR (renamed from FORECAST in earlier 
Excels, but still called FORECAST in the Mac version), you supply a value for x and 
the answer is a prediction based on the linear regression relationship between the 
x-variable and the y-variable.

FIGURE 14-5:  
The Function 

Arguments dialog 
box for SLOPE.
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Figure 14-8 shows the Function Arguments dialog box for FORECAST.LINEAR. In 
the X box, I entered 1290. For this SAT, the figure shows the predicted GPA is 
3.265070236.

Array function: TREND
TREND is a versatile function. You can use TREND to generate a set of predicted 
y-values for the x-values in the sample.

FIGURE 14-6:  
The Function 

Arguments dialog 
box for 

 INTERCEPT.

FIGURE 14-7:  
The Function 

Arguments dialog 
box for STEYX.

FIGURE 14-8:  
The Function 

Arguments 
dialog box for 

 FORECAST.
LINEAR.
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You can also supply a new set of x-values and generate a set of predicted y-values, 
based on the linear relationship in your sample. It’s like applying FORECAST 
repeatedly in one fell swoop.

In this section, I describe both uses.

Predicting y’s for the x’s in your sample
First, I use TREND to predict GPAs for the 20 students in the sample. Figure 14-9 
shows TREND set up to do this. I include the Formula bar in this screen shot so that 
you can see what the formula looks like for this use of TREND.

1. With the data entered, select a column for TREND’s answers.

I select E3:E22. That puts the predicted GPAs right next to the sample GPAs.

2. From the Statistical Functions menu, select TREND to open the Function 
Arguments dialog box for TREND.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Known_y’s box, I enter the cell range that holds the scores for the 
y-variable. For this example, that’s D3:D22.

In the Known_x’s box, enter the cell range that holds the scores for the 
x-variable. For this example, it’s C3:C22.

FIGURE 14-9:  
The Function 

Arguments dialog 
box for TREND, 

along with data. 
TREND is set up to 
predict GPAs for 

the sample SATs.
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Why didn’t I just enter GPA and SAT as in the previous examples? When I do 
that, and complete the next step, Excel doesn’t calculate the values. (This 
happened in Excel 2013 as well.)

I left the New_x’s box blank.

In the Const box, I typed TRUE (or I could leave it blank) to calculate the 
y-intercept, or I would type FALSE to set the y-intercept to zero.

(I really don’t know why you’d enter FALSE.) A note of caution: In the dialog box, 
the instruction for the Const box refers to b. That’s the y-intercept. Earlier in the 
chapter, I use a to represent the y-intercept, and b to represent the slope. No 
usage is standard for this.

4. IMPORTANT: Do not click OK. Because this is an array function, press 
Ctrl+Shift+Enter to put TREND’s answers into the selected array.

Figure 14-10 shows the answers in E3:E22. I include the Formula bar so you can 
see that Excel surrounds the completed array formula with curly brackets.

Predicting a new set of y’s for a new set of x’s
Here, I use TREND to predict GPAs for four new SAT scores. Figure 14-11 shows TREND 
set up for this, with the name New_SAT defined for the cell range that holds the 
new scores. The figure also shows the selected cell range for the results. Once again, 
I include the Formula bar to show you the formula for this use of the function.

FIGURE 14-10:  
The results of 

TREND: Predicted 
GPAs for the 

sample SATs.
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1. With the data entered, select a cell range for TREND’s answers.

I selected G8:G11.

2. From the Statistical Functions menu, select TREND to open the Function 
Arguments dialog box for TREND.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Known_y’s box, enter the name of the cell range that holds the scores for 
the y-variable. For this example, that’s D3:D22.

In the Known_x’s box, enter the name of the cell range that holds the scores for 
the x-variable. For this example, it’s C3:C22.

In the New_x’s box, enter the name of the cell range that holds the new scores 
for the x-variable. Here, that’s New_SAT. (A named array works in this context.)

In the Const box, the choices are to enter TRUE (or leave it blank) to calculate 
the y-intercept, or FALSE to set the y-intercept to zero. I entered TRUE. (Again, I 
really don’t know why you’d enter FALSE.)

FIGURE 14-11:  
The Function 

Arguments dialog 
box for TREND, 

along with data. 
TREND is set up to 

predict GPAs for a 
new set of SATs.
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4. IMPORTANT: Do not click OK. Because this is an array function, press 
Ctrl+Shift+Enter to put TREND’s answers into the selected column.

Figure 14-12 shows the answers in G8:G11. Again, I include the Formula bar to 
show you that Excel surrounds the completed array formula with curly 
brackets.

Array function: LINEST
LINEST combines SLOPE, INTERCEPT, and STEYX, and throws in a few extras. 
 Figure 14-13 shows the Function Arguments dialog box for LINEST, along with the 
data and the selected array for the answers. Notice that it’s a five-row-by-two- 
column array. For linear regression, that’s what the selected array has to be. How 
would you know the exact row-column dimensions of the array if I didn’t tell you? 
Well . . . you wouldn’t.

Here are the steps for using LINEST:

1. With the data entered, select a five-row-by-two-column array of cells for 
LINEST’s results.

I selected G7:H11.

2. From the Statistical Functions menu, select LINEST to open the Function 
Arguments dialog box for LINEST.

FIGURE 14-12:  
The results of 

TREND: Predicted 
GPAs for a new 

set of SATs.
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3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Known_y’s box, I entered the cell range that holds the scores for the 
y-variable. For this example, that’s D3:D22.

In the Known_x’s box, I entered the cell range that holds the scores for the 
x-variable. For this example, it’s C3:C22. (Named arrays won’t work here, either.)

In the Const box, the choices are to enter TRUE (or leave it blank) to calculate 
the y-intercept, or FALSE to set the y-intercept to zero. I entered TRUE.

In the Stats box, the choices are to enter TRUE to return regression statistics in 
addition to the slope and the intercept, or FALSE (or leave it blank) to return 
just the slope and the intercept. I entered TRUE.

In the dialog box, b refers to intercept and m-coefficient refers to slope. As I 
mention earlier, no set of symbols is standard for this.

4. IMPORTANT: Do not click OK. Because this is an array function, press 
Ctrl+Shift+Enter to put LINEST’s answers into the selected array.

Figure 14-14 shows LINEST’s results. They’re not labeled in any way, so I added 
the labels for you in the worksheet. The left column gives you the slope, standard 

FIGURE 14-13:  
The Function 

Arguments dialog 
box for LINEST, 
along with the 

data and the 
selected array for 

the results.
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error of the slope, something called “R Square,” F, and the SSRegression. What’s 
R Square? That’s another measure of the strength of the relationship between SAT 
and GPA in the sample. I discuss it in detail in Chapter 15.

The right column provides the intercept, standard error of the intercept, standard 
error of estimate, degrees of freedom, and SSResidual.

Data Analysis Tool: Regression
Excel’s Regression data analysis tool does everything LINEST does (and more) and 
labels the output for you, too. Figure 14-15 shows the Regression tool’s dialog box, 
along with the data for the SAT-GPA example.

The steps for using this tool are:

1. Type the data into the worksheet, and include labels for the columns.

2. Select Data| Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select Regression.

4. Click OK to open the Regression dialog box.

This is the dialog box shown in Figure 14-15.

FIGURE 14-14:  
LINEST’s results 

in the selected 
array.
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5. In the Input Y Range box, enter the cell range that holds the data for the 
y-variable.

For the example, the GPAs (including the label) are in $D$2:$D$22.

Note the $ signs for absolute referencing. Excel adds these when you select the 
cells in the spreadsheet.

6. In the Input X Range box, enter the cell range that holds the data for the 
x-variable.

The SATs (including the label) are in $C$2:$C$22.

7. If the cell ranges include column headings, select the Labels check box.

I included the headings in the ranges, so I selected the box.

8. The Alpha box has 0.05 as a default. Change that value if you want a 
different alpha.

9. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the work-
sheet.

10. The Residuals area provides four capabilities for viewing the deviations 
between the data points and the predicted points. Check as many as you 
like.

I selected all four. I explain them when I show you the output.

FIGURE 14-15:  
The Regression 

data analysis tool 
dialog box, 

along with the 
SAT-GPA data.
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11. Select the Normal Probability Plots option if you want to produce a graph 
of the percentiles of the y-variable.

I selected this one so I could show it to you in the output.

12. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the 
results.

A word about Steps 4 and 5: Notice that I didn’t enter the names for the cell ranges 
(GPA and SAT). Instead, I entered the ranges ($D$2:$D$22 and $C$2:$C$22). 
Why? When I define a name for a cell range, I don’t include the cell that holds the 
name (for reasons I explain in Chapter 2). Following this practice, however, cre-
ates a small hurdle when you use a data analysis tool: You can’t select the Labels 
check box if the defined names aren’t in the named range. Selecting that check box 
makes the variable names show up in the output — which is a good thing. So . . . I 
just enter the cell range including the name cell and select the Labels check box.

Tabled output
Figure 14-16 shows the upper half of the tool’s tabled output, after I expand the 
columns. The title is Summary Output. This part of the output features one 
table for the regression statistics, another for ANOVA, and one for the regression 
coefficients.

The first three rows of the Regression Statistics table present information related 
to R2, a measure of the strength of the SAT-GPA relationship in the sample. The 
fourth row shows the standard error of estimate and the fifth gives the number of 
individuals in the sample.

FIGURE 14-16:  
The upper half of 

the Regression 
data analysis 
tool’s tabled 

output.
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The ANOVA table shows the results of testing

H0: σRegression ≤ σResidual

H1: σRegression > σResidual

If the value in the F-significance column is less than .05 (or whatever alpha level 
you’re using), reject H0. In this example, it’s less than .05.

Just below the ANOVA table is a table that gives the information on the regression 
coefficients. Excel doesn’t name it, but I refer to it as the coefficients table. The 
Coefficients column provides the values for the intercept and the slope. The slope 
is labeled with the name of the x-variable. The Standard Error column presents 
the standard error of the intercept and the standard error of the slope.

The remaining columns provide the results for the t-tests of the intercept and the 
slope. The P-value column lets you know whether to reject H0 for each test. If the 
value is less than your alpha, reject H0. In this example, the decision is to reject H0 
for the slope, but not for the intercept.

Figure 14-17 shows the lower half of the Regression tool’s tabled output.

Here, you find the Residual Output and the Probability Output. The Residual 
 Output is a table that shows the predicted value and the residual (y-y′) for each 

FIGURE 14-17:  
The lower half of 

the Regression 
data analysis 
tool’s tabled 

output.
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individual in the sample. It also shows the standard residual for each observation, 
which is

standard residual residual - average residual
syx

The tabled data on residuals and standard residuals are useful for analyzing the 
variability around the regression line. You can scan these data for outliers, for 
example, and see if outliers are associated with particular values of the x-variable. 
(If they are, it might mean that something weird is going on in your sample.)

The Probability Output is a table of the percentiles in the y-variable data in the 
sample. (Yes, Percentile Output would be a better name.)

Graphic output
Figures 14-18, 14-19, and 14-20 show the Regression tool’s graphic output. The 
Normal Probability Plot in Figure  14-18 is a graphic version of the Probability 
Output table. The SAT Residual Plot in Figure 14-19 shows the residuals graphed 
against the x-variable: For each SAT score in the sample, this plot shows the cor-
responding residual. Figure 14-20 shows the SAT Line Fit Plot — a look at the 
observed and the predicted y-values.

FIGURE 14-18:  
The Normal 

Probability Plot 
shows the 

percentile data 
for the y-variable.

FIGURE 14-19:  
The SAT Residual 

plot graphs the 
residuals against 

the x-variable.
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If you’ve used the Regression tool in Excel 2007, you’ll notice a change in the 
Normal Probability Plot and the Line Fit Plot. In Excel 2007, they appear as col-
umn charts. You can use Excel’s graphics capabilities to easily change them to that 
format.

Juggling Many Relationships at Once: 
Multiple Regression

Linear regression is a great tool for making predictions. When you know the slope 
and the intercept of the line that relates two variables, you can take a new x-value 
and predict a new y-value. In the example you’ve been working through, you take 
a SAT score and predict a GPA for a Sahutsket University student.

What if you knew more than just the SAT score for each student? What if you had 
the student’s high-school average (on a 100 scale), and you could use that infor-
mation, too? If you could combine SAT score with HS average, you might have a 
more accurate predictor than SAT score alone.

When you work with more than one independent variable, you’re in the realm of 
multiple regression. As in linear regression, you find regression coefficients for the 
best-fitting line through a scatterplot. Once again, best-fitting means that the sum 
of the squared distances from the data points to the line is a minimum.

With two independent variables, however, you can’t show a scatterplot in two 
dimensions. You need three dimensions, and that becomes difficult to draw. 
Instead, I just show you the equation of the regression line:

y a b x b x1 1 2 2

For the SAT-GPA example, that translates to

Predicted GPA a b SAT b High School Average   1 2

FIGURE 14-20:  
The SAT Line Fit 
Plot shows the 

observed y-values 
and the predicted 

y-values.
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You can test hypotheses about the overall fit, and about all three of the regression 
coefficients.

I won’t go through all the formulas for finding the coefficients, because that gets 
really complicated. Instead, I go right to the Excel capabilities.

A few things to bear in mind before I proceed:

 » You can have any number of x-variables. I just use two in the upcoming  
example.

 » Expect the coefficient for SAT to change from linear regression to multiple 
regression. Expect the intercept to change, too.

 » Expect the standard error of estimate to decrease from linear regression to 
multiple regression. Because multiple regression uses more information than 
linear regression, it reduces the error.

Excel Tools for Multiple Regression
The good news about Excel’s multiple regression tools is that they’re the same 
ones I just told you about for linear regression: You just use them in a slightly 
 different way.

The bad news is . . . well . . . uh . . . I can’t think of any bad news!

TREND revisited
I begin with TREND. Earlier, I show you how to use this function to predict values 
based on one x-variable. Change what you enter into the dialog box, and it predicts 
values based on more than one.

Figure 14-21 shows the TREND dialog box and data for 20 students. In the data, I 
add a column for each student’s high-school average. I define HS_Average as the 
name for the data in this column. The figure also shows the selected column for 
TREND’s predictions. I include the Formula bar in this screen shot so you can see 
what the formula looks like.



324      PART 3  Drawing Conclusions from Data

Follow these steps:

1. With the data entered, select a column for TREND’s answers.

I selected F3:F22. That puts the predicted GPAs right next to the sample GPAs.

2. From the Statistical Functions menu, select TREND to open the Function 
Arguments dialog box for TREND.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Known_y’s box, I entered the cell range that holds the scores for the 
y-variable. For this example, that’s E3:E22.

In the Known_x’s box, I entered the cell range that holds the scores for the 
x-variables. This range is C3:D22, the cells that hold the SAT scores and the 
high-school averages.

I entered the ranges rather than defined names because names don’t work 
with this function in my copy of Excel.

I left the New_x’s box blank.

In the Const box, the choices are TRUE (or leave it blank) to calculate the 
y-intercept, or FALSE to set the y-intercept to zero. I entered TRUE. (I really don’t 
know why you’d enter FALSE.) A note of caution: In the dialog box, the instruc-
tion for the Const box refers to b. That’s the y-intercept. Earlier in the chapter, I 
use a to represent the y-intercept, and b to represent the slope. No particular 
usage is standard for this. Also, the dialog box makes it sound like this function 
works only for linear regression. As you’re about to see, it works for multiple 
regression, too.

FIGURE 14-21:  
The Function 

Arguments dialog 
box for TREND 

along with data. 
TREND is set up 
to predict GPAs 
for the sample 

SATs and 
high-school 

averages.
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4. IMPORTANT: Do not click OK. Because this is an array function, press 
Ctrl+Shift+Enter to put TREND’s answers into the selected column.

Figure 14-22 shows the answers in F3:F22. Note the difference between the For-
mula bar in Figure 14-21 and the one in Figure 14-22. After the function completes 
its work, Excel adds curly brackets to indicate an array formula.

So TREND predicts the values, and I haven’t even shown you how to find the 
 coefficients yet!

LINEST revisited
To find the multiple regression coefficients, I turn again to LINEST.

In Figure 14-23, you can see the data and the dialog box for LINEST, along with the 
data and the selected array for the answers. The selected array is five-rows-by-
three-columns. It’s always five rows. The number of columns is equal to the 
number of regression coefficients. For linear regression, it’s two — the slope and 
the intercept. For this case of multiple regression, it’s three.

FIGURE 14-22:  
The results of 

TREND: Predicted 
GPAs for the 

sample SATs and 
high-school 

averages.
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Here are the steps for using LINEST for multiple regression with three 
coefficients:

1. With the data entered, select a five-row-by-three-column array of cells 
for LINEST’s results.

I selected H3:J7.

2. From the Statistical Functions menu, select LINEST to open the Function 
Arguments dialog box for LINEST.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Known_y’s box, enter the column that holds the scores for the y-variable. 
For this example, that’s E3:E22, the GPAs.

In the Known_x’s box, enter the cell range that holds the scores for the 
x-variables. For this example, it’s C3:D22, the SAT scores and the high-school 
averages.

In the Const box, enter TRUE (or leave it blank) to calculate the y-intercept. 
Enter FALSE to set the y-intercept to zero. I typed TRUE.

In the Stats box, enter TRUE to return regression statistics in addition to the 
slope and the intercept, or FALSE (or leave it blank) to return just the slope and 

FIGURE 14-23:  
The Function 

Arguments dialog 
box for LINEST, 
along with the 

data and the 
selected array for 

the results of a 
multiple 

regression.
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the intercept. I entered TRUE. The dialog box refers to the intercept as b and to 
the other coefficients as m-coefficients. I use a to represent the slope and b to 
refer to the other coefficients. No set of symbols is standard.

4. IMPORTANT: Do not click OK. Because this is an array function, press 
Ctrl+Shift+Enter to put LINEST’s answers into the selected array.

Figure 14-24 shows LINEST’s results. They’re not labeled in any way, so I added 
the labels for you in the worksheet. I also drew a box around part of the results to 
clarify what goes with what.

The entries that stand out are the ugly #N/A symbols in the last three rows of the 
rightmost column. These indicate that LINEST doesn’t put anything into these cells.

The top two rows of the array provide the values and standard errors for the coef-
ficients. I drew the box around those rows to separate them from the three 
remaining rows, which present information in a different way. Before I get to 
those rows, I’ll just tell you that the top row gives you the information for writing 
the regression equation:

y a x x’ . .0025 0431 2

In terms of SAT, GPA, and high-school average, it’s

Predicted GPA SAT High School Average   3 67 0025 043. . .

The third row has R Square (a measure of the strength of the relationship between 
GPA and the other two variables, which I cover in Chapter 15) and the standard 

FIGURE 14-24:  
LINEST’s multiple 

results in the 
selected array.
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error of estimate. Compare the standard error of estimate for the multiple regres-
sion with the standard error for the linear regression, and you’ll see that the mul-
tiple one is smaller. (Never mind. I’ll do it for you. It’s .40 for the linear and 0.35 
for the multiple.)

The fourth row shows the F-ratio that tests the hypothesis about whether or not 
the line is a good fit to the scatterplot, and the df for the denominator of the F. The 
df for the numerator (not shown) is the number of coefficients minus 1. You can 
use F.INV.RT to verify that this F with df = 2 and 17 is significant.

The last row gives you SSRegression and SSResidual.

Regression data analysis tool revisited
To use the Regression data analysis tool for multiple regression, you trot out the 
same technique you’d use with TREND and LINEST: Specify the appropriate array 
for the x-variables, and you’re off and running.

Here are the steps:

1. Type the data into the worksheet, and include labels for the columns.

2. Select Data | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select Regression.

4. Click OK to open the Regression dialog box.

This is the dialog box shown back in Figure 14-15.

5. In the Input Y Range box, enter the cell range that holds the data for the 
y-variable.

The GPAs (including the label) are in $E$2:$E$22. Note the $ signs for absolute 
referencing. Excel adds them when you select the cell range in the worksheet.

6. In the Input X Range box, enter the cell range that holds the data for the 
x-variable.

The SATs and the high-school averages (including the labels) are in 
$C$2:$D$22.

7. If the cell ranges include column headings, select the Labels check box.

I included the labels in the ranges, so I selected the box.
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8. The Alpha box has 0.05 as a default. Change that value if you want a 
different alpha.

In the Output Options, select a radio button to indicate where you want the 
results.

9. I selected New Worksheet Ply to put the results on a new page in the 
worksheet.

10. The Residuals area provides four capabilities for viewing the deviations 
between the data points and the predicted points. Select as many as  
you like.

I selected all four.

11. The option in the Normal Probability Plot area produces a graph of the 
percentiles of the y-variable.

I selected this one.

12. Click OK.

Go back to the section “Data Analysis Tool: Regression” for the details of what’s 
in the output. It’s the same as earlier, with a couple of changes and additions 
because of the new variable. Figure  14-25 shows the Regression Statistics, the 
ANOVA table, and the Coefficients table.

The ANOVA table shows the new df (2, 17, and 19 for Regression, Residual, and 
Total, respectively). The coefficients table adds information for the HS Average. It 
shows the values of all the coefficients, as well as standard errors, and t-test 
information for hypothesis testing.

FIGURE 14-25:  
Part of the output 

from the 
Regression data 

analysis tool: 
Regression 

Statistics, ANOVA 
table, and 

Coefficients table.
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If you go through the example, you’ll see the table of residuals in the output. 
Compare the absolute values of the residuals from the linear regression with the 
absolute values of the residuals from the multiple regression; you’ll see the mul-
tiple ones are smaller, on average.

The graphic output has some additions, too: A scatterplot of HS Average and GPA 
that also shows predicted GPAs, and a plot of residuals and HS Average.
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IN THIS CHAPTER

Understanding what correlation is all 
about

Connecting correlation and regression

Drawing conclusions from correlations

Analyzing items

Correlation: The 
Rise and Fall of 
Relationships

In Chapter 14, I show you the ins and outs of regression, a tool for summarizing 
relationships between (and among) variables. In this chapter, I introduce you to 
the ups and downs of correlation, another tool for looking at relationships.

I use the example of SAT scores and GPA from Chapter 14, and show how to think 
about the data in a slightly different way. The new concepts connect to what I 
show you in the preceding chapter, and you’ll see how that works. I also show you 
how to test hypotheses about relationships and how to use Excel functions and 
data analysis tools for correlation.

Scatterplots Again
A scatterplot is a graphical way of showing a relationship between two variables. 
Figure 15-1 is a scatterplot that represents the GPAs and SAT scores of 20 students 

Chapter 15
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at the fictional Sahutsket University. The GPAs are on a 4.0 scale and the SATs are 
total SAT scores.

Each point represents one student. A point’s location in the horizontal direction 
represents the student’s SAT. That same point’s location in the vertical direction 
represents the student’s GPA.

Understanding Correlation
In Chapter 14, I refer to the SAT as the independent variable and to the GPA as the 
dependent variable. The objective in Chapter 14 is to use SAT to predict GPA. Here’s 
a very important point: Although I use scores on one variable to predict scores on 
the other, I do not mean that the score on one variable causes a score on the other. 
Relationship doesn’t necessarily mean causality.

Correlation is a statistical way of looking at a relationship. When two things are 
correlated, it means that they vary together. Positive correlation means that high 
scores on one are associated with high scores on the other, and that low scores on 
one are associated with low scores on the other. The scatterplot in Figure 15-1 is 
an example of positive correlation.

Negative correlation, on the other hand, means that high scores on the first thing 
are associated with low scores on the second. Negative correlation also means that 
low scores on the first are associated with high scores on the second. An example 
is the correlation between body weight and the time spent on a weight-loss 

FIGURE 15-1:  
A scatterplot of 

20 students’ 
SATs and GPAs 

at Sahusket 
University.
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TABLE 15-1 SAT Scores and GPAs for 20 Sahutsket University Students
Student SAT GPA

1 990 2.2

2 1150 3.2

3 1080 2.6

4 1100 3.3

5 1280 3.8

6 990 2.2

7 1110 3.2

8 920 2.0

9 1000 2.2

10 1200 3.6

11 1000 2.1

12 1150 2.8

13 1070 2.2

14 1120 2.1

15 1250 2.4

16 1020 2.2

17 1060 2.3

18 1550 3.9

19 1480 3.8

20 1010 2.0

Mean 1126.5 2.705

Variance 26171.32 0.46

Standard Deviation 161.78 0.82

program. If the program is effective, the higher the amount of time spent on the 
program, the lower the body weight. Also, the lower the amount of time spent on 
the program, the higher the body weight.

Table 15-1, a repeat of Table 14-2, shows the data from the scatterplot.
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In keeping with the way I use SAT and GPA in Chapter 14, SAT is the x-variable and 
GPA is the y-variable.

The formula for calculating the correlation between the two is

r N
x x y y

s sx y

1
1

The term on the left, r, is called the correlation coefficient. It’s also called Pearson’s 
product-moment correlation coefficient, after its creator, Karl Pearson.

The two terms in the denominator on the right are the standard deviation of the 
x-variable and the standard deviation of the y-variable. The term in the numera-
tor is called the covariance. So another way to write this formula is

r
x y

s sx y

cov ,

The covariance represents x and y varying together. Dividing the covariance by the 
product of the two standard deviations imposes some limits. The lower limit of the 
correlation coefficient is –1.00, and the upper limit is +1.00.

A correlation coefficient of –1.00 represents perfect negative correlation 
(low x-scores associated with high y-scores, and high x-scores associated with 
low y-scores). A correlation of +1.00 represents perfect positive correlation (low 
x-scores associated with low y-scores, and high x-scores associated with high 
y-scores). A correlation of 0.00 means that the two variables are not related.

Applying the formula to the data in Table 15-1,

r N
x x y y

s sx y

1
1

1
20 1

990 1126 5 2 2 2 7. . . 005 1010 1126 5 2 0 2 705

161 78 0 82
817

... . . .

. .
.

What, exactly, does this number mean? I’m about to tell you.

Correlation and Regression
Figure  15-2 shows the scatterplot with the line that "best fits" the points. It’s 
possible to draw an infinite number of lines through these points. Which one is 
best?
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To be “best,” a line has to meet a specific standard: If you draw the distances in 
the vertical direction between the points and the line, and you square those dis-
tances, and then you add those squared distances, the best-fitting line is the one 
that makes the sum of those squared distances as small as possible. This line is 
called the regression line.

The regression line’s purpose in life is to enable you to make predictions. As 
I mention in Chapter 14, without a regression line, your best predicted value of the 
y-variable is the mean of the y’s. A regression line takes the x-variable into 
account and delivers a more precise prediction. Each point on the regression line 
represents a predicted value for y. In the symbology of regression, each predicted 
value is a y'.

Why do I tell you all of this? Because correlation is closely related to regression. 
Figure 15-3 focuses on one point in the scatterplot, and its distance to the regres-
sion line and to the mean. (This is a repeat of Figure 14-3.)

Notice the three distances laid out in the figure. The distance labeled (y-y') is the 
difference between the point and the regression line’s prediction for where the 
point should be. (In Chapter 14, I call that a residual.) The distance labeled y y  
is the difference between the point and the mean of the y’s. The distance labeled 
y y  is the gain in prediction capability that you get from using the regression 

line to predict the point instead of using the mean to predict the point.

Figure 15-3 shows the three distances are related like this:

y y y y y y

FIGURE 15-2:  
Scatterplot of the 

20 students, 
including the 

regression line.
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As I point out in Chapter 14, you can square all the residuals and add them, square 
all the deviations of the predicted points from the mean and add them, and square 
all the deviations of the actual points from the mean and add them, too.

It turns out that these sums of squares are related in the same way as the devia-
tions I just showed you:

SS SS SSResidual Regression Total

If SSRegression is large in comparison to SSResidual, it indicates that the relationship 
between the x-variable and the y-variable is a strong one. It means that through-
out the scatterplot, the variability around the regression line is small.

On the other hand, if SSRegression is small in comparison to SSResidual, it means that 
the relationship between the x-variable and the y-variable is weak. In this case, 
the variability around the regression line is large throughout the scatterplot.

One way to test SSRegression against SSResidual is to divide each by its degrees of free-
dom (1 for SSRegression and N-2 for SSResidual) to form variance estimates (also known 
as Mean Squares, or MS), and then divide one by the other to calculate an F. If 
MSRegression is significantly larger than MSResidual, you have evidence that the x-y 
relationship is strong. (See Chapter 14 for details.)

Here’s the clincher, as far as correlation is concerned: Another way to assess the 
size of SSRegression is to compare it with SSTotal. Divide the first by the second. If the 
ratio is large, this tells you the x-y relationship is strong. This ratio has a name. 
It’s called the coefficient of determination. Its symbol is r2. Take the square root of 
this coefficient, and you have . . . the correlation coefficient!

FIGURE 15-3:  
One point in the 
scatterplot and 

its associated 
distances.
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r r 2 SS
SS

Regression

Total

The plus-or-minus sign (±) means that r is either the positive or negative square 
root, depending on whether the slope of the regression line is positive or 
negative.

So, if you calculate a correlation coefficient and you quickly want to know what its 
value signifies, just square it. The answer — the coefficient of determination — 
lets you know the proportion of the SSTotal that’s tied up in the relationship between 
the x-variable and the y-variable. If it’s a large proportion, the correlation coef-
ficient signifies a strong relationship. If it’s a small proportion, the correlation 
coefficient signifies a weak relationship.

In the GPA-SAT example, the correlation coefficient is .817. The coefficient of 
determination is

r 2 2
817 667. .

In this sample of 20 students, the SSRegression is 66.7 percent of the SSTotal. Sounds 
like a large proportion, but what’s large? What’s small? These questions scream 
out for hypothesis tests.

Testing Hypotheses About Correlation
In this section, I show you how to answer important questions about correlation. 
Like any other kind of hypothesis testing, the idea is to use sample statistics to 
make inferences about population parameters. Here, the sample statistic is r, the 
correlation coefficient. By convention, the population parameter is ρ (rho), the 
Greek equivalent of r. (Yes, it does look like the letter p, but it really is the Greek 
equivalent of r.)

Two kinds of questions are important in connection with correlation: (1) Is a cor-
relation coefficient greater than zero? (2) Are two correlation coefficients differ-
ent from one another?

Is a correlation coefficient  
greater than zero?
Returning once again to the Sahutsket SAT-GPA example. You can use the sample 
r to test hypotheses about the population ρ — the correlation coefficient for all 
students at Sahutsket University.
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Assuming you know in advance (before you gather any sample data) that any cor-
relation between SAT and GPA should be positive, the hypotheses are

H0: ρ ≤ 0

H1: ρ > 0

I set α = .05

The appropriate statistical test is a t-test. The formula is

t r
sr

This test has N-2 df.

For the example, the values in the numerator are set: r is .817 and ρ (in H0) is zero. 
What about the denominator? I won’t burden you with the details. I’ll just tell you 
that it’s

1
2

2r
N

With a little algebra, the formula for the t-test simplifies to

t r N
r

2
1 2

For the example,

t r N
r

2
1

817 20 2
1 817

6 011
2 2

.
.

.

With df = 18 and α = .05 (one-tailed), the critical value of t is 2.10 (use the work-
sheet function TINV to check). Because the calculated value is greater than the 
critical value, the decision is to reject H0.

Do two correlation coefficients differ?
In a sample of 24 students at Farshimmelt College, the correlation between SAT 
and GPA is .752. Is this different from the correlation (.817) at Sahutsket Univer-
sity? If you have no way of assuming that one correlation should be higher than 
the other, the hypotheses are

H0: ρSahusket = ρFarshimmelt

H1: ρSahusket ≠ ρFarshimmelt
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Again, α = .05.

For highly technical reasons, you can’t set up a t-test for this one. In fact, you 
can’t even work with .817 and .752, the two correlation coefficients.

Instead, what you do is transform each correlation coefficient into something else 
and then work with the two “something elses” in a formula that gives you — 
believe it or not — a z-test.

The transformation is called Fisher’s r to z transformation. Fisher is the statistician 
who’s remembered as the F in the F-test. He transforms the r into a z by doing this:

z r rr e e
1
2

1 1log log

If you know what loge means, fine. If not, don’t worry about it. (I explain it in 
Chapter 22.) Excel takes care of all of this for you, as you see in a moment.

Anyway, for this example

z

z

e e

e

.

.

log . log . .

log

817

752

1
2

1 817 1 817 1 1477

1
2

1 .. log . .752 1 752 0 9775e

After you transform r to z, the formula is

Z z z
z z

1 2

1 2

The denominator turns out to be easier than you might think. It is

z z N N1 2

1
3

1
31 2

For this example:

z z N N1 2

1
3

1
3

1
20 3

1
20 3

326
1 2

.

The whole formula is

Z z z
z z

1 2

1 2

1 1477 0 9775
326

522. .
.

.

The next step is to compare the calculated value to a standard normal distribution. 
For a two-tailed test with α = .05, the critical values in a standard normal distri-
bution are 1.96 in the upper tail and -1.96 in the lower tail. The calculated value 
falls between those two, so the decision is to not reject H0.
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Worksheet Functions for Correlation
Excel provides two worksheet functions for calculating correlation — and, they do 
exactly the same thing in exactly the same way! Why Excel offers both CORREL and 
PEARSON I do not know, but there you have it. Those are the two main correlation 
functions.

The others are RSQ, COVARIANCE.P, and COVARIANCE.S. RSQ calculates the coeffi-
cient of determination (the square of the correlation coefficient). COVARIANCE.P 
determines covariance the way I show you in the earlier section “Understanding 
Correlation.” It uses N-1. COVARIANCE.S uses N.

CORREL and PEARSON
Figure 15-4 shows the data for the Sahutsket SAT-GPA example, along with the 
Function Arguments dialog box for CORREL.

To use this function, follow these steps:

1. Type the data into cell arrays and select a cell for CORREL’s answer.

I’ve entered the SAT data into C3:C22 and the GPA data into D3:D22, and 
selected F15. I’ve defined SAT as the name of C3:C22 and GPA as the name of 
D3:D22. (Read Chapter 2 to see how to do this.)

FIGURE 15-4:  
The Function 

Arguments 
dialog box for 
CORREL, along 

with data.
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2. From the Statistical Functions menu, select CORREL to open its Function 
Arguments dialog box.

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Array1 box, I entered SAT — the name I assigned to the cell range 
(C3:C22) that holds the scores for one of the variables.

In the Array2 box, I entered GPA — the name I assigned to the cell range 
(D3:D22) that holds the scores for the other variable.

With values entered for each argument, the answer, 0.81662505, appears in 
the dialog box.

4. Click OK to put the answer into the selected cell.

Selecting PEARSON instead of CORREL gives you exactly the same answer, and 
you use it exactly the same way.

ITEM ANALYSIS: A USEFUL APPLICATION  
OF CORRELATION
Instructors often want to know how performance on a particular exam question is 
related to overall performance on the exam. Ideally, someone who knows the material 
answers the question correctly; someone who doesn’t answers it incorrectly. If everyone 
answers it correctly — or if no one does — it’s a useless question. This evaluation is 
called item analysis.

Suppose it’s possible to answer the exam question either correctly or incorrectly, and it’s 
possible to score from 0 to 100 on the exam. Arbitrarily, you can assign a score of 0 for 
an incorrect answer to the question, and 1 for a correct answer, and then calculate a 
correlation coefficient where each pair of scores is either 0 or 1 for the question and 
a number from 0 to 100 for the exam. The score on the exam question is called a 
dichotomous variable, and this type of correlation is called point biserial correlation.

If the point biserial correlation is high for an exam question, it’s a good idea to retain 
that question. If the correlation is low, the question probably serves no purpose.

Because one of the variables can only be 0 or 1, the formula for the biserial correlation 
coefficient is a bit different from the formula for the regular correlation coefficient. 
If you use Excel for the calculations, however, that doesn’t matter. Just use CORREL 
(or PEARSON) in the way I outline.
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RSQ
If you have to quickly calculate the coefficient of determination (r2), RSQ is the 
function for you. I see no particular need for this function because it’s easy enough 
to use CORREL and then square the answer.

Here’s what the Excel Formula bar looks like after you fill in the RSQ Function 
Arguments dialog box for this example:

=RSQ(GPA,SAT)

In terms of the dialog box, the only difference between this one and CORREL (and 
PEARSON) is that the boxes you fill in are called Known_y’s and Known_x’s rather 
than Array1 and Array2.

COVARIANCE.P and COVARIANCE.S
As far as calculating correlations go, I see no need for these formulas. Just for 
completeness, I’ll tell you that COVARIANCE.P calculates covariance like this:

covariance 1
N

x x y y

and COVARIANCE.S calculates covariance like this:

covariance 1
1N

x x y y

The P in the first function tells you that it’s calculating the covariance for a popu-
lation and the S in the second tells you it’s calculating the covariance for a sample 
(or more correctly, for estimating covariance in a population).

You use these functions the same way you use CORREL. After you fill in the Func-
tion Arguments dialog box for COVARIANCE.P for this example, the formula in the 
Formula bar is

=COVARIANCE.P(SAT,GPA)

If you want to use this function to calculate r, you divide the answer by the product 
of STDEV.P(SAT) and STDEV.P(GPA). I leave it to you to figure out how you’d use 
COVARIANCE.S to calculate r. I don’t know why you’d bother with all of this when 
you can just use CORREL.
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Data Analysis Tool: Correlation
If you have to calculate a single correlation coefficient, you’ll find that Excel’s 
Correlation data analysis tool does the same thing CORREL does, although the out-
put is in tabular form. This tool becomes useful when you have to calculate mul-
tiple correlations on a set of data.

For example, Figure  15-5 shows SAT, high school average, and GPA for 20 
Sahutsket University students, along with the dialog box for the Correlation data 
analysis tool.

The steps for using this tool are:

1. Type the data into the worksheet and include labels for the columns.

In this example, the data (including labels) are in C2:E22.

2. Select Data | Data Analysis to open the Data Analysis dialog box.

3. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select Correlation.

4. Click OK to open the Correlation dialog box.

This dialog box is shown in Figure 15-5.

5. In the Input Range box, enter the cell range that holds all the data.

I entered $C$2:$E$22. Note the $ signs for absolute referencing. Excel adds 
them when you select the cell range in the spreadsheet.

FIGURE 15-5:  
The Correlation 

data analysis tool 
dialog box, along 

with data for 
SAT, High School 

Average, 
and GPA.
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6. To the right of Grouped By, select a radio button to indicate if the data 
are organized in columns or rows.

I chose the Columns radio button.

7. If the cell ranges include column headings, select the Labels check box.

I included the headings in the ranges, so I selected the box.

8. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the work-
sheet.

9. Click OK.

Because I selected New Worksheet Ply, a newly created page opens with the 
results.

Tabled output
Figure 15-6 shows the tool’s tabled output, after I expand the columns. The table 
is a correlation matrix.

Each cell in the matrix represents the correlation of the variable in the row with 
the variable in the column. Cell B3 presents the correlation of SAT with High 
School Average, for example. Each cell in the main diagonal contains 1. This is 
because each main diagonal cell represents the correlation of a variable with 
itself.

It’s only necessary to fill in half the matrix. The cells above the main diagonal 
would contain the same values as the cells below the main diagonal.

What does this table tell you, exactly? Read on. . . .

FIGURE 15-6:  
The Correlation 

data analysis 
tool’s tabled 

output.
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Multiple correlation
The correlation coefficients in this matrix combine to produce a multiple correlation 
coefficient. This is a number that summarizes the relationship between the depen-
dent variable — GPA, in this example — and the two independent variables (SAT 
and High School Average).

To show you how these correlation coefficients combine, I abbreviate GPA as G, 
SAT as S, and High School Average as H. So rGS is the correlation coefficient for GPA 
and SAT, rGH is the correlation coefficient for GPA and High School Average, and rSH 
is the correlation coefficient for SAT and High School Average.

Here’s the formula that puts them all together:

R r r r r r
rG SH

GS GH GS GH SH

GS
.

2 2

2

2
1

The uppercase R on the left indicates that this is a multiple correlation coefficient, 
as opposed to the lowercase r that indicates a correlation between two variables. 
The subscript G.SH means that the multiple correlation is between GPA and the 
combination of SAT and High School Average.

This is the calculation that produces Multiple R in the Regression Statistics section 
of the Regression data analysis tool’s results. (See Chapter 14.)

For this example,

RG SH.

. . . . .816625 714354 2 816625 714354 552527

1

2 2

..
.

816625
8755292

Because I use the same data to show you multiple regression in Chapter 14, this 
value (with some additional decimal places) is in Figure 14-25, in cell B4.

If you square this number, you get the multiple coefficient of determination. In 
 Chapter 14, I tell you about R Square, and that’s what this is. It’s another item in 
the Regression Statistics that the Regression data analysis tool calculates. You also 
find it in LINEST’s results, although it’s not labeled.

For this example, that result is

RG SH. . .2 2
875529 766552

You can see this number in Figure 14-3 in cell H5 (the LINEST results). You can 
also see it in Figure 14-25, cell B5 (the Regression data analysis tool report).
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Partial correlation
GPA and SAT are associated with High School Average (in the example). Each 
one’s association with High School Average might somehow hide the true correla-
tion between them.

What would their correlation be if you could remove that association? Another way 
to say it is this: What would be the GPA-SAT correlation if you could hold High 
School Average constant?

One way to hold High School Average constant is to find the GPA-SAT correlation 
for a sample of students who have one High School Average — 87, for example. In 
a sample like that, the correlation of each variable with High School Average is 
zero. This usually isn’t feasible in the real world, however.

Another way is to find the partial correlation between GPA and SAT. This is a 
 statistical way of removing each variable’s association with High School Average 
in your sample. You use the correlation coefficients in the correlation matrix to 
do this:

r r r r

r r
GS H

GS GH SH

GH SH

.
1 12 2

ADJUSTING R2

Here’s some more information about R2 as it relates to Excel. In addition to R2 — or, as 
Excel likes to write it, R Square — the Regression data analysis tool calculates Adjusted 
R Square. In Figure 14-25, it’s in cell B6. Why is it necessary to adjust R Square?

In multiple regression, adding independent variables (like High School Average) 
 sometimes makes the regression equation less accurate. The multiple coefficient of 
determination, R Square, doesn’t reflect this. Its denominator is SSTotal (for the depen-
dent variable), and that never changes. The numerator can only increase or stay the 
same. So any decline in accuracy doesn’t result in a lower R Square.

Taking degrees of freedom into account fixes the flaw. Every time you add an indepen-
dent variable, you change the degrees of freedom and that makes all the difference. 
Just so you know, here’s the adjustment:

Adjusted R R
N

N k
 2 21 1

1

1

The k in the denominator is the number of independent variables.
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Once again, G stands for GPA, S for SAT, and H for High School Average. The sub-
script GS.H means that the correlation is between GPA and SAT with High School 
Average “partialled out.”

For this example,

rGS H.

. . .

. .
.

816625 714353 552527

1 714353 1 552527
2 2

5547005

Semipartial correlation
It’s also possible to remove the correlation with High School Average from just 
SAT without removing it from GPA. This is called semipartial correlation. The for-
mula for this one also uses the correlation coefficients from the correlation matrix:

r r r r

r
G S H

GS GH SH

SH
.

1 2

The subscript G(S.H) means the correlation is between GPA and SAT with High 
School Average partialled out of SAT only.

Applying this formula to the example,

rG S H.

. . .

.
.

816625 714353 552527

1 552527
315714

2

Some statistics textbooks refer to semipartial correlation as part correlation.

Data Analysis Tool: Covariance
You use the Covariance data analysis tool the same way you use the Correlation 
data analysis tool. I won’t go through the steps again. Instead, I just show you the 
tabled output in Figure 15-7. The data are from Figure 15-5.

FIGURE 15-7:  
The Covariance 

data analysis 
tool’s tabled 

output for SAT, 
High School 

Average, 
and GPA.
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The table is a covariance matrix. Each cell in the matrix shows the covariance of the 
variable in the row with the variable in the column (calculated the way 
COVARIANCE.P would do it, by using N in the formula). Cell C4 shows the covari-
ance of GPA with High School Average. The main diagonal in this matrix presents 
the variance of each variable (which is equivalent to the covariance of a variable 
with itself). In this case, the variance is what you compute if you use VARP.

Again, it’s only necessary to fill half the matrix. Cells above the main diagonal 
would hold the same values as the cells below the main diagonal.

As is the case with COVAR, I don’t see why you’d use this tool. I just include it for 
completeness.

Testing Hypotheses About Correlation
Excel has no worksheet function for testing hypotheses about r. As I point out 
earlier, you perform a t-test whose formula is

t r N
r

2
1 2

With 0.817 stored in cell H12, I used this formula to calculate t:

=H12*SQRT(20-2)/SQRT(1-H12^2)

I then used the answer (6.011 and some additional decimal places) as input to 
TDIST (along with 18 df and 1 tail) to find that the one-tailed probability of the 
result is way less than .05.

Worksheet functions: FISHER, FISHERINV
Excel handles the rather complex transformations that enable you to test hypoth-
eses about the difference between two correlation coefficients. FISHER transforms 
r to z. FISHERINV does the reverse. Just to refresh your memory, you use the trans-
formed values in the formula

Z z z
z z

1 2

1 2

in which the denominator is

z z N N1 2

1
3

1
31 2
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In the example I discuss earlier (Sahutsket versus Farshimmelt), the correlation 
coefficients were .817 and .752, and I did a two-tailed test. The first step is to 
transform each correlation. I’ll walk you through the steps for using FISHER to 
transform .817:

1. Select a cell for FISHER’s answer.

I selected B3 for the transformed value.

2. From the Statistical Functions menu, select FISHER to open its Function 
Arguments dialog box.

The FISHER Function Arguments dialog box appears, as shown in Figure 15-8.

3. In the Function Arguments dialog box, type the appropriate value for the 
argument.

In the x box, I typed .817, the correlation coefficient. The answer, 1.147728, 
appears in the dialog box.

4. Click OK to put the answer into the selected cell.

I selected B4 to store the transformation of .752. Next, I used this formula to 
 calculate Z

=(B3-B4)/SQRT((1/(20-3))+(1/(24-3)))

Finally, I used NORM.S.INV to find the critical value of z for rejecting H0 with a 
two-tailed α of .05. Because the result of the formula (0.521633) is less than that 
critical value (1.96), the decision is to not reject H0.

FIGURE 15-8:  
The FISHER 

Function 
Arguments 
dialog box.
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IN THIS CHAPTER

Understanding time series

Moving averages

Smoothing things out

Forecasting with just one (?) click

It’s About Time

In many fields (science, medicine, business), it’s often necessary to take mea-
surements over successive intervals of time. When you have this kind of data, 
you have yourself a time series. This chapter tells you about time series and how 

to use Excel to understand them and use them to make forecasts.

A Series and Its Components
Managers often have to base their decisions on time series — like sales figures — 
and the numbers in a time series typically show numerous ups and downs.

Here’s an example. The (totally fictional) FarDrate Timepiece Corporation  markets 
the beautifully designed MeesKyte watch, and they gather the quarterly national 
sales figures. Figure 16-1 shows a spreadsheet and a graph of these sales figures 
from 2011–2015.

Take a look at the graph. The peaks and valleys seem pretty regular. Sales peak in 
the last quarter of every year — perhaps people buy these watches as holiday gifts. 
Sales also peak somewhat (but not as much) in the middle of each year — maybe 
parents are buying MeesKyte watches as graduation presents. This pattern repeats 
from year to year, and it’s called the seasonal component of the time series.

Chapter 16
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We also see sales moving generally in an upward direction. That might result from 
an expanding economy, or perhaps increasing awareness of the brand (or both). 
This is called the trend component of the time series. In this example, the trend is 
linear, but that’s not always the case in a time series.

And we see the peaks and valleys varying around the upward trend. This is called 
the cyclic component of the time series.

Finally, sporadic nonrecurring influences can affect a time series. This is known 
as the irregular component of a time series.

A Moving Experience
A mean that takes all the peaks and valleys into account might obscure the big 
picture of the overall trend.

One way to smooth out the bumps and still see the big picture is to calculate a 
moving average. This is an average calculated from the most recent scores in the 
time series. It moves because you keep calculating it over the time series. As you 
add a score to the front end, you delete one from the back end.

So we have the MeesKyte sales figures for 20 quarters, and we decide to keep a 
moving average for the most recent five quarters. Start with the average from 
quarters 1–5 of those 20 quarters (Mar 11 through Mar 12). Then average the prices 
from quarters 2–6 (Apr 11 through Apr 12). Next, average quarters 3–7, and so on, 
until you average the final 5 quarters of the time series.

FIGURE 16-1:  
Quarterly sales 
figures for the 

FarDrate 
MeesKyte watch.
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A moving average is a forecast. It’s a best guess based on averaging the sales fig-
ures of the most recent five quarters.

Excel provides two ways of calculating the moving average. One is quick and dirty, 
(it’s a trendline option on the chart), and the other is a data analysis tool.

Lining up the trend
Here’s how to use the trendline option:

1. Enter your data into a spreadsheet.

I entered the data into Columns A and B, rows 1-21. Row 1 contains headings.

2. Select the data and insert a line chart.

On the Insert tab, in the Charts area, select Line Chart with Markers.

3. Move the cursor into the chart to make the Chart Elements tool (the plus 
sign) visible.

4. Click the Chart Elements tool.

5. In the pop-up menu, select Trendline | More Options.

6. In the Format Trendline panel, select Moving Average and change the 
period.

I changed it to 5 for this example.

Figure 16-2 shows the Format Trendline panel and the moving average line in the 
chart. The beauty of this technique is that it enables you to experiment with 
 different periods (also known as intervals) for the moving average and immedi-
ately see how each one looks on the chart. Unfortunately, this technique does not 
show you the numerical values of the moving averages. To calculate those values, 
you use . . .

Data Analysis tool: Moving Average
The Moving Average tool charts the moving average and presents the numerical 
values, too. Unlike with the trendline technique, however, you can’t experiment 
with different periods on the fly.
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The steps are:

1. With the data entered into the spreadsheet, select Data | Data Analysis 
and select Moving Average from Analysis Tools.

This opens the Moving Average dialog box.

2. In the Input Range box, enter the data array.

For this example, that’s B1 through B21. I don’t include the column with the dates.

3. Fill in the remaining boxes.

I select the Labels in First Row check box, and I enter 5 in the Interval box. (The 
word Interval corresponds to the word Period in the trendline technique.) Then 
I enter cells C2:C22 in the Output Range box and click the Chart Output check 
box and the Standard Errors check box. Figure 16-3 shows the Moving Average 
dialog box after all these entries.

FIGURE 16-3:  
The completed 

Moving Average 
dialog box.

FIGURE 16-2:  
Formatting the 

trendline to 
produce a moving 

average.
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4. Click OK.

This puts the moving averages in Column C and the standard errors in 
Column D, and then creates a chart of the data and the moving averages. 
Figure 16-4 shows all this.

Ignore the ugly-looking #N/A symbols. Each number in Column C is a moving 
average — which, as I mention earlier, is a forecast of the number of sales on the 
basis of the preceding five quarters.

Each number in Column D is a standard error. In this context, a standard error is 
the square root of the average of the squared differences between the sales and the 
forecast for the previous five quarters. So the first standard error in cell D10 is

63 74 4 81 79 2 73 77 110 85 4 70 79 4
5

12
2 2 2 2 2

. . . .
.998245

The graph (stretched out from its original appearance and with a reformatted 
vertical axis) shows the moving average in the series labeled Forecast. Sometimes 
the forecast matches up with the data, sometimes it doesn’t. As the figure shows, 
the moving average smoothes out the peaks and the valleys in the sales data.

In general, how many scores should you include in the interval? That’s up to you. 
Include too many and you risk obsolete data influencing your results. Include too 
few and you risk missing something important.

The Moving Average tool doesn’t put the dates on the x-axis, but you can put 
them in the chart after it’s created. Right-click in the chart, choose Select Data 
from the contextual menu that appears, and then choose Edit the Horizontal 
(Category) Axis Labels.

FIGURE 16-4:  
The results: 

Moving averages, 
standard errors, 

and a chart.
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How To Be a Smoothie, Exponentially
Exponential smoothing is similar to a moving average. It’s a technique for forecast-
ing based on prior data. In contrast with the moving average, which works just 
with a sequence of actual values, exponential smoothing takes its previous predic-
tion into account.

Exponential smoothing operates according to a damping factor — a number 
between zero and one. With α representing the damping factor, the formula is

y y yt t t1 1 1

In terms of sales figures from the preceding example, y't represents the predicted 
sales at a time: t. If t is the current quarter, t-1 is the immediately preceding quar-
ter. So yt-1 is the preceding quarter’s actual sales and y't-1 is the preceding quarter’s 
predicted sales. The sequence of predictions begins with the first predicted value 
as the observed value from the immediately preceding quarter.

A larger damping factor gives more weight to the preceding quarter’s prediction. 
A smaller damping factor gives greater weight to the preceding quarter’s actual 
value. A damping factor of 0.5 weighs each one equally.

Figure  16-5 shows the dialog box for the Exponential Smoothing data analysis 
tool. It’s similar to the Moving Average tool, except for the Damping Factor box.

I applied exponential smoothing to the data from the preceding example. I did this 
three times with 0.1, 0.5, and 0.9 as the damping factors. Figure 16-6 shows the 
graphic output for each result.

The highest damping factor, 0.9, results in the flattest sequence of forecasts. The 
lowest, 0.1, forecasts the most pronounced set of peaks and valleys. How should you 
set the damping factor? Like the interval in the moving average, that’s up to you. 
Your experience and the specific area of application are the determining factors.

FIGURE 16-5:  
The Exponential 
Smoothing data 

analysis tool 
dialog box.
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You might have noticed from Figure 16-6, however, that the predictions of expo-
nential smoothing don’t appear to be all that accurate for this example.

What to do? Read on. . . .

One-Click Forecasting!
New to Excel 2016 (Windows only) is a capability that enables you to select a time 
series and with a mouse-click (several, actually) receive a set of extrapolated 
forecasts along with confidence intervals for each forecast.

The new forecasting capability uses Excel’s new (Windows only) FORECAST 
functions:

 » FORECAST.ETS creates a forecast based on triple exponential smoothing. (See 
the earlier sidebar “Tripling the fun — exponentially.”)

 » FORECAST.ETS.CONFINT returns a confidence interval for a forecast value.

 » FORECAST.ETS.STAT returns values of statistics associated with the ETS forecast.

 » FORECAST.ETS.SEASONALITY determines the length of the seasonal pattern 
within the data.

I could tell you about each one, but I don’t think you’ll ever use any of them 
individually.

FIGURE 16-6:  
Exponential 

smoothing with 
three damping 

factors.
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TRIPLING THE FUN — EXPONENTIALLY
The basis of Excel’s new forecasting tool is a more complex form of exponential 
smoothing than you’ve seen so far. Think of the concept I tell you about in the previous 
section as single exponential smoothing.

When you have a trend component (like the overall upward linear trend in the 
 example), single exponential smoothing loses accuracy. Figure 16-6 might have 
 suggested that to you.

With trend in the data, you have to add a little something extra:

y y y bt t t t1 1 1 1

and

b y y bt t t t1 11

In that last equation, the letter in front of the first parentheses that looks like a y is 
 actually the Greek letter gamma. These equations add trend to the mix. This is called 
double exponential smoothing.

When the data show seasonality as well as trend (as in the FarDrate example), triple 
exponential smoothing (abbreviated as ETS) saves the day. The three equations for triple 
exponential smoothing are the brainchildren of statisticians Charles Holt and Peter 
Winters, and so this is called the Holt-Winters method.

The first is an overhaul of single exponential smoothing:

y
y
I

y bt
t

t L
t t1 1

1 1

The second is one you just saw:

b y y bt t t t1 11

The third is:

I
y
y

It
t

t
t L1

The first equation is the overall smoothing, the second is the trend smoothing, and the 
third is the seasonal smoothing.



CHAPTER 16  It’s About Time      359

Let’s forecast!

Here are the steps:

1. Enter the data, with dates in one column.

As per our example, the data are in Columns A and B.

2. Select the data.

3. On the Data tab, in the Forecast area, select Forecast Sheet.

This opens the Create Forecast Worksheet dialog box shown in Figure 16-7. 
As you can see, Excel is already hard at work figuring things out for you. The 
blue line is the data, the bold orange line is the forecasts, and the lighter 
orange lines are the 95% confidence limits for the forecasts.

I is called the seasonal index, and L is the number of periods per season.

Each of the three coefficients — α, β, and γ — is a number between zero and one.

The mathematics behind fitting these coefficients to the data is pretty intense, but 
Excel’s Forecast Sheet (that one-click forecasting tool) makes them easy to work with.

FIGURE 16-7:  
The Create 

Forecast 
Worksheet 
dialog box.
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4. In the Create Forecast Worksheet dialog box, click the Options arrow in 
the bottom left corner.

This expands the dialog box, as Figure 16-8 shows.

5. Make necessary modifications in the expanded dialog box.

To get an idea about forecast accuracy, I move the date in the Forecast Start box 
back to March 31, 2015. This way, I can match some of the forecasts with data.

The Seasonality area shows 2 in the grayed-out box next to Set Manually. This 
means that FORECAST.ETS.SEASONALITY has detected a pattern that repeats 
every two quarters. As the FarDrate CEO, though, I believe that the pattern 
repeats every four quarters, so I select the Set Manually radio button and 
change the 2 to 4. The chart in the dialog box changes immediately to show 
way more accurate forecasts and narrower 95% confidence limits.

I select the check box next to Include Forecast Statistics. I have the option of 
changing confidence intervals and some other things, but what I’ve done is 
sufficient.

6. Click Create.

This opens the created Forecast Worksheet, shown in Figure 16-9.

FIGURE 16-8:  
The expanded 

Create Forecast 
Worksheet 
dialog box.
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Along with the chart, the Forecast Worksheet shows the forecast values in 
 Column C (calculated by FORECAST.ETS), and the confidence limits in Columns D 
and E (calculated by FORECAST.ETS.CONFINT).

The Forecast Worksheet also provides the Forecast Statistics in Columns G and H 
(courtesy of FORECAST.ETS.STAT), rows 1-8, as Figure 16-10 shows.

Alpha, Beta, and Gamma are the values I refer to in the sidebar. The other four are 
measures of how well the forecasts fit the data. The first two are a bit involved, so 
I’ll let them slide.

The third one, MAE, is the mean absolute error — the average of the absolute value 
of the differences between data and forecasts. The last one, RMSE, is root mean 
squared error, which is the average of the squared deviations of the data from the 
forecasts. You can think of the standard error of estimate in regression (refer to 
Chapter 14) as a root mean square error adjusted for degrees of freedom.

FIGURE 16-9:  
The created 

Forecast 
Worksheet.

FIGURE 16-10:  
The Forecast 

Statistics.
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IN THIS CHAPTER

Introducing non-parametric statistics

Testing independent samples

Testing related samples

Correlating ranks

Non-Parametric 
Statistics

The statistical methods I cover in earlier chapters have a couple of things in 
common. First, we assume ratio (or at least interval) data. (If you don’t 
know what that means, reread the section entitled “Types of data” in 

Chapter  1.) Second, we can use sample statistics to estimate parameters of the 
sampling distribution, and we use the central limit theorem to characterize the 
nature of the distribution so that we can test hypotheses.

Sometimes we have to analyze nominal data or ordinal data (again, Chapter 1). And 
sometimes we can’t specify the distribution of the variable we’re working with.

To deal with these cases, statisticians have developed non-parametric statistical 
tests. The list of these tests is long, and growing all the time. Many of them require 
special lookup tables for hypothesis tests.

I want to avoid those special tables. So, to make the cut for this chapter, a test had 
to either (a) test hypotheses via a well-known distribution built into Excel or (b) 
work with a well-known distribution when samples are large. Of the non- 
parametric tests that fit the bill, I chose six classical ones.

Because Excel has no special data analysis tools or built-in functions for these 
tests, the general plan is to translate the test formulas into Excel formulas and 

Chapter 17
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then use an Excel statistical function (NORM.DIST or CHISQ.DIST.RT) to perform 
the hypothesis test.

The easiest way to tell you about each test is to show you the finished spreadsheet 
and describe the steps it takes to get there.

Independent Samples
The non-parametric tests I show you in this section are analogous to the indepen-
dent groups t-test and to the one-factor analysis of variance.

Two samples: Mann-Whitney U test
The Mann-Whitney U test is one of the best-known non-parametric tests. You 
use it to test whether two independent samples come from the same population in 
situations where you don’t have interval or ratio data (and thus can’t use the 
t-test).

When the data are ordinal, statisticians work with the ranks of the data rather 
than with the original data points, and that’s what this test does.

Imagine a study in which 40 people are randomly assigned to watch either a 
stressful movie or a cartoon. Then they have to rate how stressed they feel on a 
scale of 1 (least stressed) to 100 (most stressed).

Figure  17-1 shows a spreadsheet with the data in columns A and B. The null 
hypothesis is that the two groups came out of the same population. The alterna-
tive hypothesis is that the stress would be higher after the stressful movie, so this 
can be a one-tailed test at α = .05.

The first order of business is to rank each score (in ascending order) in the context 
of all scores. If the null hypothesis is true, the high ranks and the low ranks (and 
all those in between) should be distributed about equally through the two groups.

I can base the formula for the Mann-Whitney U test on either the ranks in column 
A or the ranks in column B.

If I choose A, the formula is

U N N
N N

RA B
A A

A

1
2
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If I choose B, it’s

U N N
N N

RA B
B B

B

1
2

RA is the sum of the ranks in column A, RB is the sum of the ranks in column B, NA 
is the number of scores in column A, and NB is the number of scores in column B.

With large samples, the sampling distribution of U is approximately a normal 
distribution with

U
A BN N
2

and

U
A B A BN N N N 1

12

Back to Figure 17-1. The ranks for the scores in columns A and B appear in  columns 
D and E. How did I get them? Easy. In cell D2, I type

=RANK.AVG(A2,$A$2:$B$21,1)

Then I autofill columns D and E.

Now it’s a matter of translating either U-formula into an Excel formula. For clar-
ity, I define NA as the name of the value in cell G2 — the number of scores in 
column A, and NB for the value in H2 — the number of scores in column B.

FIGURE 17-1:  
The Mann- 

Whitney U test.



366      PART 3  Drawing Conclusions from Data

I choose to base the U-formula on column A, so in cell H4 I type

=NA*NB +((NA*(NA+1))/2)-E22

I press Enter, and the result, 271, appears.

Now for the test. For the mean of the sampling distribution, I type

=(NA*NB)/2

into cell H5 and

=SQRT((NA*NB*(NA+NB+1))/12)

into H6. To calculate the probability associated with U, I type

=NORM.DIST(H4,H5,H6,TRUE)

into H8. The result, 0.97, means that the probability of U being less than the cal-
culated value is greater than 0.95. So the probability of a result more extreme is 
less than .05, and I can reject the null hypothesis.

More than two samples: Kruskal-Wallis  
one-way ANOVA
FarKlempt Robotics, Inc., surveys its employees about their level of satisfaction 
with their jobs. They ask developers, managers, maintenance workers, and tech 
writers to rate job satisfaction on a scale of 1 (least satisfied) to 100 (most  
satisfied). Six employees are in each category. Figure 17-2 shows a spreadsheet 
with the data in columns A through D, rows 1–7. The null hypothesis is that the 
samples all come from the same population. The alternative hypothesis is that 
they do not.

The appropriate non-parametric test is the Kruskal-Wallis One-Way Analysis of 
Variance. As with the Mann-Whitney, I start by ranking all 24 scores in ascending 
order. Again, if the null hypothesis true, the ranks should be distributed about 
equally throughout the groups.

The formula for this statistic is

H
N N

R
n

N12
1

3 1
2

( )
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N is the total number of scores, and n is the number of scores in each group. To 
keep things easy, I specified the same number of scores in each group, but that’s 
not necessary for this test. R is the sum of the ranks in a group. H is distributed 
approximately as chi-square with df = number of groups — 1, when each n is 
greater than 5.

Looking back at Figure 17-2, the ranks for the data are in rows 9–15 of columns A 
through D. Row 16 holds the sums of the ranks in each group. I defined N_Total 
as the name for the value in cell F2, the total number of scores. I defined n_group 
as the name for the value in G2, the number of scores in each group.

To calculate H, I type

=(12/(N_Total*(N_Total+1)))*(SUMSQ(A16:D16)/n_group)-3* 
(N_Total+1)

into cell G6.

For the hypothesis test, I type

=CHISQ.DIST.RT(G6,3)

into G7. The result is less than .05, so I reject the null hypothesis.

Matched Samples
The non-parametric tests I show you in this main section are analogous to the 
matched groups t-test and to the Repeated Measures Analysis of Variance.

FIGURE 17-2:  
The Kruskal– 

Wallis One-Way 
Analysis of 

Variance.
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Two samples: Wilcoxon matched-pairs 
signed ranks
This test works with the differences between matched pairs. It goes a bit further 
than that, though. In addition to the direction of the differences, the Wilcoxon test 
considers the sizes of the differences. So this test is useful when you have ordinal 
data and enough precision that you can rank the differences between pairs.

Here’s an example. A social worker studies 26 pairs of identical twins. Each child 
in a twin-pair either attends a public school or is home-schooled. At the end of a 
school year, the social worker rates all the children on sociability on a scale of 1 
(least sociable) to 100 (most sociable). The null hypothesis is that the two groups 
don’t differ. The alternative hypothesis is that they do.

Figure 17-3 shows the data in columns A and B, rows 1-27. The interpair differ-
ences are in column C, and the ranks of the differences are in column D.

Now things get interesting. The next step is to see how many pairs have a negative 
difference, and how many have a positive difference. If the null hypothesis is true, 
the sum of the ranks for the positive differences should be about the same as the 
sum of the ranks for the negative differences.

FIGURE 17-3:  
The Wilcoxon 

matched-pairs 
signed ranks test.
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You work with the less frequent category and add up its ranks. I refer to that sum 
as T. If the number of pairs, N, is larger than 25, then T is normally distributed with

T

N N 1
4

and

T

N N N1 2 1
24

On the spreadsheet, I calculate the number of positive differences by typing

=COUNTIF(C2:C27,">0")

in cell G4 and the number of negative differences by typing

=COUNTIF(C2:C27,"<0")

in G5.

The results show 8 negative differences and 18 positive differences, so the next 
step is to add up the ranks of the negative differences. To do that, I type

=SUMIF(C2:C27,"<0",D2:D27)

in cell G7.

To test the hypotheses, I have to calculate the mean and the standard deviation of 
the sampling distribution. I define N as the label for cell F2, which holds the 
 number of twin-pairs.

So I type

=(N*(N+1))/4

into cell G9 for the mean and type

=SQRT((N*(N+1)*(2*N +1))/24)

into cell G10 for the standard deviation.
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And finally, to test the hypotheses, I type

=NORMDIST(G7,G9,G10,TRUE)

into G12. The very low value (way less than .05) indicates that I can reject the null 
hypothesis.

More than two samples:  
Friedman two-way ANOVA
With ordinal data and more than two matched samples, the Friedman two-way 
ANOVA is the appropriate non-parametric test. In this test, we rank the data 
within each sample.

Figure 17-4 shows an example. Twenty people rate their knowledge of economics, 
geography, and history on a scale of 1 (least knowledge) to 10 (most knowledge). 
The data are in columns A through D and rows 1–21. Think of economics, geogra-
phy, and history as three matched samples. They’re “matched” because the three 
numbers in each row represent the data for the same person. The ranks within 
each sample are in columns F through H.

The null hypothesis is that the three different areas of knowledge yield no differ-
ences, and the alternative hypothesis is that they do. If the null hypothesis is true, 
the sums of the ranks for each area should be about the same.

FIGURE 17-4:  
The Friedman 

two-way analysis 
of variance.
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Friedman referred to the test statistic as χr
2, so I will too. The formula is

r Nk k
R N k2 212

1
3 1

N is the number of individuals, and k is the number of groups (economics, 
 geography, and history). With a large enough sample (more than 9), χr

2 is distrib-
uted as chi-square with k-1 degrees of freedom.

To determine the ranks in columns F through H, I type

=RANK.AVG(B2,$B2:$D2,1)

into F2. Note the dollar sign ($) to the left of each column, but not to the left of 
each row number. This allows me to autofill all the cells from F2 to H21. Then I 
sum the ranks in row 22.

For clarity in the Excel formula, I define Total_N as the label for J2 (the number 
of people in the study) and group as the label for K2 (the number of areas of 
knowledge).

To calculate χr
2, I type

=(12/(Total_N*groups*(groups+1))*SUMSQ(F22:H22))- 
3*Total_N*(groups+1)

into cell K7.

To test the hypotheses, I type

=CHISQ.DIST.RT(K7,groups-1)

into K8. The value is lower than .05, so I reject the null hypothesis.

More than two samples: Cochran’s Q
Wait. What? Another test for more than two samples? This one’s a different 
 animal. The other tests in this chapter work with ordinal data. This one works 
with nominal data.

The spreadsheet in Figure  17-5 holds the data for a study of 20 people solving 
anagram problems. The anagrams are either easy (column B), of medium 
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difficulty (column C), or difficult (column D). If a person solves an anagram within 
one minute, that’s a “Success” denoted by 1. If not, it’s a “Failure”, denoted by 0.

The null hypothesis is that the three difficulty levels yield no differences. The 
alternative hypothesis is that they differ. If the null hypothesis is true, the sums 
for the three conditions (cells B22, C22, and D22) will be about equal.

The formula for this test is

Q
k k G G

k L L

1
2

2

According to longstanding usage for this test, G represents a column sum,  
L  represents a row sum, and k is the number of conditions (three, in this example). 
The sampling distribution of Q approximates chi-square with k-1 degrees of 
freedom.

For clarity in the upcoming Excel formula, I define L as the name for the row sums 
in column E, G as the name for the column sums in row 22, and k as the name for 
the value in cell G2 (the number of conditions).

The formula for Q in cell H5 is thus:

=(k*(k-1)*DEVSQ(G))/(k*SUM(L)-SUMSQ(L))

FIGURE 17-5:  
Cochran’s Q test.
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Need a refresher on DEVSQ? Go to Chapter 5.

To test the hypotheses, I type

=CHISQ.DIST.RT(H5,k-1)

into cell H6. The value is lower than .05, which indicates that I should reject the 
null hypothesis.

Correlation: Spearman’s rS

Spearman’s correlation coefficient, rS, was the earliest non-parametric test based 
on ranks. For a sample of individuals each measured on two variables, the idea is 
to rank each score within its own variable. Then, for each individual subtract one 
rank from the other. If correlation is perfect (in the positive direction), all the 
 differences are zero.

Figure 17-6 shows an example of what I mean. An industrial psychologist rated 
the sociability of 20 employees of the FarDrate Timepiece Corporation. The scale 
ranged from 1 (least sociable) to 100 (most sociable). Each FarDrate employee also 
rated his or her job satisfaction on a scale of 1 (least satisfaction) to 80 (most 
 satisfaction). The null hypothesis is that sociability is not correlated with job sat-
isfaction. The alternative hypothesis is that these two variables are correlated.

The data are in columns B and C, and the ranks are in columns E and F. The 
 differences between each pair of ranks are in column G.

FIGURE 17-6:  
Spearman’s rS.
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The formula is

r
d

N NS 1
6 2

3

where d is an interpair difference. As is the case with the regular correlation 
 coefficient (see Chapter 15), if the null hypothesis is true, the value of rS should be 
around zero.

To calculate the ranks in column E, I type

=RANK.AVG(B2,$B$2:$B$21,1)

into E2 and autofilled. For the ranks in column E, I type

=RANK.AVG(C2,$C$2:$C$21,1)

into F2 and autofilled.

I don’t have to type a complicated Excel formula into cell J4 to calculate the cor-
relation coefficient. Why? Because Excel and mathematical statistics team up for a 
swell surprise: All I have to do is type

=CORREL(E2:E21,F2:F21)

into J4. That’s all there is to it. Using CORREL on the ranks gives the same answer 
as the formula I just showed you. (So it isn’t really necessary to calculate the 
interpair rank differences in column G.)

The hypothesis test is also familiar if you’ve read Chapter 15. Calculate

t r N

r
S

S

2

1 2

N is the number of pairs, and the test has N-2 degrees of freedom.

I define Number_of_pairs as the name for the value in cell I2. So I type

=J4*SQRT(Number_of_Pairs-2)/SQRT(1-J4^2)

into J6 and

=T.DIST.2T(J6,Number_of_Pairs-2)
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into J7. I use the two-tailed t distribution function because I didn’t know the cor-
relation’s direction in advance. And once again, the low p-value tells me to reject 
the null hypothesis.

A Heads-Up
A couple of things I’d like you to be aware of. First, I didn’t put any tied ranks in 
these examples. As it turns out, ties present a few wrinkles for the rank-based 
statistics (except for the Friedman two-way ANOVA), and I wanted to avoid all 
that.

Second, be aware that additional non-parametric tests are lurking in the remain-
der of the book. In Chapter 18, you find hypothesis testing based on the binomial 
distribution. In Chapter 22, I tell you about a way to test the independence of two 
nominal variables.
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IN THIS CHAPTER

Defining probability

Working with probability

Dealing with random variables and 
their distributions

Focusing on the binomial distribution

Introducing 
Probability

Throughout this book, I toss around the concept of probability because it’s 
the basis of hypothesis testing and inferential statistics. Most of the time, 
I represent probability as the proportion of area under part of a distribution. 

For example, the probability of a Type I error (a.k.a. α) is the area in a tail of the 
standard normal distribution or the t distribution.

In this chapter, I explore probability in greater detail, including random variables, 
permutations, and combinations. I examine probability’s fundamentals and appli-
cations and then zero in on a couple of specific probability distributions. Then, 
after telling you about probability concepts, I discuss probability-related Excel 
worksheet functions.

What Is Probability?
Most of us have an intuitive idea about what probability is all about. Toss a fair 
coin and you have a 50-50 chance it comes up “heads.” Toss a fair die (one of a 
pair of dice) and you have a one-in-six chance it comes up “2.”

Chapter 18
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If you wanted to be more formal in your definition, you’d most likely say some-
thing about all the possible things that could happen, and the proportion of those 
things you care about. Two things can happen when you toss a coin, and if you 
only care about one of them (heads), the probability of that event happening is 
one out of two. Six things can happen when you toss a die, and if you only care 
about one of them (2), the probability of that event happening is one out of six.

Experiments, trials, events,  
and sample spaces
Statisticians and others who work with probability refer to a process like tossing 
a coin or throwing a die as an experiment. Each time you go through the process, 
that’s a trial.

This might not fit your personal definition of an experiment (or of a trial, for that 
matter), but for a statistician, an experiment is any process that produces one of at 
least two distinct results (like heads or tails).

Another piece of the definition of an experiment: You can’t predict the result with 
certainty. Each distinct result is called an elementary outcome. Put a bunch of 
 elementary outcomes together and you have an event. For example, with a die, the 
elementary outcomes 2, 4, and 6 make up the event “even number.”

Put all the possible elementary outcomes together and you’ve got yourself a sample 
space. The numbers 1, 2, 3, 4, 5, and 6 make up the sample space for a die. “Heads” 
and “tails” make up the sample space for a coin.

Sample spaces and probability
How does all this play into probability? If each elementary outcome in a sample 
space is equally likely, the probability of an event is

pr Event =
Number of Elementary Outcomes in the Event

Number  of Elementary Outcomes in the Sample Space

So the probability of tossing a die and getting an even number is

pr Even Number =
Number of Even-Numbered Elementary Outcomess

Number of Possible Outcomes of a Die
3
6

5.

If the elementary outcomes are not equally likely, you find the probability of an 
event in a different way. First, you have to have some way of assigning a probabil-
ity to each one. Then you add up the probabilities of the elementary outcomes that 
make up the event.
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A couple of things to bear in mind about outcome probabilities: Each probability 
has to be between zero and one. All the probabilities of elementary outcomes in a 
sample space have to add up to 1.00.

How do you assign those probabilities? Sometimes you have advance 
 information — such as knowing that a coin is biased toward coming up heads 
60 percent of the time. Sometimes you just have to think through the situation to 
figure out the probability of an outcome.

Here’s a quick example of “thinking through.” Suppose a die is biased so that the 
probability of an outcome is proportional to the numerical label of the outcome: 
A 6 comes up six times as often as a 1, a 5 comes up five times as often as a 1, and 
so on. What is the probability of each outcome? All the probabilities have to add up 
to 1.00, and all the numbers on a die add up to 21 (1+2+3+4+5+6 = 21), so the 
 probabilities are: pr(1) = 1/21, pr(2) = 2/21, . . . , pr(6) = 6/21.

Compound Events
Some rules for dealing with compound events help you “think through.” 
A compound event consists of more than one event. It’s possible to combine events 
by either union or intersection (or both).

Union and intersection
On a toss of a fair die, what’s the probability of rolling a 1 or a 4? Mathematicians 
have a symbol for or. It’s called union, and it looks like this: ∪. Using this symbol, 
the probability of a 1 or a 4 is pr(1 ∪ 4).

In approaching this kind of probability, it’s helpful to keep track of the elementary 
outcomes. One elementary outcome is in each event, so the event “1 or 4” has two 
elementary outcomes. With a sample space of six outcomes, the probability is 2/6 
or 1/3. Another way to calculate this is

pr pr pr1 1 4 1
6

1
6

2
6

1
3

Here’s a slightly more involved one: What’s the probability of rolling a number 
between 1 and 3 or a number between 2 and 4?

Just adding the elementary outcomes in each event won’t get it done this time. 
Three outcomes are in the event “between 1 and 3,” and three are in the event 
“between 2 and 4.” The probability can’t be 3 + 3 divided by the six outcomes in 
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the sample space, because that’s 1.00, leaving nothing for pr(5) and pr(6). For the 
same reason, you can’t just add the probabilities.

The challenge arises in the overlap of the two events. The elementary outcomes in 
“between 1 and 3” are 1, 2, and 3. The elementary outcomes in “between 2 and 4” 
are 2, 3, and 4. Two outcomes overlap: 2 and 3. In order to not count them twice, 
the trick is to subtract them from the total.

A couple of things will make life easier as I proceed. I abbreviate “between 1 
and 3” as A and “between 2 and 4” as B. Also, I use the mathematical symbol for 
“overlap.” The symbol is ∩ and it’s called intersection.

Using the symbols, the probability of “between 1 and 3” or “between 2 and 4” is

pr A B

Number of Outcomes in A Number of Outcomes in B Nummber of Outcomes in A B
Number of Outcomes in the Sample  Space

pr A B 3 3 2
6

4
6

2
3

You can also work with the probabilities:

pr A B 3
6

3
6

2
6

4
6

2
3

The general formula is

pr A B pr A pr B pr A B

Why was it okay to just add the probabilities together in the earlier example? 
Because pr(1 ∩ 4) is zero: It’s impossible to roll a 1 and a 4 in the same toss of a 
die. Whenever pr(A ∩ B) = 0, A and B are said to be mutually exclusive.

Intersection again
Imagine throwing a coin and rolling a die at the same time. These two experi-
ments are independent because the result of one has no influence on the result of 
the other.

What’s the probability of getting Heads and a 4? You use the intersection symbol 
and write this as pr(Heads ∩ 4)

pr Heads
Number of Elementary Outcomes in Heads  4

Numb
4

eer of Elementary Outcomes in the Sample Space

Start with the sample space. Table 18-1 lists all elementary outcomes.
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TABLE 18-1 The Elementary Outcomes in the Sample Space for  
Throwing a Coin and Rolling a Die

Heads, 1 Tails, 1

Heads, 2 Tails, 2

Heads, 3 Tails, 3

Heads, 4 Tails, 4

Heads, 5 Tails, 5

Heads, 6 Tails, 6

As the table shows, 12 outcomes are possible. How many outcomes are in the event 
“Heads and 4”? Just one. So

pr Heads
Number of Elementary Outcomes in Heads  4

Numb
4

eer of Elementary Outcomes in the Sample Space
1

12

You can also work with the probabilities:

pr Heads pr Heads pr 44 1
12

In general, if A and B are independent,

pr A B pr A pr B

Conditional Probability
In some circumstances, you narrow the sample space. For example, suppose I toss 
a die and I tell you the result is greater than 2. What’s the probability that it’s a 5?

Ordinarily, the probability of a 5 would be 1/6. In this case, however, the sample 
space isn’t 1, 2, 3, 4, 5, and 6. When you know the result is greater than 2, the 
sample space becomes 3, 4, 5, and 6. The probability of a 5 is now 1/4.

This is an example of conditional probability. It’s “conditional” because I’ve given 
a “condition” — the toss resulted in a number greater than 2. The notation for 
this is

pr Greater than 25|

The vertical line is shorthand for the word given, and you read that notation as 
“the probability of a 5 given Greater than 2.”
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Working with the probabilities
In general, if you have two events A and B,

pr A B
pr A B

pr B
|

( )
( )

as long as pr(B) isn’t zero.

For the intersection in the numerator on the right, this is not a case where you just 
multiply probabilities together. In fact, if you could do that, you wouldn’t have a 
conditional probability, because that would mean A and B are independent. 
If they’re independent, one event can’t be conditional on the other.

You have to think through the probability of the intersection. In a die, how many 
outcomes are in the event “5 ∩ Greater than 2”? Just one, so pr(5 ∩ Greater than 2) 
is 1/6, and

pr Greater than 2
pr Greater than 2

pr Greater than 2
5

5
|

1
6

4
6

1
4

The foundation of hypothesis testing
All the hypothesis testing I show you in previous chapters involves conditional 
probability. When you calculate a sample statistic, compute a statistical test, and 
then compare the test statistic against a critical value, you’re looking for a 
 conditional probability. Specifically, you’re trying to find

pr obtained test statistic or a more extreme value|H  is tr0 uue

If that conditional probability is low (less than .05 in all the examples I show you 
in hypothesis-testing chapters), you reject H0.

Large Sample Spaces
When dealing with probability, it’s important to understand the sample space. In 
the examples I show you, the sample spaces are small. With a coin or a die, it’s 
easy to list all the elementary outcomes.

The world, of course, isn’t that simple. In fact, probability problems that live in 
statistics textbooks aren’t even that simple. Most of the time, sample spaces are 
large and it’s not convenient to list every elementary outcome.
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Take, for example, rolling a die twice. How many elementary outcomes are in the 
sample space consisting of both tosses? You can sit down and list them, but it’s 
better to reason it out: Six possibilities for the first toss, and each of those six can 
pair up with six possibilities on the second. So the sample space has 6 × 6 = 36 
possible elementary outcomes. (This is similar to the coin-and-die sample space 
in Table 18-1, where the sample space consists of 2 × 6 = 12 elementary outcomes. 
With 12 outcomes, it is easy to list them all in a table. With 36 outcomes, it starts 
to get . . . well . . . dicey.)

Events often require some thought, too. What’s the probability of rolling a die 
twice and totaling 5? You have to count the number of ways the two tosses can 
total 5, and then divide by the number of elementary outcomes in the sample 
space (36). You total a 5 by getting any of these pairs of tosses: 1 and 4, 2 and 3, 3 
and 2, or 4 and 1. That totals four ways, and they don’t overlap (excuse me — 
intersect), so

pr 5 =
Number of Ways of Rolling a 5

Number of Possible Outcoomes of Two Tosses
4
36

11.

Listing all the elementary outcomes for the sample space is often a nightmare. 
Fortunately, shortcuts are available, as I show in the upcoming subsections. 
Because each shortcut quickly helps you count a number of items, another name 
for a shortcut is a counting rule.

Believe it or not, I just slipped one counting rule past you. A couple of paragraphs 
ago, I say that in two tosses of a die you have a sample space of 6 × 6 = 36 possible 
outcomes. This is the product rule: If N1 outcomes are possible on the first trial of 
an experiment, and N2 outcomes on the second trial, the number of possible 
 outcomes is N1N2. Each possible outcome on the first trial can associate with all 
possible outcomes on the second. What about three trials? That’s N1N2N3.

Now for a couple more counting rules.

Permutations
Suppose you have to arrange five objects into a sequence. How many ways can you 
do that? For the first position in the sequence, you have five choices. After you 
make that choice, you have four choices for the second position. Then you have 
three choices for the third, two for the fourth, and one for the fifth. The number 
of ways is (5)(4)(3)(2)(1) = 120.

In general, the number of sequences of N objects is N(N-1)(N-2) . . . (2)(1). This 
kind of computation occurs fairly frequently in probability world, and it has its 
own notation, N! You don’t read this by screaming out “N” in a loud voice. Instead, 
it’s “N factorial.” By definition, 1! = 1, and 0! = 1.



386      PART 4  Probability

Now for the good stuff. If you have to order the 26 letters of the alphabet, the 
number of possible sequences is 26!, a huge number. But suppose the task is to 
create 5-letter sequences so that no letter repeats in the sequence. How many 
ways can you do that? You have 26 choices for the first letter, 25 for the second, 
24 for the third, 23 for the fourth, 22 for the fifth, and that’s it. So that’s (26)(25)
(24)(23)(22). Here’s how that product is related to 26!:

26
21

!
!

Each sequence is called a permutation. In general, if you take permutations 
of  N things r at a time, the notation is NPr (the P stands for permutation). The 
 formula is

N rP N
N r

!
!

Just for completeness, here’s another wrinkle. Suppose that I allow repetitions in 
these sequences of 5. That is, aabbc is a permissible sequence. In that case, the 
number of sequences is 26 × 26 × 26 × 26 × 26, or as mathematicians would say, 
“26 raised to the fifth power.” Or as mathematicians would write, “265.”

Combinations
In the preceding example, these sequences are different from one another: abcde, 
adbce, dbcae, and on and on and on. In fact, you could come up with 5! = 120 of 
these different sequences just for the letters a, b, c, d, and e.

Suppose that I add the restriction that one of these sequences is no different from 
another, and all I’m concerned about is having sets of five nonrepeating letters in 
no particular order. Each set is called a combination. For this example, the number 
of combinations is the number of permutations divided by 5!:

26
5 21

!
! !

In general, the notation for combinations of N things taken r at a time is NCr (the 
C stands for combination). The formula is

N rC N
r N r

!
! !

Now for that completeness wrinkle again. Suppose that I allow repetitions in 
these sequences. How many sequences would I have? It turns out to be equivalent 
to N+r-1 things taken N-1 at a time, or N+r+1CN-1. For this example, that would 
be 30C25.



CHAPTER 18  Introducing Probability      387

Worksheet Functions
Excel provides functions that help you with factorials, permutations, and 
combinations.

FACT
FACT, which computes factorials, is surprisingly not categorized as Statistical. 
Instead, you’ll find it on the Math & Trig Functions menu. It’s easy to use. Supply 
it with a number, and it returns the factorial. Here are the steps:

1. Select a cell for FACT’s answer.

2. From the Math & Trig Functions menu, select FACT to open its Function 
Arguments dialog box.

3. In the Function Arguments dialog box, enter the appropriate value for 
the argument.

In the Number box, I typed the number whose factorial I want to compute.

The answer appears in the dialog box. If I enter 5, for example, 120 appears.

4. Click OK to put the answer into the selected cell.

PERMUT and PERMUTIONA
You find these two on the Statistical Functions menu. As its name suggests, 
PERMUT enables you to calculate NPr. Here’s how to use it to find 26P5, the number 
of 5-letter sequences (no repeating letters) that you can create from the 26 letters 
of the alphabet. In a permutation, remember, abcde is considered different from 
bcdae. Follow these steps:

1. Select a cell for PERMUT’s answer.

2. From the Statistical Functions menu, select PERMUT to open its Function 
Arguments dialog box. (See Figure 18-1.)

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Number box, I entered the N in NPr. For this example, N is 26.

In the Number_chosen box, I entered the r in NPr. That would be 5.

With values entered for both arguments, the answer appears in the dialog box. 
For this example, the answer is 7893600.

4. Click OK to put the answer into the selected cell.
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PERMUTIONA does the same thing, but with repetitions allowed. Its Function 
 Arguments dialog box looks exactly like the one for PERMUT. Its answer is equiva-
lent to Nr. For this example, by the way, that answer is 1181376.

COMBIN and COMBINA
COMBIN works pretty much the same way as PERMUT. Excel categorizes COMBIN and 
COMBINA as Math & Trig functions.

Here’s how you use them to find 26C5, the number of ways to construct a 5-letter 
sequence (no repeating letters) from the 26 letters of the alphabet. In a combina-
tion, abcde is considered equivalent to bcdae.

1. Select a cell for COMBIN’s answer.

2. From the Math & Trig Functions menu, select COMBIN to open its Function 
Arguments dialog box.

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Number box, I entered the N in NCr. Once again, N is 26.

In the Number_chosen box, I entered the r in NCr. And again, r is 5.

With values entered for both arguments, the answer appears in the dialog box. 
For this example, the answer is 65870.

4. Click OK to put the answer into the selected cell.

If you allow repetitions, use COMBINA. Its Function Arguments dialog box looks 
just like COMBIN’s. For this example, its answer is equivalent to 30C25 (142506).

FIGURE 18-1:  
The Function 

Arguments 
dialog box for 

PERMUT.
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Random Variables: Discrete  
and Continuous

Return to tosses of a fair die, where six elementary outcomes are possible. If I use 
x to refer to the result of a toss, x can be any whole number from 1 to 6. Because x 
can take on a set of values, it’s a variable. Because x’s possible values correspond 
to the elementary outcomes of an experiment (meaning you can’t predict its val-
ues with absolute certainty), x is called a random variable.

Random variables come in two varieties. One variety is discrete, of which die- tossing 
is a good example. A discrete random variable can take on only what mathemati-
cians like to call a countable number of values — like the numbers 1 through 6. 
Values between the whole numbers 1 through 6 (like 1.25 or 3.1416) are impossible 
for a random variable that corresponds to the outcomes of die-tosses.

The other kind of random variable is continuous. A continuous random variable can 
take on an infinite number of values. Temperature is an example. Depending on the 
precision of a thermometer, having temperatures like 34.516 degrees is possible.

Probability Distributions  
and Density Functions

Back to die-tossing again. Each value of the random variable x (1–6, remember) has 
a probability. If the die is fair, each probability is 1/6. Pair each value of a discrete 
random variable like x with its probability, and you have a probability distribution.

Probability distributions are easy enough to represent in graphs. Figure  18-2 
shows the probability distribution for x.

A random variable has a mean, a variance, and a standard deviation. Calculating 
these parameters is pretty straightforward. In the random-variable world, the 
mean is called the expected value, and the expected value of random variable x is 
abbreviated as E(x). Here’s how you calculate it:

E x x pr x

For the probability distribution in Figure 18-2, that’s

E x x pr x 1 1
6

2 1
6

3 1
6

4 1
6

5 1
6

6 11
6

3 5.
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The variance of a random variable is often abbreviated as V(x), and the formula is

V x x pr x E x2 2

Working with the probability distribution in Figure 18-2 once again,

V x 1 1
6

2 1
6

3 1
6

4 1
6

5 1
6

6 1
6

2 2 2 2 2 2 3 5 2 917
2

. .

The standard deviation is the square root of the variance, which in this case is 1.708.

For continuous random variables, things get a little trickier. You can’t pair a value 
with a probability, because you can’t really pin down a value. Instead, you associate 
a continuous random variable with a mathematical rule (an equation) that generates 
probability density, and the distribution is called a probability density function. To cal-
culate the mean and variance of a continuous random variable, you need calculus.

In Chapter 8, I show you a probability density function — the standard normal 
distribution. I reproduce it here as Figure 18-3.

In the figure, f(x) represents the probability density. Because probability density 
can involve some heavyweight mathematical concepts, I won’t go into it. As 
I mention in Chapter 8, think of probability density as something that turns the 
area under the curve into probability.

Although you can’t speak of the probability of a specific value of a continuous 
random variable, you can work with the probability of an interval. To find the 
probability that the random variable takes on a value within an interval, you find 
the proportion of the total area under the curve that’s inside that interval. 
Figure 18-3 shows this. The probability that x is between 0 and 1σ is .3413.

FIGURE 18-2:  
The probability 

distribution  
for x, a random 

variable based on 
the tosses of 

a fair die.
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For the rest of this chapter, I deal only with discrete random variables. A specific 
one is up next.

The Binomial Distribution
Imagine an experiment that has these six characteristics:

 » The experiment consists of N identical trials.

A trial could be a toss of a die or a toss of a coin.

 » Each trial results in one of two elementary outcomes.

 » It’s standard to call one outcome a success and the other a failure. For 
die-tossing, a success might be a toss that comes up 3, in which case a failure 
is any other outcome.

 » The probability of a success remains the same from trial to trial.

Again, it’s pretty standard to use p to represent the probability of a success, 
and 1-p (or q) to represent the probability of a failure.

 » The trials are independent.

 » The discrete random variable x is the number of successes in the N trials.

FIGURE 18-3:  
The standard 

normal 
 distribution: 
a probability 

density function.
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This type of experiment is called a binomial experiment. The probability distribu-
tion for x follows this rule:

pr x N
x n x

p px N x!
! !

1

On the extreme right, px(1-p)N-x is the probability of one combination of 
x  successes in N trials. The term to its immediate left is NCx, the number of pos-
sible combinations of x successes in N trials.

This is called the binomial distribution. You use it to find probabilities like the prob-
ability you’ll get four 3’s in ten tosses of a die:

pr 4 10
4 6

1
6

5
6

054
4 6!

! !
.

The negative binomial distribution is closely related. In this distribution, the 
 random variable is the number of trials before the xth success. For example, you 
use the negative binomial to find the probability of five tosses that result in 
 anything but a 3 before the fourth time you roll a 3.

For this to happen, in the eight tosses before the fourth 3, you have to get five 
non-3’s and three successes (tosses when a 3 comes up). Then the next toss 
results in a 3. The probability of a combination of four successes and five failures 
is p4(1-p)5. The number of ways you can have a combination of five failures and 
four-to-one successes is 5+4-1C4-1. So the probability is

pr 5 failures before the th success4
5 4 1
4 1 5

1
6

!
! !

4 55
6

017.

In general, the negative binomial distribution (sometimes called the Pascal 
distribution) is

pr f x
f x

x f
p x failures before the th success

1
1

!
! !

11 p
f

Worksheet Functions
These distributions are computation intensive, so I get to the worksheet functions 
right away.
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BINOM.DIST and BINOM.DIST.RANGE
These are Excel’s worksheet functions for the binomial distribution. Use BINOM.
DIST to calculate the probability of getting four 3’s in ten tosses of a fair die:

1. Select a cell for BINOM.DIST’s answer.

2. From the Statistical Functions menu, select BINOM.DIST to open its 
Function Arguments dialog box. (See Figure 18-4.)

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Number_s box, I entered the number of successes. For this example, the 
number of successes is 4.

In the Trials box, I entered the number of trials. The number of trials is 10.

In the Probability_s box, I entered the probability of a success. I entered 1/6, 
the probability of a 3 on a toss of a fair die.

In the Cumulative box, one possibility is FALSE for the probability of exactly the 
number of successes entered in the Number_s box. The other is TRUE for the 
probability of getting that number of successes or fewer. I entered FALSE.

With values entered for all the arguments, the answer appears in the dialog box.

4. Click OK to put the answer into the selected cell.

To give you a better idea of what the binomial distribution looks like, I use BINOM.
DIST (with FALSE entered in the Cumulative box) to find pr(0) through pr(10), and 
then I use Excel’s graphics capabilities (refer to Chapter 3) to graph the results. 
Figure 18-5 shows the data and the graph.

FIGURE 18-4:  
The BINOM.DIST 

Function 
Arguments 
dialog box.
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Incidentally, if you type TRUE in the Cumulative box, the result is .984 (and some 
more decimal places), which is pr(0) + pr(1) + pr(2) + pr(3) + pr(4).

Figure 18-5 is helpful if you want to find the probability of getting between four 
and six successes in ten trials. Find pr(4), pr(5), and pr(6) and add the 
probabilities.

A much easier way, especially if you don’t have a chart like Figure 18-5 handy or 
if you don’t want to apply BINOM.DIST three times, is to use BINOM.DIST.RANGE. 
Figure 18-6 shows the dialog box for this function, supplied with values for the 
arguments. After all the arguments are entered, the answer (0.069460321) appears 
in the dialog box.

If you don’t put a value in the Number_s2 box, BINOM.DIST.RANGE returns the 
probability of whatever you entered into the Number_s box. If you don’t put a 
value in the Number_s box, the function returns the probability of, at most, the 
number of successes in the Number_s2 box (for example, the cumulative 
probability).

FIGURE 18-5:  
The binomial 

distribution for 
x successes in 

ten tosses of a 
die, with p = 1/6.

FIGURE 18-6:  
The Function 

Arguments dialog 
box for BINOM.
DIST.RANGE.
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NEGBINOM.DIST
As its name suggests, NEGBINOM.DIST handles the negative binomial distribution. 
I use it here to work out the earlier example — the probability of getting five 
 failures (tosses that result in anything but a 3) before the fourth success (the 
fourth 3). Here are the steps:

1. Select a cell for NEGBINOM.DIST’s answer.

2. From the Statistical Functions menu, select NEGBINOM.DIST to open its 
Function Arguments dialog box. (See Figure 18-7.)

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Number_f box, I entered the number of failures. The number of failures 
is 5 for this example.

In the Number_s box, I entered the number of successes. For this example, 
that’s 4.

In the Probability_s box, I entered 1/6, the probability of a success.

In the Cumulative box, I entered FALSE. This gives the probability of the number 
of successes. If I enter TRUE, the result is the probability of at most that number 
of successes.

With values entered for all the arguments, the answer appears in the dialog box. 
The answer is 0.017 and some additional decimal places.

4. Click OK to put the answer into the selected cell.

FIGURE 18-7:  
The NEGBINOM.

DIST Function 
Arguments 
dialog box.
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Hypothesis Testing with  
the Binomial Distribution

Hypothesis tests sometimes involve the binomial distribution. Typically, you have 
some idea about the probability of a success, and you put that idea into a null 
hypothesis. Then you perform N trials and record the number of successes. Finally, 
you compute the probability of getting that many successes or a more extreme 
amount if your H0 is true. If the probability is low, reject H0.

When you test in this way, you’re using sample statistics to make an inference 
about a population parameter. Here, that parameter is the probability of a success 
in the population of trials. By convention, Greek letters represent parameters. 
Statisticians use π (pi), the Greek equivalent of p, to stand for the probability of a 
success in the population.

Continuing with the die-tossing example, suppose you have a die and you want to 
test whether or not it’s fair. You suspect that if it’s not, it’s biased toward 3. Define 
a toss that results in 3 as a success. You toss it ten times. Four tosses are successes. 
Casting all this into hypothesis-testing terms:

H0: π ≤ 1/6

H1: π > 1/6

As I usually do, I set α = .05.

To test these hypotheses, you have to find the probability of getting at least 
four successes in ten tosses with p = 1/6. That probability is pr(4) + pr(5) + pr(6) + 
pr(7) + pr(8) + pr(9) + pr(10). If the total is less than .05, reject H0.

That’s a lot of calculating. You can use BINOM.DIST to take care of it all (as I did 
when I set up the worksheet shown earlier in Figure 18-5), or you can take a dif-
ferent route. You can find a critical value for the number of successes, and if the 
number of successes is greater than the critical value, reject H0.

How do you find the critical value? You can use a convenient worksheet function 
that I’m about to show you.

BINOM.INV
This function is tailor-made for binomial-based hypothesis testing. Give 
BINOM.INV the number of trials, the probability of a success, and a criterion 



CHAPTER 18  Introducing Probability      397

cumulative probability. BINOM.INV returns the smallest value of x (the number of 
successes) for which the cumulative probability is greater than or equal to the 
criterion.

Here are the steps for the hypothesis testing example I just showed you:

1. Select a cell for BINOM.INV’s answer.

2. From the Statistical Functions menu, select BINOM.INV and click OK to 
open its Function Arguments dialog box. (See Figure 18-8.)

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Trials box, I entered 10, the number of trials.

In the Probability_s box, I entered the probability of a success. In this example 
it’s 1/6, the value of π according to H0.

In the Alpha box, I entered the cumulative probability to exceed. I entered .95 
because I want to find the critical value that cuts off the upper 5 percent of the 
binomial distribution.

With values entered for the arguments, the critical value, 4, appears in the 
dialog box.

4. Click OK to put the answer into the selected cell.

As it happens, the critical value is the number of successes in the sample. The 
decision is to reject H0.

FIGURE 18-8:  
The BINOM.INV 

Function 
Arguments 
dialog box.
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More on hypothesis testing
In some situations, the binomial distribution approximates the standard normal 
distribution. When this happens, you use the statistics of the normal distribution 
to answer questions about the binomial distribution.

Those statistics involve z-scores, which means that you have to know the mean 
and the standard deviation of the binomial. Fortunately, they’re easy to compute. 
If N is the number of trials and π is the probability of a success, the mean is

N

the variance is

2 1N

and the standard deviation is

N 1

The binomial approximation to the normal is appropriate when N π ≥ 5 and 
N(1 – π) ≥ 5.

When you test a hypothesis, you’re making an inference about π, and you have to 
start with an estimate. You run N trials and get x successes. The estimate is

P x
N

To create a z-score, you need one more piece of information — the standard error 
of P. This sounds harder than it is, because this standard error is just

P N
1

Now you’re ready for a hypothesis test.

Here’s an example. The CEO of FarKlempt Robotics, Inc., believes that 50 percent 
of FarKlempt robots are purchased for home use. A sample of 1,000 FarKlempt 
customers indicates that 550 of them use their robots at home. Is this significantly 
different from what the CEO believes? The hypotheses:

H0: π = .50

H1: π ≠ .50

I set α = .05
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N π = 500, and N(1  π) = 500, so the normal approximation is appropriate.

First, calculate P:

P x
N

550
1000

55.

Now create a z-score:

z P

N
1

55 50
50 1 50

1000

05
25

1000

3 162. .
. .

.
.

.

With α = .05, is 3.162 a large enough z-score to reject H0? An easy way to find out 
is to use the worksheet function NORM.S.DIST. (See Chapter 8.) If you do, you’ll 
find that this z-score cuts off less than .01 of the area in the upper tail of the stan-
dard normal distribution. The decision is to reject H0.

The Hypergeometric Distribution
Here’s another distribution that deals with successes and failures.

I start with an example. In a set of 16 light bulbs, 9 are good and 7 are defective. If 
you randomly select 6 light bulbs out of these 16, what’s the probability that 3 of 
the 6 are good? Consider selecting a good light bulb as a “success.”

When you finish selecting, your set of selections is a combination of three of the 
nine good light bulbs together with a combination of three of the seven defective 
light bulbs. The probability of getting three good bulbs is a . . . well . . . combina-
tion of counting rules:

pr
C C

C
3

84 35
8008

379 3 7 3

16 6
.

Each outcome of the selection of the good light bulbs can associate with all out-
comes of the selection of the defective light bulbs, so the product rule is appropri-
ate for the numerator. The denominator (the sample space) is the number of 
possible combinations of 6 items in a group of 16.

This is an example of the hypergeometric distribution. In general, with a small 
 population that consists of N1 successes and N2 failures, the probability of 
x  successes in a sample of m items is

pr x
C C

C
N x N m x

N N m

1 2

1 2
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The random variable x is said to be a hypergeometrically distributed random 
variable.

HYPGEOM.DIST
This function calculates everything for you when you deal with the hypergeomet-
ric distribution. Here’s how to use it to work through the preceding example:

1. Select a cell for HYPGEOM.DIST’s answer.

2. From the Statistical Functions menu, select HYPGEOM.DIST to open its 
Function Arguments dialog box. (See Figure 18-9.)

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the Sample_s box, I entered the number of successes in the sample. That 
number is 3 for this example.

In the Number_sample box, I entered the number of items in the sample. The 
sample size for this example is 6.

In the Population_s box, I entered the number of successes in the population. 
In this example that’s 7, the number of good light bulbs.

In the Number_pop box, I entered the number of items in the population. The 
total number of light bulbs is 16, and that’s the population size.

In the Cumulative box, I entered FALSE. This gives the probability of the number 
of successes I entered in the Sample_s box. If I enter TRUE, the function returns 

FIGURE 18-9:  
The HYPGEOM.

DIST Function 
Arguments 
dialog box.
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the probability of, at most, that number of successes (for example, the cumula-
tive probability).

With values entered for all the arguments, the answer appears in the dialog 
box. The answer is 0.367 and some additional decimal places.

4. Click OK to put the answer into the selected cell.

As I do with the binomial, I use HYP.GEOM.DIST to calculate pr(0) through pr(6) for 
this example. Then I use Excel’s graphics capabilities (refer to Chapter 3) to graph 
the results. Figure 18-10 shows the data and the chart. My objective is to help you 
visualize and understand the hypergeometric distribution.

FIGURE 18-10:  
The hyper-
geometric 

distribution for 
x successes in a 
six-item sample 

from a  population 
that consists of 

seven successes 
and nine failures.
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IN THIS CHAPTER

Understanding the beta version

Pursuing Poisson

Grappling with gamma

Speaking exponentially

More on Probability

In Chapter  18, I delve into probability in a semiformal way, and introduce 
 distributions of random variables. The binomial distribution is the starting 
point. In this chapter, I examine additional distributions.

One of the symbols on the pages of this book (and other books in the For Dummies 
series) lets you know that “technical stuff” follows. It might have been a good idea 
to hang that symbol above this chapter’s title. So here’s a small note of  caution: 
Some mathematics follows. I put the math in to help you understand what you’re 
doing when you work with the dialog boxes of the Excel functions I describe.

Are these functions on the esoteric side? Well . . . yes. Will you ever have occasion 
to use them? Well . . . you just might.

Discovering Beta
The beta distribution (not to be confused with beta, the probability of a Type 2 
error) is a sort of chameleon in the world of distributions. It takes on a wide 
 variety of appearances, depending on the circumstances. I won’t give you all the 
mathematics behind the beta distribution, because the full treatment involves 
calculus.

The beta distribution connects with the binomial distribution, which I discuss in 
Chapter 18. The connection is this: In the binomial, the random variable x is the 

Chapter 19
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number of successes in N trials with p as the probability of a success. N and p are 
constants. In the beta distribution, the random variable x is the probability of a 
success, with N and the number of successes as constants.

Why is this useful? In the real world, you usually don’t know the value of p, and 
you’re trying to find it. Typically, you conduct a study, find the number of  successes 
in a set of trials, and then you have to estimate p. Beta shows you the likelihood of 
possible values of p for the number of trials and successes in your study.

Some of the math is complicated, but I can at least show you the rule that gener-
ates the density function for N trials with r successes, when N and r are whole 
numbers:

f x r N
N

r N r
x xr N r

| ,
!

! !
1

1 1
11 1

The vertical bar in the parentheses on the left means “given.” So this density 
function is for specific values of N and r. Calculus enters the picture when N and r 
aren’t whole numbers. (Density function? “Given”? Refer to Chapter 18.)

To give you an idea of what this function looks like, I used Excel to generate and 
graph the density function for four successes in ten trials. Figure 19-1 shows the 
data and the graph. Each value on the x-axis is a possible value for the probability 
of a success. The curve shows probability density. As I point out in Chapter 18, 
probability density is what makes the area under the curve correspond to 
 probability. The curve’s maximum point is at x = .4, which is what you would 
expect for four successes in ten trials. I selected cell C3 so that the Formula bar 
shows how I used BETA.DIST to calculate the probabilities.

FIGURE 19-1:  
The Beta Density 

function for 
four successes 

in ten trials.
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Suppose I toss a die (one of a pair of dice) and I define a success as any toss that 
results in a 3. I assume I’m tossing a fair die, so I assume that p = pr(3) = 1/6. 
 Suppose I toss a die ten times and get four 3’s. How good does that fair-die 
assumption look?

The graph in Figure  19-1 gives you a hint: The area to the left of .16667 (the 
 decimal equivalent of 1/6) is a pretty small proportion of the total area, meaning 
that the probability that p is 1/6 or less is pretty low.

Now, if you have to go to all the trouble of creating a graph and then guesstimate 
proportions of area to come up with an answer like “pretty low,” you’re doing a 
whole lot of work for very little return. Fortunately, Excel has a better way.

BETA.DIST
BETA.DIST eliminates the need for all the graphing and guesstimating. This func-
tion enables you to work with the cumulative beta distribution to determine the 
probability that p is less than or equal to some value. Considering the complexity 
of beta, BETA.DIST is surprisingly easy to work with.

In the BETA.DIST Function Arguments dialog box, and in the BETA.DIST Help file, 
you see Alpha and Beta. The dialog box tells you each one is a “parameter to the 
distribution,” and the Help file tells you that each is “a parameter of the distribu-
tion.” Aside from altering the preposition, neither one is much help — at least, 
not in any way that helps you apply Alpha and Beta.

So here are the nuts and bolts: For the example you’re working through, Alpha is 
the number of successes, and Beta is the number of failures.

When you put the density function in terms of Alpha (α) and Beta (β), it’s

f x x x
1

1 1
11 1!

! !

Again, this applies only when α and β are both whole numbers. If that’s not the 
case, you need calculus to compute f(x).

The steps are:

1. Select a cell for BETA.DIST’s answer.

2. From the Statistical Functions menu, select BETA.DIST to open its 
Function Arguments dialog box. (See Figure 19-2.)
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3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

The X box holds the probability of a success. For this example, the probability 
of a success is 1⁄6.

Excel refers to Alpha and Beta (coming up next) as parameters to the distribution. 
I treat them as “number of successes” and “number of failures.” So I enter 4 in 
the Alpha box and 6 in the Beta box.

In the Cumulative box, I typed TRUE. This gives the area under the Beta 
function curve between 0 and 1/6. If I type FALSE, it gives the height of the Beta 
function at the value of X. As the Formula bar in Figure 19-1 shows, I typed 
FALSE to create the chart.

The A box is an evaluation limit for the value in the X box. In English, that 
means a lower bound for the value. It isn’t relevant for this type of example. 
I left this box blank, which by default sets A = 0. Incidentally, the Help file refers 
to an optional B box that sets an upper bound on X. As you can see, no B box is 
here. The Help file is referring to something in an earlier version of this 
function.

After all the entries, the answer appears in the dialog box.

The answer for this example is .048021492. “Pretty low” indeed. With four 
successes in ten tosses, you’d intuitively expect that p is greater than 1/6.

4. Click OK to put the answer into the selected cell.

The beta distribution has wider applicability than I show you here. Consequently, 
you can put all kinds of numbers (within certain restrictions) into the boxes. For 
example, the value you put into the X box can be greater than 1.00, and you can 
enter values that aren’t whole numbers into the Alpha box and the Beta box.

FIGURE 19-2:  
The BETA.DIST 

Function 
Arguments 
dialog box.
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BETA.INV
This one is the inverse of BETA.DIST. If you enter a probability and values for suc-
cesses and failures, it returns a value for p. For example, if you supply it with 
.048021492, four successes, and six failures, it returns 0.1666667 — the decimal 
equivalent of 1/6.

BETA.INV has a more helpful application. You can use it to find the confidence 
limits for the probability of a success.

Suppose you’ve found r successes in N trials and you’re interested in the 95 per-
cent confidence limits for the probability of a success. The lower limit is

BETA.INV . , ,025 r N r

The upper limit is

BETA.INV . , ,975 r N r

1. Select a cell for BETA.INV’s answer.

2. From the Statistical Functions menu, select BETA.INV to open its Function 
Arguments dialog box. (See Figure 19-3.)

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

The X box holds a cumulative probability. For the lower bound of the  
95 percent confidence limits, the probability is .025.

In the Alpha box, I entered the number of successes. For this example, that’s 4.

FIGURE 19-3:  
The BETA.INV 

Function 
Arguments 
dialog box.
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In the Beta box, I entered the number of failures (not the number of trials). The 
number of failures is 6.

The A box and the B box are evaluation limits for the value in the X box. These 
aren’t relevant for this type of example. I left them blank, which by default sets 
A = 0 and B=1.

With the entries for X, Alpha, and Beta, the answer appears in the dialog box. 
The answer for this example is .13699536.

4. Click OK to put the answer into the selected cell.

Entering .975 in the X box gives .700704575 as the result. So the 95 percent con-
fidence limits for the probability of a success are .137 and .701 (rounded off) if you 
have four successes in ten trials.

With more trials, of course, the confidence limit narrows. For 40 successes in 100 
trials, the confidence limits are .307 and .497.

Poisson
If you have the kind of process that produces a binomial distribution and you have 
an extremely large number of trials and a very small number of successes, the 
Poisson distribution approximates the binomial. The equation of the Poisson is

pr x e
x

x

( )
!

In the numerator, μ is the mean number of successes in the trials, and e is 2.71828 
(and infinitely more decimal places), a constant near and dear to the hearts of 
mathematicians.

Here’s an example. FarKlempt Robotics, Inc., produces a universal joint for its 
robots’ elbows. The production process is under strict computer control, so that 
the probability a joint is defective is .001. What is the probability that in a sample 
of 1,000, one joint is defective? What’s the probability that two are defective? 
Three?

Named after 19th century mathematician Siméon-Denis Poisson, this distribution 
is computationally easier than the binomial — or at least it was when mathemati-
cians had no computational aids. With Excel, you can easily use BINOM.DIST to do 
the binomial calculations.
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First, I apply the Poisson distribution to the FarKlempt example. If π = .001 and 
N = 1000, the mean is

N 1000 001 1.

(Refer to Chapter 18 for an explanation of μ = N π.)

Now for the Poisson. The probability that one joint in a sample of 1,000 is 
 defective is

pr e
x

x

( )
!

.
!

.1
1 2 71828

1
368

1 1

For two defective joints in 1000, it’s

pr e
x

x

( )
!

.
!

.2
1 2 71828

2
184

2 2

And for three defective joints in 1,000:

pr e
x

x

( )
!

.
!

.3
1 2 71828

3
061

3 3

It may seem odd that I refer to a defective item as a “success.” It’s just a way of 
labeling a specific event.

POISSON.DIST
Here are the steps for using Excel’s POISSON.DIST for the preceding example:

1. Select a cell for POISSON.DIST’s answer.

2. From the Statistical Functions menu, select POISSON.DIST to open its 
Function Arguments dialog box. (See Figure 19-4.)

FIGURE 19-4:  
The POISSON.
DIST Function 

Arguments 
dialog box.
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3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the X box, I entered the number of events for which I’m determining the 
probability. I’m looking for pr(1), so I entered 1.

In the Mean box, I entered the mean of the process. That’s N π, which for this 
example is 1.

In the Cumulative box, it’s either TRUE for the cumulative probability or FALSE 
for just the probability of the number of events. I entered FALSE.

With the entries for X, Mean, and Cumulative, the answer appears in the dialog 
box. The answer for this example is .367879441.

4. Click OK to put the answer into the selected cell.

In the example, I show you the probability for two defective joints in 1,000 and the 
probability for three. To follow through with the calculations, I’d type 2 into the 
X box to calculate pr(2), and 3 to find pr(3).

As I mention earlier, in the 21st century it’s pretty easy to calculate the binomial 
probabilities directly. Figure  19-5 shows you the Poisson and the binomial 
 probabilities for the numbers in column B and the conditions of the example. 
I graphed the probabilities so you can see how close the two really are. I selected 
cell D3, so the Formula bar shows you how I used BINOM.DIST to calculate the 
binomial probabilities.

Although the Poisson’s usefulness as an approximation is outdated, it has taken 
on a life of its own. Phenomena as widely disparate as reaction time data in 
 psychology experiments, degeneration of radioactive substances, and scores 
in  professional hockey games seem to fit Poisson distributions. This is why 

FIGURE 19-5:  
Poisson 

probabilities 
and binomial 
probabilities.
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business analysts and scientific researchers like to base models on this distribu-
tion. (“Base models on”? What does that mean? I tell you all about it in 
Chapter 20.)

Working with Gamma
You may recall from Chapter 18 that the number of ways of arranging N objects in 
a sequence is N! (“N factorial”). You might also recall that N! = N(N-1)(N-2). . .(2)(1). 
Obviously, the factorial only works for whole numbers, right?

The gamma function and GAMMA
Not so fast. Mathematicians (some pretty famous ones) have extended the facto-
rial concept to include non-integers and even negative numbers (which gets very 
hairy). This extension is called the gamma function. When gamma’s argument is a 
positive whole number — let’s call it N — the result is (N-1)!. Otherwise, gamma 
returns the result of a calculus-based equation.

Rather than go into all the calculus, I’ll just give you an example: 4! = 24 and 5! = 
120. So the factorial of 4.3 (whatever that would mean) should be somewhere 
between 24 and 120. Because of the N-1 I just mentioned, you’d find this factorial 
by letting gamma loose on 5.3 (rather than 4.3). And gamma(5.3) = 38.08.

GAMMA is the worksheet function for gamma. GAMMA takes a single argument. Feed 
it a number and you get back its gamma-function value. For example,

=GAMMA(5.3)

returns 38.08.

The gamma distribution and GAMMA.DIST
All the preceding is mostly within the realm of theoretical mathematics. Things 
get more interesting (and more useful) when you tie gamma to a probability dis-
tribution. This marriage is called the gamma distribution.

The gamma distribution is related to the Poisson distribution in the same way the 
negative binomial distribution is related to the binomial. The negative binomial 
tells you the number of trials until a specified number of successes in a binomial 
distribution. The gamma distribution tells you how many samples you go through 
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to find a specified number of successes in a Poisson distribution. Each sample can 
be a set of objects (as in the FarKlempt Robotics universal joint example), a 
 physical area, or a time interval.

The probability density function for the gamma distribution is

f x x e
x1

1
1

!

Again, this works when α is a whole number. If it’s not, you guessed it — calculus. 
(By the way, when this function has only whole-number values of α, it’s called the 
Erlang distribution, just in case anybody ever asks you.) The letter e, once again, is 
the constant 2.7818 I mention earlier.

Don’t worry about the exotic-looking math. As long as you understand what each 
symbol means, you’re in business. Excel does the heavy lifting for you.

So here’s what the symbols mean. For the FarKlempt Robotics example, α is the 
number of successes and β corresponds to μ the Poisson distribution. The variable x 
tracks the number of samples. So, if x is 3, α is 2, and β is 1, you’re talking about 
the probability density associated with finding the second success in the third 
sample, if the average number of successes per sample (of 1,000) is 1. (Where does 
1 come from, again? That’s 1,000 universal joints per sample multiplied by .001, 
the probability of producing a defective one.)

To determine probability, you have to work with area under the density function. 
This brings me to the Excel worksheet function designed for the gamma 
distribution.

GAMMA.DIST gives you a couple of options. You can use it to calculate the probabil-
ity density, and you can use it to calculate probability. Figure  19-6 shows how 
I used the first option to create a graph of the probability density so you can see 
what the function looks like. Working within the context of the preceding exam-
ple, I set Alpha to 2 and Beta to 1, and calculated the density for the values of x in 
column D.

The values in column E show the probability densities associated with finding the 
second defective universal joint in the indicated number of samples of 1,000. For 
example, cell E5 holds the probability density for finding the second defective 
joint in the third sample.

In real life, you work with probabilities rather than densities. Next, I show you 
how to use GAMMA.DIST to determine the probability of finding the second defec-
tive joint in the third sample.
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Here are the steps:

1. Select a cell for GAMMA.DIST’s answer.

2. From the Statistical Functions menu, select GAMMA.DIST to open its 
Function Arguments dialog box. (See Figure 19-7.)

3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

The X box holds the number of samples for which I’m determining the 
probability. I’m looking for pr(3), so I entered 3.

In the Alpha box, I entered the number of successes. I want to find the second 
success in the third sample, so I entered 2.

In the Beta box, I entered the average number of successes that occur within a 
sample. For this example, that’s 1.

FIGURE 19-6:  
The density 
function for 

gamma, with 
Alpha = 2 and 

Beta =1.

FIGURE 19-7:  
The GAMMA.DIST 

Function 
Arguments 
dialog box.
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In the Cumulative box, the choices are TRUE for the cumulative distribution or 
FALSE to find the probability density. I want to find the probability, not the 
density, so I entered TRUE.

With values entered for X, Alpha, Beta, and Cumulative, the answer — 
.800851727 — appears in the dialog box.

4. Click OK to put the answer into the selected cell.

GAMMA.INV
If you want to know, at a certain level of probability, how many samples it takes 
to observe a specified number of successes, this is the function for you.

GAMMA.INV is the inverse of GAMMA.DIST. Enter a probability along with Alpha and 
Beta and it returns the number of samples. Its Function Arguments dialog box has 
a Probability box, an Alpha box, and a Beta box. Figure 19-8 shows what happens 
if you enter the cell that holds the answer for the preceding section (I stored it in 
cell A1) into the Probability box and the same numbers used earlier to get that 
answer for Alpha and Beta: The answer is 3.

Exponential
If you’re dealing with the gamma distribution and you have Alpha = 1, you have 
the exponential distribution. This gives the probability that it takes a specified 
number of samples to get to the first success.

FIGURE 19-8:  
The GAMMA.INV 

Function 
Arguments 
dialog box.
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What does the density function look like? Excuse me . . . I’m about to go mathe-
matical on you for a moment. Here, once again, is the density function for gamma:

f x x e
x1

1
1

!

If α = 1, it looks like this:

f x e
x1

Statisticians like substituting λ (the Greek letter lambda) for 1 , so here’s the final 
version:

f x e x

I bring this up because Excel’s EXPON.DIST Function Arguments dialog box has a 
box for LAMBDA, and I want you to know what it means.

EXPON.DIST
Use EXPON.DIST to determine the probability that it takes a specified number of 
samples to get to the first success in a Poisson distribution. Here, I work once 
again with the universal joint example. I show you how to find the probability that 
you’ll see the first success in the third sample. Here are the steps:

1. Select a cell for EXPON.DIST’s answer.

2. From the Statistical Functions menu, select EXPON.DIST to open its 
Function Arguments dialog box. (See Figure 19-9.)

FIGURE 19-9:  
The EXPON.DIST 

Function 
Arguments 
dialog box.
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3. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

In the X box, I entered the number of samples for which I’m determining the 
probability. I’m looking for pr(3), so I typed 3.

In the Lambda box, I entered the average number of successes per sample. 
This goes back to the numbers I give you in the example — the probability of a 
success (.001) times the number of universal joints in each sample (1,000). That 
product is 1, so I entered 1 in this box.

In the Cumulative box, the choices are TRUE for the cumulative distribution or 
FALSE to find the probability density. I want to find the probability, not the 
density, so I entered TRUE.

With values entered for X, Lambda, and Cumulative, the answer appears in the 
dialog box. The answer for this example is .950212932.

4. Click OK to put the answer into the selected cell.
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IN THIS CHAPTER

Discovering models

Modeling and fitting

Working with the Monte Carlo method

A Career in Modeling
“M 

odel” is a term that gets thrown around a lot these days. Simply put, a 
model is something you know and can work with that helps you under-

stand something you know little about. A model is supposed to mimic, in some 
way, the thing it’s modeling. A globe, for example, is a model of the earth. A street 
map is a model of a neighborhood. A blueprint is a model of a building.

Researchers use models to help them understand natural processes and phenom-
ena. Business analysts use models to help them understand business processes. 
The models these people use might include concepts from mathematics and 
 statistics — concepts that are so well known they can shed light on the unknown. 
The idea is to create a model that consists of concepts you understand, put the 
model through its paces, and see if the results look like real-world results.

In this chapter, I discuss modeling. My goal is to show how you can harness 
Excel’s statistical capabilities to help you understand processes in your world.

Modeling a Distribution
In one approach to modeling, you gather data and group them into a distribution. 
Next, you try to figure out a process that results in that kind of a distribution. 
Restate that process in statistical terms so that it can generate a distribution, and 

Chapter 20
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then see how well the generated distribution matches up to the real one. This 
“process you figure out and restate in statistical terms” is the model.

If the distribution you generate matches up well with the real data, does this mean 
your model is “right”? Does it mean the process you guessed is the process that 
produces the data?

Unfortunately, no. The logic doesn’t work that way. You can show that a model is 
wrong, but you can’t prove that it’s right.

Plunging into the Poisson distribution
In this section, I walk you through an example of modeling with the Poisson dis-
tribution. I introduce this distribution in Chapter 19, where I tell you it seems to 
characterize an array of processes in the real world. By “characterize a process,”  
I mean that a distribution of real-world data looks a lot like a Poisson distribution. 
When this happens, it’s possible that the kind of process that produces a Poisson 
distribution is also responsible for producing the data.

What is that process? Start with a random variable x that tracks the number of occur-
rences of a specific event in an interval. In Chapter 19, the “interval” is a sample of 
1,000 universal joints, and the specific event is “defective joint.” Poisson distribu-
tions are also appropriate for events occurring in intervals of time, and the event can 
be something like “arrival at a toll booth.” Next, I outline the conditions for a Poisson 
process, and use both defective joints and toll booth arrivals to illustrate:

 » The number of occurrences of the event in two non-overlapping intervals are 
independent.

The number of defective joints in one sample is independent of the number 
of defective joints in another. The number of arrivals at a toll booth during 
one hour is independent of the number of arrivals during another.

 » The probability of an occurrence of the event is proportional to the size of the 
interval.

The chance that you’ll find a defective joint is larger in a sample of 10,000 than 
it is in a sample of 1,000. The chance of an arrival at a toll booth is greater for 
one hour than it is for a half-hour.

 » The probability of more than one occurrence of the event in a small interval is 
0 or close to 0.

In a sample of 1,000 universal joints, you have an extremely low probability of 
finding two defective ones right next to one another. At any time, two vehicles 
don’t arrive at a toll booth simultaneously.
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As I show you in Chapter 19, the formula for the Poisson distribution is

pr x e
x

x

!

In this equation, μ represents the average number of occurrences of the event in 
the interval you’re looking at, and e is the constant 2.781828 (followed by  infinitely 
many more decimal places).

Visualizing the Poisson distribution
To gain a deeper understanding of the Poisson distribution, here’s a way to visu-
alize and experiment with it. Figure 20-1 shows a spreadsheet with a chart of the 
Poisson and the values I based it on.

Cell A2 holds the value for the mean of the Poisson. I calculate the values for f(x) 
in column D by typing

=POISSON.DIST(C2,$A$2,FALSE)

into cell D2 and then autofilling. Using FALSE as the third argument causes the 
function to return the probability associated with the first argument. (TRUE returns 
the cumulative probability. For more on POISSON.DIST, see Chapter 19.)

Then I inserted a column chart and modified it somewhat. You’ll learn this 
 distribution when you try different values in A2 and note the effect on the chart.

FIGURE 20-1:  
Visualizing the 

Poisson 
distribution.
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Working with the Poisson distribution
Time to use the Poisson in a model. At the FarBlonJet Corporation, web designers 
track the number of hits per hour on the intranet home page. They monitor the 
page for 200 consecutive hours and group the data, as shown in Table 20-1.

The first column shows the variable Hits/Hour. The second column, Observed 
Hours, shows the number of hours in which each value of Hits/Hour occurred. In 
the 200 hours observed, 10 of those hours went by with no hits, 30 hours had one 
hit, 44 had two hits, and so on. These data lead the web designers to use a Poisson 
distribution to model Hits/Hour. Another way to say this: They believe a Poisson 
process produces the number of hits per hour on the web page.

Multiplying the first column by the second column results in the third column. 
Summing the third column shows that in the 200 observed hours, the intranet 
page received 600 hits. So the average number of hits/hour is 3.00.

Applying the Poisson distribution to this example,

pr x e
x

e
x

x x

! !
3 3

From here on, I pick it up in Excel.

TABLE 20-1 Hits Per Hour on the FarBlonJet Intranet Home Page
Hits/Hour Observed Hours Hits/Hour X Observed Hours

0 10 0

1 30 30

2 44 88

3 44 132

4 36 144

5 18 90

6 10 60

7 8 56

Total 200 600
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Using POISSON.DIST again
Figure 20-2 shows each value of x (hits/hour), the probability of each x if the aver-
age number of hits per hour is three, the predicted number of hours, and the 
observed number of hours (taken from the second column in Table 20-1). I selected 
cell B3 so that the Formula bar shows how I used the POISSON.DIST worksheet 
function. I autofilled column B down to cell B10. (For the details on using  
POISSON.DIST, see Chapter 19.)

To get the predicted number of hours, I multiplied each probability in column B by 
200 (the total number of observed hours). I used Excel’s graphics capabilities (see 
Chapter 3) to show you how close the predicted hours are to the observed hours. 
They look pretty close, don’t they?

Testing the model’s fit
Well, “looking pretty close” isn’t enough for a statistician. A statistical test is a 
necessity. As is the case with all statistical tests, this one starts with a null hypoth-
esis and an alternative hypothesis. Here they are:

H0: The distribution of observed hits/hour follows a Poisson distribution.

H1: Not H0

The appropriate statistical test involves an extension of the binomial distribution. 
It’s called the multinomial distribution — multi because it encompasses more cate-
gories than just “success” and “failure.” It’s difficult to work with, and Excel has 
no worksheet function to handle the computations.

FIGURE 20-2:  
Web page  

hits/hour —  
Poisson-predicted 

(μ=3) and 
observed.
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Fortunately, pioneering statistician Karl Pearson (inventor of the correlation 
coefficient) noticed that χ2 (“chi-square”), a distribution I show you in Chap-
ter 10, approximates the multinomial. Originally intended for one-sample hypoth-
esis tests about variances, χ2 has become much better known for applications like 
the one I’m about to show you.

Pearson’s big idea was this: If you want to know how well a hypothesized distri-
bution (like the Poisson) fits a sample (like the observed hours), use the distribu-
tion to generate a hypothesized sample (your predicted hours, for instance), and 
work with this formula:

2 Observed Predicted
Predicted

2

Usually, this is written with Expected rather than Predicted, and both Observed and 
Expected are abbreviated. The usual form of this formula is

2

2
O E

E

For this example,

2

2 2 2
10 9 9574

9 9574
30 29 8722

29 8722
8O E

E
.

.
.

.
...

44 3208
4 3208

2
.

.

What is that total? Excel figures it out for you. Figure  20-3 shows the same 
 columns as earlier, with column F holding the values for (O – E)2/E. I could have 
used this formula

=((D3-C3)^2)/C3

to calculate the value in F3 and then to autofill up to F10.

I chose a different route. First, I assigned the name Predicted_Hrs to C3:C10 and 
the name Observed_Hrs to D3:D10. Then I used an array formula (see Chapter 2). 
I selected F3:F10 and created this formula:

=(Observed_Hrs-Predicted_Hrs)^2/Predicted_Hrs

Pressing Ctrl+Shift+Enter puts the values into F3:F10. That key combination also 
puts the curly brackets into the formula in the Formula bar.

The sum of the values in column F is in cell F11, and that’s χ2. If you’re trying to 
show that the Poisson distribution is a good fit to the data, you’re looking for a 
low value of χ2.
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Okay. Now what? Is 3.5661 high or is it low?

To find out, you evaluate the calculated value of χ2 against the χ2 distribution. The 
goal is to find the probability of getting a value at least as high as the calculated 
value, 3.5661. The trick is to know how many degrees of freedom (df) you have. 
For a goodness-of-fit application like this one

df k m 1

where k = the number of categories and m = the number of parameters estimated 
from the data. The number of categories is 8 (0 hits/hour through 7 hits/hour). 
The number of parameters? I used the observed hours to estimate the parameter μ, 
so m in this example is 1. That means df = 8 – 1 – 1 = 6.

Use the worksheet function CHISQ.DIST.RT on the value in F11, with 6 df.  
CHISQ.DIST.RT returns .73515, the probability of getting a χ2 of at least 3.5661 if 
H0 is true. (Refer to Chapter 10 for more on CHISQ.DIST.RT.) Figure 20-4 shows 
the χ2 distribution with 6 df and the darkened area to the right of 3.5661.

If α = .05, the decision is to not reject H0 — meaning you can’t reject the hypoth-
esis that the observed data come from a Poisson distribution.

This is one of those infrequent times when it’s beneficial to not reject H0 — if you 
want to make the case that a Poisson process is producing the data. If the proba-
bility had been just a little greater than .05, not rejecting H0 would look suspicious. 
The large probability, however, makes nonrejection of H0 — and an underlying 
Poisson process — seem more reasonable. (For more on this, see the sidebar  
“A point to ponder,” in Chapter 10.)

FIGURE 20-3:  
Web page  

hits/hour —  
Poisson-predicted 

(μ=3) and 
observed, along 

with the 
calculations 

needed to 
compute χ2.
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A word about CHISQ.TEST
Excel provides CHISQ.TEST, a worksheet function that on first look appears to 
carry out the test I show you with about one-tenth the work I did on the work-
sheet. Its Function Arguments dialog box provides one box for the observed values 
and another for the expected values.

One problem is that CHISQ.TEST does not return a value for χ2. It skips that step 
and returns the probability that you’ll get a χ2 at least as high as the one you cal-
culate from the observed values and the predicted values.

Another problem is that CHISQ.TEST’s degrees of freedom are wrong for this case. 
CHISQ.TEST goes ahead and assumes that df = k-1 (7) rather than k-m-1 (6). You 
lose a degree of freedom because you estimate μ from the data. In other kinds of 
modeling, you lose more than one degree of freedom. Suppose, for example, you 
believe that a normal distribution characterizes the underlying process. In that 
case, you estimate μ and σ from the data, and you lose two degrees of freedom.

By basing its answer on less than the correct df, CHISQ.TEST gives you an inap-
propriately large (and misleading) value for the probability.

CHISQ.TEST would be perfect if it had an option for entering df, or if it returned a 
value for χ2 (which you could then evaluate via CHI.DIST and the correct df).

FIGURE 20-4:  
The χ2 distribu-
tion, df = 6. The 
shaded area is 

the probability of 
getting a χ2 of at 
least 3.5661 if H0 

is true.
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When you don’t lose any degrees of freedom, CHISQ.TEST works as advertised. 
Does that ever happen? In the next section, it does.

Playing ball with a model
Baseball is a game that generates huge amounts of statistics — and many study 
these statistics closely. SABR, the Society for American Baseball Research, has 
sprung from the efforts of a band of dedicated fan-statisticians (fantasticians?) 
who delve into the statistical nooks and crannies of the Great American Pastime. 
They call their work sabermetrics. (I made up fantasticians. They call themselves 
sabermetricians.)

The reason I mention this is that sabermetrics supplies a nice example of model-
ing. It’s based on the obvious idea that during a game, a baseball team’s objective 
is to score runs and to keep its opponent from scoring runs. The better a team does 
at both, the more games it wins. Bill James, who gave sabermetrics its name and 
is its leading exponent, discovered a neat relationship between the amount of runs 
a team scores, the amount of runs the team allows, and its winning percentage. 
He calls it the Pythagorean percentage:

Pythagorean Percentage
Runs Scored

Runs Scored Runs A

2

2
lllowed

2

Think of it as a model for predicting games won. (This is James’ original formula, 
and I use it throughout. Over the years, sabermetricians have found that 1.83 is a 
more accurate exponent than 2.) Calculate this percentage and multiply it by the 
number of games a team plays. Then compare the answer to the team’s wins. How 
well does the model predict the number of games each team won during the 2011 
season?

To find out, I found all the relevant data for every Major League Baeball team for 
2011. (Thank you, www.baseball-reference.com.) I put the data into the work-
sheet in Figure 20-5.

As Figure 20-5 shows, I used an array formula to calculate the Pythagorean per-
centage in column D. First, I assigned the name Runs_Scored to the data in col-
umn B, and the name Runs_Allowed to the data in column C. Then I selected 
D2:D31 and created the formula

=Runs_Scored^2/(Runs_Scored^2 + Runs_Allowed^2)

Next, I pressed Ctrl+Shift+Enter to put the values into D2:D31 and the curly brack-
ets into the formula in the Formula bar.



426      PART 4  Probability

Had I wanted to do it another way, I’d have put this formula in cell D2:

=B2^2/((B2^2)+(C2^2))

Then I would have autofilled the remaining cells in column D.

Finally, I multiplied each Pythagorean percentage in column D by the number of 
games each team played (28 teams played 162 games, 2 played 161) to get the pre-
dicted wins in column F. Because the number of wins can only be a whole number, 
I used the ROUND function to round off the predicted wins. For example, the for-
mula that supplies the value in E3 is

=ROUND(D3*162,0)

The zero in the parentheses indicates that I wanted no decimal places.

Before proceeding, I assigned the name Predicted_Wins to the data in column F, 
and the name Wins to the data in column G.

How well does the model fit with reality? This time, CHISQ.TEST can supply the 
answer. I don’t lose any degrees of freedom here: I didn’t use the Wins data in col-
umn G to estimate any parameters, like a mean or a variance, and then apply those 
parameters to calculate Predicted Wins. Instead, the predictions came from other 

FIGURE 20-5:  
Runs scored,  

runs allowed, 
predicted wins, 

and wins for each 
Major League 
baseball team  

in 2011.
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data — the runs scored and the runs allowed. For this reason, df = k – m – 1 =  
30 – 0 – 1 = 29.

Here’s how to use CHISQ.TEST (when it’s appropriate!):

1. With the data entered, select a cell for CHISQ.TEST’s answer.

2. From the Statistical Functions menu, select CHISQ.TEST and click OK to 
open the Function Arguments dialog box for CHISQ.TEST. (See Figure 20-6.)

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Actual_range box, type the cell range that holds the scores for the 
observed values. For this example, that’s Wins (the name for F2:F32).

In the Expected_range box, type the cell range that holds the predicted values. 
For this example, it’s Predicted_Wins (the name for E2:E32).

With the cursor in the Expected_range box, the dialog box mentions a product 
of row totals and column totals. Don’t let that confuse you. It has to do with a 
slightly different application of this function (which I cover in Chapter 22).

With values entered for Actual_range and for Expected_range, the answer 
appears in the dialog box. The answer here is .999951, which means that with 
29 degrees of freedom, you have a huge chance of finding a value of χ2 at least 
as high as the one you’d calculate from these observed values and these 
predicted values. Another way to say this: The calculated value of χ2 is very low, 
meaning that the predicted wins are very close to the actual wins. Bottom line: 
The model fits the data extremely well.

4. Click OK to put the answer into the selected cell.

FIGURE 20-6:  
The CHISQ.TEST 

Function 
Arguments 
dialog box.
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A Simulating Discussion
Another approach to modeling is to simulate a process. The idea is to define, as 
much as you can, what a process does and then somehow use numbers to repre-
sent that process and carry it out. It’s a great way to find out what a process does 
in case other methods of analysis are very complex.

Taking a chance: The Monte Carlo method
Many processes contain an element of randomness. You just can’t predict the 
outcome with certainty. To simulate this type of process, you have to have some 
way to simulate the randomness. Simulation methods that incorporate random-
ness are called Monte Carlo simulations. The name comes from the city in Monaco 
whose main attraction is gambling casinos.

In the next few sections, I show you a couple of examples. These examples aren’t 
so complex that you can’t analyze them. I use them for just that reason: You can 
check the results against analysis.

Loading the dice
In Chapter 18, I talk about a die (one member of a pair of dice) that’s biased to 
come up according to the numbers on its faces: A 6 is six times as likely as a 1, a 5 
is five times as likely, and so on. On any toss, the probability of getting a number 
n is n/21.

Suppose you have a pair of dice loaded this way. What would the outcomes of  
200 tosses of these dice look like? What would be the average of those 200 tosses? 
What would be the variance and the standard deviation? You can use Excel to set 
up Monte Carlo simulations and answer these questions.

To start, I use Excel to calculate the probability of each outcome. Figure  20-7 
shows how I did it. Column A holds all the possible outcomes of tossing a pair of 
dice (2–12). Columns C through N hold the possible ways of getting each outcome. 
Columns C, E, G, I, K, and M show the possible outcomes on the first die. Columns 
D, F, H, J, L, and N show the possible outcomes on the second die. Column B gives 
the probability of each outcome, based on the numbers in columns C–M. I high-
lighted B7, so the Formula bar shows I used this formula to have Excel calculate 
the probability of a 7:

=((C7*D7)+(E7*F7)+(G7*H7)+(I7*J7)+(K7*L7)+(M7*N7))/21^2
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I autofilled the remaining cells in column B.

The sum in B14 confirms that I considered every possibility.

Next, it’s time to simulate the process of tossing the dice. Each toss, in effect, 
generates a value of the random variable x according to the probability distribu-
tion defined by column A and column B. How do you simulate these tosses?

Data analysis tool: Random Number Generation
Excel’s Random Number Generation tool is tailor-made for this kind of  simulation. 
Tell it how many values you want to generate, give it a probability distribution to 
work with, and it randomly generates numbers according to the parameters of the 
distribution. Each randomly generated number corresponds to a toss of the dice.

Here’s how to use the Random Number Generation tool:

1. Select Data | Data Analysis to open the Data Analysis dialog box.

2. In the Data Analysis dialog box, scroll down the Analysis Tools list and 
select Random Number Generation.

3. Click OK to open the Random Number Generation dialog box.

Figure 20-8 shows the Random Number Generation dialog box.

4. In the Number of Variables box, type the number of variables you want 
to create random numbers for.

I know, I know . . . don’t end a sentence with a preposition. As Winston Churchill 
said: “That’s the kind of nonsense up with which I will not put.” Hey, but 
seriously, I entered 1 for this example. I’m only interested in the outcomes of 
tossing a pair of dice.

FIGURE 20-7:  
Outcomes and 

probabilities for a 
pair of loaded 

dice.
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5. In the Number of Random Numbers box, type the number of numbers to 
generate.

I entered 200 to simulate 200 tosses of the loaded dice.

6. In the Distribution box, click the down arrow to select the type of 
distribution.

You have seven options here. The choice you make determines what appears 
in the Parameters area of the dialog box, because different types of distribu-
tions have different types (and numbers) of parameters. You’re dealing with a 
discrete random variable here, so the appropriate choice is Discrete.

7. Choosing Discrete causes the Value and Probability Input Range box to 
appear under Parameters. Enter the array of cells that holds the values 
of the variable and the associated probabilities.

The possible outcomes of the tosses of the die are in A2:A12, and the probabili-
ties are in B2:B12, so the range is A2:B12. Excel fills in the dollar signs ($) for 
absolute referencing.

8. In the Output Options, select a radio button to indicate where you want 
the results.

I selected New Worksheet Ply to put the results on a new page in the  
worksheet.

9. Click OK.

FIGURE 20-8:  
The Random 

Number 
Generation  
dialog box.
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Because I selected New Worksheet Ply, a newly created page opens with the 
results. Figure 20-9 shows the new page. The randomly generated numbers are in 
column A. The 200 rows of random numbers are too long to show you. I could have 
cut and pasted them into ten columns of 20 cells, but then you’d just be looking at 
200 random numbers.

Instead, I used FREQUENCY to group the numbers into frequencies in columns C 
and D and then used Excel’s graphics capabilities to create a graph of the results. 
I selected D2, so the formula box shows how I used FREQUENCY for that cell. As you 
can see, I defined Tosses as the name for A2:A201 and x as the name for C2:C12.

What about the statistics for these simulated tosses?

=AVERAGE(Tosses)

tells you the mean is 8.640.

=VAR.S(Tosses)

returns 4.191 as the estimate of the variance, and SQRT applied to the variance 
returns 2.047 as the estimate of the standard deviation.

How do these values match up with the parameters of the random variable? This 
is what I mean earlier by “checking against analysis.” In Chapter 18, I show how 
to calculate the expected value (the mean), the variance, and the standard  deviation 
for a discrete random variable.

FIGURE 20-9:  
The results of 

simulating  
200 tosses of a 
pair of loaded 

dice.
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The expected value is

E x x pr x

In the worksheet in Figure 20-7, shown earlier, I used the SUMPRODUCT worksheet 
function to calculate E(x). The formula is

=SUMPRODUCT(A2:A12,B2:B12)

The expected value is 8.667.

The variance is

V x x pr x E x2 2

With E(x) stored in B16, I used this formula:

=SUMPRODUCT(A2:A12,A2:A12,B2:B12)-B16^2

Note the use of A2:A12 twice in SUMPRODUCT. That gives you the sum of x2.

The formula returns 4.444 as the variance. SQRT applied to that number gives 
2.108 as the standard deviation.

Table 20-2 shows how closely the results from the simulation match up with the 
parameters of the random variable.

Simulating the Central Limit Theorem
This might surprise you, but statisticians often use simulations to make determi-
nations about some of their statistics. They do this when mathematical analysis 
becomes very difficult.

TABLE 20-2 Statistics from the Loaded Dice-Tossing Simulation and  
the Parameters of the Discrete Distribution

Simulation Statistic Distribution Parameter

Mean 8.640 8.667

Variance 4.191 4.444

Standard Deviation 2.047 2.108
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For example, some statistical tests depend on normally distributed populations. If 
the populations aren’t normal, what happens to those tests? Do they still do what 
they’re supposed to? To answer that question, statisticians might create non-
normally distributed populations of numbers, simulate experiments with them, 
and apply the statistical tests to the simulated results.

In this section, I use simulation to examine an important statistical item — the 
Central Limit Theorem. In Chapter 9, I introduce the Central Limit Theorem in 
connection with the sampling distribution of the mean. In fact, I simulate  sampling 
from a population with only three possible values to show you that even with a 
small sample size, the sampling distribution starts to look normally distributed.

Here, I use the Random Number Generation tool to set up a normally distributed 
population and draw 40 samples of 16 scores each. I calculate the mean of each 
sample and then set up a distribution of those means. The idea is to see how that 
distribution matches up with the Central Limit Theorem.

The distribution for this example has the parameters of the population of scores 
on the IQ test, a distribution I use for examples in several chapters. It’s a normal 
distribution with μ = 100 and σ = 16. According to the Central Limit Theorem, the 
mean of the distribution of means should be 100, and the standard deviation (the 
standard error of the mean) should be 4.

For a normal distribution, the Random Number Generation dialog box looks like 
Figure 20-10. The first two entries cause Excel to generate 16 random numbers for 
a single variable. Choosing Normal in the Distribution box causes the Mean box 
and the Standard Deviation box to appear under Parameters. As the figure shows, 
I entered 100 for the Mean and 16 for the Standard Deviation. Under Output 
Options, I selected Output Range and entered a column of 16 cells. This puts the 
randomly generated numbers into the indicated column on the current page, and 
(because I specified 40 samples) into 39 adjoining columns. Then I used AVERAGE 
to calculate the mean for each column (each sample, in other words), and then 
ROUND to round off each mean.

Next, I copied the 40 rounded sample means to another worksheet so I could show 
you how they’re distributed.

I calculated their mean and the standard deviation. I used FREQUENCY to group the 
means into a frequency distribution, and used Excel’s graphics capabilities to 
graph the distribution. Does the Central Limit Theorem accurately predict the 
results? Figure 20-11 shows what I found.
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The mean of the means, 100.621, is close to the Central Limit Theorem’s predicted 
value of 100. The standard deviation of the means, 3.915, is close to the Central Lim-
it’s predicted value of 4 for the standard error of the mean. The graph shows the 
makings of a normal distribution, although it’s slightly skewed. In general, the simu-
lation matches up well with the Central Limit Theorem. If you try this, you’ll get dif-
ferent numbers than mine, but your overall results should be in the same ballpark.

A couple of paragraphs ago, I said, “I copied the 40 rounded sample means to 
another worksheet.” That’s not quite a slam-dunk. When you try to paste a cell 
into another worksheet and that cell holds a formula, Excel usually balks and gives 
you an ugly-looking error message when you paste. This happens when the 
 formula refers to cell locations that don’t hold any values in the new worksheet.

FIGURE 20-10:  
The Random 

Number 
Generation dialog 

box for a normal 
distribution.

FIGURE 20-11:  
The results of the 

Central Limit 
Theorem 

simulation.
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To work around that, you have to do a little trick on the cell you want to copy. You 
have to convert its contents from a formula into the value that the formula calcu-
lates. The steps are:

1. Select the cell or cell array you want to copy.

2. Right-click and select Copy from the contextual menu that appears (or 
just press Ctrl+C without right-clicking).

3. Right-click the cell where you want the copy to go.

This opens the contextual menu shown in Figure 20-12.

4. From the contextual menu, under Paste Options, select Paste Values.

It’s the second icon from the left — a clipboard labeled 123.

The contextual menu offers another helpful capability. Every so often in statistical 
work, you have to take a row of values and relocate them into a column, or vice 
versa. (I did that in this example.) Excel calls this transposition. To transpose, 
 follow the same four steps, but in Step 4, select Transpose. This one is the fourth 
icon from the left — a clipboard with a two-headed arrow.

FIGURE 20-12:  
When you copy a 

cell array and 
then right-click 

another cell, this 
menu pops up.
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Discover tips and avoid traps in statistics and graphics

Understand logarithms and exponents

Sort data
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IN THIS CHAPTER

Determining significance

Being wary of graphs

Being cautious with regression

Using concepts carefully

Ten Statistical 
and Graphical 
Tips and Traps

The world of statistics is full of pitfalls, but it’s also full of opportunities. 
Whether you’re a user of statistics or someone who has to interpret them, 
it’s possible to fall into the pitfalls. It’s also possible to walk around 

them. Here are ten tips and traps from the areas of hypothesis testing, regression, 
correlation, and graphs.

Significant Doesn’t Always  
Mean Important

As I say earlier in the book, significance is, in many ways, a poorly chosen term. 
When a statistical test yields a significant result, and the decision is to reject H0, 
that doesn’t guarantee that the study behind the data is an important one. Statis-
tics can only help decision making about numbers and inferences about the 

Chapter 21
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processes that produced them. They can’t make those processes important or 
earth shattering. Importance is something you have to judge for yourself — and 
no statistical test can do that for you.

Trying to Not Reject a Null Hypothesis  
Has a Number of Implications

Let me tell you a story: Some years ago, an industrial firm was trying to show that 
it was finally in compliance with environmental clean-up laws. The company took 
numerous measurements of the pollution in the body of water surrounding its 
factory, compared the measurements with a null hypothesis-generated set of 
expectations, and found that it couldn’t reject H0 with α = .05. The measurements 
didn’t differ significantly (there’s that word again) from “clean” water.

This, the company claimed, was evidence that it had cleaned up its act. Closer 
inspection revealed that the data approached significance, but the pollution wasn’t 
quite of a high enough magnitude to reject H0. Does this mean the company is not 
polluting?

Not at all. In striving to “prove” a null hypothesis, the company had stacked the 
deck in favor of itself. It set a high barrier to get over, didn’t clear it, and then 
patted itself on the back.

Every so often, it’s appropriate to try and not reject H0. When you set out on that 
path, be sure to set a high value of α (about .20–.30), so that small divergences 
from H0 cause rejection of H0. (I discuss this topic in Chapter 10, and I mention it 
in other parts of the book. I think it’s important enough to mention again here.)

Regression Isn’t Always Linear
When trying to fit a regression model to a scatterplot, the temptation is to imme-
diately use a line. This is the best-understood regression model, and when you get 
the hang of it, slopes and intercepts aren’t all that daunting.

But linear regression isn’t the only kind of regression. It’s possible to fit a curve 
through a scatterplot. I won’t kid you: The statistical concepts behind curvilinear 
regression are more difficult to understand than the concepts behind linear 
regression.
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It’s worth taking the time to master those concepts, however. Sometimes, a curve 
is a much better fit than a line. (This is partly a plug for Chapter 22, where I take 
you through curvilinear regression — and some of the concepts behind it.)

Extrapolating Beyond a Sample  
Scatterplot Is a Bad Idea

Whether you’re working with linear regression or curvilinear regression, keep in 
mind that it’s inappropriate to generalize beyond the boundaries of the scatterplot.

Suppose you’ve established a solid predictive relationship between a test of math-
ematics aptitude and performance in mathematics courses, and your scatterplot 
covers only a narrow range of mathematics aptitude. You have no way of knowing 
whether the relationship holds up beyond that range. Predictions outside that 
range aren’t valid.

Your best bet is to expand the scatterplot by testing more people. You might find 
that the original relationship tells only part of the story.

Examine the Variability Around 
a Regression Line

Careful analysis of residuals (the differences between observed and predicted 
 values) can tell you a lot about how well the line fits the data. A foundational 
assumption is that variability around a regression line is the same up and down 
the line. If it isn’t, the model might not be as predictive as you think. If the vari-
ability is systematic (greater variability at one end than at the other), curvilinear 
regression might be more appropriate than linear. The standard error of estimate 
won’t always be the indicator.

A Sample Can Be Too Large
Believe it or not, this sometimes happens with correlation coefficients. A very 
large sample can make a small correlation coefficient statistically significant. For 
example, with 100 degrees of freedom and α = .05, a correlation coefficient of .195 
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is cause for rejecting the null hypothesis that the population correlation coeffi-
cient is equal to zero.

But what does that correlation coefficient really mean? The coefficient of 
 determination —r2 — is just .038, meaning that the SSRegression is less than 4 percent 
of the SSTotal. (See Chapter 15.) That’s a very small association.

Bottom line: When looking at a correlation coefficient, be aware of the sample 
size. If it’s large enough, it can make a trivial association turn out statistically 
significant. (Hmmm . . . significance — there it is again!)

Consumers: Know Your Axes
When you look at a graph, make sure you know what’s on each axis. Make sure 
you understand the units of measure. Do you understand the independent vari-
able? Do you understand the dependent variable? Can you describe each one in 
your own words? If the answer to any of these questions is "No," you don’t under-
stand the graph you’re looking at.

When looking at a graph in a TV ad, be very wary if it disappears too quickly, 
before you can see what’s on the axes. The advertiser may be trying to create a 
lingering false impression about a bogus relationship inside the graph. The 
graphed relationship might be as valid as that other staple of TV advertising — 
scientific proof via animated cartoon: Tiny animated scrub brushes cleaning car-
toon teeth might not necessarily guarantee whiter teeth for you if you buy the 
product. (I know that’s off-topic, but I had to get it in.)

Graphing a Categorical Variable as Though 
It’s a Quantitative Variable Is Just Wrong

So you’re just about ready to compete in the Rock-Paper-Scissors World Series. In 
preparation for this international tournament, you’ve tallied all your matches 
from the past ten years, listing the percentage of times you won when you played 
each role.

To summarize all the outcomes, you’re about to use Excel’s graphics capabilities to 
create a graph. One thing’s sure: Whatever your preference rock-paper-scissors-
wise, the graph absolutely, positively had better not look like Figure 21-1.
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So many people create these kinds of graphs — people who should know better. 
The line in the graph implies continuity from one point to another. With these 
data, of course, that’s impossible. What’s between rock and paper? Why are they 
equal units apart? Why are the three categories in that order? (Can you tell this is 
my pet peeve?)

Simply put, a line graph is not the proper graph when at least one of your variables 
is a set of categories. Instead, create a column graph. A pie chart works here, too, 
because the data are percentages and you have just a few slices. (See Chapter 3 for 
Yogi Berra’s pie-slice guidelines.)

When I wrote the first edition of this book, I whimsically came up with the idea of 
a Rock-Paper-Scissors World Series for this example. Between then and now, 
I found out . . . there really is one! (The World RPS Society puts it on.)

Whenever Appropriate, Include  
Variability in Your Graph

When the points in your graph represent means, make sure that the graph includes 
the standard error of each mean. This gives the viewer an idea of the variability in 
the data — which is an important aspect of the data. Here’s another plug: In 
Chapter 22, I show you how to do that in Excel.

Means by themselves don’t always tell you the whole story. Take every opportu-
nity to examine variances and standard deviations. You may find some hidden 
nuggets. Systematic variation — high values of variance associated with large 
means, for example — might be a clue about a relationship you didn’t see before.

FIGURE 21-1:  
Absolutely the 

wrong way 
to graph 

categorical data.
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Be Careful When Relating Statistics 
Textbook Concepts to Excel

If you’re serious about doing statistical work, you’ll probably have occasion to 
look into a statistics text or two. Bear in mind that the symbols in some areas of 
statistics aren’t standard: For example, some texts use M rather than x  to 
 represent the sample mean, and some represent a deviation from the mean with 
just x.

Connecting textbook concepts to Excel’s statistical functions can be a challenge 
because of the texts and because of Excel. Messages in dialog boxes and in Help 
files might contain symbols other than the ones you read about, or they might use 
the same symbols but in a different way. This discrepancy might lead you to make 
an incorrect entry into a parameter in a dialog box, resulting in an error that’s 
hard to trace.
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IN THIS CHAPTER

Visualizing variability

Going over the odds and ends of 
probability

Looking for independence

Working with logs

Sorting

Ten Things (Twelve, 
Actually) That Just 
Didn’t Fit in Any 
Other Chapter

I wrote this book to show you all of Excel’s statistical capabilities. My intent was 
to tell you about them in the context of the world of statistics, and I had a defi-
nite path in mind.

Some of the capabilities don’t neatly fit along that path. I still want you to be 
aware of them, however, so here they are.

Chapter 22
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Graphing the Standard  
Error of the Mean

When you create a graph and your data are means, it’s a good idea to include the 
standard error of each mean in your graph. This gives the viewer an idea of the 
spread of scores around each mean.

Figure 22-1 gives an example of a situation where this arises. The data are (fic-
tional) test scores for four groups of people. Each column header indicates the 
amount of preparation time for the eight people within the group. I used Excel’s 
graphics capabilities (refer to Chapter 3) to draw the graph. Because the indepen-
dent variable is quantitative, a line graph is appropriate. (refer to Chapter 21 for a 
rant on my biggest peeve.)

For each group, I used AVERAGE to calculate the mean and STDEV.S to calculate the 
standard deviation. I also calculated the standard error of each mean. I selected 
cell B12, so the formula box shows you that I calculated the standard error for 
Column B via this formula:

=B11/SQRT(COUNT(B2:B9))

The trick is to get each standard error into the graph. In Excel 2013 this is easy 
to  do, and it’s different from earlier versions of Excel. Begin by selecting the 
graph. This causes the Design and Format tabs to appear. Select

FIGURE 22-1:  
Four groups, 
their means, 

 standard 
deviations, 

and standard 
errors. The 

graph shows the 
group means.
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Design | Add Chart Element | Error Bars | More Error Bars Options

Figure 22-2 shows what I mean.

In the Error Bars menu, you have to be careful. One selection is Standard Error. 
Avoid it. If you think this selection tells Excel to put the standard error of each 
mean on the graph, rest assured that Excel has absolutely no idea of what you’re 
talking about. For this selection, Excel calculates the standard error of the set of 
four means — not the standard error within each group.

More Error Bar Options is the appropriate choice. This opens the Format Error 
Bars panel. (See Figure 22-3.)

In the Direction area of the panel, select the radio button next to Both, and in the 
End Style area, select the radio button next to Cap. (You can’t see the Direction 
area in the figure, because I scrolled down to set up the screen shot.)

Remember the cautionary note I gave you a moment ago? I have a similar one 
here. One selection in the Error Amount area is Standard Error. Avoid this one, too. 
It does not tell Excel to put the standard error of each mean on the graph.

FIGURE 22-2:  
The menu path 

for inserting 
error bars.
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Scroll down to the Error Amount area and select the radio button next to Custom. 
This activates the Specify Value button. Click that button to open the Custom Error 
Bars dialog box, shown in Figure 22-4. With the cursor in the Positive Error Value 
box, select the cell range that holds the standard errors ($B$12:$E$12). Tab to the 
Negative Error Value box and do the same.

That Negative Error Value box might give you a little trouble. Make sure that it’s 
cleared of any default values before you enter the cell range.

Click OK in the Custom Error Bars dialog box and close the Format Error Bars 
 dialog box, and the graph looks like Figure 22-5.

FIGURE 22-4:  
The Custom Error 

Bars dialog box.

FIGURE 22-3:  
The Format Error 

Bars panel.
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Probabilities and Distributions
Here are some probability-related worksheet functions. Although they’re a little 
on the esoteric side, you might find some use for them.

PROB
If you have a probability distribution of a discrete random variable and you want 
to find the probability that the variable takes on a particular value, PROB is for you. 
Figure  22-6 shows the PROB Argument Functions dialog box along with a 
distribution.

FIGURE 22-5:  
The graph of the 

group means, 
including the 

standard error 
of each mean.

FIGURE 22-6:  
The PROB 

Function 
Arguments 

dialog box and 
a probability 
distribution.
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You supply the random variable (X_range), the probabilities (Prob_range), a 
lower limit, and an upper limit. PROB returns the probability that the random vari-
able takes on a value between those limits (inclusive).

If you leave Upper Limit blank, PROB returns the probability of the value you gave 
for the lower limit. If you leave Lower Limit blank, PROB returns the probability of 
obtaining, at most, the upper limit (for example, the cumulative probability).

WEIBULL.DIST
This is a probability density function that’s mostly applicable to engineering. It 
serves as a model for the time until a physical system fails. As engineers know, in 
some systems, the number of failures stays the same over time because shocks to 
the system cause failure. In others, like some microelectronic components, the 
number of failures decreases with time. In still others, wear-and-tear increases 
failures with time.

The Weibull distribution’s two parameters allow it to reflect all these possibilities. 
One parameter, Alpha, determines how wide or narrow the distribution is. The 
other, Beta, determines where it’s centered on the x-axis.

The Weibull probability density function is a rather complicated equation. Thanks 
to Excel, you don’t have to worry about it. Figure 22-7 shows WEIBULL.DIST’s 
Function Arguments dialog box.

The dialog box in the figure answers the kind of question a product engineer 
would ask: Assume the time to failure of a bulb in an LCD projector follows a 
Weibull distribution with Alpha = .75 and Beta = 2,000 hours. What’s the  probability 
the bulb lasts at most 4,000 hours? The dialog box shows that the answer is .814.

FIGURE 22-7:  
The WEIBULL.
DIST Function 

Arguments 
dialog box.
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Drawing Samples
Excel’s Sampling data analysis tool is helpful for creating samples. You can tailor 
it in a couple of ways. If you’re trying to put a focus group together and you have 
to select the participants from a pool of people, you could assign each one a num-
ber and have the Sampling tool select your group.

One way to select is periodically. You supply n, and Excel samples every nth num-
ber. The other way to select is randomly. You supply the number of individuals you 
want randomly selected and Excel does the rest.

Figure 22-8 presents the Sampling dialog box, three groups I had it sample from, 
and two columns of output.

The first output column, Column A, shows the results of periodic sampling with a 
period of 6. Sampling begins with the sixth score in Group 1. Excel then counts out 
scores and delivers the sixth, and goes through that process again until it finishes 
in the last group. The periodic sampling process, as you can see, doesn’t recycle. 
I supplied an output range up to cell A11, but Excel stopped after four numbers.

The second output column, Column B, shows the results of random sampling. 
I  asked for 20 and that’s what I got. If you closely examine the numbers in 
 Column B, you’ll see that the random sampling process can select a number more 
than once.

FIGURE 22-8:  
The Sampling 

data-analysis tool 
dialog box, 

sampled groups, 
and results.
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Beware of a little quirk: The Labels check box seems to have no effect. When I speci-
fied an input range that includes C1, D1, and E1 and selected the Labels check box, 
I received this error message: Sampling - Input range contains non-numeric 
data. Not a showstopper, but a little annoying.

Testing Independence: The True  
Use of CHISQ.TEST

In Chapter 20, I show you how to use CHISQ.TEST to test the goodness of fit of a 
model to a set of data. In that chapter, I also warn you about the pitfalls of using this 
function in that context, and I mention that it’s really intended for something else.

Here’s the something else. Imagine you’ve surveyed a total of 200 people. Each 
person lives in a rural area, an urban area, or a suburb. Your survey asked them 
their favorite type of movie: drama, comedy, or animation. You want to know if 
their movie preference is independent of the environment in which they live.

Table 22-1 shows the results.

The number in each cell represents the number of people in the environment, 
indicated in the row, who prefer the type of movie indicated in the column.

Do the data show that preference is independent of environment? This calls for a 
hypothesis test:

H0: Movie preference is independent of environment

H1: Not H0

α = .05

TABLE 22-1 Living Environment and Movie Preference
Drama Comedy Animation Total

Rural 40 30 10 80

Urban 20 30 20 70

Suburban 10 20 20 50

Total 70 80 50 200
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To get this done, you have to know what to expect if the two are independent. 
Then you can compare the data with the expected numbers and see whether they 
match. If they do, you can’t reject H0. If they don’t, you reject H0.

Concepts from probability help determine the expected data. In Chapter 18, I tell 
you that if two events are independent, you multiply their probabilities to find the 
probability that they occur together. Here, you can treat the tabled numbers as 
proportions, and the proportions as probabilities.

For example, in your sample, the probability is 80/200 that a person is from a 
rural environment. The probability is 70/200 that a person prefers drama. What’s 
the probability that a person is in the category “rural and likes drama”? If the 
environment and preference are independent, that’s (80/200) × (70/200). To turn 
that probability into an expected number of people, you multiply it by the total 
number of people in the sample: 200. So the expected number of people is 
(80 × 70)/200, which is 28.In general,

Expected Number in a Cell RowTotal ColumnTotal
Total

After you have the expected numbers, you compare them to the observed numbers 
(the data) via this formula:

2 Observed-Expected
Expected

2

You test the result against a χ2 (chi-square) distribution with df = (Number of 
Rows – 1) × (Number of Columns – 1), which in this case comes out to 4.

The CHISQ.TEST worksheet function performs the test. You supply the observed 
numbers and the expected numbers, and CHISQ.TEST returns the probability that 
a χ2 at least as high as the result from the preceding formula could have resulted 
if the two types of categories are independent. If the probability is small (less 
than .05), reject H0. If not, don’t reject. CHISQ.TEST doesn’t return a value of χ2; it 
just returns the probability (under a χ2 distribution with the correct df).

Figure  22-9 shows a worksheet with both the observed data and the expected 
numbers, along with CHISQ.TEST’s Function Arguments dialog box. Before I ran 
CHISQ.TEST, I attached the name Observed to C3:E5, and the name Expected to 
C10:E12. (If you don’t know how to do this, read Chapter 2.)

The figure shows that I’ve entered Observed into the Actual_range box, and 
Expected into the Expected_range box. The dialog box shows a very small prob-
ability, .00068, so the decision is to reject H0. The data are consistent with the idea 
that movie preference is not independent of environment.
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Logarithmica Esoterica
The functions in this section are really out there. Unless you’re a tech-head, you’ll 
probably never use them. I present them for completeness. You might run into 
them while you’re wandering through Excel’s statistical functions, and wonder 
what they are.

They’re based on what mathematicians call natural logarithms, which in turn are 
based on e, that constant I use at various points throughout this book. I begin with 
a brief discussion of logarithms, and then I turn to e.

What is a logarithm?
Plain and simple, a logarithm is an exponent — a power to which you raise a num-
ber. In the equation

10 1002

2 is an exponent. Does that mean that 2 is also a logarithm? Well . . . yes. In terms 
of logarithms,

log10 100 2

That’s really just another way of saying 102 = 100. Mathematicians read it as “the 
logarithm of 100 to the base 10 equals 2.” It means that if you want to raise 10 to 
some power to get 100, that power is 2.

How about 1,000? As you know

10 10003

FIGURE 22-9:  
The CHISQ.TEST 

Function 
Arguments 

dialog box, with 
observed data 
and expected 

numbers.
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so

log10 1000 3

How about 453? Uh . . . Hmmm . . . That’s like trying to solve

10 453x

What could that answer possibly be? 102 means 10 × 10, and that gives you 100. 103 
means 10 × 10 × 10 and that’s 1,000. But 453?

Here’s where you have to think outside the dialog box. You have to imagine expo-
nents that aren’t whole numbers. I know, I know  .  .  . How can you multiply a 
number by itself a fraction at a time? If you could, somehow, the number in that 
453 equation would have to be between 2 (which gets you to 100) and 3 (which gets 
you to 1,000).

In the 16th century, mathematician John Napier showed how to do it, and loga-
rithms were born. Why did Napier bother with this? One reason is that it was a 
great help to astronomers. Astronomers have to deal with numbers that are, well, 
astronomical. Logarithms ease computational strain in a couple of ways. One way 
is to substitute small numbers for large ones: The logarithm of 1,000,000 is 6 and 
the logarithm of 100,000,000 is 8. Also, working with logarithms opens up a help-
ful set of computational shortcuts. Before calculators and computers appeared on 
the scene, this was a very big deal.

Incidentally,

10 4532 6560982.

meaning that

log .10 453 2 6560982

You can use Excel to check that out if you don’t believe me. Select a cell and type

=LOG(453,10)

Press Enter and watch what happens. Then just to close the loop, reverse the pro-
cess. If your selected cell is — let’s say — D3, select another cell and type

=POWER(10,D3)

or

=10^D3
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Either way, the result is 453.

Ten, the number that’s raised to the exponent, is called the base. Because it’s also 
the base of our number system and we’re all familiar with it, logarithms of base 
10 are called common logarithms.

Does that mean you can have other bases? Absolutely. Any number (except 0 or 1 
or a negative number) can be a base. For example,

6 4 40 962. .

So

log ..6 4 40 96 2

If you ever see log without a base, base 10 is understood, so

log100 = 2

In terms of bases, one number is special. . . .

What is e?
Which brings me to e, a constant that’s all about growth. Before I get back to loga-
rithms, I’ll tell you about e.

Imagine the princely sum of $1 deposited in a bank account. Suppose the interest 
rate is 2 percent a year. (Good luck with that.) If it’s simple interest, the bank adds 
$.02 every year, and in 50 years you have $2.

If it’s compound interest, at the end of 50 years you have (1 + .02)50 — which is 
just a bit more than $2.68, assuming the bank compounds the interest once a year.

Of course, if the bank compounds it twice a year, each payment is $.01, and after 
50 years the bank has compounded it 100 times. That gives you (1 + .01)100, or just 
over $2.70. What about compounding it four times a year? After 50 years — 200 
compoundings — you have (1 + .005)200, which results in the don’t-spend-it-all- 
in-one-place amount of $2.71 and a tiny bit more.

Focusing on “just a bit more” and a “tiny bit more,” and taking it to extremes, 
after one hundred thousand compoundings you have $2.718268. After one hun-
dred million, you have $2.718282.

If you could get the bank to compound many more times in those 50 years, your 
sum of money approaches a limit — an amount it gets ever so close to, but never 
quite reaches. That limit is e.



CHAPTER 22  Ten Things (Twelve, Actually) That Just Didn’t Fit in Any Other Chapter      457

The way I set up the example, the rule for calculating the amount is

1 1
n

n

where n represents the number of payments. Two cents is 1/50th of a dollar and I 
specified 50 years — 50 payments. Then I specified two payments a year (and 
each year’s payments have to add up to 2 percent) so that in 50 years you have 
100 payments of 1/100th of a dollar, and so on.

To see this in action, enter numbers into a column of a spreadsheet as I have in 
Figure 22-10. In cells C2 through C20, I have the numbers 1 through 10 and then 
selected steps through one hundred million. In D2, I put this formula

=(1+(1/C2))^C2

and then autofilled to D20. The entry in D20 is very close to e.

Mathematicians can tell you another way to get to e:

e 1 1
1

1
2

1
3

1
4! ! ! !

...

Those exclamation points signify factorial. 1! = 1, 2! = 2 X 1, 3! = 3 X 2 X 1. (For more 
on factorials, refer to Chapter 16.)

FIGURE 22-10:  
Getting to e.
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Excel helps visualize this one, too. Figure  22-11 lays out a spreadsheet with 
selected numbers up to 170 in Column C. In D2, I put this formula:

=1+ 1/FACT(C2)

and, as the Formula bar in the figure shows, in D3 I put this one:

=D2 +1/ FACT(C3)

Then I autofilled up to D17. The entry in D17 is very close to e. In fact, from D11 on, 
you see no change, even if you increase the number of decimal places.

Why did I stop at 170? Because that takes Excel to the max. At 171, you get an error 
message.

So e is associated with growth. Its value is 2.781828 . . . The three dots mean you 
never quite get to the exact value (like π, the constant that enables you to find the 
area of a circle).

This number pops up in all kinds of places. It’s in the formula for the normal dis-
tribution (see Chapter 8), and it’s in distributions I discuss in Chapter 17. Many 
natural phenomena are related to e.

It’s so important that scientists, mathematicians, and business analysts use it as 
the base for logarithms. Logarithms to the base e are called natural logarithms. A 
natural logarithm is abbreviated as ln.

FIGURE 22-11:  
Another path to e.
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Table 22-2 presents some comparisons (rounded to three decimal places) between 
common logarithms and natural logarithms:

One more thing. In many formulas and equations, it’s often necessary to raise e to 
a power. Sometimes the power is a fairly complicated mathematical expression. 
Because superscripts are usually printed in small font, it can be a strain to have to 
constantly read them. To ease the eyestrain, mathematicians have invented a spe-
cial notation: exp. Whenever you see exp followed by something in parentheses, it 
means to raise e to the power of whatever’s in the parentheses. For example,

exp . ..1 6 4 9531 6e

Excel’s EXP function does that calculation for you.

Speaking of raising e, when Google, Inc., filed its IPO, it said it wanted to raise 
$2,718,281,828, which is e times a billion dollars rounded to the nearest dollar.

On to the Excel functions.

LOGNORM.DIST
A random variable is said to be lognormally distributed if its natural logarithm is 
normally distributed. Maybe the name is a little misleading, because I just said log 
means “common logarithm” and ln means “natural logarithm.”

Unlike the normal distribution, the lognormal can’t have a negative number as a 
possible value for the variable. Also unlike the normal, the lognormal is not 
 symmetric — it’s skewed to the right.

TABLE 22-2 Some Common Logarithms (Log) and Natural 
Logarithms (Ln)

Number Log Ln

e 0.434 1.000

10 1.000 2.303

50 1.699 3.912

100 2.000 4.605

453 2.656 6.116

1000 3.000 6.908
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Like the Weibull distribution I describe earlier, engineers use it to model the 
breakdown of physical systems — particularly of the wear-and-tear variety. 
Here’s where the large-numbers-to-small numbers property of logarithms comes 
into play. When huge numbers of hours figure into a system’s life cycle, it’s easier 
to think about the distribution of logarithms than the distribution of the hours.

Excel’s LOGNORM.DIST works with the lognormal distribution. You specify a value, 
a mean, and a standard deviation for the lognormal. LOGNORM.DIST returns the 
probability that the variable is, at most, that value.

For example, FarKlempt Robotics, Inc., has gathered extensive hours-to-failure 
data on a universal joint component that goes into its robots. The company finds 
that hours-to-failure is lognormally distributed with a mean of 10 and a standard 
deviation of 2.5. What is the probability that this component fails in, at most, 
10,000 hours?

Figure 22-12 shows the LOGNORM.DIST Function Arguments dialog box for this 
example. In the X box, I entered ln(10000). I entered 10 into the Mean box, 2.5 into 
the Standard_dev box, and TRUE into the Cumulative box. The dialog box shows 
the answer, .000929 (and some more decimals). If I enter FALSE into the 
 Cumulative box, the function returns the probability density (the height of the 
function) at the value in the X box.

LOGNORM.INV
LOGNORM.INV turns LOGNORM.DIST around. You supply a probability, a mean, and 
a standard deviation for a lognormal distribution. LOGNORM.INV gives you the 
value of the random variable that cuts off that probability.

FIGURE 22-12:  
The LOGNORM.

DIST Function 
Arguments 
dialog box.



CHAPTER 22  Ten Things (Twelve, Actually) That Just Didn’t Fit in Any Other Chapter      461

To find the value that cuts off .001 in the preceding example’s distribution, I used 
the LOGNORM.INV Function Arguments dialog box shown in Figure 22-13. With the 
indicated entries, the dialog box shows that the value is 9.722 (and more decimals).

By the way, in terms of hours, that’s 16,685 — just for .001.

Array Function: LOGEST
In Chapter 14, I tell you all about linear regression. It’s also possible to have a 
relationship between two variables that’s curvilinear rather than linear.

The equation for a line that fits a scatterplot is

y a bx’

One way to fit a curve through a scatterplot is with this equation:

y aebx’

LOGEST estimates a and b for this curvilinear equation. Figure 22-14 shows the 
LOGEST Function Arguments dialog box and the data for this example. It also 
shows an array for the results. Before using this function, I attached the name x 
to B2:B12 and y to C2:C12.

Here are the steps for this function:

1. With the data entered, select a five-row-by-two-column array of cells for 
LOGEST’s results.

I selected F4:G8.

2. From the Statistical Functions menu, select LOGEST to open the Function 
Arguments dialog box for LOGEST.

FIGURE 22-13:  
The LOGNORM.

INV Function 
Arguments 
dialog box.
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3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Known_y’s box, type the cell range that holds the scores for the 
y-variable. For this example, that’s y (the name I gave to C2:C12).

In the Known_x’s box, type the cell range that holds the scores for the 
x-variable. For this example, it’s x (the name I gave to B2:B12).

In the Const box, the choices are TRUE (or leave it blank) to calculate the value 
of a in the curvilinear equation I showed you or FALSE to set a to 1. I typed 
TRUE.

The dialog box uses b where I use a. No set of symbols is standard.

In the Stats box, the choices are TRUE to return the regression statistics in 
addition to a and b, FALSE (or leave it blank) to return just a and b. I typed 
TRUE.

Again, the dialog box uses b where I use a and m-coefficient where I use b.

4. Important: Do not click OK. Because this is an array function, press 
Ctrl+Shift+Enter to put LOGEST’s answers into the selected array.

Figure 22-15 shows LOGEST’s results. They’re not labeled in any way, so I added 
the labels for you in the worksheet. The left column gives you the exp(b) (more on 
that in a moment), standard error of b, R Square, F, and the SSregression. The right 
column provides a, standard error of a, standard error of estimate, degrees of 
freedom, and SSresidual. For more on these statistics, refer to Chapters 14 and 15.

FIGURE 22-14:  
The Function 

Arguments 
dialog box for 
LOGEST, along 

with the data and 
the selected array 

for the results.
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About exp(b). LOGEST, unfortunately, doesn’t return the value of b — the exponent 
for the curvilinear equation. To find the exponent, you have to calculate the natu-
ral logarithm of what it does return. Applying Excel’s LN worksheet function here 
gives 0.0256 as the value of the exponent.

So the curvilinear regression equation for the sample data is

y e x’ . .4 1718 0 0256

or in that exp notation I told you about:

y x’ . exp .4 1718 0 0256

A good way to help yourself understand all of this is to use Excel’s graphics capa-
bilities to create a scatterplot. (See Chapter 3.) Then right-click on a data point in 
the plot and select Add Trendline from the pop-up menu. This adds a linear trend-
line to the scatterplot and, more importantly, opens the Format Trendline panel 
(see Figure 22-16). Select the radio button next to Exponential, as I’ve done in the 
figure. Also, as I’ve done in the figure, toward the bottom of the panel, select the 
check box next to Display Equation on Chart.

Click Close, and you have a scatterplot complete with curve and equation. 
I  reformatted mine in several ways to make it look clearer on the printed page. 
Figure 22-17 shows the result.

Array Function: GROWTH
GROWTH is curvilinear regression’s answer to TREND. (See Chapter 14.) You can use 
this function in two ways: to predict a set of y-values for the x-values in your 
sample or to predict a set of y-values for a new set of x-values.

FIGURE 22-15:  
LOGEST’s 

results in the 
selected array.
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Predicting y’s for the x’s in your sample
Figure  22-18 shows GROWTH set up to calculate y’s for the x’s I already have. I 
included the Formula bar in this screen shot so that you can see what the formula 
looks like for this use of GROWTH.

FIGURE 22-17:  
The scatterplot 
with curve and 

equation.

FIGURE 22-16:  
The Format 

Trendline panel.
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Here are the steps:

1. With the data entered, select a cell range for GROWTH’s answers.

I selected D2:D12 to put the predicted y’s right next to the sample y’s.

2. From the Statistical Functions menu, select GROWTH to open the 
Function Arguments dialog box for GROWTH.

3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Known_y’s box, type the cell range that holds the scores for the 
y-variable. For this example, that’s y (the name I gave to C2:C12).

In the Known_x’s box, type the cell range that holds the scores for the 
x-variable. For this example, it’s x (the name I gave to B2:B12).

I’m not calculating values for new x’s here, so I leave the New_x’s box blank.

In the Const box, the choices are TRUE (or leave it blank) to calculate a, or 
FALSE to set a to 1. I entered TRUE. (I really don’t know why you’d enter FALSE.) 
Once again, the dialog box uses b where I use a.

4. Important: Do not click OK. Because this is an array function, press 
Ctrl+Shift+Enter to put GROWTH’s answers into the selected column.

Figure 22-19 shows the answers in D2:D12.

Predicting a new set of y’s for a new set of x’s
Here, I use GROWTH to predict y’s for a new set of x’s. Figure 22-20 shows GROWTH 
set up for this. In addition to the array named x and the array named y, I defined 
New_x as the name for B15:B22, the cell range that holds the new set of x’s.

FIGURE 22-18:  
The Function 

Arguments dialog 
box for GROWTH, 

along with the 
sample data. 

GROWTH is set 
up to predict x’s 

for the sample y’s.
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Figure 22-20 also shows the selected array of cells for the results. Once again, I 
included the Formula bar to show you the formula for this use of the function.

To do this, follow these steps:

1. With the data entered, select a cell range for GROWTH’s answers.

I selected C15:C22.

2. From the Statistical Functions menu, select GROWTH to open the 
Function Arguments dialog box for GROWTH.

FIGURE 22-19:  
The results 
of GROWTH: 

Predicted y’s for 
the sample x’s.

FIGURE 22-20:  
The Function 

Arguments dialog 
box for GROWTH, 

along with data. 
GROWTH is set up 

to predict y’s for a 
new set of x’s.
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3. In the Function Arguments dialog box, type the appropriate values for 
the arguments.

In the Known_y’s box, enter the cell range that holds the scores for the 
y-variable. For this example, that’s y (the name I gave to C2:C12).

In the Known_x’s box, enter the cell range that holds the scores for the 
x-variable. For this example, it’s x (the name I gave to B2:B12).

In the New_x’s box, enter the cell range that holds the new scores for the 
x-variable. That’s New_x (the name I gave to B15:B22).

In the Const box, the choices are TRUE (or leave it blank) to calculate a, or 
FALSE to set a to 1. I typed TRUE. (Again, I really don’t know why you’d enter 
FALSE.)

4. Important: Do not click OK. Because this is an array function, press 
Ctrl+Shift+ Enter to put GROWTH’s answers into the selected column.

Figure 22-21 shows the answers in C15:C22.

FIGURE 22-21:  
The results 
of GROWTH: 

Predicted y’s for a 
new set of x’s.
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The logs of Gamma
Sounds like a science fiction thriller, doesn’t it?

The GAMMA function I discuss in Chapter 19 extends factorials to the realm of non-
whole numbers. Because factorials are involved, the numbers can get very large, 
very quickly. Logarithms are an antidote.

In an earlier version, Excel provided GAMMALN for finding the natural log of the 
gamma function value of the argument x. (Even before it provided GAMMA.)

In Excel 2013, GAMMALN receives a facelift and (presumably) greater precision. The 
new worksheet function is GAMMALN.PRECISE.

So the new function looks like this:

=GAMMALN.PRECISE(5.3)

It’s equivalent to

=LN(GAMMA(5.3))

The answer, by the way, is 3.64.

Just so you know, I expanded to 14 decimal places and found no difference between 
GAMMALN and GAMMALN.PRECISE for this example.

Sorting Data
In behavioral science experiments, researchers typically present a variety of tasks 
for participants to complete. The conditions of the tasks are the independent 
 variables. Measures of performance on these tasks are the dependent variables.

For methodological reasons, the conditions and order of the tasks are randomized 
so that different people complete the tasks in different orders. The data reflect 
these orders. To analyze the data, it becomes necessary to sort everyone’s data 
into the same order.

The worksheet in Figure 22-22 shows data for one participant in one experiment. 
Width and Distance are independent variables; Moves and Errors are dependent 
variables. The objective is to sort the rows in increasing order of width and then in 
increasing order of distance.
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Here’s how to do it:

1. Select the cell range that holds the data.

For this example, that’s B2:E9.

2. Select Data | Sort.

This opens the Sort dialog box, shown in Figure 22-23. When the dialog box 
opens, it shows just one row under Column. The row is labeled Sort By. Because 
I have headers in my data, I checked the box next to My Data Has Headers.

3. From the drop-down menu in the box next to Sort By, select the first 
variable to sort by. Adjust Sort On and Order.

I selected Width and kept the default conditions for Sort On (Values) and Order 
(Smallest to Largest).

4. Click the Add Level button.

This opens another row labeled Then By.

FIGURE 22-22:  
Unsorted data.

FIGURE 22-23:  
The Sort 

dialog box.
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5. In the drop-down menu in the box next to Then By, select the next 
variable to sort by, then adjust Sort On and Order.

I selected Distance and kept the default conditions.

6. After the last variable, click OK.

The sorted data appear in Figure 22-24.

FIGURE 22-24:  
The data sorted 

by width and 
distance.
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Appendix A

IN THIS CHAPTER

Databases in Excel

Statistics in databases

Pivot tables

When Your 
Worksheet 
Is a Database

Excel’s main function in life is to perform calculations. As the chapters in this 
book show, many of those calculations revolve around built-in statistical 
capabilities.

You can also set up a worksheet to store information in something like a database, 
although Excel is not as sophisticated as a dedicated database package. Excel 
offers database functions that are much like its statistical functions, so I thought 
I’d familiarize you with them.

Introducing Excel Databases
Strictly speaking, Excel provides a data list. This is an array of worksheet cells into 
which you enter related data in a uniform format. You organize the data in 
 columns, and you put a name at the top of each column. In database terminology, 
each named column is a field. Each row is a separate record.
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This type of structure is useful for keeping inventories, as long as they’re not 
overly huge. You wouldn’t use an Excel database for recordkeeping in a warehouse 
or a large corporation. For a small business, however, it might fit the bill.

The Satellites database
Figure A-1 shows an example. This is an inventory of the classic satellites in our 
solar system. By classic, I mean that astronomers discovered most of them before 
the 20th century, via conventional telescopes. The three 20th century entries are 
so dim that astronomers discovered them by examining photographic plates. 
Today’s supertelescopes and space probes have revealed many more satellites that 
I didn’t include.

The database is in cells B10:G35. I defined Satellites as the name of this cell range. 
Notice that I included the field names in the range. (Reread Chapter 2 if you don’t 
remember how to name a cell range.)

The Name field provides the name of the satellite; the Planet field indicates the 
planet around which the satellite revolves.

FIGURE A-1:  
The Satellites 

database.
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Orbital_Period_Days shows how long it takes for a satellite to make a complete 
revolution around its planet. Our moon, for example, takes a little over 27 days. 
A couple of records have negative values in this field. That means they revolve 
around the planet in a direction opposite to the planet’s rotation.

Average Distance_X_1000_km is the average distance from the planet to the sat-
ellite in thousands of kilometers. The last two fields provide the year of discovery 
and the astronomer who discovered the satellite. For our moon, of course, those 
two are unknown.

After you label each field, you attach a name to each cell that holds a field name. 
Important point: The range for each name is just the cell that holds the field name, 
not the whole column of data. So here, I define Name as the name of the cell 
labeled Name.

Okay, I worked really hard to set up the premise for the preceding sentence. Here 
are two examples that are easier to follow: I define Planet as the name of cell C10, 
and Orbital_Period_Days as the name of D10, and so on. Now I can use these field 
names in Excel’s database formulas.

The criteria range
I copied the column headers — excuse me, field names — into the top row. I also 
put some information into nearby cells. This area is for the criteria range. This 
range enables you to use Excel’s database functions to ask (and answer) questions 
about the data. Database honchos call this querying. Criteria are a part and parcel 
of each database function. (Criteria is plural. The singular form is criterion.)

It’s not necessary to have this range at the top of the worksheet. You can designate 
any range in the worksheet as the criteria range.

When you use an Excel database function, it’s in this format:

=FUNCTION(Database, Field, Criteria)

The function operates on the specified database, in the designated field, according 
to the indicated criteria.

For example, if you want to know how many satellites revolve around Saturn, you 
select a cell and enter

=DCOUNT(Satellites,Average_Distance_X_1000_km,C1:C2)
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Here’s what this formula means: In the database (B10:G35), DCOUNT tallies the 
amount of number-containing cells in the Average_Distance_X_1000_km field, 
constrained by the criterion specified in the cell range C1:C2. That criterion is 
equivalent to Planet = Saturn. Note that a criterion has to include at least one col-
umn header . . . uh . . . field name from the criteria range, and at least one row. 
Bear in mind that you can’t use the actual field name in the criteria. You use the 
cell ID (like C1).

When you include more than one row, you’re saying “or.” For example, if your 
criterion happens to be G1:G3, you’re specifying satellites discovered by Galileo or 
Cassini.

When you include more than one column in a criterion, you’re saying “and.” If 
your criterion is E1:F2, you’re specifying satellites farther than 150,000 km from 
their planets and discovered after 1877.

The format of a database function
The formula I just showed you

=DCOUNT(Satellites,Average_Distance__X_1000_km,C1:C2)

is accessible via a Function Arguments dialog box, as is the case for all other 
worksheet functions in Excel. Figure A-2 shows the equivalent dialog box for the 
preceding formula, set against the backdrop of the database and the criteria range.

How do you open this dialog box? Unlike the Statistical Functions or the Math & 
Trig Functions, Database Functions do not reside on their own menu. Instead, you 
click the Insert Function button (it’s in the Function Library area of the Formulas 
tab) to open the Insert Function dialog box. Then in that dialog box, select Data-
base in the box labeled “or Select a Category”, and then in the list of functions find 
the database function you’re looking for.

Here’s an example:

1. Select a worksheet cell.

As Figure A-2 shows, I selected H6.

2. Click the Insert Function button (it’s labeled fx) to open the Insert 
Function dialog box.
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3. In the Insert Function dialog box, select a function to open its Function 
Arguments dialog box.

From the Database category, I selected DCOUNT and that’s the dialog box in 
Figure A-2.

4. In the Function Arguments dialog box, enter the appropriate values for 
the arguments.

For the Database, I entered Satellites in the Database box. For the field, I 
entered Average_Distance_X_1000_km in the Field box. This isn’t as keyboard 
intensive as it sounds. You can just select the appropriate cell range or cell 
from the spreadsheet. I selected the cell range for Satellites for the Database 
box, and I selected cell E10 for the Field box. Then I selected C1:C2 for the 
Criterion box.

The answer, 9, appears in the dialog box.

5. Click OK to put the answer into the selected cell.

All the database functions follow the same format, you access them all the same 
way, and you fill in the same type of information in their dialog boxes. So I skip 
over that sequence of steps as I describe each function, and discuss only the 
equivalent worksheet formula.

FIGURE A-2:  
The DCOUNT 

Function 
Arguments 
dialog box.



476      Statistical Analysis with Excel For Dummies

Counting and Retrieving
One essential database capability is to let you know how many records meet a 
particular criterion. Another is to retrieve records. Here are the Excel versions.

DCOUNT and DCOUNTA
As I just showed you, DCOUNT counts records. The restriction is that the field you 
specify has to contain numbers. If it doesn’t, the answer is zero, as in

=DCOUNT(Satellites,Name,C1:C2)

because no records in the Name field contain numbers.

DCOUNTA counts records in a different way. This one works with any field. It counts 
the number of nonblank records in the field that satisfy the criterion. So this for-
mula returns 9:

=DCOUNTA(Satellites,Name,C1:C2)

Getting to "or"
Here’s a tally that involves “or”:

=DCOUNTA(Satellites,Name,D1:D3)

The criterion D1:D3 specifies satellites whose orbital period is 1.26 days or greater 
than 20 days — as I mention earlier, multiple rows mean “or.” Five satellites 
meet that criterion: Deimos, Hyperion, Iapetus, our Moon, and Nereid.

Wildcards
Look closely at Figure A-1 and you see the cryptic entry *io in Cell B2. I did that so 
you’d know that Excel database functions can deal with wildcard characters. The 
formula

=DCOUNTA(Satellites,Name,B1:B2)

returns 3, the number of satellites with the letter-string io anywhere in their 
names (Dione, Io, and Hyperion).
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DGET
DGET retrieves exactly one record. If the criteria you specify result in more than 
one record (or in no records), DGET returns an error message.

This formula

=DGET(Satellites,Name,D1:D2)

retrieves Deimos, the name of the satellite whose orbital period is 1.26 days.

This one

=DGET(Satellites,Name,E1:E2)

results in an error message because the criterion specifies more than one record.

Arithmetic
Excel wouldn’t be Excel without calculation capabilities. Here are the ones it offers 
for its databases.

DMAX and DMIN
As their names suggest, DMAX and DMIN provide the maximum value and the mini-
mum value according to your specifications. The formula

=DMAX(Satellites,Orbital_Period__Days,E1:E2)

returns 360.14. This is the maximum orbital period for any satellite that’s farther 
than 150,000 km from its planet.

For the minimum value that meets this criterion,

=DMIN(Satellites,Orbital_Period__Days,E1:E2)

gives you –550.48. That’s Phoebe, a satellite that revolves in the opposite direc-
tion to its planet’s rotation.
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DSUM
DSUM adds up the values in a field. To add all orbital periods in the satellites 
 discovered by Galileo or Cassini, use this formula:

=DSUM(Satellites,Orbital_Period__Days,G1:G3)

That sum is 117.64.

Want to total up all the orbital periods? (I know, I know: =SUM(B11:B35). Just 
work with me here.)

This formula gets it done:

=DSUM(Satellites,Orbital_Period__Days,C1:C3)

Why? It’s all in the criterion. C1:C3 means that Planet = Saturn or .  .  . anything 
else, because C3 is empty. The sum, by the way, is 35.457. Bottom line: Be careful 
whenever you include an empty cell in your criteria.

DPRODUCT
Here’s a function that’s probably here only because Excel’s designers could create 
it. You specify the data values, and DPRODUCT multiplies them.

The formula

=DPRODUCT(Satellites,Orbital_Period__Days,G1:G2)

returns the product (749.832) of the orbital periods of the satellites Galileo 
 discovered — a calculation I’m pretty sure Galileo never thought about.

Statistics
Which brings me to the statistical database functions. These work just like the 
similarly named worksheet functions.
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DAVERAGE
Here’s the formula for the average of the orbital periods of satellites discovered 
after 1887:

=DAVERAGE(Satellites,Orbital_Period__Days,F1:F2)

The average is negative (–36.4086) because the specification includes those two 
satellites with the negative orbital periods.

DVAR and DVARP
DVAR is the database counterpart of VAR, which divides the sum of N squared devi-
ations by N-1. This is called sample variance.

DVARP is the database counterpart of VAR.P, which divides the sum of N squared 
deviations by N. This is the population variance. (For details on VAR.S and VAR.P, 
sample variance and population variance, and the implications of N-1 and N, see 
Chapter 5.)

Here’s the sample variance for the orbital period of satellites farther than 150,000 
kilometers from their planets and discovered after 1877:

=DVAR(Satellites,Orbital_Period__Days,E1:F2)

That turns out to be 210,358.1.

The population variance for that same subset of satellites is

=DVARP(Satellites,Orbital_Period__Days,E1:F2)

which is 140,238.7.

Once again, if you have multiple columns in the criteria, you’re dealing with 
“and.”

DSTDEV and DSTDEVP
These two return standard deviations. The standard deviation is the square root of 
the variance. (See Chapter  5.) DSTDEV returns the sample standard deviation, 
which is the square root of DVAR’s returned value. DSTDEVP returns the population 
standard deviation, the square root of DVARP’s returned value.
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For the specifications in the preceding example, the sample standard deviation is

=DSTDEV(Satellites,Orbital_Period__Days,E1:F2)

which is 458.6481.

The population standard deviation is

=DSTDEVP(Satellites,Orbital_Period__Days,E1:F2)

This result is 374.4846.

According to form
Excel provides a data form to help you work with databases. Unfortunately, Excel 
2016 didn’t put a button for this form on the Ribbon. To access this button, you 
have to put it on the Quick Access toolbar.

Here’s how to do it:

1. Click the down arrow on the right of the Quick Access toolbar to open the 
Customize Quick Access Toolbar menu.

2. From this menu, select More Commands to open the Excel Options 
dialog box.

3. In the Choose Commands From drop-down menu, select Commands Not 
in the Ribbon.

4. In the list box on the left, scroll down and select Form.

5. Click the Add button to put Form into the list box on the right.

6. Click OK to close the Excel Options dialog box.

The Data Form button is now on the Quick Access toolbar.

To use the data form, highlight the entire cell range of the database, including the 
column headers. Then click the Data Form button.

Figure  A-3 shows the appearance of the data form when you open it with the 
whole database selected. Excel fills in the field names automatically, and the fields 
populate with the values from the first record. You can use the form to navigate 
through the database, and to add a record. You can start with one record and use 
the New button to enter all the rest. (For me, it’s easier to type each record.)
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Whenever you add records (and whichever way you add them), click Formulas | 
Manage Names and increase the cell range attached to the database name.

The title on the data form is the same as the name on the bottom tab of the work-
sheet, so it’s a good idea to put the name of the database on the tab. It’s clearer what 
the Form shows when something like Satellites is in its title rather than Sheet 1.

Pivot Tables
A pivot table is a cross-tabulation — another way of looking at the data. You can 
reorganize the database and turn it (literally) on its side and inside out. And you 
can do it in any number of ways.

For example, you can set up a pivot table that has the satellites in the rows and a 
planet in each column, and has the data for the orbital period inside the cells. 
Figure A-4 shows what I mean.

Figure A-5 shows a pivot table that presents another view of the data. This one 
takes the spotlight off the individual satellites and puts it on the planets. Each 
planet’s row is divided into two rows — one for the orbital period and one for the 
average distance. The numbers are the sums across each planet’s satellites.  Adding 
up the orbital period for all of Jupiter’s satellites gives you 29.66, for instance.

This example focuses on creating the pivot table shown in Figure  A-4. Here’s 
what you do:

1. Open the worksheet that holds the database.

In this case, it’s Satellites.

2. Select any cell in the range of the database.

FIGURE A-3:  
The data form for 

working with 
Excel databases.
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3. Select Insert | PivotTable to open the Create PivotTable dialog box.  
(See Figure 1-6.)

4. Make your entries within this dialog box.

Because I selected a cell within the database before I opened this dialog box, 
the first radio button is selected and the Table/Range box is filled in.

I selected the New Worksheet radio button to put the pivot table on a new 
worksheet.

5. Click OK.

The result is the PivotTable layout with the PivotTable Fields pane on a new 
worksheet. (See Figure A-7.)

FIGURE A-4:  
A pivot table of 

the satellites  
data showing 

satellites,  
planets, and 

orbital period.

FIGURE A-5:  
Another pivot 

table of the 
satellites data, 

showing planets, 
orbital period, 

and average 
distance.
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6. Populate the PivotTable layout.

To populate the PivotTable layout, you work with the PivotTable Fields pane. 
Select a field, drag it into the appropriate box below, and drop it.

I begin with the rows. To make the names of the satellites appear in the rows, I 
selected Name and dropped it into the Rows box. Figure A-8 shows the result. 
In addition to the satellite names in the rows, the check box next to Name is 

FIGURE A-6:  
The Create 
PivotTable  
dialog box.

FIGURE A-7:  
A new worksheet 

containing the 
PivotTable layout.
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bold and selected, to indicate that it’s in the table. Deselecting the check box 
removes Name from the table.

Next, I dropped Planet into the Columns box. (See Figure A-9.)

Dragging Orbital Period (Days) and dropping it into the Σ Values box results in 
the table shown earlier, in Figure A-4.

Dropping a field into the Report Filter box creates a sort of multipage version 
of the table. For example, putting Discoverer in the Report Filter box creates a 
drop-down menu that allows you to see only the data for each Discoverer.

The down arrow next to a field opens a menu of options for sorting and 
filtering that field.

The importance of pivot tables is that they allow you to get your hands dirty with 
the data. By dropping fields into and out of the table, you might see relationships 
and carry out analyses that might not occur to you if you look only at the original 
database.

FIGURE A-8:  
The PivotTable 

layout after 
dropping the 

Name field  
into the Row 

Labels box.
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FIGURE A-9:  
The PivotTable 

layout after 
dropping the 

Planet field into 
the Column 
Labels box.
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Appendix B

IN THIS CHAPTER

Another look at covariance

Why and how you analyze covariance

Analysis of covariance (ANCOVA)  
in Excel

The Analysis of 
Covariance

One of the major points of this book is that Excel comes with a surprising 
number of analytical tools and formulas. The toolset isn’t as extensive as 
you’d find in a dedicated statistics package, but it’s still impressive.

Some analyses, unfortunately, aren’t part of Excel. And some of those might turn 
out to be important for you. In many cases, with a little ingenuity you can use the 
existing parts of Excel to perform those analyses anyway. In this appendix, I focus 
on one of those analyses.

Covariance: A Closer Look
In Chapter 15, I mention covariance in connection with correlation. I go over it 
briefly as the numerator of the correlation coefficient. I also mention that covari-
ance represents two variables changing together.

What does that mean, exactly?

Imagine a group of people on whom you measure mathematical ability and 
 sociability. (Just assume you have valid, reliable ways of measuring both.) If you 
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find that the people with high mathematical ability are the most sociable, and the 
people with low mathematical ability are the least sociable, this thing called cova-
riance is numerically high and positive. This type of positive relationship is called 
a direct relationship.

A different result is possible: The people with high mathematical ability might 
turn out to be the least sociable, and the people with low mathematical ability the 
most sociable. If that happens, covariance is numerically high and negative. This 
type of negative relationship is called an inverse relationship.

Still another result is possible. You might find no connection whatsoever between 
mathematical ability and sociability. In this case, the two variables are indepen-
dent, and the numerical value of covariance is close to zero. It could be slightly 
positive, or it could be slightly negative, but it’s close to zero.

Sounds a lot like correlation? It should. As I mention earlier, covariance is the 
numerator of the correlation coefficient. One way to look at it is that the correla-
tion coefficient puts an upper and lower bound on covariance. With a little experi-
ence, you can understand what a correlation coefficient of .98 means, or a 
correlation coefficient of  .62. Without a lot of context, it’s hard to know what a 
covariance of  473.5 means.

Why You Analyze Covariance
So you’ve had a refresher on what covariance is. Why do you want to . . . uh . . .  
analyze it?

Let’s begin with a typical study: You randomly assign people to different condi-
tions and you assess their performance under those conditions. For example, you 
might randomly assign 15 children to one of three groups that differ on how to 
prepare for a math exam. One group prepares by listening to a human instructor. 
Another prepares by completing an interactive program on a computer. The third 
prepares by reading a textbook. Then they take the exam.

The children’s performance on the test is the dependent variable. The three prepa-
ration conditions make up the independent variable. The goal is usually to find out 
whether the different conditions of the independent variable affect the dependent 
variable. Chapter 12 explains that this involves a hypothesis test that looks like this:

H0: μInstructor = μComputer = μText

H1: Not H0
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In Chapter  12, I also point out that the appropriate statistical technique is the 
analysis of variance (ANOVA).

So far, so good. What about covariance?

In addition to the dependent variable and the independent variable, a third kind of 
variable can come into play. Here’s how. Suppose you have another relevant mea-
sure for each of the 15 children: mathematics aptitude. In addition to preparation 
type, this could also affect each child’s exam performance. This third variable is 
called the covariate. The relationship between the dependent variable and the 
covariate is covariance.

Big shots in the field of research design and analysis have a name for randomly 
assigning individuals to different conditions of the independent variable and 
keeping everything else the same (like the time of day you give the test, the 
amount of time each child prepares, and the amount of time each child has to take 
the test). They call this experimental control.

They also have a name for assessing the effects of a covariate — that is, its covari-
ance with the dependent variable. They refer to that as statistical control. Both are 
valuable tools in the analyst’s arsenal.

Bottom-line question: Why do you need statistical control? Suppose you carry out 
the study and find no significant differences among preparation groups. This 
could mean that experimental control wasn’t powerful enough to discern an effect 
of preparation type. That’s when statistical control can come to the rescue. 
 Suppose mathematics aptitude affected performance in ways that masked the 
effects of preparation type. That is, does the possible correlation of performance 
with aptitude affect the results?

By combining experimental control with statistical control, analysis of covariance 
(ANCOVA) answers that question.

How You Analyze Covariance
How do you combine the two types of control?

In Chapter 12, I point out that ANOVA separates SSTotal into SSBetween and SSWithin. 
Divide each SS by its degrees of freedom and you have three MS (variances). 
The MSBetween reflects differences among group means. The MSWithin estimates the 
 population variance. It’s based on pooling the variances within the groups. If the 
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MSBetween is significantly greater than the MSWithin, you can reject the null hypoth-
esis. If not, you can’t. (Read Chapter 12 if this all sounds strange to you.)

In ANCOVA, you use the relationship between the dependent variable and the 
covariate to adjust SSBetween and SSWithin. If the relationship is strong, it’s likely that 
the adjustment increases SSBetween and reduces SSWithin. Statistics, like most other 
aspects of our world, feature no free lunches: The adjustment lowers the dfWithin  
by 1. It might help to think of it this way:

ANOVA:

F
SS df

SS df
Between Between

Within Within

ANCOVA:

F
SSBetween something based on relationship with covariate df

SS
Between

Within something based on relationship with ccovariate dfWithin 1

A possible outcome of the adjustment (if the relationship is strong) is that the F 
ratio is higher for ANCOVA than for ANOVA. In practical terms, this means that 
adding statistical control can result in a more powerful study (that is, greater 
capability to find an effect) than experimental control alone.

Here’s a way to understand ANOVA versus ANCOVA: ANOVA helps you find a nee-
dle in a haystack. ANCOVA also does this, but it removes some of the hay from the 
haystack — and it makes the needle a little bigger, too.

ANCOVA in Excel
Although Excel has no built-in tools for ANCOVA, you can use what Excel does 
provide to make ANCOVA way easier than it looks in statistics books.

What does Excel provide? When it comes to covariance, recall that the COVARIANCE.P 
and COVARIANCE.S worksheet functions do all the calculations for you, as does the 
Covariance analysis tool.

It sounds like the Covariance analysis tool is ideal for something called analysis of 
covariance (ANCOVA). Oddly, it’s not. You also have no use for worksheet func-
tions as you proceed.

Instead, I show you two approaches that use other Excel features to carry out an 
ANCOVA. One approach uses the Anova: Single Factor analysis tool along with 



APPENDIX B  The Analysis of Covariance      491

some worksheet functions. The other uses the Regression analysis tool along with 
some worksheet functions.

Both approaches tackle the data in Table  B-1. In both methods, I use regression 
slopes to express the relationship between the dependent variable and the covariate.

These methods are for the kind of research design I discuss in Chapter 12 (single-
factor ANOVA). You can use ANCOVA for any kind of research design that involves 
ANOVA, but these two particular methods won’t work for more complicated 
designs (as in Chapter 13, for example).

Method 1: ANOVA
When most statistics textbooks cover analysis of covariance, they show you a lot 
of arcane-looking computation formulas designed to avoid even more complex-
looking regression-related calculations. The result is that they often obscure what 
ANCOVA is supposed to do.

With this method, and the next one, I show you how to harness Excel’s power to 
work around all of that. My goal is to make ANCOVA a lot easier than it looks in 
stat books.

Figure B-1 shows the ANCOVA worksheet for this method. I also take you through 
the steps.

The data from Table B-1 are in cells B1:D13, separated into one table for the depen-
dent variable data and another for the covariate data. I structure the data this way 
because I have to use the Anova: Single Factor tool on the dependent variable and 

TABLE B-1: Data for Exam Performance with Three Preparation  
Methods and for Mathematics Aptitude

Human Computer Text

Math Aptitude Exam Math Aptitude Exam Math Aptitude Exam

10 6 7 9 7 9

9 9 7 5 9 12

8 7 8 14 4 9

6 2 11 10 11 18

9 10 11 15 7 11
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again on the covariate. The input to the Anova tool is a contiguous range of cells, 
so the layout in Table B-1 doesn’t work.

The first thing I do is set up to calculate bwithin, a quantity I use to adjust the SS and 
to adjust group means for post-analysis testing.

What is bwithin? Imagine a scatterplot for each of the three groups, and a regression 
line through each scatterplot. Each regression line has a slope. The value of bwithin 
is the average of the group slopes, with each slope weighted by the variance of the 
covariate within the group.

This might be a rare case where the formula is clearer than the words. Here it is:

b
s b

swithin
xi i

xi

2

2

So I used VAR.S to calculate the variance of each group within the covariate. Those 
variances are in row 14, labeled VarianceX. I could have run the Anova tool to get these 
variances. I did it this way for clarity. The sum of these variances, 12.4, is in cell E14.

Then I used SLOPE to calculate the slope within each group. Those are in row 15, 
labeled SlopeXY.

FIGURE B-1:  
The Method 1 

ANCOVA 
worksheet for the 
data in Table B-1.
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Row 16, labeled VarX*SlopeXY, contains the product of each group slope multi-
plied by the variance in that group. Cell E16 holds the sum of these products.

The value of bwithin is in cell B18. The formula for that cell is

=E16/E14

Cell B19 holds another slope I use for SS adjustment. It’s called btotal, and it repre-
sents the slope of the regression line drawn through a scatterplot of all the scores 
regardless of the group they’re in. The formula for B19 is

=SLOPE(B2:D6,B9:D13)

Next, I constructed the spiffy-looking ANCOVA table in cells A21:F25. The objec-
tive of this whole process is to fill in this table. I formatted all the labels and bor-
ders to make the table look something like the results of an Anova:Single Factor 
analysis. Then I filled in the sources of variation in A23:A25, and the df in C23:C25. 
The df are the same as for ANOVA, except that you lose a df from the dfWithin, and 
that, of course, is reflected in the dfTotal.

The next order of business is to run the Anova:Single Factor analysis tool. I ran it 
once for the dependent variable and once for the covariate. Why for the covariate? 
After all, I’m not testing any hypotheses about math aptitude. The reason for an 
ANOVA on the covariate is that the ANOVA output provides SS values I need to 
complete the ANCOVA.

In Chapter 12, I explain how to use this tool. The only difference is that in this 
case, I direct the output to this worksheet rather than to separate worksheets.

I removed some rows from the Anova tool’s outputs so that everything would fit 
into one screen shot, and I modified them a bit for clarity.

The values in the ANOVA tables enable me to fill in the ANCOVA table. The Adjusted 
SSTotal is

Adjusted SS SS b SS

Adjusted SS

TotalY TotalY Total TotalX

Total

 

 

2

YY 226 93 1 03 52 4 171 70
2

. . . .

This means that

=I13-B19^2*I27
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goes into cell B25 in the ANCOVA table. By the way, I rounded off to two decimal 
places to make everything look nicer on this page. The worksheet has way more 
decimal places.

Next up: Adjusted SSWithin. The formula for the adjustment is

Adjusted SS SS b SSWithinY WithinY Within WithinX 2

Numerically, that’s

Adjusted SSWithinY 158 8 1 23 49 6 83 29
2

. . . .

So in cell B24, I put this formula:

=I11-B18^2*I25

Adjusted SSBetween? That’s just

=B25-B24

in cell B23.

I complete the ANCOVA table by dividing each Adjusted SS by its df and then divid-
ing the Adjusted MSBetween by the Adjusted MSWithin to compute F.

That last column in the ANCOVA table, P-value, is a little trick courtesy of  
F.DIST.RT. The formula in cell F23 is

=F.DIST.RT(E23,C23,C24)

Just below the ANCOVA table, I put the adjusted means for the dependent variable. 
These enter into post-analysis testing, which I cover in a later section. For now, I 
just tell you that each adjusted mean is

Adjusted y y b x Xi i within i 

where that uppercase X with a bar over it represents the average of all 15 scores in 
the covariate.

For this example, the adjusted means are

Adjusted y

Adjusted y

Human

Computer

 

 

6 8 1 23 8 4 8 2 6 55

1

. . . . .

00 6 1 23 8 6 8 2 10 11

11 8 1 23 7 6 8

. . . . .

. . . .Adjusted yTextbook 22 12 54.
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The adjustments increase the spread among the means.

In this worksheet, the group means are in the ANOVA outputs. Specifically, they’re 
in K4:K6 for the dependent variable and in K18:K20 for the covariate. So the for-
mula for the adjusted Human mean (in cell B28) is

=K4-B18*(K18-AVERAGE(B9:D13))

For the adjusted Computer mean (cell C28), it’s

=K5-B18*(K19-AVERAGE(B9:D13))

and for the adjusted Textbook mean (cell D28), it’s

=K6-B18*(K20-AVERAGE(B9:D13))

What’s the benefit of ANCOVA? Take another look at Figure  B-1. Compare the 
result of the dependent-variable ANOVA (F2,12 = 2.57) with the result of the ANCOVA  
(F2,11 = 5.84). Although you sacrificed a df, the P-value shows that the ANCOVA 
result is significant. The ANOVA result is not. The ANCOVA adjusted the SSBetween 
upward, and it adjusted the SSWithin downward.

Bottom line: The relationship between the dependent variable and the covariate 
enables you to uncover a significant effect you might otherwise miss. In this 
example, ANCOVA avoids a Type II error.

Method 2: Regression
If the preceding method works, why am I bothering to show you yet another 
method? Even more important, why should you take the trouble to master it?

The reason I’d like you to read on is this: The method I’m about to show you asks 
you to change your mindset about the data. If you can do that, you’ll find yourself 
open to another way of looking at statistical analysis and to mastering some new 
statistical concepts.

Here’s what I mean. The worksheet in Figure B-2 shows the data from Table B-1 in 
a different type of layout. The figure also shows the work for the completed ANCOVA.

Column A has the math exam data, and column B has the math aptitude data, but 
they’re not separated into three groups. What’s going on here?

My plan is to treat this as a multiple regression. Exam is the dependent variable, and 
Math Aptitude is an independent variable. But it’s not the only independent variable.
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The key is to somehow represent the group that each individual is a member of. 
Tag1 and Tag2 (in columns C and D) take care of that. If a child is in the Human 
Instructor group, Tag1 = 1 and Tag2 = 0. If a child is in the Computer group,  
Tag1 = 0 and Tag2 = 1. If a child is in the Textbook group, Tag1 = 0 and Tag2 = 0. 
In general, with k groups, k-1 columns can specify group membership in this way. 
Just to let you know, in the statistics world, columns B, C, and D are called vectors, 
but I won’t go there.

This categorization scheme works when you have the same number of individuals 
in each group. If you don’t, things get a little dicey.

I drew lines to separate the three groups, but that’s just to clarify.

What I’ve set up is a multiple regression with a dependent variable (Exam) and 
three independent variables (Math Aptitude, Tag1, and Tag2). What I’m saying is 
that Exam score depends on Math Aptitude, Tag 1, and Tag 2.

Below the data layout, cell B18 holds SSTotalX. The formula for that cell is

=COUNT(B2:B16)*VAR.P(B2:B16)

meaning that I multiplied the number of scores in column B (15) by the variance 
in column B (treated as a population of 15 scores — hence, VAR.P) to give SSTotalX, 
the numerator of a variance.

FIGURE B-2:  
The Method 2 

ANCOVA 
worksheet for the 
data in Table B-1.
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I also calculated btotal in cell B20:

=SLOPE(A2:A16,B2:B16)

What about bwithin? Patience.

Below those values is a table of means and adjusted means, which I get to later.

You might not believe this, but the analysis is almost done.

All that remains is to run the Regression analysis tool and use its results to com-
plete the ANCOVA table.

In Chapter 14, I show you how to use the Regression tool. The difference here (as 
with ANOVA in Method 1) is that I directed the output to this worksheet rather 
than to a separate worksheet. For this example, the Input Y range in the Regres-
sion tool dialog box is A1:A16. Because this is a multiple regression, the Input X 
range is B1:D16.

The ANCOVA table is below the Regression output. As earlier, I formatted the 
whole thing — labels, rows, columns, and all. Then I filled in the df.

I begin, as in Method 1, with the Adjusted SSTotal. Again, that’s

Adjusted SS SS b SS

Adjusted SS

TotalY TotalY Total TotalX

Total

 

 

2

YY 226 93 1 03 52 4 171 70
2

. . . .

So this time,

=H14-(B20^2*B18)

goes into cell G26.

What next? The values for the Adjusted Within row are in the ANOVA table for the 
Regression output. They’re in the row labeled Residual. That’s right — the 
Adjusted SSWithin is the SSResidual and Adjusted MSWithin is the MSResidual.

That means

=H13

goes into cell G25 and

=I13



498      Statistical Analysis with Excel For Dummies

goes into cell I25.

The Adjusted SSBetween is

=G26-G25

in cell G24.

I divided the Adjusted SSs by the df to produce the Adjusted MSs. Then I divided 
the Adjusted MSBetween by the Adjusted MSWithin to compute F. The rightmost entry, 
Significance F, is based on FDIST as in Method 1.

Did I forget bwithin? Nope. It’s in the Regression output in cell G18 under Coeffi-
cients. It’s the regression coefficient for Math_Aptitude. I used this value to cal-
culate the Adjusted Means in the Means table. After using AVERAGE to compute the 
means for the dependent variable and the covariate, I put this formula into cell D24

=B24-$G$18*(C24-AVERAGE($B$2:$B$16))

and autofilled D25 and D26.

When you began reading this subsection, you might have wondered why I both-
ered to show you this method. Now that you’ve read it, you might wonder why I 
bothered to show you the first one!

After the ANCOVA
As I point out in Chapter 12, a significant F value indicates that an effect is some-
where within the data. It’s still necessary to zoom in on where.

Post-analysis tests come in two varieties — the kind you plan in advance and the 
kind you don’t. The first, planned comparisons, are motivated by your ideas about 
what to expect before you gather the data. The second, post-hoc tests, are moti-
vated by what looks interesting in the data you gathered.

In an ANOVA, you perform those tests on group means. In an ANCOVA, you adjust 
the group means (of the dependent variable) just as you adjust the SSs and the 
MSs. You also adjust the error term (the denominator) of the tests.

I deal here with planned comparisons. After adjusting the means (which I did in 
each Method), the next step is to adjust the MS that goes into the denominator of 
the planned comparisons. I refer to the adjusted MS as MSError and the way to 
 calculate it is
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MS Adjusted MS
SS k

SSError Within
BetweenX

WithinX
 1

1

in which k is the number of groups.

For the example, that’s

MSError 7 57 1
2 8 2
49 6

8 43.
.

.
.

In the Method 1 worksheet, I select a cell and enter

=D24*(1+(I24*2)/I25)

I can now proceed with planned comparisons, as I do in Chapter 12.

From all I show you here, it looks like Method 1 has the advantage over Method 2. 
Using the ANOVA analysis tool gives you the values you need for the planned com-
parisons, and it gives you the dependent-variable ANOVA to compare against the 
ANCOVA.

With the data arranged as in Method 2, you can’t get all that information, can you?

Yes you can. And that sets the stage for looking at a particular statistical analysis 
(ANOVA) in a new way, as I mention at the beginning of Method 2.

Read on.

And One More Thing
In several chapters of this book, you see the interplay between ANOVA and Regres-
sion: After every regression analysis, ANOVA tests hypotheses about regression ideas.

In this section, I turn things around: I take an exercise normally treatable via 
ANOVA, turn it into a regression problem, and use regression to do an analysis of 
variance. This is called the MRC (multiple regression/correlation) approach. It’s 
based on the work of psychologist /statistician Jacob Cohen, who in the late 1960s 
formulated the idea of multiple regression as a general system for data analysis.

Without going into all the details, Cohen’s idea is that many kinds of data are 
expressible in the format that regression operates on. Performing a regression 
analysis is all that’s necessary. In effect, various statistical techniques then 
become special cases of the general system.
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The dependent variable data in Table B-1 provide an opportunity to illustrate this 
approach. With the groups identified under Tag1 and Tag2, and the Tags as inde-
pendent variables, ANOVA is exactly the same as multiple regression.

You might already be a step ahead of me. Figure B-3 shows the data laid out as in 
Figure B-2 shown earlier, but with different analyses.

I ran the Regression analysis tool twice and directed the output to this worksheet 
both times. I deleted everything except the ANOVA from each output.

The first time I ran the tool, the Input Y Range was A2:A16 (Exam) and the Input 
X Range was C2:D16 (Tag1 and Tag2). The result is the first ANOVA table, just 
below the heading Dependent Variable.

The second time, the Input Y Range was B2:B16 (Math Aptitude) and the Input X 
Range was C2:D16, resulting in the ANOVA table below the heading Covariate.

Do the numbers look familiar? They should. They’re the same as the two ANOVAs 
I ran for Method 1. The only difference, of course, is the names in the Source of 
Variance column. Rather than Between and Within, these outputs display Regres-
sion and Residual, respectively.

To complete the post-analysis tests for Method 2 ANCOVA, you only need the 
ANOVA for the covariate. I show you both to illustrate the MRC approach.

You can extend the MRC approach to more complex hypothesis tests, like the ones 
I discuss in Chapter 13. When you do, it becomes a bit more complicated: You have 
to know more about multiple regression and how it applies to things like interac-
tion. In any event, the MRC approach is definitely worth looking into.

FIGURE B-3:  
The Method 2 

ANCOVA 
worksheet with 

two different 
regression 

analyses.
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Introduction

G 
ood news! You don’t have to know diddlysquat about the math behind 
statistics to be able to come up with well‐calculated conclusions and 

display them in fancy graphs. We won’t be doing any calculations by hand. 
All you need is the IBM SPSS Statistics software and a bunch of numbers. This 
book shows you how to type the numbers, click options in the menus, and 
produce brilliant statistics. And interpret them properly, too! It really is as 
simple as that.

About This Book
This is fundamentally a reference book. Parts of the book are written as 
stand‐alone tutorials to make it easy for you to get into whatever you’re after. 
Once you’re up and running with SPSS, you can skip around and read just the 
sections you need. You really don’t want to read straight through the entire 
book. That way leads to boredom. We know — we went straight through 
everything to write the book, and believe us, you don’t want to do that.

This book is not about math. It’s about statistics. You don’t derive anything. 
You don’t do any math by hand or look up numbers in statistical tables. You 
won’t find one explanation of how calculations are performed under the 
hood. This book is about the things you can do to command SPSS to calcu-
late statistics for you. The inside truth is that you can be as dumb as a post 
about statistical calculation techniques and still use SPSS to produce some 
nifty stats!

However, if you decide to study the techniques of statistical calculation, 
you’ll be able to understand what SPSS does to produce numbers. Your main 
advantage in understanding the process to that degree of detail is that you’ll 
be able to choose a calculation method that more closely models the reality 
you’re trying to analyze — if you’re interested in reality, of course.

Throughout the book you find examples that use data stored in files. 
These files are freely available to you. Most of the files are installed with 
IBM SPSS Statistics in the SPSS installation directory, which, by default, is 
\Program Files\SPSS (unless you chose another location during installa-
tion). A few files were designed for this book and are available on the book’s 
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companion  website (see “Beyond the Book” for more information). In every 
case, the files were especially designed to demonstrate some specific capabil-
ity of SPSS.

Within this book, you may note that some web addresses break across two 
lines of text. If you’re reading this book in print and want to visit one of these 
web pages, simply key in the web address exactly as it’s noted in the text, 
pretending as though the line break doesn’t exist. If you’re reading this as an 
e‐book, you’ve got it easy — just click the web address to be taken directly to 
the web page.

Finally, a technical note: The official name of the product is IBM SPSS 
Statistics. Throughout this book, we refer to it simply as SPSS. Outside of this 
book, that shortcut can be risky because there are other related products 
also called SPSS — notably, IBM SPSS Modeler, which, though powerful and 
part of the same brand, is not the subject of this book.

Foolish Assumptions
This book is for anyone new to SPSS. No prior knowledge of statistics or 
mathematics is needed or even expected. In specific terms, we made a few 
assumptions about you, the reader of this book:

 ✓ You may be a student who isn’t majoring in mathematics but has been 
instructed to use SPSS by one of your professors.

 ✓ You may be an office worker who has been told to use SPSS to analyze 
some data.

For most people who generate statistics, the complexity of using the software 
becomes an obstacle. Our purpose in writing this book is to show you how to 
move that obstacle out of the way with minimum effort.

Icons Used in This Book
Throughout this book, we use icons in the margins to grab your attention. 
Here’s what those icons mean:

You should keep this information in mind. It’s important to what you’re 
doing.
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This icon highlights unnecessarily geeky information, but we had to include it 
to complete the thought. You can skip anything marked with this icon unless 
the text makes you curious.

This icon highlights a point that can save you time and effort.

Anything marked with this icon offers information about something that can 
sneak up and bite you.

Beyond the Book
In addition to the material in the print or e‐book you’re reading right now, 
this product also comes with some access‐anywhere goodies on the web. 
Check out the free Cheat Sheet at www.dummies.com/cheatsheet/spss 
for information on variable levels of measurement, commonly used proce-
dures within the Analyze menu, and possible conclusions that you can reach 
after conducting a statistical test. We also provide free articles on the web 
at www.dummies.com/extras/spss, on topics such as automatic recode, 
 creating your own table look, and more. Finally, you can download data files 
that don’t come with SPSS at www.dummies.com/go/spss.

Where to Go from Here
We recommend starting out by reading Chapter 1, so you understand what 
SPSS is. (We tried to leave out the boring parts.) If you haven’t already 
installed SPSS, check out Chapter 2. Read the stuff in Chapter 4 about defin-
ing variables and entering data — it all makes sense once you get the hang of 
it, but the process seems kind of screwy until you see how it works. And from 
there, use the Table of Contents and Index to find the things you want to do!

If you have a question about the data, or if you want to contact us about 
some other question you may have, you can reach Keith McCormick at 
keithmc123@gmail.com.

http://www.dummies.com/cheatsheet/spss
http://www.dummies.com/extras/spss
http://www.dummies.com/go/spss
mailto:keithmc123@gmail.com
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 For Dummies can help you get started with lots of subjects. Visit www.dummies.com 
to learn more and do more with For Dummies.

Getting Started with SPSS
Part I
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In this part . . .
 ✓ Find out what SPSS is all about.

 ✓ Install SPSS properly and customizes the settings.

 ✓ Get a feel for SPSS with a very simple first example session.



Introducing SPSS
In This Chapter

 ▶ Considering the quality of your data

 ▶ Communicating with SPSS

 ▶ Seeing how SPSS works

 ▶ Finding help when you’re stuck

A 
 statistic is a number. A raw statistic is a measurement of some sort. It’s 
fundamentally a count of something — occurrences, speed, amount, or 

whatever. A statistic is calculated using a sample. In a sense, a sample is the 
keyhole you have to peer through to the population, which is what you’re 
trying to understand. The value at the population level — the average height 
of an American male, for instance — is called a parameter. Unless you’ve got 
all the data there is, and you’ve collected a census of the population, you 
have to make do with the data in your sample. The job of SPSS is to calculate. 
Your job is to provide a good sample.

In this chapter, we discuss the importance of having accurate, reliable data, 
and some of the implications when this is not the case. We also talk about 
how best to organize your data in SPSS and the different kinds of files that 
SPSS creates. We take a trip down memory lane and discuss the origins 
of SPSS, as well as what can be done in the program and different ways of 
 communicating with the software. Finally, we spend some time discussing 
 different ways in which you can get help when navigating SPSS.

Garbage In, Garbage Out: Recognizing 
the Importance of Good Data

SPSS doesn’t warn you when there is something wrong with your sample. 
Its job is to work on the data you give it. If what you give SPSS is  incomplete 
or biased, or if there is data that doesn’t belong in there, the  resulting 

Chapter 1
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calculations won’t reflect the population very well. Not much in the SPSS 
output will signal to anyone that there is a problem. So, if you’re not 
careful, you can conclude just about anything from your data and your 
 calculations.

Consider the data in Table 1-1. What if you calculated the survival rate of 
Titanic passengers based on this small sample? What if you calculated what 
fraction of the passengers were in each class of service? You can easily see 
that you’d be in real trouble.

However, consider this: Would you be tempted to drop these cases from 
your analysis because their fare information appears to be missing? What 
if fare information were provided for all the other passengers? You might 
drop the cases in Table 1-1 but use everyone else. You’d be dropping only 
a handful of passengers out of hundreds, so that would be okay, right? The 
answer is no, it would not be okay. As it turns out, there is a good reason 
that each of these passengers didn’t pay a fare (for example, Mr. Thomas 
Andrews, Jr., designed the ship), and if this was your data, your job would 
be to know that.

Sampling is a big topic, but here’s the quick version:

 ✓ The data points in your sample should be drawn at random from the 
population.

 ✓ There should be enough data points.

 ✓ You should be able to justify the removal of any data points.

This book is not about the accuracy, correctness, or completeness of the 
input data. Your data is up to you. This book shows you how to take the 
numbers you already have, put them into SPSS, crunch them, and display 
the results in a way that makes sense. Gathering valid data and figuring out 
which crunch to use is up to you.

Your data is your most valuable possession, so be sure to back it up. Make 
sure you have multiple backups, with at least one stored offsite. The last 
thing you want is to lose your data.
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Table 1-1 Sample of Titanic Passengers
Survived 
or Died

Class Name Sex Age Fare 
Paid

Cabin Embarkation

Died 1 Andrews, Mr. 
Thomas, Jr.

Male 39 0.00 A36 Southampton

Died 1 Parr, Mr. 
William Henry 
Marsh

Male 0.00 Southampton

Died 1 Fry, Mr. 
Richard

Male 0.00 B102 Southampton

Died 1 Harrison, Mr. 
William

Male 40 0.00 B94 Southampton

Died 1 Reuchlin, Mr. 
John George

Male 38 0.00 Southampton

Died 2 Parkes, 
Mr. Francis 
“Frank”

Male 0.00 Southampton

Died 2 Cunningham, 
Mr. Alfred 
Fleming

Male 0.00 Southampton

Died 2 Campbell, Mr. 
William

Male 0.00 Southampton

Died 2 Frost, Mr. 
Anthony Wood 
“Archie”

Male 0.00 Southampton

Died 2 Knight, Mr. 
Robert J.

Male 0.00 Southampton

Died 2 Watson, Mr. 
Ennis Hastings

Male 0.00 Southampton

Died 3 Leonard, Mr. 
Lionel

Male 36 0.00 Southampton

Died 3 Tornquist, Mr. 
William Henry

Male 25 0.00 Southampton

Died 3 Johnson, 
Mr. William 
Cahoone, Jr.

Male 19 0.00 Southampton

Died 3 Johnson, Mr. 
Alfred

Male 49 0.00 Southampton
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Talking to SPSS: Can You Hear Me Now?
More than one way exists for you to command SPSS to do your bidding. You 
can use any of four approaches to perform any of the SPSS functions, and we 
cover them all in this section. The method you should choose depends not 
only on which interface you prefer, but also (to an extent) on the task you 
want performed.

The graphical user interface
SPSS has a window interface. You can issue commands by using the mouse to 
make menu selections that cause dialog boxes to appear. This is a fill‐in‐the‐
blanks approach to statistical analysis that guides you through the process 
of making choices and selecting values. The advantage of the graphical user 
interface (GUI) approach is that, at each step, SPSS makes sure you enter 
everything necessary before you can proceed to the next step. This interface 
is preferred for those just starting out — and if you don’t go into depth with 
SPSS, this may be the only interface you ever use.

The origin of SPSS
SPSS is probably older than you are. In 2018, it 
will turn 50. That makes it older than Windows 
and older than the first Apple computer, so in 
the early days SPSS was run on mainframe 
computers using punch cards.

At Stanford University in the late 1960s, Norman 
H. Nie, C. Hadlai (Tex) Hull, and Dale H. Bent 
developed the original software system named 
Statistical Package for the Social Sciences 
(SPSS). They needed to analyze a large volume 
of social science data, so they wrote software 
to do it. The software package caught on with 
other folks at universities, and, consistent with 
the open‐source tradition of the day, the soft-
ware spread through universities across the 
country.

The three men produced a manual in the 1970s, 
and the software’s popularity took off. A ver-
sion of SPSS existed for each of the different 

kinds of mainframe computers in existence at 
the time. Its popularity spread from universities 
into the public sector, and it began to leak into 
the private sector as well.

In the 1980s, a version of the software was 
moved to the personal computer. In 2008, 
the name was briefly changed to Predictive 
Analytics Software (PASW). In 2009, SPSS, 
Inc., was acquired by IBM, and the name of 
the product was returned to the more familiar 
SPSS. The official name of the software today 
is IBM SPSS Statistics.

SPSS is available in several forms — single 
user, multiuser, client‐server, student version, 
and so on. The software also has a number 
of special‐purpose add‐ons. You can find 
out about them all at www‐01.ibm.com/ 
software/analytics/spss/ 
products/statistics.

http://www-01.ibm.com/software/analytics/spss/products/statistics
http://www-01.ibm.com/software/analytics/spss/products/statistics
http://www-01.ibm.com/software/analytics/spss/products/statistics


11  Chapter 1: Introducing SPSS

Syntax
Syntax is the internal language used to command actions from SPSS. It’s the 
command syntax of SPSS (hence, its name). Syntax is often referred to as the 
“command language.” You can use the Syntax command language to enter 
instructions into SPSS and have it do anything it’s capable of doing. In fact, 
when you select from menus and dialog boxes to command SPSS, you’re actu-
ally generating Syntax commands internally that do your bidding. In other 
words, the GUI is nothing more than the front end of a Syntax command‐ 
writing utility.

Writing (and saving) command‐language programs is a good way to create 
processes that you expect to repeat. You can even grab a copy of the Syntax 
commands generated from the menu and save them to be repeated later.

Python programs
Python is a general‐purpose language that has a collection of SPSS modules 
written for it; you can use Python to write programs that work inside SPSS. 
You can also run Python with the Syntax language to command SPSS to 
 perform statistical functions.

One advantage of Python is that it’s a modern language, complete with the 
power and convenience that come with such languages, including the capabil-
ity of constructing a more readable program. In addition, because Python is a 
general‐purpose language, you can read and write data in other applications 
and files. Think of Python programs as a way of making Syntax more powerful.

Python scripts
What SPSS calls scripts are also written in Python, but they help you manipu-
late the GUI. They’re a little more advanced and quite powerful. You use 
Python scripts to automatically highlight certain results in the SPSS output, 
for instance.

How SPSS Works
The developers of SPSS have made every effort to make the software easy to 
use. SPSS prevents you from making mistakes or even forgetting something. 
That’s not to say it’s impossible to do something wrong in SPSS, but the SPSS 
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software works hard to keep you from running into the ditch. To foul things 
up, you almost have to work at figuring out a way of doing something wrong.

You always begin by defining a set of variables; then you enter data for the 
variables to create a number of cases. For example, if you’re doing an analysis 
of automobiles, each car in your study would be a case. The variables that 
define the cases could be things such as the year of manufacture, horse-
power, and cubic inches of displacement. Each car in the study is defined 
as a single case, and each case is defined as a set of values assigned to the 
 collection of variables. Every case has a value for each variable. (Well, you 
can have a missing value, but that’s a special situation described later.)

Each variable is a specific type. Types describe how the data is stored — 
for example, as letters (strings), as numbers, as dates, or as currency (see 
Chapter 4 for more information on data types). Each variable is defined as 
containing a certain kind of number, so you also have to define the variable’s 
level of measurement. For example, a scale variable is a numeric measure-
ment, such as weight or miles per gallon. A categorical variable contains 
values that define a category; for example, a variable named gender could 
be a categorical variable defined to contain only values 1 for female and 2 for 
male. Things that make sense for one type of variable don’t necessarily make 
sense for another. For example, it makes sense to calculate the average miles 
per gallon, but not the average gender.

After your data is entered into SPSS — your cases are all defined by values 
stored in the variables — you can easily run an analysis. You’ve already 
 finished the hard part. Running an analysis on the data is simple compared 
to entering the data. To run an analysis, you select the analysis you want to 
run from the menu, select the appropriate variables, and click OK. SPSS reads 
through all your cases, performs the analysis, and presents you with the 
output as tables or graphs. Of course, you have to know which analysis to 
chose. For that, too, we have you covered (see Part V).

You can instruct SPSS to draw graphs and charts directly from your data the 
same way you instruct it to do an analysis. You select the desired graph from 
the menu, assign variables to it, and click OK.

When you’re preparing SPSS to run an analysis or draw a graph, the OK 
button is unavailable until you’ve made all the choices necessary to produce 
output. Not only does SPSS require that you select a sufficient number of vari-
ables to produce output, but it also requires you to choose the right kinds 
of variables. If a categorical variable is required for a certain slot, SPSS won’t 
allow you to choose any other kind of variable. Whether the output makes 
sense is up to you and your data, but SPSS makes sure that the choices you 
make can be used to produce some kind of result.
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All output from SPSS goes to the same place — a dialog box named SPSS 
Statistics Viewer. This dialog box displays the results of whatever you’ve 
done. After you’ve produced output, if you perform some action that pro-
duces more output, the new output is displayed in the same dialog box. And 
almost anything you do produces output. Of course, you need to know how 
to interpret the output — SPSS will help you, and so does this book.

Numbers not words
SPSS works best with numbers. Whenever pos-
sible, try to have your SPSS data in the form of 
numbers. If you give SPSS names and descrip-
tions, it’ll seem like they’re being processed 
by SPSS, but that’s because each name has 
been assigned a number. (Sneaky.) That’s why 
survey questions are written like this:

How do you feel about rhubarb? Select one 
answer:

A. I love it!

B. It’s okay.

C. I can take it or leave it.

D. I don’t care for it.

E. I hate it!

A number is assigned to each of the possible 
answers, and these numbers are fed through the 

statistical process. SPSS uses the numbers — 
not the words — so be careful about keeping all 
your words and numbers straight. We cover this 
subject in some detail in Chapter 4.

Remember: Keep accurate records describ-
ing your data, how you got the data, and what 
it means. SPSS can do all the calculations for 
you, but only you can decipher what it means. 
In The Hitchhiker’s Guide to the Galaxy, a com-
puter the size of a planet crunched on a problem 
for generations and finally came out with the 
answer, 42. But the people tending the machine 
had no idea what the answer meant because 
they didn’t remember the question. They hadn’t 
kept track of their input. You must keep careful 
track of your data or you may later discover, for 
example, that what you’ve interpreted to be a 
simple increase is actually an increase in your 
rate of decrease. Oops!

Making sense of all those SPSS files
Input data and statistics are stored in files — 
different kinds of files. Some files contain num-
bers and definitions of numbers. Some files 
contain graphics. Some files contain both. Data 
files are easy to spot because they end with 
the extension .sav. Output files end with the 
extension .spv. Command Syntax files, with 
the optional programming language commands, 
end with .sps.

The examples in this book require the use of 
files that contain data configured to demon-
strate capabilities of SPSS. Most of the files are 
in the same directory you used to install SPSS 
(installing SPSS also installs a number of data 
files ready to be loaded into SPSS and used for 
analysis). A few of the files used in the examples 
can be downloaded from the book’s companion 
website (www.dummies.com/go/spss).

http://www.dummies.com/go/spss
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Getting Help When You Need It
You’re not alone. Some immediate help comes directly from the SPSS soft-
ware package. More help can be found online. If you find yourself stumped, 
you can look for help in several places:

 ✓ Topics: Choosing Help➪Topics from the main window of the SPSS 
application is your gateway to immediate help. The help is somewhat 
terse, but it usually provides exactly the information you need. The 
information is in one large Help document, presented one page at a time. 
Choose Contents to select a heading from an extensive table of contents, 
choose Index to search for a heading by entering its name, or choose 
Search to enter a search string inside the body of the Help text.

In the Help directory, the titles in all uppercase are descriptions of 
Syntax language commands.

 ✓ Tutorial: Choose Help➪Tutorial to open a dialog box with the outline of 
a tutorial that guides you through many parts of SPSS. You can start at 
the beginning and view each lesson in turn, or you can select your sub-
ject and view just that.

 ✓ Case Studies: Choose Help➪Case Studies to open a dialog box contain-
ing examples in a format similar to that of the Tutorial. You can select 
titles from the outline and view descriptions and examples of specific 
instances of using SPSS. You can also find descriptions of the different 
types of calculations. If some particular analysis type is eluding your 
comprehension, this is a good place to look.

 ✓ Statistics Coach: Choose Help➪Statistics Coach if you have a good idea 
of what you want to do but you need some specific information on how 
to go about doing it.

 ✓ Command Syntax Reference: Choose Help➪Command Syntax Reference 
to display more than 2,000 pages of references to the Syntax language in 
your PDF viewer. The regular Help topics, mentioned earlier, provide a 
brief overview of each topic, but this document is much more detailed.

 ✓ Algorithms: Choose Help➪Algorithms to get detailed information on 
how processes work internally. This is where you can dive far down into 
the internals. If you want to take a look at the math and how it’s applied, 
this is where you should start.



Installing SPSS
In This Chapter

 ▶ Installing SPSS

 ▶ Getting SPSS to run

T 
his chapter is all about installing your software and setting the options 
that determine how it works. If the software you’ll be using is already 

installed, you can skip the first part of this chapter and jump right to 
 configuration a little further on.

The installation process guides you step by step and then does most of the 
work itself. The configuration settings all default to something reasonable, so 
we suggest leaving them alone for now. You can always come back later and 
make a change if you develop a gripe.

Getting SPSS onto Your Computer
Soap powder comes in boxes, paint comes in cans, corn dogs come on sticks, 
and SPSS comes on the Internet. SPSS used to come on a CD, but it’s now 
available only as an Internet download. It’s still the same software — the only 
real difference is where the files come from.

When you download the SPSS software off the Internet, find a place to put the 
files and all its contents on your hard drive. Don’t throw out anything. Make 
sure to keep meticulous records of the website you downloaded from, which 
files you downloaded, and all numbers and identifiers you encounter. Trust 
us, you’ll need them later.

The Mac and Linux versions of the software are similar in operation, but 
details of the installation procedure described here are specific to Windows.

Chapter 2



16 Part I: Getting Started with SPSS  

What you need for running SPSS
You won’t have to worry about the minimum requirements for the computer, 
unless yours is an antique. After all, who doesn’t have at least 256MB of RAM 
and 300MB of free disk space?

SPSS comes in a variety of flavors. They’re fundamentally alike, but some 
 versions have more parts than others. You may have all, some, or none of the 
add‐ons described in Chapter 22. In any case, you need an authorization code 
to enable whatever you do have. You’ll need to authorize your base system, 
as well as any add‐ons. You may have more than one authorization code — 
it depends on how your SPSS system is configured, which is determined by 
what parts are included with it.

More than one version of IBM SPSS Statistics 23 exists, for execution under 
different operating systems. IBM SPSS Statistics 23 for Windows can be run 
on a variety of Windows platforms, including Windows 8.1 and Windows 
7 in either 32‐bit or 64‐bit. You can run IBM SPSS Statistics 23 for Mac on 
Macintosh 10.10 (Yosemite) or most recent versions of OS X in 64‐bit. IBM 
SPSS Statistics 23 for Linux has been tested on Red Hat Enterprise Linux 6 and 
Debian 6.0, but it should also run on any sufficiently updated Linux system. 
Go to www‐01.ibm.com/software/analytics/spss/products/ 
statistics/requirements.html to check the detailed system require-
ments for SPSS.

For the installation procedure to work, you must be logged into your 
Windows system with administrator privileges. You don’t have to be logged 
in as an administrator, but whatever login you’re using must have the privi-
leges that the administrator has.

You should also be connected to the Internet. You can install SPSS without 
being connected, but it’s a pain to do it that way. Make it easy on yourself 
and connect your computer to the Internet before you start. And keep it 
 connected at least until you get SPSS installed.

In summary, before you begin the installation:

 ✓ You must have access to your authorization code or codes.

 ✓ You must have access to the serial number of your copy of SPSS.

 ✓ You may also need to have access to your customer number.

 ✓ You must be logged into your computer with administrator privileges.

 ✓ For convenience, you probably want to be connected to the Internet.

http://www-01.ibm.com/software/analytics/spss/products/statistics/requirements.html
http://www-01.ibm.com/software/analytics/spss/products/statistics/requirements.html
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Cranking up the installer
The installation procedure is dead simple: You simply start the installation 
program and answer the questions. And the questions are easy.

If you have a previous version of the software installed, you may want to 
remove it before you install the new version. Some folks opt to have both ver-
sions running for a time to test old Syntax. This can get a little confusing, but 
it isn’t uncommon.

To remove the previous version, use the Windows Control Panel and select 
the old version of SPSS. Then click the Remove button or Uninstall button to 
delete it.

You can start the installer after you’ve downloaded the SPSS software off the 
Internet. If you’ve downloaded your version of the software, you’ve gotten an 
executable program. All you need to do is run it. The first dialog box you see 
is shown in Figure 2-1. Click Next.

As you can see in Figure 2-2, you install SPSS according to the type of license 
you’ve purchased. The example described in this chapter is for an authorized 
single‐user installation, but you can also install it under a site license or a 
 network license.

The SPSS installation sequence
With the dialog box shown in Figure 2-2 on your screen, select the type 
of license you have and click Next. After you make your selection, you’re 

Figure 2-1:  
The first 

dialog box 
is a list of 

terms and 
conditions 

for installing 
SPSS.
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greeted by the dialog box shown in Figure 2-3. Enter the license manager 
name or IP address and click Next to move forward.

The next dialog box, shown in Figure 2-4, asks for your name and organiza-
tion. (You can put anything you like in the Organization field, but keep it 
clean, because it could pop up on the screen one afternoon while your mom 
is watching.)

When you click Next, you’re asked if you want to install the Essentials for 
Python package, as shown in Figure 2-5. You can decide for yourself if you 
want to use Python with SPSS. If you can’t think of a reason you would need 
it, select No and move on by clicking Next.

Essentials for Python does allow you additional options and access to more 
techniques, so you may want to consider installing this.

Figure 2-2:  
Choose the 

license type.

Figure 2-3:  
Enter your 

license 
manager 
name or 

server IP 
address.
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After you make your selection, you’re greeted by the license agreement, 
as shown in Figure 2-6. Simply do what it says: Read the license, and if you 
accept the terms, select the I Accept the Terms of the License Agreement 
option and then click Next.

Figure 2-4:  
Enter your 
name and 

organization.

Figure 2-6:  
Accept the 

terms of 
the license 
agreement 
to proceed.

Figure 2-5:  
Decide 

whether you 
want to use 

Essentials 
for Python.
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The dialog box that appears at this point asks whether you really want to 
install SPSS. All you’ve done so far is answer some questions; nothing has been 
installed. This dialog box has a Previous button you can click to go back and 
change your answers. The Next button unleashes the installation software onto 
your computer. The dialog box also has a Cancel button if you chicken out, or if 
you enjoyed the process so much that you want to drop everything and do the 
entire thing all over again. If you actually want SPSS on your computer, click Next.

The next dialog box, shown in Figure 2-7, lists every file being installed, while 
a progress indicator moves across the screen. The filenames flicker by pretty 
fast; only Superman or Data from Star Trek could read them. Normal mortals 
see mostly a line of constantly flickering letters.

The progress indicator marches across the screen until it reaches the far 
right. At that point, the flickering of filenames will stop. For a time, nothing 
moves. Be patient. Just about the time you start to wonder whether some-
thing has gone wrong, you see the dialog box shown in Figure 2-8.

Figure 2-8:  
Success!

Figure 2-7:  
An animated 

dialog box 
reassures 

you that 
something is 

happening.
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The last dialog box that you see is Install Complete. Click Done. The dialog 
box disappears, and your software is ready to run.

Late registration
If you installed SPSS but chose to register it later, or if you want to check the 
status of your registration, you can do that easily. Simply choose Start➪All 
Programs➪IBM SPSS Statistics➪IBM SPSS Statistics 23 License Authorization 
Wizard, and the status of your license appears onscreen. Then you get 
the same sequence of registration dialog boxes described in the previous 
 section.

The Internet being the Internet, your connection may get dropped right in the 
middle of the registration process. If that happens, just start over from the 
Start menu.

Starting SPSS
You now have SPSS installed on your computer. You’ll find a listing for it with 
the other programs in your Start menu. Choose Start➪All Programs➪IBM 
SPSS Statistics. You then have two choices:

 ✓ IBM SPSS Statistics 23

 ✓ IBM SPSS Statistics 23 License Authorization Wizard

The first choice is the main program itself — and that will be the number‐one 
selection on your hit parade in days to come. The second choice is the autho-
rization stuff you went through earlier.

When you first start SPSS, you see a dialog box like the one shown in Figure 2-9. 
This dialog box lets you go directly to the window you want to work with. The 
problem is that it assumes you already know what you want to do, but you have 
no idea what you want to do with SPSS yet, so just click the Cancel button to 
close the dialog box.

You see the regular Data Editor window, shown in Figure 2-10. If you’ve ever 
worked with a spreadsheet, this display should look familiar, and it works 
much the same way. This window is the one you use to enter data. We gener-
ally like to expand the window to fill the entire screen because more spaces 
are displayed at one time. Besides, we don’t need to see any other windows 
because we almost never do two things at once.
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Figure 2-9:  
You can go 

directly to 
the function 
you want to 

perform.

Figure 2-10:  
The window 

used to 
enter and 

view data.



A Simple Statistical  
Analysis Example

In This Chapter
 ▶ Entering data into SPSS

 ▶ Performing an analysis

 ▶ Drawing a graph

T 
he purpose of this chapter is to introduce you to the mechanics of working 
with SPSS. It begins with stepping through the process of entering some 

simple data into SPSS and continues with processing that data. This is followed 
by various procedures for deriving results, using a subset of the data for some 
calculations and other parts of the data for other calculations. Finally, the 
results from these different calculations are displayed in different ways.

The data for this example are simple, as are the displays that the data  
generate. The purpose of this chapter is not to present any great break-
through in statistical analysis. Instead, we simply want to demonstrate the 
basic procedures you need to know about when you’re using SPSS.

When the Tanana at Nenana Thaws
This analysis is about an annual lottery that takes place in Alaska. Actually, it 
isn’t called a lottery — it’s called a classic, whatever that means.

We don’t know whether the Tanana Classic is the oldest lottery in the United 
States (it began in 1917), but it’s certainly the slowest. It has only one jackpot 
per year, and tickets for that jackpot are sold all across the state during the 
winter months.

Chapter 3
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The lottery is simple enough: The citizens of the town of Nenana set up a 
large tripod on the ice in the middle of the Tanana River. From the top of 
the tripod, a tight line is stretched to a clock on a bridge. When the spring 
thaw comes, the tripod moves and the clock is triggered, stamping the exact 
minute. All the people who have selected the correct month, day, hour, and 
minute share the pot.

Many questions come to mind. What is the most likely date? What is the most 
likely time of day? Is there a trend? In the analysis that follows, we’ll look at 
the answers to these questions and more.

By the way, the earliest the ice moved out was April 20 at 3:27 p.m. (in 1940), 
and the latest was May 20 at 11:41 a.m. (in 1964).

Entering the Data
SPSS can acquire data from many sources. You can instruct it to read data 
from a text file, a database, or a file produced by a program such as Microsoft 
Access or Microsoft Excel. This Alaskan example does it the simplest way 
possible: by typing data into the Data Editor window. (We said simplest, not 
easiest.)

The data consists of dates and times. SPSS has a special date format that 
we’ll be using later, but for now, we’ll enter the year, month, day, hour, and 
minute as separate numeric items. This keeps the example as simple as 
 possible, and enables me to show you some different ways of manipulating 
numbers to reach conclusions.

Entering the data definitions
The first job is to define the names, labels, and data types for the various 
fields of data, also known as the variables. Here’s all you need to do:

1. Start the SPSS program by choosing Start➪All Programs➪IBM SPSS 
Statistics➪SPSS Statistics 23.

Depending on how your software is configured, you may get an options 
window with OK and Cancel buttons. If so, click the Cancel button. 
In either case, an empty Data Editor window appears, as shown in 
Figure 3-1.
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The layout shown in Figure 3-1 is the Data View mode, as indicated by 
the tab at the bottom of the window. We want to go to the other mode.

2. Click the Variable View tab.

The window now looks like the one in Figure 3-2.

Figure 3-1:  
The Data 
View tab 

of the Data 
Editor win-

dow, before 
any data 

has been 
defined or 

entered.

Figure 3-2:  
An empty 
Variable 

View tab.
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You use the Variable View tab to define the names and types of 
 variables, and you use the Data View tab to enter the values for those 
variables.

To enter the definitions, you type the name in the first column — the one 
labeled Name — and then move the cursor down one row to the posi-
tion for the next name in the list. You can most easily move the cursor 
by clicking the destination cell with the mouse. You can also move the 
cursor with the Enter key and the arrow keys, but the movement may 
not always be in the direction you expect.

In Figure 3-3, we entered the variable definitions we use in this example.

When you move down to define a new variable name, SPSS takes a wild 
guess at what you want in the cells you skipped and fills them in for you 
automatically. Some of the guesses are right, and some are wrong. Stick 
with us here, and we’ll describe the fiddling around you have to do until 
your information matches that in Figure 3-3.

3. Type the following entries in the Name column:

• year

• month

• day

• hour

• minute

Every field has both a name and a label. One or the other is used as an 
identifying tag when data is displayed.

Figure 3-3:  
Definition of 
the variable 

names.
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The name is normally shorter than the label. A short name is handy 
when you’re displaying data in a tight format (such as a column head-
ing or a bar chart label) and when you’re writing equations in the two 
scripting languages supplied with SPSS. The label is intended to be more 
descriptive and can add clarity by being displayed as descriptions in 
displays such as line graphs and pie charts.

4. Skip the Type column.

In this example, all the fields are simple numerics, so SPSS guesses 
 correctly about most of the attributes and fills them in for you. Most of 
the data you enter into SPSS will be numeric, although some numbers 
will be converted into names by SPSS. It’s hard to perform calculations 
with things like “moonbeam” and “sure bubba,” but it can be done. Later 
on, we’ll show you how to instruct SPSS to change numbers into words 
and phrases automatically.

SPSS has set the number of digits to the right of the decimal point (the 
Decimals column) to 2 for all the numbers in our example, but that’s not 
what we want for this example.

5. Set all the values in the Decimals column to zero.

This has to be done before you can adjust the Widths — if you don’t 
believe us, try it.

6. Set the first value in the Width column to 4 and the rest of the values 
in that column to 2.

The Width of most of the fields in this example should be changed from 
the default of 8 to 2 because they’re two digits long. But set the year to 
a Width of 4 to accommodate four digits (we don’t want to do the Y2K 
thing all over again). Simply click the box (cell) for the year’s Width 
column and type 4.

By the way, SPSS has a nifty Date data type. We didn’t use it here 
because we want to show you how to work with simple numbers. You 
find out about dates and some other special types and formats in 
Chapter 4 and even more about dates in Chapter 7. At the end of this 
chapter, you get a sneak peak at the Date Time Wizard, something that 
we return to in Chapter 7.

7. Type the following into the cells in the Label column:

• year of the contest

• number of the month

• day of the month

• hour of the day

• minute of the hour

When you type in the Label column, you’re not limited to the size of the 
cell that holds it. If you type a longer line, the box expands to take it all 
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in. But don’t write a thesis; you need something that will display nicely 
on your graphs and tables. (You can always come back and change it 
later on.)

Depending on how big you’ve made your window, you may have to 
scroll to display columns to either side. To scroll, use the horizontal 
scroll bar at the bottom of the screen. (We like to expand the window to 
the full screen, but that’s probably because we’re easily distracted if we 
see other windows.)

8. Skip the Values column; it’s for assigning names to specific values, 
and isn’t used until later in this example.

9. In the column labeled Missing, specify whether it’s okay to have 
values missing from this field.

For example, if you’re taking a survey on what color underwear people 
are wearing, you could assign a number to each color, but you’re bound 
to come across someone who’s going commando, so you’ll need to 
define a special value used to indicate a missing item. By default, SPSS 
doesn’t allow for missing data, and this example doesn’t have any, so 
the default is None.

10. Skip the Columns column.

The default column width for a data item is 8, and that’s okay for this 
example. You can make the columns smaller if you prefer, but you need 
to make sure the columns are big enough to hold your largest data item 
or its name. This is the amount of space that SPSS allocates when it con-
structs charts and tables. If you set the size too small, the data or the 
variable name will be cut for some displays.

11. In the Align column, specify the alignment of your data.

You can choose whether the data should be aligned on the right, shoved 
over to the left, or placed in the center. Choose whatever you like. This 
is determined by personal preference, a lousy sense of design, and bad 
taste.

12. Make sure the Measure column is set to Scale.

Scale is an amount or size — it’s just a regular number — and works fine 
for what we’re going to do. The other options are Ordinal and Nominal. 
Ordinal has to do with things that have a specific order. Nominal values 
are used to tag things as belonging to categories.

13. Skip the Role column.

The Role of all variables in this example is standard: they hold input 
data. They could also be tagged as Target (or output) data, or as Both, 
or as None. A variable can be also designated as Partition and used to 
divide the data into separate samples.
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Entering the actual data
Click the Data View tab, which is at the bottom of the Data Editor window, 
and the window changes to look like the one shown in Figure 3-4. The label 
names you entered in the Variable View tab appear at the top of the columns. 
This window is now ready for you to enter numeric data.

In Figure 3-4, notice the numbers down the left side of the window. This is the 
SPSS way of numbering rows, which are also called cases. If you use the scroll 
bar on the right side of the window to scroll down, you’ll see these numbers 
change. You can think of these numbers as a road map to the layout in the 
window so you can keep track of where you are.

However, don’t trust the numbers to identify your data. If you move your data 
from place to place in the grid, the numbers on the left don’t move with it. That 
means if you insert a row, delete a row, or simply sort your data in a  different 
way, the numbers on the left will associate with different sets of values — 
and your case numbers will all be different. If you need to identify a case in a 
manner that doesn’t change when someone organizes the cases differently, 
you must add a field for identity and enter your own identifying numbers.

All the values that must be entered for this example are in the following 
list — but you can be lazy if you want to; we’ve already entered all the 
numbers. All you have to do is load the file that holds them by choosing 
File➪Open➪Data and then selecting nenana.sav. But even if you decide to 
read them in from the file, enter a few anyway so you can see how SPSS data 
entry works. (We talk about loading the file a little later.)

Figure 3-4:  
The Data 
View tab, 
ready to 

accept your 
input.
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4/20/1940, 15:27

4/20/1998, 16:54

4/23/1993, 13:01

4/24/1990, 17:19

4/24/2004, 14:16

4/26/1926, 16:03

4/26/1995, 13:22

4/27/1988, 09:15

4/28/1943, 19:22

4/28/1969, 12:28

4/28/2005, 12:01

4/29/1939, 13:26

4/29/1953, 15:54

4/29/1958, 14:56

4/29/1980, 13:16

4/29/1983, 18:37

4/29/1994, 23:01

4/29/1999, 21:47

4/29/2003, 18:22

4/30/1917, 11:30

4/30/1934, 14:07

4/30/1936, 12:58

4/30/1942, 13:28

4/30/1951, 17:54

4/30/1978, 15:18

4/30/1979, 18:16

4/30/1981, 18:44

4/30/1997, 10:28

5/1/1932, 10:15

5/1/1956, 23:24

5/1/1989, 20:14

5/1/1991, 12:04

5/1/2000, 10:47

5/2/1960, 19:12

5/2/1976, 10:51

5/2/2006, 17:29

5/3/1919, 14:33

5/3/1941, 13:50

5/3/1947, 17:53

5/4/1944, 14:08

5/4/1967, 11:55

5/4/1970, 10:37

5/4/1973, 11:59

5/5/1929, 15:41

5/5/1946, 16:40

5/5/1957, 09:30

5/5/1961, 11:30

5/5/1963, 18:25

5/5/1987, 15:11

5/5/1996, 12:32

5/6/1928, 16:25

5/6/1938, 20:14

5/6/1950, 16:14

5/6/1954, 18:01

5/6/1974, 15:44

5/6/1977, 12:46

5/7/1925, 18:32

5/7/1965, 19:01

5/7/2002, 20:27

5/8/1930, 19:03

5/8/1933, 19:30

5/8/1959, 11:26

5/8/1966, 12:11

5/8/1968, 21:26

5/8/1971, 21:31

5/8/1986, 22:50

5/8/2001, 13:00

5/9/1923, 14:00

5/9/1955, 14:13

5/9/1984, 15:33

5/10/1931, 09:23

5/10/1972, 11:56

5/10/1975, 13:49

5/10/1982, 17:36

5/11/1918, 09:33

5/11/1920, 10:46

5/11/1921, 06:42

5/11/1924, 15:10

5/11/1985, 14:36

5/12/1922, 13:20

5/12/1937, 20:04

5/12/1952, 17:04

5/12/1962, 21:23

5/13/1927, 05:42

5/13/1948, 11:13

5/14/1949, 23:39

5/14/1992, 06:26

5/15/1935, 13:32

5/16/1945, 09:41

5/20/1964, 11:41
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You should now be seeing the Data View tab. To enter a number, simply click 
a position with the mouse and then type the number that you want to put in 
that square.

When we entered the data, we duplicated a row that was already there and 
then made changes to it. This was handy because the month and day of the 
new entry were often the same as the duplicated entry. To duplicate a row, 
select the row you want to copy by clicking the number at the left of the row. 
(One click selects the entire row.) Then choose Edit➪Copy. Next, select the 
row you want to hold the duplicate data, and then choose Edit➪Paste. If your 
target row already contains data, the new data overwrites it.

Suppose you want to insert a new row of data in front of some you already 
have. First, select the row that is in the position where you want to insert the 
new row; then choose Edit➪Insert Cases to open a blank row in the position 
you’ve chosen. You can either copy or type new data into the blank row.

When you’re finished, you can scroll up and down and see different parts of 
the data, as shown in Figure 3-5.

When you’re entering your own data, select a filename early in the process 
and choose File➪Save to write everything to that file from time to time. If you 
don’t do this, a simple computer crash could cause you to lose all your data. 
That sort of thing is not good for your blood pressure.

Figure 3-5:  
The data 

freshly 
entered into 

SPSS.
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By the way, if you’ve scrolled all the way down, you’ve noticed that there’s a 
bottom to the list of numbered rows. Don’t worry about it. As you enter data, 
the bottom extends so you never hit a limit.

If you’ve elected not to enter the data by hand, and instead you want to load 
it from the file, choose File➪Open➪Data, and then navigate to wherever you 
stored the nenana.sav file, as shown in Figure 3-6. Depending on how your 
Windows system is configured, the name may be chopped off in your display 
and appear only as nenana. It’s not abnormal for Windows to change file-
names this way. (The book’s Introduction tells you how and where you can 
get the files.)

The Most Likely Hour
After you’ve put the data in SPSS, do something simple. Use the following 
procedure to find the mean of the hours in an attempt to determine the hour 
of the day when the ice is most likely to melt. This would probably be in the 
daytime because the sun is warming both the air above the ice and the flow-
ing water below the ice.

To find the most likely hour (ignoring the minutes for now), follow these 
steps:

1. Choose Analyze➪Descriptive Statistics➪Descriptives.

2. In the box on the left, select hour of the day [hour] (one of your 
variable labels) and then click the arrow button in the middle of the 
window.

The label moves to the right, as shown in Figure 3-7.

Figure 3-6:  
Loading an 
SPSS data 

file.
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3. Click the Options button.

4. Click the Mean, Std. deviation, Minimum, and Maximum check boxes, 
as shown in Figure 3-8.

5. Click Continue.

6. Click the OK button at the bottom‐left of the window in Figure 3-7.

The SPSS Statistics Viewer window appears and displays information 
about the analysis, including the results. A detailed description of all 
this information is in Chapter 8. For now, expand the window to fill 
the screen, and use the scroll bars if necessary, to locate the result in 
the box at the bottom of the right panel of the window, as shown in 
Figure 3-9. The mean (not the average, but nearly the same thing) shows 
the hour as 14.60, which is between 2 p.m. and 3 p.m. That makes sense, 
because that’s near the warmest part of the spring day.

Figure 3-7:  
Selecting 
data and 

starting the 
analysis.

Figure 3-8:  
The option 

settings for 
the analysis.
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Inside the box, the text on the far left is the label you gave to the variable. 
The column labeled N is the number of data items included in the calcula-
tions. You can tell from the minimum and maximum that the earliest the ice 
has ever let go was during the 5 a.m. hour, but it has also been known to 
happen after 11 p.m.

The value for the standard deviation is calculated according to the degree of 
variation from a perfect fit on a bell curve.

There’s more bell‐curve stuff to diddle with: Go back through the same pro-
cedure again, but this time change the options in Step 4. Remove maximum 
and minimum and instead enable Kurtosis and Skewness. Those are not rude 
words (and, no, we didn’t just make them up); they’re types of statistics. As 
shown in Figure 3-10, the results have two new values.

Both values also have to do with the bell curve. Skewness represents the 
symmetry of the data. A positive skewness indicates that more of the data 
appears to the high end, or the right, on the graph. A negative value indicates 
a skew to the lower values. Kurtosis has to do with the flatness of the curve. If 
the data implies a curve flatter than the bell curve, the kurtosis value is nega-
tive. If, on the other hand, the data inscribes a curve that is more pointed on 
top than the bell curve, the kurtosis value is positive.

Transforming Data
The previous example looks at only the hours, but it’s also possible to 
include minutes. Clock arithmetic is tricky (it’s that 60‐minutes‐per‐hour 
thing) but SPSS can work with it if you tell it what you’re doing.

Figure 3-9:  
The results 

of the 
simple hour 

analysis.

Figure 3-10:  
New analy-
sis showing 
kurtosis and 

skewness.
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In the next example, we combine the separate hour and minutes fields into a 
new field that contains both. SPSS is good at transforming data this way. To 
build the new field, do the following:

1. In the Data Editor window, choose Transform➪Date and Time Wizard.

The window shown in Figure 3-11 appears.

2. Select the Create a Date/Time Variable from Variables Holding Parts 
of Dates or Times option.

3. Click Next.

4. Put the names of the variables into the appropriate fields.

We want only the hours and minutes, so ignore the others. You move 
them by selecting the one you want from the list on the left, and then 
clicking the arrow next to the place you want it to go. When you’re fin-
ished, the screen should look like Figure 3-12.

5. Click Next.

6. Enter a name and a label for the variable. Also select a display format 
from the list.

To follow along with the example, type time in the Result Variable box, 
type hour and minute in the Variable Label box, and then select hh:mm 
from the Output Format list, as shown in Figure 3-13.

Figure 3-11:  
The Date 
and Time 

Wizard.
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Figure 3-12:  
Selection 

of the 
 variables 

from which 
time is 

structured.

Figure 3-13:  
The name 

and display 
format for 

times.

7. Select the Create the Variable Now option, and then click the Finish 
button.

You’ve created your new time data field. The result is shown in Figure 3-14.

You may notice that after you click the Finish button, the SPSS Statistics 
Viewer window may appear. This window shows a log of the steps the pro-
gram has performed. To continue, click back into the Data Editor window.
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Now follow the same procedure as before by choosing Analyze➪Descriptive 
Statistics➪Descriptives. But in Step 2, select only the new time field so you 
can see how SPSS handles different combinations of values. In the results, 
look at the difference in the two means: When the minutes are included, the 
mean moves to a time a bit later (as one would expect). It’s now at 15:03  
(3:03 p.m.) instead of 2‐something. Whether that difference is statistically  
significant is up to you.

The Two Kinds of Numbers
With this example data so far, we’ve dealt with continuous variables (amounts 
and distances, such as age, gallons of gas, and the number of beans in a 
jar). The other type is categorical variables (where each value represents a 
category — for example, yes and no [where, for example, yes is 1 and no is 0] 
and types of balls [where 1 is a football, 2 is a soccer ball, 3 is a snooker ball, 
and so on]).

All the variables in this example — except the number indicating the 
month — are continuous variables. We tend to think of the months by their 
names instead of numbers, but you have to use the number of the month 
to do any calculations. If you want the name displayed, you have to assign 
a descriptive name for each possible value. That’s easy to do with this data 
because we have only two values: 4 and 5.

Figure 3-14:  
The Data 

Editor win-
dow with 
the new 

time field.
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To add identifiers for the values, do the following:

1. In the Data Editor window, click the Variable View tab and then 
select the cell in the Values column of the variable holding the month 
values.

2. Click the button that appears in the cell.

3. For each possible value, enter the value and the name you want 
 associated with it, and then click Add.

The value, with its identifier, appears in the list, as shown in Figure 3-15.

4. After you’ve added all the values you want to define, click OK.

The screen displays only part of the change. The word None is gone, and 
in its place is part of one of your new value definitions.

The real result will show up in your output and help you make a lot more 
sense of your results. For example:

1. Choose Graphs➪Legacy Dialogs➪Pie.

The window shown in Figure 3-16 appears.

Figure 3-16:  
Select the 

type of 
data to be 
displayed 
in the pie 

chart.

Figure 3-15:  
One name 
has been 

added for a 
value and 

another 
one is being 

entered.
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2. Select the Summaries for Groups of Cases option, and then click the 
Define button.

3. In the column on the left, select number of the month [month], 
and then click the arrow to the left of Define Slices By, as shown in 
Figure 3-17.

4. Click OK.

The SPSS Statistics Viewer window appears, as shown in Figure 3-18.

Figure 3-17:  
You can 

select the 
variables 

you want for 
the pie divi-

sions.

Figure 3-18:  
A pie chart 

including 
the names 

you defined 
for the 
 values.
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The Day It’s Most Likely to Happen
You already know that the ice is most likely to move in the warmer part of 
the day. A quick graph can show you whether there’s a most likely day as 
well. To get a quick bar graph, do the following:

1. Choose Graphs➪Legacy Dialogs➪Bar.

The dialog box shown in Figure 3-19 appears.

2. Select the Simple bar chart and the Summaries for Groups of Cases 
option, and then click the Define button.

3. For Bars Represent, select N of Cases, which means the bars will rep-
resent the number of cases. Also set the Category Axis to day of the 
month [day] and set the Rows to number of the month [month], 
as shown in Figure 3-20.

The exact meanings of these terms and settings are explained in Part IV, 
which covers graphs.

4. Click OK.

The bar chart shown in Figure 3-21 appears. The chart shows which 
days in the past were most often the ones on which the ice moved. 
There is no obvious trend that we can see. However, you may want to 
experiment with different analysis displays and try to find a pattern.

Figure 3-19:  
You can 

select the 
fundamen-
tals of the 
bar chart 

you want.
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Figure 3-20:  
Selecting 

the data 
to include 
in the bar 

chart.

Figure 3-21:  
A bar chart 

showing 
the distribu-

tion of the 
days the ice 

melts.



Part II

 Find out about the Automatic Recode command in a free article at www.dummies.com/ 
extras/spss.

Getting Data in and  
out of SPSS

http://www.dummies.com/extras/spss
http://www.dummies.com/extras/spss


In this part . . .
 ✓ Get set up in a new dataset like a pro.

 ✓ Get data into SPSS.

 ✓ Get results out of SPSS.

 ✓ Master all of the SPSS data types.



Entering and Defining Data
In This Chapter

 ▶ Considering your choices when defining a variable

 ▶ Defining variables

 ▶ Entering numbers

 ▶ Making sure that you’re using the right measurement type

T 
o process your data, you have to get it into the computer. Entering data 
has been a problem with computers since the beginning. No matter 

how you decide to get your numbers into SPSS, at some point someone has 
to type them (unless they come from some form of automatic monitoring). 
These days, it feels like we spend half of our time entering data into online 
forms, which saves some analyst from typing on the other end. SPSS can read 
data from other places. You can also type directly into SPSS — and, if you 
want, copy the data to places other than SPSS later.

Entering data into SPSS is a two‐step process: First, you define what sort of 
data you’ll be entering. Then you enter the actual numbers. This may sound 
difficult, but it isn’t so bad. When you see how data entry works in SPSS, 
you’ll discover you have some pretty nifty software to help you.

You organize your data into cases. Each case is made up of a collection of 
variables. First, you define the characteristics of the variables that make up a 
case, and then you enter the data into the variables to make up the contents 
of the cases. This chapter shows you how to work with this technique of 
 getting data into your system.

Entering Variable Definitions  
on the Variable View Tab

You use the Variable View tab of the Data Editor window, shown in Figure 4-1, 
to define the names and characteristics of variables. This is where you always 
start if you plan on entering data into SPSS. As you can see in Figure 4-1, every 

Chapter 4



46 Part II: Getting Data in and out of SPSS  

characteristic you can define about your variables is named at the top of  
the window. All you have to do is enter something in each column for each 
variable.

The predefined set of 11 characteristics are the only ones needed to 
 completely specify all the attributes of any variable. The characteristics are 
all known to the internal SPSS processing. When you add a new variable, 
you’ll find that reasonable defaults appear for most characteristics.

The Variable View tab is just for defining the variables. The entry of the 
actual numbers comes later (see “Entering and Viewing Data Items on the 
Data View Tab,” later in this chapter).

Each variable characteristic has a default, so if you don’t specify a character-
istic, SPSS fills one in for you. However, what it selects may not be what you 
want, so let’s look at all the possibilities.

Name
The cell on the far left is where you enter the name of the variable. Just click 
the cell and type a short descriptor, such as age, income, sex, or odor. (A 
longer descriptor, called a label, comes later.) You can type longer names 
here, but you should keep them short because they’ll be used in named lists 
and as identifier tags on the data graphs and such — where the format can be 
a bit crowded. Names that are too long can cause the output from SPSS to be 
garbled or truncated.

Figure 4-1:  
You use the 

Variable 
View tab to 

define the 
charac-

teristics of 
variables.
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If the name you assigned turns out to be too long or is misspelled, you can 
always change it on the Variable View tab. One of the nice things about SPSS 
is that you can correct mistakes quickly.

Here are some handy hints about names:

 ✓ You can use some bizarre characters in a name, such as @, #, and $, 
as well as the underscore character (_) and numbers. But if you use 
screwy characters in a name, you may live to regret it. For one thing, 
you can’t start a variable name with these characters. Plus, they’ll 
remind expert users of special variables in some advanced features. An 
underscore in the middle of a name is a great way to make a name more 
readable, but otherwise, it’s best to keep your names simple.

 ✓ Be sure to start every name with an uppercase or lowercase letter.

 ✓ You can’t include blanks anywhere in a name, but an underscore is  
a good substitute.

If you want to export data to another application, make sure the names you use 
are in a form acceptable to that application. Watch out for special characters.

Type
Most data you enter will be just regular numbers. Some, however, will be 
a special type, such as currency, and some will be displayed in a special 
format. Other data, such as dates, will require special procedures for calcula-
tion. You simply specify what type you have, and SPSS takes care of those 
other details for you. This is a comprehensive look at all the types. (We give 
you more advice about some special types in Chapter 7.)

Click the cell in the Type column you want to fill in, and a button with three 
dots appears on its right. Click that button, and the Variable Type dialog box, 
shown in Figure 4-2, appears.

Figure 4-2:  
The Variable 
Type dialog 
box allows 

you to 
specify the 

type of vari-
able you’re 

defining.
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You can choose from the following predefined types of variables:

 ✓ Numeric: Standard numbers in any recognizable form. The values are 
entered and displayed in the standard form, with or without decimal 
points. Values can be formatted in standard scientific notation, with an 
embedded E to represent the start of the exponent. The Width value is 
the total number of all characters in a number — including any positive 
or negative signs and the exponent indicator. The Decimal Places value 
specifies the number of digits displayed to the right of the decimal point, 
not including the exponent.

 ✓ Comma: This type specifies numeric values with commas inserted 
between three‐digit groups. The format includes a period as a decimal 
point. The Width value is the total width of the number, including all 
commas and the decimal point. The Decimal Places value specifies the 
number of digits to the right of the decimal point. You may enter data 
without the commas, but SPSS will insert them when it displays the 
value. Commas are never placed to the right of the decimal point.

 ✓ Dot: Same as Comma, except a period is used to group the digits into 
threes, and a comma is used for the decimal point.

 ✓ Scientific Notation: A numeric variable that always includes the E to 
designate the power‐of‐ten exponent. The base (the part of the number 
to the left of the E) may or may not contain a decimal point. The expo-
nent (the part of the number to the right of the E, which also may or may 
not contain a decimal) indicates how many times 10 multiplies itself, 
after which it’s multiplied by the base to produce the actual number. 
You may enter D or E to mark the exponent, but SPSS always displays 
the number using E. For example, the number 5,286 can be written as 
5.286E3. To represent a small number, the exponent can be negative. For 
example, the number 0.0005 can be written as 5E–4. This format is useful 
for very large or very small numbers.

 ✓ Date: A variable that can include the year, month, day, hour, minute, 
and second. When you select Date, the available format choices appear 
in a list on the right side of the dialog box, as shown in Figure 4-3. 
Choose the format that best fits your data. Your selection determines 
how SPSS will format the contents of the variable for display. This 
format also determines, to some extent, the form in which you enter 
the data. You can enter the data using slashes, colons, spaces, or other 
characters. The rules are loose — if SPSS doesn’t understand what you 
enter, it tells you, and you can re‐enter it another way. For example, if 
you select a format with a two‐digit year, SPSS accepts and displays the 
year that way, but it will use four digits to perform calculations. The first 
two digits (the number of the century) will be selected according to the 
configuration you set by choosing Edit ➪ Options and then clicking the 
Data tab.
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 ✓ Dollar: When you select Dollar, the available format choices appear in 
a list on the right side of the dialog box (see Figure 4-4). Dollar values 
are always displayed with a leading dollar sign and a period for a deci-
mal point; for large values, they include commas to collect the digits 
in groups of threes. You select the format and its Width and Decimal 
Places values. The format choices are similar, but it’s important that you 
choose one that’s compatible with your other dollar‐variable definitions 
so they line up when you print and display monetary values in output 
tables. The Width and Decimal Places settings help with vertical align-
ment in the output, no matter how many digits you include in the format 
itself. No matter what format you choose, you can enter the values with-
out the dollar sign and the commas; SPSS inserts those for you.

 ✓ Custom Currency: The five custom formats for currency are named 
CCA, CCB, CCC, CCD, and CCE, as shown in Figure 4-5. You can view and 
modify the details of these formats by choosing Edit ➪ Options and then 
clicking the Currency tab. Fortunately, you can modify the definitions of 
these custom formats as often as you like without fear of damaging your 
data. As with the Dollar format, the Width and Decimal Places settings 
are primarily for aligning the data when you’re printing a report.

Figure 4-3:  
Selecting a 
date format 
also selects 

which 
items are 
included.

Figure 4-4:  
The different 

dollar for-
mats mostly 
specify the 
number of 

digits to be 
included.
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 ✓ String: A freeform non‐numeric item (see Figure 4-6). The only good time 
to use string is when it truly is a string, like an address, a proper name, 
or a product code (SKU). Avoid using the String type when it really 
should be labeled Numeric. Something like favorite color, sex, or state 
should not be a string because it has a finite list of possibilities that are 
known in advance. (See the “Values” section later in this chapter.)

 SPSS allows a very large number for the size of the string — so large that 
you could fit a paragraph, which is exactly what you would do if you 
were doing text mining. Open‐ended response items in a survey would 
also be an example of a string.

 ✓ Restricted Numeric: A relatively new choice, so you may not see it 
mentioned in older books about SPSS. This is perfect for numbers that 
sometimes have leading zeros like zip codes and Social Security num-
bers. They aren’t really numbers because you don’t perform arithmetic 
on them. Back in the day, these types of numbers had to be declared as 
strings.

Figure 4-5:  
Five custom 

currency 
formats are 

available.

Figure 4-6:  
Strings are 

text like 
addresses, 

names, and 
open‐ended 

responses.
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Width
The width setting in the definition of a variable determines the number 
of characters used to display the value. If the value to be displayed is not 
large enough to fill the space, the output will be padded with blanks. If it’s 
larger than you specify, it will either be reformatted to fit or asterisks will be 
 displayed.

Certain type definitions allow you to set a width value. The width value you 
enter as the width definition is the same as the one you enter when you 
define the type. If you make a change to the value in one place, SPSS changes 
the value in the other place automatically. The two values are the same.

At this point, you can do one of three things:

 ✓ Skip this cell and accept the default (or the number you entered 
 previously under Type).

 ✓ Enter a number and move on.

 ✓ Use the up and down arrows that appear in the cell to select a numeric 
value.

Decimals
The number of decimals is the number of digits that appear to the right of the  
decimal point when the value appears onscreen. This is the same number 
that you may have specified as the Decimal Places value when you defined 
the variable type. If you entered a number there, it appears here as the 
default. If you enter a number here, it changes the one you entered for the 
type. They’re the same.

Now you can do one of three things:

 ✓ Skip this cell and accept the default (or the number you entered earlier 
under Type).

 ✓ Enter a number and move on.

 ✓ Use the up and down arrows that appear in the cell to select a numeric 
value.
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Label
The name and the label serve the same basic purpose: They’re descriptors 
that identify the variable. The difference is that the name is the short identi-
fier and the label is the long one. You need one of each because some output 
formats work fine with a long identifier and other formats need the short 
form.

You can use just about anything for the label. What you choose has to do 
with how you expect to use your data and what you want your output to look 
like. For example, the variable name may be “Sex” and the longer label may 
be “Boys and Girls,” “Men and Women,” or simply “Gender.”

The length of the label isn’t determined by some sort of software require-
ment. However, output looks better if you use short names and somewhat 
longer labels. Each one should make sense standing alone. After you produce 
some output, you may find that your label is lousy for your purposes. That’s 
okay; it’s easy to change. Just pop back to the Variable View tab and make 
the change. The next time you produce output, the new label will be used.

You can also just skip defining a label. If you don’t have a label defined for a 
variable, SPSS will use the name you defined for everything.

Values
The Values column is where you assign labels to all the possible values of a 
variable. If you select a cell in the Values column, a button with three dots 
appears. Clicking that button displays the dialog box shown in Figure 4-7.

Figure 4-7:  
You can 
assign a 
name to 

each possi-
ble value of 
a variable.
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Normally, you make one entry for each possible value that a variable can 
assume. For example, for a variable named Sex you could have the value 1 
assigned the label “Male” and 2 assigned the label “Female.” Or, for a vari-
able named Committed you could have 0 for “No,” 1 for “Yes,” and 2 for 
“Undecided.” If you have labels defined, when SPSS displays output, it can 
show the labels instead of the values.

To define a label for a value:

1. In the Value box, enter the value.

2. In the Label box, enter a label.

3. Click the Add button.

The value and label appear in the large text block.

4. To change or remove a definition, simply select it in the text block 
and make your changes; then click the Change button.

5. Repeat Steps 1–4 as needed.

6. Click OK to save the value labels and close the dialog box.

You can always come back and change the definitions using the same 
 process you used to enter them. The dialog box will reappear, filled in with 
all the definitions; then you can update the list.

Sometimes you have a whole bunch of strings and you really don’t want 
to make them all values because it seems like it’ll be a lot of work. A vari-
able like college major is a good example. If you dread setting up 1 as 
“Astrophysics,” 2 as “Biology,” 3 as “Chemistry,” and so on, you can use a 
special dialog box called Automatic Recode (under the Transform menu) and 
it’ll do all the work for you.

Missing
You can specify what is to be entered for a value that is missing for a  variable 
in a case. In other words, when you have values for all variables in a case 
except one, you can specify a placeholder for the missing value. Select a 
cell in the Missing column. Click the button with three dots and the Missing 
Values dialog box, shown in Figure 4-8, appears.

For example, say you’re entering responses to questions, and one of the 
questions is, “How many cars do you own?” The normal answer to this ques-
tion is a number, so you define the variable type as a number. If someone 
chooses to ignore this question, this variable won’t have a value. However, 



54 Part II: Getting Data in and out of SPSS  

you can specify a placeholder value. Perhaps 0 seems like a good choice for a 
placeholder here, but it’s not really — lots of people don’t have cars. Instead, 
a less likely value — like, say, –1 — makes a better choice. A very popular 
choice among SPSS users is –9, but this will depend on the values of the 
 original variable.

You can even specify unique values to represent different reasons for a value 
being missing. In the previous example, you could define –1 as the value 
entered when the answer is, “I don’t remember,” and –2 could be used when 
the answer is, “None of your business.” If you specify that a value is repre-
senting a missing value, that value is not included in general calculations. 
During your analysis, however, you can determine how many values are 
missing for each of the different reasons. You can specify up to three specific 
values (called discrete values) to represent missing data, or you can specify a 
range of numbers along with one discrete value, all to be considered missing. 
The only reason you would need to specify a range of values is if you have 
lots of reasons why data is missing and want to track them all.

One of the many reasons you don’t want to abuse the string type is that 
it makes a mess of missing data or incorrect data. If Female and Male are 
strings, you can get entries like “m,” “M,” “Male,” and even crazy unexpected 
ones like “H” and “mail.” You’re better off doing what all experienced users 
do: Use numeric codes with values!

Columns
The Columns column is where you specify the width of the column you’ll 
use to enter the data. The folks at SPSS could have used the word Width to 
describe it, but they already used that term for the width of the data itself. 
A better name may have been the two words Column Width, but that would 
have been too long to display nicely in this window, so they just called 
it Columns. To specify the number of columns, select a cell and enter the 
number.

Figure 4-8:  
You can 
specify 
exactly 
what is 

entered for 
a missing 

value.
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Align
The Align column determines the position of the data in its allocated space, 
whenever the data is displayed for input or output. The data can be left‐
aligned, right‐aligned, or centered. You’ve defined the width of the data and 
the size of the column in which the data will be displayed; the alignment 
determines what is done with any space left over.

When you select a cell in the Align column, a list appears and you can choose 
one of the three alignment possibilities, as shown in Figure 4-9. Aligning to 
the left means inserting all blanks on the right; aligning to the right inserts 
all the extra spaces on the left; centering the data splits the spaces evenly 
on each side — we don’t know what it does if an odd space is left over. (We 
also worry about things like the number of seeds in a tomato and where the 
clouds go at night.)

Measure
Your value here specifies the measure of something in one of three ways. 
When you click a cell in the Measure column, you can select one of these 
choices (see Figure 4-10):

 ✓ Ordinal: These numbers specify the position (order) of something in a 
list. For example, first, second, and third are ordinal numbers.

 ✓ Nominal: Numbers that specify categories or types of things. You can 
have 0 represent “Disapprove” and 1 represent “Approve.” Or you can 
use 1 to mean “Fast” and 2 to mean “Slow.”

 ✓ Scale: A number that specifies a magnitude. It can be distance, weight, 
age, or a count of something.

Figure 4-9:  
Values can 
be justified 
right or left, 

or posi-
tioned in the 

center.
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Role
Some of the SPSS dialog boxes select variables according to their role and 
include them as defaults. You don’t need to worry about this characteristic. 
It can be handy when you have some experience with SPSS and understand 
how defaults are chosen.

Be on the lookout for Analyze menus that let you use predefined roles. They 
use this feature. There aren’t that many of them, but the number grows with 
each new version of SPSS.

These predefined roles allow greater capability with SPSS Modeler, which is a 
kind of sibling product to SPSS Statistics.

When you click a cell in the Role column, you can select one of six choices 
(see Figure 4-11):

 ✓ Input: This variable is used for input. This is the default role. Definition 
of roles was introduced to Version 18 of SPSS, and all data imported 
from earlier versions will be assigned this role.

 ✓ Target: This variable is used as output by SPSS procedures.

 ✓ Both: This variable is used as both input and output.

Figure 4-10:  
The type of 

measure-
ment being 

made by the 
values  
in this  

variable.

Figure 4-11:  
The role 
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this variable 

in certain 
SPSS dialog 

boxes.
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 ✓ None: This variable has no role assignment.

 ✓ Partition: This variable is used to partition the data into separate 
 samples for training, testing, and validation.

 ✓ Split: This variable is used to build separate models for each possible 
value of the variable. This capability should not be confused with file 
splitting (see Chapter 8).

Entering and Viewing Data  
Items on the Data View Tab

After you’ve defined all the variables for each case, click the Data View tab of 
the Data Editor window so you can begin typing the data. At the top of the col-
umns in Figure 4-12, you can see some names we chose for variables. Switching 
to the Data View tab makes the window ready to receive entered data — and 
to verify that what’s entered matches the specified format and type of the data.

Figure 4-12:  
The Data 
View tab, 
ready to 

accept new 
data.

Entering data into one of these cells is straightforward: You simply 
click the cell and start typing.

If something is already in a cell and you want to change it instead of 
just typing over it, look up toward the top of the window, just under-
neath the toolbar: You’ll see the name of the variable and the cur-
rently selected value. Click the value in the field at the top, and you 
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can edit it right there. You can do all the normal mouse and keyboard stuff 
there, too — you can use the Backspace key to erase characters, or select the 
entire value and type right over it.

If you feel like a lousy (or inexperienced) mouse driver, take some time to 
experiment and figure out how to edit data. Lots of software use these same 
editing techniques, so becoming proficient now will pay you dividends later.

If your data is already in a file, you may be able to avoid typing it in again by 
reading that file directly into SPSS. For more information, see Chapter 5.

Don’t take chances. As soon as you type a few values, save your data to a file 
by choosing File ➪ Save As. Then choose File ➪ Save throughout the process of 
entering data, and you won’t be ruined if the computer crashes unexpectedly.

We all have to go back and refine our variable definitions from time to time. 
That’s normal. When you come across something that doesn’t do what you 
want it to, just switch back to the Variable View tab and correct it. Nobody 
but you and SPSS will ever know about it, and SPSS never talks.

Filling In Missed Categorical Values
Now that you’ve defined your variables and entered your data, you may want 
to check that you have names defined for all your actual ordinal and nominal 
values, and that you have defined the correct measures for them. SPSS can 
help by scanning your data, finding values for which you don’t have defini-
tions, and pointing them out in a friendly way.

The following steps use an existing file to walk through a demonstration:

1. Choose File ➪ Open ➪ Data to load the file named car_sales.sav.

This file came with your installation of SPSS and is found, along with 
a number of other files, in the same directory in which you installed 
SPSS. You can load any of these data files, but car_sales.sav is the 
one used in this demonstration. If you load this file while you already 
have some other data showing in the window, SPSS will open a new Data 
Editor window to display the new information; your existing data will 
not be lost.

When you open this data file — or any data file, for that matter — SPSS 
opens the SPSS Statistics Viewer window to tell you that it has opened a 
file (or the information could be displayed in the SPSS Statistics Viewer 
window that’s already open). You won’t need this information for what 
you’re doing here, so you can just close the window.
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2. Choose Data ➪ Define Variable Properties.

The Define Variable Properties dialog box appears.

3. On the left, select all the names of the variables you want to check, 
and then click the arrow in the center of the dialog box to move them 
to the right, as shown in Figure 4-13.

4. When you’re done, click Continue.

5. Select one of the variable names in the list on the left.

Its different values appear in the center of the dialog box, as shown in 
Figure 4-14. (In this example, every value has a name assigned to it.)

Figure 4-13:  
Selecting 

variables to 
check their 
properties.
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6. Ask SPSS to suggest a new type for this variable by clicking the 
Suggest button in the top center of the dialog box.

The dialog box in Figure 4-15 appears, telling you what SPSS concludes 
about this variable and its values. This same window, with different text, 
appears for each variable you test. Sometimes the text suggests changes 
in the variable definition, and sometimes it doesn’t.

Figure 4-14:  
The  values 

of the 
selected 
variable.

Figure 4-15:  
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wrong mea-

surement.
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7. To apply any changes, click Continue.

You return to the window shown in Figure 4-14, where you can select 
another variable.

You won’t want to make changes to all your variables, but SPSS helps you 
find the ones that you do need to change. Values defined as “missing” are 
not included in the computations. The text in the window always explains 
the criteria used to reach a conclusion, and SPSS allows you to make the final 
decision.



Opening Data Files
In This Chapter

 ▶ Understanding the SPSS file format

 ▶ Reading a simple text file into SPSS

 ▶ Transferring data from another application into SPSS

 ▶ Saving SPSS data in various formats

Y 
ou don’t need to put your data into the computer more than once. If 
you’ve entered your data in another program, you can copy it from 

there into SPSS — because every program worth using has some form of 
output that can serve as input to SPSS. This chapter discusses ways to 
 transfer data into and out of SPSS.

Getting Acquainted with the  
SPSS File Format

SPSS has its own format for storing data and writes files with the .sav exten-
sion. This file format contains special codes and usually can’t be used to 
export your data to another application. It’s used only for saving SPSS data 
that you want to read back into SPSS at a later time. Several example files in 
this format are copied to your computer as part of the normal SPSS installa-
tion. These files can be found in the same directory as your SPSS installation. 
You can load any one of them by choosing File ➪ Open ➪ Data and selecting 
the file to be loaded. When you do so, the variable names and data are loaded 
and fill your SPSS window.

If you have SPSS filled with data, you can save it to a .sav file by choosing 
File ➪ Save As and providing a name for the file. Or if you’ve loaded the infor-
mation from a file, or you’ve previously saved a copy of the information to 
a file, you can simply choose File ➪ Save to overwrite the previous file with a 
fresh copy of both variable definitions and data.

Chapter 5
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It’s easy to be fooled by the way the SPSS documentation uses the word file. 
If you have defined data and variables in your program, the SPSS documen-
tation often refers to it all as a “file,” even though it may have never been 
 written to disk. SPSS also refers to the material written to disk as a file, so 
watch the context.

When you write your file to disk, if you don’t add the .sav extension to the 
filename, SPSS adds it for you. When you choose File ➪ Open ➪ Data to display 
the list of files, you may or may not see the extension on the filename (it 
depends on how your Windows system is configured), but it’s there.

Formatting a Text File  
for Input into SPSS

If your data is in an application that can’t directly create a file of a type that 
SPSS can read, getting the data into SPSS may be easier than you think. If you 
can get the information out of your application and into a text file, it’s fairly 
easy to have SPSS read the text file.

When it comes to writing information to disk, some applications are more 
obliging than others. Look for an Export menu option — it usually has some 
options that allow you to organize the output text in a form you want. (Read 
on for a description of possible organization schemes.)

If the application doesn’t allow you to format text the way you want, look for 
printer options — maybe you can redirect printer output to a disk file and 
work from there. If you use the application’s printer output, you may need to 
use your word processor to clean up the form of the data. We know this mul-
tistep operation sounds like a lot of work, but it’s often easier than typing all 
your data in again by hand.

The data file you output from SPSS doesn’t have to include the variable 
names, just the values that go into the variables. You can format the data in 
the file by using spaces, tabs, commas, or semicolons to separate data items. 
Such dividers are known as delimiters. Another method of formatting data 
avoids delimiters altogether. In that method, you don’t have to separate the 
individual data items, but you must make each data item a specific length, 
because you have to tell SPSS exactly how long each one is.

The most intuitive format is to have one case (one row of data) per line of 
text. That means the data items in your text file are in the same positions 
they’ll be in when they’re read into SPSS. Alternatively, you can have all your 
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data formatted as one long stream, but you’ll have to tell SPSS how many 
items go into each case.

Always save this kind of raw data as simple text; the file you store it in should 
have the .txt extension so SPSS can recognize it for what it is.

Reading Simple Data from a Text File
This section contains an example of a procedure you can follow to read data 
from a simple text file into SPSS. The file is named awards.txt. It contains 
two cases (rows of data) as two lines of text, with the data items in the two 
lines separated by spaces. The content of the file is as follows:

“Pat” 1 35 3.00 9
“Chris” 1 22 2.4 7

The following example reads this text file and inserts it into the cells of SPSS. 
Along the way, SPSS keeps you informed about what’s going on so there 
won’t be any big surprises at the end.

1. Choose File ➪ Read Text Data.

The Open Data window, shown in Figure 5-1, appears.

2. Select the awards.txt file, and then click Open.

The Text Import Wizard (the first screen of which is shown in Figure 5-2) 
appears, allowing you to load and format your data.

Figure 5-1: 
Locate the 

file you 
want to 

read.
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3. Examine the input data.

The screen lets you peek at the contents of the input file so you can 
verify that you’ve chosen the right file. Also, if your file uses a predefined 
format (which it doesn’t, in this example), you can select it here and skip 
some of the later steps. If your data doesn’t show up nicely separated 
into values the way you want, you may be able to correct it in a later 
step. Don’t panic just yet.

4. Click Next.

The screen shown in Figure 5-3 appears.

5. Specify that the data is delimited and the names are not included.

As you can see in this example, SPSS takes a guess, but you can also 
specify how your data is organized. It can be divided using spaces (as in 
this example), commas, tabs, semicolons, or some combination. Or your 
data may not be divided — it may be that all the data items are jammed 
together and each has a fixed width. If your text file includes the names of 
the variables (we show you how this works in a minute), you need to tell 
SPSS.

6. Click Next.

The screen shown in Figure 5-4 appears.

Figure 5-2   
Make sure 

your data 
looks rea-

sonable.
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7. Specify how SPSS is to interpret the text.

For this example, the correct settings are shown in Figure 5-4. You can 
tell SPSS something about the file and which data you want to read.

Figure 5-3:  
Specify 

whether the 
fields are 
delimited 

and whether 
the variable 

names are 
included.

Figure 5-4:  
Specify 
where 

the data 
appears in 

the file.
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Perhaps some lines at the top of the file should be ignored — this 
 happens when you’re reading data from text intended for printing and 
header information is at the top. By telling SPSS about it, those first lines 
can be skipped.

Also, you can have one line of text represent one case (one row of data in 
SPSS), or you can have SPSS count the variables to determine where each 
row starts.

And you don’t have to read the entire file — you can select a maximum 
number of lines to read starting at the beginning of the file, or you can 
select a percentage of the total and have lines of text randomly selected 
throughout the file. Specifying a limited selection can be useful if you 
have a large file and would like to test parts of it.

8. Click Next.

The screen shown in Figure 5-5 appears.

9. Specify space as the delimiters and double quotes as text qualifiers.

SPSS knows how to use commas, spaces, tabs, and semicolons as delim-
iting characters. You can even use some other character as a delimiter 
by selecting Other and then typing the character into the blank. You 

Figure 5-5:  
Specify the 

delimiters 
that go 

between 
data items 
and which 
quotes to 

use for 
strings.



69  Chapter 5: Opening Data Files

can also specify whether your text is formatted with quotes (as in our 
example) and whether you use single or double quotes. Strings must be 
surrounded in quotes if they contain any of the characters being used as 
delimiters.

You can specify that a data item is missing in your text file. Simply use 
two delimiters in a row, without intervening data.

10. Click Next.

The screen shown in Figure 5-6 appears.

11. Change the variable name and data format (optional).

SPSS assigns the variables the names V1, V2, V3, and so on. To change 
a name, select it in the column heading at the bottom of the window, 
and then type the new name in the Variable Name field at the top. You 
can select the format from the Data Format drop‐down list, as shown in 
Figure 5-6.

This step is optional. If you need to refine your data types, you can do so 
later in the Variable View tab of the Data Editor window. The point here 
is to get the data into SPSS.

12. Click Next.

The screen shown in Figure 5-7 appears.

Figure 5-6:  
Name your 

variables 
and select 
their data 

types.
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13. In the Would You Like to Save This File Format for Future Use? 
Section, click No.

Saving the file format for future use is something you would do if you 
were loading more files of this same format into SPSS — it reduces the 
number of questions to answer and the amount of formatting to do 
next time.

In the Would You Like to Paste the Syntax? section, you have the chance 
to grab a copy of the Syntax language instructions that do all this, but 
unless you know about the Syntax language (as described in Chapters 20  
and 21), it’s best to pretend that this option doesn’t exist. (For that 
matter, the Cache Data Locally option is a bit odd. We don’t know why 
it’s there, unless SPSS has some problem with huge files. SPSS seems to 
load data faster with it than without it, but it’s strictly an internal thing 
and SPSS works just fine either way.)

14. Click the Finish button.

Depending on the type of data conversions and the amount of formatting, 
SPSS may take a bit of time to finish. But be patient. The Data View tab of 
the Data Editor window will eventually display your data.

15. Look at the data. Correct your data types and formats, if necessary. 
Then save it all to a file by choosing File ➪ Save As.

You’re instructed to enter a filename. You can just call it Awards. The 
new file will have the .sav extension, which indicates that it’s a standard 
SPSS file.

Figure 5-7:  
Save the 
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the syntax, 
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caching.
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The SPSS way of reading data is a lot more flexible than this simple example 
demonstrates. Another example can help show why. Here, a file named 
AwardHeader.txt includes the same data, formatted slightly differently:

Name Sex Age GradePoint Awards
Pat,1,35,3.00,9,Chris,1,22,2.4,7

This time the data in the file is preceded by the variable names listed on the 
first line, the data is all in one long line, and the data is separated by commas. 
To read this into SPSS, you start the same way you did before. However, SPSS 
can’t figure it all out in Step 1 this time (as shown in Figure 5-8). SPSS can’t 
even tell which is header and which is data.

In Step 2 of 6, you select the option that informs SPSS that the variable names 
appear in the first line of text. Then, in Step 3 of 6 (as shown in Figure 5-9), 
you specify that the data begins on line 2 of the text file and each case has 
five data items.

It’s possible for the data to begin several lines down in the input text file, but 
if variable names are present, they must be on the first line. Also, when you 
specify variable names, SPSS ignores the beginning and ending of lines, and 
counts the data values to determine when it has a complete row (case).

Figure 5-8:  
The data 

remains as 
a block of 

text until 
you explain 

the parts.
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In Step 4 of 6 (shown in Figure 5-10), commas and spaces were chosen as 
delimiters. (Although no spaces appear in the data in this example, it doesn’t 
hurt to include a space delimiter if it may occur somewhere in your data.) 
Also, None was chosen for the characters surrounding string values. In this 
example, SPSS figured out the spacing on its own and used these settings for 
its default. Also, by the time you reach Step 4 of 6, SPSS has started organiz-
ing the data according to your definitions. It has already read the variable 
names and included them as column headers.

Figure 5-9:  
Specify that 

the data 
starts on 

line 2 and 
each case 

has five 
data items.

Figure 5-10:  
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delimiters 
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characters.
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In Step 5 of 6 (shown in Figure 5-11), you have the opportunity to change the 
variable names and specify their types. Here again, you see that SPSS has 
made a guess for the type of each one.

After you complete Step 6 of 6, click the Finish button and wait for the data to 
load, as shown in Figure 5-12.

Figure 5-11:  
Specifi-

cations for 
variables.

Figure 5-12:  
The data as 
formatted in 

SPSS.
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You can see how many awards each person has, but you still have a little 
work to do. For example, click the Variable View tab, change the sex vari-
able to a nominal data type, and assign the names “male” and “female” to the 
values 1 and 2. (You can’t assume anything about sex by the names.) You 
may want to add some descriptive labels. For example, the awards variable 
could be given the descriptive name “number of awards won during lifetime.” 
See how a good descriptive name can clear up a little mystery?

Transferring Data from  
Another Program

You can get your data into SPSS from a file created by another program, but 
it isn’t always easy. SPSS knows how to read some file formats, but if you’re 
not careful, you’ll find your data stored in an odd file format. Deciphering 
some file formats can be as confusing as Klingon trigonometry. SPSS can read 
only from file formats it knows.

SPSS recognizes the file formats of several applications. Here’s a complete list:

 ✓ IBM SPSS Statistics (.sav): IBM SPSS Statistics data, and also the format 
used by the DOS program SPSS/PC+

 ✓ dBase (.dbf): An interactive database system

 ✓ Microsoft Excel (.xls): A spreadsheet for performing calculations on 
numbers in a grid

 ✓ Portable (.por): A portable format read and written by other versions 
of SPSS, including other operating systems

 ✓ Lotus (.w): A spreadsheet for performing calculations with numbers in 
a grid

 ✓ SAS (.sas7bdat, .sdy, .sd2, .ssd, and .xpt): Statistical analysis soft-
ware

 ✓ Stata (.dta): Statistical analysis and graphics software

 ✓ Sylk (.slk): A symbolic link file format for transporting data from one 
application to another

 ✓ Systat (.syd and .sys): Software that produces statistical and graphi-
cal results

Although SPSS knows how to read any of these formats, you may still need to 
make a decision from time to time about how SPSS should import your data-
set. But you have some advantages:
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 ✓ You know exactly what you want — the form of data appearing in SPSS 
is simple, and what you see is what you get.

 ✓ SPSS has some reasonable defaults and makes some good guesses along 
the way.

 ✓ You can always fiddle with things after you’ve loaded them.

You’re only reading from the data file, so you can’t hurt it. Besides, you have 
everything safely backed up, don’t you? Just go for it. If the process gets 
hopelessly balled up, you can always call it quits and start over. That’s the 
way we do it — we think of it as a learning process.

Reading an Excel file
SPSS knows how to read Excel files directly. If you want to read the data from 
an Excel file, we suggest you read the steps in “Reading Simple Data from a 
Text File,” earlier in this chapter, because the two processes are similar. If 
you understand the decisions you have to make in reading a text file, reading 
from an Excel file will be duck soup. Figure 5-13 shows the appearance of data 
displayed by Excel.

Do the following to read this data into SPSS:

1. Save the Excel data to a file.

In this example, the file is called AwardHeader.xlsx. If you want to 
copy only a portion of the spreadsheet, make a note of the cell numbers 
in the upper‐left and lower‐right corners of the group you want.

Figure 5-13:  
A simple 
example 
of Excel 

spreadsheet 
data.
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2. Close Excel.

You must stop the Excel program from running before you can access the 
file from SPSS.

3. Choose File ➪ Open ➪ Data.

4. Select the .xlsx file type, as shown in Figure 5-14, and then click 
Open.

5. Select the data to include.

An Excel file can contain more than one worksheet, and you can choose 
the one you want from the drop‐down list, as shown in Figure 5-15. Also, 
if you’ve elected to read only part of the data, enter the Excel cell num-
bers of the upper‐left and lower‐right corners here. You specify the range 
of cells the same way you would in Excel — using two cell numbers sepa-
rated by a colon. Don’t worry about the maximum length for strings.

6. Click OK.

Your data appears in the SPSS window.

Figure 5-14:  
From the 

many types 
of files 

understood 
by SPSS, 

select 
the Excel 

spreadsheet 
type.

Figure 5-15:  
Select 
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data in the 
spreadsheet 

to include.
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7. Check your variables and adjust their definitions as necessary.

SPSS makes a bunch of assumptions about your data, and it probably 
makes some wrong ones. Closely examine and adjust your variable defi-
nitions by switching to the Variable View tab and making the necessary 
changes.

8. Save the file using your chosen SPSS name, and you’re off and running.

Reading from an unknown program type
Often, you can transfer data from another application into SPSS by selecting, 
copying, and pasting the data you want, but that method has its drawbacks. 
The places you’re copying from and pasting to are usually larger than the 
screen, so highlighting and selecting can be tricky. You must be ready to 
choose Edit ➪ Undo when necessary.

A better method is to write the data to a file in a format understood by SPSS, 
and then read that file into SPSS. SPSS knows how to read some file formats 
directly. Using such a file as an intermediary means you have an extra backup 
copy of your data, and that’s never a bad idea.

Saving Data and Images
Writing data from SPSS is easier than reading data into SPSS. All you do is 
choose File ➪ Save As, select your file type, and then enter a filename. You 
have lots of file types to choose from. You can write your data not only in 
two plain‐text formats, but also in Excel spreadsheet format, three Lotus for-
mats, three dBase formats, six SAS formats, and six Stata formats.

If you’ll be exporting data from SPSS into another application, find out what 
kinds of files the other application can read, and then use SPSS to write in 
one of those formats.

A second form of output from SPSS is an image. If you’ve generated a graphic 
that you want to insert into your word processor or place on your website, 
SPSS is ready to help you do it. (We almost wish it were hard to do so we 
could look smart showing you how, but it’s easy.)

When you go through the steps to produce a graph, as explained in Part IV,  
you’ll be looking at the resulting graphics in the SPSS Statistics Viewer 
window, which is shown in Figure 5-16.
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From SPSS Statistics Viewer, you can export images (and do some other 
things, too). Here’s how:

1. Produce a graph or table.

You can use any of the examples in Part IV to produce a graphic display. 
The SPSS Statistics Viewer window pops up and displays the output.

2. Choose File ➪ Export.

The Export Output window, shown in Figure 5-17, appears.

3. In the Objects to Export section, select which items to include in the 
output.

You can elect to have all objects output, all visible objects output, or only 
the ones you’ve selected. In Figure 5-16, for example, the panel on the left 
indicates that the graph is selected (because it’s highlighted). The visibility 
of an object refers to whether its name appears in the list — if you collapse 
the list so a particular name can’t be seen, the item is not visible. You can 
select items by clicking the items themselves, or by selecting their names 
in the list on the left.

4. In the Document section, from the Type drop‐down list, choose an 
output format.

Your choices vary according to what you decided to output as specified 
at the top of the window. Here’s a list of the possible options:

Figure 5-16:  
SPSS 

Statistics 
Viewer 

displays 
graphs 

onscreen.
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• Excel 97–2004 (*.xls): Excel files can include text, tables, and 
graphics, with the graphics embedded in the 97–2004 workbook. 
The data can create a new file or be added to an existing work-
book. No graphic options are available.

• Excel 2007 and higher (*.xlsx): Excel files can include text, tables, 
and graphics, with the graphics embedded in the 2007 and higher 
workbook. The data can create a new file or be added to an exist-
ing workbook. No graphic options are available.

• Excel 2007 and higher macro enabled (*.xlsm): Excel files can 
include text, tables, and graphics, with the graphics embedded in 
the 2007 and higher macro‐enabled workbook. The data can create 
a new file or be added to an existing workbook. No graphic options 
are available.

• HTML (*.htm): HTML files can be used for text both with and with-
out graphics. If graphics are included, those will be exported sepa-
rately, and they’ll be included as HTML links. The graphic file type 
must also be chosen.

• Web Reports (*.htm or *.mht): Creates an interactive document that 
is compatible with most browsers, including Cognos Active Report.

• Portable Document Format (*.pdf): PDF documents exported will 
include not only text but also any graphics existing in the original. 
No graphics options are available.

Figure 5-17:  
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• PowerPoint (*.ppt): PowerPoint documents can be written as text 
with the graphics embedded in the TIFF format. No graphic options 
are available.

• Text‐Plain (*.txt): Text files can be output with graphic references 
included, and the graphics written to separate files. The reference 
is the name of the graphic file. The graphic file format is specified 
by choosing options in the lower section of this window.

• Text‐UTF8 (*.txt): UTF‐8 is Unicode text encoded as a stream of  
8‐bit characters. Graphics are handled the same as they are for 
text files.

• Text‐UTF16 (*.txt): UTF‐16 is Unicode text encoded as a stream of 
16‐bit characters. Graphics are handled the same as they are for 
text files.

• Word/RTF (*.doc): Word documents are written in rich text format 
(RTF), which can be copied into a Word document. No graphic 
options are available.

• None: When selected, this option means no text is output — only 
graphic images. The graphic file format is specified by options in 
the lower section of this window.

5. In the Graphics section, select the image file format, if one is needed, 
from the Type drop‐down list.

You may be asked to select a format for your image file(s). You can select 
from .png, .bmp, .emf, .eps, .jpg, or .tif.

6. Click the Browse button, select the directory and root filename, and 
click Save.

Depending on what you chose to output, the actual output may be 
 multiple files, and they’ll all have names derived from the root name you 
provide. The Save button doesn’t write the file(s) — it only inserts your 
selected name into the Export Output window.

7. Click OK.

The file(s) are written to disk — each in the chosen format, at the chosen 
location.



Getting Data and Results  
out of SPSS

In This Chapter
 ▶ Outputting tables and images to the printer

 ▶ Outputting information to a database

 ▶ Outputting tables and images to SPSS Statistics Viewer

 ▶ Outputting to Excel, Word, and other applications

S 
PSS is good at analyzing your data and displaying information that’s 
easy to understand in tables, charts, and graphs. But the time comes 

when you want to output the results to files suitable for use in other applica-
tions. You may want to send output to the printer, or you may have another 
program that could make use of the output from SPSS. This chapter explains 
ways that you can get your data out of SPSS and into the forms that other 
programs need.

Printing
The simplest form of output is to print the numeric rows and columns of the 
raw data as it appears on the Data View tab of the Data Editor window. To 
do so, choose File➪Print. A familiar Print dialog box appears, where you can 
select the print settings you need for your system. The table of data will be 
printed with lines between the rows and columns, the same as they appear 
onscreen. The printed form has case numbers to the left and variable names 
at the top.

If you’re not sure what your output will look like, you can choose File➪Print 
Preview and see, on the screen, the same layout that will be sent to the 
printer. The zoom and page‐selection controls at the top of the window allow 
you to examine the output.

Chapter 6
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If the table you’re printing is too wide to fit on the sheet of paper, SPSS splits 
the output and places the table on multiple pages. You can hold the printed 
sheets side by side to get the full width of the table.

If you want to print the variable definitions, you can switch from the Data 
View tab to the Variable View tab before printing. This output always 
requires two pages because it includes the full width of the table.

Exporting to a Database
You can export SPSS data directly to a database. Choose File➪Export➪Export 
to Database and follow the instructions SPSS supplies for your database. SPSS 
knows how to write to Access, dBase, Excel, FoxPro, and text file databases. 
If you have a different database system, you should be able to configure 
SPSS for it by clicking the Add ODBS Data Source button. You should be able 
to get the information you need to do this from the documentation of your 
database. In similar fashion, you can read data from a database by choosing 
File➪Open Database.

To export the data, simply follow the onscreen instructions for selecting the 
variables to be written and for choosing whether to append new data or to 
overwrite existing data.

Using SPSS Statistics Viewer
Whenever you run an analysis, produce a graph, or do anything that gener-
ates output (even loading a file), the SPSS Statistics Viewer window pops up 
automatically to display what you’ve created. This display is the most fun-
damental form of output from SPSS and is the first step in producing other 
forms of output.

Chapters 11, 12, 18, and 19 provide details about generating tables, graphs, 
and descriptive text in SPSS Statistics Viewer. These chapters describe how 
to output Viewer data to files in different formats.

You can output data from SPSS Statistics Viewer in several file formats appro-
priate for use by other applications. Some output formats are graphics only, 
some are text only, and others are a mixture of text and graphics. Some form 
of graphic output is usually necessary because of the graphs and charts con-
structed by SPSS.
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In every case, you begin by choosing File➪Export from the menu of SPSS 
Statistics Viewer, which displays the Export Output dialog box (shown in 
Figure 6-1). In the Export drop‐down list, you can choose which items in the 
View window to export — the entire document, the text of the document 
without graphics, or the graphics without text.

At the very top of the dialog box, you can select which pieces of information 
in SPSS Statistics Viewer you want to include as part of the output:

 ✓ All: Outputs all the information that SPSS Statistics Viewer contains, 
regardless of whether the information is currently visible

 ✓ All Visible: Includes only those objects being displayed by SPSS 
Statistics Viewer

 ✓ Selected: Allows you to select which objects to output

The set of selections made available to you in the Export Output dialog box is 
determined by the types of objects being displayed by SPSS Statistics Viewer, 
which (if any) are selected, and the choice in the Export drop‐down list. The 
only combinations of options available are those that produce output.

Figure 6-2 shows an SPSS Statistics Viewer window displaying both text and 
graphics. On the left is a list of names of objects. If the name of an object 
is visible in the list, the object itself is visible in the SPSS Statistics Viewer 

Figure 6-1:  
The main 
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ing output 
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window. You can make objects appear and disappear by clicking the plus 
and minus signs. If the name of an object is highlighted in the list, the object 
is marked as selected in the SPSS Statistics Viewer window; a selected object 
appears surrounded by boxes. (In the figure, the log, title, and notes at the 
top are not selected, but the other objects are.) When producing output, you 
can select to export only visible objects, only selected objects, or all objects.

You can output the following types of files:

 ✓ Plain text

 ✓ Unicode (UTF‐8 or UTF‐16)

 ✓ HTML web page

 ✓ Microsoft Excel file

 ✓ Rich text format (RTF), readable by Microsoft Word

 ✓ Microsoft PowerPoint display file

 ✓ Portable document format (PDF) file

Some formats (for example, the text‐file format) require that graphics be 
output in separate files; you can also elect to output only graphics files. 
Graphics can be output in the following formats:

 ✓ Standard jpeg (JPG)

 ✓ Portable network graphics (PNG)

Figure 6-2:  
The SPSS 
Statistics 

Viewer 
window 
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 ✓ Postscript (EPS)

 ✓ Tagged image file format (TIFF)

 ✓ Windows bitmap (BMP)

 ✓ Enhanced metafile (EMF)

Simple copy and paste
When you’ve run an analysis and produced a graph in SPSS Statistics Viewer, 
the simplest way to transfer the graphic to Microsoft Word or another docu-
ment type is using Copy and Paste.

When you have output (refer to Figure 6-2), scroll to the graphic. To copy the 
graphic, right‐click the image and click Copy, as shown in Figure 6-3. Open a 
new Microsoft Word document and paste the graphic. To do this, right‐click 
in the document and click Paste. Depending on the settings on your com-
puter, you can copy the graphic using Ctrl+C (⌘+C) and paste it using Ctrl+V 
(⌘+V).

Figure 6-3:  
Copying 

a graphic 
in SPSS 

Statistics 
Viewer.
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Creating an HTML web page file
If you decide to format your output file as a web page, the output text will be 
formatted as HTML. Any pivot tables selected for output will be formatted 
as HTML tables, and any images to be output will be written to separate files 
in the image format of your choice. (A description of the image‐file options 
appears at the end of this chapter.)

You can make a number of decisions about the details of the HTML file; they 
appear when you click the Change Options button for the document in the 
Export Output dialog box.

The first options to set are the layers in pivot tables. Some pivot tables have 
more than two dimensions, and the other dimensions are presented as mul-
tiple displayable layers. By setting this option, you can include or exclude 
layers in the HTML file — if you have a multilayered table, you’ll probably 
have to experiment with this setting to get desirable results.

A pivot table can have multiple headings and footnotes. You can choose to 
have the footnotes and headings included or excluded.

The onscreen view is not the only one available. You have the option of includ-
ing all views in the output or showing only the view that is currently visible.

Figure 6-4 shows part of the output page as it appears in a web browser — 
using the default settings for everything, including the JPEG image. Notice 
that the commands that generated the graphics were included and formatted 
in an HTML table. You may decide to leave that information out. You could, 

Figure 6-4:  
SPSS output 

as a web 
page.
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if you wanted, leave the table out and include only the graphic and its anno-
tation. Also, if you were going to publish this as a web page, you’d probably 
want to edit the heading so it was something other than the name of a work-
ing directory on your local machine.

In this example, the output filename is GSS2012Abbreviated, so 
the main file is GSS2012Abbreviated.htm and the image file is 
GSS2012Abbreviated.jpg. The .jpg suffix indicates that a JPEG image file 
was the chosen option. The digit in the image filename is necessary because 
there could be more than one; each needs a unique name.

Creating a text file
If you want to output a simple text file, you still have a number of options to 
choose from, as shown in Figure 6-5. The first two options are whether to use 
tabs or spaces to position characters on the page. This choice can be impor-
tant because alignment is crucial to some data layouts, and programs that 
read the text files may have different tab settings and change the appearance 
of the output when it’s displayed.

Figure 6-5:  
The options 
for creating 

a text file.
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The options for creating a Unicode file are the same as those for creating a 
plain‐text file. The Unicode output is in the standard encoding format of your 
choice — either UTF‐8 or UTF‐16. You would want to output text in one of 
these formats only if you have a program that needs one of those formats for 
its input.

Tables output as text use certain characters to define the cells in which data 
items are shown. You can select any characters you want to act as separators 
and draw the borders, or you can accept the default of the minus sign and 
vertical bar, as shown in the figure. (The vertical bar is a standard keyboard 
character, usually on the same key as the backward slash. It sometimes looks 
like a vertical line broken in the middle.) If you’re outputting tables, you can 
choose a maximum cell size or just use the default Autofit option and let SPSS 
decide the number of characters that will fit in each column.

Creating an Excel file
Creating an Excel file is easier than creating either a text file or an HTML file 
because the images are not generated as separate files — graphic images are 
included in the worksheet. (The options for creating an Excel file are shown 
in Figure 6-6.) You get to choose how pivot tables, footnotes, captions, and 
models are handled, as described for HTML files.

By default, a new workbook file is created. If a file with the same name 
already exists, it’s overwritten. You can specify that a new worksheet be 

Figure 6-6:  
The choices 

you have 
when pro-
ducing an 
Excel file.
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created within the workbook file; however you must specify the name of the 
worksheet. If the worksheet name you choose already exists in the work-
book, the file that has it is overwritten. Alternatively, you can specify that 
the output be used to modify an existing worksheet within the workbook file. 
If you decide to specify the name of a worksheet, the name can’t exceed 32 
characters and shouldn’t include any special characters (anything other than 
numbers and letters).

Also, if you choose to modify a worksheet, you can specify where, in the 
existing worksheet, the new information is to be placed.

When you want to produce output, click OK in the Export Output dialog 
box, and a file is generated. Then you can load the file directly into Excel, as 
shown in Figure 6-7.

In this example, the output filename is excel, so the output file was named 
excel.xlsx.

Creating a Word document file
If you choose to output a Word document file, you have no graphic options 
to set because both text and graphics are included in one output file. The 
options you can choose from are shown in Figure 6-8: whether to include all 
layers of any tables that may be in the output, whether to include footnotes 
and captions, and how models are to be handled.

Figure 6-7:  
SPSS output 

as an Excel 
file.
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The Page Setup for Export button opens a dialog box that allows you to lay 
out the page size and margins of the output. It makes it possible to specify 
wrapping and shrinking to make things fit.

When you want to produce output, click Continue in the Export Output dialog 
box, and the file is generated. Then you can load the output file directly into 
Word, as shown in Figure 6-9.

In this example, the output filename is wordfile, so the output file was 
named wordfile.doc.

If the output file is in rich text format (RTF), it can be loaded and used by 
most word processors, including OpenOffice, StarOffice, and WordPerfect.

Figure 6-8:  
The choices 

you have 
in produc-

ing a Word 
 document.

Figure 6-9:  
SPSS output 

as a Word/
RTF file.



91  Chapter 6: Getting Data and Results out of SPSS 

Creating a PowerPoint slide document
A PowerPoint file includes only tables, graphs, and models, so you can 
produce a series of display slides that contain all your graphics. The basic 
options are shown in Figure 6-10.

The first options to set are the layers in pivot tables. Some pivot tables have 
more than two dimensions, and the other dimensions are presented as multi-
ple display layers. By setting this option, you can include or exclude layers in 
the PowerPoint slides. If you have a multilayered table, you’ll probably have 
to experiment with the setting and see what you get.

A pivot table can have multiple headings and footnotes, which you can 
choose to include or exclude. You can also choose to use the outline head-
ings as slide titles in your output.

Some results are presented as graphic models, but the view that appears 
onscreen isn’t the only one you can use. You have the option of including all 
views in the output, or showing only the view that is currently visible.

Your output will include only charts, graphs, and pivot tables; the rest of 
your data is ignored and doesn’t appear anywhere in the set of produced 
slides. Figure 6-11 displays the slide produced from the same SPSS Statistics 
Viewer data that was used in the previous example. If you need some text 
slides before or after your graphics, you have to add those yourself.

Figure 6-10:  
The 

options for 
 producing 

PowerPoint 
slides.
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In this example, the output filename is pptfile, so the output file was 
named pptfile.ppt.

Creating a PDF document
It’s becoming more common to place information on the Internet in a PDF 
format instead of an HTML format. Both are read‐only files, but a PDF gives 
the creator of the file more control over the document’s appearance when 
it’s displayed in a viewer. An HTML page is relatively freeform compared to 
a PDF file. With a PDF file, you can put your information on the Internet and 
have it seen the same way by every person who views it.

A PDF file contains both formatted text and graphics, so any PDF you output 
will look very much like the original data displayed in SPSS Statistics Viewer. 
PDF handles graphics in a standard way, so you don’t have the typical 
graphic options to set. Note, however, that you do have some other options, 
as shown in Figure 6-12.

You can elect to include bookmarks in the produced file. These bookmarks 
are important for larger files. They’re used by the viewer to simplify the pro-
cess of navigating through the file.

Embedding fonts ensures that the document will look the same on every 
computer. If the fonts aren’t embedded, the chosen font may not be available 
for display or print, in which case the substitute font could make the result-
ing display look quite different.

Figure 6-11:  
SPSS out-

put as a 
PowerPoint 

slide.
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You can set the layers in pivot tables. Some pivot tables have more than two 
dimensions, and the other dimensions are presented as multiple displayable 
layers. By setting this option, you can include or exclude layers in the PDF 
file. If you have a multilayered table, experiment with this setting until you 
get the results you want.

Using the default settings, SPSS produced a PDF file, shown in Adobe Acrobat 
in Figure 6-13.

Figure 6-12:  
The 

options for 
 producing a 

PDF file.

Figure 6-13:  
SPSS output 

displayed 
by Adobe 
Acrobat.
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Creating a Graphics File
Depending on the type of output data file you generate, you may need to 
select the file type and configuration settings for separate image files. When 
you produce such image files, you could get several of them — one for each 
image displayed in SPSS Statistics Viewer. And image files have options.

If you don’t have an immediate handle on the options you can use to gener-
ate your selected type of graphics file, experiment. Start with the defaults 
and make changes only if you need to. It doesn’t cost anything to try different 
combinations of options and decide on the settings you like.

For all image file types, you can specify the size in terms of a percentage of 
the original. The default is 100%, which means there is no change in the size 
of the image. The other options available (compression, number of colors, 
and so on) vary, depending on the file type.

Figure 6-14 is the dialog box used to set the options for a bitmap (.bmp) file. 
The size can be expanded up to 200% of the size displayed in SPSS Statistics 
Viewer. You can also choose to use compression to reduce the size of the  
file — the compression used won’t reduce the quality of the image.

Figure 6-15 is the dialog box used to set the options for an enhanced metafile 
(.emf). The only option is to adjust the size of the image.

Figure 6-16 is the dialog box used to set the options for an encapsulated 
postscript (.eps) file. You can set the size of the image in one of two ways — 
you can set it to be a percentage of the current size or you can set its width 

Figure 6-14:  
Options for 
configuring 
BMP files.

Figure 6-15:  
Options for 
configuring 

EMF files.
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as a number of points. (There are 72 points to an inch.) You can optionally 
choose to produce a TIFF along with the postscript image, in case you’re 
unable to display the postscript image. If the fonts are all available on the 
output device, you can simply include the font information. If the fonts aren’t 
available, a substitute will be chosen. Alternatively, you can choose to pres-
ent the fonts as a collection of graphics (curves).

Figure 6-17 is the dialog box used to set the options for a JPEG (.jpg) file. 
You can set the size, or you can choose to remove color from the image.

Figure 6-18 is the dialog box used to set the options for a PNG (.png) file. 
You can set the size as a percentage of the original. The color depth deter-
mines the maximum number of colors that can be used in the display. If the 
output is composed of fewer colors than appear in the original, the output is 
dithered to differentiate the graphics.

Figure 6-16:  
Options for 
configuring 

EPS files.

Figure 6-17:  
Options for 
configuring 
JPEG files.

Figure 6-18:  
Options for 
configuring 

PNG files.
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Figure 6-19 is the dialog box used to set the options for a TIFF (.tif) file. The 
option you can set is the size as a percentage of the original.

Creating a Web Report File
A web report is an interactive document that is compatible with most web 
browsers, including popular ones such as Chrome, Firefox, Internet Explorer, 
and Safari. Web reports allow the flexibility to see reports online and, unlike 
PDFs, are interactive.

A web report file contains both formatted text and graphics, so any web 
report you output will look very much like the original data displayed in SPSS 
Statistics Viewer. Web report files handle graphics in a standard way, so you 
don’t have the typical graphic options to set. Note, however, that you do 
have some other options, as shown in Figure 6-20. Web reports come in two 
formats: SPSS Web Report (HTML5) and Cognos Active Report (.mht).

Figure 6-19:  
Options for 
configuring 

TIFF files.

Figure 6-20:  
Options for 

producing a 
web report.
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Figure 6-21 shows the interactive HTML5 Web Report file using Internet 
Explorer. The interactive menu bar on the left side of Figure 6-21 allows you 
to click through the Log, Notes, and Graph portions of the web report.

Figure 6-21:  
An interac-

tive web 
report 

shown in a 
browser.



More About Defining Your Data
In This Chapter

 ▶ Understanding the special properties of dates and times

 ▶ Creating multiple response sets

 ▶ Copying variable definitions from another file

W 
ithout a definition, a number serves no purpose. For example, the 
number 3 could have entirely different meanings. It could be a 

number of miles, or an answer to a multiple‐choice question, or the number 
of jelly beans in your pocket.

The data type is more than just a tag — it determines how the value can be 
manipulated. For example, date arithmetic (the distance in time between two 
dates) would be a nightmare to do without help. You would have to take into 
account leap years, and you may even have to worry about whether a day is 
a business day. So, it isn’t enough to merely declare that something is a date, 
as we do in Chapter 4. You have to make sure that the date is in the proper 
date format. As soon as you do that, you can take advantage of special menus 
for manipulating dates.

Multiple‐response variables — those “check all that apply” questions on 
 surveys — are another kind of variable type that needs extra attention. Again, 
when you do it properly, you can use a special menu dedicated to this type of 
variable. Finally, all this data definition stuff can be time consuming, so there 
is a special shortcut menu for copying your definition work from one dataset 
to another.

Working with Dates and Times
Calendar and clock arithmetic can be tricky, but SPSS can handle it all for 
you. Just enter the date and time in whatever format you specify, and SPSS 
converts those values into its internal form to do the calculations. Also, SPSS 
displays the date and time in your specified format, so it’s easy to read.

Chapter 7
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SPSS understands the meaning of slashes, commas, colons, blanks, and 
names in the dates and times you enter, so you can write the date and time 
almost any way you’d like. If SPSS can’t figure out what you’ve typed, it clears 
away what you typed and waits for you to type something again.

Internally, SPSS keeps all dates as a positive or negative count of the number 
of seconds from a zero date. Here’s a bit of trivia for you. The zero date 
in SPSS is the birth of the Gregorian calendar in 1582. No kidding! You can 
choose a display format that includes or excludes the time, but the informa-
tion is always there. You can even change the display format without loss of 
data. If the time isn’t included in the data you enter, SPSS assumes zero hours 
and minutes (midnight).

You determine the data type for each variable on the Data View tab of the Data 
Editor window. The type is chosen from the list of types shown in Figure 7-1. 
On the right, you select a format. SPSS uses this format to interpret your input 
and to format the dates for display.

SPSS uses the format you select for both reading your input and formatting 
the output of dates and times.

The Columns setting of the date variable on the Variable View tab of the Data 
Editor window is important. The column width determines the maximum 
number of characters that can be displayed. If you choose a format that is 
too narrow to fit, the date will show up only as a row of asterisks.

The available formats are defined as a group and change according to the 
variable type. For example, the Dollar type has a different list of choices from 
those offered for the Date type.

The list of format definitions you have to choose from are constructed by 
combining the specifiers listed in Table 7‐1. Format definitions look like 
mm/dd/yy and ddd:hh:mm.

Figure 7-1:  
Select the 
data type 

and the 
 format.
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Table 7-1 Specifiers in Date and Time Formats

Specifier Means
dd A two‐digit day of the month in the range 01, 02, . . . , 

30, 31.

ddd A three‐digit day of the year in the range 001, 002, . . . , 
364, 365.

hh A two‐digit hour of the day in the range 00, 01, . . . , 
22, 23.

Jan, Feb, . . . The abbreviated name of the month of the year, as in 
JAN, FEB, . . . , NOV, DEC.

January,  
February, . . .

The name of the month of the year, as in JANUARY, 
FEBRUARY, . . . , NOVEMBER, DECEMBER.

mm When adjacent to a dd specifier in a format, a two‐
digit month of the year in the range 01, 02, . . . , 11, 12.  
When adjacent to an hh specifier in a format, a two‐
digit specifier of the minute in the range 00, 01, . . . , 
58, 59.

mmm A three‐character name of a month, as in JAN,  
FEB, . . . , NOV, DEC.

Mon, Tue, . . . The abbreviated name of the day of the week, as in 
MON, TUE, . . . , SAT, SUN.

Monday,  
Tuesday, . . .

The name of the day of the week, as in MONDAY, 
TUESDAY, . . . , SATURDAY, SUNDAY.

q Q The quarter of the year, as in 1 Q, 2 Q, 3 Q, or 4 Q.

Ss Following a colon, the number of seconds in the 
range 00, 01, . . . , 58, 59. Following a period, the 
number of hundredths of a second.

ww WK The one‐ or two‐digit number of the week of the year 
in the range 1 WK, 2 WK, . . . , 51 WK, 52 WK. Note: 
Although week numbers can be either one or two 
digits, the numbers always line up when printed in 
columns because SPSS inserts a blank in front of 
single‐digit numbers.

yy A two‐digit year in the range 00, 01, . . . , 98, 99. The 
assumed first two digits of the four‐digit year this 
represents are determined by the configuration 
found at Edit ➪ Options ➪ Data.

yyyy A four‐digit year in the range 0001, 0002, . . . , 9998, 
9999.
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You can go back and change the format of a date variable at any time with-
out fear of losing information. For example, you could enter the data under 
a format that accepted only the year, month, and day, and then change the 
format to something that contains only the hours and minutes. The format 
may not display all the information you entered (in fact, in this case, it 
won’t), but when you change the format back to something more inclusive, 
all your data is still there.

To enter data, choose a format — any format — that contains all the data you 
have. You can later change to a more limited format that displays only the 
information you want. But you can’t go the other way. If you later choose a 
format that doesn’t leave parts out, you see the defaults that were inserted 
by SPSS when you entered the data.

Using the Date Time Wizard
If you have dates that have been properly declared, you can easily do numer-
ous types of calculations. Just follow these steps:

1. Open the nenana2.sav dataset.

This dataset is similar to the nenana.sav dataset except that a date 
time stamp has been created using the original variable, just like the dem-
onstration in Chapter 3.

2. Choose Transform➪Date and Time Wizard.

The window shown in Figure 7-2 appears.

Figure 7-2:  
The Date 
and Time 

Wizard.
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3. Select the Extract a Part of a Date or Time Variable radio button, and 
click Continue.

4. Choose DateTime as the Date or Time variable and Day of Week as the 
Unit to Extract (see Figure 7-3), and click Continue.

5. Call the Result Variable the new name Day_of_Week2, and click Done.

You can check your work against Figure 7-5, if you like, but we’ll do a 
second calculation now. Figure 7-5 shows both calculations.

6. Return to Transform➪Date and Time Wizard.

The window shown in Figure 7-2 appears again.

7. Select the Calculate with Dates and Times radio button this time, and 
click Continue.

8. Choose Current Date and Time [$TIME] as Date1 and DateTime as the 
Date2.

9. Select the Retain Fractional Part radio button, and click Continue.

10. Call the Result Variable the new name Years_Since2, and click Finish.

The selections are shown in Figure 7-4.

Figure 7-3:  
Extracting 

Day of 
Week.
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11. Check your work against Figure 7-5.

Figure 7-4:  
 Date 

 subtraction.

Figure 7-5:  
Dataset with 
calculations 

added.
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Creating and Using a Multiple‐ 
Response Set

A multiple‐response set is much like a new variable made of other variables 
you already have. A multiple‐response set acts like a variable in some ways, 
but in other ways it doesn’t. You define it based on the variables you’ve 
already defined, but it doesn’t show up on the Variable View tab. It doesn’t 
even show up when you list your data on the Data View tab. But it does show 
up among the items you can choose from when defining graphs and tables.

The following steps explain how you can define a multiple‐response set, but 
not how you can use one — that comes later when you generate a table or 
a graph. Also, there are two Multiple Response menus: The one in the Data 
menu is for tables and graphs; the one in the Analyze menu is for using spe-
cial menus that you see in this example.

A multiple‐response set can contain a number of variables of various types, 
but it must be based on two or more dichotomy variables (variables with just 
two values — for example, yes/no or 0/1) or two or more category variables 
(variables with several values — for example, country names or modes of 
transportation). For example, suppose you have two dichotomy variables 
with the value 1 defined as “no” and the value 2 defined as “yes.” You can 
create a multiple‐response set consisting of all the cases where the answer 
to both is “yes,” where the answer to both is “no,” or whatever combination 
you want.

Do the following to create a simple multiple‐response set:

1. Open the Apples and Oranges.sav dataset.

Note four dichotomous variables that have 1 for Yes and 0 for No as their 
possible answers, as shown in Figure 7-6.

2. Choose Analyze➪Multiple Response➪Define Variable Sets.

Your variables appear in the Set Definition area. If you previously defined 
any multiple datasets, they appear in the list on the right.

3. In the Set Definition list, select each variable you want to include in 
your new multiple dataset, and then click the arrow to move the selec-
tions to the Variables in Set list.

4. In the Variable Coding area, select the Dichotomies option and specify 
a Counted Value of 1.

5. Select a Set Name and (optionally) a Set Label.
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6. Click Add.

The new multiple‐response set is created and a dollar sign ($) is placed 
before the name, as shown in Figure 7-7. The dollar sign in the filename 
identifies the variable as a multiple‐response set. The new name will 
appear in two special menus in the Analyze menu.

There are other applications of multiple response as well, notably in 
the menus of the Custom Tables module, but you have to define those 
 multiple‐response sets in the Data menu. Having two menus for declaring 
this variable type can be a little confusing if you don’t realize this.

7. Click Close.

8. Choose Analyze➪Multiple Response➪Frequencies.

The new special variable should appear.

9. Move the $Fruit variable into the Table(s) For area, as shown in 
Figure 7-8.

10. Move the $Fruit variable into Table(s) For area.

The new special Frequencies report appears in the output window, as 
shown in Figure 7-9.

This may look confusing at first, but it’s really pretty easy. Ten people bought 
24 pieces of fruit. Nine pieces of fruit were apples — 37.5% of the fruit. Nine 
out of ten people bought apples — 90% of the people. So, the difference is the 
denominator:  or . What makes this table special is that what you usually 
care about is the people with multiple responses. In other words, how many 
people shopping at the store are going to buy apples along with other things 
that they might buy? This table is the only one that easily displays them both 
ways.

Figure 7-6:  
The vari-
ables are 
nominals 
with pos-

sible values 
of 1 and 
0, which 

have been 
labeled Yes 

and No, 
respec-

tively.
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Figure 7-7:  
The window 
showing the 

complete 
definition.

Figure 7-8:  
The Multiple 

Response 
Frequencies 

dialog box.
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If multiple‐response sets are a common variable type for you, you should 
consider trying to get the Custom Tables module because it offers lots 
of options for this kind of variable. You can read more about modules in 
Chapter 22.

Copying Data Properties
Suppose you have some data definitions in another SPSS file, and you want 
to copy one or more of those definitions but you don’t want the data. SPSS 
enables you to choose from several files and copy only the variable defini-
tions you want into your current table.

If you have a variable of the same name defined in your table before you 
execute the copy, you can choose to change the existing variable definition 
by loading new information from another file. The copied definition simply 
overwrites the previous information. Otherwise, the copying procedure  
creates a new variable.

The following steps show you how to copy data properties:

1. Choose Data➪Copy Data Properties.

The Copy Data Properties – Step 1 of 5 window, shown in Figure 7-10, 
appears.

2. Make sure the An External SPSS Statistics Data File radio button is 
selected.

3. Click the Browse button, locate the file from which you want to copy 
variable definitions, and then click Open.

The name of the selected file appears next to the Browse button.

4. Click Next.

Figure 7-9:  
The Multiple 

Response 
Frequencies 

table.
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5. Select the variables you want.

Figure 7-11 displays the variable names that match in the source and 
 destination. In the example, all three are selected, but you can turn the 
selection of each one on and off. Just put the mouse pointer on the one 
you want to select or deselect, hold down the Ctrl key, and click.

Figure 7-10:  
Select the 

file you 
want to 

use as the 
source of 

variable 
definitions.

Figure 7-11:  
Select the 

source vari-
able names 

you want 
to use for 

 definitions.
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6. To use the variables you’ve selected, click Next.

If you want to copy the complete definitions of all the variables you’ve 
selected and completely overwrite what you have, you can click Finish. 
Clicking the Next button, as in this example, allows you to be more spe-
cific about which parts of the variable definitions you want to copy.

7. Choose the properties of the existing variable definitions that you 
want to copy to the variables you’re modifying.

In Figure 7-12, everything is selected by default, but you can skip any 
parts you don’t want by deselecting them. These selections apply to all 
variables you’ve chosen. If you want to handle each variable separately, 
you’ll have to run through this entire procedure again for each one, 
selecting different variables each time.

8. Click Next to be able to select from a list of variable properties.

If you’re satisfied with your choices, you can click Finish to complete the 
process. Clicking Next, as in this example, makes it possible for you to 
select from a list of available properties to be copied.

Figure 7-12:  
Select 
which 

attributes 
you want to 

copy.
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9. Choose any properties made available in the dialog box shown in 
Figure 7-13.

Depending on the variable type, different properties are available to 
be copied. As shown in Figure 7-13, the properties not available appear 
grayed out. By default, none of them is selected.

10. Click Next to move to the final dialog box.

As shown in Figure 7-14, the screen displays the number of existing vari-
able definitions to be changed, the number of new variables to be cre-
ated, and the number of other properties that will be copied. You can 
elect to have the action take place immediately or have the set of instruc-
tions saved as a Command Syntax script so you can execute them later. 
(Part VII describes using the Syntax language.)

11. Decide whether to execute the commands now or later.

You can click Finish to have the copy procedure execute immediately.

12. Click Finish.

Using the basic variable types and the property descriptions you can add, 
you should be able to concoct any type of variable you need.

Figure 7-13:  
Attributes 
other than 

variable 
definitions 

can be 
 copied from 
the source.
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Figure 7-14:  
Choose to 

execute the 
commands 
or save the 
commands 

for later 
execution.



Part I
Messing with Data in SPSS

Part III

 Find out about the aggregate procedure in an article at www.dummies.com/ 
extras/spss.

http://www.dummies.com/extras/spss
http://www.dummies.com/extras/spss


In this part . . .
 ✓ Transform your data into the form that you need it.

 ✓ Discover all the best shortcuts and manipulate your data 
efficiently.

 ✓ Find out all about the Compute Variable menu, one of the most 
important menus in SPSS.

 ✓ Combine data files efficiently.



The Transform and Data Menus
In This Chapter

 ▶ Sorting your cases in different ways

 ▶ Using some data (and not other data) with Select and Split

 ▶ Combining counting and case identifying

 ▶ Recoding variable content to new values

 ▶ Grouping data in bins

A 
fter you get your raw data into SPSS, you may find that it contains errors 
or that it isn’t organized the way you’d like. A way to alleviate these 

problems is by making modifications to your data, configuring the values into 
a form that’s easier to work with and read. This chapter contains some meth-
ods you can use to modify your data without losing any information.

A related problem is that you may want to analyze only some of your data, 
or you may want to perform the analysis more than once. For example, you 
may want to do a separate analysis for new customers and established cus-
tomers. You may even want to select the good complete data and avoid the 
incomplete messy data. It’s all about massaging the data after it’s in SPSS and 
making it ready to work for you.

Sorting Cases
You can change the order of your cases (rows) so they appear in just about 
any order you want. You sort them by comparing the values you entered for 
your variables. The following example uses the Cars.sav dataset. We sort 
with two variables, or sort keys. The initial sort of the data will simply be by 
Car ID.

You don’t need to limit your sorting to one or two sort keys. You can have a 
third and fourth key, or more, if necessary, but these keys come into effect 
only when the keys sorted before them hold identical values. In most cases, 
two sort keys are plenty to get what you want.

Chapter 8
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You can sort based on variables of any type simply by selecting the variables 
as keys. For example:

1. Choose File ➪ Open ➪ Data and open the Cars.sav file.

The result is the presentation of a collection of apparently unsorted 
cases shown in Figure 8-1.

2. Choose Data ➪ Sort Cases.

The dialog box is shown in Figure 8-2.

3. Choose the variables Country of Origin and Horsepower, in that order.

The result is shown in Figure 8-3.

Figure 8-1: 
The data 

unsorted, as 
it’s loaded 

directly from 
the data file.

Figure 8-2: 
The data 
sorted by 

horsepower.
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Sorting data is strictly for the way you want it to appear in the table. The 
order in which the data is displayed never affects the analysis. You can get a 
quick sense of what’s going on by sorting your data, but in the end, it isn’t a 
substitute for a proper analysis in the output window.

The order of the sort keys is important. In the preceding example, if 
Horsepower had been chosen as the first key and Country of Origin as 
the second, we would’ve gotten different results.

If you need to sort using only one variable, you can just right‐click the 
column name.

Selecting the Data You Want to Look At
A very powerful way of manipulating your data is to turn some data “off,” 
while leaving other data “on.” In this example, we analyze just European cars, 
without having to delete anything. SPSS even makes it easy to keep track of 
what’s being counted, averaged, analyzed, and so on, and what’s turned “off.”

1. Choose File ➪ Open ➪ Data and open the Cars.sav file.

If Cars.sav is already open, that’s fine, but we’ll be starting with the 
data sorted on Car ID.

2. Choose Data ➪ Sort Cases.

3. Choose the variable Car ID.

Now that the data has been sort on Car ID, we can select the European 
cars so we can do our analyses just on them.

4. Choose Data ➪ Select Cases.

The dialog box is shown in Figure 8-4.

Figure 8-3: 
The data 

sorted 
alpha

betically 
by Country 

of Origin 
and then 

by Horse
power.
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5. Select the If Condition Is Satisfied radio button and then click the If 
button (refer to Figure 8-4).

You’re taken to the dialog box in Figure 8-5.

Now we can specify the selection criteria.

6. Type country_of_origin = 2, in the expression box and then click OK.

We have just told SPSS that we want to only select those cases that have 
a value of 2 on the variable country of origin. It’s important that you type 

Figure 8-4: 
The Select 
Cases dia

log box.

Figure 8-5: 
The If dialog 

box.
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the number 2, and not “European” because the actual stored value is 2 
and the labeled data is “European.”

Figure 8-6 shows the final result. Note the slashes over some of the Row 
IDs. This shows that the American cars are being ignored (for the time 
being) and that only the European cars are being analyzed.

From this point forward, every piece of output that you generate will use 
only the European cars until you turn the Select off. There is a button to 
return to All Cases in the original menu (refer to Figure 8-4.)

You should always use values and labels for your category values, as is 
done with the Country of Origin variable in this dataset. This is the way SPSS 
likes it, and you don’t want to make SPSS grumpy, do you? Try typing in just 
strings, and you’re likely to get some errors and random happenings. SPSS’s 
bad mood could soon become your own. Use values and labels to keep 
 everyone happy.

If you wanted to select complete data on a variable (horsepower, for 
example) you can use the following phrase in the IF formula area: 
not(missing(horsepower)).

Sometimes the values like 1, 2, and 3 are showing in the data window, and 
sometimes the labels like American, European, and Japanese are showing. 
There is an easy way to switch back and forth. The button shown in Figure 8-7 
appears in the toolbar in the data window. It toggles back and forth between 
values and labels.

Figure 8-6: 
The data 

sorted, 
indicating 

selected 
and 

unselected 
cases.
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Splitting Your Data for Easier Analysis
Under some conditions, you can use an even more powerful version of what 
we’ve just illustrated with SELECT. For instance, sometimes you might want 
to run a series of analyses on one group of cases, and then you can select 
another group of cases and rerun the same analyses on them. The Split file 
procedure allows you to select each group in turn, one at a time, and run all 
your analyses on each separate group.

1. Choose File ➪ Open ➪ Data and open the Cars.sav file.

If Cars.sav is already open, that’s fine, but we’ll be starting with the 
data sorted on Car ID. Make sure that the SELECT in the last example has 
been turned off by returning your SELECT status to All Cases.

2. Choose Data ➪ Split File.

The dialog box is shown in Figure 8-8.

3. Choose Country_of_Origin as the Compare Groups variable and 
click OK.

Your data window won’t have slashes as in the case of SELECT. Until we 
run some output, it won’t be clear that anything has changed.

Figure 8-8: 
Completed 

Split File 
dialog box.

Figure 8-7: 
The dataset 

toolbar 
button for 

toggling 
between 

values and 
labels.
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4. Choose Analyze ➪ Descriptive Statistics ➪ Frequencies.

5. Choose Number of Cylinders and click OK.

The resulting output, shown in Figure 8-9, is broken down by Country of 
Origin. We can stay in this mode as long as we like. Spending hours with a 
SPLIT on is not unheard of when producing tables, charts, and statistics 
for each of your groups.

It’s important when you’re done with your SPLIT (or a SELECT) that 
you turn them off. The option to turn off your SPLIT is the Analyze All 
Cases, Do Not Produce Groups radio button in the original menu shown 
in Figure 8-8.

In the far bottom right of the data window there is an indicator that tells you 
whether you currently have a SPLIT or SELECT operation turned on.

Counting Case Occurrences
If your data is being used to keep track of multiple similar occurrences — 
such as people who subscribe to any combination of three different maga-
zines, or eggs produced with something other than a single yolk — you 
can automatically generate a count of the occurrences for each case. SPSS 
automates the process of creating a new variable and counting the values for 
you. You specify what value(s) cause a variable to qualify, and SPSS counts 
the number of qualifying variables from among those you choose. You must 
have a number of variables that all normally take the same range of values. 
For example, if you have a number of expenses for each case, you could have 
SPSS count the number of expenses that exceed a certain threshold.

Figure 8-9: 
The results 

of the 
 FRE QUEN  
CY while 

in SPLIT 
mode.
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In the following example, people are listed as subscribers or nonsubscribers 
to three magazines, which are named simply mag1, mag2, and mag3. The fol-
lowing steps generate a total of the number of subscriptions for each person:

1. Choose Open ➪ File ➪ Data and open the magazines.sav file.

This file can be downloaded from the book’s companion website at 
www.dummies.com/go/spss. The screen shown in Figure 8-10 appears.

2. Choose Transform ➪ Count Values Within Cases.

The screen shown in Figure 8-11 appears.

3. Select the name of every variable you want to use in the count, and 
then click the arrow to move them from the panel on the left to the 
panel on the right labeled Variables. Give your new variable a name.

Figure 8-10: 
Each maga
zine has the 
value 1 for 

a subscriber 
and 0 for 

a nonsub
scriber.

Figure 8-11: 
The 

initial value‐
counting 
window.

http://www.dummies.com/go/spss
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This operation works only with numerics because it must perform 
numeric matches on the values. If you want, you can come up with 
both a name and a label to be assigned to the variable that this pro-
cess creates. In this example, the name is count and the label is 
Count of subscriptions, as shown in Figure 8-12.

4. Click the Define Values button.

The window shown in Figure 8-13 appears. In this window, we’ve decided 
to count, from among the selected variables, those with the numeric value 
of 1 — which in our example is the value that signifies a subscription.

As you can see in the figure, the total can also be based on missing values 
and ranges of values. In the ranges, you can specify both the high and low 
values, or you can specify one end of the range and have the other end be 
either the largest or the smallest value in the set. In fact, you can select a 
number of criteria, and SPSS will check each variable against all of them.

Figure 8-12: 
The chosen 
variables to 
be counted, 

and the 
name of 
the new 
 variable.

Figure 8-13: 
Define the 

criteria that 
determine 

which 
values are 
included in 
the count.
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5. Select a criterion value you want to use, and then click the Add button 
to move it to the panel on the right labeled Values to Count. Repeat as 
needed to define all your criteria.

The new variable will contain a count of the variables that you named 
that have a value that matches at least one of the criteria you specified. 
Each case is counted separately.

6. Click Continue.

You return to the Count Occurrences of Values within Cases screen (refer 
to Figure 8-11).

7. Click If.

The window shown in Figure 8-14 appears.

8. Define your expression.

By default, all cases are included, but you can specify criteria here to 
exclude some cases. To do so, select the Include If Case Satisfies Condition 
option and, in the text box below, define an expression that specifies the 
values you want to accept. Then only the values for which the expression 
is true are considered as candidates for a count greater than 0. You can 
use any of the variables in the expression. And by using the number pad, 
the operator buttons, and the function selection, you can construct any 
expression you want. 

Figure 8-14: 
Define 

arithmetic 
expressions 

that deter
mine which 

values are 
included in 
the count.
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9. Click the Continue button to have SPSS accept your definition. 
Otherwise (as we did for this simple example), click Cancel and all 
cases are considered.

10. Click the OK button and the new field, along with its counts, is 
 generated.

The result is the new variable named count, as shown in Figure 8-15.

Recoding Variables
You can have SPSS change specific values to other specific values according 
to rules you give it. You can change almost any value to anything else. For 
example, if you have Yes and No represented by 5 and 6, you could recode 
the values into 1 and 2. You can recode the values in place without creating a 
new variable, or you can create a new variable and recode values into it. You 
may want to do this to correct errors or to make the data easier to use.

When you’re recoding values without creating a new variable to receive the 
new numbers, be sure you store a safety copy of your data before you start. 
Changes to your data can’t be automatically reversed; you could destroy 
information. For this reason, avoid Recode into Same Variables unless you’re 
sure that you want to use it. The main reason to consider it is if you want 
to change a bunch of variables all at once. Better to stick with Recode into 
Different Variables.

Figure 8-15: 
A new 

variable 
containing 

the total 
number of 
subscrip
tions per 

case.
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Recoding into different variables
Maybe you don’t want to overwrite the existing values, but you’d like to have 
the recoded data available. This is always a safe way to recode. You can 
always delete the original later if you don’t need it. The following steps create 
the recoded values and are stored in a new variable:

1. Load the rsvp.sav dataset, as shown in Figure 8-16, and choose 
Transform ➪ Recode into Different Variables.

2. In the left panel, select the Response variable holding the values you 
want to change. Using the arrow in the center, move the variable 
name to the panel in the center.

3. On the right, in the Output Variable area, enter a name (attending) 
and label (Attending or not) for a new variable.

For the output variable, you can choose a new variable name (so a new 
variable is created) or choose an existing variable name and have its 
values overwritten.

4. Click the Change button and the output variable is defined, as shown 
in Figure 8-17.

5. Click the Old and New Values button.

Figure 8-16: 
The rsvp. 
sav data 

file.
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6. Define the recoding.

Enter an existing value into the Old Value text box and the value you 
want it to become in the New Value text box. Then click the Add button 
to add them to the Old‐‐>New list (as shown in Figure 8-18). Be sure to 
map all values — even the ones that don’t change — because you’re 
 creating a new variable and it has no preset values.

7. Click Continue.

8. Click OK.

The results appear, as shown in Figure 8-19. Notice that the numbers all 
have two digits to the right of the decimal point. This may or may not 
be what you want, but the new variable was created automatically, and 
that’s part of the default.

Figure 8-17: 
Name the 

variable to 
receive the 

recoded 
values.

Figure 8-18: 
All pos

sible values 
recoded 

for a new 
 variable.
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Automatic recoding
Automatic recoding converts values into something you can use in computa-
tions. For example, if you have a list of automobile names, automatic recod-
ing converts those names into numbers so you can perform an analysis on 
the pattern of numbers. Automatic recoding gives you a numeric handle on 
data that could otherwise elude analysis.

To perform automatic recoding, you select options and set the names in a 
single dialog box. To see an example of automatic recoding in action, follow 
these steps:

1. Load rsvp.sav (refer to Figure 8-16).

2. Choose Transform ➪ Automatic Recode.

The Automatic Recode dialog box appears.

3. In the panel on the left, select the name of the variable you want to 
recode. Then click the arrow in the middle to move the variable to the 
panel on the right.

4. In the New Name text box, enter the name of the variable to receive 
the recoded values.

5. Click the Add New Name button.

The name you entered appears in the panel above the new name, as 
shown in Figure 8-20.

Figure 8-19: 
Values 

recoded into 
a new vari

able.
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6. Click OK.

Recoding takes place. The result is similar to that shown in Figure 8-21, 
where the new variable is named index.

The values in the new variable, index, come about from sorting the values of 
the original variable and then assigning numbers to them in that order. If the 
input values are a string of characters instead of the digits of numbers, the 
strings are sorted alphabetically (well, almost: uppercase letters come before 
lowercase).

Figure 8-20: 
The dialog 

box for 
automatic 
recoding.

Figure 8-21: 
The result 

of auto
matically 
recoding 

name into 
index.
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In the Automatic Recode window (refer to Figure 8-20), you can see the choice 
for recoding the values with new numbers that start with either the lowest 
value or the highest value. The new numeric values will be the same either 
way; they’re just assigned in the opposite order.

At the bottom of the Automatic Recode window are two choices for the creation 
of a template file. This is so you can save a file — called a template file — that 
holds a record of the recoding patterns. That way, if you need to recode more 
data with the same variable names, the new input values will be compared 
against the previous encoding and be given appropriate values so that the two 
data files can be merged and the data will all fit. For example, if you have brand 
names or part numbers in your data, the recoding will be consistent with the 
original values because it will be assigned the same  pattern of recoded values.

Binning
If you’re using a scale variable that contains a range of values, you can create 
groups of those values and organize them into bins. For example, you could 
use the ages of a number of people and put each one in its own bin — one 
bin for ages 0 to 20, another bin for ages 21 to 40, and so on. You can specify 
the size and content of bins in several ways. The actual binning process is 
 automatic.

The following steps take you through an example of the binning process by 
dividing salaries into bins:

1. Choose File ➪ Open ➪ Data and load the salaries.sav file.

This file is available for download as described in the introduction. This 
file contains a list of ID numbers with a salary for each one, as shown in 
Figure 8-22.

2. Choose Transform ➪ Visual Binning.

The dialog box shown in Figure 8-23 appears.

3. Select Current Salary in the panel on the left; then click the arrow 
in the center of the window to move the name of the variable to the 
panel on the right.

4. Click Continue.

A bar graph displaying the range of values of the salaries appears in the 
center, as shown in Figure 8-24.

5. Click the Make Cutpoints button.

A dialog box appears; here you can specify the size of each bin and the 
number of bins.



131  Chapter 8: The Transform and Data Menus

Figure 8-22: 
A list of 

employee 
ID numbers 

and the 
salaries cor

responding 
to them.

Figure 8-23: 
Select the 

name of the 
variable to 
be binned.

Figure 8-24: 
How the 

binning will 
be done.
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6. Select the points at which you want to have the data cut into parts to 
create the bins.

In this example, we divided the data into even percentiles of numbers 
of cases — that is, each bin will contain the same number of cases, as 
shown in Figure 8-25. Notice that four cutpoints divide the data into five 
bins, each holding 20% of the cases. We could’ve chosen to divide the 
data into equal‐width intervals — that is, each bin would contain a range 
of the same magnitude, which would put different numbers of cases in 
each bin. Also, the cutpoints could have been based on standard devia-
tions, which would create two cutpoints, dividing the data into the three 
bins — one each of low, medium, and high capacity.

7. Click the Apply button, and the cutpoints appear as vertical lines on 
the bar graph, as shown in Figure 8-26.

You may click the Make Cutpoints button repeatedly and cut the data 
different ways until you get the cutpoints the way you like. Any new cut-
points you define replace any previous ones.

8. Enter a name for a new variable to contain the binning information.

You enter the name in the Binned Variable text box. The default label for 
the new variable appears in the text box to the right of the name. You can 
change this if you want. The bins are created and numbered from 1 to 5, 
but if you select the Reverse Scale option (in the lower‐right corner), the 
numbering will be from 5 to 1.

Figure 8-25: 
Specify how 

you want 
the data 

divided into 
bins.
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9. Click OK.

The new variable is created and filled with the bin values, as shown in 
Figure 8-27.

The binning is now complete and you can use the new data for further analy-
sis. One thing you can do quickly and easily is display a summary of the con-
tents of your bins. Simply follow these steps:

1. With the window in Figure 8-27 still on the screen, choose 
Transform ➪ Optimal Binning.

2. Select variable names on the left and click the arrow buttons to move 
the variables. Move Current Salary to Variables to Bin and move 
Current Salary (binned) to Optimize Bins with Respect To, as shown  
in Figure 8-28.

Figure 8-26: 
A bar graph 
of the data 

with cut
points for 

binning.

Figure 8-27: 
The new 
variable 
contain

ing the bin 
 numbers.
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The variable in the Optimize Bins with Respect To text box doesn’t have 
to be a variable from a previous binning operation. It can be any variable 
that contains a collection of values sufficient for being separated into bins.

3. Click OK.

The output is generated, as shown in Figure 8-29.

Any variable with properly distributed values can be used as the basis of 
optimal binning. In Figure 8-29, the numbers 1 through 5 across the top are 
the values of the new binning variable created and stored as part of the data. 
The numbers 1 through 5 down the left of the graph are the result of the new 
binning action. The chart lets you see clearly the range of values that make 
up each bin.

Figure 8-28: 
Select the 

bin variable 
and the 

optimizing 
variable.

Figure 8-29: 
The output 

from optimal 
binning.



Using Functions
In This Chapter

 ▶ Getting acquainted with the Compute Variable menu

 ▶ Focusing on functions

 ▶ Using the LENGTH function

 ▶ Working with the ANY function

 ▶ Making the MEAN function work for you

T 
he Compute Variable dialog box (shown in Figure 9-1) is found in the 
Transform main menu and is one of the most important dialog boxes in 

all of SPSS. Why? Inside this dialog box are dozens and dozens of different 
functions that perform all kinds of different calculations. This is where you go 
to make new variables out of existing ones. If you don’t have much program-
ming experience, it may seem a little tricky, at first. But don’t worry — in this 
chapter, we give you the information you need.

On the right side of Figure 9-1, you see a series of menus with lists and lists 
of functions. If you use spreadsheet software like Microsoft Excel or Apple 
Numbers, you may have encountered functions much like these. Here’s just a 
sampling of the kinds of functions that you’ll find:

 ✓ Arithmetic functions

 ✓ Statistical functions

 ✓ String functions

 ✓ String/numeric conversion functions

 ✓ Date and time functions

 ✓ Random variable and distribution functions

 ✓ Missing value functions

 ✓ Logical functions

Chapter 9
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When you click a function group, like All (refer to Figure 9-1), you see a list of 
the functions that belong to that function family. In this chapter, we investi-
gate just three of these functions, but a diverse three. The idea is to give you a 
sense of the different kinds of things you can do, and to introduction you to the 
function help. For all three examples, we use the Web Survey.sav dataset.

The LENGTH Function
At the end of the Web Survey in Web Survey.sav, there is an open‐ended 
comment. These kinds of questions often prompt a generic answer like “Not 
at this time” or “None,” but sometimes the responses can be quite useful. The 
goal is to identify, as simply as possible, if the respondent provided a comment 
at all. That way, we won’t clog up our report with lots of blank rows. When 
analyzing the answers, we can easily select only those folks who provided a 
 comment. The LENGTH function is pretty easy, so it’s a good place to start.

1. Open the Web Survey.sav dataset.

You may stumble upon Web Survey 2.sav. That’s what the dataset 
should look like at the end of the chapter.

2. Choose Transform ➪ Compute Variable.

3. Choose String in the Function Group area in the upper right, and then 
choose the LENGTH function.

4. Either drag LENGTH into position in the editing area at the top, or click 
the up‐arrow button on the right.

The window should look like Figure 9-2.

Figure 9-1: 
The 

Compute 
Variable 

dialog box.
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5. Either drag Comment into position, replacing the question mark, or 
click the right‐arrow button on the left.

Making progress. You could just click OK, but let’s take a moment to read 
the function Help at the bottom of the screen. This is visible whenever 
you click the Function name (as in Figure 9-2). Onscreen you have to 
scroll to read it, but the complete text is as follows:

LENGTH. LENGTH(strexpr). Numeric. Returns the length of 
strexpr in bytes, which must be a string expression. For string 
variables, in Unicode mode this is the number of bytes in each 
value, excluding trailing blanks, but in code page mode this is 
the defined variable length, including trailing blanks. To get the 
length (in bytes) without trailing blanks in code page mode, use 
LENGTH(RTRIM(strexpr)).

Whoa! That’s a handful, but it all means something. The first word is 
the name of the function. The second part — LENGTH(strexpr) — is not 
being repetitive. It’s trying to show you the grammar of the command. 
You have to give it a string expression in parentheses.

Next, the word Numeric means that what it’s going to give back to you is, 
well, a numeric. This little pattern is repeated in every single function. 
The rest, in the form of sentences, isn’t always easy to read, but the first 
little part is half the battle.

So, in this case, we give it a word, and it gives us a number. Let’s try it.

6. Give the new variable the new name Length and verify that your 
screen looks like Figure 9-3.

Figure 9-2: 
The 

Compute 
Variable 

dialog box 
with the 
LENGTH 

function 
chosen.
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7. Click OK.

In the data window, you should find a new variable, Length, listing sev-
eral numbers. Glance at the original Comment variable. Doug, Jack, and 
Georgia did not leave comments, so they should have a zero value.

The ANY Function
When analyzing data, it’s often useful to identify people who meet certain 
criteria. For example, you may want to identify employees who have high 
 performance ratings (to keep them in mind for future job openings) or you 
may want to identify customers who gave your company a low satisfaction 
rating (to see how you can improve their experience). The ANY function 
allows you to identify cases that meet the criteria you specify across a series 
of variables.

1. Open the Web Survey.sav dataset.

2. Choose Transform ➪ Compute Variable.

3. Choose Search in the Function Group area in the upper right, and 
then choose the ANY function.

Figure 9-3: 
The com-

pleted 
LENGTH 

function 
Compute 
Variable 

dialog box.
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4. Either drag ANY into position in the editing area at the top, or click the 
up‐arrow button on the right.

The window should look like Figure 9-4.

5. Review the Function definition at the bottom of the menu.

Let’s take a moment to read the function Help for ANY at the bottom of 
the screen:

ANY(test,value[,value,. . .]). Logical. Returns 1 or true if the value 
of test matches any of the subsequent values; returns 0 or false 
otherwise. This function requires two or more arguments. For 
example, ANY(var1, 1, 3, 5) returns 1 if the value of var1 is 1, 3, or 5 
and 0 for other values. ANY can also be used to scan a list of vari-
ables or expressions for a value. For example, ANY(1, var1, var2, 
var3) returns 1 if any of the three specified variables has a value of 
1 and 0 if all three variables have values other than 1.

Most people don’t like these definitions very much, but remember: It all 
means something. The first word is the name of the function. The second 
part — ANY(test,value[,value,. . .]) — is warning us that this one is more 
complicated than LENGTH. It has more moving parts. The next word — 
Logical — tells us that we’re going to get a True or False result, which 
SPSS does with 1 and 0.

For this one, we give it a test value and several variable names, and it 
gives us a 1 or a 0. Let’s try it.

Figure 9-4: 
The 

Compute 
Variable 

dialog box 
with the 

ANY func-
tion chosen.
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6. Give the new variable the new name Any_Ones.

7. Type 1 immediately after the parenthesis in place of the question mark.

It looks like you have room for only one more variable because you have 
only one more question mark, but you can add as many as you like.

8. Drag all the “Sat” variables (Sat1, Sat2, Sat3, Sat4, and Sat5) with 
commas separating them just like Figure 9-5.

9. Click OK.

In the data window, you should find a new variable, Any_Ones, which  
is 1 (True) or 0 (False), depending on whether the respondent even 
gave a 1 (the lowest score). You could easily imagine that management  
at this company wants to know if anyone is upset enough to give a score 
of 1 on any question.

The MEAN Function and Missing Data
Now, we’re going to calculate the mean of the five satisfaction variables. 
There is a twist, though — we can include or exclude rows with some miss-
ing data. If the respondent didn’t answer any of the questions, we don’t have 
much choice, but what if they answer some and not others? That’s actually a 
little tricky. Here’s how to do it two different ways:

Figure 9-5: 
The com-

pleted ANY 
function 

Compute 
Variable 

dialog box.
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1. Open the Web Survey.sav dataset.

2. Choose Transform ➪ Compute Variable.

3. Choose Statistical in the Function Group area in the upper right, and 
then choose the MEAN function.

4. Either drag MEAN into position in the editing area at the top, or click 
the up‐arrow button on the right.

5. Review the function definition at the bottom of the menu.

Here’s what it says:

MEAN. MEAN(numexpr,numexpr[,..]). Numeric. Returns the arith-
metic mean of its arguments that have valid, nonmissing values. 
This function requires two or more arguments, which must be 
numeric. You can specify a minimum number of valid arguments 
for this function to be evaluated.

The first word is the name of the function. The second part — 
MEAN(numexpr,numexpr[,..]) — is a little easier than LENGTH. We have 
to provide at least two variables, and three dots tell us we can do more 
than two, if needed. The next word — Numeric — tells us that we’re going 
to get a number as a result.

We give it several variable names (or numbers), and it gives us a 
number back.

6. Give the new variable the new name Mean_Sat.

7. Drag all the Sat variables (Sat1, Sat2, Sat3, Sat4, and Sat5) with commas 
separating them just like Figure 9-6.

Figure 9-6: 
The com-

pleted 
MEAN 

function 
Computer 

Variable 
dialog box.
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8. Click OK.

In the data window, you should find a new variable, Mean_Sat, which 
should be populated for everyone even though Frank didn’t answer all 
the questions. It’s basing his average on the answers he did provide.

9. Return to the Compute Variable menu — our work is still there.

10. Give the new variable the new name Mean_Sat2.

11. Keep all the Sat variables (Sat1, Sat2, Sat3, Sat4, and Sat5) with 
commas separating them just like Figure 9-6.

12. Add two extra characters to the Function so that it reads MEAN.5.

The .5 tells SPSS Statistics that in order to compute a mean, each case 
must provide at least five valid values. It should look like Figure 9-7.

13. Click OK.

In the data window, you should find a new variable, Mean_Sat2, which 
should be populated for everyone except Frank because he didn’t answer 
all the questions.

This is powerful stuff. Mastering missing values is one of the things that will 
mark you as an expert in SPSS Statistics.

The finished product can be found in a dataset called Web Survey 2.sav. 
Only one version of Mean Sat appears in the dataset, however.

Figure 9-7: 
The com-

pleted 
MEAN 

function 
Compute 
Variable 

dialog box.



Manipulating Files
In This Chapter

 ▶ Combining files by adding cases

 ▶ Combining files by adding variables when doing a one‐to‐one match

 ▶ Combining files by adding variables when doing a one‐to‐many match

O 
ften data are kept in different files. Sometimes these files are very 
similar (for example, the same customer information just separated 

by store); other times the files are very different (for example, customer 
satisfaction information in one file and financial information in another). 
IBM SPSS Statistics has two facilities available for merging files: Add Cases 
joins data files that contain similar variables for separate groups of cases; 
Add Variables joins data files that contain different information for the 
same cases.

Merging Files Adding Cases
Add Cases appends cases with the same or similar variables. Figure 10-1 
illustrates a simple Add Cases merge of two files containing customer sat-
isfaction records. Both files have the same variables, Satisfaction and 
Years_Customer. The variables must have the same name, coded values, 
and type (for example, string vs. numeric) in both files. In this example,  
there are three cases in each of the files, so the combined file has six cases. 
In other words, the combined file contains the total number of cases from 
both files.

Note that although an ID variable is in both files, it isn’t used in an Add Cases 
merge operation.

Chapter 10
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The following example uses two of the data files that are installed with IBM 
SPSS Statistics: stroke_invalid and stroke_valid.

1. From the main menu, choose File ➪ Open ➪ Data and load the 
stroke_invalid file, which is in the IBM SPSS Statistics directory.

The data file with 39 variables and 1,183 cases is shown in Figure 10-2. 
This file doesn’t contain information on whether the patient had a stroke.

2. From the main menu, choose File ➪ Open ➪ Data and load the 
stroke_valid file, which is in the IBM SPSS Statistics directory.

The data file with 42 variables and 1,048 cases is shown in Figure 10-3. 
This file does contain information on whether the patient had a stroke, 
which is why it has three additional variables.

Now we want to combine these two files.

Figure 10-1:  
Add Cases.

Figure 10-2:  
The 

stroke_ 
invalid 

data file.
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3. Choose Data ➪ Merge Files ➪ Add Cases.

The dialog box shown in Figure 10-4 appears.

At this point, you can combine the active dataset (stroke_valid) with 
any files that are open in IBM SPSS Statistics or files that are saved as an 
IBM SPSS Statistics data file. This means that if you want to combine files 
in other formats you must first read the files into IBM SPSS Statistics.

4. Select the file stroke_valid and then click Continue.

The dialog box shown in Figure 10-5 appears.

Figure 10-3: 
The 

stroke_ 
valid 

data file.

Figure 10-4:  
The initial 

Add Cases 
dialog box.
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Variables that have the same names in both files are listed in the 
Variables in New Active Dataset box. Variables that do not match others 
are listed in the Unpaired Variables box.

The variables are aligned by variable name, and the variable formats 
should be the same. So, for example, a variable like gender should not 
be coded as 1 and 2 in one file and M and F in the second file.

When matching variables that don’t have the same name across both 
files, you have three options on how to proceed:

• Change the name of one of the variables before adding the files 
together.

• Use the rename option within the Add Cases facility.

• Variables that are not paired can be paired with the Pair button; 
the new variable’s name is taken from the variable in the active 
data file.

The file legend in the lower‐left corner lists the symbol corresponding to 
each file, which is used to designate the source for unpaired variables.

Variables that are unpaired and don’t measure the same thing can be 
moved to the Variables in New Active Dataset list, and they’ll be retained 
in the combined file.

Figure 10-5:  
The Add 

Cases dia-
log box.
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5. Select the variables stroke1, stroke2, and stroke3 and click the 
button with the arrow to move the variables to the box on the right.

The Indicate Case Source as Variable option allows you to create a new 
variable, named source01 by default, which will be coded 0 if the case 
comes from the active dataset and 1 if the case comes from the other 
data file. This variable can be especially useful if you don’t have a vari-
able in the files that uniquely identifies that file.

6. Select the Indicate Case Source as Variable option and rename the 
new variable file, as shown in Figure 10-6.

7. Click OK.

The new combined file, along with new variable file is generated. 
The result is a new file with 43 variables and 2,231 cases, as shown in 
Figure 10-7.

Now you can perform analyses on the combined data file, or you can even 
compare the people in the first file with the people in the second file using 
the new variable that you just created.

Only two data files can be combined simultaneously when using dialog boxes. 
However, you can merge an unlimited number of files using syntax.

Figure 10-6:  
The com-

pleted Add 
Cases dia-

log box.
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Merging Files Adding Variables
Add Variables joins two data files together so that information held for an 
individual in different locations can be analyzed together. There are two 
types of Add Variables merges: one‐to‐one and one‐to‐many. Both types add 
variables to cases matched on key variables. Key variables are case identifi-
ers that exist in both files (for example, a variable like customer ID number).

In one‐to‐one merges, the basis for the cases is the same in both files and the 
cases are matched so that one case in the first file corresponds to one case in 
the second file. In Figure 10-8, for example, ID is the key variable used for the 
match. The resulting file contains all the variables from both files. All cases 
are retained from both files. Cases not in a file have system‐missing values for 
the variables from that file. In our example, all cases were in both files.

Figure 10-7:  
The com-

bined data 
file.

Figure 10-8:  
Adding vari-
ables using 

a one‐to‐
one match.
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Both input files must be sorted in ascending order on the key variables to get 
a one‐to‐one match to work properly.

In one‐to‐many merges, one file is designated as the Table file and cases from 
that file can match to multiple cases in the Case file. The Case file defines the 
cases in the merged file. The values of the key variable(s) must define unique 
cases in the Table file, but not in the Case file. In Figure 10-9, each case in 
the Case file represents a property with information about the property. 
Each case in the Table file is defined by a zip code with the mean property 
value for that zip code. Zip_code is the key variable that uniquely identifies 
each record in this file and is used as the key variable in the one‐to‐many 
merge. In the merged file, both cases one and two have the same value for 
mean_propvalue because they’re both in the 85718 zip code.

The following example of a one‐to‐one match uses two of the data files that 
are not installed with IBM SPSS Statistics: electronics_company_info 
and electronics_complete.

1. From the main menu, choose File ➪ Open ➪ Data and load the 
electronics_company_info file, which is not in the IBM SPSS 
Statistics directory.

The data file with five variables and 5,003 cases is shown in Figure 10-10. 
This file contains information on each customer’s company.

Input files must be sorted on key variables. In this example the data has 
already been sorted on the key variable ID.

Figure 10-9:  
Adding 

variables 
using a one‐

to‐many 
match.
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2. From the main menu, choose File ➪ Open ➪ Data and load the 
electronics_complete file, which is not in the IBM SPSS Statistics 
directory.

The data file with 12 variables and 5,003 cases is shown in Figure 10-11. 
This file contains the customer’s purchase history.

Input files must be sorted on key variables. In this example, the data has 
already been sorted on the key variable ID.

Now we want to combine these two files.

Figure 10-10:  
The 

electron 
ics_com 
pany_ 

info data 
file.

Figure 10-11:  
The 

electron 
ics_com 

plete data 
file.
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3. Choose Data ➪ Merge Files ➪ Add Variables.

The dialog box shown in Figure 10-12 appears.

At this point, you can combine the active dataset 
(electronics_complete) with any files that are open in IBM SPSS 
Statistics or files that are saved as an IBM SPSS Statistics data file. This 
means that if you want to combine files in other formats, you must first 
read the files into IBM SPSS Statistics.

4. Select the file electronics_company_info and then click Continue.

The dialog box shown in Figure 10-13 appears.

Variables that have unique names are listed in the New Active Dataset 
box. If the same variable name is used in both files, only one set of data 
values can be retained — these variables will appear in the Excluded 
Variables box. Although a renaming facility is available in the Add 
Variables dialog box, it’s safer to use unique names from the beginning.

If you’re merging two files from two time periods, some of the variables 
may well have the same name because they measure the same concept. 
In this case, each variable should be given a unique name — perhaps 
numbered, or based on the date of the survey — to differentiate them.

There are two options to rename variables:

• Change the name of one of the variables before adding the files 
together.

• Use the rename option within the Add Cases facility.

Figure 10-12:  
The ini-
tial Add 

Variables 
dialog box.
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Notice that you can click OK at this point. If you do, you’ll be doing a 
merge based on Order. This joins the first record in the first dataset with 
the first record in the second dataset, and so on. When any of the data-
sets run out of records, no further output records are produced. This 
method can be dangerous if there happen to be any cases that are miss-
ing from a file or if files have been sorted differently.

5. Select the Match Cases on Key Variables option. Select the variable 
ID(+), and click the button with the arrow to move the variable to 
the Key Variables box.

Notice that you can click OK at this point. If you do, you’ll be doing a 
merge based on a left outer join. It’s important to note that in a left outer 
join merge, cases are included only if they have key values that match 
key values in the active data file.

6. Select the Cases Are Sorted in Order of Key Variables in Both Datasets 
option. Make sure that the Both Files Provide Cases option is selected 
(this is the option that produces a one‐to‐one match), as shown in 
Figure 10-14.

All the additional options in this dialog box are the same as those previ-
ously explained for the merge files Add Cases procedure.

Figure 10-13:  
The Add 

Variables 
dialog box.
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7. Click OK.

Figure 10-15 provides a caution that both files must be sorted on the key 
variable(s). This warning box will always appear and does not indicate 
that there is a problem with the match.

8. Click OK.

The new combined file is generated. The result is a new file with 16 vari-
ables and 5,003 cases, as shown in Figure 10-16.

Now you can perform analyses on the combined data file and investigate rela-
tionships that wouldn’t have been possible without first performing the merge.

Figure 10-14:  
A com-

pleted Add 
Variables 

dialog box.

Figure 10-15:  
The merge 

warning.
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Only two data files can be combined simultaneously when using dialog boxes. 
However, you can merge an unlimited number of files using syntax.

The following example of a one‐to‐many match uses two of the data files 
that are not installed with IBM SPSS Statistics: rfm_transactions1 and 
rfm_aggregated.

1. From the main menu, choose File ➪ Open ➪ Data and load the 
rfm_aggregated file, which is not in the IBM SPSS Statistics directory.

 The data file with four variables and 995 cases is shown in Figure 10-17. 
This file contains customer’s purchase history, where each row repre-
sents a customer.

 Input files must be sorted on key variables. In this example, the data has 
already been sorted on the key variable ID.

2. From the main menu, choose File ➪ Open ➪ Data and load the 
rfm_transactions1 file, which is not in the IBM SPSS Statistics 
directory.

 The data file with five variables and 4,906 cases is shown in Figure 10-18. 
This file contains customer transactional data, where each row repre-
sents a transaction.

 Input files must be sorted on key variables. In this example, the data has 
already been sorted on the key variable ID.

 Now we want to combine these two files.

3. Choose Data ➪ Merge Files ➪ Add Variables.

4. Select the file rfm_aggregated and then click Continue.

Figure 10-16:  
The com-

bined data 
file.
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5. Select the Match Cases on Key Variables option. Select the variable 
id, and click the button with the arrow to move the variable to the 
Key Variables box.

6. Select the Cases Are Sorted in Order of Key Variables in Both Datasets 
option. Make sure that the Non‐active Dataset Is Keyed Table option 
is selected (this is the option that produces a one‐to‐many match), as 
shown in Figure 10-19.

The Active Dataset is Keyed Table option is used when doing a many‐to‐
one match.

7. Click OK.

Figure 10-17:  
The rfm_ 
aggre 
gated  
data file.

Figure 10-18:  
The rfm_ 
trans 

actions1 
data file.
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8. Click OK again.

 The new combined file is generated, with eight variables and 4,906 
cases, as shown in Figure 10-20.

Now you can perform analyses on the combined data file and investigate rela-
tionships that wouldn’t have been possible without first performing the merge.

Figure 10-19:  
The com-

pleted Add 
Variables 

dialog box.

Figure 10-20:  
The com-

bined data 
file.



Graphing Data

 

Find out about the Compare Groups graph in a free article at www.dummies.com/ 
extras/spss.

Part IV

http://www.dummies.com/extras/spss
http://www.dummies.com/extras/spss


In this part . . .
 ✓ Explore all the graphing options in SPSS.

 ✓ Use Chart Builder to make dozens of different charts.

 ✓ Find the chart types that other people miss.



On the Menu: Graphing  
Choices in SPSS

In This Chapter
 ▶ Working with the Graphs menu

 ▶ Introducing Chart Builder

 ▶ Using the Graphboard Template Chooser

S 
PSS can display your data in a bar chart, a line graph, an area graph, a 
pie chart, a scatterplot, a histogram, a collection of high‐low indicators, 

a box plot, or a dual‐axis graph. Adding to the flexibility, each of these basic 
forms can have multiple appearances. For example, a bar chart can have a 
two‐ or three‐dimensional appearance, represent data in different colors, 
or contain simple lines or I‐beams for bars. The choice of layouts is almost 
endless. If you really get brave, someday you can learn the programming lan-
guage behind the graphs called Graphics Production Language (GPL), which 
truly allows you to do almost anything, but we’re getting ahead of ourselves.

In the world of SPSS, the terms chart and graph mean the same thing and are 
used interchangeably.

The Graphs menu in the SPSS Data Editor window has three main options: 
Chart Builder, Graphboard Template Chooser, and Legacy Dialogs (the other 
options you see are Python plug‐ins). These options are different ways of 
doing the same job. The only reason to do charts with the Legacy Dialogs is 
if your boss, or professor, or co‐workers tell you to. And they’re only going to 
do that if they’ve been doing it that way for years and changing is too much 
trouble. In short, don’t use the Legacy Dialogs. In this chapter, we work only 
with the other two.

The Graphboard Template Chooser is a better way of building graphs — and 
when it hit the scene, the original way of building graphs became known as 
Legacy. A few years later, an even better procedure for building charts was 

Chapter 11
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devised and added to the menu — Chart Builder. All three building methods 
are in place primarily for people who are in the habit of using the older pro-
cedures, but if you build a lot of graphs, you may find advantages and uses 
for all of them. You can get the same graphs from all three; only the process 
is different.

Why two “new” menus? The story gets a little complicated. Graphboard 
Template Chooser can be paired up with an add‐on module called SPSS 
Visualization Designer. (Chapter 22 describes all the modules including  
this one.) You don’t have to own Viz Designer to like Graphboard  
Template Chooser, however. You get a chance to see it in this chapter. 
Chart Builder allows you to generate GPL in the Syntax window, which is 
pretty cool, too. With Version 23, there is another way, but it’s very special-
ized and limited to Spatial Temporal Modeling. It’s in its own menu. There’s 
no way around it — they’re overlapping systems, and it can get confusing. 
When in doubt, we recommend Chart Builder, but most graphs can be made 
both ways.

Building Graphs the Chart Builder Way
SPSS contains Chart Builder, which uses a graphic display to guide you 
through the steps of constructing your display. It checks what you’re doing 
as you proceed and won’t allow you to use things that won’t work.

The Gallery tab
The following example steps you through the process of creating a bar chart, 
but you can use the same fundamental procedure to build a chart of any 
design. You can follow this tutorial once to see how it all works. Later on, 
you can use your own data and choices.

You can’t hurt your data by generating a graphic display. Even if you thor-
oughly mess up the graph, you can always redo it without fear. This is one 
place where mistakes don’t cost anything. And nobody’s watching.

The following steps build a bar chart:

1. Choose File➪Open➪Data and load the GSS2012 Abbreviated.
sav file, which is one of the supporting files on the book’s website 
(www.dummies.com/go/spss).

http://www.dummies.com/go/spss
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2. Choose Graphs➪Chart Builder.

A warning appears, informing you that before you use this dialog box, 
measurement level should be set properly for each variable in your 
chart. (We have the correct measurement level so you can proceed.)

3. Click OK.

The Chart Builder dialog box appears, as shown in Figure 11-1. If a graph 
was generated previously, the display will be different, and you’ll need to 
click the Reset button to clear the Chart Builder display.

4. Make sure the Gallery tab is selected.

5. In the Choose From list, select Bar as the graph type.

The fundamental types of bar charts appear in the gallery to the right of 
the list.

6. Define the general shape of the bar graph to be drawn.

You can do so in two ways. The simplest is to choose one member from 
the set of diagrams of bar graphs appearing immediately to the right of 
the list. For this exercise, select the diagram in the upper‐left corner and 
drag it to the large chart preview panel at the top.

Figure 11-1:  
The  initial 

Chart 
Builder 

 dialog box 
with Bar 
chosen.
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Alternatively, you can click the Basic Elements tab (instead of the 
Gallery tab) and drag one image from each of the two displayed 
panels to the panel on top, which constructs the same diagram as 
the bar graph.

Figure 11-2 shows the appearance of the window after the dragging is 
complete. The result is the same no matter which procedure  
you follow.

You can always back up and start over: At any time during the design 
of a graph, click the Reset button. Anything you dragged to the display 
panel is deleted, and you can start from scratch.

7. Click Close to close the Element Properties window (see Figure 11-3).

This window should’ve popped up when you dragged the graphic layout 
to the panel. This dialog box is not needed for this example, so you 
can close it. If it didn’t appear but you’d like to see it, you can click the 
Element Properties button at any time.

8. From the list on the left, select the variable with the label and name 
Highest Year of School Completed (Educ) and drag it to the Y‐Axis 
label in the diagram.

Figure 11-2:  
The appear-
ance of the 

new bar 
chart is 

defined.
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9. In similar fashion, select the variable with the label and name Region 
of Interview (region) and drag it to the X‐Axis label in the diagram.

The screen now looks like the one shown in Figure 11-4.

The graphics display inside the Chart Builder window never represents 
your actual data, even after you insert variable names. This window 
simply displays a diagram that demonstrates the composition and 
appearance of the graph that will be produced.

Figure 11-3:  
Use the 
Element 

Properties 
window to 

modify chart 
elements.

Figure 11-4:  
The  diagram 

after 
assigning 
the x‐ and 

y‐axes.
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10. Click the OK button to produce the graph.

An SPSS Statistics Viewer window appears, containing the graph shown 
in Figure 11‐5. This graph is based on the actual data; it shows that the 
average number of years of education varied little from one part of the 
country to the next in this survey.

These steps demonstrate the simplest way possible of generating a chart. 
Most of the options available to you were left out of the example so it would 
demonstrate the simplicity of the basic process. The result could also use a 
little editing to the y‐axis, but editing is covered in Chapter 18. The following 
sections describe the options.

The Basic Elements tab
The example in the preceding section uses the Gallery tab to select the type 
and appearance of the chart. Alternatively, you can click the Basic Elements 
tab in the Chart Builder dialog box and select one part of the chart from each 
of the two panels shown in Figure 11-6.

The Basic Elements tab allows you to choose one element from column A and 
another from column B. You drag one image from each panel into the panel 
at the top, and they combine to construct a diagram of the graph you want.

The result is the same as you get from using the Gallery tab. The only dif-
ference is that you use the Basic Elements tab to build the graph from its 
components. Whether you use this technique or the Gallery depends on your 
conception of the graph you want to produce.

Figure 11-5:  
A bar chart 

produced 
from a data 

file and 
displayed 
by SPSS 

Statistics 
Viewer.
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The Groups/Point ID tab
After you’ve selected the type and appearance of your chart through either 
the Gallery tab or the Basic Elements tab, you can click the Groups/Point 
ID tab in the Chart Builder dialog box, which provides you with a group of 
options you can use to add another dimension to your graph.

In the example in Figure 11-7, we selected the Rows Panel Variable option, 
which generates a multifaceted graph. The new dimension adds a separate 
graph for whether the respondent uses a computer. A separate set of bars is 
drawn: one for those who use a computer, and one for those that do not.

Figure 11-6:  
Choose the 

axes and 
elements to 

construct 
the graph 
you want.

Figure 11-7:  
You can add 
dimensions 

to your 
graph.
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The Columns Panel Variable option (located in the Groups/Point ID tab of the 
Chart Builder) enables you to add a variable along the other axis, thus adding 
another dimension. Adding variables and new dimensions this way is known 
as paneling, or faceting.

Clustering (gathering data into groups) can also be done along the x‐ or y‐axis 
if the variables are the type that will cluster (or bin) properly.

The Titles/Footnotes tab
Figure 11-8 shows the window you get when you click the Titles/Footnotes tab 
in the Chart Builder dialog box. Each option in the bottom panel places text 
at a different location on the graph. When you select an option, the Element 
Properties window appears so you can enter the text for the specified location.

The Element Properties dialog box
You can use the Element Properties dialog box at any time during the design of 
a chart to set the properties of the individual elements in the chart. One mode 
of the dialog box is shown in Figure 11-3; another is shown in Figure 11-9. It 
changes every time you choose a different member from the list at its top.

Figure 11-8:  
Select the 

chart’s text 
and its  

location.
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The dialog box often pops up on its own when you add an item to the graph’s 
definition. You can make it appear any time you want by clicking the Element 
Properties button in the Chart Builder dialog box.

Okay, the upcoming list of options is long, but four facts make them simple  
to use:

 ✓ All options have reasonable defaults. You don’t have to change any of 
them unless you want to.

 ✓ You can always back up and change whatever settings you made. 
Nothing is permanent, so you can make changes until you’ve finished or 
run out of time and decide, “That’s good enough.”

 ✓ Not all options appear at once. Only a few show up at a time. In fact, 
you’ll probably never see some of the possible options.

 ✓ All options become obvious when you see what they do. You don’t 
have to memorize any of them, but you’ll find they’re easy to remember.

Figure 11-9:  
The options 

for an axis 
variable.
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The following is a simple explanation of all the possible options that can 
appear in an Element Properties dialog box:

 ✓ Edit Properties Of: This list, which appears at the top of the window, 
is used for selecting which element in the chart you want to edit. Each 
element has a type, and the type of the element you select determines 
the other options available in the window. The selected element is also 
highlighted in the diagram of the graph in some way.

 ✓ X: When an element is selected and the X button to the right of the list 
becomes enabled, clicking the button removes the element from the list 
and from the graph.

 ✓ Arrow: For charts with dual y‐axis variables, the arrow to the right in the 
list indicates which of the variables will be drawn on top of the other. 
You can click the arrows to change the drawing order.

 ✓ Statistic: For certain elements, you can specify the statistics (that is, 
the type of value) to be displayed in the graph. For example, you can 
select Count and use simple numeric values. You can also select Sum, 
Median, Variance, Percentile, or any of up to 32 statistic types. Not all 
types of charts have that many options; the options that are available 
also depend on the types of variables you’re using. For certain statis-
tics options — such as Number in Range and Percentage Less Than — 
the Set Parameters button is activated; you have to click it to set the 
 parameters controlling your choice.

 ✓ Axis Label: You can change the text used to describe a variable. By 
default, the variable’s label is used.

 ✓ Automatic: If selected, the range of the selected axis is determined 
 automatically to include all the values of the scale variable being dis-
played along that axis. This is the default.

 ✓ Minimum/Maximum: You can replace the Automatic default values and 
choose the extreme values that determine the starting and ending points 
of an axis.

 ✓ Origin: Specifies a point from which chart information is graphed. This 
option has different effects for different types of charts. (For example, 
choosing an origin value for a bar chart can cause bars to extend both 
up and down from a center line.)

 ✓ Major Increment: The spacing that determines the placing of tick marks, 
along with numeric or textual labels, on an axis. The value of this option 
determines the interval of spacing when you also specify minimum and 
maximum values.
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 ✓ Scale Type: You have four different types of scale you can use along 
an axis:

• Linear: A simple, rulerlike scale. This is the default.

• Logarithmic (standard): Transforms the values into logarithmic 
values for display. You can also select a base for the logarithms.

• Logarithmic (safe): Same as standard logarithms, except the for-
mulas that calculate values can handle 0 and negative numbers.

• Power: Raises the values to an exponential power. You can select 
an exponent other than the default value of 0.5 (which is the 
square root).

 ✓ Sort By: You can select which characteristic of a variable will be used as 
the sort key. It can be one of the following three:

• Label: Nominal variables are sorted by the names assigned to the 
values; you can choose whether to sort in ascending or descending 
order.

• Value: Uses the numeric values for sorting. You can choose 
whether to sort in ascending or descending order.

• Custom: Uses the order specified in the Order list.

 ✓ Order: The list of possible values is flanked by up and down arrows. You 
can change the sorting order by selecting a value and clicking an arrow 
to move the selection up or down. To remove a value from the produced 
chart, select its name in the list and click the X button; the value moves 
to the Excluded list. When you change the Order list, Sort By switches 
automatically to Custom.

 ✓ Excluded: Any value you want to exclude from the Order list appears in 
this list. To move a value back to the Order list (which also causes the 
value to reappear on the chart), select its name and click the arrow to 
the right of the list.

If a value (or a margin annotation representing a value) is unexpectedly 
missing from a graph based your selections, look in this Excluded list. 
You may have excluded too much.

 ✓ Collapse: If you have a number of values that seldom occur, you can 
select this option to have them gathered into an “Other” category. You 
specify the percentage of the total number of occurrences to make it an 
“Other” value.

 ✓ Error Bars: For Mean, Median, Count, and Percentage, confidence inter-
vals are displayed. For Mean, you must choose whether the error bars 
will represent the confidence interval, a multiple of the standard error, 
or a multiple of the standard deviation.
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 ✓ Bar style: You can choose one of three possible appearances of the bars 
on a bar graph.

 ✓ Categories: You can choose the order in which the values appear when 
they’re placed along an axis. You can select ascending or descending 
order. If the variable is nominal, you can select the individual order and 
even specify values to be left out.

 ✓ Small/Empty Categories: You can choose to include or exclude missing 
value information.

 ✓ Display Normal Curve: For a histogram, you can choose to have a 
normal curve superimposed over the chart. The curve will use the same 
mean and standard deviation values as the histogram.

 ✓ Stack Identical Values: For a chart that will appear as a dot plot (a  pattern 
of plotted points), you can choose whether points at the same location 
should appear next to one another or one on top of one another (that is, 
with one point blotting out the one below it).

 ✓ Display Vertical Drop Lines between Points: For a chart that will 
appear as a dot plot (a pattern of plotted points), any points with the 
same x‐axis values show a vertical line joining them.

 ✓ Plot Shape: For a dot plot, you can choose

• Asymmetric: Stacks the points on the x‐axis. This is the default.

• Symmetric: Stacks the points centered around a line drawn hori-
zontally across the center of the screen.

• Flat: The same as Symmetric, except no line is drawn.

 ✓ Interpolation: For line and area charts, the algorithm used to calculate 
how the line should be drawn between points:

• Straight: Draws a line directly from one point to the next.

• Step: Draws a horizontal line through each point; the ends of the 
horizontal lines are connected with vertical lines.

• Jump: Draws a horizontal line through each point, but the ends of 
the lines are not connected.

• Location: For Step and Jump interpolation; using this option adds 
an indicator at the actual point.

• Interpolation through Missing Values: For Straight, Step, or Jump, 
this option draws lines through missing values. Otherwise, the line 
shows a gap.

 ✓ Anchor Bin: The starting value of the first bin. This option is available 
for histograms.

 ✓ Bin Sizes: Sets the sizes of the bins when you’re producing a histogram.
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 ✓ Angle: Rotates a pie chart by selecting the clock position at which the 
first value starts. You can also specify whether the values should be 
included clockwise or counterclockwise.

 ✓ Display Axis: For a pie chart, you can choose to display the axis points 
on the outer rim.

The Options dialog box
Clicking the Options button in the Chart Builder dialog box opens the 
Options dialog box, shown in Figure 11-10.

When you define the characteristics of a variable, you can specify that  certain 
values be considered missing values. The options in the Break Variables area 
let you decide whether you want those values included or excluded from 
your chart. You can also specify how you’d like summary statistics handled. 
(Missing values are discussed in Chapter 4, and the different types of sum-
mary data are described in Chapter 13.)

Figure 11-10:  
Options you 
can apply to 

a chart.
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Templates are files that contain all or part of a chart definition. You can insert 
one or more names of template files into the list in this window, and SPSS will 
apply those template definitions as the default starting points for all charts 
you build. You create a template file from a finished chart displayed in SPSS 
Statistics Viewer. You find out more on making templates later in this chapter.

Templates come in handy only when you want to build lots of similar charts. 
You can use the Chart Size option to make the generated charts smaller or 
larger, as needed.

The Wrap Panels option determines how the panels are displayed when 
you have a number of them in a chart. SPSS is using the word panel to refer 
to the rectangular area in SPSS Statistics Viewer in which a chart is placed. 
Normally the panels shrink automatically to fit; if you select this option, how-
ever, they remain full‐size and wrap to the next line.

Building Graphs with the Graphboard 
Template Chooser

The charts you build by choosing Graphs➪Graphboard Template Chooser 
are similar to those you build by using the other menu selections, but you get 
less guidance along the way. The way you begin is a bit different. You indi-
cate the variable you want to use, and the menu shows you all your choices 
for that combination of variables.

There are two big reasons to use the Graphboard Template Chooser:

 ✓ You own Visualization Designer. Visualization Designer is discussed a 
bit in Chapter 22.

 ✓ You want to make maps. Maps are not possible in Chart Builder, but 
they’re popular in Graphboard Template Chooser. You need some 
way to align your data to the map, so you need a variable like State or 
County. If you don’t own Visualization Designer or need to make a map, 
it’s best to stick with just one approach, so we take only a quick peek at 
this option.

First, you select the variables you want to include (Ctrl+click to select mul-
tiple variables), which causes the available kinds of charts (such as bar, dot, 
or line) to appear onscreen, as shown in Figure 11-11. Using the tabs at the 
top of the screen (Basic, Detailed, Titles, Options), you can choose screens 
that allow you to set the options. Note the three “choropleth” options. Those 
are your maps, but the GSS Survey dataset has broad regions, not more 
 specific geographic info, so mapping is not an option with this data.
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If you get things balled up, it’s easy to restart. The Reset button removes 
everything you’ve entered in all the tabbed windows and restores all the 
defaults.

The Help button provides some information about whichever list of options 
is displayed at the moment.

Figure 11-11:  
The 

Interactive 
options for 

constructing 
a bar graph.

Finding graphs in unexpected places
The Graphs menu isn’t the only place that you’ll 
find powerful graphics options. Most analysis 
methods, for example, will have a Plots tab. 
These specialty graphics may not be found in 
the same form, or with the same features, in the 
Graphs menu. They also tend to be turned off by 
default, so if you don’t request them, you usually 
won’t get them.

Here is a quick list of places to look:

 ✓ The Descriptive Statistics submenu of 
Analyze has techniques that allow you to 
explore data including Frequencies and 
Explore.

 ✓ The Plots tab for many techniques in the 
Analyze Menu.

(continued)
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(continued)

 ✓ Dedicated menus for certain specialty 
modules. For instance, the best graphics 

for Time Series data are in the Forecasting 
menu (see the following figure).

Analysis techniques whose primary 
 purpose is the production of a graphiclike 
Correspondence Analysis or the brand‐new 

Spatial and Temporal Modeling menu (see 
the following figure). Decision trees are a 
highly visual technique as well.



Building Graphs Using  
the Chart Builder

In This Chapter
 ▶ Generating simple graphs and charts

 ▶ Creating fancy (multivariable) charts from your data

 ▶ Displaying scatterplots, histograms, pie charts, and area graphs

T 
he first part of this chapter provides examples of simple graphs and charts 
and shows you how to build the graphs that you’re already familiar with. 

The second part of this chapter shows examples of graph types that may be 
less familiar and are more complex. This chapter provides instructions on how 
to create all the different graph types in a simple, step‐by step procedure.

Although the chapter doesn’t cover every type of chart, you can use the 
steps in this chapter to produce some neat graphs. When you get the basic 
idea of how to build graphs using the Chart Builder, you can explore making 
some graphs on your own.

You can work through the examples in this chapter to get an overview of 
building graphs using SPSS — not a bad idea for a beginner — or simply 
choose the look you want your data to have and follow the steps given here 
to construct the chart that does the job. Either way, when you get a handle on 
the basics, you can step through the process again and again, using your data, 
trying variations until you get charts that appear the way you want them to.

When you use the Chart Builder, it’s completely safe to drag and drop any vari-
ables you want to see into your graph; if the variable doesn’t make sense there, 
the drop will fail. The Chart Builder in SPSS will tell you what will and won’t work.

No matter what you try to do while building a graph, your data will never 
be hurt.

Chapter 12
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Simple Graphs
The graphs in this section are a great way to use the Chart Builder to show 
relationships between one or two variables.

Simple scatterplots
A scatterplot is simply an xy plot where you don’t care about interpolating the 
values — that is, the points aren’t joined with lines. Instead, a disconnected 
dot appears for each data point. The overall pattern of these scattered dots 
often exposes a pattern or trend.

The following steps show you how to construct a simple scatterplot:

1. Choose File➪Open➪Data and open the Cars.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Scatter/Dot.

4. Select the simplest scatterplot diagram (the one with the Simple 
Scatter tooltip), and drag it to the panel at the top.

5. In the Variables list, select Horsepower and drag it to the rectangle 
labeled X‐Axis in the diagram.

In a scatterplot, both the x‐axis and y‐axis variables are scale. Look for 
the ruler icon when dragging your variable over.

6. In the Variables list, select Miles Per Gallon (MPG) and drag it to the 
rectangle labeled Y‐Axis in the diagram.

7. Click OK.

The chart in Figure 12-1 appears.

Each dot on the scatterplot in Figure 12-1 represents both the horsepower 
and miles per gallon for each car. The most obvious fact you can derive from 
this is that the miles per gallon depends largely on the horsepower. In the 
pattern of the dots, it’s easy to see a normal line from the upper left to the 
lower right. You can see an inverse relationship between horsepower and 
miles per gallon. As the horsepower of a car increases, there is a decrease in 
the miles per gallon that the car gets.
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Simple dot plots
No plot is simpler to produce than the dot plot. It has only one dimension. 
Although SPSS groups it among the scatterplots, there’s nothing scattered 
about it. It actually presents data more like a bar chart. As you build this type 
of chart, you’ll notice that you won’t need a y‐axis.

It’s easy to create a dot plot. You select the dot plot as the type of graph you 
want and then select one variable. SPSS does the rest. The following steps 
guide you through the process of creating a simple dot plot:

1. Choose File➪Open➪Data and open the Employee data.sav file.

The file is in the SPSS installation directory.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Scatter/Dot.

4. Select the sixth graph image (the one with the Simple Dot Plot tooltip) 
and drag it to the panel at the top.

5. In the Variables list, select Date of Birth and drag it to the X‐Axis 
 rectangle.

6. Click OK.

The chart shown in Figure 12-2 appears.

Figure 12-1:  
A simple 

scatterplot 
showing 

the effect of 
horsepower 
on miles per 

gallon.
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Simple bar graphs
A bar graph is a comparison of relative magnitudes. Simple bar graphs and 
simple line graphs are the most common ways of charting statistics. It would 
make an interesting statistical study to determine which is more common. 
The results could be displayed as either a bar graph or a line graph, which-
ever is more popular.

A fundamental bar graph is simple enough that the decisions you need to 
make when preparing one are almost intuitive. The following steps can be 
used to generate a simple bar graph:

1. Select File➪Open➪Data and open the Employee data.sav file.

The file is in the SPSS installation directory.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Bar.

4. Select the first graph image (the one with the Simple Bar tooltip) 
and drag it to the panel at the top of the window.

5. In the Variables list, select Employment Category and drag it to the  
X‐Axis rectangle.

Figure 12-2:  
A dot plot 
showing 

the relative 
numbers 

of persons 
born in each 

year.



179  Chapter 12: Building Graphs Using the Chart Builder 

6. In the Variables list, select Current Salary and drag it to the Count 
rectangle.

The label changes from Y‐Axis to Mean to indicate the type of variable 
that will now be applied to that axis.

7. Click OK.

The bar graph in Figure 12-3 appears.

The display of data is similar in a line chart and a bar chart. If you decide to 
display data as a bar chart, you should probably try the same data as a line 
graph to see which you prefer.

Simple error bars
Some errors come from flat‐out mistakes — but those aren’t the errors we 
talk about here. Statistical sampling can help you arrive at a conclusion, 
but that conclusion has a margin of error. This margin can be calculated 
and quantified according to the size of the sample and the distribution of 
the data. For example, suppose you want to know how typical the result is 
when you calculate the mean of all values for a particular variable — for any 
one case, the mean could be as big as the largest value or as small as the 

Figure 12-3:  
A simple bar 

graph.
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 smallest. The maximum and minimum are the extremes of the possible error. 
You can choose values and mark the points that contain, say, 90 percent of 
all values. Marking these points on graphs creates error bars.

You can add error bars to the display of most types of graphs. For example, 
you could add error bars to the simple bar graph presented earlier (refer 
to Figure 12-3) by making selections in the Element Properties dialog box. If 
you’ve worked through any of the examples, you’ll know Element Properties 
as that pesky window that pops up every time you construct a chart.

For an example of adding error bars to a bar chart, follow the same proce-
dure described previously in the “Simple bar graphs” section — but just 
before the final step (clicking OK to produce the chart), do the following:

1. If the Element Properties window is not displayed, click the Element 
Properties button to put that window onscreen.

2. In the Element Properties window, make sure that a check mark 
appears in the Display Error Bars option and that Bar1 is selected.

3. Select Confidence Intervals and set its value to 95%.

4. Click Apply.

5. Close the Element Properties window by clicking the Close button.

6. Click OK.

The chart shown in Figure 12-4 appears.

Another way to display the same data is to display the range of errors with-
out displaying the full range of all values. To do so, follow these steps:

1. Choose File➪Open➪Data and open the Employee data.sav file.

The file is in the SPSS installation directory.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Bar.

4. Select the seventh graph image (the one with the Simple Error Bar 
tooltip) and drag it to the panel at the top of the window.

5. In the Element Properties window, make sure that the Display Error 
Bars option is checked, Bar1 is selected, the Confidence Intervals 
option is selected, and the Level is set to 95%.

Any time you change a setting or a value in the Element Properties 
dialog box, you must click the Apply button to have the change reflected 
in your chart.
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6. In the Variables list, select Employment Category and drag it to the  
X‐Axis rectangle.

7. In the Variables list, select Current Salary and drag it to the Mean rect-
angle.

The label changes from Y‐Axis to Mean to indicate the type of data that 
will be displayed on that axis.

8. Click OK.

The bar graph in Figure 12-5 appears.

This example displays the result of one way of making error calculations: The 
magnitude of the error is based on 95% of all values being within the upper 
and lower error bounds. If you prefer, you can base the error on the bell 
curve and mark the upper and lower errors at some multiple of the standard 
error or standard deviation.

Simple histograms
A histogram represents the number of items that appear within a range of 
values. You can use a histogram to look at a graphic representation of the 
frequency distribution of the values of a variable. Histograms are useful for 

Figure 12-4:  
A bar 

chart with 
error bars 
that show 

a range 
 containing 
95% of all 

values.
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demonstrating the patterns in your data when you want to display informa-
tion to others rather than discover data patterns for yourself.

You can use the following steps to create a simple histogram that displays 
the frequency of the ages at which the respondent’s first child was born:

1. Choose File➪Open➪Data and open the GSS2012.sav file.

The file is not in the SPSS Statistics installation directory. You have to 
download it from this book’s companion website.

2. Choose Graphs➪Chart Builder.

The Chart Builder dialog box appears.

3. In the Choose From list, select Histogram.

4. Drag the first graph diagram (the one with Simple Histogram tooltip) 
to the panel at the top of the window.

5. In the Variables list, select the R’S AGE WHEN 1ST CHILD BORN 
 variable and drag into the X‐Axis rectangle in the panel.

6. Click OK.

The histogram shown in Figure 12-6 appears.

Figure 12-5:  
An error 

bar graph, 
showing the 
mean values 

as dots and 
the upper 
and lower 
bounds of 
the error.
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The graph in Figure 12-6 looks like a bar chart, but it isn’t. The height of each 
bar does not represent the mean or an average — the height is determined 
by the largest value.

The meaning of a graph of this sort is not intuitive; you may want to add a 
note explaining what it means.

Population pyramids
A population pyramid provides an immediate comparison of the number of 
items that fall into categories. It’s called a pyramid because it often takes a 
triangular shape — wide at the bottom and tapering to a point at the top. 
The following steps can be followed to build an example pyramid histogram 
chart:

1. Choose File➪Open➪Data and open the GSS2012.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Histogram.

Figure 12-6:  
A histogram 

displaying 
frequency 
of the age 

at which 
the respon
dent’s first 

kid was 
born.
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4. Drag the fourth graph diagram (the one with the Population Pyramid 
tooltip) to the panel at the top of the window.

5. In the Variables list, do the following:

a. Select the Respondent’s Sex variable and drag it to the Split Variable 
rectangle.

This is a categorical variable with two possible values, so one 
 category will be placed on each side of the center line.

b. Select R’S AGE WHEN 1ST CHILD BORN and drag it to the 
Distribution Variable rectangle.

6. Click OK.

The chart shown in Figure 12-7 appears.

You can create pyramid histograms based on categorical variables with 
three, four, or more values. The plot produced will consist of as many pairs 
as needed (and even a single‐sided pyramid for one category, if necessary) to 
display bars that show the relative number of occurrences of different values 
in the categories.

Figure 12-7:  
A popula

tion pyramid 
shows the 

occurrence 
of values 

within 
 categories.
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Stacked area charts
An area graph is really a line graph, or a collection of line graphs, with the 
areas below the lines filled in to represent the mean of one or more values at 
the various points.

A stacked area chart is a chart with more than one variable being displayed 
along the x‐axis. The values are stacked in such a way that the ups and 
downs of the lower value in the chart affect the upper values in the chart. 
That is, the chart is not a group of independent lines; instead, it represents a 
cumulative total — to which each variable displayed adds a value.

Step 5c of the following procedure can be repeated for the inclusion of two 
or more variables. They all appear in the legend at the upper right, and each 
variable provides the value for one layer of the stack.

If you include more than one variable, make sure that the variables you 
select for stacking have similar ranges of values so the scale on the left side 
will make sense for all of them. If, for example, one variable ranges into the 
thousands and the other doesn’t go over a hundred, the smaller one will com-
press itself visually — and come out in the final graph as a line.

When you select multiple variables for stacking, be sure to select them in the 
order you want them stacked; the first one you select will remain on top. The 
second one you select will be placed under it, and so on.

The two types of area charts — simple and stacked — act the same when you 
construct them. You can select the stacked chart and produce a simple area 
chart, or you can start with the simple area chart and stack your variables.

Follow these steps to produce a stacked area chart with two stacked vari-
ables:

1. Choose File➪Open➪Data and open the Employee data.sav file.

The file is in the SPSS installation directory.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Area.

4. Drag the second graph diagram (the one with the Stacked Area 
tooltip) to the panel at the top of the window.
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5. In the Variables list, do the following:

a. Select the Educational Level variable and drag it to the X‐Axis rect-
angle.

b. Select Current Salary and drag it to the Y‐Axis rectangle.

c. Select Beginning Salary and drag it to the Current Salary rectangle. A 
plus sign appears when you drag over it.

Be sure to drag it to the plus sign and not simply to the rectangle in 
general. (The plus sign appears at the top of the rectangle when you 
drag the new variable’s name across it.)

The Create Summary Group dialog box appears. After dragging 
in Beginning Salary, the Stacked: Set Color rectangle is relabeled 
“Index.”

6. Click OK.

The area chart shown in Figure 12-8 appears.

Fancy Graphs
Fancy graphs are just like they sound: fancy. Whether you’re trying to show 
relationships with lines, bars, dots, or more, you can use the Chart Builder 
in SPSS to create these graphs to show relationships between more than two 
variables.

Figure 12-8:  
A stacked 
area chart 

showing 
one variable 
being added 
to another in 

the display.
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Charts with multiple lines
A line chart works well as a visual summary of categorical values. Line charts 
are also useful for displaying timelines because they demonstrate up and 
down trends so well. Line graphs are popular because they’re easy to read. If 
they’re not the most common type of statistical chart, they’re a contender for 
the title.

You can have more than one line appear on a chart by adding more than 
one variable name to an axis. But the variables must contain a similar range 
of values before they can be represented by the same axis. For example, if 
one variable ranges from 0 to 1,000 pounds and another variable ranges from 
1 to 2 pounds, the values of the second variable will show up as a straight 
line, regardless of how much it actually fluctuates.

The following steps generate a basic multiline graph:

1. Choose File➪Open➪Data and open the Cars.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Line to specify the general type of 
graph to be constructed.

4. To specify that this graph should contain multiple lines, select the 
second diagram (the one with the Multiple Line tooltip) and drag it to 
the panel at the top.

The Element Properties dialog box appears, but you can close it because 
the default values work fine.

5. In the Variables list, right‐click Model Year and select Ordinal. Then 
select Model Year and drag it to the rectangle named X‐Axis in the 
diagram.

6. In the Variables list, select Engine Displacement and drag it to the  
Y‐Axis rectangle in the panel at the top where it says Count.

The word Mean is added to the annotation because the values displayed 
on this axis will be the mean values of the engine displacement.

7. In the Variables list, select Country of Origin and drag it to the Set 
Color rectangle in the panel at the top.

8. Click OK.

The chart shown in Figure 12-9 appears.
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The following steps generate a multiline graph with two variables in the  
Y‐axis:

1. Choose File➪Open➪Data and open the Cars.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Line to specify the general type of 
graph to be constructed.

4. To specify that this graph should contain multiple lines, select the 
second diagram (the one with the Multiple Line tooltip) and drag it to 
the panel at the top.

The Element Properties dialog box appears, but you can close it because 
the default values work fine.

5. In the Variables list, right‐click Model Year and select Ordinal. Then 
select Model Year and drag it to the rectangle named X‐Axis in the 
diagram.

6. In the Variables list, select Engine Displacement and drag it to the  
Y‐Axis rectangle in the panel at the top where it says Count.

The word Mean is added to the annotation because the values displayed 
on this axis will be the mean values of the engine displacement.

Figure 12-9:  
A line graph 

charting 
Engine Dis
placement 

against 
Model Year 

according to 
Country of 

Origin.
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7. In the Variables list, select Horsepower and drag it to the Y‐axis rect-
angle in the panel at the top.

Be careful how you drop Horsepower. To add Horsepower as a new 
 variable, you want to drop it on the little box containing the plus sign, as 
shown in Figure 12-10. If you drop the new name on top of the one that’s 
already there, the original variable could be replaced.

8. When the Create Summary Group window appears, telling you that 
SPSS is combining the two variables along the Y‐axis, click OK.

9. Click OK.

The chart shown in Figure 12-11 appears.

Figure 12-10:  
Adding 

another 
 variable to 
the Y‐axis.

Figure 12-11:  
A line  

graph with 
two  

vari ables  
in the Y‐axis.
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The variables you choose as members of the Y‐axis must have a similar range 
of values to make sense. For example, if you were to choose Vehicle Weight 
and Engine Displacement to be charted together, the result wouldn’t be all 
that interesting; the Vehicle Weight values would be in the thousands and 
the Engine displacement, regardless of their variation, would all appear in a 
single line at the bottom. In Chapter 18, we discuss how to edit these graphs 
to display information from the graphs in a more impactful way.

Colored scatterplots
Colored scatterplots can be dramatic in appearance, but clarity is not their 
strongest point. Because the scatterplot is drawn on a two‐dimensional sur-
face, you may find it difficult to envision where each point is supposed to 
appear in space. On the other hand, if your data distributes appropriately on 
the display, the resulting chart may demonstrate the concept you’re trying to 
get across.

The following example uses the same data as in the preceding example but 
displays it in a different way, as a three‐dimensional plot:

1. Choose File➪Open➪Data and open the Cars.sav file.

The file is not in the SPSS Statistics installation directory. You have to 
download it from this book’s companion website.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Scatter/Dot.

4. Select the second scatterplot diagram (the one with the Grouped 
Scatter tooltip) and drag it to the panel at the top.

5. In the Variables list, do the following:

a. Select Engine Displacement and drag it to the X‐Axis rectangle.

b. Select Miles Per Gallon and drag it to the Y‐Axis rectangle.

c. Select Country of Origin and drag it to the Set Color rectangle.

6. Click OK.

The graph shown in Figure 12-12 appears.

We recommend using a bubble chart for displaying three‐scale variables 
over a 3D scatterplot.
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Scatterplot matrices
A scatterplot matrix is a group of scatterplots combined into a single graphic 
image. You choose a number of scale variables and include them as a 
member of your matrix, and SPSS creates a scatterplot for each possible 
pair of variables. You can make the matrix as large as you like — its size is 
 controlled by the number of variables you include.

The following steps walk you through the creation of a matrix:

1. Choose File➪Open➪Data and open the Cars.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Scatter/Dot.

4. Select the seventh graph image (the one with the Scatterplot Matrix 
tooltip) and drag it to the panel at the top.

5. In the Variables list, drag Engine Displacement to the Scatterplot 
Matrix rectangle in the panel at the top.

The selected name replaces the label in the rectangle.

Figure 12-12:  
A two‐

dimensional 
colored 

scatterplot.
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6. Drag the variable names Miles Per Gallon, Horsepower, and Vehicle 
Weight to the plus sign on the x‐axis.

The labels may or may not change with each variable you add, depend-
ing on their length and the amount of space available. All your labels 
appear in the list at the bottom of the Element Properties dialog box.

7. Click OK.

The chart in Figure 12-13 appears. As you can see, each variable is 
plotted against each of the others. Notice that the scatterplots along 
the diagonal from the upper left to the lower right are blank — that’s 
because it’s useless to plot a variable against itself.

Stacked bar charts
A stacked bar chart is similar to the clustered bar chart in that it displays mul-
tiple values of a variable for each value of a categorical variable. But it does 
so by stacking them instead of placing them side by side. The following chart 
displays the same data as the preceding example, but it emphasizes different 
aspects of the data.

Figure 12-13:  
A four‐by‐

four matrix 
of scatter

plots.
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Follow these steps to create a stacked bar chart:

1. Choose File➪Open➪Data and open the Cars.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Bar.

4. Select the third graph image (the one with the Stacked Bar tooltip) 
and drag it to the panel at the top of the window.

5. In the Variables list, do the following:

a. Right‐click Model Year and select Ordinal.

b. Select Model Year and drag it to the X‐Axis rectangle.

c. Select Miles Per Gallon and drag it to the Count rectangle.

The rectangle was originally labeled Y‐Axis. The label changed to 
help you understand the type of variable that needs to be placed 
there.

d. Select Country of Origin and drag it to the rectangle in the upper‐right 
corner, the one now labeled Stack Set Color.

6. Click OK.

The graph in Figure 12-14 appears.

Figure 12-14:  
A bar graph 
with values 
displayed in 

stacks.
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Pie charts
Pie charts are the easiest kind to spot — they’re the only charts that show up 
as circles. The purpose of a pie chart is simply to show how something (the 
“whole”) is divided into pieces — whether two, ten, or any other number. 
Each slice in the pie chart represents its percentage of the whole. For exam-
ple, if a slice takes up 40% of the total pie, that slice represents 40% of the 
total number. A pie chart is also called a polar chart, so SPSS calls this option 
Pie/Polar.

In the following steps, you construct a pie chart:

1. Choose File➪Open➪Data and open the Bank.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Pie/Polar.

4. Drag the pie diagram to the panel at the top of the window.

5. Click the Groups/Point ID tab.

6. Click the Columns Panel variable.

A rectangle with Panel should appear in the summary area.

7. Click the Options button and select Wrap Panels at the bottom. Then 
click OK.

8. In the Variables list, drag Sex of Employee to the Slice By rectangle at 
the bottom of the panel.

9. In the Variables list, drag Employment Category to the Panel rectangle 
at the top of the panel.

10. Click OK.

The pie chart shown in Figure 12-15 appears.

Clustered range bar graphs
The clustered range bar graph displays the relationship among five variables. 
No other chart can be used to so clearly display so many variables. This 
example demonstrates the relationships among five employee variables: 
years of employment, income ranges, years with employer, ages, and the 
years they’ve lived at their current addresses.
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Do the following to build a clustered range bar graph:

1. Choose File➪Open➪Data and open the file named Customer_dbase.
sav.

The file is in the SPSS installation directory.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select High‐Low.

4. Drag the third graph diagram (the one with the Clustered Range Bar 
tooltip) to the panel at the top of the window.

5. In the Variables list, do the following:

a. Drag the category Years With Current Employer[empcat] variable to 
the Cluster on X rectangle in the upper‐right corner.

b. Drag the Income Category in Thousands variable to the X‐Axis rect-
angle at bottom.

c. Right‐click Age In Years and make it Scale. Then drag the Age In 
Years variable to the High Variable rectangle at the top left.

d. Right‐click Years with Current Employer [employ] and make it Scale. 
Then drag the measure Years with Current Employer [employ] vari-
able to the Low Variable rectangle at the center left.

Figure 12-15:  
A pie chart 
displaying 

the number 
of employ

ees at each 
education 

level.
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e. Right‐click Years at Current Address (address) and make it Scale. 
Then drag the Years at Current Address (address) variable to the 
Close Variable rectangle at the bottom left.

6. Click OK.

The high‐low graph shown in Figure 12-16 appears.

Differenced area graphs
A differenced area graph provides a pair of line graphs that emphasize the 
difference between two variables, filling the area between them with a solid 
color. The two graphs are plotted against the points of a categorical variable. 
The following steps produce a differenced area graph:

1. Choose File➪Open➪Data and open the property_assess.sav file.

The file is in the SPSS installation directory.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select High‐Low.

4. Drag the fourth graph diagram (the one with the Differenced Area 
tooltip) to the panel at the top of the window.

Figure 12-16:  
A clustered 

range bar 
graph, 

displaying 
relation

ships among 
five vari

ables.
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5. In the Variables list, do the following:

a. Drag the Township variable to the X‐Axis rectangle.

b. Drag the Sale Value of House variable to either of the Y‐Axis 
 rectangles.

c. Drag the Value at Last Appraisal variable to the other Y‐Axis 
 rectangle.

6. Click OK.

The differenced area chart shown in Figure 12-17 appears.

Dual‐axis graph
Many of the graphic forms allow you to plot two or more variables on the 
same chart, but they must always be plotted against the same scale. In the 
dual‐axis graph, two variables are plotted and two different scales are used to 
plot them. As a result, the values don’t require the same ranges (as they do 
in the other plots); the curves and trends of the two variables can be easily 
compared, even though they’re on different scales.

Two variables with different ranges that vary across the same set of catego-
ries can be plotted together, as shown in the following example:

Figure 12-17:  
In a differ

enced area 
chart, the 

filled region 
empha

sizes the 
difference 

between 
two values.



198 Part IV: Graphing Data  

1. Choose File➪Open➪Data and open the property_assess.sav file.

The file is in the SPSS installation directory.

2. Choose Graphs➪Chart Builder.

3. In the Choose From list, select Dual Axes.

4. Drag the first diagram (the one with the Dual Y Axes with Categorical 
X Axis tooltip) to the panel at the top of the window.

5. In the Variables list, do the following:

a. Drag the Value at Last Appraisal variable to the Y‐Axis rectangle on 
the left.

b. Drag the Sale Value of House variable to the Y‐Axis rectangle on the 
right, which is now named Count.

c. Drag the Township variable to the X‐Axis rectangle.

6. Click OK.

The dual‐axis graph shown in Figure 12-18 appears.

Figure 12-18:  
A dual‐axis 

graph 
displaying 
the curves 

inscribed 
by two vari

ables with 
different 
ranges.
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 Get to know the Paired‐Samples T Test in an article at www.dummies.com/ 
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In this part . . .
 ✓ Navigate the huge Analysis menu with confidence.

 ✓ Identify which test you need and why.

 ✓ Understand the output so that you can explain it to others.



Using Descriptive Statistics
In This Chapter

 ▶ Defining levels of measurement

 ▶ Looking at frequencies for categorical and continuous variables

 ▶ Using the descriptives procedure to summarize continuous variables

S 
ummaries of individual variables provide the basis for more complex 
analysis (as you see in the next few chapters). They also help establish 

base rates, answer important questions (for example, the percent of satisfied 
customers), allow users to check sample size and the data for unusual cases 
or errors, and provide insights into ways in which you may combine differ-
ent groups. Ideally, you want to obtain as much information as possible from 
your data. In practice, however, given the measurement level of the variables, 
only some information is meaningful.

In this chapter, we begin by discussing level of measurement. Next, we run 
the frequencies procedure to obtain summary statistics for both categorical 
and continuous variables. Finally, we use the descriptives procedure to sum-
marize continuous variables.

Looking at Levels of Measurement
The level of measurement of a variable determines the appropriate statistics, 
and graphs that can be used to describe the data. For example, if we have 
a variable like marital status, it wouldn’t make sense to ask for the mean 
of this variable; instead, we may ask for the percentages associated with 
the  different categories. In addition, level of measurement also determines 
the kind of research questions we can answer, so it’s a critical step in the 
research process.

The term levels of measurement refers to the coding scheme or the meaning 
of the numbers associated with each variable. Many statistical techniques 

Chapter 13
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are appropriate only for data measured at particular levels or combinations 
of levels. Different statistical measures are appropriate for different types of 
variables, and the statistical summaries depend on the level of measurement.

Defining the four levels of measurement
Introductory statistics textbooks present four levels of measurement, each 
defined by certain properties. Each successive level can be said to contain 
the properties of the preceding types and records information at a higher 
level. The four levels of measurement are as follows:

 ✓ Nominal: For nominal data, each value represents a category. There is 
no inherent order to the categories. For example, the variable gender 
may be coded as 0 (male) and 1 (female), but all these values tell us is 
that we have two distinct categories, not that one category has more or 
less or is better or worse than the other.

 ✓ Ordinal: For ordinal data, each value is a category, but there is a mean-
ingful order or rank to the categories. However with ordinal data, there 
is not a measurable distance between categories. For example, if we’re 
measuring the outcome of a foot race, we can determine which con-
testant came in first, second, third, and so on. However, based on the 
ranking, we can’t tell how much faster each competitor was compared to 
the others, nor can we say that the difference between first and second 
place is the same as the difference between second and third place. 
Other examples of ordinal variables are attitudinal questions with cat-
egories, such as Strongly Disagree (1), Disagree (2), Neutral (3), Agree 
(4), and Strongly Agree (5), or variables such as income coded into cat-
egories representing ranges of values.

 ✓ Interval: For interval data, a one‐unit change in numeric value repre-
sents the same change in quantity regardless of where it occurs on 
the scale. For example, for a variable like temperature measured in 
Fahrenheit, the difference between 20 degrees and 21 degrees (1 unit) 
is equal to the difference between 50 degrees and 51 degrees. In other 
words, they have equal intervals between points on the scale.

 ✓ Ratio: For ratio data, you have all the properties of interval variables 
with the addition of a true zero point, representing the complete 
absence of the property being measured. For example, temperature 
measured in Fahrenheit is measured on an interval scale, because zero 
degrees does not represent the absence of temperature. However, a 
variable like number of purchases is a ratio variable because zero indi-
cates no purchases. Ratios can then be calculated (for example, eight 
purchases represents twice as many purchases as four purchases).
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These four levels of measurement are often combined into two main types:

 ✓ Categorical: Nominal and ordinal measurement levels

 ✓ Continuous (or scale): Interval and ratio measurement levels

Defining summary statistics
The most common way to summarize variables is to use measures of central 
tendency and variability:

 ✓ Central tendency: One number that is often used to summarize the distri-
bution of a variable. Typically, we think of central tendency as referring to 
the “average” value. There are three main measures of central tendency:

• Mode: The category or value that contains the most cases. This 
measure is typically used on nominal or ordinal data and can easily 
be determined by examining a frequency table.

• Median: The midpoint of a distribution; it is the 50th percentile. If 
all the cases for a variable are arranged in order according to their 
value, the median is the value that splits the data into two equally 
sized groups.

• Mean: The mathematical average of all the values in the distribu-
tion (that is, the sum of the values of all cases divided by the total 
number of cases).

 ✓ Variability: The amount of spread or dispersion around the measure of 
central tendency. There are a number of measures of variability:

• Maximum: The highest value for a variable.

• Minimum: The lowest value in the distribution.

• Range: The difference between the maximum and minimum values.

• Variance: Provides information about the amount of spread 
around the mean value. It’s an overall measure of how clustered 
data values are around the mean. The variance is calculated by 
summing the square of the difference between each value and the 
mean and dividing this quantity by the number of cases minus one. 
In general terms, the larger the variance, the more spread there is 
in the data; the smaller the variance, the more the data values are 
clustered around the mean.

• Standard deviation: The square root of the variance. The variance 
measure is expressed in the units of the variable squared. This can 
cause difficulty in interpretation, so more often, the standard devi-
ation is used. The standard deviation restores the value of variabil-
ity to the units of measurement of the original variable.
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We care about level of measurement because it determines appropriate sum-
mary statistics and graphs to describe the data. Table 13-1 summarizes the 
most common summary statistics and graphs for each of the measurement 
levels used by SPSS.

Focusing on Frequencies for  
Categorical Variables

The most common technique for describing categorical data — nominal 
and ordinal levels of measurement — is to request a frequency table, which 
provides a summary showing the number and percentage of cases falling 
into each category of a variable. Users can also request additional summary 
 statistics like the mode or median, among others.

Here’s how to run the frequencies procedure so you can create a frequency 
table that will allow you to obtain summary statistics for categorical variables:

1. From the main menu, choose File ➪ Open ➪ Data and load the 
 merchandise.sav data file.

  The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

  It contains the customer’s purchase history and has 16 variables and 
3,338 cases.

Table 13-1   Level of Measurement and Descriptive Statistics
Nominal Ordinal Scale

Definition Unordered 
 categories

Ordered 
 categories

Numeric values

Examples Gender, geo
graphic location, 
job category

Satisfaction 
ratings, income 
groups, rank
ing of prefer
ences

Number of 
 purchases, 
 cholesterol level, 
age

Measures of 
central tendency

Mode Mode, median Mode, median, 
mean

Measures of 
 dispersion

None Min/max/range Min/max/
range, standard 
 deviation/ variance

Graph Pie or bar Pie or bar Histogram
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2. Choose Analyze ➪ Descriptive Statistics ➪ Frequencies.

  The Frequencies dialog box, shown in Figure 13-1, appears.

  In this example, we want to study the distribution of the variables 
Payment_Method (Auto Pay, Check, or Credit Card), Premier (Yes or 
No), and Status (Current or Churned). You can place these variables 
in the Variable(s) box and each will be analyzed separately.

3. Select the variables Payment_Method, Premier, and Status, and 
place them in the Variable(s) box, as shown in Figure 13-2.

  If you were to run the Frequencies procedure now, you would get three 
tables, each showing the distribution of one variable. It’s customary 
though to request additional summary statistics.

4. Click the Statistics button.

  The Frequencies: Statistics dialog box, shown in Figure 13-3, appears.

  This dialog box provides many statistics, but it’s critical that you 
request only those appropriate for the level of measurement of the vari-
ables you placed in the Variable(s) box. For nominal variables, only the 
mode is suitable.

5. In the Central Tendency section, select the Mode check box, as shown 
in Figure 13-4.

6. Click Continue.

  Requesting a graph, so you can have a visual display of the data, can be 
useful. That’s what we’ll do now.

Figure 13-1:  
The 

Frequencies 
dialog box.
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7. Click the Charts button.

  The Frequencies: Charts dialog box, shown in Figure 13-5, appears.

  This dialog box has options for pie charts and bar charts. Either type of 
chart is acceptable for a nominal variable. Charts can be built using either 
counts or percentages, but normally percentages are a better choice.

Figure 13-3:  
The 

Frequen
cies: 

Statistics 
dialog box.

Figure 13-2:  
Place the 
variables 

in the 
Variable(s) 

box.
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8. In the Chart Type section, click the Bar Charts radio button; 
in the Chart Values section, click the Percentages radio button 
(see Figure 13-6).

Figure 13-4:  
Select the 

Mode check 
box.

Figure 13-5:  
The 

Frequen
cies: Charts 
dialog box.
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9. Click Continue.

10. Click OK.

  SPSS runs the frequencies procedure and calculates the summary statis-
tics, frequency table, and bar chart you requested.

The Statistics table (shown in Figure 13-7) displays the number of valid and 
missing cases for each variable requested in the Frequencies procedure.

Be sure to review this table to check the number of missing cases. In this 
example, we have 3,338 valid cases and we don’t have any missing data.

The Statistics table also displays any additional statistics that were 
requested. In our case, we asked only for the mode, the category that has the 

Figure 13-6:  
Click Bar 

Charts and 
Percent

ages.

Figure 13-7:  
The 

Statistics 
table.
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highest frequency, so only the mode is shown for each of the variables. In 
this example, the mode is represented by values of 3, 1, and 2, respectively, 
and represents the category of “Credit Card” for Payment_Method, “No” for 
Premier, and the “Current” group for Status.

We could’ve asked for additional summary statistics like the mean, and the 
frequencies procedure would’ve produced it. This is why it’s important to 
understand measurement level and what statistics are relevant.

The Frequency table (shown in Figure 13-8) shows the distribution of 
the variable Payment_Method (in this case, we focus on the variable 
Payment_Method because all the other Frequency tables will have similar 
information). The information in the Frequency table is comprised of counts 
and percentages. The Frequency column contains counts, or the number of 
occurrences of each data value. So, for the variable Payment_Method, it’s 
easy to see why the category “Credit Card” was the mode — 1,926 custom-
ers made purchases this way. The Percent column shows the percentage of 
cases in each category relative to the number of cases in the entire dataset, 
including those with missing values. In our current example, those 1,926 cus-
tomers who paid via credit card account for 57.7% of all customers. The Valid 
Percent column contains the percentage of cases in each category relative to 
the number of valid (nonmissing) cases. Because there is no missing data, the 
percentages in the Percent column and in the Valid Percent column are identi-
cal. The Cumulative Percent column contains the percentage of cases whose 
values are less than or equal to the indicated value. Cumulative  percent is 
useful only for variables that are ordinal.

Bar charts (like the one in Figure 13-9) summarize the distribution that was 
observed in the Frequency table and allow you to see the distribution. For 
the variable Payment_Method, more than half of the people fall into the 
Credit Card category.

Figure 13-8:  
The 

Frequency 
table for the 
Payment_ 

Method 
variable.
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Understanding Frequencies  
for Continuous Variables

As we have seen, frequency tables show counts and percentages, which 
are extremely useful when working with categorical variables. However, 
for continuous variables that have many values, frequency tables become 
less useful. For example, if we were working with a variable like income, it 
wouldn’t be very useful to know that there was only one person in the data-
set who made $22,222 last year. In this case, it’s likely that each response 
would have a different value, so the frequency table would be very large and 
not particularly useful as a summary of the variable.

Instead, if the variables of interest are continuous, the frequencies procedure 
can be useful because of the summary statistics it can produce. To run the 
frequencies for continuous variables, follow these steps:

1. From the main menu, choose File ➪ Open ➪ Data and load the 
 merchandise.sav data file.

  The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Analyze ➪ Descriptive Statistics ➪ Frequencies.

Figure 13-9:  
A bar chart 

for the 
Payment_ 

Method 
variable.



211  Chapter 13: Using Descriptive Statistics

3. Select the variables Stereos, TVs, Speakers, Delivery_Problems, 
Years_as_customer, and Estimated_Revenue, and place them in the 
Variable(s) box.

4. Deselect the Display Frequency Tables check box, as shown in 
Figure 13-10.

  A warning dialog box appears saying, “You have turned off all output. 
Unless you select any Output Options this procedure will not be run.” 
We receive this warning because at the moment nothing is selected. 
This is okay because we will now select the summary statistics we want 
to display.

5. Click the Statistics button.

  The Frequencies: Statistics dialog box appears.

  Several summary statistics are appropriate for scale variables. The 
statistics can be divided into those summarizing the central tendency, 
those measuring the amount of variation (dispersion) in the data, differ-
ent percentile values you can request, and those statistics assessing the 
shape of the distribution.

6. In the Central Tendency section, select the Mean, Median, and Mode 
check boxes; in the Dispersion section, select the Std. Deviation, 
Minimum, and Maximum check boxes (see Figure 13-11).

Figure 13-10: 
The 

Frequencies 
dialog box.
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7. Click Continue.

8. Click the Charts button.

  The Frequencies: Charts dialog box appears.

Figure 13-12:  
The 

Frequen
cies: Charts 
dialog box.

Figure 13-11:  
The 

Frequencies: 
Statistics 

dialog box.
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9. Click the Histograms radio button and select the Show Normal Curve 
on Histogram check box, as shown in Figure 13-12.

10. Click Continue.

11. Click OK.

  SPSS runs the frequencies procedure and calculates the summary 
 statistics and the histogram you requested.

The Statistics table (shown in Figure 13-13) shows that we have 3,338 valid 
cases and we don’t have any missing data. The Statistics table contains the 
requested statistics. For example, for the variable Speakers, we can see 
that the minimum value is 0 and the maximum value is 451. This seems like 
a very large range of values, so it would be useful to double‐check the data 
to make sure there are no errors. Likewise, in an ideal world, we would like 
the mean, median, and mode to be similar, because they’re all measures of 
central tendency. In this case, note that for the variable Speakers, the mean 
(51.3), median (36), and mode (4) are very different from each other, which is 
an indication that this variable is probably not normally distributed (you see 
why this is important in later chapters).

You can visually check the distribution of these variables with a histogram 
(see Figure 13-14). A histogram has bars, but, unlike the bar chart, they’re 
plotted along an equal interval scale. The height of each bar is the count of 
values falling within the interval. Notice that the lower range of values is trun-
cated at 0 and the number of speakers is greatest down toward the lower end 
of the distribution, although there are some extreme values. The distribution 
is not normal.

Figure 13-13:  
The 

Statistics 
table.
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Summarizing Continuous Variables  
with the Descriptives Procedure

The descriptive procedure is an alternative to the frequencies procedure 
(see the preceding section) when the objective is to summarize continuous 
variables. The descriptives procedure provides a succinct summary of vari-
ous statistics and the number of cases with valid values for each variable 
included in the table. To use the descriptives procedure, follow these steps:

1. From the main menu, choose File ➪ Open ➪ Data and load the 
 merchandise.sav data file.

  The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Analyze ➪ Descriptive Statistics ➪ Descriptives.

  The Descriptives dialog box, shown in Figure 13-15, appears.

3. Select the variables Stereos, TVs, Speakers, Delivery_
Problems, Years_as_customer, and Estimated_Revenue, 
and place them in the Variable(s) box, as shown in Figure 13-16.

Figure 13-14:  
A histogram 

for the 
Speakers 

variable.
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4. Click OK.

  SPSS runs the descriptives procedure and calculates the summary 
 statistics.

The minimum and maximum values provide an efficient way to check for 
values outside the expected range(see Figure 13-17). Likewise, it’s always 
important to investigate the mean and determine if the value makes sense. 
Sometimes a mean may be lower or higher than expected, which can indi-
cate a problem relating to how the data was coded or maybe even collected. 
Finally, the last row in the table, Valid N (listwise), gives the number of cases 
that have a valid value on all the variables appearing in the table. In this 
example, we have no missing data, so this number isn’t particularly useful 
for this set of variables. However, it would be useful for a set of variables 
that you intended to use for a multivariate analysis (an analysis looking at the 
 relationships between many variables).

Figure 13-15:  
The 

Descriptives 
dialog box.

Figure 13-16:  
Place the 
variables 

in the 
Variable(s) 

box.
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Figure 13-17:  
The 

Descriptive 
Statistics 

table.



Showing Relationships between 
Categorical Dependent and 

Independent Variables
In This Chapter

 ▶ Testing hypotheses

 ▶ Running inferential tests

 ▶ Running the crosstabs procedure

 ▶ Running the chi‐square test

 ▶ Comparing column proportions

 ▶ Adding control variables

D 
escriptive statistics (introduced in Chapter 13) describe the data in a 
sample through a number of summary procedures and statistics. For 

example, maybe you collected customer satisfaction data on a subset of 
your customers and you can determine that the average satisfaction for your 
customers is 3.5 on a 5‐point scale. You may want to take this information a 
step further, though. For example, you may want to determine if there is a 
difference in satisfaction between customers who bought Product A (3.6) and 
customers who bought Product B (3.3). The numbers aren’t exactly the same, 
but are they really different or are the differences due to random variation? 
This is the type of question that inferential statistics can answer.

Inferential statistics allow you to infer the results from the sample on which 
you have data and apply it to the population that the sample represents. 
Understanding how to make inferences from a sample to a population is the 
basis of inferential statistics. This allows you to reach conclusions about the 
population without the need to study every single individual.

Chapter 14
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In this chapter, we begin by discussing the idea of hypothesis testing. Next 
we run the crosstabs procedure to assess the relationship between two 
 categorical variables. Finally, we use the chi‐square test to see if there is a 
statistically significant relationship between two categorical variables.

Testing a Hypothesis to See If It’s Right
Whenever you want to make an inference about a population from a sample, 
you must test a specific hypothesis. Typically, you state two hypotheses:

 ✓ Null hypothesis: The null hypothesis is conventionally the one in which 
no effect is present. For example, you may be looking for differences 
in mean income between males and females, but the (null) hypothesis 
you’re testing is that there is no difference between the groups. Or 
the null hypothesis may be that there are no differences in satisfac-
tion between customers who bought Product A (3.6) and customers 
who bought Product B (3.3); in other words, the differences are due to 
random variation.

 ✓ Alternative hypothesis: The alternative hypothesis is generally 
(although not exclusively) the one researchers are really interested 
in. For example, you may hypothesize that the mean incomes of males 
and females are different. Or for the customer satisfaction example, the 
alternative hypothesis may be that there is a difference in satisfaction 
between customers who bought Product A (3.6) and customers who 
bought Product B (3.3); in other words, the differences are real.

Now, in statistics, we never know anything for certain because we’re dealing 
with samples, rather than populations. So, we always have to work with prob-
abilities. The way hypotheses are assessed is by calculating the probability 
or the likelihood of finding our result. A probability value can range from 0 to 
1 (corresponding to 0 percent to 100 percent, in terms of percentages); you 
can use these values to assess whether the likelihood that any differences 
you’ve found are the result of random chance.

So, how do hypotheses and probabilities interact? Suppose you want to know 
who will win the Super Bowl. You ask your fellow statisticians, and one of 
them says that he has built a predictive model and he knows Team A will win. 
Your next question should be, “How confident are you in your prediction?” 
Your friend says, “I’m 50 percent confident.” Are you going to trust this pre-
diction? Of course not, because there are only two outcomes and 50 percent 
is just random chance.
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So, you ask another fellow statistician, and he tells you that he has built a 
predictive model. He knows that Team A will win, and he’s 75 percent confi-
dent in his prediction. Are you going to trust his prediction? Well, now you 
start to think about it a little. You have a 75 percent chance of being right, 
and a 25 percent chance of being wrong. Let’s say you decide a 25 percent 
chance of being wrong is too high.

So, you ask another fellow statistician and she tells you that she has built 
a predictive model and she knows Team A will win, and she’s 90 percent 
 confident in her prediction. Are you going to trust her prediction? Now you 
have a 90 percent chance of being right, and only a 10 percent chance of 
being wrong.

This is the way statistics work. You have two hypotheses — the null hypoth-
esis and the alternative hypothesis — and you want to be sure of your con-
clusions. So, having formally stated the hypotheses, you must then select a 
criterion for acceptance or rejection of the null hypothesis. With probability 
tests, such as the chi‐square test or the t‐test, you’re testing the likelihood 
that a statistic of the magnitude obtained (or greater) would’ve occurred 
by chance, assuming that the null hypothesis is true. You always assess the 
null hypothesis, which is the hypothesis that states there is no difference or 
no relationship. In other words, you only wish to reject the null hypothesis 
when you can say that the result would’ve been extremely unlikely under the 
conditions set by the null hypothesis. In this case, the alternative hypothesis 
should be accepted.

But what criterion (or alpha level, as it is often known) should you use? 
Traditionally, a 5 percent level is chosen, indicating that a statistic of the size 
obtained would only be likely to occur on 5 percent of occasions (or once in 
20) should the null hypothesis be true. This also means that, by choosing a 
5 percent criterion, you’re accepting that you’ll make a mistake in rejecting 
the null hypothesis 5 percent of the time, which most of the time you can  
live with.

Conducting Inferential Tests
As we mention in Chapter 13, obtaining descriptive statistics can be very 
important for various reasons. As mentioned in the previous chapter, one 
reason why descriptive statistics are important is because they form the 
basis for more complex analyses. In reality, when you run a chi‐square 
test (see “Running the chi‐square test,” later in this chapter), a t‐test (see 
Chapter 15), or a regression (see Chapter 16), all you’re really doing is taking 
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descriptive statistics and plugging them into a fancy formula, which then 
 provides you with useful information.

Statistics are available for variables at all levels of measurement for more 
advanced analysis. In practice, the choice of method depends on the ques-
tions you’re interested in asking of the data and the level of measurement of 
the variables involved. Table 14‐1 suggests which statistical techniques are 
most appropriate, based on the measurement level of the dependent (effect) 
and independent (cause) variables.

In this chapter, we discuss crosstabs, which is when both the independent 
and dependent variables are categorical. In Chapter 15, we discuss t‐tests, 
which is when the independent variable is categorical and the dependent 
variable is continuous. In Chapter 16, we discuss correlation and regression, 
which is when both the independent and dependent variables are continu-
ous. We don’t cover logistic regression, which is when the independent vari-
able is continuous and the dependent variable is categorical, because that 
technique is beyond the scope of this book.

Running the Crosstabs Procedure
One of the most common ways to analyze data is to use crosstabulations. 
A crosstabulation is used when you want to study the relationship between 
two or more categorical variables. For example, you may want to look at the 
relationship between gender and handedness (whether you’re right or left 
handed). This way, you can determine if one gender is more likely to be right 
or left handed, or if handedness is equally distributed between the genders. 
In this section, we provide examples and advice on how best to construct 
and interpret crosstabulations.

Table 14-1 Level of Measurement and Statistical Tests
Dependent Variables Independent Variables

Categorical Continuous
Categorical Crosstabs Logistic regression

Continuous T‐test, analysis of 
 variance (ANOVA)

Correlation, linear 
Regression
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Here’s how to perform a crosstabulation using the data file 
merchandise.sav, which is not installed with SPSS Statistics:

1. From the main menu, choose File ➪ Open ➪ Data and load the 
 merchandise.sav data file, which is not in the IBM SPSS Statistics 
directory.

  This file contains the customer’s purchase history and has 16 variables 
and 3,338 cases.

2. Choose Analyze ➪ Descriptive Statistics ➪ Crosstabs.

  The Crosstabs dialog box (shown in Figure 14-1) appears.

  In this example, we want to study whether the number (Small, Medium, 
or Large) of TVs (TVs_bin) purchased this year is related to customer 
status (Current or Churned).

  You can place the variables in either the Rows or Columns boxes, but 
in many areas of research, it’s customary to place the independent vari-
able in the column of the table.

3. Select the variable Status, and place it in the Row(s) box.

Figure 14-1:  
The 

Crosstabs 
dialog box.
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4. Select the variable TVs_bin, and place it in the Column(s) box, as 
shown in Figure 14-2.

  As previously mentioned, crosstabulations are used when looking at the 
relationship between categorical variables, which is what we have in 
this situation.

  In this example, only one variable was added to the Rows and Columns 
boxes, but you can add multiple variables to these boxes, which will 
create separate tables for all combinations of variables.

  At this point, you can run the crosstabulation procedure, but you 
 normally want to request additional statistics, typically percentages.

5. Click the Cells button.

  The Cell Display dialog box (shown in Figure 14-3) appears.

  By default, the cell count is displayed (that is, the Observed check box 
in the Counts area is selected). Typically, you would select row and/or 
column percents (by clicking the Row and Column check boxes in the 
Percentages area). Other less‐used statistics, including residuals, are 
available in this dialog box as well.

Figure 14-2:  
The com-

pleted 
Crosstabs 

dialog box.
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6. Click the Column check box in the Percentages area, as shown in 
Figure 14-4.

7. Click Continue.

8. Click OK.

  The Case Processing Summary table (shown in Figure 14-5) displays the 
number of valid and missing cases for the variables requested in the 
crosstabulation. Only the valid cases are displayed in the crosstabula-
tion table.

  Be sure to review this table to check the number of missing cases. If 
there are substantial amounts of missing data, you may want to ques-
tion why this is the case and how your analysis will be affected. In this 
example, we don’t have any missing data.

The crosstabulation table (shown in Figure 14-6) shows the relationship 
between the variables. Each cell of the table represents a unique combination 
of the variables values. For example, the first cell in the crosstabulation table 
shows the number of customers (1,093) who purchased a small number of 
TVs and also churned.

Figure 14-3:  
The Cell 

Display dia-
log box.
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Figure 14-6:  
The cross-
tabulation 

table.

Figure 14-5:  
The Case 

Processing 
Summary 

table.

Figure 14-4:  
The com-

pleted Cell 
Display dia-

log box.
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Although looking at counts is useful, it’s usually much easier to detect pat-
terns by examining percentages. This is why you clicked the Column check 
box in the Cell Display dialog.

Looking at the first column in the crosstabulation table, you can see that 
37.8% of customers who purchased a small number of TVs churned, while  
62.2% of customers who purchased a small number of TVs stayed as custom-
ers. So it seems as though purchasing a few TVs is associated with staying as 
a customer. However, it seems that the opposite is true when more TVs are 
purchased — in other words, purchasing more TVs seems to be associated 
with losing customers, because we lost 96.1 percent and 74.4 percent of cus-
tomers, respectively, who purchased a medium and large number of TVs.

These differences in percentages would certainly lead you to conclude that 
the number of TVs purchased is related to customer status. But how do you 
know that these differences in percentages are not due to chance? To answer 
this question we need to perform the chi‐square test.

Running the chi‐square test
The most common test used in a crosstabulation is the Pearson chi‐square 
test, which tests the null hypothesis that the row and column variables are 
not related to each other — that is, that the variables are independent. In 
our situation, the chi‐square test determines whether there is a relationship 
between number of TVs purchased and customer status.

To run the chi‐square test, follow these steps:

1. Choose Analyze ➪ Descriptive Statistics ➪ Crosstabs.

  Remember that you should have the variable Status in the Row(s) box 
and the variable TVs_bin in the Column(s) box.

2. Click the Statistics button.

  The Statistics dialog box (shown in Figure 14-7) appears.

  A number of association measures are available in the Statistics dialog 
box. These measures of association characterize the relationship between 
the variables in the table. The measures are grouped in the dialog box by the 
measurement level of the variables in the table. They show the strength 
of relationship between the variables, whereas the chi‐square test deter-
mines whether there is a statistically significant relationship.
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3. Click the Chi‐square check box, as shown in Figure 14-8.

4. Click Continue.

5. Click OK.

  The same case processing summary and crosstabulation tables appear 
as shown earlier, but the Chi‐Square Tests table (shown in Figure 14-9) 
also appears.

Three chi‐square values are listed, the first two of which are used to test for 
a relationship. Concentrate on the Pearson Chi‐Square statistic, which is ade-
quate for almost all purposes. The Pearson Chi‐Square statistic is calculated 
by testing the difference between the observed counts (the number of cases 
we actually observed in each crosstabulation cell) and the expected counts 
(the number of cases we should’ve observed in each crosstabulation cell if 
there were no relationship between the variables). So, the chi‐square statistic 
is an indication of misfit between observed minus expected counts.

You can request Expected counts in the Cell Display dialog box (refer to 
Figure 14-3).

Figure 14-7:  
The 

Statistics 
dialog box.
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The actual chi‐square value (here, 286.989) is used in conjunction with the 
number of degrees of freedom (df), which is related to the number of cells 
in the table, to calculate the significance for the chi‐square statistic, labeled 
“Asymptotic Significance (2‐sided).”

Figure 14-8:  
Completed 

Statistics 
dialog box.

Figure 14-9:  
The Chi‐
Square 

Tests table.
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The significance value provides the probability of the null hypothesis being 
true, so the lower the number, the less likely that the variables are unrelated. 
Analysts often use a cutoff value of 0.05 or lower, to determine whether the 
results are statistically significant. For example, with a cutoff value of 0.05, if 
the significance value is smaller than 0.05, the null hypothesis is rejected. In 
this case, you can see that the probability of the null hypothesis being true is 
very small — in fact, it’s less than 0.05, so you can reject the null hypothesis  
and you have no choice but to say you found support for the research 
hypothesis. So, you can conclude that there is a relationship between the 
number of TVs purchased and customer status.

Every statistical test has assumptions. The better you meet these assump-
tions, the more you can trust the results of the test. The chi‐square test just 
assumes that you have a large enough sample. Because of this, there is a foot-
note to the Chi‐Square Tests table (refer to Figure 14-9) noting the number 
of cells with expected counts less than 5. If more than 20 percent of the cells 
have this condition, you should consider increasing your sample size if you 
can, or else you should reduce the number of cells in your crosstabulation 
table. You can do this by either combining or removing categories.

Comparing column proportions
After determining that there is a relationship between two variables, the next 
step is to determine the exact nature of the relationship — that is, which 
groups actually differ from each other. You can see which groups differ from 
each other by comparing column proportions. To do this, follow these steps:

1. Choose Analyze ➪ Descriptive Statistics ➪ Crosstabs.

  Remember that you should have the variable Status in the Row(s) box 
and the variable TVs_bin in the Column(s) box.

2. Click the Cells button.

3. Click the Compare Column Proportions check box.

4. Click the Adjust P‐Values (Bonferroni Method) check box.

  Figure 14-10 shows the completed Cell Display dialog box.

5. Click Continue.

6. Click OK.
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The same Case Processing Summary and Chi‐Square Tests tables appear 
as shown earlier, but a modified version of the crosstabulation table now 
appears (see Figure 14-11).

The crosstabulation table now includes the column proportions test nota-
tions. Subscript letters are assigned to the categories of the column variable. 
For each pair of columns, the column proportions are compared using a  
z‐test. If a pair of values is significantly different, different subscript letters 
are displayed in each cell.

The table in Figure 14-11 shows that the proportion of customers who pur-
chased a small number of TVs and churned (37.8 percent) is smaller and sig-
nificantly different, according to the z‐test, than the proportion of customers 
who purchased a medium number of TVs and churned (96.1 percent), due 
to having different subscript letters. You can also see that the proportion of 
customers who purchased a small number of TVs and churned (37.8 percent) 
is significantly smaller than the proportion of customers who purchased a 
large number of TVs and churned (74.4 percent). Finally, we can see that the 

Figure 14-10:  
The com-

pleted Cell 
Display dia-

log box.
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proportion of customers who purchased a large number of TVs and churned 
(74.4 percent) is significantly smaller than the proportion of customers who 
purchased a medium number of TVs and churned (96.1 percent). In other 
words, all groups are significantly different from each other.

Adding control variables
Tables can be made more complex by adding variables to the layer dimen-
sion. This way, you can create layered tables displaying relationship among 
three or more variables. A layered variable further subdivides categories of 
the row and column variables by the categories of the layer variable(s). The 
layer variables are often referred to as control variables because they show 
the relationship between the row and column variables when you “control” 
for the effects of the third variable. Layer variables are usually added to a 
table after the two‐variable crosstabulation table has been examined.

To add a layer variable, follow these steps:

1. Choose Analyze ➪ Descriptive Statistics ➪ Crosstabs.

  Remember that you should have the variable Status in the Row(s) box 
and the variable TVs_bin in the Column(s) box.

2. Select the variable Location, and place it in the Layer box, as shown 
in Figure 14-12.

3. Click OK.

Figure 14-11:  
The cross-
tabulation 
table with 
compare 

column 
proportions 

test.
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You can add more than one control variable to a table by using the Next 
button in the layer box, but you’ll need to have a large sample size or you may 
quickly create tables with only a few cases, or even no cases, in several cells.

As shown in Figure 14-13, adding a layer variable creates subtables for each 
category of the layer variable (in this case, we have a table for international and 
national customers). In this example, there doesn’t appear to be a difference in 
the relationship between the number of TVs purchased and customer status.

Figure 14-14 further confirms that the relationship between the number of 
TVs purchased and customer status is not affected by location. In other situa-
tions, however, a layer variable often helps qualify a relationship, so we know 
that a relationship only holds in certain conditions and not others.

Figure 14-12:  
The com-

pleted 
Crosstabs 

dialog box.
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Figure 14-13:  
The cross-
tabulation 
table with 

a layer 
 variable.
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Figure 14-14:  
The Chi‐
Square 

Tests table 
with a layer 

variable.



Showing Relationships between 
Continuous Dependent and 

Categorical Independent Variables
In This Chapter

 ▶ Considering hypothesis testing

 ▶ Working with the Compare Means dialog box

 ▶ Running the independent‐samples t‐test procedure

 ▶ Running the summary independent‐samples t‐test procedure

I 
n this chapter, we explain how to compare different groups on a continu-
ous outcome variable. For example, we can compare residents of two 

cities on how much money they spend on rent to determine if there are 
 significant differences.

But before we dive into this topic, we need to tackle another issue: In 
Chapter 14, you get your feet wet on the idea of hypothesis testing. In this 
chapter, we extend that discussion.

Hypothesis Testing Revisited
In Chapter 14, we introduce the idea of inferential statistics and mention how 
they allow us to infer the results from our sample to the population. This 
concept is important because we want to do research that applies to a larger 
audience than just the specific group of people we tested.

Chapter 15
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In Chapter 14, we also mention how hypothesis testing allows researchers to 
develop hypotheses, which are then assessed to determine the probability or 
likelihood of the findings. Two hypotheses are typically created:

 ✓ Null hypothesis: The null hypothesis states that no effect is present.

 ✓ Alternative hypothesis: The alternative hypothesis states that an effect 
is present.

For example, you may be interested in assessing if there are differences in 
mean income between males and females; the null hypothesis states that 
there is no difference between the groups, and the alternative hypothesis 
states that there is a difference between the groups.

The null hypothesis is then assessed by calculating the probability that the 
null hypothesis is true. At this point, we investigate the probability value, 
and if it’s less than 0.05, we say that we’ve found support for the alternative 
hypothesis because the probability that the null hypothesis is true is low 
(less than 5%). If it’s greater than 0.05, we say that we’ve found support for 
the null hypothesis because there is a decent chance that it’s true (greater 
than 5%).

However, too often people immediately jump to the conclusion that the find-
ing “is statistically significant” or “is not statistically significant.” Although 
that’s literally true, because we use those words to describe probability 
values below 0.05 and above 0.05, it doesn’t imply that there are only two 
conclusions to draw about our finding. Table 15-1 is a more realistic scenario.

Notice that in this table, several outcomes are possible. Let’s take a look 
at the first row. It could be that, in the real world, there is no relationship 
between the variables, and this is what our test found. In this scenario, we 
would be making a correct decision. However, what if in the real world there 
were no relationship between the variables, and our test found that there 

Table 15-1 Types of Statistical Outcome
In the Real World Statistical Test Outcome

Not Significant Significant

No Difference (Null Is 
True)

Correct decision False positive, used 
wrong test

True Difference 
(Alternative Is True)

False negative, used 
wrong test

Correct decision
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was a significant relationship? In this case, we would be making an error; 
this type of error is called a false positive because the researcher falsely con-
cludes a positive result (thinks it does occur). This type of error is explicitly 
taken into account when performing statistical tests. When testing for sta-
tistical significance using a 0.05 criterion, you acknowledge that if there is 
no effect in the population, the sample statistic will exceed the criterion on 
average 5 times out of 100 (or 0.05). So, this type of error could occur strictly 
by chance, but it could also occur if the researcher uses the wrong test. (An 
inappropriate test is used when you don’t meet the assumptions of a test, 
which is why knowing and testing assumptions is important.)

How could SPSS let you do the “wrong test”? The calculations will always 
be correct, of course, but you have to know which menu to work in. For 
instance, the T‐test is a parametric test, and it assumes that your data is 
shaped like a bell curve. In fact (and this is even more technical), it assumes 
that the “errors” are shaped like a bell curve. And there is a whole separate 
menu with tests that you can use when this isn’t true. Whew! Don’t worry 
about it too much because when you’re expected to know about lots of alter-
native tests, you’ll know. You may be surprised how many SPSS users get 
confused about these issues. What happens is this: A parametric test might 
yield a probability of 0.047 and a nonparametric test might yield a probability 
of 0.053. You can see the problem now. If you declare “significant,” an expert 
might say “not significant.”

For now, the main message is this — assumptions are not just a bunch of 
arbitrary rules. They sometimes affect which conclusion you draw.

Now let’s take a look at the second row of Table 15-1. It could be that in the 
real world there is a relationship between the variables, and this is what our 
test found. In this scenario, we would be making a correct decision. However, 
what if in the real world there were a relationship between the variables, 
and our test found that there was no significant relationship? In this case, 
we would be making an error; this type of error is called a false negative 
because the researcher falsely concludes a negative result (thinks it does not 
occur). This type of error typically happens when we use small samples, so 
our test is not powerful enough to detect true differences. The error happens 
because, when sample sizes are small, precision tends to be poor. The error 
could also occur if the researcher uses the wrong test.

Using the Compare Means Dialog Box
Often, you encounter situations where you have a continuous dependent 
variable and a categorical independent variable. For example, you may want 
to determine if there are differences between the genders on SAT scores. 



238 Part V: Analyzing Data  

Or you may want to see if there was a change in behavior by assessing some-
one before and after an intervention. In both of these examples, you’re com-
paring groups on some continuous outcome measure, and the statistic you’re 
using to make comparisons among groups is the mean. For these kinds of 
analyses, you want to use the procedures that are within the Compare Means 
dialog box (shown in Figure 15-1). The Compare Means dialog box (which 
is accessed by choosing Analyze ➪ Compare Means) contains six statistical 
techniques that allow users to compare sample means:

 ✓ Means: Calculates subgroup means and related statistics for dependent 
variables within categories of one or more independent variables.

 ✓ One‐Sample T Test: Tests whether the mean of a single variable dif-
fers from a specified value (for example, a group using a new learning 
method compared to the school average).

 ✓ Independent‐Samples T Test: Tests whether the means for two groups 
differ on a continuous dependent variable (for example, females versus 
males on income).

 ✓ Summary Independent‐Samples T Test: Uses summary statistics to test 
whether the means for two groups differ on a continuous dependent 
variable (for example, females versus males on income).

 ✓ Paired‐Samples T Test: Tests whether means differ from each other 
under two conditions (for example, before versus after an intervention, 
or standing versus sitting).

 ✓ One‐Way ANOVA: Tests whether the means for two or more groups 
differ on a continuous dependent variable (for example, drug1 versus 
drug2 versus drug3 on depression).

Figure 15-1:  
 The 

Compare 
Means 

 dialog box.
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Running the Independent‐Samples  
T-Test Procedure

In this chapter, we focus on the independent‐samples t test, which allows you 
to compare two different groups on a continuous dependent variable. For 
example, we may be comparing two different learning methods to determine 
their effect on math skills.

Here’s how to perform an independent-samples t test:

1. From the main menu, choose File ➪ Open ➪ Data and load the 
employee_data.sav file.

  The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

  This file contains the employee information from a bank in the 1960s and 
has 10 variables and 474 cases.

2. Choose Analyze ➪ Compare Means ➪ Independent‐Samples T Test.

  The Independent‐Samples T Test dialog box, shown in Figure 15-2, 
appears.

Figure 15-2:  
The 

Independent‐
Samples  

T Test dialog 
box.
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3. Select the variables current salary, beginning salary, 
months on the job, years of education, and previous job 
experience, and place them in the Test Variable(s) box.

  You can also place the categorical independent variable in the Grouping 
Variable box. Notice that you can have only one independent variable 
and that the program requires you to indicate which groups are to be 
compared.

4. Select the variable gender and place it in the Grouping Variable box.

5. Click the Define Groups button.

  The Define Groups dialog box appears.

6. In the Group 1 box, type 0; in the Group 2 box, type 1 (see 
Figure  15-3). Then click Continue.

  You’re returned to the Independent‐Samples T Test dialog box (shown 
in Figure 15-4).

  If the independent variable is continuous, you can specify a cut point 
value to define the two groups. Those cases less than or equal to the cut 
point go into the first group, and those cases greater than the cut point 
fall into the second group. Also, if the independent variable is categori-
cal but has more than two categories, it can be still used by specifying 
only two categories in an analysis.

  You can also click the Options button and decide how to treat missing 
values and confidence intervals.

7. Click OK.

Figure 15-3:  
The Define 

Groups 
 dialog box.
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Every statistical test has assumptions. The better you meet these assump-
tions, the more you can trust the results of the test. The independent‐ 
samples t test has four assumptions:

 ✓ You’re comparing only two groups.

 ✓ The dependent variable is continuous.

 ✓ The dependent variable is normally distributed within each category of 
the independent variable (normality).

 ✓ You have similar variation within each category of the independent 
 variable (homogeneity of variance).

The Group Statistics table (shown in Figure 15-5) provides sample sizes, 
means, standard deviations, and standard errors for the two groups. You can 
see that there are a few more males (258) than females (216) in this sample; 
however, we’re certainly not dealing with small sizes here.

The independent‐samples t test is robust to moderate in terms of violations 
of the assumption of normality when sample sizes are moderate to large 
(more than 50 cases per group).

We can also see that males have higher means than females on all the depen-
dent variables. This is precisely what the independent‐samples t test will 
assess — whether the differences between the means are significantly differ-
ent from each other or if the differences we’re seeing are just due to chance.

Figure 15-4:  
The 

Independent‐
Samples  

T Test dialog 
box, with the 

Grouping 
Variable box 

completed.
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The Independent Samples Test table (shown in Figure 15-6) displays the 
result of the independent‐samples t test, but before we look at this test, 
we must determine if we met the assumption of homogeneity of variance. 
Violating the assumption of homogeneity of variance is more critical than 
violating the assumption of normality, because when the former occurs, the 
significance or probability value reported by SPSS are incorrect and the test 
statistics must be adjusted.

Levene’s test for equality of variances assesses the assumption of homoge-
neity of variance. This test determines if the variation is similar or different 
between the groups. When Levene’s test is not statistically significant, it 
means that we can continue with the regular independent‐samples t test. In 
this situation, we can look at the independent‐samples t test table row that 
specifies that equal variances are assumed. When Levene’s test is statisti-
cally significant, it means that there are differences in variation between the 
groups, so we have to make an adjustment to our independent‐samples t test. 
In this situation, we can look at the independent‐samples t test table row that 
specifies that equal variances are not assumed.

In the left section of the Independent Samples Test table, Levene’s test for 
equality of variances is displayed. The F column displays the actual test 
result, which is used to calculate the significance level (the Sig. column).

In our example, we did meet the assumption of homogeneity of variance 
for the variables Months since hire and Previous experience, 
because the value in the Sig. column was greater than 0.05, so we can look 
at the row that specifies that equal variances are assumed. However, we 
did not meet the assumption of homogeneity of variance for the variables 
Education level, Current salary, and Beginning salary, because 
the value in the Sig. column was less than 0.05, so we can look at the row that 
specifies that equal variances are not assumed.

Figure 15-5:  
The Group 

Statistics 
table.
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Now that we’ve determined whether we met the assumption of homogene-
ity of variance, we’re ready to see if the differences between the means are 
significantly different from each other or if the differences we’re seeing are 
just due to chance. The t column displays the actual result of the t test and 
the df column tells SPSS Statistics how to determine the probability of the t 
statistic. The Sig. (2‐tailed) column tells us the probability of the null hypoth-
esis being correct. If the probability value is very low (less than 0.05), we 
can conclude that the means are significantly different from each other. In 
Figure  15-6, you can see that there are significant differences between the 
males and females on all the variables except Months since hire.

An additional piece of useful information is the 95% confidence interval for 
the population mean difference. Technically, this tells you that if you were 
to continually repeat this study, you would expect the true population dif-
ference to fall within the confidence intervals 95% of the time. From a more 
practical standpoint, the 95% confidence interval provides a measure of 
the precision with which the true population difference is estimated. In the 
example, the 95% confidence interval for the mean difference between groups 
on years of education is from 1.581 to 2.538 years. The 95% confidence 
interval indicates the likely range within which you expect the population 
mean difference to fall. Notice that the difference values do not include zero, 
because there is a difference between groups. If zero had been included 
within the range, this would indicate that there are no differences between 
the groups — that is, you’re saying that the probability value is greater than 
0.05. In essence, the 95% confidence interval is another way of testing the null 
hypothesis. So, if the value of zero does not fall within the 95% confidence, 
you’re saying that the probability of the null hypothesis (that is, no  difference 
or a difference of zero) is less than 0.05.

Figure 15-6:  
Independent 

Samples 
Test Table.
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Running the Summary Independent‐
Samples T-Test Procedure

The summary independent‐samples t test procedure was added to SPSS in 
version 23. This procedure, like the independent‐samples t-test procedure, 
performs an independent‐samples t test. Here’s the difference between these 
two procedures: In the independent‐samples t-test procedure, you’re required 
to have all your data to run the analysis (SPSS is reading your data directly 
from the data editor), whereas in the summary independent‐samples t-test 
procedure, you just need to specify the number of cases for each group, the 
means, and the standard deviations to run the analysis.

The summary independent‐samples t-test procedure could be very useful 
when analyzing data that you’ve collected, but it would be too time con-
suming to enter all the data into the SPSS Data Editor window. With this 
technique, you can quickly obtain means and standard deviations using a 
 calculator and then run a t test. Or you can use this procedure to replicate 
the results of a published study for which you don’t have the data.

To perform the summary independent‐samples t-test procedure, follow 
these steps:

1. From the main menu, choose File ➪ Open ➪ Data and load the 
employee_data.sav file.

  The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Analyze ➪ Compare Means ➪ Summary Independent‐Samples  
T Test.

  The T Test Computed from Summary Data dialog box, shown in 
Figure 15-7, appears.

  In this example, we want to study whether there are differences between 
two samples. You need to specify the number of cases in each group, 
along with the respective means and standard deviations.

3. In the Number of Cases boxes under both Sample 1 and Sample 2, 
type 50.

4. In the Mean box for Sample 1, type 4.2; in the Mean box for Sample 2, 
type 3.5.
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5. In the Standard Deviation box for Sample 1, type 1.6; in the Standard 
Deviation box for Sample 2, type 1.5.

  The completed dialog box is shown in Figure 15-8.

6. Click OK.

  SPSS calculates the summary independent‐samples t test.

The Summary Data table (shown in Figure 15-9) provides sample sizes, 
means, standard deviations, and standard errors for the two groups. This 
was the information we provided SPSS to perform this analysis.

The Independent Samples Test table (shown in Figure 15-10) displays the 
result of the independent‐samples t test, along with the Hartley test of equal 
variance (which assesses the assumption of homogeneity of variance, like 
Levene’s test). In our example, we did meet the assumption of homogene-
ity of variance because the Sig. value is greater than 0.05, so we can look at 
the row that specifies that equal variances are assumed. At this point, we’re 
ready to see if the differences between the means are significantly different 
from each other or if the differences we’re seeing are just due to chance. 
As before, the t column displays the actual result of the t test and the df 

Figure 15-7:  
The T Test 
Computed 

from 
Summary 

Data dialog 
box.
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column tells SPSS how to determine the probability of the t statistic. The Sig. 
(2‐tailed) column tells us the probability of the null hypothesis being correct. 
If the probability value is very low (less than 0.05), we can conclude that the 
means are significantly different from each other. In Figure 15-10, we can see 
that there are significant differences between the samples.

Figure 15-8:  
The com-

pleted 
T Test 

Computed 
from 

Summary 
Data dialog 

box.

Figure 15-9:  
The 

Summary 
Data table.

Figure 15-10:  
The 

Independent 
Samples 

Test table.
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The final table, 95.0% Confidence Intervals for Difference (shown in 
Figure  15-11), displays the 95% confidence intervals for the population mean 
difference. As we mention earlier, confidence intervals tell you that if you 
were to continually repeat this study, you would expect the true population 
difference to fall within the confidence intervals 95% of the time. Similar to 
the previous example, we have confidence intervals for when we meet or do 
not meet the assumption of homogeneity of variance. However, unlike in the 
previous example, here we have the option to use either the Asymptotic (an 
approximation) or Exact (the exact value) confidence intervals, whereas in 
the previous example we had to use the Asymptotic confidence intervals. 
The Exact 95% confidence interval for the mean difference between groups is 
from 0.84 to 1.316 (refer to Figure 15-11). Because the difference values don’t 
include zero, there is a difference between groups.

Figure 15-11:  
 The 95.0% 

Confidence 
Intervals for 

Difference 
table.



Showing Relationships between 
Continuous Dependent and 

Independent Variables
In This Chapter

 ▶ Viewing relationships

 ▶ Running the bivariate procedure

 ▶ Running the linear regression procedure

 ▶ Making predictions

T 
he two most commonly used statistical techniques to analyze relation-
ships between continuous variables are the Pearson correlation and 

linear regression.

Many people use the term correlation to refer to the idea of a relationship 
between variables or a pattern. This view of the term correlation is correct, 
but correlation also refers to a specific statistical technique. Pearson correla-
tions are used to study the relationship between two continuous variables. 
For example, you may want to look at the relationship between height and 
weight, and you may find that as height increases, so does weight. In other 
words, in this example, the variables are correlated with each other because 
changes in one variable impact the other.

Whereas correlation just tries to determine if two variables are related, linear 
regression takes this one step further and tries to predict the values of one 
variable based on another (so if you know someone’s height, you can make 
an intelligent prediction for that person’s weight). Of course, most of the 
time you wouldn’t make a prediction based on just one independent variable 
(height); instead, you would typically use several variables that you deemed 
important (age, gender, BMI, and so on).

Chapter 16
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This chapter does not address how to create scatterplots, because we cover 
those in Chapter 12. However, you need to create scatterplots before using 
the correlation and linear regression procedures because these techniques 
are only appropriate when you have linear relationships.

Running the Bivariate Procedure
Correlations determine the similarity or difference in the way two continuous 
variables change in value from one case (row) to another through the data. 
As you can see in Figure 16-1, a scatterplot visually shows the relationship 
between two continuous variables by displaying individual observations. 
(This example uses the employee_data.sav data file.)

Notice that, for the most part, low beginning salaries are associated with low 
current salaries, and that high beginning salaries are associated with high cur-
rent salaries — this is called a positive relationship. Positive relationships show 
that as you increase in one variable, you increase in the other variable, so low 
numbers go with low numbers and high numbers go with high numbers. Using 
the example mentioned earlier, you may find that as height increases, so does 
weight — this would be an example of a positive relationship.

Figure 16-1:  
Scatterplot 

of current 
and begin-

ning salary.
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With negative relationships, as you increase in one variable, you decrease in 
the other variable, so low numbers on one variable go with high numbers 
on the other variable. An example of a negative relationship may be that the 
more depressed you are, the less exercise you do.

You can use the bivariate procedure, which we demonstrate here, whenever 
you have a positive or negative linear relationship. However, you shouldn’t 
use the bivariate procedure when you have a nonlinear relationship, because 
the results will be misleading.

Figure 16-2 shows a scatterplot of a nonlinear relationship. As an example of 
a nonlinear relationship, consider the variables test anxiety (on the x‐axis) 
and test performance (on the y‐axis). People with very little test anxiety 
may not take a test seriously (they don’t study) so they don’t perform well; 
likewise people with a lot of test anxiety may not perform well because the 
test anxiety didn’t allow them to concentrate or even read test questions cor-
rectly. However, people with a moderate level of test anxiety should be moti-
vated enough to study, but they don’t have too much test anxiety to suffer 
crippling effects.

Notice that in this example, as we increase in one variable, we increase in 
the other variable up to a certain point; then as we continue to increase in 
one variable, we decrease in the other variable. Clearly, there is a relation-
ship between these two variables, but the bivariate procedure would indicate 
(incorrectly) that there is no relationship between these two variables. For 
this reason, it’s important to always create a scatterplot of any variables you 
want to correlate so that you don’t reach incorrect conclusions.

Figure 16-2:  
A scat-

terplot of a 
nonlinear 

relationship.
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Although a scatterplot visually shows the relationship between two continu-
ous variables, the Pearson correlation coefficient is used to quantify the 
strength and direction of the relationship between continuous variables. 
The Pearson correlation coefficient is a measure of the extent to which there 
is a linear (straight line) relationship between two variables. It has values 
between –1 and +1, so that the larger the value, the stronger the correlation. 
As an example, a correlation of +1 indicates that the data fall on a perfect 
straight line sloping upward (positive relationship), while a correlation of –1  
would represent data forming a straight line sloping downward (negative 
relationship). A correlation of 0 indicates there is no straight‐line relationship 
at all (which is what we would find in Figure 16-2).

To perform a correlation, follow these steps:

1. From the main menu, choose File ➪ Open ➪ Data and load the 
employee_data.sav data file.

  The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

  This file contains the employee information from a bank in the 1960s and 
has 10 variables and 474 cases.

2. Choose Analyze ➪ Correlate ➪ Bivariate.

  The Bivariate Correlations dialog box, shown in Figure 16-3, appears.

Figure 16-3:  
The 

Bivariate 
Correlations 

dialog box.
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  In this example, we want to study whether current salary is related 
to beginning salary, months on the job, and previous job experience. 
Notice that there is no designation of dependent and independent vari-
ables. Correlations will be calculated on all pairs of variables listed.

3. Select the variables salary, salbegin, jobtime, and prevexp, 
and place them in the Variables box, as shown in Figure 16-4.

  You can choose up to three kinds of correlations. The most common 
form is the Pearson correlation, which is the default. Pearson is used 
for continuous variables, while Spearman and Kendall’s tau‐b (less 
common) are used for nonnormal data or ordinal data, as relationships 
are evaluated after the original data have been transformed into ranks.

  If you want, you can click the Options button and decide what is to be 
done about missing values and tell SPSS Statistics whether you want to 
calculate the standard deviations.

4. Click OK.

  SPSS calculates the correlations between the variables.

Statistical tests are used to determine whether a relationship between two 
variables is statistically significant. In the case of correlations, we want to 
test whether the correlation differs from zero (zero indicates no linear associ-
ation). Figure 16-5 is a standard Correlations table. First, notice that the table 

Figure 16-4:  
The com-

pleted 
Bivariate 

Correlations 
dialog box.
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is symmetric, so the same information is represented above and below the 
major diagonal. Also, notice that the correlations in the major diagonal are 1, 
because these are the correlations of each variable with itself.

The Correlations table provides three pieces of information:

 ✓ The Pearson Correlation, which will range from +1 to –1. The further 
away from 0, the stronger the relationship.

 ✓ The two‐tailed significance level. All correlations with a significance 
level less than 0.05 will have an asterisk next to the coefficient.

 ✓ N, which is the sample size.

In our data, we have a very strong positive correlation (0.880) that is statisti-
cally significant between current and beginning salary. Notice that the proba-
bility of the null hypothesis being true for this relationship is extremely small 
(less than 0.01). So, we reject the null hypothesis and conclude that there is a 
positive, linear relationship between these variables.

The correlations between months on the job and all the other variables were 
not statistically significant. Surprisingly, we do see that there is a statistically 
significant negative correlation, although weak (–0.097), between current 
salary and previous job experience.

Figure 16-5:  
The 

Correlations 
table.
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Every statistical test has assumptions. The better you meet these assump-
tions, the more you can trust the results of the test. The Pearson correlation 
coefficient has three assumptions:

 ✓ You have continuous variables.

 ✓ The variables are linearly related.

 ✓ The variables are normally distributed.

Running the Linear Regression Procedure
Correlations allow you to determine if two continuous variables are linearly 
related to each other. So, for example, current and beginning salaries are 
positively related for employees. Regression analysis is about predicting the 
future (the unknown) based on data collected from the past (the known). 
Regression allows you to further quantify relationships by developing an 
equation predicting, for example, current salary based on beginning salary. 
Linear regression is a statistical technique that is used to predict a continu-
ous dependent variable from one or more continuous independent variables.

When there is a single independent variable, the relationship between the 
independent variable and dependent variable can be visualized in a scatter-
plot, as shown in Figure 16-6.

Figure 16-6:  
A scat-

terplot of 
current and 

beginning 
salary with 

a regression 
line.
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The line superimposed on the scatterplot is the best straight line that 
describes the relationship. The line has the equation, y = mx + b, where, m is 
the slope (the change in y for a one‐unit change in x) and b is the y‐intercept 
(the value of y when x is zero).

In the scatterplot, notice that many points fall near the line, but some are 
quite a distance from it. For each point, the difference between the value of 
the dependent variable and the value predicted by the equation (the value on 
the line) is called the residual (also known as the error). Points above the line 
have positive residuals (they were underpredicted), and points below the 
line have negative residuals (they were overpredicted); a point falling on the 
line has a residual of zero (a perfect prediction). The regression equation is 
built so that if you were to add up all the residuals (some will be positive and 
some will be negative), they would sum to zero.

Overpredictions and underpredictions constitute noise in the model, and 
noise is normal. All models have some error. A way of thinking about R 
Square (discussed and defined in the next section) is that this noise is 
“unexplained variance.” R Square, or the signal in our model, is a measure of 
“explained variance.” Add them up and you get the total variance, which we 
just call variance — the same variance that we use for measures like stan-
dard deviation. Conceptually, it makes a lot of sense.

To perform a linear regression, follow these steps:

1. From the main menu, choose File ➪ Open ➪ Data and load the 
employee_data.sav data file.

  The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Analyze ➪ Regression ➪ Linear.

  The Linear Regression dialog box, shown in Figure 16-7, appears.

  In this example, we want to predict current salary from beginning salary, 
months on the job, number of years of education, gender, and previous 
job experience. You can place the dependent variable in the Dependent 
box; this is the variable for which we want to set up a prediction equa-
tion. You can place the predictor variables in the Independent(s) box; 
these are the variables we’ll use to predict the dependent variable.

  When only one independent variable is taken into account, the proce-
dure is called a simple regression. If you use more than one independent 
variable, it’s called a multiple regression. All dialog boxes in SPSS provide 
for multiple regression.
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3. Select the variable salary, and place it in the Dependent box.

4. Select the variables salbegin, jobtime, educ, gender, and 
 prevexp, and place them in the Independent(s) box, as shown in 
Figure 16-8.

  Note that gender is a dichotomous variable coded 0 for males and 1 
for females, but it was added to the regression model. This is because 
a variable coded as a dichotomy (say, 0 and 1) can technically be con-
sidered a continuous variable because a continuous variable assumes 
that a one‐unit change has the same meaning throughout the range of 
the scale. If a variable’s only possible codes are 0 and 1 (or 1 and 2, or 
whatever), then a one‐unit change does mean the same change through-
out the scale. Thus, dichotomous variables (for example, gender) can 
be used as predictor variables in regression. It also permits the use of 
nominal predictor variables if they’re converted into a series of dichoto-
mous variables; this technique is called dummy coding.

  The last choice we need to make to perform linear regression is that 
we need to specify which method we want to use. By default, the Enter 
regression method is used, which means that all independent variables 
will be entered into the regression equation simultaneously. This method 
works well when you have a limited number of independent variables or 
you have a strong rationale for including all your independent variables. 
However, at times, you may want to select predictors from a larger set 
of independent variables; in this case, you would request the Stepwise 
method so that the best predictors from a statistical sense are used.

Figure 16-7:  
The Linear 

Regression 
dialog box.
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  At this point, you can run the linear regression procedure, but we want 
to briefly point out the general uses of some of the other dialog boxes:

• The Statistics dialog box has many additional descriptive statis-
tics, as well as statistics that determine variable overlap.

• The Plots dialog box is used to create graphs that allow you to 
better assess assumptions.

• The Save dialog box adds new variables (predictions, errors) to 
the data file.

• The Options dialog box controls the criteria when running 
 stepwise regression and choices in handling missing data.

5. Click OK.

  SPSS performs linear regression.

Figure 16-8:  
The 

 completed 
Linear 

Regression 
dialog box.



259 Chapter 16: Continuous Dependent and Independent Variables

Performing regression analysis is the process of looking for predictors and 
determining how well they predict a future outcome.

The Model Summary table (shown in Figure 16-9) provides several measures 
of how well the model fits the data. R (which can range from 0 to 1) is the 
correlation between the dependent measure and the combination of the inde-
pendent variable(s), so the closer R is to 1, the better the fit. In this example, 
we have an R of 0.902, which is huge. This is the correlation between the 
dependent variable and the combination of the five independent variables 
we’re using. You can also think of R as the correlation between the depen-
dent variable and the predicted values.

You may notice that in most stats books, the r is lowercase, and for R Square, 
the R is uppercase. Make note of this when you’re deciding how to write up 
your work.

Remember that the ultimate goal of linear regression is to create a prediction 
equation so we can predict future values. The value of the equation is linked 
to how well it actually describes or fits the data, so part of the regression 
output includes fit measures. To quantify the extent to which the straight‐line 
equation fits the data, the fit measure, R Square, was developed. R Square 
(which can range from 0 to 1) is the correlation coefficient squared. It can 
be interpreted as the proportion of variance of the dependent measure that 
can be predicted from the combination of independent variable(s). In this 
example, we have an R Square of 0.814, which is huge. This value tells us that 
our combination of five predictions can explain about 81% of the variation 
in the dependent variable, current salary. See Table 16-1 for more context of 
how large a R Square of 81% is.

It’s reasonable for folks to disagree a bit about what constitutes a big correla-
tion. For instance, if you’re a chemist or a physicist, correlations would be 
expected to be very high because physical objects follow natural laws quite 
consistently. When human behavior is involved, however, even correlations 
in the 0.3 to 0.5 range, which would correspond to an R Square of 10% to 25%, 
are quite high. Some research would report correlations in the 0.1 range, but 
when you square that, you realize that it’s really pretty low.

Table 16-1  Some R Value Ranges and Their Equivalent R  
 Square Value Ranges

r R Square
Noteworthy Greater than 0.3 Greater than 9% to 10%

Large Greater than 0.5 Greater than 25%

Very large Greater than 0.7 Greater than 49% to 50%
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Adjusted R Square represents a technical improvement over R Square in 
that it explicitly adjusts for the number of predictor variables relative to the 
sample size. If Adjusted R Square and R Square differ dramatically, it’s a sign 
either that you have too many predictors or that your sample size is too 
small. In our situation, Adjusted R Square has a value of 0.812, which is very 
similar to the R Square value of 0.814; so we aren’t capitalizing on chance by 
having too many predictors relative to the sample size.

The Standard Error of the Estimate provides an estimate (in the scale of the 
dependent variable) of how much variation remains to be accounted for after 
the prediction equation has been fit to the data.

While the fit measures in the Model Summary table indicate how well you 
can expect to predict the dependent variable, they don’t tell us whether 
there is a statistically significant relationship between the dependent and 
the combination of independent variable(s). The ANOVA table is used to 
determine whether a statistically significant relationship between the depen-
dent variable and the combination of independent variables — that is, if the 
correlation between dependent and independent variables differs from zero 
(zero indicates no linear association). The Sig. column provides the prob-
ability that the null hypothesis is true — that is, no relationship between the 
independent(s) and dependent variables. As shown in Figure 16-10, in our 
case, the probability of the null hypothesis being correct is extremely small 
(less than 0.05), so the null hypothesis has to be rejected, and the conclusion 
is that there is a linear relationship between these variables.

Figure 16-10:  
The ANOVA 

table.

Figure 16-9:  
The Model 

Summary 
table.
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Because the results from the ANOVA table were statistically significant, we 
turn next to the Coefficients table. If the results from the ANOVA table were 
not statistically significant, we would conclude that there was no relation-
ship between the dependent variable and the combination of the predictors, 
so there would be no reason to continue investigating the results. Because 
we do have a statistically significant model, however, we want to determine 
which predictors are statistically significant (it could be all of them or maybe 
just one). We also want to see our prediction equation, as well as determine 
which predictors are the most important. To answer these questions, we turn 
to the Coefficients table (shown in Figure 16-11).

Linear regression takes into consideration the effect one or more indepen-
dent variables have on the dependent variable. In the Coefficients table, the 
independent variables appear in the order they were listed in the Linear 
Regression dialog box, not in order of importance. The B coefficients are 
important for both prediction and interpretive purposes; however, analysts 
usually look first to the t test at the end of each row to determine which inde-
pendent variables are significantly related to the outcome variable. Because 
five variables are in the equation, we’re testing if there is a linear relation-
ship between each independent variable and the dependent variable after 
adjusting for the effects of the four other independent variables. Looking at 
the significance values, we see that all five of the predictors are statistically 
significant, so we need to retain all five of the predictors.

The first column of the Coefficients table contains a list of the independent 
variables plus the constant (the intercept where the regression line crosses 
the y‐axis). The intercept is the value of the dependent variable when the 
independent variable is 0.

The B column shows you how a one‐unit change in an independent variable 
impacts the dependent variable. For example, notice that for each additional 

Figure 16-11:  
The 

Coefficients 
table.
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year of education completed, the expected increase in current salary is 
$593.03. The variable months hired has a B coefficient of $154.54, so each 
additional month increases current salary by $154.54. Whereas the variable 
previous experience has a B coefficient of –$19.44, each additional month 
decreases current salary by –$19.44.

The variable gender has a B coefficient of about –$2,232.92. This means that 
a one‐unit change in gender (which means moving from male to female), 
is associated with a drop in current salary of –$2,232.92. Finally, the vari-
able beginning salary has a B coefficient of $1.72, so each additional dollar 
increases current salary by $1.72.

The B column also contains the regression coefficients you would use in a 
prediction equation. In this example, current salary can be predicted with the 
following equation:

Current Salary = –12550 + (1.7)(Beginning Salary) +  
(154.5)(Months Hired) + (–19.4)(Previous Experience) +  
(593)(Years of Education) + (–2232.9) (Gender)

The Std. Error column contains standard errors of the regression coeffi-
cients. The standard errors can be used to create a 95% confidence interval 
around the B coefficients.

If we simply look at the B coefficients you may think that gender is the most 
important variable. However, the magnitude of the B coefficient is influenced 
by amount of variation of the independent variable. The Beta coefficients 
explicitly adjust for such variation differences in the independent variables. 
Linear regression takes into account which independent variables have more 
impact than others.

Betas are standardized regression coefficients and are used to judge the 
relative importance of each of the independent variables. The values range 
between –1 and +1, so that the larger the value, the greater the importance 
of the variable. In our example, the most important predictor is beginning 
salary, followed by previous experience, and then education level.

Every statistical test has assumptions. The better you meet these assump-
tions, the more you can trust the results of the test. Linear regression 
assumes the following:

 ✓ You have continuous variables.

 ✓ The variables are linearly related.

 ✓ The variables are normally distributed.

 ✓ The errors are independent of the predicted values.

 ✓ The independent variables are not highly related to each other.
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See how to create your own TableLook in a free article at www.dummies.com/ 
extras/spss.

Part VI

http://www.dummies.com/extras/spss
http://www.dummies.com/extras/spss


In this part . . .
 ✓ Make SPSS your own with customized features and 

appearance.

 ✓ Learn all about graph editing and how to save your 
 customizations for the future.

 ✓ Find out how to edit tables and where to find table looks 
in SPSS.



Changing Settings
In This Chapter

 ▶ Understanding your configuration options

 ▶ Modifying the default settings

O 
ver time, you’ll find that you want to configure your system to work in 
ways that are different from the defaults. SPSS has lots of options that 

you can set to do just that. If you’re new to this and you’ve just started look-
ing at the software, you probably don’t want to change any options just yet, 
but you need some idea of the possibilities it offers. Later, when you abso-
lutely, positively have to make some sort of change, you’ll know where to go 
to do it.

With the Data Editor window on the screen (see Figure 17-1), choose 
Edit ➪ Options to display the Options window. You can set any and all pos-
sible options in this window. At the top of the window are some tabs; each 
tab contains a different collection of options. In this chapter, we walk you 
through changing these options.

Sometimes a change in configuration has an immediate effect, and sometimes 
it doesn’t. For example, if you change the way values are labeled in a report 
that’s already onscreen, nothing happens because the report has already 
been constructed. You have to run the report‐generating software again — so 
it builds a new report — to have the changes take effect.

Chapter 17
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General Options
The first tab in the Options window, the General tab (shown in Figure 17-2), 
displays options that don’t fit into any of the other categories. The options 
displayed on the General tab are as follows:

 ✓ Variable Lists: Lists of variables in your output can be identified by 
their labels or their names. (Think of names as short titles and labels as 
long titles.) You can have your data items, by default, tagged by one or 
the other as they appear in variable lists. Also, you can have your data 
appear in alphabetical order by the titles you use for individual items, 
or simply by the order in which the data appears in the file. File order 
 usually makes more sense.

 ✓ Roles: When you select some actions, variables of the types that can 
play certain roles in the processing to follow can be preselected for you 
if you have the first option (Use Predefined Roles) selected. If you have 
the other option (Use Custom Assignments) selected, you’ll be required 
to choose all the variables yourself.

 ✓ Output: These options control the appearance of tables and graphs:

• No Scientific Notation for Small Numbers: Suppresses scientific 
notation for small numbers. For example, 12 appears as 12 instead 
of 1.2e1, which is a little harder to read. SPSS doesn’t say exactly 
what it considers to be a small number.

Figure 17-1:  
The Data 

Editor 
 window.
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• Apply Locale’s Digit Grouping Format to Numeric Values: Applies 
the current locale’s digit grouping format to numeric values in 
pivot tables and charts as well as in the Data Editor.

• Measurement System: This is the units used to specify the margins 
between table cells, the width of cells, and the spacing between 
printed characters. You can use inches, centimeters, or points. 
(A point is  of an inch.)

 ✓ Notification: This is the method the software uses to notify you when 
the results of a calculation are available. With the Raise Viewer Window 
option, the display window opens automatically. With the Scroll to New 
Output option, the window scrolls and exposes the location of the new 
data.

 ✓ Windows: These are cosmetic options. You can choose how you like the 
dialog boxes of SPSS to appear.

• Look and Feel: Your choices are SPSS Standard, SPSS Classic, and 
Windows.

• Open Syntax Window at Startup: Makes SPSS begin with the Syntax 
window instead of the Data Editor window. Choose this option 
if you use the scripting language more often than the windowing 
interface to enter data and run your predefined procedures.

Figure 17-2:  
The General 

tab.
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• Open Only One Dataset at a Time: Whenever you open a new 
dataset, the new information appears in a new window and any 
that are already open are closed. With this option selected, the 
already open dataset is closed when the new one is opened. By the 
way, this does not apply to datasets opened inside a Syntax lan-
guage process.

Language Options
The Language tab (shown in Figure 17-3) displays options for changing lan-
guage and character encoding. The options displayed on the Language tab 
are as follows:

 ✓ Language: The output language can be set to any one of about a dozen 
choices, and it determines the language used to output files. You may 
have to use Unicode mode to handle all the characters in some lan-
guages.

 ✓ Character Encoding for Data and Syntax: You can choose to read and 
write files in Unicode mode, but you shouldn’t unless you have a good 

Figure 17-3:  
The 

Language 
tab.
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reason to do so. The files are read and written in UTF‐8 format. If you 
write a Unicode file, you need to be sure that the software that reads it  
understands that format. When you read a file in Unicode mode, it’s 
much larger in memory than it would be otherwise.

 ✓ Bi‐Directional Text: Here, you can select which direction text should 
flow in the software. You can choose to use left‐to‐right languages (such 
as English) or right‐to‐left languages (such as Arabic and Hebrew). Make 
sure to restart SPSS to see your selected changes.

Viewer Options
Output from SPSS is formatted for viewing with either the draft viewer or the 
regular viewer. SPSS thinks in terms of a printed page, but the same layouts 
are used for displaying data onscreen. The options you can set for the regu-
lar viewer can be accessed with the Viewer tab, shown in Figure 17-4. The 
options in the Viewer tab are as follows:

 ✓ Initial Output State: Determines which items are displayed each time 
you run a procedure. You choose an item either by selecting its name 
(Log, Warnings, Notes, Title, and so on) from the drop‐down list or by 
selecting its icon. Then you can select whether you want it to appear 
or remain hidden, how you want its text justified (Align Left, Center, 
or Align Right), and whether the information occurrence should be 
included as part of the log (Display Commands in the Log).

 ✓ Title: Here you choose the font used for main output titles. It appears at 
the top of the first page of a report.

 ✓ Page Title: Choose the font used for the title appearing at the top of 
 subsequent pages of a report.

 ✓ Text Output: Determines the font used for the text of your report and 
the labels on graphs and tables. The font size also affects the page width 
and length because the sizes are measured by counting characters.

  Some fonts have variable‐width characters, which throws off the align-
ment of your columns. If you want everything to align in neat columns all 
the time, use the monospaced font.

 ✓ Default Page Setup: Here you see the default settings for the Orientation 
and Margins. You can choose Portrait or Landscape to change the orien-
tation settings, as well as set your own margins.
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Data Options
The Data tab, shown in Figure 17-5, can be used to specify how SPSS handles 
a few special numeric situations. The options in the Data tab are as follows:

 ✓ Transformation and Merge Options: Determines when — not how — 
results are calculated. You can have SPSS perform calculations imme-
diately, or you can have it wait until it needs the number for something 
(either another calculation or a displayed value).

 ✓ Display Format for New Numeric Variables: Determines how many 
digits are used in the display of values and how many digits are to the 
right of the decimal. Width is the total number of characters, including 
the decimal point. The Decimal Places setting determines the number 
of digits that appear to the right of the decimal point. If the number of 
places to the right is too small, values are rounded to fit. If the number 
of places is too large, values are put in scientific notation.

 ✓ Random Number Generator: Ever since a need for random numbers 
was discovered, generating them on a computer has been a problem — 
because computers naturally do things in a non‐random way. SPSS offers 
you two ways to do it: the old way and the new way. If you’d rather not 

Figure 17-4:  
The Viewer 

tab.
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generate your random numbers the same way you did in older versions 
of SPSS (version 12 and earlier), use the long period Marsenne Twister.

 ✓ Set Century Range for 2‐Digit Years: A solution to the Y2K problem. 
You thought that was all over, right? It is, but the solutions are still with 
us — and this is one of them: You put in two four‐digit years here, and 
any two‐digit value that you supply to identify a year is assumed to be 
between the two years you specify. This is mostly for old data. If you 
always use four digits for years in your data, this setting is never used.

 ✓ Customize Variable View: Allows you to determine which variable attri-
butes are displayed and in what order they’re displayed in the Variable 
View tab of the Data Editor window.

 ✓ Change Dictionary: Allows you to determine which dictionary is used to 
check the spelling on the Variable View tab.

 ✓ Assigning Measurement Level: When SPSS reads numeric data, it counts 
the number of unique values assigned to a variable and uses the count 
to determine whether the variable is nominal or scalar. The count you 
enter here determines the threshold used to make that determination.

 ✓ Rounding and Truncation of Numeric Values: This setting determines 
the threshold for rounding numbers. SPSS does the calculation in base 
two, so the count is a number of bits. Fuzz bits refers to a count of the 
number of bits to be considered. The setting is specified to 6 at install 
time, which should be sufficient for most applications.

Figure 17-5:  
The Data 

tab.
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Currency Options
Different parts of the world use different symbols and formats when writing 
about currency. The Currency tab (shown in Figure 17-6) lets you specify the 
display format of your currency. Here are the options on the Currency tab:

 ✓ Custom Output Formats: Here you can specify the default format for pre-
senting currency values. The five formats have the unlikely names CCA, 
CCB, CCC, CCD, and CCE. Those are the only ones you can have, but that 
has to be enough for anybody. The calculations are always performed 
the same way — the differences are in the display. You can set the dis-
play configuration for each one to be anything you’d like (dollars, euros, 
yen, and so on), and then switch among them as often as you want.

 ✓ Sample Output: Displays the printed format of positive and negative 
currency values. As you switch from one currency selection to another, 
and as you change the formatting of any of them, the sample displays 
examples of the format.

 ✓ All Values: Specifies the characters that appear onscreen to identify the 
currency, at the front or back of all values. Such characters include the 
British pound sign and the cent mark.

Figure 17-6:  
The 

Currency 
tab.
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 ✓ Decimal Separator: Many currency notations use commas instead of 
periods to denote the fractional portion of the amount.

 ✓ Negative Values: Specifies the characters placed in front and in back of 
negative values. For example, some folks like to use < and > to surround 
negative money values.

Output Options
Every variable can be identified in two ways: by a label and by a name. 
In your output, you can specify to have variables identified by one or the 
other or both. You configure output labeling on the Output tab, shown in 
Figure  17-7. Following are the options in the Output tab:

 ✓ Outline Labeling: The text used to identify the parts of charts and 
graphs.

 ✓ One Click Descriptives: Allows you to suppress or place a limit on the 
columns in a table output.

 ✓ Output Display: Allows you to choose if you want to view the output 
using the Model Viewer or using pivot tables and charts.

Figure 17-7:  
The Output 

tab.
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 ✓ Pivot Table Labeling: The text used to identify the rows and columns of 
tables.

 ✓ Screen Reader Accessibility: Allows you to change the accessibility of 
rows and columns in an output.

Longer labels can be descriptive and make your data easier to determine, but 
they can also screw up some formats.

Chart Options
The default appearance of charts is determined by the settings on the Charts 
tab, shown in Figure 17-8. The options in the Chart tab are as follows:

 ✓ Chart Template: A file that contains a set of starter settings that you 
can use for designing a new chart. When you create a new chart, it 
can use the settings in this configuration window, or it can use this 
file. You can select any file to be your default starting template. It’s 
easy to create a chart template: Simply create a chart that has all the 
configuration settings you like — and save it so you can use it as the 
template file.

 ✓ Chart Aspect Ratio: The ratio of the width to the height of the produced 
charts, initially set to 1.25. Which ratio looks better is a matter of opin-
ion; you’ll have to experiment.

 ✓ Current Settings: This section offers two drop‐down menus:

• Font: The default font for the text in any chart you design.

• Style Cycle Preference: How SPSS chooses the styles and colors 
when laying out data items in a chart. You can have SPSS cycle 
through just the colors so each item included in the graph is 
identified only by its color. If you’re using a black‐and‐white 
printer or display, choose Cycle Through Patterns Only; each 
data item is identified by a graphic pattern of line styles and 
marker symbols.

 ✓ Frame: Determines whether charts display an inner frame, an outer 
frame, both, or neither.

 ✓ Grid Lines: Displays dividing lines on the scale axis, on the category 
axis, or on both.

 ✓ Style Cycles: Customizes the sequence of colors and patterns to be 
cycled through.
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Pivot Tables Options
The tabular output format of SPSS is the pivot table. The Pivot Tables tab 
(shown in Figure 17-9) is used to set display options for the tables. The 
options on the Pivot Tables tab are as follows:

 ✓ TableLook: A file that contains your standard pivot table and deter-
mines the initial appearance of any new tables you create. Several such 
files come with the system and are listed in the dialog box. You can 
also create your own file by choosing TableLook from the menu in the 
Pivot Table Editor window. The Set TableLook Directory button sets the 
currently displayed directory as the one in which your new table files 
are stored. You can choose any directory you like; clicking this button 
causes your chosen directory to appear in this window by default.

 ✓ Column Widths: Controls the way SPSS adjusts column widths in pivot 
tables. You can adjust them according to the width of the labels or 
according to the width of the data and labels, whichever is wider.

 ✓ Table Comment: Automatically includes comments for each table.

 ✓ Sample: Shows an example of how each TableLook will render.

 ✓ Table Rendering: Using this option allows compatibility with tables that 
were rendered with SPSS prior to version 20. For version 20 and higher, 
all tables have full support for pivoting and editing.

Figure 17-8:  
The Charts 

tab.
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 ✓ Default Editing Mode: When you double‐click a pivot table, you can edit 
it in place or a separate edit window is opened, depending on this setting.

 ✓ Copying Wide Tables to the Clipboard in Rich Text Format: When a 
table is copied to the Microsoft Word format or Rich Text Format, tables 
too wide for the document are wrapped to fit, scaled to fit, or left as they 
are, depending on what you choose for this setting.

File Locations Options
The options on the File Locations tab (shown in Figure 17-10) specify the 
locations of the files opened for input and output. The options for the file 
locations are as follows:

 ✓ Startup Folders for Open and Save Dialogs: The startup folders are 
the names of the directories that initially appear in the Save and Open 
dialog boxes when you read or write data files. Optionally, you can 
select to simply use the last directory used to read or write a file.

 ✓ Session Journal: You have the option to configure a journal file to 
receive a copy of every Syntax language command, whether it comes 
from a script or from a user entering instructions through a dialog box.

Figure 17-9:  
The Pivot 

Tables tab.
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 ✓ Temporary Folder: You can specify the name of the directory where 
SPSS creates its temporary working files.

 ✓ Number of Recently Used Files to List: The most recently read or 
 written files are listed in the File menu. This option specifies how many 
are listed.

 ✓ Python Location: If you installed Python during the installation of SPSS 
Statistics 23, you don’t need to worry about this. If you didn’t, you can 
specify the name of the directory where you have a version of Python 
installed.

Scripts Options
The Scripts tab (shown in Figure 17-11) is used to determine some fundamen-
tal defaults about scripts.

Don’t mess with any of these options until you’ve been writing scripts for 
a bit and know what you’re doing — a single change here can affect the 
 execution of a number of scripts.

Figure 17-10:  
The File 

Locations 
tab.
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Here are the options on the Scripts tab:

 ✓ Default Script Language: This setting determines which script editor is 
launched when new scripts are created. The default script language is 
Basic. No other choice is available unless you have the Python add‐on 
installed.

 ✓ Autoscripts: Scripts are used to automate many functions, including 
 customizing pivot tables.

• Enable Autoscripting: If you choose this option, you enable the 
autoscripting feature.

• Base Autoscript: A script, if it’s stored in the file you name here, 
defines a global procedure that runs automatically when you 
create an object. It always runs before any other autoscript for that 
object. The choice of languages for it can be either Basic or Python 
(and then only if the Python add‐on is installed).

• Autoscript for Individual Objects: By associating a type of object 
with an autoscript, you can make an autoscript execute when an 
object of that specific type is created. To associate an autoscript 
with an object type, first select the command that generates 
an object of the desired type (these commands appear in the 
Identifiers column on the left). On the right, the Objects column 

Figure 17-11:  
The Scripts 

tab.
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displays the types of objects that your chosen identifier command 
will generate. In the script cell to the right of the object type you 
want to tag, enter the path name of the file containing the auto-
script. Alternatively, you can click the ellipsis button that appears 
in the cell and browse for a script file. When you’ve chosen the file 
you want, click OK or Apply to make the association.

  To delete an autoscript association, in the Script column on the 
right, select the name of the script file you want to disassoci-
ate, and then delete it. Select some other cell to make sure your 
 deletion has been accepted, and then click OK or Apply.

Multiple Imputations Options
SPSS keeps track of which data has been entered and which has been imputed 
(assumed). The imputation process is that of calculating what the values of 
your missing data would be. You can set multiple imputation options using 
the Multiple Imputations tab (shown in Figure 17-12). Here are the options on 
the Multiple Imputations tab.

Figure 17-12:  
The Multiple 
Imputations 

tab.
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 ✓ Marking of Imputed Data: You can change the appearance of imputed 
data on the Data View tab of the Data Editor window. You can highlight 
it by changing the background color of the cell in which it’s displayed, 
and by using a different font to write its values.

 ✓ Analysis Output: You can choose to do analytical calculations using 
imputed data, without using it, or both ways. Also, you can set the impu-
tation process to pool previously imputed data for further imputation. 
We suggest leaving this setting alone for now — it takes a mathemati-
cian to figure it all out. Some analysis procedures can produce separate 
analysis results using only imputed data — you can choose to generate 
output from such pooled data.

Syntax Editor Options
The editor of the Syntax Command language is capable of recognizing various 
language parts and highlighting them for you. The Syntax Editor tab (shown 
in Figure 17-13) has the following options:

 ✓ Syntax Color Coding: You can specify different colors for commands, 
subcommands, keywords, values, and even comments. You can also 
specify each one as bold, italic, or underlined. A single switch turns on 
all coloring and highlighting.

 ✓ Error Color Coding: You can specify the font style and the color coding of 
error information. A single switch turns on all coloring and highlighting.

 ✓ Auto‐Complete Settings: Use this setting to suppress or allow the 
 display, in the Syntax Editor window, of the option button that turns     
auto‐complete on or off.

 ✓ Indent Size (Spaces): Specifies the number of spaces in an indent.

 ✓ Gutter: The space to the left of the commands is called the gutter. 
Various types of information are displayed there. You can use the gutter 
to display the line numbers or the span of a command (the beginning 
and ending of a single command).

 ✓ Panes: You can display or hide the navigation pane, which contains a 
list of all Syntax commands. You can also cause the error‐tracking pane 
to automatically appear when SPSS encounters an error.
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 ✓ Optimize for Right to Left Languages: You have to select this option 
when you’re working in a language that reads right to left (such as 
Hebrew or Arabic).

 ✓ Paste Syntax from Dialogs: Specifies the position at which Syntax is 
inserted into the Syntax window when pasting Syntax from a dialog.

Figure 17-13:  
The Syntax 
Editor tab.



Editing Charts and Chart Templates
In This Chapter

 ▶ Editing graphs and charts

 ▶ Applying templates to charts

I 
n Chapter 12, you see how to make simple graphs and fancy graphs. This 
chapter explains how to edit these graphs to create a better visual repre-

sentation of the information in the chart. This chapter also helps you learn 
how to showcase the most important information to your audience.

Although this chapter doesn’t cover every type of edit you can make to a 
chart, you can use the steps here as a baseline to explore additional edit 
options. When you get the basic idea of how to edit graphs using the Chart 
Builder, you can continue to explore making edits on your own.

Changing and Editing Axes
An axis on a chart or graph acts as a reference that gives information on how 
variables are related. In this section, we explain how to edit an axis to help 
better represent the information in a graph.

Changing the axis range
In Chapter 12, you create a differenced area graph (refer to Figure 12‐17). As 
you can see in the graph, there is empty space between the bottom of the 
graph and where the information begins along the y‐axis. Here we explain 
how to edit the y‐axis so that the range of the axis begins at 50. (Refer to 
Chapter 12 if you need to re‐create the graph.)

Chapter 18
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The following steps show you how to edit Figure 12‐17:

1. In the SPSS Statistics Viewer window, navigate to the differenced area 
graph and double‐click the chart.

The Chart Editor window appears (see Figure 18-1).

2. Click the Y button at the top of the menu bar.

The Properties dialog box appears.

3. Click the Scale tab (see Figure 18-2).

4. In the Range section, click the Auto check box next to Minimum, and 
change the number in the Custom box to 50.

5. Click Apply.

The chart in Figure 18-3 appears.

As you can see, the y‐axis in this new figure is changed to eliminate 
unnecessary space in the graph.

Editing graphs like this allows you to create clearer graphs and improve how 
the information is visualized.

Figure 18-1:  
The Chart 

Editor 
 window.
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Figure 18-2:  
The Scale 
tab of the 

Properties 
dialog box.

Figure 18-3:  
The 

 differenced 
area graph 

with the 
edited  
y‐axis.
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Scaling the axis range
No plot is simpler to produce than the dot plot. It has only one dimension. 
Although SPSS does an excellent job of grouping the information, it doesn’t 
create a visually scaled chart like the one shown in Figure 12‐2. Without scal-
ing, your chart may fail to convey your information with the impact that you 
want. For example, notice that when you build the dot plot in Chapter 12, the 
information is scrunched, with too much white space at the top of the graph.

To be able to make this chart more readable, we’ll change how SPSS scales 
the graph. The following steps guide you through the process of editing the 
dot plot from Chapter 12. (Refer to Chapter 12 if you need to re‐create the 
graph.)

1. In the SPSS Statistics Viewer window, navigate to the dot plot and 
double‐click the chart.

The Chart Editor window appears.

2. Double‐click the graph.

The Properties dialog box appears.

3. Click the Chart Size tab (see Figure 18-4).

4. Look for Maintain Aspect Ratio under the Size in Points section.

Figure 18-4:  
The Chart 

Size tab 
of the 

Properties 
dialog box.
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5. Uncheck the Maintain Aspect Ratio button and change the Height 
to 150.

6. Click Apply.

The chart shown in Figure 18-5 appears.

Figure 18-5:  
A dot plot 
showing 

the relative 
numbers 

of persons 
born in each 
year with an 
edited axis.

Changing Style: Lines and Symbols
When creating line graphs and scatterplots, it can be hard to differentiate 
between lines and data points on a graph, especially in black and white. In 
this section, we tell you how to change the style of data within your graphs 
to make it easier to visualize the information.

Editing chart lines
In Chapter 12, we explain how to make a chart with multiple lines (refer to 
Figure 12‐9). In order to help the viewer distinguish the various lines, it’s 
important to modify the way they appear. The following steps can be used 
to edit the chart for clarity. (Refer to Chapter 12 if you need to re‐create the 
chart.)

1. In the SPSS Statistics Viewer window, navigate to the multiple line 
chart and double‐click the chart.

The Chart Editor window appears.

2. Triple‐click one of the lines in the graph.

Make sure that only one line is selected. The Properties dialog box 
appears.
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3. Click the Lines tab.

4. In the Lines section, from the Style drop‐down list (see Figure 18-6), 
choose a new line style.

5. Click Apply.

The style you chose is applied to the line.

6. Repeat the process for the other lines.

The line chart in Figure 18-7 appears.

Editing data points
Colored scatterplots such as the one in Figure 12‐12 are a great way to visual-
ize information. In situations where color scatterplots are not an option (for 
example, you don’t have a color printer), you need to change the style of the 
data points so the viewer can distinguish between the datasets.

The following steps can be used to edit the chart and allow a stronger delin-
eation between data sets in a chart. (Refer to Chapter 12 if you need to   
re‐create the scatterplot.)

Figure 18-6:  
The Style 

drop‐down 
list in the 

Properties 
window.
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1. In the SPSS Statistics Viewer window, navigate to the scatterplot and 
double‐click the chart.

The Chart Editor window appears.

2. Double‐click one of the circles in the graph.

Make sure that only one set of data is selected.

The Properties dialog box appears.

3. Click the Marker tab.

4. In the Marker section, from the Type drop‐down list, choose a new 
marker type (see Figure 18-8).

5. Click Apply.

The style you selected is applied to the graph.

6. Repeat the process for the other datasets.

The chart shown in Figure 18-9 appears.

Figure 18-7:  
A line chart 

with the 
edited line 

style.
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Figure 18-8:  
The Type 

drop‐down 
list in the 

Properties 
window.

Figure 18-9:  
A scatter-

plot with the 
edited data 
point style.
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Applying Templates
Templates are a great way to improve how your graph looks and feels. To 
save you from having to create templates yourself, SPSS comes with a set 
of templates for charts and graphs that you can apply to make your graphic 
stand out. In this section, we discuss how to apply these templates to your 
graph.

In Figure 12‐9 of Chapter 12, we created a chart with multiple lines. Here we 
apply a grayscale template to add effect to a chart. The following steps show 
how to apply a template to a chart. (Refer to Chapter 12 if you need to re‐
create the chart.)

1. In the SPSS Statistics Viewer window, navigate to the line chart and 
double‐click the chart.

The Chart Editor window appears.

2. Choose File➪Apply Chart Template.

The Apply Template dialog box appears.

3. Click Greyscale.sgt.

4. Click Open.

The chart shown in Figure 18-10 appears.

Figure 18-10:  
A line chart 

with a 
grayscale 
template.



Editing Tables
In This Chapter

 ▶ Changing the appearance of tables with TableLooks

 ▶ Using the Style Output feature to highlight certain cells in your output

 ▶ Transforming tables using pivoting trays

S 
PSS pivot tables are pretty cool. In fact, in 1997, two years after they 
came out, SPSS pivot tables were added to the Smithsonian Institutes 

Permanent Research Collection of Information Technology. Virtually all SPSS 
tabular output comes in the form of a pivot table. It isn’t the product of a 
 special menu. FREQUENCIES tables, DESCRIPTIVES tables, and just about 
every other command make them.

In this chapter, we explain how to edit them. There are many more options 
than we can cover in this one short chapter, but we get you off to a good 
start. The menus that we explore have many additional options, so explore 
the available options that you find there.

Working with TableLooks
In this section, we create a similar table three times. The goal is to focus on 
the editing, not on the table creation, but the table itself is pretty standard.

1. Open the cars.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Analyze ➪ Descriptive Statistics ➪ Crosstabs.

3. Choose Number of Cylinders as the Row and Country of Origin as the 
Column.

After selection, your menu should look like Figure 19‐1.

Chapter 19



294 Part VI: Making SPSS Your Own: Settings, Templates, and Looks  

4. Click the Cells button.

The Crosstabs: Cell Display dialog box appears.

5. In the Percentages section, select the Row check box; in the Counts 
section, deselect the Observed check box (see Figure 19‐2).

6. Click Continue.

7. Click OK.

The crosstabulation table between Number of Cylinders and Country of 
Origin is created.

8. Right‐click the crosstabulation table between Number of Cylinders 
and Country of Origin and choose Edit Content  ➪  In Separate 
Window, as shown in Figure 19‐3.

You’re are in editing mode and ready to go.

You can also enter editing mode by double‐clicking. By default, however, 
this won’t put you in a new window. The same editing features are avail-
able, but editing is done in the main output window.

9. Choose Format ➪ TableLooks.

The TableLooks dialog box, shown in Figure 19‐4, appears.

Make sure you’re looking in the menus for the new window that you’ve 
opened. Data windows, output windows, Syntax windows, and editing 
windows all have somewhat different menu choices.

Figure 19-1: 
The 

Crosstabs 
dialog 

box after 
 selection.
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Figure 19-2: 
The 

Crosstabs: 
Cell Display 
dialog box.

Figure 19-3: 
The context 

menu that 
appears 

when you 
right‐click a 
pivot table.
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10. From the TableLook Files list, select GrayAlternate.

You can play around with the other choices, but Figure 19‐5 shows this 
choice.

11. Click OK.

The result should appear in the output window and look like Figure 19‐5. 
When you close the editing window, you do not lose the output. Rather, it 
stays in the output window like all the other output. You could try to get 
away with editing more than one piece of output at a time, but it uses up 
computer resources so it is best to edit just one.

Figure 19-4: 
The 

TableLooks 
dialog box.

Figure 19-5: 
A crosstab 
table with 

a new 
appearance.
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Style Output
The Style Output feature is relatively new, and quite powerful. This example 
shows how to highlight certain cells in your output and leave the rest 
unchanged.

Menus in SPSS are “sticky,” meaning they stay the same unless you reset. 
So, if you’re working through this section immediately after the preceding 
section, most of these steps are already done.

1. Open the cars.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Analyze ➪ Descriptive Statistics ➪ Crosstabs.

3. Choose Number of Cylinders as the Row and Country of Origin as the 
Column. 

After selection, your menu should look like Figure 19‐1.

4. Click the Cells button.

The Crosstabs: Cell Display dialog box appears.

5. In the Percentages section, select the Row check box; in the Counts 
section, deselect the Observed check box (refer to Figure 19‐2).

6. Click Continue.

7. Click OK.

The crosstabulation table between Number of Cylinders and Country of 
Origin is created.

8. Right‐click the resulting output and choose Style Output, as shown in 
Figure 19‐6.

Figure 19-6: 
The Style 

Output con-
text menu 

option.
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9. When the initial dialog box appears, click Continue.

10. Scroll down to the Conditional Styling row and click the small square 
button with three dots.

The dialog box is shown in Figure 19‐7.

11. In the Table Style dialog box (shown in Figure 19‐8), Choose Percent 
in the Value column, and then click OK.

There are a lot of interesting options here, but the defaults are pretty 
good. Because our chart is all percentages, we’ve gone with a percent. 
The default is to highlight above 50%, and that works well for us.

Figure 19-7: 
The Style 

Output main 
dialog box.

Figure 19-8: 
The Table 

Style dialog 
box.
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12. Click Continue.

13. Click OK.

The chart has been modified with the percent above 50% highlighted (see 
Figure 19‐9).

Pivoting Trays
This is where it all started. This was one of the first benefits of SPSS pivot 
tables since they were first added to the interface way back in 1995. Pivot 
tables allow you to rearrange your output in all kinds of ways. Get the hang of 
this, and you may find yourself taking advantage of it quite often.

In this section, we start with the same table in this example, but we make a 
major modification to the structure this time.

1. Open the cars.sav file.

The file is not in the SPSS installation directory. You have to download it 
from this book’s companion website.

2. Choose Analyze ➪ Descriptive Statistics ➪ Crosstabs.

3. Choose Number of Cylinders as the Row and Country of Origin as the 
Column.

After selection, your menu should look like Figure 19‐1.

4. Click the Cells button.

The Crosstabs: Cell Display dialog box appears.

Figure 19-9: 
Table with 

highlighted 
percentages.
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5. In the Percentages section, select the Row and Column check boxes; 
in the Counts section, select the Observed check box.

6. Click Continue.

7. Click OK.

The result is a larger and more detailed table as shown in Figure 19‐10.

8. Right‐click the pivot table and choose Edit Content ➪ In a Separate 
Window menu.

9. Choose Pivot  ➪ Pivoting Trays, as shown in Figure 19‐11.

The option appears as a Pivoting Trays button in the Windows menu.

Figure 19-10: 
A cross-
tab table 

with three 
 statistics.
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10. Click the Statistics label in the Pivoting Tray and drag it to a new 
 position in the Layer area.

The “before” version is shown in Figure 19‐12, and the “after” version is 
shown in Figure 19‐13.

11. Close the Pivoting Tray window.

12. Click the new statistics menu directly on the pivot table, as shown  
in 19‐14.

Figure 19-11: 
The Pivot 

menu in 
the editing 

 window.

Figure 19-12: 
The  pivoting 

tray as 
it first 

appeared.
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The whole idea of a layer is to have three versions stacked like three 
sheets of paper. You can choose whichever one you want to display.

One of the Table format options allows you to print all layers, so you 
actually can use these features to easily have lots of related tables 
printed to paper or to a PDF. If you like this feature, you don’t have to 
worry about your boss, or coworker, or your classmate not being able 
to choose the three different versions.

Figure 19-13: 
The pivot-

ing tray 
appearance 
after making 
some modi-

fication.

Figure 19-14: 
Choosing 
the layer 
using the 

new menu.



 

See how to work with Graphics Production Language in an article at 
www.dummies.com/extras/spss.

Programming SPSS with 
Command Syntax

Part VII

http://www.dummies.com/extras/spss


In this part . . .
 ✓ Get a better sense of what Syntax is all about.

 ✓ Try out pasting Syntax, the ultimate Syntax shortcut.

 ✓ Go a tiny bit beyond the basics and learn how to write your  
own Syntax.

 ✓ Decide whether learning Syntax is a good choice for you.



Getting Acquainted with Syntax
In This Chapter

 ▶ Learning about the Paste button

 ▶ Labeling with Syntax

 ▶ Performing calculations with Syntax

 ▶ Dealing with repetitive operations more efficiently

 ▶ Opening and saving files

A 
lmost everything that happens in SPSS is the result of Command Syntax 
running behind the scenes. Whenever you use the menu to specify a  

set of options and then click OK, Command Syntax is generated and exe-
cuted. You’ve seen examples of the Command Syntax language — Syntax, for 
short — appearing at the top of the SPSS Statistics Viewer window every time 
a command runs. The Help menu has the Command Syntax Reference, which 
is a real door stopper at more than 2,000 pages. Don’t try reading that until 
you read this chapter and the next one. This chapter describes some lan-
guage fundamentals and explains why it’s helpful. The next chapter gets into 
more of the details.

So, why use Syntax? First, it’s a lot easier than you might think, but no tip 
or trick in SPSS is worth it unless it improves your results or makes your 
life easier. Syntax may just be able to do both. Second, there are four main 
 application areas where Syntax might be a better option than menus:

 ✓ Pasting

 ✓ Labeling

 ✓ Repetitive output

 ✓ Opening and saving files

All four are very easy, and we explain all four in this chapter using a very 
simple web survey as a case study. Many folks check for survey results from 
these kinds of surveys every day when new results come in. We show you 
how to deal with a daily routine like that more efficiently.

Chapter 20
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The last area — opening and saving files — may surprise you, at first, 
because it’s so easy to do with the menus. You wouldn’t switch to Syntax just 
for that one, but if you do work in Syntax, you can and should open and save 
your files in Syntax when you do work in Syntax. Otherwise, it’s potentially 
the only manual step in an automated process.

Pasting
Here’s the secret to learning Syntax, but this is a secret you can tell all your 
friends: You usually don’t have to type anything. This also means you usually 
don’t have to look up commands in a book.

How can that be? It all looks so complicated at first. The secret is the Paste 
button. There is a button in almost every menu that writes the Syntax for 
you. You just have to save it for the next time you need it.

A super‐easy example is a calculation like the ones we show you in Chapter 9. 
One of those functions is the LENGTH function; we wrote the formula you see 
in Figure 20‐1.

Now, use that Paste button in the bottom left of Figure 20‐1, and — voilà! — 
you get the following result in the Syntax editor window:

COMPUTE Length=length(comment).
EXECUTE.

Figure 20-1:  
The 

LENGTH 
function in 
the menus.
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Whenever you want to run it, you can simply choose Run➪ All from 
the Syntax editor menu, or you can highlight just a portion and choose 
Data ➪ Select. It’s really that simple.

Now, there is more to Syntax than that. We have an entire second chapter on 
it (and there are entire books dedicated to it), but as far as pasting goes, it’s 
pretty simple.

Make sure you don’t confuse the Paste button with Ctrl+V–type operations 
in SPSS Statistics or Microsoft Excel. The Paste button isn’t the same as Copy 
and Paste. It generates Syntax code for you, and you need to use the Paste 
button as shown in Figure 20‐1.

The EXECUTE looks so official that you’d probably guess that you need it. The 
truth is, you usually don’t. In this case, we need it because nothing generates 
output after EXECUTE. If you had any kind of table‐ or graph‐generating com-
mand after it — and you almost always do — you could (and should) delete 
it. More on this in the next chapter.

Labeling
This is one of the very easiest Syntax commands to learn how to type 
directly. Open the Syntax window, and try the following commands:

VARIABLE LABELS
Sat1 “Product Selection”
Sat2 “Pricing”
Sat3 “Product Quality”
Sat4 “Website”
Sat5 “Customer Service”.
VALUE LABELS Sat1 TO Sat5
1 ‘Very Dissatisfied’
2 ‘Dissatisfied’
3 ‘Neither Satisfied nor Dissatisfied’
4 ‘Satisfied’
5 ‘Very Satisfied’.

It’s really difficult to argue that this is any harder than doing it in the menus, 
especially because the label phrases are often lying about in a text editor 
somewhere already. This way, you can rerun it any time you need to. The 
menus are great, but this is pretty easy, and it may turn out to be consider-
ably faster for you if you use this data repeatedly. Your coworkers will love it 
because they can borrow it.



308 Part VII: Programming SPSS with Command Syntax  

Repeatedly Generating the Same Reports
Imagine that every morning your boss wants a quick rundown on the web 
survey activity that’s taken place since the previous report. She’s busy, so 
she wants it organized in a very particular way:

 ✓ She wants to know which aspects of the business folks are the most 
happy with at the top.

 ✓ She wants to read comments left by survey takers, but she doesn’t want 
blank comments in the way.

 ✓ She wants the comments from the happy folks at the top.

So, the boss wants the DESCRIPTIVES report to look like Figure 20‐2 and the 
simple little report to look like Figure 20‐3.

The following code would do all that every morning, and it wouldn’t require 
reproducing the steps. Just choose Run ➪ All from the Syntax window. Easy. 

Figure 20-2:  
The 

Satisfaction 
variables 

reported in 
order of  

satisfaction.

Figure 20-3:  
A Case 

Summaries 
showing 

only cases 
with com-
ments and 

broken 
down by 
Any_ 
Ones.
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This code works on the Web Survey2.sav dataset, and the code has been 
saved as Web Survey.sps.

DESCRIPTIVES VARIABLES=Sat1 Sat2 Sat3 Sat4 Sat5
/STATISTICS=MEAN MIN MAX
/SORT=MEAN (D).
SORT CASES BY Mean_Sat(D).
TEMPORARY.
SELECT IF length >0.
SUMMARIZE
/TABLES=Name Comment Mean_Sat BY Any_Ones
/FORMAT=VALIDLIST NOCASENUM TOTAL LIMIT=100
/TITLE=‘Case Summaries’
/MISSING=VARIABLE
/CELLS=COUNT.

At first glance, it may look like this would take a substantial amount of 
knowledge to put together, but you may be surprised. The DESCRIPTIVES 
command can be easily pasted just like we saw at the opening of the chap-
ter. Same thing with SORT and SUMMARIZE. The SUMMARIZE command is 
found under Analyze➪Reports➪Case Summaries. The other commands, 
TEMPORARY AND SELECT, we just typed, and we tell you more about both of 
them and typing commands in the Syntax window, too, in the next chapter. 
The main point for now is that SPSS will do 80% of the typing for you. Just use 
the Paste button to save your work. After you’ve tested it, and you know that 
it works, save the whole thing for the next time.

Opening and Saving Files
You can write data to files and read data from files. Output is performed by 
using either SAVE or EXPORT. The keyword IMPORT can be used to read data 
from a file, but the simplest way to read files is to read SPSS‐formatted files 
using GET. If you’re doing your analysis every day, you may as well open your 
file automatically. There is no need to do that step manually.

Just like virtually all the windows, the GET and SAVE commands allow you 
to paste. You shouldn’t have to type these commands or the file paths very 
often if you prefer the menus.

GET
Whenever you choose File➪Open ➪ Data, SPSS issues a GET command to 
open an SPSS‐formatted file and load it into SPSS. If you’ve loaded a file using 
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the menu this way, you’ve noticed in SPSS Statistics Viewer the GET command 
that loads the file. For example, the following program opens and loads the 
file named Cars.sav:

GET
FILE=‘C:\Program Files\SPSS\Cars.sav’.
DATASET NAME DataSet2 WINDOW=FRONT.

This command loads the data from the file, names it DataSet2, and opens a 
new SPSS main window to display the data from the file — in front of all the 
other windows. You never have to load a file with the menu — you can load 
any file from within a Syntax program by specifying its name as the first argu-
ment to a GET command.

The quotes around the filename are optional unless a blank is embedded in 
the name.

You don’t have to load the entire contents of the file. If you want to omit cer-
tain variables, you can name them as part of the command, as in the following:

GET FILE=‘C:\Program Files\SPSS\Cars.sav’ /DROP=MPG engine_size.

You can even change the names of some variables. For example, the following 
changes MPG to MILESPERGALLON:

GET FILE=‘C:\Program Files\SPSS\Cars.sav’ /RENAME=MPG=MILESPERGALLON.

SAVE
The SAVE command has the same result as choosing File➪Save As and enter-
ing a filename. It writes the data to a file in the standard SPSS format. An 
example of the command follows:

SAVE OUTFILE=‘C:\Program Files\SPSS\Cars.sav’.

You have some options. You can specify DROP and RENAME the same as you 
can with the GET command. You can also compress the output file with the 
following option:

/COMPRESSED



Adding Syntax to Your Toolkit
In This Chapter

 ▶ Understanding the fundamental form of Syntax commands

 ▶ Controlling the flow of execution through a program

 ▶ Finding some useful commands and keywords

I 
n the last chapter, you see that Syntax can save you time (avoiding 
 repetitive steps and making it easier for others to know exactly what 

you’ve done) and that ultimately it’s really pretty easy to get started. When 
you incorporate Syntax into your routine, you’ll want to start expanding your 
use of it — as long as it continues to save you time and effort.

Some Syntax commands can’t be pasted from the menus using the Paste 
button. Some are just easier to type. If you’re going to start typing some 
Syntax, you’ll have to learn a little bit more about the grammar and the rules 
of Syntax.

You can always choose to do most things in SPSS with the menus. It’s okay to 
use the menus for a while before you master Syntax. There is an old saying, 
“When you’re ready, your teacher will appear.” So, when you’re ready, 
Syntax — and this chapter — will be waiting for you.

Your Wish Is My Command
A single Syntax language instruction can be very simple, or it can be complex 
enough to serve as an entire program. A single instruction consists of a com-
mand followed by arguments to modify or expand the actions of the com-
mand. For example, the following Syntax command generates a report:

REPORT /FORMAT=LIST /VARIABLES=MPG.

The first thing you probably noticed is that the command is written in all 
uppercase. That’s tradition — not a requirement. You can write in lowercase 

Chapter 21
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(or even mixed case) if you want. The old‐school way of writing it, dating 
back to when everything was typed, is to write commands in uppercase, and 
variable names in lowercase. The Syntax window’s autocomplete function 
will write commands in uppercase. Notice, too, that the end of the list of 
arguments is terminated by a single period; the terminator must be there or 
else SPSS will complain.

Now, about those forward slashes and equal signs: Sometimes you need 
them, and sometimes they’re optional. Always use them and you won’t have 
any trouble. The presence of slashes and equal signs reduces ambiguity for 
both you and SPSS. Also, commands can be abbreviated as long as you have 
at least three letters that uniquely identify the command. Abbreviating com-
mands was a popular strategy when everything was typed, but we can’t think 
of a single reason to abbreviate anything, especially with the autocomplete 
feature. Figuring out how to abbreviate a command is more work than just 
typing it, and abbreviation makes the program harder to figure out later.

The command in this example is REPORT, which causes text to be written to 
SPSS Statistics Viewer. In fact, all output produced by running Syntax pro-
grams goes to SPSS Statistics Viewer. The FORMAT specification tells REPORT 
to make a list of the values. The VARIABLES specification tells REPORT which 
variables are to be included in the list.

Commands can begin anywhere on a line and continue for as many lines 
as necessary. That’s why SPSS is so persnickety about that terminator (the 
period) — it’s the only way it has of detecting the end of a command. If you 
forget it, SPSS may think that the additional lines belong to an earlier line. If 
the syntax turns bright red, it’s a bad sign. Very bad. Try deleting a period, 
and the colors will change. Trouble. Big trouble. What you’re hoping for is for 
the command to turn blue. Subcommands will be green, and keywords will 
be maroon. All the stuff that is unique to your program, like your dataset’s 
variables, will be a plain old black text. Table 21-1 lists all the command types 
and the colors in the Syntax Editor.

Table 21‐1 Color Coding in the Syntax Editor
Syntax Command Type Color in the Syntax Editor
Command Blue

Subcommand Green

Keyword Maroon

Other (including variable names) Black

Error Red
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Using Keywords
All the commands in Syntax are keywords in the language. A keyword is a 
word already known to the language; it has a predefined action. The variable 
names you define are not keywords, but SPSS can tell which is which by the 
way you use them. That is, you can name one of your variables the same 
name as one of the keywords, and SPSS can tell what you mean by how you 
use the word. Usually.

The names of commands, subcommands, and functions are all keywords — 
and there are lots of them — but they aren’t reserved and you can use them 
freely. For example, you could have variables named format and report, 
and you could use the following Syntax command to display a list of their 
values:

REPORT /FORMAT=LIST /VARIABLES=REPORT FORMAT.

Don’t try to name variables AND, OR, or NOT. These logical operators are 
 keywords in the Syntax language and are also reserved words. If you try 
to use a reserved word as a variable name, SPSS will catch it and tell you 
that you can’t do it. Relational operators are used in the Syntax language to 
 compare values and are also reserved words. The relational operators are 
EQ, NE, LT, GT, LE, and GE. Some other reserved words are ALL, BY, TO, and 
WITH. (These operators are discussed in more detail later in this  chapter.)

Working with Variables and Constants
Most of the values used in Syntax come from the variables in the dataset you 
currently have loaded and displayed in SPSS. You simply use your variable 
names in your program, and SPSS knows where to go and get the values. 
Some other variables are already defined, and you can use them anywhere in 
a program. Predefined variables, which are called system variables, all begin 
with a dollar sign ($) and already contain values. The system variables are 
listed in Table 21-2.

Table 21‐2 System Variables
Variable Name Description

$CASENUM The current case number. It’s the count of cases from the 
 beginning case to the current case.

$DATE The current date in international date format with a two‐digit year.

(continued)
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When a Syntax program executes, it’s associated with the currently loaded 
dataset and uses its variable names and values. This can get confusing when 
you have more than one dataset open. If SPSS claims that there is no variable 
with that name, make sure that the correct dataset is active.

Declaring Data
You can define variables and their values right in the Syntax window. You 
might wonder why you would do this. Why not just have a data file? This is a 
great way to ask for advice and to prototype calculations. You can send the 
DATA LIST command with just a few rows of data when you ask a colleague 
for help. Just copy and paste it right into an email along with your question 
and the code that you’re trying to fix.

To do so, you create a DATA LIST, which defines the variable names, and 
follow it with the list of values between BEGIN DATA and END DATA com-
mands. The following example creates three variables (ID, SEX, and AGE) 
and fills them with four instances of data:

DATA LIST / ID 1-3 SEX 5 (A) AGE 7-8.
BEGIN DATA.
001 m 28
002 f 29
003 f 41
004 m 32
END DATA.
PRINT / ID SEX AGE.
EXECUTE.

Table 21-2 (continued)
Variable Name Description

$DATE11 The current date in international date format with a four‐digit year.

$JDATE The count of the number of days since October 14, 1582 (the first 
day of the Gregorian calendar).

$LENGTH The current page length.

$SYSMIS The system missing value. This prints as a period or whatever is 
defined as the decimal point.

$TIME The number of seconds since midnight October 14, 1582 (the first 
day of the Gregorian calendar).

$WIDTH The current page width.
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The DATA LIST command defines the variables. The first variable is ID. Its 
values are found in the input stream in columns 1 through 3; therefore it’s 
defined as being three digits long. It has no type definition, so it defaults to 
numeric. The second variable is named SEX. It is one character long, and its 
values are in column 5 of the input. Its type is declared as alpha (A), so it’s 
declared as a one‐character string. The third variable, AGE, is two digits long, 
is a numeric value, and has its values in columns 7 and 8 of the input.

The BEGIN DATA command comes immediately after the DATA LIST com-
mand and marks the beginning of the lines of data — each line is a case. If 
you’ve ever wondered what it was like to place data on punched cards, this 
is it. The fundamental design of SPSS is that old. This form of data entry still 
works, but this is the old way of getting data into a program. When this list 
of commands is executed, a normal SPSS window appears, showing a dataset 
with the variable names and values.

You can do all your processing this way, if you prefer. But you don’t have to 
do it by column numbers. You can enter the data in a comma‐separated list, 
as follows:

DATA LIST LIST (“,”)/ ID SEX AGE.
BEGIN DATA.
1,1,28
2,2,29
3,2,41
4,1,32
END DATA.
PRINT / ID SEX AGE.
EXECUTE.

END DATA must begin in the first column of a command line. It’s the only 
command in Syntax that has this requirement.

Commenting Your Way to Clarity
You can insert descriptive text, called a comment, into your program. This 
text doesn’t do anything except help clarify how the program works when 
you read (or somebody else reads) your code. You start a comment the 
same way you start any other command: on its own line, using the keyword 
COMMENT or an asterisk. The comment is terminated by a period. Here’s an 
example:

COMMENT This is a comment and will not be executed.
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An asterisk can be used with the same result, which is the way that everyone 
really does it:

* This is a comment placed here for the purpose of
describing what is going on, and it continues until
it is terminated.

You can also put comments on the same line as a command by surrounding 
them with /* and */. A comment like this can be inserted anywhere inside 
the command where you’d normally put a blank. For example, you could put 
a comment at the end of a command line like this:

REPORT /FORMAT=LIST /VARIABLES=AGE /* The comment */.

It is important to note that the command is terminated with a period, but the 
period comes after the comment because the comment is part of the state-
ment. If you forget, the next line will get swallowed up into the comment and 
ignored. The following line will not be color‐coded correctly either, which 
may help you catch your mistake. Watch out.

Executing Commands
Commands are executed one at a time, starting from the top of the program. 
The order is important. In particular, if a variable has not been created yet, 
you can’t use it. For the most part, the order is intuitive; you don’t have to 
think much about what exists and what doesn’t.

Some statements don’t execute right away. Instead, they’re stored for later 
execution. This makes SPSS run faster, so it’s all for a good reason, but most 
folks don’t know how it works. This is normally of no consequence because 
the statements will be executed when their result is needed. But you should 
be aware this is going on because it can cause surprises in some circum-
stances. For example, the PRINT command has a delayed execution:

PRINT / ALL.

This is a command to print the complete list of values for every case in your 
dataset. It will print all the values, or by naming variables it can be instructed 
to print values of only the ones you choose. However, the PRINT command 
doesn’t do it right away. It stores the instruction for later. Commands like 
this are called transformations. As you might guess, all the commands in 
the Transform menu are of this type. Commands like COMPUTE, COUNT, and 
RECODE are transformations.
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When your program comes to a command that executes immediately, the 
stored commands are executed first. That works fine as long as there’s 
another statement to be executed, but if the PRINT statement is the last  
one in your program, nothing happens. That is, nothing happens until you 
run another program, and then the stored statement becomes the first  
one executed.

But there is an easy fix that you may see in some Syntax programs. All you 
need to do is end your program this way:

PRINT / ALL.
EXECUTE.

All the EXECUTE command does is execute any statements that have been 
stored for future execution. You’ll see programs written by others who do 
it this way, but you generally don’t want to solve the problem this way. 
Procedure commands (commands that generate output) will accomplish the 
same thing. So, just put any old procedure that you had to do anyway after 
your transformation, like FREQUENCIES, as shown below:

PRINT / ALL.
FREQUENCIES ALL.

For the PRINT command, there is another option. The LIST command 
does the same thing the PRINT command does, but it executes immediately 
instead of waiting until the next command:

LIST / ALL.

A number of commands have a Transform version and a Procedure version. 
For instance, SAVE is a Procedure, and XSAVE is a Transformation. (The 
Command Syntax Reference, which is located under the Help menu, has lists 
of which commands are which.) This execution delay may seem odd at first, 
but there’s a really good reason for it: If SPSS executed every line one at a 
time, it would have to reread the data for every line and would be very slow. 
A little tricky, but very important information.

Remember that the transformations are delayed, but the procedures happen 
right away. Your Syntax programs will run best (and fastest) when you try 
to put all your transformations at the top, and all your procedures at the 
bottom. Transformations Pending is an error that you’ll get when you’ve 
managed to end your program with a transformation.
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Controlling Flow and Executing 
Conditionals

Unless you specify otherwise, a program starts at the top and executes one 
statement at a time through your program until it reaches the bottom, where 
it stops. But you can change that. Situations come up where you need to exe-
cute a few statements repeatedly, or maybe you want to conditionally skip 
one or more statements. In either case, you want program execution to jump 
from one place to another under your control. What you’re really trying to do 
is say that certain cases will be treated one way (by certain lines) and other 
cases will be treated another way (by other lines).

IF
You use the IF command when you have a single statement you want to 
execute only if conditions are right. For example:

IF (AGE > 20) GROUP=2.

This statement asks the simple question of whether AGE is greater than 20. 
If so, the value of GROUP is set to 2. We could’ve used the GT keyword in 
place of the > symbol. Table 21-3 lists the relational operators you can use to 
 compare numbers.

You can also combine the relational expressions with logical operators to ask 
longer and more complex questions. Here’s an example:

IF (AGE > 20 AND SEX = 1) GROUP=2.

Table 21-3 Relational Operators
Symbol Alpha Definition
= EQ Is equal to

< LT Is less than

> GT Is greater than

<> NE Is not equal to

<= LE Is less than or equal to

>= GE Is greater than or equal to
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This statement asks whether AGE is greater than 20 and SEX is equal to 1. If 
so, GROUP is set to 2. The logical operators are listed in Table 21-4.

You should use parentheses to organize expressions so there is no ambiguity 
about what is being compared. When you construct a complicated condi-
tional expression, it’s easy to lose track of your original line of scrimmage.

You have to write your expressions so the computer knows what you’re talk-
ing about. Spell them out. For example, IF (A LT B OR GT 5) is not valid. 
It can be written IF ((A LT B) OR (A GT 5)), which is a longer form but 
has a clearer meaning.

You can compare strings to strings and numbers to numbers, but you can’t 
compare strings to numbers.

DO IF
The DO IF statement works the same way as the IF statement, but with 
DO IF you can execute several statements instead of just one. Because you 
can enter several statements before the terminating END IF, the END IF is 
required to tell SPSS when the DO IF is over. The following is an example 
with two statements:

DO IF (AGE < 5).
COMPUTE YOUNG = 1.
COMPUTE SCHOOL = 0.
END IF.

Table 21-4 Logical Operators
Symbol Alpha Definition
& AND Both relational operators 

must be true.

| OR Either relational operator 
can be true.

~ NOT Reverses the result of a 
relational operator.
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In addition to having the option of including a number of statements at once, 
you can use DO IF to test several conditions in a series — and execute only 
the statements of the first true condition(s) by using ELSE IF:

DO IF (AGE < 5).
COMPUTE YOUNG = 1.
ELSE IF (AGE < 9).
COMPUTE YOUNG = 2.
ELSE IF (AGE < 12).
COMPUTE YOUNG = 3.
END IF.

SELECT IF
The SELECT IF statement is not really flow control, but it works that way. 
You can use it to remove specific cases, and, as a result, include only the 
cases you want in your analysis. For example, the following sequence of com-
mands prints only the age values greater than 40:

SELECT IF (AGE > 40).
PRINT / AGE.
EXECUTE.

Watch out, though. If you save your dataset right after this command, you’ll 
lose data! Any of the logical operators and relational operators that can be 
used in other IF statements can be used in SELECT IF statements. A really 
powerful and popular way to modify this is the TEMPORARY command.

TEMPORARY.
SELECT IF (AGE > 40).
PRINT / AGE.
EXECUTE.

The SELECT IF will work only until it hits the EXECUTE (or any other proce-
dure). Then SPSS immediately goes back to using all the data. Much better, 
because it’s less risky. Less risky is nice.

If you have any procedures that you have to do anyway, you can (and 
should) delete the EXECUTE command. Just make sure that some 
 procedure — any procedure — comes after the transformation. Pretty much 
any command that generates output (table or graph) is a procedure.



 Find out about the top ten new SPSS features in a free article at www.dummies.com/ 
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In this part . . .
 ✓ Figure out what all those modules are about and if any are right 

for you.

 ✓ Navigate through all that SPSS stuff on the Internet and get 
directions to the very best of it.

 ✓ Explore ten ways you can sharpen your skills with SPSS.



Ten (Or So) Modules You Can 
Add to SPSS

In This Chapter
 ▶ Understanding what modules bring to SPSS

 ▶ Deciding which modules to add to SPSS

I 
BM SPSS Statistics comes in the form of a base system, but you can 
acquire additional modules to add on to that system. If you’ve installed a 

full system, you may already have some of these add‐ons. Most are integrated 
and look like integral parts of the base system. Some may be of no interest to 
you; others could become indispensable. Note that if you have a trial copy of 
SPSS, it likely has all the modules, including those that you might lose access 
to when you acquire your own copy. This chapter introduces you to the mod-
ules that can be added to SPSS and what they do; refer to the documentation 
that comes with each one for a full tutorial.

The Advanced Statistics Module
The following is a list of the statistical techniques that are part of the 
Advanced Statistics module.

 ✓ General Linear Models (GLM)

 ✓ Generalized Linear Models (GENLIN)

 ✓ Linear Mixed Models

 ✓ Generalized Estimating Equations (GEE) Procedures

 ✓ Generalized Linear Mixed Models (GLMM)

 ✓ Survival Analysis Procedures

Chapter 22
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These procedures are among the most advanced in SPSS, but some of them 
are quite popular. For instance, Hierarchical Linear Modeling (HLM), part of 
Linear Mixed Models, is popular in education research. HLM models are sta-
tistical models where parameters vary at more than one level. For instance, 
students vary and schools vary, and in an HLM model you have information 
at both levels.

The key point is that this whole module is about specialized techniques that 
you need to use if you don’t meet the assumptions of plain vanilla regression 
and analysis of variance (ANOVA). These techniques are more of an ANOVA 
flavor. Survival Analysis is so‐called “time‐to‐event” modeling, like estimating 
time to death after diagnosis.

Making sense of editions
Since IBM purchased SPSS, the concept 
of “editions” has caused some confusion. 
Frankly, we have to look it up to remind our-
selves which modules are in which edition. 
The editions are just bundles. And there are a 
bunch of modules — considerably more than 
the ten we cover in this chapter. You can look 
up the information you need on the IBM web-
site at www‐01.ibm.com/software/ 
analytics/spss/products/ 
statistics/modules . We also  
explain what’s in each edition right here.

It isn’t always obvious that you have a module 
installed. Basically, if you have access to the 
advanced features, then you have the module. 
For instance, Generalized Estimating Equations 
require the Advanced Statistics module.

Sometimes end‐users get the impression that 
“standard” is the entry‐level version of SPSS. 
But that’s actually SPSS Base. SPSS Base has 
no modules. You can get modules as part of a 
bundle, or you can buy them separately.

Here’s a list of all the modules and in which edi-
tions they appear:

 ✓ Advanced Statistics: Standard Edition

 ✓ Amos: Premium Edition

 ✓ Bootstrapping: Premium Edition

 ✓ Categories: Professional Edition

 ✓ Complex Samples: Premium Edition

 ✓ Conjoint: Premium Edition

 ✓ Custom Tables: Standard Edition

 ✓ Data Preparation: Professional Edition

 ✓ Decision Trees: Professional Edition

 ✓ Direct Marketing: Premium Edition

 ✓ Exact Tests: Premium Edition

 ✓ Forecasting: Professional Edition

 ✓ Missing Values: Professional Edition

 ✓ Neural Networks: Premium Edition

 ✓ Regression: Standard Edition

 ✓ Sample Power: Premium Edition

 ✓ Visualization Designer: Premium Edition

Note: Premium includes all the features in 
Professional and Standard; Professional 
includes all the features in Standard.

http://www-01.ibm.com/software/analytics/spss/products/statistics/modules
http://www-01.ibm.com/software/analytics/spss/products/statistics/modules
http://www-01.ibm.com/software/analytics/spss/products/statistics/modules
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The Custom Tables Module
This has been the most popular module for years, and for good reason. If 
you need to squeeze a lot of information into a report, you need this module. 
For instance, if you do survey research and you want to report on the entire 
survey in tabular form, this module comes to your rescue. Picture your entire 
dataset summarized in an appendix. It isn’t merely a convenience. If you need 
this kind of summary, get this module.

The Regression Module
The following is a list of the statistical techniques that are part of the 
Regression module.

 ✓ Multinomial and Binary Logistic Regression

 ✓ Nonlinear Regression (NLR) and Constrained Nonlinear Regression (CNLR)

 ✓ Weighted Least Squares Regression and Two‐Stage Least Squares 
Regression

 ✓ Probit Analysis

In some ways, this module is like the Advanced Stats module — you use 
these techniques when you don’t meet the standard assumptions — except 
with this module, the techniques are fancy variants of regression when you 
can’t do Ordinary Least Squares Regression. Binary Logistic Regression is 
very popular and used quite often. It’s used when your dependent variable 
has two categories — for example, stay or go (churn), buy or not buy, or get 
a disease or not get a disease.

The Categories Module
The Categories module is designed to enable you to reveal relationships 
among your categorical data. To help you understand your data, the 
Categories module uses perceptual mapping, optimal scaling, preference 
scaling, and dimension reduction. Using these techniques, you can visually 
interpret the relationships among your rows and columns.

Categories performs its analysis and displays results so you can understand 
ordinal and nominal data. It uses procedures similar to conventional regres-
sion, principal components, and canonical correlation. It performs regression 
using nominal or ordinal categorical predictor or outcome variables.



326 Part VIII: The Part of Tens  

The procedures of the Categories module make it possible to perform 
 statistical operations on categorical data:

 ✓ Using the scaling procedures, you can assign units of measurement and 
zero‐points to your categorical data, which gives you access to new 
groups of statistical functions because you can analyze variables using 
mixed measurement levels.

 ✓ Using correspondence analysis, you can numerically evaluate similari-
ties among nominal variables and summarize your data according to 
components you select.

 ✓ Using nonlinear canonical correlation analysis, you can collect variables 
of different measurement levels into sets of their own, and then analyze 
the sets.

You can use this module to produce a couple of very useful tools:

 ✓ Perceptual maps: High‐resolution summary charts that serve as graphic 
displays of similar variables or categories. They give you insights into 
relationships among more than two categorical variables.

 ✓ Biplots: Summary charts that make it possible to look at the relation-
ships among products, customers, and demographic characteristics.

The Data Preparation Module
Let’s face it: Data preparation is no fun. We’ll take all the help we can get 
with it. No module will eliminate all the work for the human in this human– 
computer partnership, but the Data Preparation module is designed to elimi-
nate some of the routine, predictable aspects. It helps you process your rows 
and columns of data. For your rows of data, it helps you identify outliers that 
might distort your data. As for your variables, it helps you identify the best 
ones, and lets you know that you could improve some by transforming them. 
It also allows you to create special validation rules to speed up your data 
checks and avoid a lot of manual work. Finally, it helps you identify patterns 
in your missing data.

The Decision Trees Module
Decision trees are, by far, the most popular and well known of the data 
mining techniques. In fact, there are entire software products dedicated to 
this approach. If you aren’t sure if you need to do data mining, but you want 
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to try it out, this would be just about the best way because you already know 
your way around SPSS Statistics. The Decision Trees module doesn’t quite 
have all the features of the decision trees in SPSS Modeler (which is a whole 
software package dedicated to data mining), but there is plenty here to give 
you a good start.

What are decision trees? Well, the whole idea is that you have something that 
you want to predict (the target variable), and lots of variables that could pos-
sibly help you do that, but you don’t know which ones are most important. 
SPSS indicates which variables are most important and how the variables 
interact, and helps you predict the target variable in the future.

SPSS supports four of the most popular algorithms for doing this: CHAID, 
Exhaustive CHAID, C&RT, and QUEST.

The Forecasting Module
You can use the Forecasting module to rapidly construct expert time‐series 
forecasts. This module includes statistical algorithms you can use to analyze 
historical data and predict trends. You can set it up to analyze hundreds 
of different time series at once instead of running a separate procedure for 
each one.

The software is designed to handle the special situations that arise in trend 
analysis. It automatically determines the best‐fitting autoregressive inte-
grated moving average (ARIMA) or smoothing model. It automatically tests 
data for seasonality, intermittency, and missing values. The software detects 
outliers and prevents them from unduly influencing the results. The graphs 
generated include confidence intervals and indicate the model’s goodness 
of fit.

As you gain experience at forecasting, the Forecasting module gives you 
more control over every parameter when you’re building your data model. 
You can use the Expert Modeler in the Forecasting module to recommend 
starting points or to check calculations you’ve done by hand.

Version 23 has an exciting new algorithm that is part of this module. It’s 
called Temporal Causal Modeling (TCM). This new algorithm attempts to 
discover key causal relationships in time series data by including only those 
inputs that have a causal relationship with the target. This differs from tradi-
tional time series modeling where you must explicitly specify the predictors 
for a target series.
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The Missing Values Module
The Data Preparation module seems to have missing values covered, but 
the two modules are actually quite different. The Data Preparation module 
is really about finding data errors; its validation rules will tell you that a 
data point just isn’t right. On the other hand, the Missing Values module 
is focused on when there is no data value at all. It attempts to estimate the 
missing piece of information using other data that you do have. This process 
is called imputation, also known as replacing with an educated guess. All 
kinds of researchers, data miners, and statisticians can benefit, but if you’re a 
survey researcher, this is really bound to come in handy.

The Bootstrapping Module
Hang on tight, we’re going to get a little technical. Bootstrapping is a tech-
nique that involves “resampling” with replacement. What that means is that 
the Bootstrapping module picks a case at random, makes note about it, 
replaces it, and picks another. In this way, it’s possible to pick a case more 
than once or not at all. The net result is another “version” of your data that is 
similar, but not identical. If you do this 1,000 times (which is the default), you 
can do some very powerful things indeed.

The Bootstrapping module allows you to build more stable models using 
your data by overcoming the effect of outliers and other problems in your 
data. Traditional statistics assumes that your data has a particular distribu-
tion, but this technique avoids that kind of assumption. The result is a more 
accurate sense of what’s going on in the population. It is, in a sense, a simple 
idea, but because it takes a lot of computer horsepower, it’s more popular 
now than when computers were slower.

Bootstrapping is a popular technique outside of SPSS, as well, so you can find 
articles on the web about the concept. The Bootstrapping module just lets 
you apply this powerful concert to your data in SPSS Statistics.

The Complex Samples Module
Sampling is a big part of statistics. A simple random sample is what we usu-
ally think of as a sample — like picking names out of a hat. The hat is our 
population, and the scraps of paper we pick belong to our sample. Each 
slip of paper has an equal chance of being picked. Research is often more 
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 complicated than that. The Complex Sample module is about more compli-
cated forms of sampling: two stage, stratified, and so on.

Most often, survey researchers need this module, although many kinds of 
experimental researcher may benefit from it, too. It helps you design the data 
collection, and then takes the design into account when calculating your sta-
tistics. Nearly all statistics in SPSS are calculated with the assumption that 
the data is a simple random sample. Your calculations can be distorted when 
this assumption is not met.

The Conjoint Module
The Conjoint module provides a way for you to determine how each of your 
product’s attributes affect consumer preference. When you combine conjoint 
analysis with competitive market product research, it’s easier to zero in on 
product characteristics that are important to your customers.

With this research, you can determine which product attributes your custom-
ers care about, which ones they care about most, and how you can do useful 
studies of pricing and brand equity. And you can do all this before incurring 
the expense of bringing new products to market.

The Direct Marketing Module
This module is a little different from the others. It’s a bundle of related 
 features in a wizardlike environment. It’s designed to be one‐stop shopping 
for marketers. The main features are recency frequency monetary (RFM) 
analysis, cluster analysis, and profiling:

 ✓ RFM analysis: RFM analysis reports back to you about how recently, 
how often, and with how much spend your customers bring your busi-
ness. Obviously, those customers who are currently active, spend a lot, 
and spend often are your best customers.

 ✓ Cluster analysis: Cluster analysis is a way of segmenting your custom-
ers into different customer segments. Typically, you use this approach 
to match different marketing campaigns to different customers. For 
example, a cruise line may try different covers on the travel catalog 
going out to customers, with the adventurous types getting Alaska or 
Norway on the cover, and the umbrella‐drink crowd getting pictures of 
the Caribbean.
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 ✓ Profiling: Helps you can see what customer characteristics are asso-
ciated with specific outcomes and in this way you can calculate the 
propensity score that a particular customer will respond to a specific 
campaign. Virtually all these features can be found in other areas of 
SPSS, but the wizardlike environment of the Direct Marketing module 
makes it easy for marketing analysts who don’t happen to have exten-
sive training in the statistics behind the techniques to be able produce 
useful results.

The Exact Tests Module
The Exact Tests module makes it possible to be more accurate in your analy-
sis of small datasets and datasets that contain rare occurrences. It gives you 
the tools you need for analyzing such data conditions with more accuracy 
than would otherwise be possible.

When only a small sample size is available, you can use the Exact Tests 
module to analyze that smaller sample and have more confidence in the 
results. Here, the idea is to perform more analyses in a shorter period of 
time. This module allows you to conduct different surveys rather than spend 
time gathering samples to enlarge the base of the surveys you have.

The processes you use, and the forms of the results, are the same as those 
in the base SPSS system, but the internal algorithms are tuned to work with 
smaller datasets. The Exact Tests module provides more than 30 tests cover-
ing all the nonparametric and categorical tests you normally use for larger 
datasets. Included are one‐sample, two‐sample, and K‐sample tests with inde-
pendent or related samples, goodness‐of‐fit tests, tests of independence, and 
measures of association.

The Neural Networks Module
A neural net is a latticelike network of neuronlike nodes, set up within SPSS 
to act something like the neurons in a living brain. The connections between 
these nodes have associated weights (degrees of relative effect), which are 
adjustable. When you adjust the weight of a connection, the network is said 
to learn.

In the Neural Network module, a training algorithm iteratively adjusts the 
weights to closely match the actual relationships among the data. The idea 
is to minimize errors and maximize accurate predictions. The computational 
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neural network has one layer of neurons for input, another for output, with 
one or more hidden layers between them. The neural network is combined 
with other statistical procedures to provide clearer insight.

Using the familiar SPSS interface, you can mine your data for relationships. 
After selecting a procedure, you specify the dependent variables, which may 
be any combination of scale and categorical types. To prepare for process-
ing, you lay out the neural network architecture, including the computational 
resources you want to apply. To complete preparation, you choose what to 
do with the output:

 ✓ List the results in tables.

 ✓ Graphically display the results in charts.

 ✓ Place the results in temporary variables in the dataset.

 ✓ Export models in XML‐formatted files.

Amos
Amos is an interactive interface you can use to build structural equation 
models. Not a true “module,” it’s standalone software with its own graphi-
cal user interface (GUI). Using the diagrams you create with Amos, you 
can uncover otherwise‐hidden relationships and observe graphically how 
changes in certain values affect other values. You can create a model on 
nonnumeric data without having to assign numerical scores to the data. You 
can analyze censored data without having to make assumptions beyond 
 normality.

Amos provides a more intuitive interface than plain SPSS for a certain family 
of problems. Amos contains structural modeling software that you control 
with a drag‐and‐drop interface. Because the interface is intuitive, you can 
create models that come closer to the real world than the multivariate statis-
tical methods of SPSS. You set up your variables, and then you can perform 
analyses using hypothetical relationships.

Amos enables you to build models that more realistically reflect complex 
relationships with the ability to use observed variables, such as survey data 
or latent variables like “satisfaction” to predict any other numeric variable. 
Structural equation modeling, helps you gain additional insight into causal 
models and the strength of variable relationships.
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The Sample Power Module
The Sample Power module was developed in conjunction with the late Jacob 
Cohen. Cohen was a contemporary statistics powerhouse, deservedly famous 
for his books and articles, and largely responsible for drawing more attention 
to Type II error. The idea is that our university training emphasizes avoid-
ing Type I error to such a degree that we forget about the other kind of risk. 
Type I error is the risk of “crying wolf,” just like the old fable of “The Boy 
Who Cried Wolf.” When we commit Type I error, we claim that the effect of a 
variable is important, but it turns out that it isn’t a finding that will generalize 
to the population.

Type II error is the risk that there is an amazing finding awaiting us in the 
population, but our analysis of the sample data doesn’t reveal it. That’s 
pretty bad, too — claiming that there is no effect when there really is one. 
The Sample Power module allows us to accurately calculate that risk, and it 
may prompt us either to collect more data to avoid the risk, or maybe, just 
maybe, we figure out that we can get by with a little less data and we can 
save our organization money during the data collection phase.

If you do survey research and have to go out into the world to collect your 
data, this module is one that you’ll want to consider. Even if you get your 
data through other means — the day‐to‐day running of the business, for 
instance — look up Jacob Cohen on the web and seek out his writing. One 
of our favorites is Things I Have Learned (So Far). Don’t obsess over 0.05 or 
forget about Type II error.

The Visualization Designer Module
The Visualization Designer module doesn’t get as much attention as it 
deserves. Even veteran SPSS users don’t seem to know that much about it. 
Graphboard Template Chooser is one of the graphing methods in SPSS, and 
this module is actually a sibling product to Graphboard in a sense.

If you want to create really fancy graphs in SPSS, you have two choices: 
Learn how to program Graphics Production Language (GPL) or use the 
Visualization Designer module. GPL isn’t really that bad, but for some folks, 
writing code just isn’t their thing. The Visualization Designer module allows 
you to create all kinds of graphics that aren’t possible otherwise, and when 
you’re done, you can add new “templates” to your copy of SPSS and to that of 
your colleagues, too. When you’re done, the new templates will show up as 
new chart types in the Graphboard Template Chooser.
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Online Resources

In This Chapter
 ▶ Connecting with other SPSS users on the Internet

 ▶ Finding the information you need online

I 
BM SPSS Statistics users are all over the world. The Internet is a powerful 
medium through which you can join the SPSS community, and this chap-

ter points you in the right direction.

The Statistics & Consultants 
Group on LinkedIn

The Statistics & Consultants Group on LinkedIn is one of the largest groups of 
its kind. At the time of this writing, there are more than 40,000 members. One 
of your authors, Keith McCormick, is one of the group’s managers. Almost 
every day, a new discussion is initiated on some aspect of statistics, statisti-
cal software, or professional development. Joining the group is completely 
free and well worth your time. Before you know it, you’ll be not only read-
ing the discussions, but also initiating them and eventually answering other 
people’s questions.

To join, visit the group’s profile page on LinkedIn: www.linkedin.com/ 
groups/Statistics‐Analytics‐Consultants‐Group‐1592517/about. 
Note that the group is private so you need to submit a request to join, but 
requesting membership is easy — just have a fairly complete LinkedIn pro-
file. There are no special statistical qualifications necessary.

Chapter 23

http://www.linkedin.com/groups/Statistics%e2%80%90Analytics%e2%80%90Consultants%e2%80%90Group%e2%80%901592517/about
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Here are some pointers for getting started with the group:

 ✓ Start by reading. You don’t have to post or comment to get a lot of 
value out of a professional group like this.

 ✓ When you’re ready to contribute, be a good group citizen. Try to 
comment only when you think you can add value. Provide an appropri-
ate amount of context when starting a discussion. Make it interesting, 
inviting lots of participation. Questions like “How do you do Factor 
Analysis?” are too vague. Members are there to learn (and teach), and 
they sincerely want to help.

 ✓ If your agenda goes beyond just learning, and you want to hire (or 
be hired) or promote a product or service, check out the special 
areas for jobs and promotions. When appropriate, participate in those 
areas. Be respectful of reasonable boundaries between the different 
areas by placing promotional content in “promotions” and not in the 
 discussion area.

 ✓ Join the SPSS subgroup as well. There is a smaller group dedicated 
to just SPSS Statistics. There is tons of SPSS activity in the big group, 
but the subgroup is a cozier setting for discussions specific to SPSS 
 software.

SPSSX‐L
SPSSX‐L (which you can find at https://listserv.uga.edu/cgi‐bin/ 
wa?A0=SPSSX‐L) has been around for years and years. In fact, it predates 
most of the other resources you’ll find on the Internet. SPSSX‐L is a listserv, 
which is an email‐based posting system. You send an email to join, and the 
posts come back to you in the form of email.

You may find the listserv format surprising if you’re young enough that 
you’ve always had the Internet. Even if the idea of a listserv is a bit quaint, 
you don’t want to miss out on the wisdom that’s available through this 
group. Some of the most knowledgeable and veteran SPSS users out there are 
active in SPSSX‐L, and they sincerely want to help other users.

To ask a question, simply send an email (instructions are given on the home 
page) and the system will forward your email to all the members. There are 
instructions on how to cancel if you find that the flow of email is more than 
you like. You might want to set up an email filter where all the messages from 
this listserv go to a special folder in your email system, so you can read them 
when you have the time.

https://listserv.uga.edu/cgi-bin/wa?A0=SPSSX-L
https://listserv.uga.edu/cgi-bin/wa?A0=SPSSX-L
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IBM SPSS Statistics Certification
If you’re in a corporate setting or looking to get a corporate job 
using SPSS, it may help to get certified in SPSS. Having this certifica-
tion listed on your LinkedIn profile or résumé may help when you’re 
ready to transition to another role or organization. Currently, you can 
find details about the IBM SPSS Statistics Level 1 certification exam at 
www‐03.ibm.com/certify/tests/objC2020‐011.shtml.

If you’re in a university setting, than this test probably wouldn’t be as useful 
as taking (and doing well) in a university class that uses SPSS. At the time of 
this writing, there are five approved Global Training Providers (GTPs) in the 
IBM training economy:

 ✓ Arrow ECS Education

 ✓ Avnet Academy

 ✓ Global Knowledge

 ✓ Ingram Micro Training

 ✓ LearnQuest

Online Videos
You can find both free and for‐fee videos online. You can find full video case  
studies from IBM at www‐01.ibm.com/software/analytics/spss/ 
downloads/demos.html. Check out “Online Demo: Business Analytics 
Statistics Overview Demonstration” and “Online Demo: IBM SPSS Custom 
Tables in Action.”

If you want to go the for‐fee route, video courses are a great option. Here are 
some you may want to check out:

 ✓ Lynda.com (www.lynda.com): Lynda.com is a popular website for video 
training. It offers training for all kinds of popular software products, and 
has a subscription‐style pricing structure. They offer one SPSS Statistics 
course, “SPSS Statistics Essential Training,” which is popular and  
well done.

 ✓ Udemy (www.udemy.com): Udemy offers several SPSS classes for a 
variety of topics and at varying lengths and prices. “IBM SPSS Statistics: 
Getting Started” was created by the authors of this book.

http://www-03.ibm.com/certify/tests/objC2020-011.shtml
http://www-01.ibm.com/software/analytics/spss/downloads/demos.html
http://www-01.ibm.com/software/analytics/spss/downloads/demos.html
http://www.lynda.com
http://www.udemy.com
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Twitter
Twitter might seem like a strange suggestion at first. After all, what can you 
learn about SPSS in just 140 characters? Of course, the tweet itself won’t help, 
but what you’ll find on Twitter are thought leaders in the SPSS community 
and the latest and greatest information on SPSS.

Here are some recommendations on who to follow:

 ✓ IBM Training (@IBMTraining): Official news on IBM training including 
SPSS Training.

 ✓ IBM SPSS Software (@IBMSPSS): Official IBM SPSS tweets.

 ✓ developerWorks (@developerworks): The latest news on SPSS 
programming.

 ✓ IBM Insight (@IBMInsight): Tweets about the big annual IBM conference 
in Las Vegas that features a lot of info about SPSS.

 ✓ Keith McCormick (@KMcCormickBlog): Keith is one of the authors of 
this book. Check out some of the folks that Keith follows to get more 
suggestions.

 ✓ Jon Peck (@jkpeck): An employee of SPSS, Inc. (now IBM) for most of 
SPSS’s history. His tweets are a great way to find out about the latest 
new programming features.

 ✓ Bob Muenchen (@BobMuenchen): Author and speaker who specializes 
in teaching SPSS users (and SAS users) about R.

 ✓ Armand Ruiz (@armand_ruiz): A young IBMer who is an emerging IBM 
leader in SPSS programming.

Here are some Twitter accounts that are great for data visualization and ana-
lytics in general:

 ✓ The American Statistical Association (@AmstatNews): The American 
Statistical Association is the world’s largest community of statisticians.

 ✓ SignificanceAp Magazine (@signmagazine): A joint statistics magazine 
from @RoyalStatSoc and @AmstatNews. Great source for interesting 
articles both in an out of the magazine.

 ✓ Simply Statistics (@simplystats): Simply Statistics blog by Jeff Leek, 
Roger Peng, and Rafael Irizarry.

 ✓ Nathan Yau (@flowingdata): Very influentially author and blogger spe-
cializing in Data Visualization.

 ✓ Edward Tufte (@EdwardTufte): Famous for his data visualization books 
and harsh critique of PowerPoint presentations.
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 ✓ Gregory Piatetsky (@kdnuggets): Gregory I. Piatetsky is a Data Scientist, 
co‐founder of KDD conferences and ACM SIGKDD association for 
Knowledge Discovery and Data Mining, and President of KDnuggets, a 
leading site on Business Analytics, Data Mining, and Data Science.

 ✓ Meta Brown (@metabrown312): Author of Data Mining For Dummies and 
a thought leader in predictive analytics.

 ✓ Hans Rosling (@HansRosling): Brilliant lecturer famous for his TED talks.

 ✓ Nancy Duarte (@nancyduarte): Author of Slideology. Owner of a suc-
cessful company that polishes corporate presentations. She became 
famous when she helped Al Gore with his slide presentations.

 ✓ Dean Abbott (@DeanAbb): Well‐known data miner who speaks at the 
Predictive Analytics World conferences.

 ✓ Andrew Ng (@AndrewYNg): Chief Scientist of Baidu; chairman and co‐
founder of Coursera; Stanford CS faculty.

 ✓ Gil Press (@GilPress): Tech journalist. Everything he writes is worth a 
quick read.

And here are some that are just fun to try:

 ✓ The New Yorker (@NewYorker): If you’re going to try Twitter, you can’t 
go wrong with tweets from the world’s best magazine.

 ✓ Maria Popova (@brainpicker): Random thoughts on all kinds of interest-
ing things. More arts and literature than stats, but fun nonetheless.

 ✓ TED Talks (@TEDTalks): Tweets from the same folks who bring you 
those great 18‐minute long video talks.

Blogs
Blogs can be a great way to get current advice on SPSS. Books may be 
updated every time a new version of SPSS is released, but between ver-
sions new tips and tricks materialize and that’s where blogs can be a great 
resource.

Not all blogs are created equal, but here are some we recommend:

 ✓ AnalyticsZone (www.analyticszone.com): AnalyticsZone is an IBM 
blog that has a lot of good current material. They frequently announce 
new plug‐in code that you can borrow to improve the functionality of 
your copy of SPSS.

http://www.analyticszone.com
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 ✓ Keith McCormick (www.keithmccormick.com): This is the blog of one 
of the authors of this book, and although he can’t promise a post every 
week, he has posted lots of useful advice over the years. Some of it is at 
an intermediate level that will be useful after you’ve read this book.

 ✓ Raynald’s SPSS Tools (www.spsstools.net): This SPSS‐related blog 
that has been popular for decades.

Most blogs have a blog roll (a list of other blogs that particular blogger rec-
ommends), so when you start reading one blog you can find others that are 
similar. Twitter can be a great way to find more blogs, too (see the preceding 
section). Most bloggers announce their new posts on Twitter.

Online Courses with Live Instruction
There are plenty of instructors out there waiting to teach you a live class. 
Many of these classes are quite reasonably priced. Both Jesus Salcedo 
and Keith McCormick (two of your authors) regularly teach online, some-
times to audiences halfway around the world. Jesus’s training schedule 
can be found at https://learn.quebit.com/category/spss‐
statistics‐courses. You can find out more about Keith’s schedule at 
(keithmccormick.com/SPSSTraining).

They both teach some theory classes, but they can always be counted on to 
offer introductory and advanced point‐and‐click classes as well, focusing on 
software operations.

There is a whole economy of SPSS software instruction out there. Make sure 
to find out who’s doing the actual teaching, and don’t be shy about emailing 
them or chatting with them before you choose a class. You can always email 
Keith (keithmc123@gmail.com) and Jesus (jesussalcedo@yahoo.com) 
for advice. They know most members of the SPSS community.

One interesting option for learning SPSS Statistics is a brown‐bag lunch format 
that is offered by The Analysis Factor (www.theanalysisfactor.com). They 
also offer more extensive seminars on a variety of topics. They cover advanced 
topics in nonthreatening, shorter formats, too. The training isn’t limited to 
SPSS Statistics, but SPSS content is common.

A very extensive list of course options is awaiting you at Statistics.com 
(www.statistics.com). These courses are like university short courses 
with homework and the whole nine yards. The classes are typically asynchro-
nous so you might see recordings of lectures, but you’ll have access to the 
instructor during the multiple weeks of the course. A long list of statistics 

http://www.keithmccormick.com
http://www.spsstools.net
https://learn.quebit.com/category/spss-statistics-courses
https://learn.quebit.com/category/spss-statistics-courses
http://keithmccormick.com/SPSSTraining
mailto:keithmc123@gmail.com
mailto:jesussalcedo@yahoo.com
http://www.theanalysisfactor.com
http://www.statistics.com
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professors and textbook authors are among their ranks. Statistics.com offers 
serious, in‐depth classes, which may be just what you’re looking for. We can’t 
guarantee that SPSS Statistics will be the software tool of choice, so if that’s 
important to you, check before you enroll. If the class sounds perfect, but it’s 
taught using another software tool, don’t rule it out.

Finally, Coursera (www.coursera.org) has become especially popular in 
recent years. You’re much more likely to find a course about statistics than 
you are one specifically about SPSS Statistics software operation, but more 
classes are added all the time, so check it out!

Tutorials
Finding free SPSS content on the Internet isn’t difficult. The challenge is find-
ing good free content. The folks at UCLA have maintained a great website 
with tutorials for years; you can find it at www.ats.ucla.edu/stat/spss. 
We highly recommend UCLA’s tutorial.

Here are two more that are worth checking out:

 ✓ Amherst College (www.amherst.edu/academiclife/departments/ 
psychology/resources/SPSS): Amherst’s tutorials include a lesson 
on APA format.

 ✓ London School of Economics (www.lse.ac.uk/methodology/ 
tutorials/SPSS/home.aspx): The tutorials from the London School 
of Economics make it easy to join in with the examples by providing the 
practice data for easy download.

SPSS Programming and Data 
Management: A Guide for  
SPSS and SAS Users

SPSS Programming and Data Management: A Guide for SPSS and SAS Users, by 
Raynaud Levesque and SPSS, Inc., is a great book. As of this writing, a new 
updated version for SPSS Statistics 23 was just released. (The best place 
for information on python and SPSS is www.ibm.com/developerworks.) 
Levesque’s book is best for giving you solid intermediate‐level instruction. 

http://www.coursera.org
http://www.ats.ucla.edu/stat/spss
http://www.amherst.edu/academiclife/departments/psychology/resources/SPSS
http://www.amherst.edu/academiclife/departments/psychology/resources/SPSS
http://www.lse.ac.uk/methodology/tutorials/SPSS/home.aspx
http://www.lse.ac.uk/methodology/tutorials/SPSS/home.aspx
http://www.ibm.com/developerworks
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You may find that the SPSS Statistics Syntax chapters in Levesque’s book are 
advanced, but once you get to an intermediate level in your knowledge of SPSS 
Statistics Syntax seek out this free book. You can download this book for free 
at www.spsstools.net/SPSS_Programming/SPSS%20Programming% 
20and%20Data%20Management%203rd%20Edition.pdf. Or just search the 
web for the book’s title and you’ll find it.

http://www.spsstools.net/SPSS_Programming/SPSS%2520Programming%2520and%2520Data%2520Management%25203rd%2520Edition.pdf
http://www.spsstools.net/SPSS_Programming/SPSS%2520Programming%2520and%2520Data%2520Management%25203rd%2520Edition.pdf


Ten Professional Development 
Projects for SPSS Users

In This Chapter
 ▶ Challenging yourself with more advanced SPSS projects

 ▶ Taking your SPSS knowhow to the next level

W 
hen you’re ready for intermediate‐level material, this chapter is for 
you. Here, we take you beyond what this one book can do, and intro-

duce you to a whole world of SPSS knowledge out there waiting for you.

For some of these topics, SPSS Statistics for Data Analysis and Visualization, 
by Keith McCormick and Jesus Salcedo (Wiley), can be a big help.

The Case Studies
The case studies in the Help menu are an absolutely wonderful resource, and 
many new users simply don’t find them. They’re chapter‐length, step‐by‐step, 
detailed walk‐throughs of the techniques, accompanied with practice data. 
In terms of free resources, you simply can’t get any better than this. The 
only limitation, perhaps, is that for the more sophisticated techniques, you 
encounter a lot of jargon (so you may find yourself searching for more infor-
mation online).

If you happen to have a good grounding in statistical jargon already, jump 
right in! If you’re just starting out, start with the case studies that support the 
techniques in Part V of this book. As for the jargon, this book’s Glossary will 
get you started.

Chapter 24
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Syntax
Syntax is a big topic, and for many people (okay, most!), it’s a little dry. But 
syntax is very powerful, and you won’t learn it by osmosis. SPSS doesn’t force 
you to learn syntax — you have to force yourself. The medicinal taste won’t 
go away right away, but soon you’ll be saving time, and that will motivate you 
to keep going! At first, it may seem like it’s taking more time, but your persis-
tence will pay off.

Here are a few things you can do to get started:

 ✓ Go to any procedure under the Data, Transform, or Analyze menus. 
Complete the dialog box as if you were going to run the technique. 
Before you click OK, click the Paste button. The Syntax appears in 
the Syntax Editor. Now you can look up the command in the Syntax 
Reference Guide (located within the Help menu) to learn more about it.

 ✓ Take a simple formula like body mass index (BMI), gross domestic prod-
uct (GDP), or something from your field, and try doing the calculation 
in the Syntax window. Eventually, you’ll find that many calculations are 
faster this way, especially if you’re doing lots of similar calculations, 
which is very common in the SPSS world.

 ✓ Read the opening chapter of the Syntax Reference Guide (located within 
the Help menu). There are a couple of other chapters worth taking a 
peek at, but you can mostly use it as a dictionary. Don’t try to read the 
whole thing — it’s a door stopper.

 ✓ Create a simple project: open a file, add labels, add a variable or two, 
produce a table, produce a graph, and each time before you click OK, 
click the Paste button, which produces the Syntax in the Syntax Editor. 
Now you have a copy of the Syntax and you can run it, but more impor-
tant, you can save it so you can redo all these techniques at a later point 
(with new data). Force yourself. It may take a few hours or even a whole 
day. You might hate us for suggesting it, but you’ll be glad you followed 
through. Soon, you’ll be working at three times your old speed.

IBM SPSS Tables
For years and years, the Table module has been the most popular module 
in SPSS. And you can easily see why! The Table module is easy and power-
ful. Plus, marketing and survey researchers just love it, and they’ve made it 
popular. You don’t have to work in either of these areas to benefit from the 
Table module, though.
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Get a free trial copy of the complete SPSS Statistics with all the modules, 
and force yourself to spend a solid day using it. See if there is any aspect of 
reporting that you’re already doing that you could do faster with the Table 
module. Force yourself to reproduce a recent report, and see how much time 
you might save.

The following two figures were in previous chapters. In Figure 24-1, you see a 
simply Frequencies showing two variables. Note that the categories for both 
variables are the same. In Figure 24-2, you see the same data, but here the 
table was created using the SPSS Table module: this is a much better table.

If you’re producing the table for yourself, it doesn’t matter. But if you’re put-
ting the table in a report that will be sent to others, you really need the SPSS 
Table module. By the way, with practice it takes only a few seconds to make 
the custom version, and you can use Syntax to make it even better!

Figure 24-1:  
Frequencies 

table of the 
discount 

variables.

Figure 24-2:  
Custom 

table of the 
discount 

variables.
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Data Visualization
This topic has inspired a cottage industry of advice. Unfortunately (or maybe 
fortunately), they aren’t all SPSS point‐and‐click books. Why fortunately? 
Well, it may be a good idea to broaden your horizons and think about good 
design, and not worry, at first, about how you’re going to make it. Have a 
little faith that SPSS can do it. Here are some resources to get you started:

 ✓ The Visual Display of Quantitative Information, by Edward R. Tufte 
(Graphics Press), is a classic.

 ✓ Visualize This: The Flowing Data Guide to Design, Visualization, and 
Statistics, by Nathan Yau (Wiley), is great. FlowingData is the name of 
Yau’s blog, which is also excellent.

 ✓ The Wall Street Journal Guide to Information Graphics: The Dos and Don’ts 
of Presenting Data, Facts, and Figures, by Dona M. Wong (W. W. Norton & 
Company), is a great book written by an admirer of Tufte. You may even 
want to read this book before Tufte’s because it’s shorter and can be 
applied to your work more easily.

 ✓ Hans Rosling is a master of story telling with statistics. His presenta-
tions can be found at www.ted.com/speakers/hans_rosling. Note 
Rosling’s use of the bubble chart style of graphic (see Chapter 12), 
which he has helped popularize. Impressive charts resembling what 
Rosling shows (without the animation) can be done with Graphics 
Production Language in SPSS.

Better Presentations
You’ll likely have to present your analysis in a slide presentation someday. 
Most slide presentations are terrible, and you don’t want to add to the 
world’s inventory of bad presentations. You simply can’t be an exceptional 
SPSS Statistics user if no one understands what you’re trying to say about 
your results.

Check out the following books, and then spend an afternoon watching TED 
videos with some ice cream or popcorn or beer:

 ✓ slide:ology: The Art and Science of Creating Great Presentations, by Nancy 
Duarte (O’Reilly Media), in many ways started the wave of writing on 
this subject. Resonate, also by Nancy Duarte (Wiley), is an equally good 
companion piece.

http://www.ted.com/speakers/hans_rosling
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 ✓ Presentation Zen: Simple Ideas on Presentation Design and Delivery, 2nd 
Edition, by Garr Reynolds (New Riders), is full of great advice.

 ✓ Talk Like TED: The 9 Public‐Speaking Secrets of the World’s Top Minds,  
by Carmine Gallo (St. Martin’s Press), has reduced the secrets of the  
18‐minute TED‐style presentation to nine key points.

 ✓ The Cognitive Style of PowerPoint: Pitching Out Corrupts Within, 2nd 
Edition, by Edward R. Tufte (Graphics Press), is a deservedly famous  
32‐page rant against bad PowerPoint.

R
That isn’t an abbreviation. It’s the whole name of a programming language. 
If you’re a statistics major or minor, you’ve almost certainly heard of it. R is 
incredibly popular. You may have even had friends compare R to SPSS and 
talk about how it’s powerful and free. R is powerful and free, but there is no 
need to make it compete with SPSS. You can use R right in the Syntax window 
of SPSS, giving you the best of both worlds.

R has a much steeper learning curve than SPSS does. Many books on R focus 
on the basics, but as an SPSS user, you don’t need all that. The basics are 
more easily done in SPSS. The power of R in the Syntax window is that you’ll 
never be without a feature that you need in SPSS. If something brand new 
comes out, and it often appears in R first, you can access it through SPSS 
while still taking advantage of the very easy point‐and‐click interface of SPSS. 
Make no mistake: R is programming.

Graphics Production Language
Graphics Production Language (GPL) is programming, and we know that for 
some people, that’s a strike against it. GPL is powerful, though. It will trans-
form your notion of what is possible with SPSS graphics. GPL is probably the 
only way to be able to follow the advice of folks like Nathan Yau and Edward 
Tufte in SPSS. Sure, you can take their advice and do all kinds of clever 
things, and make some major improvements to your graphics, but if you 
really want to get serious about it, you’ll have to learn how to code. That’s 
true of everyone who wants to do serious graphics.
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Output Management System
Output Management System (OMS) changes everything. When you grow to 
be a sophisticated user of SPSS, there is simply no reason to be manually cut-
ting and pasting all your results, one at a time. That’s a frequent mistake new 
users make as they learn more and more SPSS. Cutting and pasting makes a 
lot of sense when you have one table or one graph, but you don’t want to use 
this approach for 30 tables or 81 graphs.

The whole idea behind OMS is that you can automatically route results to 
just about any format in one step just by telling SPSS what you want routed 
and where you want it to go. Next thing you know, your Regression Q‐Q Plots 
will all go to PowerPoint. Voilà! There’s more to OMS, of course, but not so 
much that you can’t figure it out in a few hours or less. If you produce a lot of 
output, learn this approach as soon as possible. It may save you many days 
each year.

Python Programs
Years ago, and we mean many years ago, there was a feature in SPSS called 
Macros. Some folks still like Macros, just like some folks still like making ice 
cream by manually turning a crank. Python is the way to go, if you want to 
be a true power user when it comes to SPSS programming. Have no fear. If 
you enjoy programming, and you’re feeling brave, a free book called SPSS 
Programming for SPSS and SAS Users can help. As of this writing, the most 
recent update is for version 20, but it will give you what you need.

In the SPSS Help, you’ll also find Python Integration Package for IBM SPSS 
Statistics and Introduction to Python Programs, both of which are great 
resources.

Python Scripting
Python scripting is quite different from Python programming in SPSS 
Statistics. Scripting has its own Help section, Python Scripting Guide for IBM 
SPSS Statistics. The main difference is that Python programs allow you to do 
more powerful things with syntax. Python scripts help you manipulate the 
interface — the output window, results in the output window, the graphical 
user interface, and so on. Scripts are very powerful, but if you aren’t a pro-
grammer, start with Python programs first.
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add‐on: A utility that can be added to SPSS. Also called a module.

adjusted R Square: Represents a technical improvement over R Square in 
that it explicitly adjusts for the number of predictor variables relative to the 
sample size.

alternative hypothesis: A hypothesis that states that an effect is present.  
See also null hypothesis.

ascending: A sorting order. The cases are ordered so the values range from 
small to large. See also descending.

B coefficients: In linear regression, they show how a one‐unit change in an 
independent variable impacts the dependent variable.

base: The main system of SPSS. Modules can be added to expand SPSS, but 
the base system is always present.

bell curve: See normal distribution.

betas: In linear regression, they are standardized regression coefficients and 
are used to judge the relative importance of each of the independent vari-
ables.

binning: The process of organizing the values of a variable into groups. Each 
group is a defined as a specific range of values.

bivariate: An analysis using two variables.

case: All the values in a single row. A case is sometimes called a single 
record.

case summary: A simple table that directly summarizes values of the cases.

categorical variable: A type of variable that has values that are qualitatively 
different, such as gender, eye color, and region of the country. See also ordi-
nal variable and nominal variable.

chart: See graph.
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confidence interval: A range of values above and below the mean into which 
a specified percentage of the values appears. For example, if gravel trucks for 
a company deliver an average of 190 loads per month, but 95% of the trucks 
deliver between 186 and 194 loads, the 95% confidence interval ranges from a 
low of 186 to a high of 194.

continuous variable: See scale variable.

control variables: Additional variables for which you remove their impact in 
an analysis.

correlation: The degree of similarity or difference between two variables.

crosstabulation: Used to study the relationship between two or more  
categorical variables.

cutpoint: A number used as a divider to split values into groups, as in  
binning.

dataset: The data displayed in the Data Editor window, whether loaded from 
a file, entered from the keyboard, or both.

delimiter: A character used to indicate the beginning of, ending of, or separa-
tion between individual values in a series of strings of characters. For exam-
ple, the string of characters 59,21,34 is a series of comma‐delimited numbers.

dependent variable: A variable that has its value derived from one or more 
other variables. See also independent variable.

descending: A sorting order that arranges values from large to small. See also 
ascending.

descriptives procedure: Provides a succinct summary of various statistics 
and the number of cases with valid values for each variable included in the 
table.

deviation: The amount by which a measurement differs from some fixed 
value.

dichotomy: A variable with only two possible values, such as yes/no, true/
false, or like/dislike. It is a specific type of categorical variable.

false negative: Falsely concluding that there is not a significant difference 
when in reality there is a difference. Also known as a Type I error.

false positive: Falsely concluding that there is a significant difference when in 
reality there is no difference. Also known as a Type II error.
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field: In the SPSS documentation, field is used as a synonym for variable.

frequency distribution: The collection of values that a variable takes in a 
sample.

frequency table: Provides a summary showing the number and percentage of 
cases falling into each category of a variable.

goodness of fit: The extent to which observed values approximate values 
from a theoretical distribution.

graph: A nonnumeric display of values. The terms graph and chart are used in 
SPSS internal documentation almost interchangeably.

graphical user interface (GUI): Control of an application with windows and a 
mouse. All versions of SPSS operate this way.

GUI: See graphical user interface.

histogram: A graphical display of a distribution in which the extent of each 
bar represents the magnitude (as in a bar chart) and the width of each bar 
represents the magnitude of the bin. The area of each bar thus represents the 
frequency.

hypothesis testing: Making an inference about a population from a sample.

independence: The degree to which two or more variables have no effect on 
one another.

Independent‐Sample T Test: A test that determines whether the means for 
two groups differ on a continuous dependent variable.

independent variable: A variable whose values are used to predict the 
values of a dependent variable. See also dependent variable.

interval variable: A variable where a one‐unit change in numeric value repre-
sents the same change in quantity regardless of where it occurs on the scale.

kurtosis: A measure of how peaked a distribution is. A positive number indi-
cates there is more of a peak than standard; a negative number indicates a 
flatter line.

levels of measurement: Refers to the coding scheme or the meaning of the 
numbers associated with each variable.

Levene test: A test that determines whether the variance of two groups is  
significantly different or the same.
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linear: A straight line.

linear regression: Tries to predict the values of one variable based on 
another.

maximum: The highest value for a variable.

mean: The mathematical average of all the values in the distribution (that is, 
the sum of the values of all cases divided by the total number of cases).

means procedure: Calculates subgroup means and related statistics for 
dependent variables within categories of one or more independent variables.

median: The midpoint of a distribution; it’s the 50th percentile.

minimum: The lowest value for a variable.

missing data: If you declare a value for a variable as representing the  
fact that no value is present, the missing value will not be included in  
calculations.

mode: The category or value that contains the most cases.

module: See add‐on.

multiple‐response set: A special variable that has its content generated from 
the content of two or more other variables. In SPSS, it doesn’t appear on the 
Data View tab of the Data Editor window, but it does appear when you select 
variable names for other menus.

multivariate: An analysis using more than two variables.

nominal variable: Values that represent categories. There is no inherent 
order to the categories. For example, yes, no, and undecided could be repre-
sented by 2, 1, and 0. See also scale variable, ordinal variable, and categorical 
variable.

nonlinear: Not in a straight line.

normal distribution: A distribution that is continuous and symmetric. It is 
used primarily because many quantitative measurements appear to approxi-
mate this distribution. Also called the bell curve.

normality: The degree to which the values match the normal distribution.

null hypothesis: A hypothesis that states that no effect is present.
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OLAP cubes: See online analytical processing cubes.

online analytical processing (OLAP) cubes: A multilevel table containing 
totals, means, or some other statistics in which each level of the table  
contains the values relating to one value of a categorical variable.

OMS: See output management system.

One‐Sample T-Test procedure: Tests whether the mean of a single variable 
differs from a specified value.

One‐Way ANOVA: Tests whether the means for two or more groups differ on 
a continuous dependent variable.

ordinal variable: Variables where there is a meaningful order or rank to the 
categories. However, with ordinal data there is not a measurable distance 
between categories. The ordinal forms of 1, 2, and 3 are first, second, and 
third. See also scale variable, nominal variable, and categorical variable.

outliers: The extreme values of a variable. Generally, these are cases that are 
more than three standard deviations away from the mean.

output management system (OMS): The ability in SPSS to output to different 
file formats.

Paired‐Samples T Test: Tests whether means differ from each other under 
two conditions.

paneling: Adding another dimension of data to a graphic display causing the 
layout to be replicated a number of times to accommodate the values of the 
data along the new dimension.

Pearson correlation: Represents the degree of linear relationship between 
two continuous variables.

Pearson Chi‐Square: Determines whether there is a relationship between  
two categorical variables.

pivot table: Tables that users can edit. The tables in the SPSS Statistics 
Viewer window are pivot tables.

predicted variable: See dependent variable.

predictor: A variable, or collection of variables, that predict the values of a 
dependent variable.
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quartile: Specific values that divide all the values into four groups, with an 
equal number of values in each group. The groups are generally called the 
first, second, third, and fourth quartiles.

R: The correlation between the dependent measure and the combination of 
the independent variable(s). Therefore, the closer R is to 1, the better the fit.

R Square: The correlation coefficient squared. It can be interpreted as the 
proportion of variance of the dependent measure that can be predicted from 
the combination of independent variable(s).

range: The difference between the maximum and minimum values.

ratio variable: Variable that has all the properties of interval variables with 
the addition of a true zero point, representing the complete absence of the 
property being measured.

record: All the values of a single row. It is a single case or row.

row: A single row in the Data View tab of the Data Editor window. It is a single 
case.

scale variable: A type of number that uses a standard by which something is 
measured, such as inches, pounds, dollars, or hours. Another name for scale 
is continuous. See also ordinal variable, nominal variable, and categorical  
variable.

script: A program written in either the BASIC or Python programming  
language. These languages are different from Syntax.

standard deviation: The variance measure is expressed in the units of the 
variable squared. This can cause difficulty in interpretation, so more often, 
the standard deviation is used. The standard deviation is the square root of 
the variance, which restores the value of variability to the units of measure-
ment of the original variable.

standard error of the estimate: Provides an estimate (in the scale of the 
dependent variable) of how much variation remains to be accounted for after 
the prediction equation has been fit to the data.

Summary Independent‐Sample T Test: Uses summary statistics to test 
whether the means for two groups differ on a continuous dependent variable.

Syntax: The name of the programming language fundamental to SPSS. All 
actions performed by SPSS are in response to the internal interpretation of 
Syntax commands.
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univariate: A statistic derived from the values of one variable. Examples are 
mean, standard deviation, and sum.

variance: Provides information about the amount of spread around the mean 
value. It is an overall measure of how clustered data values are around the 
mean. The variance is calculated by summing the square of the difference 
between each value and the mean and dividing this quantity by the number 
of cases minus one. In general terms, the larger the variance, the more 
spread there is in the data; the smaller the variance, the more the data values 
are clustered around the mean. The variance is the square of the standard 
deviation.
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