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2 Chapter 1

STATiSTiCS dEFinEd

Statistics are defined as a set of mathematical techniques used by social scientists 
to manipulate and analyze data for the purposes of answering questions and testing 
theories (Healey 2009, 1).

The field of statistics can be broadly classified as descriptive statistics and inferen-
tial statistics (Witte and Witte 2009, 5). Descriptive statistics provides us with tools 
for organizing and summarizing the inevitable variability in collections of actual 
observations or scores (Witte and Witte 2009, 5). Examples of descriptive statistics 
include means, percentages, and frequencies. Descriptive statistics are used to describe 
the characteristics of a sample and are usually used in the first stages of data analysis.

Inferential statistics, on the other hand, uses the results from a subset or sample to 
infer the results to a larger group or population (Witte and Witte 2009, 5). Statistical 
procedures allow us to make this jump from results from a smaller group to a larger 
population by incorporating degrees of probability into the results. If done properly, 
the researcher can take measurements from a sample and, with a certain degree of 
confidence, be assured of similar results to those that would have been found if the 
entire population had been measured. The field of statistics provides the rules and 
procedures that must be followed to be able to accurately generalize the results from 
a sample to a much larger population.

COmmOn TErmS And nOTATiOnS

The field of statistics uses some common terminology and symbols. Statistical notation 
uses Greek letters and algebraic symbols to convey meaning about the procedures that 
one should follow to complete a particular test. For the most part, the letters and sym-
bols are consistent in the discipline. The first major delineation between the symbols 
occurs when the data being analyzed represent a population or a sample. A population 
signifies that one has measured a characteristic for everyone or everything that belongs 
to that particular group. For example, if one wishes to measure a characteristic on the 
population defined as safety managers, one would have to go and get a measure of that 
characteristic for every safety manager possible. In many cases, measuring a popula-
tion is quite difficult, if not impossible. In statistics, we most often obtain data from 
a sample and use the results from the sample to describe the whole population. In the 
example described above, the researcher may go and measure a characteristic from a 
selected group of safety managers. When the researcher does this, he is using a sample.

A member of a population or a sample is referred to as a subject or a case. As will be 
discussed later in this book, there are statistical methods for determining the number 
of cases that must be selected to have a sound study. For each case, the measurements 
taken for the purposes of statistical analysis are considered data. Data are the recorded 
observations gathered for the purposes of a statistical study.

QuAnTiTATivE dATA And QuALiTATivE dATA

In a study, the researcher will be collecting a variety of information and taking 
many measurements for data analysis. The measurements can be classified as either 
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 Fundamentals of Statistics 3

qualitative or quantitative (Witte and Witte 2009, 9). If the measurements deal 
with characteristics about the individual or subject, they are qualitative. Additional 
examples of qualitative measures include the gender of a person or the color of a 
sign. For the purposes of data analysis, qualitative measures are coded with numbers. 
For example, 1 may represent “male” and 2 may represent “female.”

Quantitative measures are measures that describe a characteristic in terms of a 
number. Quantitative measures can be the age of a person measured in years or the 
number of accidents an organization had over the previous year.

STATiSTiCAL nOTATiOnS

When a statistician uses notations to describe the statistical tests, procedures, or 
results, the format of the notation signifies whether the statistician is dealing with a 
population or a sample. Statistical notation for a population is written using Greek let-
ters, while statistical notation for a sample is written using English letters. Table 1.1 
summarizes some of the more common statistical terms that will be used in this book.

There are also statistical terms that signify mathematical procedures to be per-
formed on the data. For example, the Greek letter Σ instructs the statistician to sum 
or add up the terms. Some of the more common procedural terms used in this book 
are in Table 1.2.

rESEArCH QuESTiOnS And HypOTHESES

All statistical tests and procedures begin with a question the researcher wishes to 
answer. The questions can be as simple as “What is the average age of the injured 
person?” to “Is there a significant relationship between exposure to a chemical and 
cancer?” The questions can be answered with descriptive statistics or can be tested 
with inferential statistics. When researchers ask a question that is tested with statistics, 
they have developed a hypothesis. Researchers use statistics to confirm or reject the 
hypothesis being tested.

Table 1.2 Statistical Symbols and Procedures Used in This Text

Symbol Procedure Example

Σ Sum of Σx – add up all raw numbers
| x | Absolute value of x | –5 | = 5
n! Factorial of n 5! = 5 × 4 × 3 × 2 × 1

Table 1.1 Statistical Terms Used in This Text

Statistical Term Population Notation Sample Notation

Mean µ x
Standard deviation σ s
Variance σ2 s2

Number of cases N n
Raw number or value X x
Correlation coefficient R r
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4 Chapter 1

TypES OF STudiES

To conduct a research study using statistics, the researcher must collect data, develop 
a model, and then determine the intervention needed to prevent or correct a problem. 
The model is what we use to determine what decisions we must make concerning 
the problem at hand. If the data do not support the model, then we must go back and 
develop a new model. We can go two directions in regards to models and observa-
tions. First, we can make our observations and then create the model to fit what we 
have observed. If we do this, we are engaged in what is called inductive research. 
An example of inductive research would be a safety manager who is experiencing a 
number of hand injuries in the plant. The manager collects the data on this problem. 
Using the data, the manager develops a model that could be used to describe why these 
accidents are occurring.

The other form of research is called deductive research. When a person is engaged 
in deductive research, he or she develops a model and then tests it using data collected 
from the observations. Examples of deductive research are in various types of invento-
ries. The manager formulates a model to explain why there is an increase in accidents, 
then collects the data and tests the model he created.

retrospective Studies

Studies can also be classified according to their overall framework. If he/she gathers 
data at one time and traces the differences into the past, it is a retrospective design 
(Adams, Khan, Raeside, and White 2007, 66). The accidents occurred in the past, and 
the investigator looks back in time to reach conclusions about the events that led up 
to the accidents. In a typical accident analysis, the investigator examines accidents 
that occurred, and based on that information identifies areas that should be addressed.

prospective Studies

In a prospective design, the researcher follows the participants and measures or 
observes the behavior of the participants (Adams, Khan, Raeside, and White 2007, 
66). An example of a prospective analysis would be one in which the safety profes-
sional institutes an accident prevention program and then monitors losses into the 
future to determine the effectiveness of the intervention.

Experiments

An experiment is another format for a research study. In an experiment, experimental 
subjects are randomly assigned to conditions by the researcher (Babbie 2014, 244). 
Subjects randomly assigned to a control group receives no treatment. Assuming ran-
dom selection and placement into these two groups, comparisons are made between 
the two groups and any differences noted are assumed to be due to the treatment.

Within the family of experiments, several different methods can be used to conduct 
a study. These include blind studies and double blind studies. In a blind study, the sub-
ject does not know if they are really receiving the treatment. They may be receiving 
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a placebo. A placebo is a treatment that has no effects on the subjects. A placebo is 
used to ensure that the treatment is the actual cause for the differences between the 
control and experimental groups and not a result of being treated or part of the study.

In a double blind study, neither the person providing the treatment nor the subjects 
know if they are really receiving a treatment. This type of study is used to ensure there 
is neither conscious nor unconscious bias by the person receiving the treatment as well 
as the person providing the treatment or measuring results. What can happen is that if 
the person taking measurements knows that the subject is receiving a particular treat-
ment, they may subconsciously begin to “see” results that really are not there, mostly 
because they are expecting the results.

STATiSTiCAL SAmpLES vErSuS STATiSTiCAL pOpuLATiOnS

A statistical sample represents the set of outcomes that are being measured for the 
purposes of analyses. For example, a safety manager wants to determine if employees 
are following the established procedures correctly. One way of collecting this infor-
mation is to draw a sample of employees and observe their performance. A sample 
is a subset of the total population. When we examine a sample statistically, we make 
some inferences about that sample in terms of its representativeness of the population.

A population is the all-inclusive group of subjects that have the characteristics we 
are interested in observing. For example, the safety manager that wishes to conduct a 
study on safe job behaviors for a company would have to observe every employee at 
the company. The population would be defined as workers at company XYZ. Because 
this can be very tedious and time consuming, one can select a subset of the population 
that has the same characteristics as the population. When done properly, the researcher 
may be able to assume that the results obtained from the sample are representative of 
the population.

biAS

Bias in a study is a systematic error that may taint the results of the study. A bias in 
the selection process, for example, can result in a group of people that for whatever 
reason are not considered to be representative of the population. Sampling biases can 
result due to clerical errors, inadequate data, and procedural errors. Sampling bias is 
the difference between the sample result obtained and the sample that would have 
been obtained had better sampling procedures been used. Sampling biases that tend to 
be more systematic, occur in patterns, or are repetitive are more likely to distort the 
obtained results. Nonsampling biases can also be present in sampling. These biases 
include errors in data processing, item writing, interpretation, key punching, and so 
on. Additional examples of bias are listed below (Kuzma and Bohnenblust 2007, 270):

•	 Observer bias: The observer or interviewer is fully aware of the potential outcomes. 
He or she may consciously or subconsciously attribute the characteristics to the 
subject.

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight



6 Chapter 1

•	 Sampling bias: The researcher may not get a truly representative sampling of the 
population.

•	 Dropout bias: A certain proportion of the sample may drop out due to various rea-
sons, and those who drop out may be different from those who continue.

•	 Memory bias: Relying on memory may change perceptions about the responses. The 
more recent past is remembered better than the distant past.

•	 Participant bias: This may occur when the subject has knowledge of whether he is 
in a control or experimental group.

prObAbiLiTy SAmpLE SELECTiOn prOCEdurES

Because it would be extremely time consuming and in many cases impossible to obtain 
data from every member of a population, researchers use the results from samples to 
describe or infer the results to the larger populations. However, the researcher must be 
careful to ensure the results obtained from the sample are truly representative of the 
population. Any differences between what the researcher would have obtained from 
the population and the obtained sample results are referred to as error. It is almost 
impossible to eliminate these differences or error from the results. The best that the 
researcher can do is minimize the error to such a level that the sample results are not 
significantly different from the population results.

SAmpLing TECHniQuES

As previously discussed, one method for reducing the possibility of sampling biases 
in the sample is with a random sampling technique. If the subjects are randomly 
sampled, the chances of selecting subjects with characteristics that do not match the 
population are reduced. Biases arise in the sampling technique when the researcher 
systematically over- or under selects people with a particular characteristic. There 
are several random sampling techniques that can be used to reduce the chances for 
bias.

random Samples

One way of trying to ensure that the sample has similar characteristics to the popula-
tion and to minimize the error is to randomly select the subjects. For a sample to be 
random, each person in the population should have an equal chance of being selected 
to be included in the study. Random selection is one of the best ways of ensuring that 
there are no biases in the method used to select the subjects to participate in the study.

Simple random Samples

Simple random samples work when every individual or thing in the population that 
is to be sampled can be identified (Cowles and Nelson 2015, 17). The process of 
conducting a simple random sample selection is as follows:
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 Fundamentals of Statistics 7

1. Number each of the subjects in the population.
2. Determine the number of subjects necessary to complete the study.
3. Using a random numbers table, identify the cases that should be included in the 

sample. There are a variety of sources for random numbers tables, ranging from 
statistical books to extensive books of random numbers tables. A random numbers 
table is shown in the Appendix.

uSing A rAndOm numbErS TAbLE

If an investigator has 100 subjects in the population and wishes to randomly select 15 
to be included in the sample, he begins at the top of the random numbers table and 
reads the first three digits in the first number. If the digits coincide with a numbered 
case in the population, then that subject is included in the sample. If the digits do not 
represent a case in the population, then the investigator continues down the list. The 
investigator continues down the list of random numbers, identifying the cases. When 
15 subjects have been identified with the table, the selection process ends. An excerpt 
from a random numbers table is presented below (see Table 1.3) and a random 
numbers table is presented in the Appendix.

random numbers Table Example

An investigator wishes to randomly select 10 subjects from a group of 100 using a 
random numbers table. The investigator assigns each subject in the group a number 
from 1 to 100. Since the maximum number of digits in a subject’s assigned number is 
three (“100” has three digits to it), the investigator reads the three digits from the first 
random number and determines if a subject is assigned that number. The investigator 
can choose the first three digits or the last three digits from the random number; it 
makes no difference as long as there is consistency in the selection. In this example, 
the investigator decides to use the last three digits. Starting at row 1, column 1, the 
random number 10480 has the sequence 480 as the last three digits. No one in the 
sample has been assigned a number 480, so the investigator goes to the next column 
to random number 15011. The last three digits are 011, which represents the subject 

Table 1.3 Excerpt from a Random Numbers Table

−1 −2 −3 −4 −5 −6 −7 −8 −9 −10 −11 −12 −13 −14

1 10480 15011 1536 2011 81647 91646 69179 14194 62590 36207 20969 99570 91291 90700
2 22368 46573 25595 85393 30995 89198 27982 53402 93965 34091 52666 19174 39615 99505
3 24130 48360 22527 97265 76393 64809 15179 24830 49340 32081 30680 19655 63348 58629
4 42167 93093 6243 61680 7856 16376 39440 53537 71341 57004 849 74917 97758 16379
5 37570 39975 81837 16656 6121 91782 60468 81305 49684 60672 14110 6927 1263 54613
6 77921 6907 11008 42751 27756 53498 18602 70659 90655 15053 21916 81825 44394 42880
7 99562 72905 56420 69994 98872 31016 71194 18738 44013 48840 63213 21069 10634 12952
8 96301 91977 5463 7972 18876 20922 94595 56869 69014 60045 18425 84903 42508 32307
9 89579 14342 63661 10281 17453 18103 57740 84378 25331 12566 58678 44947 5585 56941

10 85475 36857 43342 53988 53060 59533 38867 62300 8158 17983 16439 11458 18593 64952
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assigned number 11. This person is selected to be in the group. The investigator 
continues across the first row until he reaches column 14, then proceeds to row 2 
in column 1, and continues in this manner until 10 subjects have been identified. 
Keep in mind that the investigator also could have gone down the first column until 
the end and then proceeded to column 2 and down. The selection process would be 
considered random as long as the same pattern is followed throughout the selection 
process. If a random number comes up and the subject with that number has already 
been selected, the investigator will skip that number and continue until the number of 
desired subjects has been identified.

Cluster Samples

In cluster sampling, we begin by first randomly selecting a sample of some naturally 
occurring or known grouping (Cowles and Nelson 2015, 23). The researcher must 
know the data being analyzed and know that there may be geographic differences in 
the way the subjects may respond to a particular research item. With this in mind, the 
researcher establishes a selection process to ensure the selection of representative num-
bers of people from the various geographic areas. A cluster sampling technique is used 
when researchers perform large-scale surveys and wish to get a representative sample 
of the beliefs of the nation as a whole. If there is reason to believe that results would 
vary according to geographic regions, the researcher would first divide the country 
into regions and then randomly select a certain number of subjects from each region.

Stratified random Samples

In a stratified random sample, the researcher anticipates that there may be differences 
in the results based on the subjects’ membership to a particular group and there are 
differences in the sizes of these groups in the population. Stratified sampling works 
particularly well when we have subgroups within the population that are of very 
different sizes or small proportions of the population. By dividing the population 
into homogenous groups or layers called strata, then sampling within those strata, 
sampling error is reduced (Cowles and Nelson 2015, 21). This procedure is used to 
ensure adequate representation from overpopulated and underpopulated groups. For 
example, an investigator performing a study in a facility about safety concerns in a 
plant had reason to believe that there would be differences in the safety concerns from 
department to department. The investigator first identified the subjects in each of the 
departments, then randomly selected a certain number of subjects from each area.

nOnprObAbiLiTy SAmpLE SELECTiOn prOCEdurES

Another form of sampling is referred to as nonprobability sampling. With these sam-
pling techniques, there is a lack of randomness in the selection process and because of 
this lack of randomness, the results obtained from such a sample cannot be expected to 
be representative of the total population. Some examples of these selection techniques 
include chunk sampling and volunteer sampling.
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Chunk Sampling

In chunk sampling, the researcher selects people that happen to be present in a particu-
lar location at a particular time (Dunn and Clark 2009, 23). This is most commonly 
seen when a researcher stops the first ten people who pass by and ask them for their 
response to particular question.

volunteer Samples

In a volunteer sample, the participants volunteer to participate in the study (Nolan and 
Heinzen 2012, 105). An example of a volunteer sample is when a local television sta-
tion asks people to call in with their vote. The people voluntarily provide their input to 
the study. Typically, the volunteers are strongly for the subject in question or strongly 
against it. Those that are considered middle-of-the-road do not typically volunteer 
their participation and thus are underrepresented.

vAriAbLES

With the sample selected, the researcher must decide which types of measurements 
will be necessary to obtain the information necessary. These characteristics or mea-
surements are considered variables. A variable is any measurement that can have a 
potential range of values. A researcher who wishes to determine the average number 
of lost workdays per employee must count the number of days lost. This would be 
considered one variable.

dependent and independent variables

Variables can be further classified into dependent and independent variables. Proper 
distinction between the two becomes important when performing statistical proce-
dures such as correlations and regressions. A dependent variable is a variable that 
is believed to have been influenced by the independent variables under study (Witte 
and Witte 2009, 16). In an experiment, the independent variable is the treatment 
manipulated by the experimenter (Witte and Witte 2009, 16).

For example, an investigator wishes to determine if a relationship exists between a 
person’s age and the number of days it takes him or her to recuperate from an injury. 
The investigator must measure the age of the person in years and the number of days 
the person was away from work due to an injury. In this case, it can be assumed that 
the number of days he or she missed work may be influenced by the person’s age. 
Therefore, the person’s age is the independent variable and the number of days the 
person missed are considered the dependent variable.

SummAry

The first step in statistical analysis is to determine the framework for the analysis that 
will be necessary to answer the questions at hand. This can range from descriptive 
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10 Chapter 1

analyses to hypothesis testing. The research framework is dependent on the statistical 
questions and hypotheses. Major frameworks for research include retrospective stud-
ies, prospective studies, and experiments. Each has its own unique characteristics and 
desired outcomes. Formulating the proper research questions that need to be answered 
will assist the researcher in choosing the proper framework.

Before researchers can begin to use various statistical procedures and tests, they 
must determine what sources would best provide them the data for their analyses. 
The sample must be selected in a manner that ensures that it is representative of the 
population and free from biases. The sample selection process requires researchers to 
have background information about the data they are collecting and the possible fac-
tors that influence the results of the data. Using this information, a selection process 
should be selected and utilized.

The next step is to identify the variables that must be used to obtain the data neces-
sary to complete the analysis. Identifying the variables and the methods for measuring 
them will allow the researcher to select the proper statistical procedures and tests. 
Characteristics about the variables may include the dependence of variables on one 
another and the best ways to measure the data.

rEviEw ExErCiSES

1. Describe the differences between a retrospective study, a prospective study, and 
an experiment.

2. Describe the differences between an independent variable and a dependent 
variable.

3. Describe the situations in which a researcher would use a simple random sample 
versus a cluster sample and a stratified random sample.

4. In each of the following cases, identify the dependent variable and the independent 
variable:

grade on exam hours studied
training programs conducted accident frequency

5. Define the following terms:

bias placebo
variable population
statistics double blind study

6. A researcher wishes to show that a particular drug really works. What must the 
researcher do to show cause and effect?

7. A researcher wishes to conduct a survey to identify people’s perceptions of the 
economy in the United States. What type of sampling technique would be most 
appropriate and why?

8. The researcher wishes to perform a simple random sample selection using 
100 people from a population of 1,000. Describe the process the researcher should 
go through to complete this task.
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prObAbiLiTy

Probability is the likelihood that an event will occur (Witte and Witte 2010, 181). 
In statistics, a researcher assumes that the likelihood of a particular event occurring 
is totally due to chance. If the likelihood of obtaining a set of results totally due to 
chance is remote, the statistician may conclude that the results are statistically signifi-
cant. (It is important to note that probability and possibility are two different concepts. 
Possibility determines whether an event can occur or not; probability is the likelihood 
or chance that it will.) One can determine probabilities for events or occurrences, and 
one can determine probabilities for analysis outcomes. To determine the probability 
of an event, the researcher determines the likelihood that it will occur. For studies, the 
statistician determines the likelihood of obtaining the results. If they are remote, then 
the study is considered to be significant.

Probabilities are determined for events. An event is an occurrence of any type. The 
letter P is used to signify probability and letters A, B, C, etc., are used to identify dif-
ferent events. Using this system, P

A
 represents the probability of event A. The term 

P
B
 represents the probability of event B, which is a different event compared with 

event A. Probability values are derived as decimal values, converted to a percentage 
and read as such. An obtained probability value of .05 is equivalent to a 5% probability.

marginal probabilities

In a marginal probability, the researcher compares the number of times an event 
occurred to the total number of possible outcomes (Black 2009, 101).

Marginal Probability Formula

The formula for calculating a marginal probabilities is as follows (Black 2009, 101):

PA

Number of wanted events

Total number of possible events
=

Chapter 2

probability and Chance
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14 Chapter 2

Marginal Probability Example

An example of a marginal probability would be to determine the probability of any 
one component in a box being damaged if the safety manager found 15 damaged 
components out of 500 in a box. Using the formula for simple events, P

A
 represents 

the probability of selecting a bad component. The probability is a ratio between the 
number of events that fit the needs of the researcher (in this example the number of 
bad components) and the total number of events possible (in this case the total number 
of components).

PA  or a 3% chance of selecting a bad component= =15

500
03. ,

Joint probabilities

A joint probability can be used to answer the question “What is the probability of 
event A and event B occurring at the same time?” To determine this, the researcher 
must multiply the probability of the independent events together.

Joint Event Formula

The formula for determining joint probabilities is as follows (Black 2009, 101):

P P PA and B A B  = ×

Joint Event Example

A safety manager was determining the probability of failure of a piece of equipment 
that uses two redundant switches. In order for a failure to occur to the system, both 
switches had to fail at the same time. The probability of failure for the system can 
be determined by multiplying the probability of failure of switch A and switch B. 
Assuming both switches have a probability of failure of .10, what is the probability of 
a system failure due to a failure of both switches?

P

P

P PA and B

A and B

A B

 , or a 1% chance of sys

=
=

×
× =. . .10 10 01 ttem

 failure due to a failure of both switches

union probabilities

A union probability is the probability of event A, event B, or both (Siegel 2011, 135). 
The overall probability of a compound event is determined by adding the individual 
event probabilities together, keeping in mind that the sum of all events must not 
exceed 1.00.

Another decision the statistician must make concerns the mutual exclusiveness of 
the individual events. When two events are determined to be mutually exclusive, only 
one event can occur at a time. Another way of stating this is that the occurrence of one 
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 Probability and Chance 15

event excludes the occurrence of the second event. This becomes critical in compound 
event calculations.

An example that demonstrates the effects of mutual exclusiveness can be shown 
using a deck of cards. A statistician wishes to determine the probability of selecting a 
king or a red card from a deck of cards. Using the formula for a union event, the stat-
istician would add the probability of selecting a red card to the probability of selecting 
a king. The probability of selecting a red card is 26/52 or 50% and the probability of 
selecting a king is 4/52 or 8%. Addition of the two probabilities yields 58%. However, 
because these events are not mutually exclusive, a problem arises because the statisti-
cian is counting the two red kings twice (see Table 2.1). If the events are not mutually 
exclusive, meaning both events can occur at the same time (drawing one card that is 
both a red card and a king), then the statistician must subtract out the probability of 
both events occurring at the same time. The formula provides for this correction. The 
correct probability for selecting a red card or a king would be as follows:

P

P

P P PKing or Red Card

King or Red 

King Red Card Red King= + − ( )

CCard , or a 54%

chance of drawing a king o

= + − =4

52

26

52

2

52
54.

rr a red card

Union Formula

The formula for a union event is as follows (Siegel 2011, 135):

P P P P PA or B A B A B  = + − ×[ ]

Union Event Example

A loss control consultant was provided with loss data for a client. In one year there 
were 250 fires, the primary causes of which were determined to be smoking in 
108 cases, cooking equipment in 95 cases, arson in 12 cases, and unknown origin in 
35 cases. The loss control consultant would like to know what the probability is of 

Table 2.1 Possible Outcomes

Red Cards Kings

Ace of hearts Ace of diamonds King of hearts
2 of hearts 2 of diamonds King of diamonds
3 of hearts 3 of diamonds King of spades
4 of hearts 4 of diamonds King of clubs
5 of hearts 5 of diamonds
6 of hearts 6 of diamonds
7 of hearts 7 of diamonds
8 of hearts 8 of diamonds
9 of hearts 9 of diamonds
10 of hearts 10 of diamonds
Jack of hearts Jack of diamonds
Queen of hearts Queen of diamonds
King of hearts King of diamonds
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16 Chapter 2

selecting a fire claim from the group with a primary cause of either smoking or arson. 
Because the consultant is determining a probability of “one or the other,” he will be 
determining a compound event. The consultant must then determine whether or not 
the events are mutually exclusive. To do this he must answer the question “Can one 
claim, when selected, have both characteristics present? In this example, can one 
claim have a primary cause of smoking and a primary cause of arson?” The consultant 
determines that this is not possible; therefore, the events are mutually exclusive and 
the probability of both events occurring at the same time is zero.

P

P

P P P PSmoking or Arson

Smoki

Smoking Arson Smoking Arson = + − ×[ ]

nng or Arson  

or a 48% chance of a cla

= + − =108
250

12
250

0 48[ ] .

iim with smoking or arson as the primary cause

Conditional probabilities

In a conditional probability, some condition or restriction is placed on the sample 
that is being used to determine the probability (Hayter 2012, 33). The total size of the 
sample is reduced in some way. Then the probability of an event is determined using 
the subset of the total population. In conditional probabilities, the symbol “|” repre-
sents the phrase “given the fact.” The conditional probability of A|B is read as “What 
is the probability of event A given the fact that B has occurred?”

Conditional Probability Formula

The formula for calculating a conditional probability is as follows (Hayter 2012, 33):

P A B
P P

P
A B

B

( | ) =
×  

Conditional Probability Example

A safety manager wanted to determine the probability of having lost workdays charged 
to a worker given the fact the worker suffered a back injury. The safety manager 
determined that for the 87 claims of all types reported in one year, 18 involved lost 
workdays. Of the 87 reported claims, 23 were for back injuries, and of these 23 cases, 
14 resulted in lost workdays. The safety manager wishes to determine the probability 
of a case resulting in lost workdays given the fact the case was due to a back injury.

To determine this, the safety manager first determines the probability of a back 
injury case from all reported cases. In this example, the probability of having a back 
injury case reported is 23/87, or 26%. Next, the safety manager must determine the 
probability of a case that is a back injury and a lost workday case. The probability is 
14/87, or 16%. Using the conditional probability formula, the following was derived:

P
P

( )A lost workday case | A back injury was reported A los= tt workday case A back injury was reported

A back injury

 × P

P   was reported

(A lost workday case | A back injury was reP pported
.16

.26
)

 
.62, or a 62% chance= =
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Therefore, given the fact that the injury reported was a back injury, there is a 62% 
chance that the case is a lost workday case.

FACTOriALS, pErmuTATiOnS, OrdErEd 
COmbinATiOnS, And COmbinATiOnS

In the examples presented thus far, the total number of possible events has been 
provided or easily determined by counting the total number of cases in the sample or 
population. In some situations, the total number of possible outcomes must be cal-
culated. Permutations, combinations, and factorials can be used to calculate the total 
number of possible outcomes.

Factorials

A permutation is an arrangement of a set of N distinct items in a particular order 
(Kumar 2011, 43). Factorials can be used to determine the total number of combina-
tions in which a set of items can be arranged using all available items. A factorial is 
represented by the sign “!” and represents a multiplication of values. For example, the 
term 6! is read as 6 factorial. It is represented by the equation 6 × 5 × 4 × 3 × 2 × 1, or 
a value of 720. The term 3! is represented by the equation 3 × 2 × 1, or a value of 6. 
For example, how many combinations can the letters A, B, C, and D be placed into 
using all available letters? Because there are 4 letters, we calculate 4!, which gives us 
an answer of 24, that is, 24 combinations using all 4 letters. The letter combinations 
are displayed in Table 2.2.

Table 2.2 Letter Combinations

ABCD ABDC ACBD ACDB ADBC ADCB
BACD BADC BCAD BCDA BDAC BDCA
CABD CADB CBAD CBDA CDAB CDBA
DABC DACB DBAC DBCA DCAB DCBA

If a person placed 4 pieces of paper into a hat with the letters A, B, C, and D on 
them and then drew each slip out, what is the probability of pulling the pieces out in 
the exact order of BCAD? Using a simple event-probability formula, the statistician 
sees that the combination of BCAD occurs once and there are 24 possible combina-
tions to choose from, so the probability of selecting the 4 pieces of paper in that exact 
order is 1/24, or approximately 4%.

permutations

In some situations, the total number of items used to develop the combinations does 
not equal the total number of items available. Using the data from above, the stat-
istician has 4 letters to choose from but instead of using all 4 letters, he decides to 
choose 3-letter combinations, and a different order of letters represents a different 
combination. Because the number of items selected is less than the number available 
and because a different order represents a different combination (A, B, C is different 
from B, C, A), the statistician must derive an ordered combination. Two pieces of 
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information are needed to calculate the ordered combination. They are n, the num-
ber of items available, and r, the number of items selected at one time to make up a 
combination, keeping in mind that a different order is a different combination.

Permutation Formula

To calculate the number of permutations from a group of items when order is 
important, the following formula is used (Kumar 2011, 43):

P
n

n r
=

−
!

( )!

In this formula, “n” represents the total number of items available and “r” represents 
the number of items in set.

Permutation Example

Using the information above, the statistician wishes to determine how many combina-
tions he can come up with using 4 letters (A, B, C, and D) if he selects 3 at a time, and 
a different order represents a different combination. The variable n is equal to 4 since 
there are 4 letters, and the variable r is equal to 3 since there are 3 letters selected at 
a time.

P n
n r

P

=
−

=
−

= =

!
( )!

!
( )!
4
4 3

24
1

24

The result of 24 means that there are 24 different permutations that 3 letters can be 
placed in, with a different order representing a different combination, and there are 
4 items to select from. The sample space for this result is displayed in Table 2.3.

Combinations

In some situations, the order of the items is not important. When this is the case, then 
the statistician uses the combination formula. Using the same steps as with ordered 
combinations, the statistician determines how many combinations can be made using 
a lesser number of items than the total available, but this time, a combination of ABC 
is treated as the same as a combination of BCA, CAB, ACB, BAC, and CBA. The 
variables for the combination formula are the same as for ordered combinations.

Table 2.3 Letter Combinations

ABC ABD ACB ACD ADB ADC
BAC BAD BCA BCD BDA BDC
CAB CAD CBA CBD CDA CDB
DAB DAC DBA DBC DCA DCB
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Combination Formula

Because the order of the letter sequences does not matter, the following formula is 
used to determine the number of sequences (Kumar 2011, 25):

C
n

r n r
=

−
!

!( )!

Combination Example

Again using the information above, the statistician wishes to determine how many 
combinations he can come up with using 4 letters (A, B, C, and D) if he selects 3 at 
a time and the order of the letters is not important. The variable n is equal to 4 since 
there are 4 letters, and the variable r is equal to 3 since there are 3 letters selected at 
a time.

C
n

r n r

C

=
−

=
−

= =

!

!( )!

!

!( )!

4

3 4 3

24

6
4

The obtained value of 4 means that there are 4 different combinations that 3 letters 
can be placed in given the fact that the order of the letters is not important. The sample 
space is displayed in Table 2.4.

binOmiAL prObAbiLiTiES

In situations where there are only two possible outcomes for an event, such as heads/
tails or yes/no situation, the distribution is considered to be binomial. In these cases 
binomial probabilities must be derived because the possible numbers of outcomes are 
set into the two possible outcomes that can be considered a discrete variable. Flipping 
a coin a number of times and determining the probability that it will land on heads 
a specific number of times meets the binomial probability since there are only two 
possible outcomes, heads and tails.

binomial probability Formula

The formula presented below can be used to determine the binomial probability 
(Francis 2008, 33).

Table 2.4 Letter Combinations

ABC ABD ACD BCD
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P
n

n x x
p px

x n x
( )

( )!

( )! !
( )( )=

−








 − −1

Where n = number of possible outcomes; x = number of desired outcomes; p = prob-
ability of one failure.

binomial probability Example

A person flips a coin 5 times and it lands on tails 4 out of the 5 times. What is the 
probability of this occurring? If we were to try and use the joint event probability of 
P(T & T & T & T & H) = (1/2) × (1/2) × (1/2) × (1/2) × (1/2), we would always end 
up with the same probability of 3.13%, no matter what the outcome. In the binomial 
probability function formula, n is equal to the number of times the coin is flipped, r is 
the number of times tails comes up, and P is the probability of 1 event; in this case, 
the probability of obtaining tails after 1 flip is .5. Using the above equation:

P

P

( )

( )

4

4

=
−









 −

=

5!
(5 4)! 4!

 (.5 ) (1 .5)

.16 or a 16%

 5 (5-4)

  chance of getting 4 heads when flipping a coin 5 times

pOiSSOn prObAbiLiTy

The Poisson probability function is probably one of the most important to the safety 
professional. Poisson probabilities are used to determine the probability of an event 
when the frequency of their occurrence is quite low in comparison to the overall 
exposure. Many types of accident occurrences can be expected to follow a Poisson 
distribution, for which a Poisson probability must be calculated.

poisson probability Formula

The Poisson probability formula uses an expected number of mishaps based on 
previous experience (Bradley 2007, 229).

P
e M

Xx

M X

( ) !
=

−

Where:
M = N x P 
e = 2.718
N = exposure period
P = probability of one mishap
X = number of mishaps in question
M = expected number of mishaps during an exposure period 
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poisson probability Example

Based on past data, a system was found to have 3 failures after 25,000 hours of opera-
tion. Modifications were made to the system that were intended to reduce the number 
of failures. The system was run for 55,000 hours, during which time it had 2 failures. 
What was the probability of this happening?

The first step is to solve for M, which is considered the expected number of failures. 
This is determined by multiplying the number of exposure units (N) by the probability 
of 1 failure (P). In this example, the exposure under investigation is 55,000 hours, and 
the probability of 1 failure is 1.2 × 10–4. During the 55,000 hours, there would be 6.6 
expected failures (1.2 × 10–4 × 55,000) based on previous conditions. The term e is the 
base of a natural logarithm and has the value 2.718, and the variable X represents the 
specific number of failures being investigated. In this example, X = 2.

P(2 failures over 55,000 hours)

6.6 22.718 6.6

2
.03 = =

−

This is interpreted as a 3% chance of 2 failures over 55,000 hours of operation.

SummAry

This chapter covered the basic concepts of probability and the various formats that 
probabilities can take. When determining a probability, the statistician must determine 
the type of probability that is appropriate. The key words and and or in a probability 
statement determine the type of probability being derived and the formulas that must 
be used in order to do so properly. The word and in a probability statement signifies a 
joint probability; here the individual events are multiplied. The word or in a probabil-
ity statement signifies a compound probability; here the individual events are added 
together, keeping in mind the importance of the mutual exclusiveness of the events. 
If both events can occur at the same time, then the events are not mutually exclusive 
and the probability of the occurrence of both events must be subtracted out.

In conditional event probabilities, a condition or restriction is placed on the sample 
and then the probability is determined. These are usually determined using a two-step 
process.

In some instances, the total number of possible events is not readily known nor 
obtained by counting subjects. The researcher instead may have to determine the 
number of possible events using permutations, combinations, or ordered combina-
tions. Knowing what constitutes a combination—for example, whether the order of 
the items is important—will assist the researcher in applying the proper technique. 
With the total number of items determined, the various forms of probability functions 
can be used to calculate probabilities.

Lastly, two additional probability formulas were discussed, binomial and Poisson. 
Binomial probability should be determined when there are only two possible out-
comes, such as yes/no or male/female. Poisson probability is used in the area of 
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22 Chapter 2

accident research, where the occurrences of accidents can be considered small com-
pared to the total possible exposure, which is the criterion for use of this probability 
function.

rEviEw ExErCiSES

1. A safety manager decided to perform a quality check on a product that was being 
produced by the company. He randomly selected 15 units from a box of 100 and 
found 3 to be damaged. What is the probability of a damaged piece of equipment 
coming off the production line?

2. A system was set up in parallel with two components, A and B. The probability 
of failure for A is .20 and for B is .10. In order for the system to fail, both must 
fail. What is the probability of a system failure?

3. A system was set up in series with two components, A and B. In order for the 
system to fail, only one must fail. The probability of failure for A is .30 and for B 
is .20. What is the probability of a system failure?

4. A system was found to average a rate of 2 failures per 30,000 hours of use. What 
is the probability of one failure to the system in the next 40,000 hours?

5. A system is arranged in parallel with four components. If two components have 
a probability of failure of .007 and the other two have a probability of failure of 
.003, what is the probability of a system failure if all components have to fail at 
the same time?

6. There are seven subjects in a study. Three have a disease and four are disease-free. 
What is the probability of selecting a person with the disease?

7. What is the probability of selecting a club from a deck of cards?
8. You have eight poker chips, six red and two blue. What is the probability of 

selecting one red chip?
9. A researcher measures a person’s IQ. The IQ can be considered:

a. a form of error
b. a variable
c. a case
d. interval data

10. (1/6) × (1/6)=
a. 2/6
b. 2/36
c. 1/6
d. 1/36
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STATiSTiCAL diSTribuTiOnS And pOpuLATiOnS

If a safety manager wishes to investigate a research problem, and the data is collected 
and a group of raw numbers is obtained, the first step in beginning to make any sense 
out of the data is to organize the information in a meaningful format. The formatting 
begins with some type of order to the numbers, followed by grouping of the data. 
Once organized, the data can be compared to other data that are similarly organized. 
These organized data are referred to as distributions.

FrEQuEnCiES

Frequency is the number of times an event occurs. For example, if a safety manager 
collects and counts the back injury claims for a given year and comes up with 120, 
then the frequency of back injuries for the year is 120. The simplest method for orga-
nizing frequencies is with a frequency distribution, which can be developed using 
either grouped or ungrouped data.

Frequency distribution Example

An investigator gathers data on the severity of 20 vehicle claims for a given year. The 
raw data collected is presented in Table 3.1.

$75 $80 $1,200 $100
$150 $1,200 $150 $2,500
$150 $540 $2,000 $560
$2,000 $3,000 $85 $200
$4,500 $2,300 $80 $100

Chapter 3

distributions
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To develop a frequency distribution, the investigator takes the values of the claims 
and places them in order. Then the investigator counts the frequency of occurrences 
for each value.

Value Frequency

$75 1
$80 2
$85 1
$100 2
$150 3
$200 1
$540 1
$560 1
$1,200 2
$2,000 2
$2,300 1
$2,500 1
$3,000 1
$4,500 1

Total 20

To develop a frequency distribution, groupings are formed using the values in the 
table above, ensuring that each group has an equal range. The investigator decided 
to group the data into ranges of 1,000. The lowest range and highest range are deter-
mined by the data. Since the investigator decided to group by thousands, values will 
fall in the ranges of $0–$4,999. Because the greatest value obtained for a claim is 
$4,500, it would fall in the range of $4,000–$4,999, and the distribution will end with 
this. It would not be correct, for example, to include a range of $5,000–$5,999 because 
there are no obtained values in that range. The frequency distribution for this data is 
shown in Table 3.1.

Table 3.1 Frequency Distribution

Range Frequency

$0–$999 12
$1,000–$1,999 2
$2,000–$2,999 4
$3,000–$3,999 1
$4,000–$4,999 1

Total 20

HiSTOgrAmS

Once the data is arranged in a frequency distribution, they can be graphically dis-
played. Methods include histograms and frequency polygons. A histogram is a col-
umn chart depicting the data from the frequency distribution. Using the vehicle claim 
frequency distribution from above, a histogram is developed, as shown in Figure 3.1.
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The histogram consists of two axes with the data displayed inside. The groups for the 
claims are placed along the horizontal (x) axis, and the frequency of claims is placed 
along the vertical axis (y), going from 0 to the greatest value obtained for any of the 
claim value categories.

When developing a histogram, some guidelines should be followed (Freedman et al. 
2007, 29–31). The following is a suggested list of guidelines:

•	 The vertical axis should represent the frequency or percentage of cases in each 
interval, and the horizontal axis should represent each interval.

•	 The horizontal axis should be developed using equal intervals.
•	 There should be no overlaps in the intervals.
•	 The horizontal and vertical axes should begin at zero.
•	 Each case in a histogram is represented by an area. This area should be consistent 

for each case.
•	 The horizontal and vertical axes should be labeled, as should be the histogram.
•	 The source for the data in the histogram should be provided either in the title or in 

a footnote to the histogram.

FrEQuEnCy pOLygOnS

A frequency polygon is a depiction of the histogram column points. The frequency 
polygon can be developed using the results from the histogram. The center points at 
the top of each of the columns of the histogram are identified and marked with a point. 
The points are then connected with a line beginning at the 0,0 point and finishing back 
at the x-axis. An example of the frequency polygon is displayed in Figure 3.2.

Key points for developing a frequency polygon include the following:

•	 The line for the first data point is connected to the midpoint of the previous interval 
on the x-axis.

•	 The line for the last data point is connected to the midpoint of the following interval 
on the x-axis.

Figure 3.1 Histogram of Vehicle Claim Data.

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight



26 Chapter 3

pErCEnTAgES, CumuLATivE pErCEnTAgES, And pErCEnTiLES

A percentage is calculated by dividing the frequency of occurrence by the total number 
of occurrences and then multiplying by 100. In the following example, an ergonomist 
counted the number of motions performed by a worker during a 1-minute task. The 
data for the task motions were categorized into groups as shown in Table 3.2.

The percentage of the task motions is then calculated by dividing the frequency of 
the motions by the total number of motions recorded. For example, the percentage of 
motions above the shoulders is calculated as (12/37) × 100 for 32.4%. This procedure 
has been performed for each of the categories in Table 3.1 and is displayed in Table 3.3.

The next step is to calculate the cumulative percentage. In this example, the per-
centages for each category are added to the sum of the percentages for all of the 
preceding categories in the list, with the last category summing 100%. Cumulative 
percentages can be used to summarize categories. In this example, it can easily be 
determined from the cumulative percentages that 72.9% of the job task motions occur 
from the waist and above.

nOrmAL diSTribuTiOn

When large amounts of data are collected on characteristics such as intelligence, the 
histogram of the data and subsequent frequency polygon can follow a distribution 
that is bell-shaped. We have identified methods for developing a histogram from 
raw data and then from the histogram, developing a frequency polygon. The greatest 
frequency of cases is lumped around the center of the distribution, and as we move 
away from the center, the frequency of cases steadily decreases in both directions. 
When this occurs, we are left with a bell-shaped curve for a frequency polygon (see 
Figure 3.3). While an exact normal distribution is hypothetical in nature, we use this 
normal distribution curve to compare results obtained in statistics to what could have 
been obtained in actuality.

In addition to the bell-shaped curve, some common deviations can occur to the 
curve owing to the distribution of data. Some of the most common types of curves are 

Figure 3.2 Frequency Polygon for Vehicle Claim Data.
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referred to as positively skewed curves, negatively skewed curves, and bimodal curves 
(Antonius 2004, 67). A positively skewed curve has the majority of the observations 
in the area toward the lower end of the x-axis, while a negatively skewed curve has 
the majority of the observations in the upper region of the x-axis. A bimodal curve is 
one that has two peaks. These curves are depicted in Figures 3.4–3.6.

binOmiAL diSTribuTiOn

In Chapter 2, binomial probability distribution was introduced as the correct proce-
dure for determining the probability of the occurrence of events that have two possible 
outcomes. When an array of probabilities is derived for a series of possible out-
comes, a binomial distribution can be developed. The binomial distribution consists 
of the categories of possible outcomes along the x-axis and the probability of their 
occurrence along the y-axis.

binomial distribution Example

A safety engineer wanted to develop the binomial distribution depicting the occur-
rence of failures for a component in a testing procedure. Five components were to be 
tested at a time, so the engineer developed the binomial distribution for the chances of 
having failed components in a group of five. It was determined through prior testing 
that the probability of failure for one component was 50%.

To determine the probability of failure for 0 failures in 5 components, the following 
formula was used:

P
n

n x x
p px

x n x
( )

( )!

( )! !
( ) ( )=

−








 − − 1

Where n = number of components; x = number of failures; P = probability of 1 failure.

Table 3.2 Frequency of Task Motions

Category Frequency

Above shoulders 12
Between shoulders and waist 15
Between waist and knees 7
Below knees 3

Total 37

Table 3.3 Cumulative Percentage of Task Motions

Category Frequency Percentage Cumulative Percentage

Above shoulders 12 32.4 32.4
Between shoulders and waist 15 40.5 72.9
Between waist and knees 7 19.0 91.9
Below knees 3 8.1 100.0

Total 37 100.0

ATRIAN FAR
Highlight
counter intuitive!



28 Chapter 3

Figure 3.3 Normal Distribution.

Figure 3.4 Positively Skewed Curve.

Figure 3.5 Negatively Skewed Curve.

Figure 3.6 Bimodal Distribution.
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Probability Results
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The distribution of the results appears in Table 3.4.
The binomial distribution histogram is shown in steps rather than a smooth curve 

as is obtained with the normal distribution curve (see Figure 3.7).

t diSTribuTiOn

In our discussion about the normal distribution curve, the assumptions the data had 
to meet to be considered normally distributed included the need for data that were 
measured on a continuous scale (such as age, height, and weight) and collected from 
a large sample. In some situations, it may not be possible to gather the amounts of 
data necessary or the data just may not be available. Because of these limitations, we 
should not assume a normal distribution. Rather we may use the t distribution.

The t distribution can be used to test hypotheses using a small numbers of cases. 
For the purposes of this text, and as has been defined by other statisticians, a small 
number of cases can be considered to be fewer than 25 to 30 subjects. The t distribu-
tion uses the concept of degrees of freedom to establish the shape of the curve and the 
determination of the critical values for the various statistics that employ the distribu-
tion. As the degrees of freedom increase, the distribution more closely resembles the 
normal distribution’s bell-shaped curve (see Figure 3.8).
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CHi-SQuArE diSTribuTiOn

The most frequently used nonparametric statistic for testing hypotheses with nominal 
data is chi-square (χ2) test which utilizes the chi-square distribution. The χ2 is always 
a squared quantity, so the values will always be positive. The χ2 distribution also 
utilizes the degrees of freedom, the numbers of which are determined by the statisti-
cal test. As the degrees of freedom change, the shape of the distribution changes. 

Figure 3.8 t Distribution.

Table 3.4 Binomial Distribution Results

Failures Probability Cumulative Probability

0 0.03 3%
1 0.16 19%
2 0.31 50%
3 0.31 81%
4 0.16 97%
5 0.03 100%

Figure 3.7 Binomial Distribution.
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The shape of the χ2 distribution for approximately 8 degrees of freedom is displayed 
in Figure 3.9.

F diSTribuTiOn

The F distribution was derived by the statistician Sir Ronald Fisher. It compares two 
population variances in the form of a ratio called an F ratio. The F ratio is actually 
formed by the ratio of two chi-square variables, each divided by its own degree of 
freedom. Using two independent samples, the ratio between the two variances can be 
used to calculate the F ratio. The F ratio can be derived and the degrees of freedom 
calculated for each. An F distribution table is used to determine significance. Like the 
chi-square distribution, F ratios will be positive numbers because of the use of squared 
numbers in their calculation. The F distribution also changes shape as the degrees of 
freedom change.

SummAry

The first step in conducting research is to organize the data in a meaningful way. 
A fundamental way of doing this is through the development of a frequency distribu-
tion. The investigator orders the data in sets from lowest to highest in terms of possible 
outcomes. For each range of potential outcomes, the frequency of cases is identified 
and listed. From the frequency distribution, histograms, frequency polygons, and 
distributions can be identified for the data.

The researcher must know what type of distribution the data take on so he or she can 
properly choose the statistical tests and make correct decisions about the data. There 
are five major distributions identified for the data: normal distribution, t distribution, 
F distribution, chi-square distribution, and binomial distribution.

While the normal distribution, commonly referred to as the “bell-shaped” curve, 
maintains its hypothetical shape, the other distributions are dependent on the data sets 
being analyzed. The shape of the curve is dependent on the number of cases, which 

Figure 3.9 Chi-Square Distribution.
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determines the degrees of freedom for the statistical test. As the degrees of freedom 
change, the shape of the distribution also changes.

rEviEw ExErCiSES

1. Describe the process one would follow to set up a frequency distribution.
2. What information would a frequency distribution provide a researcher?
3. What information would a frequency polygon provide?
4. Using the following data set, develop a frequency distribution.

34, 33, 35, 36, 56, 54, 54, 55, 56, 34, 56

5. Give an example of a data set in which a normal distribution would be assumed.
6. Give an example of a data set in which a t distribution would be assumed.
7. Give an example of a situation in which a binomial distribution would be assumed.
8. Develop a histogram for the following data.

9, 4, 2, 5, 7, 5, 10, 12, 12, 3, 3, 2, 6, 4, 2

9. A safety manager collected data for a process and found that in a batch of items, 
there was a 20% chance that a component was defective. The safety manager 
wishes to know, if he selects 6 components at a time, what is the probability of 
selecting 0, 1, 2, 3, 4, 5, and 6 failed components in a set of 6 components.
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dATA FOrmATS

Data used for statistical research and analysis can be classified into four major cat-
egories according to the characteristics of the numbers: categorical, ordinal, interval, 
and ratio (Healey 2011, 9–12). It is important to correctly identify the format of the 
data because the various statistical methods are dependent on it. Researchers can use 
computers to determine the outcomes for an analysis. Although a computer will pro-
vide an answer for a statistical test, it may be meaningless because the data format has 
violated the assumptions of the statistical procedure.

Categorical data

Categorical or discrete data is data that represents categories. Categorical data can be 
referred to as dichotomous if it has only two categories. When setting up categorical 
data, the researcher determines the definitions to the various categories and assigns a 
different number to each. The number signifies nothing more than that category 1 is 
different from category 2. These data values do not have magnitude, meaning a cat-
egory numbered 2 is not twice as large as a category 1. An example of categorical data 
is the gender of a person (male or female), the department that a person works in, etc. 
When establishing categorical data, the researcher typically provides the categories 
and asks the respondent to select one, or categories are developed and the researcher 
assigns placement.

Ordinal data

Ordinal data is rank–order data. Ordinal means order, and ordinal data allows the 
researcher to order the data in some fashion. Examples of ordinal data include any 
type of ranking exercise, such as requiring the respondent to rank items from 1 to 10. 
Likert scales are another form of ordinal data. When a person is asked to select a num-
ber on a Likert scale, it is possible to arrange the answers into some order from best to 
worst, highest to lowest, etc. Likert scales are considered a form of continuous data; 
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34 Chapter 4

however, the concept of magnitude does not exist. Magnitude is an ability to make 
comparisons between the values of a scale. With an ordinal scale, one cannot say that 
a ranking of 4 is twice as good as a ranking of 2. One can say, however, that the item 
ranked 1 is ranked above an item ranked 4, assuming one knows that the rankings 
improve the lower they go.

interval data

Interval data is considered a form of continuous data. Interval data has zero as a 
placeholder on the scale. An example of a scale that is interval is the Fahrenheit scale. 
An interval scale does not have magnitude. For example, a researcher has two beakers 
of water. The water in one is 100°F and in the other is 50°F. While it is correct to say 
the 100°F water is warmer than the 50°F water, it is not correct to say it is twice as 
hot. While it may appear to be the case, this comparison would not hold true if one 
beaker of water were 100°F and the other was 0°F.

ratio data

The last data format to be discussed is ratio data. Ratio data is continuous data and 
the zero on this scale represents absence of the characteristic. Examples of ratio data 
include height and weight. If an object has a weight of zero pounds, then it does 
not have the characteristic of weight. Ratio data is the only scale in which magni-
tude between values on the scale exists. If one item weighs 10 pounds and the other 
5 pounds, then it is correct to say that the first item is twice as heavy as the second.

STrEngTH OF THE dATA FOrmATS

As we move through the data formats from categorical to ordinal, then interval, and 
finally ratio, their flexibility in terms of the statistical tests one can use also increases. 
Starting with categorical, this data format provides the least flexibility in terms of 
statistical testing. Categorical data cannot be recoded into anything, but categorical 
data and the types of statistics one can use are referred to as nonparametric. As one 
moves up the scales, ordinal data can be recoded into a categorical data format, but 
it cannot be recoded into interval or ratio. Interval data can be recoded into ordinal 
and categorical, and ratio can be recoded into any of the data formats. As one can see, 
ratio data provides the greatest flexibility for statistical analysis. It can be used with 
any number of statistical procedures mainly because the researcher can recode the data 
into any of the other data formats.

mEASurES OF CEnTrAL TEndEnCy

The first group of descriptive statistics is defined as the measures of central tendency. 
These statistics describe how closely the data groups together. There are three mea-
sures of central tendency. They are the mean, median, and mode (Healey 2011, 63–77).
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 Descriptive Statistics 35

mean

The mean is the arithmetic average of a distribution of numbers. The mean is derived 
by summing the items and dividing by the total number of items in the distribution. 
For example, an ergonomist collected five stature measurements. The measurements 
were (in inches) 72, 65, 60, 58, and 54. The average is calculated using the following 
formula:

 X
n

=
Σx

Mathematically, the following is performed:

 X = =
+ + + +72 65 60 58 54

5
61 8.

median

The median is the point to which 50% of the values lie above and 50% lie below. It is 
based on the number of items, not the actual values per se. For example, if we use the 
measurements noted earlier, the median would be determined by first arranging the 
values in order from lowest to highest 54, 58, 60, 65, 72. Because there are 5 numbers, 
the median is the middle number in the array. In this example, the median number 
is 60 inches. To calculate the median with an even number of items, the researcher 
must first arrange the numbers from lowest to highest. Using the two middle numbers, 
the average is computed and becomes the median. An example would be as follows: 
An investigator collected 6 readings from a pressure valve for a sprinkler system. The 
readings (in psi) were as follows:

45, 37, 46, 37, 43, 39

To calculate the median, the investigator first reorders the numbers from lowest to 
highest:

37, 37, 39, 43, 45, 46

The middle two points would be 39 and 43. Averaging the two numbers yields 41 
[(39 + 43)/2]; thus the median for this distribution is 41.

mode

The mode of a distribution is the most frequently occurring number in the distribution, 
and is determined by identifying the number that appears most often. Distributions 
can have one mode, two modes, more than two modes, or no mode at all. Using the 
data that the safety manager collected from the sprinkler system valve readings, the 
most frequently occurring number in the distribution is 37, since it appears twice and 
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36 Chapter 4

more often than any other number in the distribution. Thus 37 would be considered 
the mode of the distribution.

Earlier we examined the normal distribution curve, also known as the bell-shaped 
curve. On the hypothetical bell-shaped curve, the mean, median, and mode are all the 
same number and are located at the center of the curve.

mEASurES OF vAriAbiLiTy

There are three measures of variability. These measures indicate the spread of the data 
and are the range, variance, and standard deviation (Healey 2011, 87–106).

range

The range of a data set is the difference between the lowest value and the highest 
value data points. In order to calculate the range, the data must be arranged from 
lowest to highest. Subtracting the lowest data point value from the highest data point 
value yields the range. For example, a loss control consultant obtained the frequency 
of hazards identified at each of six sites visited over the period of a week. The numbers 
of hazards recorded were as follows:

6, 6, 5, 4, 9, 5

To determine the range, first the values are placed in order from lowest to highest: 
4, 5, 5, 6, 6, 9. The lowest value for the distribution is 4 while the highest is 9. The 
range is 5 (i.e., 9 – 4).

variance

The variance of a distribution is a measure of how much the individual data points 
vary from the distribution mean. The variance is the average of the squared devia-
tions from the mean and is calculated using the formula presented in Equation 4.1. 
A deviation is the difference between the data point and the distribution’s mean. When 
calculating the variance for a sample, the numerator is n – 1. For a population, the 
numerator is n.

Equation 4.1. Sample Variance Formula:

 s
x

n
2

2

1
=

−
−

Σ(x )

Using the data set above, the first step is to determine the average. Using the formula 
presented previously, the average is calculated as follows:

 X = =
+ + + + +6 6 5 4 9 5

6
5 83.
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 Descriptive Statistics 37

Using the mean of 5.8, the differences between each data point and the average is 
calculated. The mean is then subtracted from each data point to yield the deviation. 
Table 4.1 depicts this process.

The top term in the formula requires the statistician to sum the squared difference 
values for all cases. In this example, that total is 14.83 (see the section Variance Cal-
culation). The final step is to divide this sum by the total number of cases, which is 
represented by n. In this example, there are 6 cases, so n – 1 equals 5. The variance 
for this distribution is therefore 2.97.

variance Calculation

 
s2 14 83

5
2 97= =

.
.

Standard deviation

Standard deviation is the average difference from the mean for the scores in a distri-
bution. The standard deviation is derived by taking the square root of the variance:

s s= 2

In the example above, the standard deviation would be as follows:

s = =2 97 1 72. .

Standard deviations can be used as population markers to determine the expected 
ranges for scores in a given distribution. One hears statements like “a person scored 
3 standard deviations above the population average” or “a value is 2 standard devia-
tions below the mean.” The standard deviation can be used to establish these reference 
points on a distribution. In the previous chapter, we discussed the normal distribution 
or bell-shaped curve. By examining the curve more closely, it is possible to determine 
the percentage of the population between various points on the curve.

By definition, in a bell-shaped curve we expect to find approximately 68% of 
the population between +1 and –1 standard deviations, approximately 95% of the 
population between +2 and –2 standard deviations, and approximately 99% of 

Table 4.1 Deviation Calculations

Raw Scores Mean
Deviation Scores

(Column 1 – Column 2)
Squared Deviation 

Scores

6 5.83 .17 .03
6 5.83 .17 .03
5 5.83 −.83 .69
4 5.83 −1.83 3.35
9 5.83 3.17 10.05
5 5.83 −.83 .69
Total 14.83
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38 Chapter 4

the population between +3 and –3 standard deviations. It is also known that the 
curve comprises 100% of the population, and one would expect to find 50% of the 
population above the median and 50% below the median.

interquartile range

A measure associated with the range is the interquartile range (Witte and Witte 2010, 
92–93). This range is the middle 50% of all observations in the distribution and is 
the distance between the upper end of the first quartile and the upper end of the third 
quartile. The first quartile is the point where 25% of the population lies below, and the 
third quartile is the point where 25% of the population lies above. The interquartile 
range is the difference between these two points.

To determine the quartiles, order the number of observations from lowest to high-
est. Count the number of observations, add one to that number and divide by four. 
If necessary, round the result to the nearest whole number. This value gives the num-
ber of observations to move up to from the low end of the distribution and the number 
of observations to move down to from the upper end of the distribution.

Interquartile Range Sample Problem

An investigator collected data from a set of 15 observations and wishes to calculate 
the interquartile range. The cases are as follows:

12, 34, 33, 22, 40, 18, 21, 14, 35, 38, 29, 28, 26, 19, 36

The first step is to rearrange the data from lowest to highest:

12, 14, 18, 19, 21, 22, 26, 28, 29, 33, 34, 35, 36, 38, 40

In this example, the upper and lower quartiles are calculated by adding the number of 
observations, adding 1, and then dividing by 4 as follows:

 15 1

4
4

+
=

From the lower end of the distribution (the left), one counts up four observations to a 
case score of 19. This is the lower quartile. For the upper quartile (the right), one counts 
down four observations from the highest observation to 35. This is the upper quartile. 
The interquartile range is the difference between the two points (35 – 19) = 16.

z-SCORES

The standard deviation can also be used to convert raw scores into z-scores. A z-score 
can be used to identify the location of a raw score on the normal distribution curve. 
The z-scores can then be used with a z-table to determine percentages of populations 
and probabilities associated with the normal distribution.
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 Descriptive Statistics 39

z-Score Formula

To convert a raw score to a z-score, the following formula is used (Healey 2011, 
117–118):

 z
x

=
− µ
σ

z-Score Sample problem

Using a set of data, an investigator wishes to determine the z-score value for a raw 
score of 46. To answer this question, the investigator must first calculate the mean and 
the standard deviation for the distribution. The researcher determined the population 
mean for the distribution is 43.3 with a standard deviation of 15.8. The z-score is:

 z =
−

=
46 43 3

15 8
17

.

.
.

To interpret this z-score, one could determine the percentage of the population that lies 
above or below .17 on the normal distribution curve.

z-Scores and percentages of the population

Using a z-table, one can determine the percentages of a population expected to score 
above and below the obtained z-score. All z-scores to the right of the mean are posi-
tive, while all z-scores to the left of the mean are negative. The table values range from 
+3.49 to –3.49. The first step in reading the z-table is to locate the z-score on the table. 
(A z-table appears in the Appendix.) The first column of the cumulative distribution 
for the standard normal random number table corresponds to the first two digits of the 
z-score, while the remaining columns correspond to the two digits following the deci-
mal place. The value in the table corresponds to the percentage of the area of the curve 
that lies between the z-score in question and the remaining area of the curve that lies 
to the left of the z-score. For example, to locate a z-score of .22, go to the first column 
and locate .2 since these numbers correspond to the first two digits of the number. The 
digit located in the second decimal place is a 2, so go across to the column labeled .02. 
The number in the table that is in row .2 and column .02 is .5871. Multiplying this 
number by 100 indicates that 58.71% of the population is expected to lie between the 
z-score of .22 and the tail end of the curve (see Figure 4.1).

It is also possible to determine the percentages of the population expected to lie 
between two known points on the curve. There are sets of points that are significant in 
terms of statistical importance. Many times researchers want to know the points that 
95% and 99% of the population lie between, above, or below. When decisions are 
made regarding inferential statistics, these critical levels are often used. To determine 
the points between which 95% of the population lies, an assumption that the curve 
equals 100% is made. When the population is equally distributed to both sides of the 
curve, there should be 2.5% of the population above and 2.5% below. One would 
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40 Chapter 4

find 97.5% of the population above the one point and 2.5% above the upper point. 
Using the table, the z-score at which 97.5% of the population lies above is 1.96. This 
is found in the 1.9 row of the first column and the .06 column. For the other point in 
which 2.5% of the population lies above, the –1.9 row and the .06 column indicate that 
2.5% should lie above this point. Because the curve is a mirror image with the mean 
serving as the middle point, one would expect to find the same numbers, with the 
lower number being negative and the upper number being positive (see Figure 4.2).

Using this same process, the upper and lower bounds for 99% of the population can 
be found. The points on the table yield values of –2.58 and +2.58. This gives 99% of 
the population in the center and .5% at each end (see Figure 4.3).

In other situations, the researcher may wish to identify the percentage of the popu-
lation that lies above or below a certain z-score. Using the steps above, a z-score of 
–1.65 would identify 95% of the population below this point and 5% above. A z-score 
of +1.65 would identify 5% of the population below this point and 95% above. 
A z-score of –2.33 would identify 99% of the population below this point and 1% 

Figure 4.1 Critical Region for the Curve for z = .22.

Figure 4.2 Critical Region of the Curve (95%).
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 Descriptive Statistics 41

above, and a z-score of 2.33 would identify 99% of the population above this point 
and 1% below.

Statistical tests that test for greater-than and less-than situations are considered 
one-tailed. In a one-tailed test, the critical region of the curve is at either one end or 
the other. Again, if the result of the statistical test lands in the shaded region of the 
curve, then it is considered to be significant. Figure 4.4 indicates the critical regions 
of the curves for one-tailed tests.

COnFidEnCE inTErvALS FOr mEAnS

A confidence interval provides a range within which the mean for a distribution 
can be expected to fall with a certain degree of probability (Healey 2011, 161–162). 
The two most common confidence intervals are the 95% confidence interval (CI

95%
) 

and the 99% confidence interval (CI
99%

). For each confidence interval, there is a lower 

Figure 4.3 Critical Region of the Curve (99%).

Figure 4.4 Critical Regions of the Curve for One-tailed Tests.
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42 Chapter 4

limit and an upper limit. The 95% confidence interval, for example, can be interpreted 
as the “true” mean for a distribution that has a 95% probability of falling between the 
upper and lower limits of the confidence interval. Although a mean was calculated, 
due to potential statistical biases, the true mean could actually vary in the range of the 
confidence interval.

95% Confidence intervals

A researcher wishes to calculate the 95% Confidence Interval (CI
95%

) for the following 
data set:

 67, 45, 67, 56, 69, 89, 90 87, 88

The first step is to determine the mean where the distribution was determined to be 
73.11 and the standard deviation was 15.37. The formula for calculating the upper 
limit for a CI

95%
 is presented as follows:

 CI x
N

95 1 96= +








.

σ

The lower limit for a CI
95%

 is:

 CI x
N

95 1 96= −








.

σ

If you recall, the 1.96 is from the normal distribution that identifies the point at which 
2.5% of the curve remains above. First, to calculate the upper limit, the formula yields:

 CI95 73 11 1 96
15 37

9
85 15= +









 =. .

.
.

The lower limit is calculated using the same formula but substituting the +1.96 with 
–1.96, which is the point on a normal distribution at which 2.5% of the curve lies below.

 CI95 73 11 1 96
15 37

9
63 07= −









 =. .

.
.

For this distribution, the CI
95%

 is 63.07 and 85.15. In statistical notation, it is written as

 CI
95%

(63.07, 85.15).

99% Confidence intervals

The CI
99%

 is calculated in the same manner as the CI
95%

; however, the 1.96 is replaced 
with 2.58 in the formula. The value 2.58 corresponds to the normal distribution curve. 
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The +2.58 is the point on the curve in which 0.5% of the curve lies above this point 
and –2.58 is the point below which 0.5% of the curve lies. Therefore, 99% of the curve 
lies between the two points.

interpreting Confidence intervals

The confidence interval is interpreted as the interval within which we have an assured 
degree of probability the true mean will lie. Using the example from above, the CI

95%
 

is interpreted as follows:
In this distribution, we obtained a mean of 73.11. We have a 95% probability that 

the true mean for this distribution lies somewhere between 63.07 and 85.15. There is 
only a 5% chance that the true mean lies outside of this range.

SummAry

Descriptive statistics, such as frequencies, percentages, and cumulative percentages, 
are used to describe a population. Measures of central tendency—the mean, median, 
and mode—provide an indication of how closely related the data are, while the vari-
ance, standard deviation, and range give an indication as to how varied the data are.

With z-scores, researchers can make some determinations about the data in a study 
compared to a normal population. The scores identify the placement of a data point 
on the normal distribution. From this point on the normal distribution, a researcher 
can make some determination about the percentages of a population expected to score 
above or below a point, or between two points.

A confidence interval is a method of determining, with a certain degree of prob-
ability, the range within which a mean for a population is expected to fall. Because 
statistics cannot determine exact values for a sample, the confidence interval gives 
the researcher a degree of certainty that a mean will fall within an upper point and a 
lower point. The two most common confidence intervals for means are the 95% and 
the 99%.

rEviEw ExErCiSES

Use the following data set to complete Exercises 1–3:

 (3, 5, 8, 10, 4, 6, 3, 16, 19, 12)

1. What is the mean?
2. What is the population standard deviation?
3. What percentage of the population is expected to score above 9?

Use the following distribution to answer Items 4–6.

 3, 6, 8, 12, 14, 19, 17, 3, 6, 2

4. What is the mean of the distribution?
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5. What percentage of the population is expected to score below 5?
6. Within which two scores is 95% of the population expected to score?
7. What percentage of the population does a z-score of 1.56 correspond to?
8. How many possible combinations can you get arranging seven items (a different 

order signifies a different combination)?
9. Fred has 10 cars, each of a different color. If he decided to select 3 at a time, how 

many combinations could he come up with? (Order is not important.)
10. How many combinations can he have with different orders?
11. Calculate the population variance of the following data set.

 2, 13, 17, 15, 19, 23, 4, 6, 7, 8

12. Calculate the population standard deviation of the data set in Item 12.
13. What is the range of the data set in Item 12?
14. A manufacturer of computer chips checks for faulty chips as they come off the 

production line. In a typical work shift, for every 10,000 chips produced, there 
are 4 damaged chips identified. A salesperson sold the company a new piece of 
equipment that he claimed would produce a better-quality chip with fewer defects. 
After allowing the machine to operate for 3 days, 125,000 chips were produced 
and 43 defects were identified. Does the new machine produce significantly fewer 
defective chips than the old one?
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STATiSTiCAL HypOTHESES

Statistical tests are designed to test a hypothesis. A hypothesis is a statement 
concerning the belief the researcher has about a particular situation. Each statistical 
test or procedure has a specific hypothesis that can be confirmed. There are two forms 
of hypotheses that the researcher must generate in order to properly conduct a test. 
The null hypothesis is represented by the term H

0
, while the alternative hypothesis is 

represented by the term H
1
.

Null and alternative hypotheses can take on a variety of forms. For example, if an 
investigator wishes to show whether the average test scores for a group of males is 
significantly different from those for a group of females, the investigator would con-
struct a null hypothesis stating that the average test scores for males is equal to the 
average test scores for females. The alternative hypothesis would be that the average 
test scores for males is different from (not equal to) the average test scores for females.

The null and alternative hypotheses would be written as:

 
H : X = X

H : X X

0 Males Females

1 Males Females≠

Null and alternative hypothesis can also be tested to determine if one group has a 
value that is significantly greater or less than an expected value. If, for example, the 
investigator wishes to show whether the average test scores for males is greater than 
those for females, the null and alternative hypothesis would be as follows:

 
H : X  X

H : X X

0 Males Females

1 Males Females

≤

>

It is the alternative hypothesis that states what the investigator believes the situation to 
be or what the investigator hopes to prove statistically to be the case. It is the hypoth-
esis being tested that is also used to distinguish between one-tailed and two-tailed 
tests. When an investigator tests for significant differences between groups, the test is 

Chapter 5

Statistical Tests
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46 Chapter 5

considered a two-tailed test. Significance levels for two-tailed tests use both the upper 
and lower ends of the curve. If the result of the statistical test lands in the shaded 
regions of the curve, then it is considered to be significant. Statistical tests that test 
for greater-than and less-than situations are considered one-tailed. In a one-tailed test, 
the critical region of the curve is at either one end or the other. Again, if the result of 
the statistical test lands in the shaded region of the curve, then it is considered to be 
significant.

It is to be kept in mind that the examples presented here use means with two groups. 
There are numerous types of hypotheses that can be formulated and tested. One can 
test hypotheses using means, frequencies, and correlation coefficients, to name a few. 
One can test one group against another group, a group against a known value, or mul-
tiple groups against each other. The types of hypotheses that can be tested depend on 
the statistical test that is being used and the type of data that has been collected. For 
each of the various statistical tests presented in this book, the hypotheses that can be 
tested, the type of data required, and other assumptions of the tests and procedures 
are discussed.

When hypothesis testing, the investigator can either reject or accept the null hypoth-
esis based on the results of the statistical test. When a statistical test is run, the results 
will indicate whether the test meets or exceeds a level determined to be significant. 
If the results are significant, the investigator rejects the null hypothesis and accepts the 
alternative as being true. If the statistical test indicates that the test is not significant, 
then the investigator accepts the null hypothesis.

inFErEnTiAL STATiSTiCAL TESTing

When the results of a statistical test are used to generalize results from a sample to a 
population, we refer to the statistics as inferential. For example, if a person wishes to 
determine how a particular population will vote in an election, they could go and ask 
every registered voter. This would be very expensive and time consuming to attempt, 
and would probably be impossible to do. Rather, the researcher could select a sample 
of people that is representative of the population, ask them how they would vote, and, 
based on the sample results, determine with a degree of certainty how the entire popu-
lation would have responded had everyone been asked. Inferential statistics allows 
us to make this assumption about sample results and infer them to the population. 
We should keep in mind that there will be some error in the obtained results com-
pared to those obtained if everyone were sampled. However, if the sample is properly 
selected, the potential for error can be reduced to a level that is quite small.

TypE i And TypE ii ErrOrS

There are two major types of error a researcher can make when using inferential 
statistics and hypothesis testing. They are referred to as Type I and Type II errors.

A Type I error occurs when the statistical test incorrectly tells the researcher the 
null hypothesis is false; as a result, the researcher rejects the null hypothesis and 
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accepts the alternative. An example of a Type I error would be when a statistical test 
indicates that a drug cures a person from a certain disease when in fact it really does 
not. Because of the statistical test, the researcher incorrectly rejects the null hypothesis 
and accepts the alternative hypothesis. The alpha level (α) set for the statistical test is 
the probability of committing a Type I error (rejecting the null hypothesis when the 
null hypothesis is true).

A Type II error occurs when the statistical test incorrectly tells the researcher 
to accept the null hypothesis when it is false. In a Type II error, the results of the 
statistical test are not significant, thereby leading the researcher to accept the null 
hypothesis and conclude that the results are not significant. In reality, however, the 
null hypothesis should have been rejected. Using the drug experiment as an example, 
the researcher would conclude that the drug is not effective when in reality it is. 
When this type of error is made, significant findings go unnoticed. The beta level is 
the probability of making a Type II error (accepting the null hypothesis when the null 
hypothesis is false).

ALpHA LEvELS

When using inferential statistics, the researcher tries to control the probability of 
making these errors in reaching conclusions about the findings. The probability of 
committing a Type I error is referred to as the α level. The α level is determined by 
the researcher of the study and can vary from study to study and from test to test. The 
α level can be considered as the probability of rejecting the null hypothesis when in 
fact it is true.

STATiSTiCAL pOwEr OF A TEST

Related to a Type I and Type II error is the statistical power of a test. Statistical power 
is defined as the probability of being able to correctly determine if a null hypothesis 
is truly false. Otherwise stated, it is how accurate a statistical test is in identifying 
significance when it truly exists. The power of a test is represented by (1 – β), with β 
representing the probability of committing a Type II error. The probability of not cor-
rectly identifying significance when it exists is the probability of a Type II error (β). 
A summary of the relationships between Type I errors, Type II errors, power levels, 
and α levels is displayed in Table 5.1 (Healey 2009, 194).

Table 5.1 Type I and Type II Errors

Null Hypothesis (H0) is true Null Hypothesis (H0) is false

Reject null hypothesis Type I Error
False Positive
α Level

Correct Outcome
True Positive
1- α

Fail to reject null hypothesis Correct Outcome
True Negative
1-β

Type II Error
False Negative
β
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48 Chapter 5

inFErEnTiAL STATiSTiCS TEST prOCEdurE

Performing an inferential statistical test can be best accomplished using the following 
seven-step process:

1. Developing a statistical hypothesis
2. Choosing the appropriate statistical test or procedure
3. Determining the statistical distribution
4. Determining significance levels
5. Formulating a decision rule
6. Running the statistical test
7. Formulating a conclusion and making a decision

1. developing a Statistical Hypothesis

The researcher must establish the null hypothesis and the alternative hypothesis. The 
hypotheses play the most crucial role in statistical testing. The hypotheses are used to 
determine the format in which the data must be collected, the nature of the distribution 
that the data will follow, the statistical test that must be used to test the hypothesis, and 
the critical regions of the curve that will be used.

2. Choosing the Appropriate Statistical Test or procedure

Once the hypotheses are developed, the statistical test that must be used to test them 
is fairly easy to select. Statistical tests and procedures for the most part test a limited 
number of hypotheses. With the test or procedure identified, the researcher must 
identify the statistical assumptions for that particular test. Statistical assumptions 
are the criteria that one must meet in order to use the statistical test appropriately 
and ensure that the obtained results are valid. As already discussed, the assumptions 
include the type of data being analyzed and the hypotheses being tested. Additional 
hypotheses include randomness of the data being used and minimum numbers of cases 
in the study, to name a few. Violating assumptions of the statistical test can result in 
incorrect conclusions.

3. determining the Statistical distribution

The statistical distribution of the data is mostly determined by the format of the data 
and the assumptions of the statistical tests that will be used on the data. Distributions 
can include the normal distribution, t distribution, and chi-square, to name a few. 
Statistical tests and procedures are performed with a specific distribution in use.

4. determining Significance Levels

Significance levels are determined using the distribution, α level, and whether it is 
a one-tailed test or two-tailed test. The significance levels identify the areas of the 
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 Statistical Tests 49

distribution in which an obtained test or procedure must fall to be considered signifi-
cant. As discussed earlier, the researcher determines the α level. With the α level and 
knowing if the test is one-tailed or two-tailed from the hypothesis being tested, the 
significance levels or cutoff scores can be determined.

5. Formulating a decision rule

The decision rule is a statement developed by the researcher that describes at 
which point the null hypothesis is to be rejected and the alternative accepted. When 
establishing rejection rules, significance of a test or procedure is met when the 
obtained test procedure value is greater than the identified cutoff score. An example 
of a decision rule would be as follows:

The researcher will reject the null hypothesis and accept the alternative hypothesis 
if the obtained z-score is greater than the cutoff score.

6. running the Test

With all of the previous steps completed, the researcher can perform the statistical test. 
This step is a matter of calculating the result.

7. Formulating a Conclusion and making a decision

The final step in this inferential statistical process is the formulation of a decision 
based on the results of the statistical test. If the statistical test is significant, then the 
researcher rejects the null hypothesis and accepts the alternative. The probability of 
making an incorrect decision based on the results when doing so is equal to the α 
level. On the other hand, if the test is not significant, the researcher accepts the null 
hypothesis and concludes that the results are not significant.

SummAry

Statistical testing allows the researcher to make inferences about the data from a sam-
ple to a larger population. To be able to take this step, the researcher needs to obtain 
results from a sample, and with a degree of certainty infer the results to the population 
without actually having to survey all members of the population.

Statistical testing begins with the formulation of a null and alternative hypothesis. 
Both must be properly stated in order to correctly select the statistical procedure that 
tests that type of hypothesis. The next step in hypothesis testing is to select an α 
level. The α level is the probability of committing a Type I error or rejecting the null 
hypothesis when the null hypothesis is false. With the α level selected, the researcher 
then develops a decision rule, performs the test, and compares the results to the criti-
cal value. With the test completed, the researcher can make a decision based on the 
results. A seven-step process, which will be used throughout the remainder of this 
book, is presented as the framework for conducting statistical tests.
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rEviEw ExErCiSES

1. Develop null and alternative hypotheses for the following situation:
A safety manager wishes to know if there are significantly more accidents in 
department A than in department B.

2. Develop null and alternative hypotheses for the following situation:
An ergonomist wishes to determine if there is a significant difference between the 
average number of repetitive motion injuries for Plant A and Plant B.

3. Develop null and alternative hypotheses for the following situation:
A safety manager wishes to determine if the average test scores for Group A are 
significantly lower than those for Group B.

4. Describe the differences between a Type I error and a Type II error.
5. What is the α level used for?
6. Describe the seven steps required to perform a statistical test.
7. What does β represent?
8. What is the difference between a one-tailed test and a two-tailed test?
9. Give an example of situation that would be tested as a one-tailed test.

10. Give an example of situation that would be tested as a two-tailed test.
11. What critical value on the normal distribution would give the researcher 99% of 

the population above the point and 1% below?
12. What critical value on the normal distribution would give the researcher 95% 

below the point and 5% above?
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In this chapter, inferential test statistics that test various hypotheses about means will 
be covered. For each test, the steps for inferential testing will be presented, as well as 
sample applications for the test statistics and procedures.

z-TEST COmpAring A SAmpLE mEAn 
TO A KnOwn pOpuLATiOn mEAn

The z-test can be used to test hypotheses involving two means. In this first example, 
hypotheses can be tested to determine if a sample mean is significantly greater than, 
less than, or different from a given population mean when the population standard 
deviation is known.

Test Assumptions

The assumptions that must be met to use the z-test include the following (Witte and 
Witte 2010, 272–274):

1. The number of subjects in the sample is greater than 25.
2. The distribution for the data on which the mean was calculated should be 

considered to follow a normal distribution.
3. The standard deviation for the population is known.

Hypothesis Construction

There are varieties of hypotheses that can be tested using the z-test. A summary of the 
hypotheses is displayed below:

1. Null Hypothesis: The sample mean is less than or equal to the population mean.
Alternative Hypothesis: The sample mean is greater than the population mean.

2. Null Hypothesis: The sample mean is greater than or equal to the population mean.

Chapter 6

inferential Statistics for means
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52 Chapter 6

Alternative Hypothesis: The sample mean is less than the population mean.
3. Null Hypothesis: The sample mean is equal to the population mean.

Alternative Hypothesis: The sample mean is not equal to the population mean.

determine Significance Levels

For each hypothesis tested, a critical score or cutoff region must be identified. This 
is done using both the hypothesis and the alpha level. For example, in hypothesis set 
1, since a greater-than sign appears in the alternative hypothesis, a one-tailed test is 
used and the critical region of the curve only appears at one end of the curve (Witte 
and Witte 2010, 218). In this case, the critical region is at the upper end of the curve. 
In Chapter 4, the critical regions of the curve were identified as the point in which 
95% of the curve lies below and 5% lies above in a one-tailed test with an alpha level 
of .05. In a two-tailed test, as would be case for the third set of hypotheses, the critical 
regions of 2.5% appear at both ends of the curve and 95% in the middle.

using a z-Table

Rather than having to calculate the critical values each time one wishes to conduct a 
z-test, the critical values can be obtained from the z-table (see the Cumulative Dis-
tribution Function for the Standard Normal Random Variable Tables located in the 
Appendix). This table provides the area of the curve that falls between a z-score on 
the curve and the end of the curve. In this example, we have a one-tailed test and we 
are looking for the point on the curve at which 95% lies below the point and 5% lies 
above it. On the z-table, the first column represents the first two digits of the z-score. 
The first row going across represents the digit that is located two places to the right of 
the decimal point in the z-score. The values in the table represent the percentage of the 
population expected to fall from the z-score value to the remaining right of the curve.

If we look at the first column and go down to the number “1.6,” then go to the 
column “.05,” we see that the value that is at the intersection of the row and column 
is “.9505.” This represents approximately 95% from the value to the left of the table 
and approximately 5% remaining in the upper area of the table.

If one were looking for the critical values for a two-tailed test, one would have to 
find the negative z-score first on the table. For example, assume an investigator is con-
ducting a two-tailed test with an alpha level of .05. She must find the critical scores at 
which 2.5% lies below and 2.5% lies above. Since the table represents the percentage 
of the population from the z-score to the left of that point, the investigator must find the 
negative z-score that accounts for 2.5% and the positive z-score that represents 97.5%. 
Going through the values on the table, the exact percentage of .0250 is found in row 
–1.9 and column .06, for a z-score of –1.96. Continuing through the table, the value 
.9750 is found at the intersection of row 1.9, and column .06 for a z-score of 1.96. 
Thus, 95% of the population can be found between the z-scores of –1.96 and +1.96.

It should be kept in mind that the table has values for positive and negative z-scores 
and that the percentages are different for each. It is also important to note that not all 
z-tables are arranged in the same manner. The investigator must be aware of how the 
table is arranged and what the table values represent.
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 Inferential Statistics for Means 53

Formulate a decision rule

The decision rule establishes the point at which the null hypothesis will be accepted 
or rejected. If the null is rejected, then the alternative is accepted. For the one-tailed 
test, the decision rule would be to reject the null hypothesis and accept the alternative 
hypothesis if the obtained z-score from the statistical test is greater than the critical 
score.

z-Test Formula

The formula for calculating the z-test is as follows (Witte and Witte 2010, 274):

 z
x

n
=

− µ
σ /

Where:
x  represents the group average
μ represents the population average
σ represents the population standard deviation
n represents the number of cases in the group 

Conclusions

The conclusions are reached by comparing the obtained z-score to the cutoff score. 
If the obtained z-score is greater than the cutoff score, then the null hypothesis 
is rejected and the alternative is accepted. The probability of rejecting the null 
hypothesis when the null hypothesis is true (committing a Type I Error) is equal to 
the alpha level.

Example z-Test problem

An industrial hygienist collected readings from a CO meter for a process that was 
running in the plant. The hygienist collected 30 samples over a two-day period. 
He wanted to determine if the average CO readings for the two-day period were 
significantly different from the manufacturer’s published average for the system. The 
manufacturer indicates that the process (treated as the known population) should have 
an average reading of 35 ppm, with a variance of 55 ppm. These values were based on 
a sample of 30 readings. The data were collected and analyzed as follows:

Assumptions: The data meet the assumptions for the z-test because

1. It can be assumed that the data meets the normal distribution because CO readings 
are measured on a ratio scale.

2. There is a sufficient number of cases (N > 25).
3. The population mean and standard deviation are known.
4. The hypothesis being tested consists of comparing two means.
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Hypothesis: The industrial hygienist wishes to determine if the obtained average is 
significantly different from the manufacturer’s obtained average. The null and 
alternative hypotheses are as follows:

Null Hypothesis: The sample mean is equal to the population mean of 35 ppm.
Alternative Hypothesis: The sample mean is not equal to the population mean of 

35 ppm.

Decision Rule: The industrial hygienist selected an alpha level of .05; therefore, since 
a two-tailed test is being conducted, he will reject the null hypothesis and accept the 
alternative if the obtained z is greater than ± 1.96.

The ppm readings the industrial hygienist obtained were as follows:

23 21 33 22 26
23 15 32 21 35
24 19 21 23 44
44 37 14 33 37
34 29 30 30 21
23 30 35 25 18

To calculate z, the industrial hygienist must determine the variance and the average 
ppm reading. Using the formulas provided in Chapter 4, the sample mean was found 
to be 27.4 ppm. The known population mean was 35 ppm and the standard deviation 
is 7.4 (derived from the variance of 55).

 z = − = −27 4 35

7 4 30
5 63

.

. /
.

Conclusions: The obtained z-score of –5.63 is greater than the critical score of 
–1.96 and thus would fall into the shaded area of the curve. Therefore, the industrial 
hygienist would reject the null hypothesis and accept the alternative hypothesis. 
He would conclude that the mean CO readings between the obtained plant readings 
and the manufacturer’s readings are significantly different.

indEpEndEnT SAmpLES z-TEST

In some cases, a researcher may wish to compare the averages from two independent 
samples.

Test Assumptions

To use the z-test for independent samples, the sample sizes should be large (i.e., more 
than 30 cases in each group) and the measures should be interval or ratio data.
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independent Samples z-Test Formula

The formula for the independent samples z-test is (Witte and Witte 2010, 274):

 z
x x

n n

A B

A

A

B

B

=
 − 

+
σ σ2 2

Where:
x represents the group average
σ2 represents the group variance
n represents the number of cases in the group 

Example independent Samples z-Test problem

An example could be comparing the average number of hazards identified over ten 
inspections by two different supervisors. The data and summary statistics appear in 
the following table:

Inspection Supervisor 1 Supervisor 2
1 2 8
2 4 6
3 3 7
4 2 6
5 3 5
6 5 7
7 4 8
8 3 7
9 4 6

10 5 5
11 6 6
12 5 8
13 4 6
14 3 5
15 3 6
16 5 7
17 4 8
18 3 6
19 2 5
20 4 4
21 5 6
22 6 5
23 5 4
24 4 6
25 3 5
26 3 4
27 5 3
28 4 6
29 2 7
30 4 4

Average 3.83 5.87
Standard Deviation* 1.13 1.31

*The standard deviation is calculated using the formula for a population standard deviation.
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Hypothesis Construction

The hypotheses tested in this example are:

Null Hypothesis: The average number of hazards found by Supervisor 1 is equal to the 
average number of hazards found by Supervisor 2.

Alternative Hypothesis: The average number of hazards found by Supervisor 1 is not 
equal to the average number of hazards found by Supervisor 2.

Decision Rule: The researcher selected an alpha level of .05; therefore, since a 
two-tailed test is being conducted, he will reject the null hypothesis and accept the 
alternative if the obtained z is greater than ± 1.96.

Using the formula presented above, the following result was obtained:

 z =  − 

+

= −3 83 5 87

1 13

30

1 31

30

6 48
2 2

. .

. .
.

Conclusions

The obtained z-score of −6.48 is greater than the critical score of −1.96 and thus would 
fall into the shaded area of the curve. Therefore, the researcher would reject the null 
hypothesis. He would conclude the average number of hazards found by Supervisor 1 
are significantly different to the average number of hazards found by Supervisor 2.

t-TEST FOr A SingLE mEAn

As with z-test, the t-test can be used to test hypotheses involving two means. The 
major difference between the two tests is in the number of cases involved. T-tests are 
used when the number of cases does not meet the minimum of 30. The t-statistic is 
also used to test the hypothesis that a sample comes from a population with a known 
mean but an unknown standard deviation.

Test Assumptions

The assumptions that must be met to use the t-test include the following (Kushwaha 
and Kumar 2009, 248):

1. The number of subjects in the sample is less than 30.
2. The sample observations are of a random nature.
3. The data are considered to be continuous.
4. The standard deviation for the population mean is unknown.
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Hypothesis Construction

There are varieties of hypotheses that can be tested using the t-test. Following is a 
summary of the hypotheses.

1. Null Hypothesis: The sample mean is less than or equal to the population mean.
Alternative Hypothesis: The sample mean is greater than the population mean.

2. Null Hypothesis: The sample mean is greater than or equal to the population mean.
Alternative Hypothesis: The sample mean is less than the population mean.

3. Null Hypothesis: The sample mean is equal to the population mean.
Alternative Hypothesis: The sample mean is not equal to the population mean.

determine Significance Levels

For each hypothesis tested, a critical score or cutoff region must be identified. This 
is done by using both the hypothesis and the alpha level. For example, in hypothesis 
set 1, since a greater-than sign appears in the alternative hypothesis, a one-tailed test 
is used, and therefore the critical region of the curve only appears at one end of the 
curve. In this case, it is at the upper end of the curve. In Chapter 5, the critical regions 
of the curve were identified as the point where 95% of the curve lies below it and 5% 
lies above it in a one-tailed test with an alpha level of .05. For a two-tailed test, 2.5% 
lies above the upper critical value and 2.5% lies below the lower critical value.

To determine the critical values for the t-test, one must calculate the degrees of 
freedom for the test and use the t-table for the appropriate alpha level. (A t-table is 
presented in the Appendix.) The first column of the table represents the degrees of 
freedom, while each row represents the alpha level for a one-tailed test. In an example, 
an investigator wanted to determine the critical value for a one-tailed t-test for a study 
that has 10 degrees of freedom and an alpha level of .05. Going down the first column 
to 10 and across to the column marked .05, the critical value of 1.8125 is present. 
This represents the critical value for the test. If the obtained t score is greater than this 
value, then the null hypothesis is rejected and the alternative is accepted.

To identify the critical t value for a two-tailed test, one needs to divide the 
two-tailed alpha level by two and read the critical value in that column. For example, 
the investigator wishes to determine the critical value for a t-test with 15 degrees of 
freedom, a two-tailed test, and an alpha level of .05. To do this, go down the first 
column to 15 and across to the .025 column (.05/2). The critical value that intersects 
this row and column is 2.1314. As is the case with z-tables, t-tables vary in format, so 
the investigator must know how the table is arranged.

Formulate a decision rule

The decision rule establishes the point at which the null hypothesis will be accepted 
or rejected. If the null is rejected, then the alternative is accepted. For the one-tailed 
test, the decision rule would be to reject the null hypothesis and accept the alternative 
hypothesis if the obtained t score from the statistical test is greater than the critical score.
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t-Test Formula for a Single mean

To test the hypothesis that a sample comes from a population with a known mean but 
an unknown standard deviation, a t-statistic is used.

 t
x

s n
=

 − µ
/

 

Where:
x represents the group average
μ represents the population averages
s represents the sample standard deviation
n represents the number of cases in the group 

The significance level is determined using (n – 1) degrees of freedom. The obtained 
t-statistic is compared to the significance level and the appropriate decision is made.

Conclusions

The conclusions are reached by comparing the obtained t score to the cutoff score. 
If the obtained t-score is greater than the cutoff score, then the null hypothesis is 
rejected and the alternative is accepted. The probability of incorrectly rejecting the 
null hypothesis (Type I Error) because of the results is equal to the alpha level.

Example t-Test problem

A safety manager wants to determine if there is a significant difference in her plant’s 
average loss per vehicle accident compared to the company average. The plant had 
15 vehicle accidents in her sample. She wants to compare her plant average to the 
company average of $3,200.

Assumptions: The data meets the assumptions for the t-test because

1. It can be assumed that the data follows a continuous distribution, since dollar losses 
are measured on a ratio scale.

2. There is a small number of cases (N < 25).
3. The population standard deviation will be estimated using the pooled sample 

standard deviation.
4. The hypothesis being tested consists of comparing two means.

Hypothesis: The safety manager wishes to determine if the obtained plant aver-
age is significantly different from the company average. The null and alternative 
hypotheses are as follows:

Null Hypothesis: The sample mean is equal to the company average of $3,200.
Alternative Hypothesis: The sample mean is not equal to the company average of 

$3,200.
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Decision Rule: The safety manager selected an alpha level of .05; therefore, since a 
two-tailed test is being conducted, she will reject the null hypothesis and accept the 
alternative if the obtained t is greater than ± 2.1448 (α = .05, df = 14). Since this is a 
two-tailed test, use the .025 column.

Calculate t: The accident losses the safety manager obtained are as follows:

$2,500 $1,800 $2,700 $3,500 $900
$3,500 $2,200 $700 $5,600 $1,900
$5,200 $1,200 $3,700 $5,500 $1,800

To calculate t, the safety manager must determine the standard deviation and the 
average dollar loss per accident. Using the formulas provided in Chapter 4, the sample 
standard deviation was determined to be $1,615 and the mean $2,847.

The next step is to calculate the pooled standard deviation (S
p
), t, and degrees of 

freedom. The results are as follows:

 t

df n

=
 − 

= −

=  −  = 

2 847 3 200

1 615 15
85

1 14

, ,

, /
.

 

Conclusions: The obtained t score of –.85 is not greater than the critical score of 
2.1448, and therefore would not fall into the shaded area of the curve. The safety 
manager would accept the null hypothesis and conclude that the mean loss per vehicle 
accident for her plant is not significantly different than the company average.

t-TEST FOr indEpEndEnT SAmpLES

As with the z-test, there is a comparable t-test that can be used to compare two means 
from independent samples. This test can be used when the assumptions of the z-test 
cannot be met. The formula for calculating the t-test is as follows (Kuzma 1992, 110):

 

t
x x

Sp
n n

Sp
S n S n

n n

 =
1 1

A B

A B

A A B B

A B

−

+

=
− + −

+ −

2 21 1

2

( ) ( )

Where:
x  represents the group average
S2 represents the group variance
n represents the number of cases in the group
df = n

A
 + n

B
 − 2
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pAirEd SAmpLES t-TESTS

The paired t-test can be used to test hypotheses involving two means from paired 
observations. In this study, each subject is measured twice and the average differences 
between trial 1 and trial 2 are compared. These are also referred to as dependent obser-
vations. The hypotheses that can be tested include whether the differences between the 
two means are significantly greater, less than, or different from each other.

Test Assumptions

The assumptions that must be met to use the paired t-test include the following (Witte 
and Witte 2010, 457–458):

1. There are two measures for each subject in the study.
2. The measures are continuous data.

Hypothesis Construction

There are varieties of hypotheses that can be tested using the paired t-test. Following 
is a summary of the hypotheses.

Null Hypothesis: The mean difference scores are equal to zero (no difference).
Alternative Hypothesis: The mean difference scores are not equal to zero (significantly 

different).
Null Hypothesis: The difference scores are greater than or equal to zero.
Alternative Hypothesis: The difference scores are less than zero.
Null Hypothesis: The difference scores are less than or equal to zero.
Alternative Hypothesis: The difference scores are greater than zero.

determine Significance Levels

For each hypothesis tested, a critical score or cutoff region must be identified. This 
is done by using the hypothesis, the alpha level, and the degrees of freedom as was 
done in the previous t-test. For a one-tailed test with an α level of .05, the critical 
region of the curve only appears at one end of the curve. For a two-tailed test, 2.5% 
lies at both ends of the curve and 95% in the middle. A t-table is used to identify the 
critical score.

Formulate a decision rule

The decision rule establishes the point at which the null hypothesis will be accepted 
or rejected. If the null hypothesis is rejected, then the alternative is accepted. For the 
one-tailed test, the decision rule would be to reject the null hypothesis and accept the 
alternative hypothesis if the obtained t score from the statistical test is greater than the 
critical score.
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Test Formula

The formula for calculating the paired t-test is as follows (Witte and Witte 2010, 
457–458):

 t
D

Sd n
= − 0

/

Where:
D represents the average difference score
Sd represents the sample standard deviation
n represents the number of cases in the group
df = n − 1

The sample standard deviation is calculated using the following formula:

 Sd
n D d

n n
=

−
−

Σ Σ2 2

1

( )

( )

Conclusions

The conclusions are reached by comparing the obtained t score to the cutoff score. 
If the obtained t score is greater than the cutoff score, then the null hypothesis is 
rejected and the alternative is accepted. The probability of incorrectly rejecting the 
null hypothesis (Type I Error) because of the results is equal to the alpha level.

Example paired Sample t-Test problem

A training manager measured the test scores of 10 forklift drivers before and after 
a training program. He wanted to know if there were significant differences in the 
average before and after test scores for the subjects.

Assumptions: The data meet the assumptions for the paired t-test because:

1. There are two measures for each subject in the study.
2. The measures are continuous data.
3. The hypothesis being tested consists of comparing two means.

Hypothesis: The training manager wishes to determine if there are significant dif-
ferences in the average before and after test scores for the subjects. The null and 
alternative hypotheses are as follows:

Null Hypothesis: The average difference score is equal to 0.
Alternative Hypothesis: The average difference score is not equal to 0.

Decision Rule: The training manager selected an alpha level of .05, a two-tailed 
test is being conducted, and there are 9 degrees of freedom in this study (n – 1). 
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The manager will reject the null hypothesis and accept the alternative if the obtained 
t is greater than ± 2.262 (α = .05 and df = 9).

Calculate t

The data was collected and analyzed as follows:

Case Test 1 Test 2
Difference Score
(Test 2 – Test 1) D2

1 78 83 5 25
2 76 91 15 225
3 70 84 14 196
4 66 75 9 81
5 90 94 4 16
6 77 80 3 9
7 65 76 11 121
8 55 59 4 16
9 83 88 5 25

10 92 97 5 25
Total 75 739
Average 7.5

The first step in the analysis is to calculate the standard deviation for the difference 
scores (Sd).

 Sd =
−
−

=
( )( ) ( )

( )
.

10 739 75

10 10 1
4 43

2

Next, t is calculated as:

 t = − =7 5 0
4 43 10

5 35.
. /

.

Conclusions: The obtained t score of 5.35 is greater than the critical score of ± 2.262 
and would fall into the shaded area of the curve. Therefore, the training manager 
would reject the null hypothesis and conclude that the difference between the before 
and after scores for this sample is significantly greater than 0.

OnE-wAy AnALySiS OF vAriAnCE

A one-way analysis of variance (ANOVA) procedure can be used to test hypotheses 
that compare more than two means. The ANOVA procedure uses an F ratio statis-
tic to determine if there are significant differences between the means being tested. 
To determine where the significance lies between the means, follow-up or post hoc 
tests must be performed.
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The ANOVA procedure makes comparisons about two different estimates of a 
population variance to test a hypothesis concerning the population mean: the within-
group variance and the between-group variance. The within-group variance describes 
the variation of the data within each group of data, while the between-group variance 
describes the variation in the data from group to group. Together, these variances are 
used to derive the F ratio, which in turn is used to determine significance of the entire 
data set.

procedure Assumptions

There are two major assumptions for an ANOVA procedure (Healey 2009, 240). They 
are that:

1. The data within each group are continuous data and are normally distributed. 
This means that if a histogram of the data for each group were constructed, the 
histogram would form a bell-shaped curve.

2. The data are independent for each observation and for each group.
3. The level of measurement of the dependent variable is interval-ratio.
4. The population variances are equal.

Hypothesis Construction

In a one-way ANOVA, there are two variables for each observation. The first variable 
is the grouping variable. This variable is used to break the observations down into 
various groups, and then comparisons are made between them. The other variable is 
the continuous variable that is measured for each subject.

The null hypothesis for a one-way ANOVA is that there is no significant difference 
between means for the various groups of data. The alternative hypothesis is that there 
is a significant difference.

The ANOVA hypothesis for the three groups is as follows:

Null Hypothesis: The means for the three groups are equal.
Alternative Hypothesis: The means for the three groups are not equal.

procedure Formulas

The ANOVA procedure uses a standard format for presenting the results. A summary 
table is presented in Table 6.1.

Table 6.1 ANOVA Summary Table

Source of Variation Sum of Squares DF Mean Squares F Ratio

Between
Within
Total

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight



64 Chapter 6

As discussed previously, the comparisons between groups and within groups are 
used to form the F ratio. The sum of the between and within sum of squares yields 
the total sum of squares. Likewise, the between and within degrees of freedom yield 
the total degrees of freedom. The following steps are used to calculate a one-way 
ANOVA.

Step 1: Arrange the raw data table. The first step in calculating the ANOVA is to 
arrange the raw scores for each observation into a table.

Group 1 Group 2 Group 3

10 12 18
14 11 19
13 11 16
10 13 22
11 13 17

Step 2: Develop the null and alternative hypotheses.

Null Hypothesis: Mean of group 1 = Mean of group 2 = Mean of group 3 (all group 
means are equal).

Alternative Hypothesis: All group means are not equal.

Step 3: Calculate the group means and the grand mean. The averages for each group 
are calculated along with the overall grand mean for all observations.

Group 1 Group 2 Group 3

 X X2 X X2 X X2

10 100 12 144 18 324
14 196 11 121 19 361
13 169 11 121 16 256
10 100 13 169 22 484
11 121 13 169 17 289

Group Total 58 686 60 724 92 1,714
Group Mean 11.6 12.0 18.4
Grand Mean 14.0

Step 4: Calculate the between-group sum of squares.

The between-group sum of squares is calculated by summing the squared deviations 
between each group. For each group, the number of cases in the group is multiplied 
by the squared difference between the group mean and the grand mean. The results for 
each group are summed to yield the between-group sum of squares.
The formula to calculate the between-group sum of squares is (Healey 2009, 237):

 SSBetween = −ΣN X Xk k( )2
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Where:
N

k
 is the number of cases in a group

X k  is average of a group

Using the data in the example, the following would be performed:

 SS
Between 

= 5(11.6 – 14)2 + 5(12 – 14)2 + 5(18.4 – 14)2 = 145.6

Step 5: Calculate the total sum of squares.
The total sum of squares is calculated by determining the sum of squared deviation 
score for each raw score from the general grand mean (Healey 2009, 239):

 SSTotal = −Σ Σ
X

X

N
2

2( )

Where:
ΣX2 is the sum of the squared values
(ΣX)2 is the sum of values square
N is the number of cases

Using the data in the example, the following would be performed:

 
SSTotal = + + − + +







 =( , )

( )
.686 724 1 714

58 60 92

15
184 0

2

Step 6: Calculate the sum of squares within.
Because the total sum of squares is the sum of the sum of squares between plus within, 
one can derive the sum of squares within by subtracting the sum of squares between 
from the total sum of squares.

 SS
Within 

= SS
Total 

– SS
Between

Using the data in the example, the following would be performed:

 SS
Within 

= 184.0 – 145.6 = 38.4

Step 7: Calculate degrees of freedom.
The degrees of freedom are calculated for the between sum of squares and the within 
sum of squares. Like the sum of squares, the sum of the between and within sum of 
squares yield the total sum of squares. The between degrees of freedom is the number 
of groups minus one, while the within degrees of freedom is the number of subjects 
minus the number of groups.

 Within degrees of freedom = (number of subjects – number of groups)

 Between degrees of freedom = (number of groups – 1)

 Total degrees of freedom = (number of subjects – 1)
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Using the data in the example, the following would be performed:

 DF
Between

 = 3 – 1 = 2

 DF
Within

 = 15 – 3 = 12

 DF
Total

 = 15 – 1 = 14

Step 8: Calculate the mean squares.
The mean squares (MS) are calculated by dividing the sum of squares by their 
respective degrees of freedom.

 MS
Within

 = SS
Within

/DF
Within

 MS
Between

 = SS
Between

/DF
Between

Using the data in the example, the following would be performed:

 MS
Within

 = 38.4/12 = 3.2

 MS
Between

 = 145.6/2 = 72.8

Step 9: Calculate the F ratio.
The F ratio is calculated by dividing the mean squares between by mean squares 
within.

 F ratio = MS
Between

/MS
Within

Using the data in the example, the following would be performed:

 F ratio = 72.8 / 3.2 = 22.75

Using all of the results computed in the previous steps, the completed one-way 
ANOVA table would appear as depicted in Table 6.2.

Table 6.2 ANOVA Summary Table

Source of Variation Sum of Squares DF Mean Squares F Ratio

Between 145.6 2 72.8 22.75
Within 38.4 12 3.2
Total 184 14

With the table completed, the statistical hypothesis testing and conclusions can now 
be reached.

Hypothesis Construction

The researcher wishes to determine if there is a significant difference between the 
means for three groups. The null and alternative hypotheses are as follows:
Null Hypothesis: The means for the three groups are equal.
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Alternative Hypothesis: The means for the three groups are not equal.

Formulate a decision rule

The decision rule for ANOVA is based on the alpha level selected by the researcher and 
the degrees of freedom between and degrees of freedom within. With an alpha level of 
.05 and degrees of freedom of 2 and 12, the cutoff score is obtained from the F distribu-
tion table located in the Appendix. The table values are for an alpha level of .05. If the 
researcher wishes to select an alpha level of .01, he must use the F distribution table for 
the .01 level. The first column of the table is the within degrees of freedom (v2), and 
the first row is the between degrees of freedom (v1). For this example, the researcher 
would go down the first row to 12 and across the first column to 2. The number in the 
table at the intersection of these two points is the critical value, 3.89 on the 5% Critical 
Value F Table. If the obtained F ratio from the statistical procedure is greater than the 
table value, then the null hypothesis is rejected and the alternative is accepted.

Calculate F ratio

The previous section covered in detail the procedure necessary to calculate the F ratio. 
The obtained F ratio for this example was 22.75.

Conclusions

The obtained F ratio of 22.75 is greater than the critical score of 3.89 and would fall 
into the shaded area of the curve. The researcher would reject the null hypothesis and 
conclude that the means for the three groups are significantly different from one another.

pOST HOC prOCEdurES

The ANOVA procedure is used to determine whether means are significantly different 
from one another. It does not tell the researcher where the significance lies in regard 
to the specific means. For example, in the problem where three means were compared, 
the researcher cannot determine from the ANOVA if Group 1 is significantly different 
from Group 2 or if Group 2 is significantly different from Group 3 and so on. To make 
these determinations, a secondary test must be performed called a post hoc test. Post 
hoc tests are pairwise comparisons of means. To perform a post hoc test, a significant 
ANOVA must be obtained first.

TuKEy’S HSd

While the ANOVA procedure indicates a significant difference between group means, 
it does not indicate between which groups the significance lies. Post hoc tests compare 
the pairs of group means to answer this question. You must first obtain a significant 
ANOVA result before the post hoc tests can be used. There are many types of post 
hoc tests that can be performed. The major difference among the tests is the degree 
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of difference in the pairs of means that must be found in order for the difference to 
be considered significant. An example of one such test is Tukey’s Honest Significant 
Difference (HSD). Tukey’s HSD was designed for a situation with equal sample sizes 
per group, but can be adapted to unequal sample sizes as well (the simplest adaptation 
uses the harmonic mean of n-sizes as n*). The formula is:

 Tukey’s HSD = 

MS
1

1 2

Within

M M

n

−







Where:
M

1
 and M

2
 are the group means 

MS
Within

 is the Mean Squares Within (error)
n is the number of cases in each group

Calculate Tukey’s HSd

The cutoff score for determining significance with the Tukey’s HSD test is obtained 
from the studentized range distribution (Q) table using the degrees of freedom from 
the error term (within groups) term (first table column) and the number of groups (first 
table row). In this example, the degrees of freedom for the error term are 12 and there 
are 3 groups. Using an α level of .05, the critical value from the Studentized Range 
Q table is 3.773. A copy of the table appears in the Appendix. Using the formula 
presented, Tukey’s HSD test was calculated as follows:
Comparing Group 1 to Group 2

 Tukey’s HSD = 
11.6 12.0

3.2
1
5

 .50
−









=

Comparing Group 1 to Group 3

 Tukey’s HSD = 
11.6 18.4

3.2
1
5

 5.40
−

−








=

Comparing Group 2 to Group 3

 Tukey’s HSD = 
12.0 18.4

3.2
1
5

8.00
−

−








=

Formulate a decision rule

These obtained Tukey HSD values are compared to the Studentized Range Q Value 
to determine significance. If the calculated value is greater than the table value of 
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3.773, then the two means are considered significantly different from one another 
at an α level = .05. Following this procedure, the differences in averages between 
Groups 1 and 3 and Groups 2 and 3 are significant. The difference in averages between 
Groups 1 and 2 is not significant.

Example AnOvA problem

A safety manager wants to determine if there is a significant difference over a seven-
month period in the mean number of accidents each month for three plants he manages.

Step 1: Arrange the raw data table.

Plant A Plant B Plant C

3 4 7
2 7 9
3 9 8
4 5 6
6 8 4
5 5 7
3 8 3

Step 2: Develop the null and alternative hypotheses.

Null Hypothesis: All group means are equal.
Alternative Hypothesis: All group means are not equal.

Step 3: Calculate the group means and the grand mean. The averages for each group 
are calculated, along with the overall grand mean for all observations.

Plant A X2 Plant B X2 Plant C X2

3 9 4 16 7 49
2 4 7 49 9 81
3 9 9 81 8 64
4 16 5 25 6 36
6 36 8 64 4 16
5 25 5 25 7 49
3 9 8 64 3 9

Total 26 108 46 324 44 304
Group Mean 3.71 6.57 6.29

Grand Mean 5.52

Step 4: Calculate the between-group sum of squares.

 SS
Between 

= 7(3.71 – 5.52)2 + 7(6.57 – 5.52)2 + 7(6.29 – 5.52)2 = 34.67

Step 5: Calculate the total sum of squares.

 
TotalSS = + + − + +







 =( )

( )
.108 324 304

26 46 44

21
95 24

2
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Step 6: Calculate the sum of squares within.

 SS
Within 

= 95.24 – 34.67 = 60.57

Step 7: Calculate degrees of freedom.

 DF
Within

 = 21 – 3 = 18

 DF
Between

 = 3 – 1 = 2

 DF
Total

 = 21 – 1 = 20

Step 8: Calculate the mean squares.
The mean squares are calculated by dividing the sum of squares by their respective 
degrees of freedom.

 MS
Within

 = SS
within

/DF
Within

 MS
Between

 = SS
between

/DF
Between

Using the data in the example, the following would be performed:

 MS
Within

 = 60.57/18 = 3.37

 MS
Between

 = 34.67/2 = 17.33

Step 9: Calculate the F Ratio.
The F ratio is calculated by dividing the mean squares between by mean squares 
within.

 F ratio = MS
Between

/MS
Within

Using the data in the example, the following would be performed:

 F ratio = 17.33 / 3.37 = 5.14

Using all of the results competed in the previous steps, the completed one-way 
ANOVA table would appear as depicted in Table 6.3.

Table 6.3 ANOVA Summary Table

Source of Variation Sum of Squares DF Mean Squares F Ratio
Between 34.67 2 17.33 5.14
Within 60.57 18 3.37
Total 95.24 20

With the completed table, the statistical hypothesis testing and conclusions can now 
be reached.
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Hypothesis: The researcher wishes to determine if there is a significant difference 
between the means for the three groups. The null and alternative hypotheses are as 
follows:

Null Hypothesis: The means for the three groups are equal.
Alternative Hypothesis: The means for the three groups are not equal.

Formulate a decision rule

The decision rule for ANOVA is based on the alpha level selected by the researcher 
and the degrees of freedom between and the degrees of freedom within. With an alpha 
level of .05 and degrees of freedom of 2 and 18, the cutoff score obtained from the F 
distribution table is 3.55.

Calculate F ratio

The obtained F ratio for this example was 5.14.

Conclusions

The obtained F ratio of 5.14 is greater than the critical score of 3.55 and would fall 
into the shaded area of the curve. The researcher would reject the null hypothesis 
and conclude that the means for the three groups are significantly different from one 
another.

run post Hoc Tests

The next step is to determine where these significance lie between the groups. 
The Tukey HSD tests determined the following:
Comparing Plant A to Plant B

 Tukey’s HSD = 
3.71 6.57

3.37
1

 4.14
−

7








= −

Comparing Plant A to Plant C

 Tukey’s HSD = 
6.57 6.29

3.37
1

 .41
−









=

7

Comparing Plant B to Plant C

 Tukey’s HSD = 
3.71 6.29

3.37
1

3.74
−









= −

7
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To determine the significance of the Tukey HSD values, the critical score is deter-
mined using the Studentized Q Range of 18 df error (within) and 3 groups. The criti-
cal score from the table is 3.609. The results indicate there are significant differences 
between the averages for Plants A and B and Plants B and C.

SummAry

There are many statistical tests available to researchers for the purpose of testing 
hypotheses that compare means. The basic comparisons are those that compare two 
means. An assumption of normality must be met to use the z-test. If this assumption 
cannot be met, then the t-test is an alternative. More complex hypotheses concerning 
means include t-tests for paired comparisons and the ANOVA procedure.

The one-way ANOVA procedure can be used to determine if there are significant 
differences in mean values across groups in a sample. Using the F ratio and F distribu-
tion to determine significance, post hoc procedures must be used to determine exactly 
where the significant difference lies between pairs of means.

rEviEw ExErCiSES

1. Describe the situations in which a researcher would choose the z-test over a t-test.
2. Provide an example of a null and alternative hypothesis for each of the following 

procedures.
 z-test t-test one-way ANOVA

3. What critical score should a researcher use if he is running a z-test for the follow-
ing null and alternative hypotheses (assuming alpha level = .05)?

Null Hypothesis: The mean difference scores are equal to zero (no difference).
Alternative Hypothesis: The mean difference scores are not equal to zero (signifi-
cantly different).

4. What critical score should a researcher use if he is running a t-test for the fol-
lowing null and alternative hypotheses (assuming alpha level = .05 and df = 30)?

Null Hypothesis: The difference scores are greater than or equal to zero.
Alternative Hypothesis: The difference scores are less than zero.

5. What information is used to determine the critical score for a one-way ANOVA?
6. A trainer wishes to compare the average test score for his class to the national 

averages. The trainer believes his class scored significantly higher than the aver-
age. The national average is 86% (SD = 10, N = 100), and his class scored 94%, 
with a standard deviation of 3.0. Assume an α level of .05 and a sample size of 50. 
Provide the hypothesis being tested, the rejection rule, the results, and the decision 
that one should make on the basis of the results.

7. A training manager collected data from a group of 10 subjects. Each subject was 
observed and the number of unsafe acts was recorded. The subjects then partici-
pated in a safety awareness training program. They were again observed, and the 
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unsafe acts recorded. How would the manager set up a statistical test to determine 
if there were any changes in the unsafe acts observed?

8. A safety manager wanted to determine if there was a significant difference in the 
average number of accidents before lunch than after. He compared the average 
number of accidents of two groups of employees. The manager recorded the num-
ber of accidents for 20 employees before lunch and 20 different employees after 
lunch. Each month, one group averaged 2 accidents, with a standard deviation of 
0.03 before lunch, while the other group averaged 3 accidents, with a standard 
deviation of 0.15 after lunch. Are there significantly more accidents for the after-
lunch group? Provide the hypothesis being tested, the rejection rule, the results, 
and the decision that one should make on the basis of the results. Use an alpha 
level of .05.

9. An environmental researcher believed that there were significantly different blood 
lead levels for children living in three different buildings in a housing complex. 
The researcher ran an ANOVA procedure and obtained the following results:

Source of Variation DF Sum of Squares Mean Squares F

Between 2 14,230 7,115 1.74
Within 9 36,720 4,080
Total 11 50,950

Provide the seven steps for the analysis. What conclusions should be drawn from this 
study?

10. What t score would give a researcher 10% of the population at each end of the 
curve and 80% of the cases in the middle section (Assume df = 24)?

11. A researcher was performing a one-way ANOVA. He identified the df
Within

 to be 15 
and the df

Between
 to be 4. What is the critical score, assuming α = .05?
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COrrELATiOn

Correlation procedures are used to indicate a measure of association (i.e., some rela-
tion) between two or more variables (Healey 2009, 294–297). Although a correla-
tion does not necessarily imply cause and effect, it is often incorrectly interpreted as 
implying a cause-and-effect relation. An experiment is needed to show a cause-and-
effect relation.

There are various correlation procedures available. The procedure used depends 
on the format of the data. When two variables are being correlated, it is referred to 
as bivariate correlation. When more than two variables are used, it is referred to as 
multiple correlation.

The two variables of bivariate correlation are the dependent variable and the inde-
pendent variable. The independent variable influences the dependent variable, and 
the correlation coefficient is a measure of this association. Each subject or case in 
a correlation procedure is measured by the two variables. One can graph the cases 
in what is called a scatterplot to depict the relation. A scatterplot is set up with the 
independent variable along the horizontal x-axis and the dependent variable along the 
vertical y-axis. Each point on the scatterplot represents one case.

The result of a correlation procedure is the correlation coefficient, which can be 
represented by r. The correlation coefficient indicates the strength of the association 
between the variables and the type of association present. Correlation coefficients 
run along a continuum from –1.00 to +1.00, with 0 as the midpoint. A correlation 
coefficient of –1.00 is referred to as a perfect inverse correlation, while a correlation 
coefficient of +1.00 is referred to as a perfect positive correlation. With a negative or 
inverse correlation, the y variable decreases as the x variable increases. With a positive 
correlation the y variable increases as the x variable increases. Figure 7.1 depicts the 
positive and negative correlation coefficients.

Scatterplot A represents a positive correlation. As the values along the horizontal 
axis increase, the corresponding values on the vertical axis also increase. Scatterplot B, 
on the other hand, represents a negative or inverse relation. As the values on the 
horizontal axis increase, the corresponding values on the vertical axis decrease.

Chapter 7

Correlation and regression
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Scatterplots can also be used to depict the strength of the correlation or relation 
between two variables. As the correlation coefficient nears 0, this is referred to as 
having no correlation or relation. The points on a scatterplot in this case tend to appear 
as a cloud with no real pattern toward either a positive or a negative correlation. 
In Figure 7.2, scatterplot A represents a weak correlation. Moving away from the 0 
in either direction, the strength of the association increases. As the points on a scat-
terplot approach a straight line, the correlation coefficient approaches 1.00. Scatterplot 
B represents a strong negative correlation. Scatterplots that range between a perfectly 
straight line and a circular cloud can then represent correlations between 0 and 1.00. 
Scatterplot C depicts a moderate positive correlation.

Another measure for the correlation coefficient is r2. Squaring the correlation coef-
ficient gives the researcher an indication of the amount of variability in the dependent 
variable that can be directly attributed to the independent variable. This is referred 
to as the coefficient of determination. For example, if a correlation coefficient of .75 
was obtained from a correlation procedure, then .752 or approximately 56% of the 
variability in the dependent variable can be attributed to the independent variable.

Figure 7.1 Positive and Negative Correlation Coefficients.

Figure 7.2 Strengths of the Correlation Coefficients.
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pearson Correlation Coefficient

There are a number of bivariate correlation procedures. The differences in the pro-
cedures are due to differences in the format of the data being used. For example, if 
one wishes to correlate two variables where both are continuous in nature, then the 
Pearson correlation coefficient can be used. Table 7.1 shows data formats with the 
type of correlation coefficient that should be used with each.

As stated above, the Pearson correlation procedure is used when both variables are 
continuous in nature. In addition to this requirement, the following assumptions must 
be met in order to use the Pearson correlation coefficient (Rubin 2009, 212):

Assumptions

1. Each case is independent of the other.
2. Each variable assumes a normal distribution.
3. Homoscedasticity of data, meaning the data points are equally variance along the 

regression line.
4. Each variable is measured on either an interval scale or a ratio scale.

pearson Correlation Coefficient Formula

The following formula is used to calculate the Pearson correlation coefficient (Kuzma 
1992, 200):

 r
xy

x y

n

x
x

n
y

y

n

=
−

−








 −











Σ
Σ Σ

Σ
Σ

Σ
Σ

( )( )

( ) ( )2
2

2
2

Sample problem

Data was obtained from 6 subjects who experienced serious back injuries while on the 
job. The safety director wanted to determine if there was a relation between the total 
costs for the injuries and the number of years employed in a manual material handling 
job. The data obtained was as follows:

Table 7.1 Data Formats and Correlation Procedures

Dependent variable Independent variable Procedure

Interval/ratio Interval/ratio Pearson correlation coefficient
Ordinal Ordinal Spearman rank–order correlation 

coefficient
Dichotomous Dichotomous Phi coefficient
Interval Dichotomous Point biserial correlation
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Case

Injury 
Experience 
($1,000) (y) y2

Years on the 
Job (x) x2 xy

1 23 529 12 144 276
2 34 1,156 16 256 544
3 65 4,225 14 196 910
4 76 5,776 12 144 912
5 54 2,916 20 400 1,080
6 56 3,136 15 225 840
Sum 308 17,738 89 1,365 4,562

Putting the above numbers into the formula, we get

 r =
−

−








 −











= −
4 562

89 308
6

1 365
89
6

17 738
308

6

2 2

,
( )( )

,
( )

,
( )

..023

The results indicate that there is a weak inverse relation between the number of years 
on the job and the severity as measured in dollars for back injuries.

Significance Testing for Correlation Coefficients

Thus far, we have only shown how to determine the correlation coefficients for two 
variables and how, using the coefficient, an understanding of the strength of the cor-
relation between the variables, whether positive or negative, can be gained. The next 
step is to determine if the relation between the variables is significant.

Test Hypotheses

The significance test for correlation coefficients uses the t-test. It tests the hypothesis 
that the correlation coefficient is significantly different from 0, meaning that there is 
no relation present. The same process used with other t-tests is followed.

Null Hypothesis: The correlation coefficient equals 0.
Alternative Hypothesis: The correlation coefficient is not equal to 0.

It is important to keep in mind that although a correlation may be significant, the 
researcher must also use some judgment as to the importance by examining the coef-
ficient of determination as well. For example, a correlation coefficient of .04 could 
very well be found to be significant; however, the researcher can only account for 
less than .2% (.042) of the variability in the dependent variable using that particular 
independent variable.

Test Formula

The formula for testing the significance of a correlation coefficient is derived using 
the following (Mould 1998, 188):
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t r
n

r

df n

 

 2

=
−

−
= −

2

1 2

The null and alternative hypotheses are as follows:

Null Hypothesis: The correlation coefficient is equal to 0 (the correlation coefficient 
is not significant).

Alternative Hypothesis: The correlation coefficient is not equal to 0 (the correlation 
coefficient is significant).

The obtained t value is compared to the critical t-table value and a decision is made. 
If the obtained t value is greater than the table value, the null hypothesis is rejected 
and the researcher can conclude the correlation coefficient is significant.

Sample problem

In the Pearson correlation example, a correlation coefficient of –.023 was obtained for 
6 cases when examining the relation between years on the job and severity of back 
injuries as measured by loss. To determine if the correlation is significant,
The t-test that tests this hypothesis is as follows:

 t

df

= −
−

− −
= −

= − =

.023
.023

.05
2

6 2

1

6 2 4

( )

Using the t-table, a critical value of 2.78 was obtained for a two-tailed test, 4 degrees 
of freedom, and an α level of .05. For the table provided in the Appendix, because this 
is a two-tailed test, the significance values for .05 is obtained by using the .025 column. 
The obtained t is less than the critical score; therefore, the researcher must accept the 
null hypothesis and conclude that the correlation coefficient is not significant.

Spearman rank–Order Correlation Coefficient

The Spearman rank–order correlation coefficient describes the linear relationship 
between two variables that are ranked on an ordinal scale of measurement (Christmann 
and Badgett 2009, 108).

Assumptions

The procedure requires that the same items be ranked by two different judges. It then 
determines the degree of association between the two sets of rankings. A significant 
positive correlation signifies that both judges were in agreement with the rankings, 
while a significant negative correlation signifies that one judge ranked the items 
lowest to highest while the other ranked them highest to lowest.
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Spearman rank–Order Correlation Coefficient Formula

The following formula is used to calculate the Spearman rank–order Correlation 
Coefficient Rho (Christmann and Badgett 2009, 108):

 r
d

n ns = −
−

1
6

1

2

2

Σ
( )

Sample problem

Two safety professionals were asked to rank five safety training methods from best 
to worst, with 1 being best and 5 being worst. A researcher wanted to determine the 
correlation between the two judges’ rankings. The following table was constructed in 
order to analyze the data. Difference scores were calculated by subtracting Judge 2’s 
rankings from Judge 1’s rankings. The differences were then squared.

Training Method
Judge 1 

Rankings
Judge 2 

Rankings Difference
Difference 
Squared

Online 1 2 –1 1
Classroom 2 1 1 1
Video 3 3 0 0
Hands on 4 5 –1 1
Combination Method 5 4 1 1

Sum 4

The data from the table were entered into the formula, yielding the following results:

 rs = −
−

=1
6 4

5 5 1
80

2

( )

( )
.

The results can be interpreted as a strong agreement in the safety professionals’ 
rankings for the safety training methods. For 11 or more observations, you calculate 
the test statistic using the same equation as for linear regression and correlation, sub-
stituting ρ for r. If you have 10 or fewer observations, the P value calculated from the 
t distribution is somewhat inaccurate. In that case, you should look up the P value in 
a table of Spearman t-statistics for your sample size.

Because we have enough cases, a t-test will be performed to determine if the 
Spearman Rank correlation is significant.

 t

df

 .80 2.31=
−

−
=

= − =

( )

.

5 2

1 80
5 2 3

2

Using the t-table, a critical value of 3.18 was obtained for a two-tailed test, 3 degrees 
of freedom, and an α level of .05 (use the .025 column in the table because this 
is a two-tailed test). The obtained t value is less than the critical score; therefore, 
the researcher must accept the null hypothesis and conclude that the correlation 
coefficient is not significant.

ATRIAN FAR
Highlight
d=difference between ranks

ATRIAN FAR
Highlight
good example

ATRIAN FAR
Cross-Out
Do not get confused with this. Read the attached example (which includes tied ranks as well)

ATRIAN FAR
Highlight
this is very counter intutitive, but it is because of the small degree of freedom



EXAMPLE: 
 
The marks for English and Math exams of students in a class are listed in a table as follows. Determine if it we 
can fairly say the students who score higher in one class also score higher in the other? 
 

 
 
 
SOLUTION: 
 
In some cases, as in this case, data is not ranked and you will 
need to rank it yourself. Statistical software such as SPSS can 
also rank the data for you.  
 
Here, you can create a ranking table yourself. You need to rank 
the scores for Math and English separately. The score with the 
highest value should be labelled "1", the second highest “2” etc. 
Note that when there is a tie, an average rank should be 
assigned. For example, here, (6 + 7)/2 = 6.5 for students 5 and 
10 who have both scored 61 in English. 
 
When there are tied ranks, the Spearman correlation can be 
modified: 

 

Where di = difference in paired ranks, n = number of cases (in this example equals 10), R(x) and R(y) are the 
ranks of the x and y variables, R(x)bar and R(y)bar are the mean ranks. 

The following table shows the calculation of the Spearman correlation coefficient trying to use the standard 
formula instead of the modified formula. The way that we interpret a tired rank affects our calculations. Also 
the modified formula calculations are shown: 
 

 
 
Since the t score is higher than the significant level (df=8, alfa=0.25) = 2.3, then the ranking is correct. 

Standard formula 
(no tied ranks) 

 

Tied ranks exist 
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phi Coefficient

The Phi coefficient (φ) is used to rank two dichotomous variables. A dichotomous 
variable is one that has only two possible outcomes, such as yes/no, male/female, etc. 
(Healey 2009, 316–317).

Assumptions

The procedure requires both the independent and dependent variables to have only 2 
possible outcomes.

phi Coefficient Formula

The frequency of cases is displayed in a two-by-two table, with the cells in the table 
being represented by the following letters:

Males Females Total

Yes A B A + B
No C D C + D

Total A + C B + D A + B + C + D

The following formula is used to calculate the Φ coefficient (Cohen and Cohen 1983, 39).

 r
BC AD

A B C D A C B D
Φ =

−
+ + + +( )( )( )( )

Sample problem

Using the frequencies from the cells in the table, it is just a matter of calculating the 
correlation coefficient.

Males Females Total

Yes 10 6 16
No 8 15 23

Total 18 21 39

 rΦ =
−

= −
( )( ) ( )( )

( )( )( )( )
.

6 8 10 15

16 23 18 21
27

The significance of Φ coefficient can be tested using the χ2 distribution from the 
following formula:

	 χ2 = nΦ2

Where

 df r c= − −( )( )1 1
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The χ2 is calculated as follows:

 χ 2 239 27 2 84= − =( )( . ) .

Where:

 df = − − =( )( )2 1 2 1 1

Using a chi-square table and an α of .05, the critical value is 3.84. Comparing the χ2 
value of 2.84 to the cutoff score of 3.84, the null hypothesis is not rejected and we can 
conclude the Φ coefficient is not significant.

point biserial Correlation

The point biserial correlation coefficient provides an estimate of the degree of 
association between an interval variable grouped by a dichotomous variable.

Assumptions

The assumption is that each subject is measured by a dichotomous variable that repre-
sents the independent variable and one interval variable that represents the dependent 
variable.

point biserial Correlation Formula

The formula for calculating the point biserial correlation coefficient is (Cohen and 
Cohen 1983, 27–39):

 r
Y Y pq

sdpb
y

=
−( )1 2

Where:

Y1
 = the average of group 1 subjects

Y
2
 = the average of group 2 subjects

p = the proportion of subjects in group 1
q = the proportion of subjects in group 2 
sd

y
 = the population standard deviation

Sample problem

An investigator collected data from a group of subjects that consisted of 10 males and 
10 females. The data were ergonomic analysis surveys and each subject received an 
overall job satisfaction score. The investigator wanted to determine if there was a rela-
tion between the scores and the gender of the respondent. To answer this question, the 
investigator chose the point biserial correlation coefficient. The data were as follows:
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Cases Males Females

1 54 87
2 55 76
3 56 56
4 58 77
5 67 98
6 78 65
7 76 64
8 67 58
9 89 87

10 92 88

Average 69.2 75.6

The population standard deviation for the entire data set was calculated to be 13.9 
using the formulas presented previously in Chapter 4. The proportion of males in this 
study was 50%, as was the proportion for females.

 rpb =
 − 

= −
( . . ) (. )(. )

.
.

69 2 75 6 5 5

13 9
23

The result from the point biserial correlation procedure is interpreted in the same 
manner as a correlation coefficient, with –.23 representing a weak negative correla-
tion. To determine if the correlation coefficient is significant, the t-test is used. The 
significance of a correlation coefficient is a t-test applied to r

pb
 as:

 t r
n n

r

df n n

pb
pb

=
+  − 
 − 

= +  − 

1 2
2

1 2

2

1

2

 

For this example, the t-test is as follows:

 t

df

= −
+  − 

 − −
= −

= + − =

.
( . )

.23
10 10 2

1 23
1 00

10 10 2 18

2

Comparing this number to the critical score of 2.18 at α = .05, two-tailed test, and 
df = 18 on the student’s t distribution, one would not reject the null hypothesis and 
conclude the point biserial correlation is not significant.

LinEAr rEgrESSiOn

Linear regression procedures allow a person to develop prediction equations that can be 
used to predict dependent variables from independent variables. With regression, a cor-
relation coefficient is first derived. Then an equation for the line that best fits the data 
points is calculated. The formula for the line that describes the regression is given by
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y = a + bx

Where b represents the slope of the line and a represents where the line intercepts the 
y-axis. The x term represents the independent variable and y represents the depen-
dent variable. The slope of the line is the rise of the line over the run. To predict a 
new y variable from x, plug the value for x into the equation to yield the expected y. 
In a given example, a prediction equation of y = 10 + .32x was obtained. The expected 
y from an x of 20 would be 16.4 [y = 10 + .32(20)].

procedure Assumptions

The assumptions for the regression are the same as for the Pearson correlation 
coefficient.

1. Each case is independent of the other.
2. Each variable assumes a normal distribution.
3. Each variable is measured on at least the interval scale or ratio scale.

Linear regression Formulas

The first step is to calculate the equation of a line, y = a + bx (Healey 2009, 379). The 
slope of the line, b, is calculated using the following formula:

 b r
Sd

Sd
y

x

=

Where:

r = Pearson Correlation Coefficient
Sd

x
 = Standard deviation of x

Sd
y
 = Standard deviation of y

The y intercept, a, is calculated using the means of both variables with the following 
formula:

 a Y bX=  − 

Where:

Y is the average of Y
X is the average of X
b is the slope of the line

Sample problem

A safety manager wanted to determine if there was a significant relation between the 
number of hours of training an employee completed and the severity of injury mea-
sured in dollar losses. Because both variables are continuous, the Pearson correlation 
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coefficient would be appropriate. For the purposes of this example, it will be assumed 
the data are normally distributed. To make this determination, an analysis of the distri-
butions using box plots or histograms would need to be performed. The sample data, 
collected over a one-month period, are arranged in the following table.

Case Losses ($) (y) y2

Hours of 
Training (x) x2 xy

1 $10 $100 15 225 $150
2 $9 $81 26 676 $234
3 $1 $1 54 2916 $54
4 $2 $4 40 1600 $80
5 $13 $169 18 324 $234
Sum $35 $355 153 5741 $752
SD 4.69 14.55
Average $7.00 30.60

Step 1: Calculate the Pearson correlation coefficient.

 r =
−

−








 −











= −
752

153 35
5

5 741
153

5
355

35
5

94
2 2

( )( )

,
( ) ( )

.

A correlation coefficient of –.94 was obtained, indicating that there is a strong inverse 
relation between the number of hours of training and the severity of the injury. As the 
hours of training increase, the severity of injury decreases.

The next step is to determine if the correlation coefficient is significant. To do this, 
a t-test is performed on the correlation coefficient. The null hypothesis tested is that 
the correlation coefficient is equal to 0. If the t-test is significant, the null hypothesis 
is rejected and the alternative, r is not equal to 0, is accepted.

Step 2: Determine the significance of r.

 t

df

= −
−

− −
= −

=  − =

.
( . )

.94
5 2

1 94
4 77

5 2 3

2

Using the t-table, the critical score for t with 3 degrees of freedom and an α level of 
.05 is ± 3.18. The obtained t is −4.77; therefore the t score falls in the shaded area 
of the curve. The null hypothesis is rejected and the alternative is accepted. The 
researcher would conclude that there is a significant correlation between the number 
of hours of training and the losses experienced.

Step 3: With a significant r, calculate the equation of the line.
The next step is to calculate the regression equation for this data. The following 
formulas are used to calculate the equation of a line, y = a + bx.
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b

a

= − = −

=  − − =

( . )
.

.
.

. [( . )( . )] .

94
4 69

14 55
30

7 00 30 30 60 16 18

Step 4: Use the equation of the line to predict dependent variables from independent 
variables.
The researcher can then use the equation to predict the dependent variable from inde-
pendent variables. For example, if the researcher wanted to determine the predicted 
dollar loss for someone with 35 hours of training, he would insert 35 in the equation 
and solve for y.

 y = 16.18 + – .30(35)

 y = 5.68

The equation yields 5.68, meaning that based on the prior data, if a person received 
35 hours of training, he or she would be expected to incur $5.68 in first-aid losses.

SummAry

Correlation procedures are widely used in research studies; however, they can be eas-
ily misinterpreted. Correlations indicate the strength and type of relation that exists 
between variables. Correlations do not indicate cause and effect, but are many times 
misinterpreted as doing so.

When using correlation procedures, one must select the procedure based upon the 
type of data used in the study. Also, a strong correlation coefficient does not neces-
sarily mean a significant relation. Consequently, a significant correlation coefficient 
does not necessarily mean the correlation is important. This is the case when there is 
a significant but extremely weak correlation coefficient.

The regression procedure can be used to predict a dependent variable from a known 
independent variable. The prediction equation is formulated using the results of previ-
ously obtained data. Using a regression equation, the researcher can obtain expected 
values for a dependent variable. Although one may be able to generate a regression 
equation from a set of data, the strength of the correlation coefficient plays an impor-
tant role in determining the accuracy of the regression equation and its usefulness in 
predicting.

rEviEw ExErCiSES

1. What are the data requirements for using the Pearson correlation procedure?
2. What are the data requirements for using the point biserial correlation procedure?
3. What is a regression procedure used for?
4. How would one interpret a correlation coefficient of .80 compared to –.80?
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5. An investigator obtained a correlation coefficient of .60. What must be done to 
determine if this is significant?

6. Describe the relation between correlation coefficients, significance tests, and 
the coefficient of determination and why all three are important when making 
decisions concerning correlation coefficients.

7. Subjects were asked to complete a Cumulative Trauma Disorder (CTD) scale (high 
score represents many CTD symptoms, low score represents few CTD symptoms) 
and to disclose how many times they missed work each month. The following 
descriptive statistics were obtained:

Variance of x = 155
Variance of y = .40
Mean of x = 65
Mean of y = 2.7
r = .62

If there were 200 subjects in this study, would the correlation coefficient be 
significant?

8. A regression equation was calculated on safety training scores and the number of 
safety infractions in one year. The equation derived was as follows:

 y = 1.02 + .09x

What is the expected number of safety infractions of someone with a safety training 
score of 27?

9. A safety manager wished to determine if there was a relation between the depart-
ment employees belonged to and their subjective rating for wrist pain using a 
ten-point scale (1, little or no pain, to 10, severe pain). The following data were 
collected:

Case Department A Department B

1 2 7
2 4 6
3 5 8
4 3 9
5 2 10
6 5 7
7 4 5
8 6 6
9 3 6

10 2 4
11 4 7
12 1 4
13 3 3
14 5 7
15 3 8
Average 3.47 6.47

Is there a relationship between department membership and subjective pain levels?
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undErLying ASSumpTiOnS COnCErning 
nOnpArAmETriC STATiSTiCS

Nonparametric statistics are used when the data cannot be assumed to follow a par-
ticular distribution. These tests are also referred to as distribution-free tests (Healey 
2009, 260). Nonparametric statistics are typically used with ordinal and categori-
cal data. The Phi Coefficient presented in Chapter 7, for example, is considered a 
nonparametric test because it uses categorical data.

CHi-SQuArE TEST FOr gOOdnESS OF FiT

Chi-square (χ2) tests are used with categorical data and assume a χ2 distribution. χ2 

tests for goodness of fit test determine if obtained proportions in a sample are signifi-
cantly different from what would be expected owing to chance (Healey 2009, 260). 
The frequencies of cases are obtained for a series of possible outcomes. The obtained 
frequencies are then compared to the expected frequencies for significant differences. 
If there are significant differences between the obtained frequencies and the expected 
frequencies, then the test results would be considered significant.

degrees of Freedom

Used on categorical data, a χ2 distribution takes into account the changes in probabili-
ties due to changes in sample size. This is done through what are called degrees of 
freedom. Degrees of freedom refers to the number of values that are free to vary, given 
one or more mathematical restrictions, in a sample used to estimate a population char-
acteristic (Witte and Witte 2010, 90). With tests such as the χ2, the degrees of freedom 
are influenced by the sample size and as a result, affects the region of the curve.

Chapter 8

nonparametric Statistics
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Test Assumptions

Data are categorical in nature and the frequency of cases or subjects are identified for 
each category.

Hypothesis Construction

Null Hypothesis: Observed frequency of cases in the cells equals expected frequency 
of cases in the cells.

Alternative Hypothesis: Observed frequency of cases in the cells does not equal 
expected frequency of cases in the cells.

Test Formula

The test formula for the χ2 goodness of fit test is as follows (Healey 2009, 271–274):

 χ 2
2

= −Σ ( )Observed Expected

Expected

The degrees of freedom for this test are calculated using the formula (Number of 
Groups – 1).

determining the Critical value

The critical value is determined by using the χ2 distribution table for the appropriate α 
level and the degrees of freedom. The χ2 table is located in the Appendix of this book. 
In this table, the degrees of freedom are located in the first column and the α levels 
are located in the first row.

Sample problem

A die was rolled 120 times and the number of times each side came up was recorded. 
From this information, the following table was developed:

Value Observed

1 15
2 18
3 22
4 21
5 24
6 20

Total 120

Step 1: Hypothesis construction

Null Hypothesis: Observed frequency of cases in the cells equals expected frequency 
of cases in the cells.
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Alternative Hypothesis: Observed frequency of cases in the cells does not equal 
expected frequency of cases in the cells.

Step 2: Statistical test
Because the data are categorical in nature and the cases are frequencies, the χ2 test of 
goodness of fit is the appropriate statistical test.

Step 3: Determine the critical value
The table is a single array of numbers with six possible outcomes; therefore there are 
5 (6 – 1) degrees of freedom. The researcher has selected an α level of .05; therefore, 
on using the χ2 table for five degrees of freedom and an α level of .05, the critical 
value is 11.07. The decision rule would be to reject the null hypothesis and accept 
the alternative hypothesis if the obtained χ2 is greater than the critical value of 11.07.

Step 4: Calculate the χ2

To calculate the χ2, the researcher must first determine the expected number of cases 
for each cell. In 120 rolls, one would expect that, in a totally random situation, each 
side of the die would come up 20 times. According to this assumption, the observed 
number of rolls for each side of the die is compared to what is expected. If there 
is a significant difference between the observed and expected number of rolls, the 
results would be considered significant. The following table of observed and expected 
outcomes for the rolls was developed:

Value Observed Expected

1 15 20
2 18 20
3 22 20
4 21 20
5 24 20
6 20 20

This formula requires that for each possible outcome, the observed frequency of cases 
be compared to the expected.

 

χ 2
2 2 2 2 215 20

20

18 20

20

22 20

20

21 20

20

24 20

20
= − + − + − + − + − +( ) ( ) ( ) ( ) ( ) (( )

.

20 20

20

2 50

2−

=

The degrees of freedom are equal to (Number of Groups – 1); therefore, there are 
5 degrees of freedom for this test (6 – 1). Using the χ2 table, the critical value for an α 
level of .05 and 5 degrees of freedom is 11.07.

Step 5: Decision rule
The obtained χ2 value of 2.50 is not greater than 11.07; therefore the null hypothesis 
is not rejected. The researcher concludes that the observed frequency of cases is not 
significantly different from what was expected.
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χ2 TEST OF indEpEndEnCE

The χ2 test of independence can be used with data in which each subject is measured 
by two categorical variables. The test assumes a χ2 distribution. The statistical proce-
dure follows the same type of process as does the χ2 test of independence, in which 
the observed frequency of cases in each cell is compared to an expected number. 
The observed frequencies in each cell are then compared to the frequencies that were 
expected for significance.

degrees of Freedom

The degrees of freedom for the χ2 test of independence are determined by the following 
formula:

 df = (Number of Rows – 1) × (Number of Columns – 1)

Expected number of Cases

In the χ2 goodness of fit test, the expected number for each cell was determined by 
dividing the total number of subjects by the total number of cells. This is done because 
there was an assumption that each number on a die has an equally likely chance of 
being rolled. In the χ2 test of independence, since we are working with tables and 
multiple cells, we cannot assume an equally likely chance of falling into each cell 
because the proportions of the population may not follow this assumption. Therefore, 
to calculate the expected number in a particular cell of the table, one would use the 
following formula:

 Expected Number of Cases = 
(Row Total  Column Total)

Grand

×
  Total

The row total in which that particular cell lies in the table and the column total where 
that particular cell lies would be used to calculate the expected number for that 
particular cell.

Test Assumptions

Data are categorical in nature and the frequency of cases or subjects is identified for 
each category.

Hypothesis Construction

Null Hypothesis: In the population, the two categorical variables are independent.
Alternative Hypothesis: In the population, the two categorical variables are dependent.

Test Formula

To calculate the χ2 test of independence, the same formula presented in the χ2 goodness 
of fit test is used:
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 X

df

2
2

=
−

 − 

Σ
( )Observed Expected

Expected

 = (Number of rows 1)(NNumber of Columns 1) − 

Sample problem

A group of subjects was categorized by gender and presence of Repetitive Strain 
Injury (RSI) symptoms. The following table was developed:

RSI Symptoms Male Female

Yes 23 240
No 450 76

The researcher would like to know if there is a significant relationship between these 
variables.

Step 1: Hypothesis construction

Null Hypothesis: In the population, the two categorical variables are independent.
Alternative Hypothesis: In the population, the two categorical variables are dependent.

Step 2: Statistical test
Because the data are categorical in nature and the cases are frequencies, the χ2 test of 
independence is the appropriate statistical test.

Step 3: Determine the critical value
The table is a 2-by-2 table; therefore there is (2 – 1)(2 – 1) = 1 degree of freedom. The 
researcher has selected an α level of .05. Using the χ2 table for 1 degree of freedom 
and an α level of .05, the critical value is 3.84. The decision rule will be to reject the 
null hypothesis and accept the alternative hypothesis is the obtained χ2 is greater than 
the critical value of 3.84.

Step 4: Calculate χ2

To calculate the χ2, the researcher must first determine the expected number of cases 
for each cell. In the cell for “Males” and “Yes,” the expected number of cases would 
be equal to (263 × 473)/789 or 158. This process is followed for the four inner cells 
of the table.

Observed Cases Table

RSI Symptoms Male Female Total

Yes 23 240 263
No 450 76 526

Total 473 316 789

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight
read entire example



94 Chapter 8

Expected Cases Table

RSI Symptoms Male Female Total

Yes 158 105 263
No 315 211 526
Total 473 316 789

The following formula was used to calculate the χ2:

 χ 2  = 
( ) ( ) ( ) ( )23 158

158

450 315

315

240 105

105

76 211

211

2 2 2 2− + − + − + − == 433

Step 5: Decision rule
The obtained χ2 value of 433 is greater than 3.84; therefore the null hypothesis is 
rejected and the alternative is accepted. The researcher concludes there is a significant 
relationship between gender and RSI symptoms.

COCHrAn’S Q TEST

The Cochran’s Q test is used to determine if there are differences on a dichotomous 
dependent variable between three or more related groups. It can be considered to be 
similar to the one-way repeated measures ANOVA, but for a dichotomous rather than 
a continuous dependent variable (Laerd Statistics 2016).

Test Assumptions

The assumptions are that, first, with the items being ranked, there are only 2 possible 
outcomes for each item, such as yes/no or pass/fail. Second, subjects in the popula-
tion are considered repeated measures, meaning that each subject is evaluated on the 
array of items.

Hypothesis Construction

Null Hypothesis: The proportion of successes is constant across all treatments.
Alternative Hypothesis: The proportion of successes is not constant across all 

treatments.

Cochran’s Q Test Formula

If the data are categorical, with two possible outcomes, and each subject is repeatedly 
measured, Cochran’s Q test can be used. The formula used to calculate Cochran’s Q 
is as follows (Hays 1988, 820–22):
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J Y Y
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[ ( )] ( )

− −

−

= −

1

1

2

2

Σ

Σ Σ

Where: 

J = Number of groups

T  = Average of the column totals

ΣY k
2  = Sum of squared row totals

ΣY k = Sum of row totals

Y
j
 = Sum of column totals 

To calculate Cochran’s Q, the researcher must create a data table of the outcomes 
for each case across all measures. A “1” or a “0” is recorded for each trial. Then the 
results are summed for each case. For each trial, the results are summed for all cases, 
and the overall average rank is computed for all cases and all trials. Lastly, the case 
results are squared, then summed for all cases.

Cochran’s Q follows a χ2 distribution with (J – 1) degrees of freedom. The obtained 
Cochran’s Q is compared to the critical value.

If Cochran’s Q is greater than the critical value, the null hypothesis is rejected and 
the alternative accepted. The researcher may conclude that the distribution of 1s is not 
uniform across the groups.

Sample problem

Step 1: Hypothesis construction

Null Hypothesis: The proportion of successes is constant across all treatments.
Alternative Hypothesis: The proportion of successes is not constant across all 

treatments.

Step 2: Statistical test
Because the data are categorical, with two possible outcomes, and each subject is 
repeatedly measured, Cochran’s Q test can be used.

Step 3: Calculate Cochran’s Q
To calculate Cochran’s Q, the researcher must establish a data table of the outcomes 
for each case across all measures. A 1 or a 0 is recorded for each trial. Then the results 
are summed for each case. For each trial, the results are summed for all cases and the 
overall average rank is computed for all cases and all trials. Lastly, the case results 
are squared, then summed for all cases. The data for the sample problem are presented 
below:
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Case Trial 1 Trial 2 Trial 3 Total yk y2

1 1 1 0 2 4
2 1 0 1 2 4
3 0 1 1 2 4
4 0 1 0 1 1
5 1 1 0 2 4
6 1 0 1 2 4
7 0 0 0 0 0
8 1 1 1 3 9
9 0 0 0 0 0

10 1 0 0 1 1

Total yj 6 5 4 15 31

To calculate Cochran’s Q, the values for the variables in the formula are as follows:

 Number of groups = 3

 Average of the column totals = 15/3 = 5

 Sum of the squared row totals = 31

To calculate Cochran’s Q, the values for the variables are placed in the formula as 
follows:

 
Q

df

=
− − + − + −

−
=

= − =

3 3 1 6 5 5 5 4 5

3 15 31
86

3 1 2

2 2 2( )[( ) ( ) ( ) ]

[ ( )] ( )
.

Step 4: Determine significance
Cochran’s Q follows a χ2 distribution with 2 degrees of freedom. The critical value is 
5.99 for 2 degrees of freedom and an α level of .05. Because the obtained Cochran’s Q 
is not greater than the critical value, the null hypothesis is not rejected. The researcher 
may conclude that the proportion of 1s are uniform across the groups.

SummAry

Nonparametric statistics are used to analyze data that are not assumed to follow a 
known distribution. An example of data that requires the use of nonparametric statis-
tics is frequency data and rank data. There are numerous statistical tests and proce-
dures available to the researcher to analyze these forms of distribution-free data. The 
most commonly used tests are the χ2 test of independence and χ2 test for goodness of 
fit. Both can be used with frequency data and they can both use the χ2 distribution.
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rEviEw ExErCiSES

1. Define nonparametric statistics.
2. Describe the data requirements for nonparametric statistics.
3. Describe the process one would follow when using the χ2 test of independence.
4. Describe the process one would follow when using the χ2 goodness of fit test.
5. What are the data requirements for the χ2 goodness of fit test?
6. What is the critical score for a χ2 test with 15 degrees of freedom and an α level 

of .05?
7. How would one calculate the degrees of freedom for a χ2 test that uses a 4 × 3 

table?
8. A safety manager collected data from 50 employees that used hard hats as a regular 

part of their job. She asked them if they felt the hard hats fit properly, which they 
responded to as yes or no. She then broke the sample down into three departments. 
The data collected were as follows:

Hard Hats Fit Properly Department A Department B Department C

Yes 12 8 14
No 8 11 16

Is there a relationship between department and whether the employees felt their 
hard hats fit properly?

9. A company had five different types of safety glasses for employees to choose from. 
Assuming there is an equal chance for an employee to choose any of the five types, 
what conclusions can the safety manager reach on the basis of 50 employees’ 
selection of glasses as shown in the table below?

Glasses Selected

Type 1 13
Type 2 8
Type 3 7
Type 4 15
Type 5 7
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Appendix

STATiSTiCAL TAbLES

Cumulative Distribution Function for the Standard Normal Random Variable

z .00 .01 .02 .03 .04 .05 .06 .07 .08 .09

-3.4 .0003 .0003 .0003 .0003 .0003 .0003 .0003 .0003 .0003 .0002
-3.3 .0005 .0005 .0005 .0004 .0004 .0004 .0004 .0004 .0004 .0003
-3.2 .0007 .0007 .0006 .0006 .0006 .0006 .0006 .0005 .0005 .0005
-3.1 .0010 .0009 .0009 .0009 .0008 .0008 .0008 .0008 .0007 .0007
-3.0 .0013 .0013 .0013 .0012 .0012 .0011 .0011 .0011 .0010 .0010
-2.9 .0019 .0018 .0018 .0017 .0016 .0016 .0015 .0015 .0014 .0014
-2.8 .0026 .0025 .0024 .0023 .0023 .0022 .0021 .0021 .0020 .0019
-2.7 .0035 .0034 .0033 .0032 .0031 .0030 .0029 .0028 .0027 .0026
-2.6 .0047 .0045 .0044 .0043 .0041 .0040 .0039 .0038 .0037 .0036
-2.5 .0062 .0060 .0059 .0057 .0055 0054 .0052 .0051 .0049 .0048
-2.4 .0082 .0080 .0078 .0075 .0073 .0071 .0069 .0068 .0066 .0064
-2.3 .0107 .0104 .0102 .0099 .0096 .0094 .0091 .0089 .0087 .0084
-2.2 .0139 .0136 .0132 .0129 .0125 .0122 .0119 .0116 .0113 .0110
-2.1 .0179 .0174 .0170 .0166 .0162 .0158 .0154 .0150 .0146 .0143
-2.0 .0228 .0222 .0217 .0212 .0207 .0202 .0197 .0192 0188 .0183
-1.9 .0287 .0281 .0274 .0268 .0262 .0256 .0250 .0244 .0239 .0233
-1.8 .0359 .0351 .0344 .0336 .0329 .0322 .0314 .0307 .0301 .0294
-1.7 .0446 .0436 .0427 .0418 .0409 .0401 .0392 .0384 .0375 .0367
-1.6 .0548 .0537 .0526 .0516 .0505 .0495 .0485 .0475 .0465 .0455
-1.5 .0668 .0655 .0643 .0630 .0618 .0606 .0594 .0582 .0571 .0559
-1.4 .0808 .0793 .0778 .0764 .0749 .0735 .0721 .0708 .0694 .0681
-1.3 .0968 .0951 .0934 .0918 .0901 .0885 .0869 0853 .0838 .0823
-1.2 .1151 .1131 .1112 .1093 .1075 .1056 .1038 .1020 .1003 .0985
-1.1 .1357 .1335 .1314 .1292 .1271 .1251 .1230 .1210 .1190 .1170
-1.0 .1587 .1562 .1539 .1515 .1492 .1469 .1446 .1423 .1401 .1379
-0.9 .1841 .1814 .1788 .1762 .1736 .1711 .1685 .1660 .1635 .1611
-0.8 .2119 .2090 .2061 .2033 .2005 .1977 .1949 .1922 .1894 .1867
-0.7 .2420 .2389 .2358 .2327 .2293 .2266 .2236 .2206 .2177 .2148
-0.6 .2743 .2709 .2676 .2643 .2611 .2578 .2546 .2514 .2483 .2451
-0.5 .3085 .3050 .3015 .2981 .2946 .2912 .2877 .2843 .2810 .2776

(continued)
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Cumulative Distribution Function for the Standard Normal Random Variable (Continued)

z .00 .01 .02 .03 .04 .05 .06 .07 .08 .09

-0.4 .3446 .3409 .3372 .3336 .3300 .3264 .3228 .3192 .3156 .3121
-0.3 .3821 .3783 .3745 .3707 .3669 .3632 .3594 .3557 .3520 .3483
-0.2 .4207 .4168 .4129 .4090 .4052 .4013 .3974 .3936 .3897 .3859
-0.1 .4602 .4562 .4522 .4483 .4443 .4404 .4364 .4325 .4286 .4247
-0.0 .5000 .4960 .4920 .4880 .4840 .4801 .4761 .4721 .4681 .4641
0.0 .5000 .5040 .5080 .5120 .5160 .5199 .5239 .5279 .5319 .5359
0.1 .5398 .5438 .5478 .5517 .5557 .5596 .5636 .5675 .5714 .5753
0.2 .5793 .5832 .5871 .5910 .5948 .5987 .6026 .6064 .6103 .6141
0.3 .6179 .6217 .6255 .6293 .6331 .6368 .6406 .6443 .6480 .6517
0.4 .6554 .6591 .6628 .6664 .6700 .6736 .6772 .6808 .6844 .6879
0.5 .6915 .6950 .6985 .7019 .7054 .7088 .7123 .7157 .7190 .7224
0.6 .7257 .7291 .7324 .7357 .7389 .7422 .7454 .7486 .7517 .7549
0.7 .7580 .7611 .7642 .7673 .7704 .7734 .7764 .7794 .7823 .7852
0.8 .7881 .7910 .7939 .7967 .7995 .8023 .8051 .8078 .8106 .8133
0.9 .8159 .8186 .8212 .8238 .8264 .8289 .8315 .8340 .8365 .8389
1.0 .8413 .8438 .8461 .8485 .8508 .8531 .8554 .8577 .8599 .8621
1.1 .8643 .8665 .8686 .8708 .8729 .8749 .8770 .8790 .8810 .8830
1.2 .8849 .8869 .8888 .8907 .8925 .8944 .8962 .8980 .8997 .9015
1.3 .9032 .9049 .9066 .9082 .9099 .9115 .9131 -9147 .9162 .9177
1.4 .9192 .9207 .9222 .9236 .9251 .9265 .9279 .9292 .9306 .9319
1.5 .9332 .9345 .9357 .9370 .9382 .9394 .9406 .9418 .9429 .9441
1.6 .9452 .9463 .9474 .9484 .9495 .9505 .9515 .9525 .9535 .9545
1.7 .9554 .9564 .9573 .9582 .9591 .9599 .9608 .9616 .9625 .9633
1.8 .9641 .9649 .9656 .9664 .9671 .9678 .9686 .9693 .9699 .9706
1.9 .9713 .9719 .9726 .9732 .9738 .9744 .9750 .9756 .9761 .9767
2.0 .9772 .9778 .9783 .9788 .9793 .9798 .9803 .9808 .9812 .9817
2.1 .9821 .9826 .9830 .9834 .9838 .9842 .9846 .9850 .9854 .9857
2.2 .9861 .9864 .9868 .9871 .9875 .9878 .9881 .9884 .9887 .9890
2.3 .9893 .9896 .9898 .9901 .9904 .9906 .9909 .9911 .9913 .9916
2.4 .9918 .9920 .9922 .9925 .9927 .9929 .9931 .9932 .9934 .9936
2.5 .9938 .9940 .9941 .9943 .9945 .9946 .9948 .9949 .9951 .9952
2.6 .9953 .9955 .9956 .9957 .9959 .9960 .9961 .9962 .9963 .9964
2.7 .9965 .9966 .9967 .9968 .9969 .9970 .9971 .9972 .9973 .9974
2.8 .9974 .9975 .9976 .9977 .9977 .9978 .9979 .9979 .9980 .9981
2.9 .9981 .9982 .9982 .9983 .9984 .9984 .9985 .9985 .9986 .9986
3.0 .9987 .9987 .9987 .9988 .9988 .9989 .9989 .9989 .9990 .9990
3.1 .9990 .9991 .9991 .9991 .9992 .9992 .9992 .9992 .9993 .9993
3.2 .9993 .9993 .9994 .9994 .9994 .9994 .9994 .9995 .9995 .9995
3.3 .9995 .9995 .9995 .9996 .9996 .9996 .9996 .9996 .9996 .9997
3.4 .9997 .9997 .9997 .9997 .9997 .9997 .9997 .9997 .9997 .9998
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Critical Values for the t Distribution

v .20 .10 .05 .025 .01 .005 .001 0005 .0001

1 1.3764 3.0777 6.3138 12.7062 31.8205 63.6567 318.3088 636.6192 3183.0988
2 1.0607 1.8856 2.9200 4.3027 6.9646 9.9248 22.3271 31.5991 70.7001
3 .9785 1.6377 2.3534 3.1824 4.5407 5.8409 10.2145 12.9240 22.2037
4 .9410 1.5332 2.1318 2.7764 3.7469 4.6041 7.1732 8.6103 13.0337
5 .9195 1.4759 2.0150 2.5706 3.3649 4.0321 5.8934 6.8688 9.6776
6 .9057 1.4398 1.9432 2.4469 3.1427 3.7074 5.2076 5.9588 8.0248
7 .8960 1.4149 1.8946 2.3646 2.9980 3.4995 4.7853 5.4079 7.0634
8 .8889 1.3968 1.8595 2.3060 2.8965 3.3554 4.5008 5.0413 6.4420
9 .8834 1.3830 1.8331 2.2622 2.8214 3.2498 4.2968 4.7809 6.0101

10 .8791 1.3722 1.8125 2.2281 2.7638 3.1693 4.1437 4.5869 5.6938
11 .8755 1.3634 1.7959 2.2010 2.7181 3.1058 4.0247 4.4370 5.4528
12 .8726 1.3562 1.7823 2.1788 2.6810 3.0545 3.9296 4.3178 5.2633
13 .8702 1.3502 1.7709 2.1604 2.6503 3.0123 3.8520 4.2208 5.1106
14 .8681 1.3450 1.7613 2.1448 2.6245 2.9768 3.7874 4.1405 4.9850
15 .8662 1.3406 1.7531 2.1314 2.6025 2.9467 3.7328 4.0728 4.8800
16 .8647 1.3368 1.7459 2.1199 2.5835 2.9208 3.6862 4.0150 4.7909
17 .8633 113334 1.7396 2.1098 2.5669 2.8982 3.6458 3.9650 4.7144
18 .8620 1.3304 1.7341 2.1009 2.5524 2.8784 3.6105 3.9216 4.6480
19 .8610 1.3277 1.7291 2.0930 2.5395 2.8609 3.5794 3.8834 4.5899
20 .8600 1.3253 1.7247 2.0860 2.5280 2.8453 3.5518 3.8495 4.5385
21 .8591 1.3232 1.7207 2.0796 2.5176 2.8314 3.5271 3.8192 4.4929
22 .8583 1.3212 1.7171 2.0739 2.5083 2.8187 3.5050 3.7921 4.4520
23 .8575 1.3195 1.7139 2.0687 2.4999 2.8073 3.4850 3.7676 4.4152
24 .8569 1.3178 1.7109 2.0639 2.4922 2.7969 3.4668 3.7454 4.3819
25 .8562 1.3163 1.7081 2.0595 2.4851 2.7874 3.4502 3.7251 4.3517
26 .8557 1.3150 1.7056 2.0555 2.4786 2.7787 3.4350 3.7066 4.3240
27 .8551 1.3137 1.7033 2.0518 2.4727 2.7707 3.4210 3.6896 4.2987
28 .8546 1.3125 1.7011 2.0484 2.4671 2.7633 3.4081 3.6739 4.2754
29 .8542 1.3114 1.6991 2.0452 2.4620 2.7564 3.3962 3.6594 4.2539
30 .8538 1.3104 1.6973 2.0423 2.4573 2.7500 3.3852 3.6460 4.2340
40 .8507 1.3031 1.6839 2.0211 2.4233 2.7045 3.3069 3.5510 4.0942
50 .8489 1.2987 1.6759 2.0086 2.4033 2.6778 3.2614 3.4960 4.0140
60 .8477 1.2958 1.6706 2.0003 2.3901 2.6603 3.2317 3.4602 3.9621

120 .8446 1.2886 1.6577 1.9799 2.3578 2.6174 3.1595 3.3735 3.8372
ω .8416 1.2816 1.6449 1.9600 2.3263 2.5758 3.0902 3.2905 3.7190
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Critical Values for the Chi-Square Distribution

v .10 .05 .025 .01 .005 .001 .0005 .0001

1 2.7055 3.8415 5.0239 6.6349 7.8794 10.8276 12.1157 15.1367
2 4.6052 5.9915 7.3778 9.2103 10.5966 13.8155 15.2018 18.4207
3 6.2514 7.8147 9.3484 11.3449 128382 16.2662 17.7300 21.1075
4 7.7794 9.4877 11.1433 13.2767 14.8603 18.4668 19.9974 23.5121
5 9.2364 11.0705 12.8325 15.0863 16.7496 20.5150 22.1053 25.7448
6 10.6446 12.5916 14.4494 16.8119 18.5476 22.4577 24.1028 27.8563
7 12.0170 14.0671 16.0128 18.4753 20.2777 24.3219 26.0178 29.8775
8 13.3616 15.5073 17.5345 20.0902 21.9550 26.1245 27.8680 31.8276
9 14.6837 16.9190 19.0228 21.6660 23.5894 27.8772 29.6658 33.7199

10 15.9872 18.3070 20.4832 23.2093 25.1882 29.5883 31.4198 35.5640
11 17.2750 19.6751 21.9200 24.7250 26.7568 31.2641 33.1366 37.3670
12 18.5493 21.0261 23.3367 26.2170 28.2995 32.9095 34.8213 39.1344
13 19.8119 22.3620 24.7356 27.6882 29.8195 34.5282 36.4778 40.8707
14 21.0641 23.6848 26.1189 29.1412 31.3193 36.1233 38.1094 42.5793
15 22.3071 24.9958 27.4884 30.5779 32.8013 37.6973 39.7188 44.2632
16 23.5418 26.2962 28.8454 31.9999 34.2672 39.2524 41.3081 45.9249
17 24.7690 27.5871 30.1910 33.4087 35.7185 40.7902 42.8792 47.5664
18 25.9894 28.8693 31.5264 34.8053 37.1565 42.3124 44.4338 49.1894
19 27.2036 30.1435 32.8523 36.1909 38.5823 43.8202 45.9731 50.7955
20 28.4120 31.4104 34.1696 37.5662 39.9968 45.3147 47.4985 52.3860
21 29.6151 32.6706 35.4789 38.9322 41.4011 46.7970 49.0108 53.9620
22 30.8133 33.9244 36.7807 40.2894 42.7957 48.2679 50.5111 55.5246
23 32.0069 35.1725 38.0756 41.6384 44.1813 49.7282 52.0002 57.0746
24 33.1962 36.4150 39.3641 42.9798 45.5585 51.1786 53.4788 58.6130
25 34.3816 37.6525 40.6465 44.3141 46.9279 52.6197 54.9475 60.1403
26 35.5632 38.8851 41.9232 45.6417 48.2899 54.0520 56.4069 61.6573
27 36.7412 40.1133 43.1945 46.9629 49.6449 55.4760 57.8576 63.1645
28 37.9159 41.3371 44.4608 48.2782 50.9934 56.8923 59.3000 64.6624
29 39.0875 42.5570 45.7223 49.5879 52.3350 58.3012 60.7346 66.1517
30 40.2560 43.7730 46.9792 50.8922 53.6720 59.7031 62.1619 67.6326
31 41.4217 44.9853 48.2319 52.1914 55.0027 61.0983 63.5820 69.1057
32 42.5847 46.1943 49.4804 53.4858 56.3281 62.4872 64.9955 70.5712
33 43.7452 47.3999 50.7251 54.7755 57.6484 63.8701 66.4025 72.0296
34 44.9032 48.6024 51.9660 56.0609 58.9639 65.2472 67.8035 73.4812
35 46.0588 49.8018 53.2033 57.3421 60.2748 66.6188 69.1986 74.9262
36 47.2122 50.9985 54.4373 58.6192 61.5812 67.9852 70.5881 76.3650
37 48.3634 52.1923 55.6680 59.8925 62.8833 69.3465 71.9722 77.7977
38 49.5126 53.3835 56.8955 61.1621 64.1814 70.7029 73.3512 79.2247
39 50.6598 54.5722 58.1201 62.4281 65.4756 72.0547 74.7253 80.6462
40 51.8051 55.7585 59.3417 63.6907 66.7660 73.4020 76.0946 82.0623
50 63.1671 67.5048 71.4202 76.1539 79.4900 86.6608 89.5605 95.9687
60 74.3970 79.0819 83.2977 88.3794 91.9517 99.6072 102.6948 109.5029
70 85.5270 90.5312 95.0232 100.4252 104.2149 112.3169 115.5776 122.7547
80 96.5782 101.8795 106.6286 112.3288 116.3211 124.8392 128.2613 135.7825
90 107.5650 113.1453 118.1359 124.1163 128.2989 137.2084 140.7823 148.6273

100 118.4980 124.3421 129.5612 135.8067 140.1695 149.4493 153.1670 161.3187
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Critical Values for the F Distribution (a = .05)

V2

V1

1 2 3 4 5 6 7 8 9 10 15 20 30 40 60 120 ω
1 161.45 199.50 215.71 224.58 230.16 233.99 236.77 238.88 240.54 241.98 245.95 248.01 250.10 251.14 252.20 253.25 254.25
2 18.51 19.00 19.16 19.25 19.30 19.33 19.35 19.37 19.38 19.40 19.43 19.45 19.46 19.47 19.48 19.49 19.50
3 10.13 9.55 9.28 9.12 9.01 8.94 8.89 8.85 9.81 8.79 8.70 8.66 8.62 8.59 8.57 8.55 8.53
4 7.71 6.94 6.59 6.39 6.26 6.16 6.09 6.04 6.00 5.93 5.86 5.80 5.75 5.72 5.69 5.66 5.63
5 6.61 5.79 5.41 5.19 5.05 4.95 4.88 4.82 4.77 4.74 4.62 4.43 4.50 4.46 4.43 4.40 4.37
6 5.99 5.14 4.76 4.53 4.39 4.28 4.21 4.15 4.10 4.06 3.94 3.87 3.81 3.77 3.74 3.70 3.67
7 5.59 4.74 4.35 4.12 3.97 3.87 3.79 3.73 3.68 3.64 3.51 3.44 3.38 3.34 3.30 3.27 3.23
8 5.32 4.46 4.07 3.64 3.60 3.58 3.50 3.44 3.39 3.35 3.22 3.15 3.08 3.04 3.01 2.97 2.93
9 5.12 4.26 3.86 3.63 3.48 3.37 3.29 3.23 3.18 3.14 3.01 2.94 2.86 2.83 2.79 2.75 2.71

10 4.96 4.10 3.71 3.48 3.35 3.22 3.14 3.07 3.02 2.98 2.85 2.77 2.70 2.66 2.62 2.58 2.54
11 4.84 3.98 3.59 3.36 3.20 3.09 3.01 2.95 2.90 2.85 2.72 2.65 2.57 2.53 2.49 2.45 2.41
12 4.75 3.89 3.49 3.26 3.11 3.00 2.91 2.85 2.80 2.75 2.62 2.54 2.47 2.43 2.38 2.34 2.30
13 4.67 3.81 3.41 3.18 3.03 2.92 2.83 2.77 2.71 2.67 2.b3 2.46 2.38 2.34 2.30 2.25 2.21
14 4.60 3.74 3.34 3.11 2.96 2.85 2.76 2.70 2.65 2.60 2.46 2.39 2.31 2.27 2.22 2.18 2.13
15 4.54 3.68 3.29 3.06 2.90 2.79 2.71 2.64 2.59 2.54 2.40 2.33 2.25 2.20 2.16 2.11 2.07
16 4.49 3.63 3.24 3.01 2.85 2.74 2.66 2.59 2.54 2.49 2.35 2.28 2.19 2.15 2.11 2.06 2.01
17 4.45 3.59 3.20 2.96 2.81 2.70 2.61 2.55 2.49 2.41 2.31 2.23 2.15 2.10 2.06 2.01 1.96
18 4.41 3.55 3.16 2.93 2.77 2.66 2.58 2.51 2.46 2.41 2.27 2.19 2.11 2.06 2.02 1.97 1.92
19 4.38 3.52 3.13 2.90 2.74 2.63 2.54 2.48 2.42 2.38 2.23 2.16 2.07 2.03 1.98 1.93 1.88
20 4.35 3.49 3.10 2.87 2.71 2.60 2.51 2.45 2.39 2.35 2.20 2.12 2.04 1.99 1.95 1.90 1.85
21 4.32 3.47 3.07 2.84 2.6 2.57 2.49 2.42 2.37 2.32 2.18 2.10 2.01 1.96 1.92 1.87 1.82
22 4.30 3.44 3.05 2.82 2.66 2.55 2.46 2.40 2.34 2.30 2.15 2.07 1.98 1.94 1.89 1.94 1.79
23 4.28 3.42 3.03 2.80 2.64 2.53 2.44 2.37 2.32 2.27 2.13 2.05 1.96 1.91 1.86 1.81 1.76
24 4.26 3.40 3.01 2.78 2.62 2.51 2.42 2.36 2.30 2.25 2.11 2.03 1.94 1.89 1.84 1.79 1.74
25 4.24 3.39 2.99 2.76 2.60 2.49 2.40 2.34 2.28 2.24 2.09 2.01 1.92 1.87 1.82 1.77 1.71
30 4.17 3.32 2.92 2.69 2.53 2.42 2.33 2.27 2.21 2.16 2.01 1.93 1.84 1.79 1.74 1.68 1.63
40 4.08 3.23 2.84 2.61 2.45 2.14 2.25 2.18 2.12 2.08 1.92 1.84 1.74 1.69 1.64 1.58 1.51
50 4.03 3.18 2.79 2.56 2.40 2.34 2.20 2.13 2.07 2.03 1.87 1.78 1.69 1.63 1.58 1.51 1.44
60 4.00 3.15 2.76 2.53 2.17 2.25 2.17 2.10 2.04 1.99 1.84 1.75 1.65 1.59 1.53 1.47 1.39

120 3.92 3.07 2.68 2.45 2.29 2.18 2.09 2.02 1.96 1.91 1.75 1.66 1.55 1.50 1.43 1.35 1.26
ω 3.85 3.00 2.61 2.38 2.22 2.10 2.11 1.94 1.88 1.84 1.67 1.58 1.46 1.40 1.32 1.23 1.00
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Table of Random Units

(1) (2) (3) (4) (5) (6) (7) (8) (9) (10) (11) (12) (13) (14)

1 10480 15011 01536 02011 81647 91646 69179 14194 62590 36207 20969 99570 91291 90700
2 22368 46573 25595 85393 30995 89198 27982 53402 93965 34091 52666 19174 39615 99505
3 24130 48360 22527 97265 76393 64809 15179 24830 49340 32081 30680 19655 63348 58629
4 42167 93093 06243 61680 07856 16376 39440 53537 71341 57004 00849 74917 97758 16379
5 37570 39975 81837 16656 06121 91782 60468 81305 49684 60672 14110 06927 01263 54613
6 77921 06907 11008 42751 27756 53498 18602 70659 90655 15053 21916 81825 44394 42880
7 99562 72905 56420 69994 98872 31016 71194 18738 44013 48840 63213 21069 10634 12952
8 96301 91977 05463 07972 18876 20922 94595 56869 69014 60045 18425 84903 42508 32307
9 89579 14342 63661 10281 17453 18103 57740 84378 25331 12566 58678 44947 05585 56941

10 85475 36857 43342 53988 53060 59533 38867 62300 08158 17983 16439 11458 18593 64952
11 28918 69578 88231 33276 70997 79936 56865 05859 90106 31595 01547 85590 91610 78188
12 63553 40961 48235 03427 49626 69445 18663 12695 52180 20847 12234 90511 33703 90322
13 00429 93969 52636 92737 88974 33488 36320 17617 30015 08272 84115 27156 30611 74952
14 10365 61129 87529 85689 48237 52267 67689 93394 01511 26358 85104 20285 29975 89868
15 07119 97336 71048 08178 77233 13916 47564 81056 97735 85977 29372 74461 28551 90707
16 51085 12765 51821 51259 77452 16308 60756 92144 49442 53900 70960 63990 75601 40719
17 02368 21382 52404 60268 89368 19885 55322 44819 01188 65255 64835 44919 05944 55157
18 01011 54092 33362 94904 31273 04146 18594 29852 71585 85030 51132 01915 92747 64951
19 52162 53916 46369 58586 23216 14513 83149 98736 23495 64350 94738 17752 35156 35749
20 07056 97628 33787 09998 42698 06691 76988 13602 51851 46104 88916 19509 25625 68104
21 48663 91245 85828 14346 09172 30168 90229 04734 59193 22178 30421 61666 99904 32812
22 54164 58492 22421 74103 47070 25306 76468 26384 58151 06646 21524 15227 96909 44592
23 32639 32363 05597 24200 13363 38005 94342 28728 35806 06912 17012 64161 18296 22851
24 29334 27001 87637 87308 58731 00256 45834 15398 46557 41135 10367 07684 36188 18510
25 02488 33062 28834 07351 19731 92420 60952 61280 50001 67658 32586 86679 50720 94953
26 81525 72295 04839 96423 24878 82661 66566 14778 76791 14780 13300 87074 79666 96725
27 29676 20591 68086 26432 46901 20849 89768 81536 86645 12659 92259 57102 80428 25280
28 00742 57392 39064 66432 84673 40027 32832 61362 98947 96067 64760 64584 96096 98253
29 05366 04213 25669 26422 44407 44048 37937 63904 45766 66134 75470 66520 34693 90449
30 91921 26418 64117 94305 26766 25940 39972 22209 71500 64568 91402 42416 07844 69618
31 00582 04711 87917 77341 42206 35126 74081 99547 81817 42607 43808 76655 62028 76630
32 00725 69884 62797 56170 86324 88072 76222 36086 84637 93161 76038 65855 77919 88006
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33 69011 65797 95876 55293 18988 27354 26575 08625 40801 59920 21841 80150 12777 48501
34 25976 57948 29888 88644 67917 48708 18912 82271 65424 69774 33611 54262 85963 03547
35 09763 83473 73577 12908 30883 18317 28290 35797 05998 41688 34952 17888 38917 88050
36 91567 42595 27958 30134 04024 86385 29880 99730 55536 84855 29080 09250 79656 73211
37 17955 56349 90999 49127 20044 59931 06115 20542 18059 02008 73708 83517 36103 42791
38 46503 18584 19845 49618 02304 51038 20655 58727 28168 54715 56942 53389 20562 87338
39 92157 89634 94824 78171 84610 82834 09922 25417 44137 48413 25555 21246 15509 20468
40 14577 62765 356405 81263 39667 47358 56873 56307 61607 49518 89656 20103 77490 18062
41 98427 07523 33362 64270 01638 92417 66969 98420 04880 45585 46565 04102 46890 45709
42 34914 63976 88720 82765 34476 17032 87589 40836 32427 70002 70663 88863 77775 69348
43 70060 28277 39475 46473 23219 53416 94970 25832 69915 94884 19661 72828 00102 66794
44 53976 54914 06990 67245 68350 82948 11398 42878 80287 88267 47363 46634 06541 97809
45 76072 29515 40980 07391 58745 25774 22987 80059 39911 96189 41151 14222 60697 59583
46 90725 52210 83974 29992 65831 38837 50490 83765 55657 14361 31720 57375 56228 41546
47 64364 67412 33339 31926 14883 24413 59744 92351 97473 89286 35931 04110 23728 51900
48 08962 00358 31662 25388 61642 34072 81249 35648 56891 69352 48373 45578 78547 81788
49 95102 68379 93526 70765 10593 04542 76463 54328 02349 17247 28865 14777 62730 92277
50 15664 10493 20492 38391 91132 21999 59516 81652 27195 48223 46751 22923 32261 85653
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A
ppendix

Critical Values of the Studentized Range (0.05 level)

df 
error

Number of Means

2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

2 6.085 8.331 9.798 10.880 11.730 12.430 13.030 13.540 13.990 14.390 14.750 15.080 15.370 15.650 15.910 16.140 16.360 16.570 16.770
3 4.501 5.910 6.825 7.502 8.037 8.478 8.852 9.177 9.462 9.717 9.946 10.150 10.350 10.520 10.690 10.840 10.980 11.110 11.240
4 3.927 5.040 5.757 6.287 6.707 7.053 7.347 7.602 7.826 8.027 8.208 8.373 8.524 8.664 8.793 8.914 9.027 9.133 9.233
5 3.635 4.602 5.219 5.673 6.033 6.330 6.582 6.801 6.995 7.167 7.324 7.465 7.596 7.716 7.828 7.932 8.030 8.122 8.208
6 3.461 4.339 4.896 5.305 5.629 5.895 6.122 6.319 6.493 6.649 6.789 6.917 7.034 7.143 7.244 7.338 7.426 7.509 7.587
7 3.344 4.165 4.681 5.060 5.359 5.606 5.815 5.998 6.158 6.302 6.431 6.550 6.658 6.759 6.852 6.939 7.020 7.097 7.169
8 3.261 4.041 4.529 4.886 5.167 5.399 5.596 5.767 5.918 6.053 6.175 6.287 6.389 6.483 6.571 6.653 6.729 6.802 6.870
9 3.199 3.949 4.415 4.755 5.024 5.244 5.432 5.595 5.738 5.867 5.983 6.089 6.186 6.276 6.359 6.437 6.510 6.579 6.644

10 3.151 3.877 4.327 4.654 4.912 5.124 5.304 5.461 5.598 5.722 5.833 5.935 6.028 6.114 6.194 6.269 6.339 6.405 6.467
11 3.113 3.820 4.256 4.574 4.823 5.028 5.202 5.353 5.486 5.605 5.713 5.811 5.901 5.984 6.062 6.134 6.202 6.265 6.325
12 3.081 3.773 4.199 4.508 4.748 4.947 5.116 5.263 5.395 5.510 5.615 5.710 5.797 5.878 5.953 6.023 6.089 6.151 6.209
13 3.055 3.734 4.151 4.453 4.690 4.884 5.049 5.192 5.318 5.431 5.533 5.625 5.711 5.789 5.862 5.931 5.995 6.055 6.112
14 3.033 3.701 4.111 4.407 4.639 4.829 4.990 5.130 5.253 5.364 5.463 5.554 5.637 5.714 5.785 5.852 5.915 5.974 6.029
15 3.014 3.673 4.076 4.367 4.595 4.782 4.940 5.077 5.198 5.306 5.403 5.492 5.574 5.649 5.719 5.785 5.846 5.904 5.958
16 2.998 3.649 4.046 4.333 4.557 4.741 4.896 5.031 5.150 5.256 5.352 5.439 5.519 5.593 5.662 5.726 5.786 5.843 5.896
17 2.984 3.628 4.020 4.303 4.524 4.705 4.858 4.991 5.108 5.212 5.306 5.392 5.471 5.544 5.612 5.675 5.734 5.790 5.842
18 2.971 3.609 3.997 4.276 4.494 4.673 4.824 4.955 5.071 5.174 5.266 5.351 5.429 5.501 5.567 5.630 5.688 5.743 5.794
19 2.960 3.593 3.977 4.253 4.469 4.645 4.794 4.924 5.038 5.139 5.231 5.314 5.391 5.462 5.528 5.589 5.647 5.701 5.752
20 2.950 3.578 3.958 4.232 4.445 4.620 4.768 4.895 5.008 5.108 5.199 5.282 5.357 5.427 5.492 5.553 5.610 5.663 5.714
21 2.941 3.565 3.942 4.213 4.424 4.597 4.744 4.870 4.981 5.081 5.170 5.252 5.327 5.396 5.460 5.520 5.577 5.629 5.679
22 2.933 3.553 3.927 4.196 4.406 4.577 4.722 4.847 4.957 5.056 5.144 5.225 5.299 5.368 5.431 5.491 5.546 5.599 5.648
23 2.926 3.542 3.914 4.181 4.388 4.558 4.702 4.826 4.935 5.033 5.121 5.201 5.274 5.342 5.405 5.464 5.519 5.571 5.620
24 2.919 3.532 3.901 4.166 4.373 4.541 4.684 4.807 4.915 5.012 5.099 5.179 5.251 5.319 5.381 5.439 5.494 5.545 5.594
25 2.913 3.523 3.890 4.153 4.358 4.526 4.667 4.789 4.897 4.993 5.079 5.158 5.230 5.297 5.359 5.417 5.471 5.522 5.570
26 2.907 3.514 3.880 4.142 4.345 4.512 4.652 4.773 4.880 4.975 5.061 5.139 5.211 5.277 5.339 5.396 5.450 5.500 5.548
27 2.902 3.506 3.870 4.131 4.333 4.498 4.638 4.758 4.865 4.959 5.044 5.122 5.193 5.259 5.320 5.377 5.430 5.480 5.528
28 2.897 3.499 3.861 4.120 4.322 4.486 4.625 4.745 4.850 4.944 5.029 5.106 5.177 5.242 5.303 5.359 5.412 5.462 5.509
29 2.892 3.493 3.853 4.111 4.311 4.475 4.613 4.732 4.837 4.930 5.014 5.091 5.161 5.226 5.286 5.343 5.395 5.445 5.491
30 2.888 3.487 3.845 4.102 4.302 4.464 4.601 4.720 4.824 4.917 5.001 5.077 5.147 5.211 5.271 5.327 5.379 5.429 5.475
31 2.884 3.481 3.838 4.094 4.292 4.454 4.591 4.709 4.813 4.905 4.988 5.064 5.134 5.198 5.257 5.313 5.365 5.414 5.460
32 2.881 3.475 3.832 4.086 4.284 4.445 4.581 4.698 4.802 4.894 4.977 5.052 5.121 5.185 5.244 5.299 5.351 5.400 5.446
33 2.877 3.470 3.825 4.079 4.276 4.437 4.572 4.689 4.791 4.883 4.965 5.041 5.109 5.173 5.232 5.287 5.338 5.387 5.432

34 2.874 3.465 3.820 4.072 4.268 4.428 4.563 4.680 4.782 4.873 4.955 5.030 5.098 5.161 5.220 5.275 5.326 5.374 5.420
35 2.871 3.461 3.814 4.066 4.261 4.421 4.555 4.671 4.773 4.864 4.945 5.020 5.088 5.151 5.209 5.264 5.315 5.363 5.408
36 2.868 3.457 3.809 4.060 4.255 4.414 4.547 4.663 4.764 4.855 4.936 5.010 5.078 5.141 5.199 5.253 5.304 5.352 5.397
37 2.866 3.453 3.804 4.054 4.249 4.407 4.540 4.655 4.756 4.846 4.927 5.001 5.069 5.131 5.189 5.243 5.294 5.341 5.386
38 2.863 3.449 3.799 4.049 4.243 4.400 4.533 4.648 4.749 4.838 4.919 4.993 5.060 5.122 5.180 5.234 5.284 5.331 5.376
39 2.861 3.446 3.795 4.044 4.237 4.394 4.527 4.641 4.741 4.831 4.911 4.985 5.052 5.114 5.171 5.225 5.275 5.322 5.367
40 2.858 3.442 3.791 4.039 4.232 4.389 4.521 4.635 4.735 4.824 4.904 4.977 5.044 5.106 5.163 5.216 5.266 5.313 5.358
41 2.856 3.439 3.787 4.035 4.227 4.383 4.515 4.628 4.728 4.817 4.897 4.970 5.036 5.098 5.155 5.208 5.258 5.305 5.349
42 2.854 3.436 3.783 4.030 4.222 4.378 4.509 4.622 4.722 4.810 4.890 4.963 5.029 5.091 5.148 5.201 5.250 5.297 5.341
43 2.852 3.433 3.779 4.026 4.217 4.373 4.504 4.617 4.716 4.804 4.884 4.956 5.023 5.084 5.140 5.193 5.243 5.289 5.333
44 2.850 3.430 3.776 4.022 4.213 4.368 4.499 4.611 4.710 4.798 4.878 4.950 5.016 5.077 5.134 5.186 5.236 5.282 5.326
45 2.848 3.428 3.773 4.018 4.209 4.364 4.494 4.606 4.705 4.793 4.872 4.944 5.010 5.071 5.127 5.180 5.229 5.275 5.319
46 2.847 3.425 3.770 4.015 4.205 4.359 4.489 4.601 4.700 4.788 4.866 4.938 5.004 5.065 5.121 5.173 5.222 5.268 5.312
47 2.845 3.423 3.767 4.011 4.201 4.355 4.485 4.597 4.695 4.782 4.861 4.933 4.998 5.059 5.115 5.167 5.216 5.262 5.305
48 2.844 3.420 3.764 4.008 4.197 4.351 4.481 4.592 4.690 4.778 4.856 4.928 4.993 5.053 5.109 5.161 5.210 5.256 5.299
49 2.842 3.418 3.761 4.005 4.194 4.347 4.477 4.588 4.686 4.773 4.851 4.922 4.988 5.048 5.104 5.156 5.204 5.250 5.293
50 2.841 3.416 3.758 4.002 4.190 4.344 4.473 4.584 4.681 4.768 4.847 4.918 4.983 5.043 5.098 5.150 5.199 5.245 5.288
51 2.839 3.414 3.756 3.999 4.187 4.340 4.469 4.580 4.677 4.764 4.842 4.913 4.978 5.038 5.093 5.145 5.194 5.239 5.282
52 2.838 3.412 3.754 3.996 4.184 4.337 4.465 4.576 4.673 4.760 4.838 4.909 4.973 5.033 5.089 5.140 5.189 5.234 5.277
53 2.837 3.410 3.751 3.994 4.181 4.334 4.462 4.573 4.670 4.756 4.834 4.904 4.969 5.029 5.084 5.136 5.184 5.229 5.272
54 2.835 3.408 3.749 3.991 4.178 4.331 4.459 4.569 4.666 4.752 4.830 4.900 4.965 5.024 5.079 5.131 5.179 5.224 5.267
55 2.834 3.407 3.747 3.989 4.176 4.328 4.455 4.566 4.662 4.748 4.826 4.896 4.961 5.020 5.075 5.127 5.175 5.220 5.262
56 2.833 3.405 3.745 3.986 4.173 4.325 4.452 4.562 4.659 4.745 4.822 4.892 4.957 5.016 5.071 5.122 5.170 5.215 5.258
57 2.832 3.403 3.743 3.984 4.170 4.322 4.449 4.559 4.656 4.741 4.819 4.889 4.953 5.012 5.067 5.118 5.166 5.211 5.253
58 2.831 3.402 3.741 3.982 4.168 4.319 4.447 4.556 4.652 4.738 4.815 4.885 4.949 5.008 5.063 5.114 5.162 5.207 5.249
59 2.830 3.400 3.739 3.980 4.166 4.317 4.444 4.553 4.649 4.735 4.812 4.882 4.946 5.005 5.059 5.110 5.158 5.203 5.245
60 2.829 3.399 3.737 3.977 4.163 4.314 4.441 4.550 4.646 4.732 4.809 4.878 4.942 5.001 5.056 5.107 5.154 5.199 5.241
61 2.828 3.397 3.735 3.975 4.161 4.312 4.439 4.548 4.644 4.729 4.805 4.875 4.939 4.998 5.052 5.103 5.151 5.195 5.237
62 2.827 3.396 3.734 3.974 4.159 4.309 4.436 4.545 4.641 4.726 4.802 4.872 4.936 4.994 5.049 5.100 5.147 5.192 5.234
63 2.826 3.395 3.732 3.972 4.157 4.307 4.434 4.543 4.638 4.723 4.800 4.869 4.933 4.991 5.046 5.096 5.144 5.188 5.230
64 2.825 3.393 3.731 3.970 4.155 4.305 4.431 4.540 4.635 4.720 4.797 4.866 4.930 4.988 5.042 5.093 5.140 5.185 5.227
65 2.825 3.392 3.729 3.968 4.153 4.303 4.429 4.538 4.633 4.718 4.794 4.863 4.927 4.985 5.039 5.090 5.137 5.182 5.223
66 2.824 3.391 3.728 3.966 4.151 4.301 4.427 4.535 4.631 4.715 4.791 4.861 4.924 4.982 5.036 5.087 5.134 5.178 5.220
67 2.823 3.390 3.726 3.965 4.149 4.299 4.425 4.533 4.628 4.713 4.789 4.858 4.921 4.979 5.034 5.084 5.131 5.175 5.217
68 2.822 3.389 3.725 3.963 4.147 4.297 4.423 4.531 4.626 4.710 4.786 4.855 4.919 4.977 5.031 5.081 5.128 5.172 5.214
69 2.821 3.388 3.723 3.962 4.146 4.295 4.421 4.529 4.624 4.708 4.784 4.853 4.916 4.974 5.028 5.078 5.125 5.169 5.211
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Critical Values of the Studentized Range (0.05 level)

df 
error

Number of Means

2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

2 6.085 8.331 9.798 10.880 11.730 12.430 13.030 13.540 13.990 14.390 14.750 15.080 15.370 15.650 15.910 16.140 16.360 16.570 16.770
3 4.501 5.910 6.825 7.502 8.037 8.478 8.852 9.177 9.462 9.717 9.946 10.150 10.350 10.520 10.690 10.840 10.980 11.110 11.240
4 3.927 5.040 5.757 6.287 6.707 7.053 7.347 7.602 7.826 8.027 8.208 8.373 8.524 8.664 8.793 8.914 9.027 9.133 9.233
5 3.635 4.602 5.219 5.673 6.033 6.330 6.582 6.801 6.995 7.167 7.324 7.465 7.596 7.716 7.828 7.932 8.030 8.122 8.208
6 3.461 4.339 4.896 5.305 5.629 5.895 6.122 6.319 6.493 6.649 6.789 6.917 7.034 7.143 7.244 7.338 7.426 7.509 7.587
7 3.344 4.165 4.681 5.060 5.359 5.606 5.815 5.998 6.158 6.302 6.431 6.550 6.658 6.759 6.852 6.939 7.020 7.097 7.169
8 3.261 4.041 4.529 4.886 5.167 5.399 5.596 5.767 5.918 6.053 6.175 6.287 6.389 6.483 6.571 6.653 6.729 6.802 6.870
9 3.199 3.949 4.415 4.755 5.024 5.244 5.432 5.595 5.738 5.867 5.983 6.089 6.186 6.276 6.359 6.437 6.510 6.579 6.644

10 3.151 3.877 4.327 4.654 4.912 5.124 5.304 5.461 5.598 5.722 5.833 5.935 6.028 6.114 6.194 6.269 6.339 6.405 6.467
11 3.113 3.820 4.256 4.574 4.823 5.028 5.202 5.353 5.486 5.605 5.713 5.811 5.901 5.984 6.062 6.134 6.202 6.265 6.325
12 3.081 3.773 4.199 4.508 4.748 4.947 5.116 5.263 5.395 5.510 5.615 5.710 5.797 5.878 5.953 6.023 6.089 6.151 6.209
13 3.055 3.734 4.151 4.453 4.690 4.884 5.049 5.192 5.318 5.431 5.533 5.625 5.711 5.789 5.862 5.931 5.995 6.055 6.112
14 3.033 3.701 4.111 4.407 4.639 4.829 4.990 5.130 5.253 5.364 5.463 5.554 5.637 5.714 5.785 5.852 5.915 5.974 6.029
15 3.014 3.673 4.076 4.367 4.595 4.782 4.940 5.077 5.198 5.306 5.403 5.492 5.574 5.649 5.719 5.785 5.846 5.904 5.958
16 2.998 3.649 4.046 4.333 4.557 4.741 4.896 5.031 5.150 5.256 5.352 5.439 5.519 5.593 5.662 5.726 5.786 5.843 5.896
17 2.984 3.628 4.020 4.303 4.524 4.705 4.858 4.991 5.108 5.212 5.306 5.392 5.471 5.544 5.612 5.675 5.734 5.790 5.842
18 2.971 3.609 3.997 4.276 4.494 4.673 4.824 4.955 5.071 5.174 5.266 5.351 5.429 5.501 5.567 5.630 5.688 5.743 5.794
19 2.960 3.593 3.977 4.253 4.469 4.645 4.794 4.924 5.038 5.139 5.231 5.314 5.391 5.462 5.528 5.589 5.647 5.701 5.752
20 2.950 3.578 3.958 4.232 4.445 4.620 4.768 4.895 5.008 5.108 5.199 5.282 5.357 5.427 5.492 5.553 5.610 5.663 5.714
21 2.941 3.565 3.942 4.213 4.424 4.597 4.744 4.870 4.981 5.081 5.170 5.252 5.327 5.396 5.460 5.520 5.577 5.629 5.679
22 2.933 3.553 3.927 4.196 4.406 4.577 4.722 4.847 4.957 5.056 5.144 5.225 5.299 5.368 5.431 5.491 5.546 5.599 5.648
23 2.926 3.542 3.914 4.181 4.388 4.558 4.702 4.826 4.935 5.033 5.121 5.201 5.274 5.342 5.405 5.464 5.519 5.571 5.620
24 2.919 3.532 3.901 4.166 4.373 4.541 4.684 4.807 4.915 5.012 5.099 5.179 5.251 5.319 5.381 5.439 5.494 5.545 5.594
25 2.913 3.523 3.890 4.153 4.358 4.526 4.667 4.789 4.897 4.993 5.079 5.158 5.230 5.297 5.359 5.417 5.471 5.522 5.570
26 2.907 3.514 3.880 4.142 4.345 4.512 4.652 4.773 4.880 4.975 5.061 5.139 5.211 5.277 5.339 5.396 5.450 5.500 5.548
27 2.902 3.506 3.870 4.131 4.333 4.498 4.638 4.758 4.865 4.959 5.044 5.122 5.193 5.259 5.320 5.377 5.430 5.480 5.528
28 2.897 3.499 3.861 4.120 4.322 4.486 4.625 4.745 4.850 4.944 5.029 5.106 5.177 5.242 5.303 5.359 5.412 5.462 5.509
29 2.892 3.493 3.853 4.111 4.311 4.475 4.613 4.732 4.837 4.930 5.014 5.091 5.161 5.226 5.286 5.343 5.395 5.445 5.491
30 2.888 3.487 3.845 4.102 4.302 4.464 4.601 4.720 4.824 4.917 5.001 5.077 5.147 5.211 5.271 5.327 5.379 5.429 5.475
31 2.884 3.481 3.838 4.094 4.292 4.454 4.591 4.709 4.813 4.905 4.988 5.064 5.134 5.198 5.257 5.313 5.365 5.414 5.460
32 2.881 3.475 3.832 4.086 4.284 4.445 4.581 4.698 4.802 4.894 4.977 5.052 5.121 5.185 5.244 5.299 5.351 5.400 5.446
33 2.877 3.470 3.825 4.079 4.276 4.437 4.572 4.689 4.791 4.883 4.965 5.041 5.109 5.173 5.232 5.287 5.338 5.387 5.432

34 2.874 3.465 3.820 4.072 4.268 4.428 4.563 4.680 4.782 4.873 4.955 5.030 5.098 5.161 5.220 5.275 5.326 5.374 5.420
35 2.871 3.461 3.814 4.066 4.261 4.421 4.555 4.671 4.773 4.864 4.945 5.020 5.088 5.151 5.209 5.264 5.315 5.363 5.408
36 2.868 3.457 3.809 4.060 4.255 4.414 4.547 4.663 4.764 4.855 4.936 5.010 5.078 5.141 5.199 5.253 5.304 5.352 5.397
37 2.866 3.453 3.804 4.054 4.249 4.407 4.540 4.655 4.756 4.846 4.927 5.001 5.069 5.131 5.189 5.243 5.294 5.341 5.386
38 2.863 3.449 3.799 4.049 4.243 4.400 4.533 4.648 4.749 4.838 4.919 4.993 5.060 5.122 5.180 5.234 5.284 5.331 5.376
39 2.861 3.446 3.795 4.044 4.237 4.394 4.527 4.641 4.741 4.831 4.911 4.985 5.052 5.114 5.171 5.225 5.275 5.322 5.367
40 2.858 3.442 3.791 4.039 4.232 4.389 4.521 4.635 4.735 4.824 4.904 4.977 5.044 5.106 5.163 5.216 5.266 5.313 5.358
41 2.856 3.439 3.787 4.035 4.227 4.383 4.515 4.628 4.728 4.817 4.897 4.970 5.036 5.098 5.155 5.208 5.258 5.305 5.349
42 2.854 3.436 3.783 4.030 4.222 4.378 4.509 4.622 4.722 4.810 4.890 4.963 5.029 5.091 5.148 5.201 5.250 5.297 5.341
43 2.852 3.433 3.779 4.026 4.217 4.373 4.504 4.617 4.716 4.804 4.884 4.956 5.023 5.084 5.140 5.193 5.243 5.289 5.333
44 2.850 3.430 3.776 4.022 4.213 4.368 4.499 4.611 4.710 4.798 4.878 4.950 5.016 5.077 5.134 5.186 5.236 5.282 5.326
45 2.848 3.428 3.773 4.018 4.209 4.364 4.494 4.606 4.705 4.793 4.872 4.944 5.010 5.071 5.127 5.180 5.229 5.275 5.319
46 2.847 3.425 3.770 4.015 4.205 4.359 4.489 4.601 4.700 4.788 4.866 4.938 5.004 5.065 5.121 5.173 5.222 5.268 5.312
47 2.845 3.423 3.767 4.011 4.201 4.355 4.485 4.597 4.695 4.782 4.861 4.933 4.998 5.059 5.115 5.167 5.216 5.262 5.305
48 2.844 3.420 3.764 4.008 4.197 4.351 4.481 4.592 4.690 4.778 4.856 4.928 4.993 5.053 5.109 5.161 5.210 5.256 5.299
49 2.842 3.418 3.761 4.005 4.194 4.347 4.477 4.588 4.686 4.773 4.851 4.922 4.988 5.048 5.104 5.156 5.204 5.250 5.293
50 2.841 3.416 3.758 4.002 4.190 4.344 4.473 4.584 4.681 4.768 4.847 4.918 4.983 5.043 5.098 5.150 5.199 5.245 5.288
51 2.839 3.414 3.756 3.999 4.187 4.340 4.469 4.580 4.677 4.764 4.842 4.913 4.978 5.038 5.093 5.145 5.194 5.239 5.282
52 2.838 3.412 3.754 3.996 4.184 4.337 4.465 4.576 4.673 4.760 4.838 4.909 4.973 5.033 5.089 5.140 5.189 5.234 5.277
53 2.837 3.410 3.751 3.994 4.181 4.334 4.462 4.573 4.670 4.756 4.834 4.904 4.969 5.029 5.084 5.136 5.184 5.229 5.272
54 2.835 3.408 3.749 3.991 4.178 4.331 4.459 4.569 4.666 4.752 4.830 4.900 4.965 5.024 5.079 5.131 5.179 5.224 5.267
55 2.834 3.407 3.747 3.989 4.176 4.328 4.455 4.566 4.662 4.748 4.826 4.896 4.961 5.020 5.075 5.127 5.175 5.220 5.262
56 2.833 3.405 3.745 3.986 4.173 4.325 4.452 4.562 4.659 4.745 4.822 4.892 4.957 5.016 5.071 5.122 5.170 5.215 5.258
57 2.832 3.403 3.743 3.984 4.170 4.322 4.449 4.559 4.656 4.741 4.819 4.889 4.953 5.012 5.067 5.118 5.166 5.211 5.253
58 2.831 3.402 3.741 3.982 4.168 4.319 4.447 4.556 4.652 4.738 4.815 4.885 4.949 5.008 5.063 5.114 5.162 5.207 5.249
59 2.830 3.400 3.739 3.980 4.166 4.317 4.444 4.553 4.649 4.735 4.812 4.882 4.946 5.005 5.059 5.110 5.158 5.203 5.245
60 2.829 3.399 3.737 3.977 4.163 4.314 4.441 4.550 4.646 4.732 4.809 4.878 4.942 5.001 5.056 5.107 5.154 5.199 5.241
61 2.828 3.397 3.735 3.975 4.161 4.312 4.439 4.548 4.644 4.729 4.805 4.875 4.939 4.998 5.052 5.103 5.151 5.195 5.237
62 2.827 3.396 3.734 3.974 4.159 4.309 4.436 4.545 4.641 4.726 4.802 4.872 4.936 4.994 5.049 5.100 5.147 5.192 5.234
63 2.826 3.395 3.732 3.972 4.157 4.307 4.434 4.543 4.638 4.723 4.800 4.869 4.933 4.991 5.046 5.096 5.144 5.188 5.230
64 2.825 3.393 3.731 3.970 4.155 4.305 4.431 4.540 4.635 4.720 4.797 4.866 4.930 4.988 5.042 5.093 5.140 5.185 5.227
65 2.825 3.392 3.729 3.968 4.153 4.303 4.429 4.538 4.633 4.718 4.794 4.863 4.927 4.985 5.039 5.090 5.137 5.182 5.223
66 2.824 3.391 3.728 3.966 4.151 4.301 4.427 4.535 4.631 4.715 4.791 4.861 4.924 4.982 5.036 5.087 5.134 5.178 5.220
67 2.823 3.390 3.726 3.965 4.149 4.299 4.425 4.533 4.628 4.713 4.789 4.858 4.921 4.979 5.034 5.084 5.131 5.175 5.217
68 2.822 3.389 3.725 3.963 4.147 4.297 4.423 4.531 4.626 4.710 4.786 4.855 4.919 4.977 5.031 5.081 5.128 5.172 5.214
69 2.821 3.388 3.723 3.962 4.146 4.295 4.421 4.529 4.624 4.708 4.784 4.853 4.916 4.974 5.028 5.078 5.125 5.169 5.211

(Continued)



134
 

A
ppendix

Critical Values of the Studentized Range (0.05 level) (Continued)

df 
error

Number of Means

2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

70 2.821 3.386 3.722 3.960 4.144 4.293 4.419 4.527 4.621 4.706 4.782 4.850 4.913 4.972 5.025 5.076 5.123 5.167 5.208
71 2.820 3.385 3.721 3.959 4.142 4.291 4.417 4.525 4.619 4.704 4.779 4.848 4.911 4.969 5.023 5.073 5.120 5.164 5.205
72 2.819 3.384 3.720 3.957 4.141 4.290 4.415 4.523 4.617 4.701 4.777 4.846 4.909 4.967 5.020 5.070 5.117 5.161 5.203
73 2.819 3.383 3.718 3.956 4.139 4.288 4.413 4.521 4.615 4.699 4.775 4.844 4.906 4.964 5.018 5.068 5.115 5.159 5.200
74 2.818 3.383 3.717 3.954 4.138 4.286 4.411 4.519 4.613 4.697 4.773 4.841 4.904 4.962 5.016 5.066 5.112 5.156 5.198
75 2.817 3.382 3.716 3.953 4.136 4.285 4.410 4.517 4.612 4.695 4.771 4.839 4.902 4.960 5.013 5.063 5.110 5.154 5.195
76 2.817 3.381 3.715 3.952 4.135 4.283 4.408 4.516 4.610 4.693 4.769 4.837 4.900 4.958 5.011 5.061 5.108 5.151 5.193
77 2.816 3.380 3.714 3.951 4.133 4.282 4.406 4.514 4.608 4.692 4.767 4.835 4.898 4.955 5.009 5.059 5.105 5.149 5.190
78 2.816 3.379 3.713 3.949 4.132 4.280 4.405 4.512 4.606 4.690 4.765 4.833 4.896 4.953 5.007 5.057 5.103 5.147 5.188
79 2.815 3.378 3.712 3.948 4.131 4.279 4.403 4.511 4.604 4.688 4.763 4.831 4.894 4.951 5.005 5.054 5.101 5.145 5.186
80 2.814 3.377 3.711 3.947 4.129 4.278 4.402 4.509 4.603 4.686 4.761 4.830 4.892 4.949 5.003 5.052 5.099 5.142 5.184
81 2.814 3.377 3.710 3.946 4.128 4.276 4.400 4.507 4.601 4.685 4.760 4.828 4.890 4.947 5.001 5.050 5.097 5.140 5.181
82 2.813 3.376 3.709 3.945 4.127 4.275 4.399 4.506 4.600 4.683 4.758 4.826 4.888 4.946 4.999 5.048 5.095 5.138 5.179
83 2.813 3.375 3.708 3.944 4.126 4.274 4.398 4.505 4.598 4.681 4.756 4.824 4.886 4.944 4.997 5.046 5.093 5.136 5.177
84 2.812 3.374 3.707 3.943 4.125 4.272 4.396 4.503 4.597 4.680 4.755 4.823 4.885 4.942 4.995 5.045 5.091 5.134 5.175
85 2.812 3.374 3.706 3.942 4.124 4.271 4.395 4.502 4.595 4.678 4.753 4.821 4.883 4.940 4.993 5.043 5.089 5.132 5.173
86 2.811 3.373 3.705 3.941 4.122 4.270 4.394 4.500 4.594 4.677 4.752 4.819 4.881 4.939 4.992 5.041 5.087 5.131 5.171
87 2.811 3.372 3.704 3.940 4.121 4.269 4.393 4.499 4.592 4.675 4.750 4.818 4.880 4.937 4.990 5.039 5.085 5.129 5.170
88 2.811 3.372 3.704 3.939 4.120 4.268 4.391 4.498 4.591 4.674 4.749 4.816 4.878 4.935 4.988 5.038 5.084 5.127 5.168
89 2.810 3.371 3.703 3.938 4.119 4.266 4.390 4.496 4.590 4.673 4.747 4.815 4.877 4.934 4.987 5.036 5.082 5.125 5.166
90 2.810 3.370 3.702 3.937 4.118 4.265 4.389 4.495 4.588 4.671 4.746 4.813 4.875 4.932 4.985 5.034 5.080 5.124 5.164
91 2.809 3.370 3.701 3.936 4.117 4.264 4.388 4.494 4.587 4.670 4.744 4.812 4.874 4.931 4.984 5.033 5.079 5.122 5.163
92 2.809 3.369 3.701 3.935 4.116 4.263 4.387 4.493 4.586 4.669 4.743 4.810 4.872 4.929 4.982 5.031 5.077 5.120 5.161
93 2.808 3.368 3.700 3.934 4.115 4.262 4.386 4.492 4.585 4.667 4.742 4.809 4.871 4.928 4.981 5.030 5.076 5.119 5.159
94 2.808 3.368 3.699 3.934 4.114 4.261 4.385 4.491 4.583 4.666 4.740 4.808 4.870 4.926 4.979 5.028 5.074 5.117 5.158
95 2.808 3.367 3.698 3.933 4.114 4.260 4.383 4.489 4.582 4.665 4.739 4.806 4.868 4.925 4.978 5.027 5.073 5.116 5.156
96 2.807 3.367 3.698 3.932 4.113 4.259 4.382 4.488 4.581 4.664 4.738 4.805 4.867 4.924 4.976 5.025 5.071 5.114 5.155
97 2.807 3.366 3.697 3.931 4.112 4.258 4.381 4.487 4.580 4.663 4.737 4.804 4.866 4.922 4.975 5.024 5.070 5.113 5.153
98 2.807 3.366 3.696 3.930 4.111 4.257 4.380 4.486 4.579 4.661 4.735 4.803 4.864 4.921 4.974 5.023 5.068 5.111 5.152
99 2.806 3.365 3.696 3.930 4.110 4.257 4.380 4.485 4.578 4.660 4.734 4.802 4.863 4.920 4.972 5.021 5.067 5.110 5.150

100 2.806 3.365 3.695 3.929 4.109 4.256 4.379 4.484 4.577 4.659 4.733 4.800 4.862 4.919 4.971 5.020 5.066 5.109 5.149
101 2.805 3.364 3.694 3.928 4.109 4.255 4.378 4.483 4.576 4.658 4.732 4.799 4.861 4.917 4.970 5.019 5.064 5.107 5.148
102 2.805 3.364 3.694 3.928 4.108 4.254 4.377 4.482 4.575 4.657 4.731 4.798 4.860 4.916 4.969 5.017 5.063 5.106 5.146
103 2.805 3.363 3.693 3.927 4.107 4.253 4.376 4.481 4.574 4.656 4.730 4.797 4.858 4.915 4.967 5.016 5.062 5.105 5.145
104 2.804 3.363 3.693 3.926 4.106 4.252 4.375 4.480 4.573 4.655 4.729 4.796 4.857 4.914 4.966 5.015 5.061 5.103 5.144
105 2.804 3.362 3.692 3.926 4.106 4.252 4.374 4.480 4.572 4.654 4.728 4.795 4.856 4.913 4.965 5.014 5.059 5.102 5.142
106 2.804 3.362 3.692 3.925 4.105 4.251 4.373 4.479 4.571 4.653 4.727 4.794 4.855 4.912 4.964 5.013 5.058 5.101 5.141
107 2.804 3.361 3.691 3.924 4.104 4.250 4.372 4.478 4.570 4.652 4.726 4.793 4.854 4.910 4.963 5.011 5.057 5.100 5.140
108 2.803 3.361 3.690 3.924 4.103 4.249 4.372 4.477 4.569 4.651 4.725 4.792 4.853 4.909 4.962 5.010 5.056 5.099 5.139
109 2.803 3.360 3.690 3.923 4.103 4.249 4.371 4.476 4.568 4.650 4.724 4.791 4.852 4.908 4.961 5.009 5.055 5.097 5.138
110 2.803 3.360 3.689 3.922 4.102 4.248 4.370 4.475 4.567 4.649 4.723 4.790 4.851 4.907 4.959 5.008 5.054 5.096 5.136
111 2.802 3.360 3.689 3.922 4.101 4.247 4.369 4.474 4.567 4.648 4.722 4.789 4.850 4.906 4.958 5.007 5.052 5.095 5.135
112 2.802 3.359 3.688 3.921 4.101 4.246 4.369 4.474 4.566 4.648 4.721 4.788 4.849 4.905 4.957 5.006 5.051 5.094 5.134
113 2.802 3.359 3.688 3.921 4.100 4.246 4.368 4.473 4.565 4.647 4.720 4.787 4.848 4.904 4.956 5.005 5.050 5.093 5.133
114 2.802 3.358 3.687 3.920 4.100 4.245 4.367 4.472 4.564 4.646 4.719 4.786 4.847 4.903 4.955 5.004 5.049 5.092 5.132
115 2.801 3.358 3.687 3.920 4.099 4.244 4.366 4.471 4.563 4.645 4.719 4.785 4.846 4.902 4.954 5.003 5.048 5.091 5.131
116 2.801 3.358 3.686 3.919 4.098 4.244 4.366 4.471 4.563 4.644 4.718 4.784 4.845 4.902 4.954 5.002 5.047 5.090 5.130
117 2.801 3.357 3.686 3.919 4.098 4.243 4.365 4.470 4.562 4.643 4.717 4.783 4.844 4.901 4.953 5.001 5.046 5.089 5.129
118 2.801 3.357 3.686 3.918 4.097 4.242 4.364 4.469 4.561 4.643 4.716 4.783 4.844 4.900 4.952 5.000 5.045 5.088 5.128
119 2.800 3.357 3.685 3.917 4.097 4.242 4.364 4.469 4.560 4.642 4.715 4.782 4.843 4.899 4.951 4.999 5.044 5.087 5.127
120 2.800 3.356 3.685 3.917 4.096 4.241 4.363 4.468 4.560 4.641 4.714 4.781 4.842 4.898 4.950 4.998 5.044 5.086 5.126
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Critical Values of the Studentized Range (0.05 level) (Continued)

df 
error

Number of Means

2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

70 2.821 3.386 3.722 3.960 4.144 4.293 4.419 4.527 4.621 4.706 4.782 4.850 4.913 4.972 5.025 5.076 5.123 5.167 5.208
71 2.820 3.385 3.721 3.959 4.142 4.291 4.417 4.525 4.619 4.704 4.779 4.848 4.911 4.969 5.023 5.073 5.120 5.164 5.205
72 2.819 3.384 3.720 3.957 4.141 4.290 4.415 4.523 4.617 4.701 4.777 4.846 4.909 4.967 5.020 5.070 5.117 5.161 5.203
73 2.819 3.383 3.718 3.956 4.139 4.288 4.413 4.521 4.615 4.699 4.775 4.844 4.906 4.964 5.018 5.068 5.115 5.159 5.200
74 2.818 3.383 3.717 3.954 4.138 4.286 4.411 4.519 4.613 4.697 4.773 4.841 4.904 4.962 5.016 5.066 5.112 5.156 5.198
75 2.817 3.382 3.716 3.953 4.136 4.285 4.410 4.517 4.612 4.695 4.771 4.839 4.902 4.960 5.013 5.063 5.110 5.154 5.195
76 2.817 3.381 3.715 3.952 4.135 4.283 4.408 4.516 4.610 4.693 4.769 4.837 4.900 4.958 5.011 5.061 5.108 5.151 5.193
77 2.816 3.380 3.714 3.951 4.133 4.282 4.406 4.514 4.608 4.692 4.767 4.835 4.898 4.955 5.009 5.059 5.105 5.149 5.190
78 2.816 3.379 3.713 3.949 4.132 4.280 4.405 4.512 4.606 4.690 4.765 4.833 4.896 4.953 5.007 5.057 5.103 5.147 5.188
79 2.815 3.378 3.712 3.948 4.131 4.279 4.403 4.511 4.604 4.688 4.763 4.831 4.894 4.951 5.005 5.054 5.101 5.145 5.186
80 2.814 3.377 3.711 3.947 4.129 4.278 4.402 4.509 4.603 4.686 4.761 4.830 4.892 4.949 5.003 5.052 5.099 5.142 5.184
81 2.814 3.377 3.710 3.946 4.128 4.276 4.400 4.507 4.601 4.685 4.760 4.828 4.890 4.947 5.001 5.050 5.097 5.140 5.181
82 2.813 3.376 3.709 3.945 4.127 4.275 4.399 4.506 4.600 4.683 4.758 4.826 4.888 4.946 4.999 5.048 5.095 5.138 5.179
83 2.813 3.375 3.708 3.944 4.126 4.274 4.398 4.505 4.598 4.681 4.756 4.824 4.886 4.944 4.997 5.046 5.093 5.136 5.177
84 2.812 3.374 3.707 3.943 4.125 4.272 4.396 4.503 4.597 4.680 4.755 4.823 4.885 4.942 4.995 5.045 5.091 5.134 5.175
85 2.812 3.374 3.706 3.942 4.124 4.271 4.395 4.502 4.595 4.678 4.753 4.821 4.883 4.940 4.993 5.043 5.089 5.132 5.173
86 2.811 3.373 3.705 3.941 4.122 4.270 4.394 4.500 4.594 4.677 4.752 4.819 4.881 4.939 4.992 5.041 5.087 5.131 5.171
87 2.811 3.372 3.704 3.940 4.121 4.269 4.393 4.499 4.592 4.675 4.750 4.818 4.880 4.937 4.990 5.039 5.085 5.129 5.170
88 2.811 3.372 3.704 3.939 4.120 4.268 4.391 4.498 4.591 4.674 4.749 4.816 4.878 4.935 4.988 5.038 5.084 5.127 5.168
89 2.810 3.371 3.703 3.938 4.119 4.266 4.390 4.496 4.590 4.673 4.747 4.815 4.877 4.934 4.987 5.036 5.082 5.125 5.166
90 2.810 3.370 3.702 3.937 4.118 4.265 4.389 4.495 4.588 4.671 4.746 4.813 4.875 4.932 4.985 5.034 5.080 5.124 5.164
91 2.809 3.370 3.701 3.936 4.117 4.264 4.388 4.494 4.587 4.670 4.744 4.812 4.874 4.931 4.984 5.033 5.079 5.122 5.163
92 2.809 3.369 3.701 3.935 4.116 4.263 4.387 4.493 4.586 4.669 4.743 4.810 4.872 4.929 4.982 5.031 5.077 5.120 5.161
93 2.808 3.368 3.700 3.934 4.115 4.262 4.386 4.492 4.585 4.667 4.742 4.809 4.871 4.928 4.981 5.030 5.076 5.119 5.159
94 2.808 3.368 3.699 3.934 4.114 4.261 4.385 4.491 4.583 4.666 4.740 4.808 4.870 4.926 4.979 5.028 5.074 5.117 5.158
95 2.808 3.367 3.698 3.933 4.114 4.260 4.383 4.489 4.582 4.665 4.739 4.806 4.868 4.925 4.978 5.027 5.073 5.116 5.156
96 2.807 3.367 3.698 3.932 4.113 4.259 4.382 4.488 4.581 4.664 4.738 4.805 4.867 4.924 4.976 5.025 5.071 5.114 5.155
97 2.807 3.366 3.697 3.931 4.112 4.258 4.381 4.487 4.580 4.663 4.737 4.804 4.866 4.922 4.975 5.024 5.070 5.113 5.153
98 2.807 3.366 3.696 3.930 4.111 4.257 4.380 4.486 4.579 4.661 4.735 4.803 4.864 4.921 4.974 5.023 5.068 5.111 5.152
99 2.806 3.365 3.696 3.930 4.110 4.257 4.380 4.485 4.578 4.660 4.734 4.802 4.863 4.920 4.972 5.021 5.067 5.110 5.150

100 2.806 3.365 3.695 3.929 4.109 4.256 4.379 4.484 4.577 4.659 4.733 4.800 4.862 4.919 4.971 5.020 5.066 5.109 5.149
101 2.805 3.364 3.694 3.928 4.109 4.255 4.378 4.483 4.576 4.658 4.732 4.799 4.861 4.917 4.970 5.019 5.064 5.107 5.148
102 2.805 3.364 3.694 3.928 4.108 4.254 4.377 4.482 4.575 4.657 4.731 4.798 4.860 4.916 4.969 5.017 5.063 5.106 5.146
103 2.805 3.363 3.693 3.927 4.107 4.253 4.376 4.481 4.574 4.656 4.730 4.797 4.858 4.915 4.967 5.016 5.062 5.105 5.145
104 2.804 3.363 3.693 3.926 4.106 4.252 4.375 4.480 4.573 4.655 4.729 4.796 4.857 4.914 4.966 5.015 5.061 5.103 5.144
105 2.804 3.362 3.692 3.926 4.106 4.252 4.374 4.480 4.572 4.654 4.728 4.795 4.856 4.913 4.965 5.014 5.059 5.102 5.142
106 2.804 3.362 3.692 3.925 4.105 4.251 4.373 4.479 4.571 4.653 4.727 4.794 4.855 4.912 4.964 5.013 5.058 5.101 5.141
107 2.804 3.361 3.691 3.924 4.104 4.250 4.372 4.478 4.570 4.652 4.726 4.793 4.854 4.910 4.963 5.011 5.057 5.100 5.140
108 2.803 3.361 3.690 3.924 4.103 4.249 4.372 4.477 4.569 4.651 4.725 4.792 4.853 4.909 4.962 5.010 5.056 5.099 5.139
109 2.803 3.360 3.690 3.923 4.103 4.249 4.371 4.476 4.568 4.650 4.724 4.791 4.852 4.908 4.961 5.009 5.055 5.097 5.138
110 2.803 3.360 3.689 3.922 4.102 4.248 4.370 4.475 4.567 4.649 4.723 4.790 4.851 4.907 4.959 5.008 5.054 5.096 5.136
111 2.802 3.360 3.689 3.922 4.101 4.247 4.369 4.474 4.567 4.648 4.722 4.789 4.850 4.906 4.958 5.007 5.052 5.095 5.135
112 2.802 3.359 3.688 3.921 4.101 4.246 4.369 4.474 4.566 4.648 4.721 4.788 4.849 4.905 4.957 5.006 5.051 5.094 5.134
113 2.802 3.359 3.688 3.921 4.100 4.246 4.368 4.473 4.565 4.647 4.720 4.787 4.848 4.904 4.956 5.005 5.050 5.093 5.133
114 2.802 3.358 3.687 3.920 4.100 4.245 4.367 4.472 4.564 4.646 4.719 4.786 4.847 4.903 4.955 5.004 5.049 5.092 5.132
115 2.801 3.358 3.687 3.920 4.099 4.244 4.366 4.471 4.563 4.645 4.719 4.785 4.846 4.902 4.954 5.003 5.048 5.091 5.131
116 2.801 3.358 3.686 3.919 4.098 4.244 4.366 4.471 4.563 4.644 4.718 4.784 4.845 4.902 4.954 5.002 5.047 5.090 5.130
117 2.801 3.357 3.686 3.919 4.098 4.243 4.365 4.470 4.562 4.643 4.717 4.783 4.844 4.901 4.953 5.001 5.046 5.089 5.129
118 2.801 3.357 3.686 3.918 4.097 4.242 4.364 4.469 4.561 4.643 4.716 4.783 4.844 4.900 4.952 5.000 5.045 5.088 5.128
119 2.800 3.357 3.685 3.917 4.097 4.242 4.364 4.469 4.560 4.642 4.715 4.782 4.843 4.899 4.951 4.999 5.044 5.087 5.127
120 2.800 3.356 3.685 3.917 4.096 4.241 4.363 4.468 4.560 4.641 4.714 4.781 4.842 4.898 4.950 4.998 5.044 5.086 5.126
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CHApTEr 1

1. Describe the differences between a retrospective study, a prospective study, and 
an experiment.
A retrospective study examines past events to determine the factors that influ-
enced those events. Prospective studies examine the outcomes of events that 
will occur in the future. An experiment is another format for a research study. 
An experiment is a method used when one wishes to show cause-and-effect rela-
tions. The main features of an experiment are the presence of a control group, an 
experimental group, and random selection and assignment of subjects.

2. Describe the differences between an independent variable and a dependent 
variable.
A dependent variable is a variable that can be influenced or changed by other 
variables under study. An independent variable is a variable that measures char-
acteristics that cannot be influenced by the researcher.

3. Describe the situations in which a researcher would use a simple random sample 
versus a cluster sample and a stratified random sample.
Random selection is one of the best ways of ensuring that there are no biases in 
the method used to select subjects for participation in the study.
A cluster sample is used when the researcher wishes to select a representative 
sample from geographic areas.
In a stratified random sample, the researcher anticipates that there may be 
differences in the results based on the subjects’ memberships in particular groups.

4. In each of the following cases, identify the dependent variable and the independent 
variable:

grade on exam (dependent) hours studied (independent)

number of training programs attended 
(independent)

accident involvement (dependent)

Solutions to Selected Sample problems
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5. Define the following terms:
Bias: Bias is anything in the selection process that results in a group of people 
who are not considered to be representative of the population.
Placebo: A placebo is a treatment that has no effects on the subjects. A placebo 
is used to ensure that the treatment is the actual cause for the differences between 
the control and experimental groups and not a result of being treated or part of 
the study.
Variable: A variable is any measurement that can have a potential range of values.
Population: A population is the all-inclusive group of subjects that have the char-
acteristics the researcher is interested in observing.
Statistic(s): (1) A statistic is a numerical term that summarizes or describes a 
sample. (2) Statistics is defined as the science that deals with the collection, 
tabulation, and systematic classification of data.
Double blind study: A study where neither the person conducting the study nor 
the subject knows if the subject is receiving a treatment.

6. A researcher wishes to show that a particular drug really works. What must the 
researcher do to show cause and effect?
The researcher must conduct an experiment using a control and an experimental 
group and random assignment of the subjects to each group.

7. A researcher wishes to conduct a survey to identify people’s perceptions of the 
economy in the United States. What type of sampling technique would be most 
appropriate and why?
A cluster sample would be most appropriate because one may assume that there 
are geographic differences in people’s perceptions about the economy.

8. The researcher wishes to perform a simple random sample selection using 100 
people from a population of 1,000. Describe the process the researcher should go 
through to complete this task.
Number the subjects from 1 to 1,000. Using a random numbers table, go down 
the first column reading the first 4 digits of the random number. Those subjects 
whose assigned number appears are selected until 100 people have been chosen.

9. When a researcher makes an observation and then creates a model to match it, the 
type of research is
b. inductive research

10. A researcher enumerated the sample, then used a table to select the cases. The 
type of sample selected is a
b. simple random sample

11. The sampling method that accounts for geographic differences in the population 
is a
a. cluster sample

12. An example of a nonprobability sample is a
c. chunk sample

13. A researcher wishes to randomly select 5 subjects from a population of 1,000 
using a simple random selection. Using the random numbers table in the Appen-
dix, identify the first five subjects that would be in the sample. Describe the pro-
cess used to perform this selection.
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Starting in the first column and continuing down each of the columns until five 
subjects are selected, the first five would be:

429, 365, 961, 997, 922
14. Compare and contrast chunk sampling to stratified random sampling.

Chunk sampling is a nonprobability sampling technique in which the researcher 
selects from a group. Stratified random sampling is considered a probability tech-
nique in which subjects are first arranged according to a group, then randomly 
selected from each.

15. A safety manager wishes to evaluate the effectiveness of using hard hats in the 
workplace. Describe the dependent and independent variables one may use in a 
study such as this.
An example of a study could be comparing the number of employees who wore 
their hard hats (independent variable) during the workday and the number of head 
injuries reported by employees (dependent variable).

16. Describe the differences between a population and a sample.
A population is the all-inclusive group with a particular trait or characteristic. 
A sample is a subset of the population.

CHApTEr 2

1. A safety manager decided to perform a quality check on a product that was being 
produced by the company. He randomly selected 15 units from a box of 100 and 
found 3 to be damaged. What is the probability of a damaged piece of equipment 
coming off the production line?

 3/15 = .20, or 20%

2. A system was set up in parallel with two components, A and B. The probability 
of failure for A is .20 and for B is .10. In order for the system to fail, both must 
fail. What is the probability of a system failure?

 P
(A)

 and P
(B)

 = .20 × .10 = .02, or 2%

3. A system was set up in series with two components, A and B. In order for the 
system to fail, only one must fail. The probability of failure for A is .30 and for B 
is .20. What is the probability of a system failure?

 P
(A)

 or P
(B)

 = .30 + .20 – (.30 × .20) = .44 or 44%

4. A system was found to average a rate of 2 failures per 30,000 hours of use. What 
is the probability of one failure to the system in the next 40,000 hours?

 
P

M

x( ) = =

=

(2.718 )(2.67 )

1
.18 or an 18% chance

(40,000)

2.67 1−

2

300 000
2 67

,
.







=
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5. A system is arranged in parallel with four components. If two components have 
a probability of failure of .007 and the other two have a probability of failure of 
.003, what is the probability of a system failure if all components have to fail at 
the same time?

 P (Failure) = .007 × .007 × .003 × .003 = 4.41 × 10–10

6. There are seven subjects in a study. Three have a disease and four are disease-free. 
What is the probability of randomly selecting a person with the disease?

 3/7 = .43, or 43%

7. What is the probability of selecting a club from a deck of cards?

 13/52 = .25, or 25%

8. You have eight poker chips, six red and two blue. What is the probability of select-
ing one red chip?

 P (Selecting a red chip) = 6/8 = .75 or 75%

9. A researcher measures a person’s IQ. The IQ can be considered:
b. a variable

10. (1/6) × (1/6)=
d. 1/36

CHApTEr 3

1. Describe the process one would follow to set up a frequency distribution.
Arrange the values from lowest to highest. Establish equal ranges for the data 
values. Count the number of cases for each data range, then set up a table with the 
ranges and the frequency of cases in each range.

2. What information would a frequency distribution provide a researcher?
A frequency distribution would provide an indication of the distribution of scores 
in a sample.

3. What information would a frequency polygon provide?
A frequency polygon would provide a graphical depiction of the distribution of 
scores in a distribution.

4. Using the following data set, develop a frequency distribution.

Value Frequency

33 1
34 2
35 1
36 1
54 2
55 1
56 3
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5. Give an example of a data set in which a normal distribution would be assumed.
IQ scores on a test with a large number of cases.

6. Give an example of a data set in which a t distribution could be assumed.
Test scores measured on a continuous scale from a small sample (fewer than 
25 cases), normally distributed.

7. Give an example of a situation in which a binomial distribution would be assumed.
Determining the probability of a situation in which there are two possible outcomes.

8. Develop a histogram for the following data:

 9, 4, 2, 5, 7, 5, 10, 12, 12, 3, 3, 2, 6, 4, 2

9. A safety manager collected data for a process and found that in a batch of items, 
there was a 20% chance that a component was defective. The safety manager 
wishes to know, if he selects 6 components at a time, what is the probability of 
selecting 0, 1, 2, 3, 4, 5, and 6 failed components in a set of 6 components.
Probability Results

 P0 Failures =
−

=− −6

0 6 0
2620 1 200 6 0!

!( )!
( )( ) .. . ( )

 P1 Failure =
−

=− −6

1 6 1
3920 1 201 6 1!

!( )!
( )( ) .. . ( )

 P2 Failures
2=

−
=− −6

2 6 2
2420 1 202 6!

!( )!
( )( ) .. . ( )

 P3 Failures
3=

−
=− −6

3 6 3
0820 1 203 6!

!( )!
( )( ) .. . ( )

 P4 Failures
4=

−
=− −6

4 6 4
0220 1 204 6!

!( )!
( )( ) .. . ( )

 P5 Failures
5=

−
=− −6

5 6 5
00220 1 205 6!

!( )!
( )( ) .. . ( )

 P6 Failures
6=

−
=− −6

6 6 6
0000620 1 206 6!

!( )!
( )( ) .. . ( )
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CHApTEr 4

Use the following data set of scores to complete the exercises 1–3: (3, 5, 8, 10, 4, 6, 
3, 16, 19, 12).

1. What is the mean of the scores?

 8.6

2. What is the population standard deviation?

 5.30

3. What percentage of the population is expected to score above 9?

 z = − =( . )

.
.

9 8 6

5 30
08

Using a z-score of .08, the z-table indicates approximately 47% of the population 
could be expected to score above 9.
Use the following distribution to answer Items 4–6.

 3, 6, 8, 12, 14, 19, 17, 3, 6, 2

4. What is the mean of the distribution?

 9.0

5. Using the distribution in Item 4, what percentage of the population is expected to 
score below 5?

 Average = 9.0 Population standard deviation = 5.81

 z = − = −( . )

.
.

5 9 0

5 81
69

Using a z-score of -.69, the z-table indicates approximately 24.5% of the popula-
tion could be expected to score below 5.

6. Between which two scores is 95% of the population expected to score?

1 96
9 0

5 81

1 96
9 0

5 81

.
( . )

.

.
( . )

.

= − =

− = − =

x

x

20.4

2.4−

7. What percentage of the population does a z-score of 1.56 correspond to?
Approximately 94.1% of a population on the z-distribution can be found below 
1.56 and 5.9% above

8. How many possible combinations can you get arranging seven items (a different 
order signifies a different combination)?

 7! = 5,040
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9. Fred has 10 cars, each of a different color. If he decided to select 3 at a time, how 
many combinations could he come up with? (Order is not important.)

 10!

(3!)(10 3)!
120 combinations

−
=

10. How many combinations can he have with different orders?

 10!

(10 3)!
720 combinations

−
=

11. Calculate the population variance of the following data set.

 2, 13, 17, 15, 19, 23, 4, 6, 7, 8

	 σ2 = 44.2

12. Calculate the population standard deviation of the data set in Item 12.

	 σ = 6.7

13. What is the range of the data set in Item 12?

 23 – 2 = 21

14. A manufacturer of computer chips checks for faulty chips as they come off the 
production line. In a typical work shift, for every 10,000 chips produced, there 
are 4 damaged chips identified. A salesperson sold the company a new piece of 
equipment that he claimed would produce a better-quality chip with fewer defects. 
After allowing the machine to operate for 3 days, 125,000 chips were produced 
and 43 defects were identified. Does the new machine produce significantly fewer 
defective chips than the old one?

P

M

x( )

,

= =

=

(2.718 )(50 )

43
.04 or a 4% chance

(125,000)

50 43−

4

10 0000
50







=

Yes, the machine produces significantly fewer defects.

CHApTEr 5

1. Develop null and alternative hypotheses for the following situation:
A safety manager wishes to know if there are significantly more accidents in 
department A than in department B.
H

0
: The average for Department A is less than or equal to the average for 

Department B.
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H
i
: The average for Department A is greater than the average for Department B.

2. Develop null and alternative hypotheses for the following situation:
An ergonomist wishes to determine if there is a significant difference between the 
average number of repetitive motion injuries for Plant A and Plant B.
H

0
: The average for Plant A is equal to the average for Plant B.

H
i
: The average for Plant A is not equal to the average for Plant B.

3. Develop null and alternative hypotheses for the following situation:
A safety manager wishes to determine if the average test scores for Group A are 
significantly lower than those for Group B.
H

0
: The average for Group A is greater or equal to the average for Group B.

H
i
: The average for Group A is less than the average for Group B.

4. Describe the differences between a Type I error and a Type II error.
In a Type I error, the researcher rejects the null hypothesis when it is actually 
true. In a Type II error, the researcher fails to reject the null hypothesis when it 
is false.

5. What is the α level used for?
It represents the probability of rejecting the null hypothesis when the null 
hypothesis is true.

6. Describe the seven steps required to perform a statistical test.
1. Develop a statistical hypothesis.
2. Choose the appropriate statistical test or procedure.
3. Determine the Statistical Distribution.
4. Determine significance levels.
5. Formulate a decision rule.
6. Run the statistical test.
7. Formulate a conclusion and make a decision.

7. What does β represent?
It is the probability of committing a Type II error (fails to reject the null hypoth-
esis when the null hypothesis is false).

8. What is the difference between a one-tailed test and a two-tailed test?
A one-tailed test examines greater-than or less-than hypotheses. Two-tailed tests 
examine significant differences in either direction.

9. Give an example of a hypothesis that would be tested as a one-tailed test.
H

0
: The average of A is less than or equal to the average of B.

H
i
: The average of A is greater than the average of B.

10. Give an example of a hypothesis that would be tested as a two-tailed test.
H

0
: The average of A is equal to the average of B.

H
i
: The average of A is not equal to the average of B.

11. What critical value on the normal distribution would give the researcher 99% of 
the population above the point and 1% below?

 -2.33

12. What critical value on the normal distribution would give the researcher 95% 
below the point and 5% above?

 +1.65
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CHApTEr 6

1. Describe the situations in which a researcher would choose the z-test over a t-test.
z-tests are used for large samples (N > 25) that can assume a normal distribution, 
while t-tests are used for small samples and when the assumption of normality 
may not be met.

2. Provide an example of a null and alternative hypothesis for each of the following 
procedures.

 z-test

Where N > 25
H

0
: The average of A is less than or equal to the average of B.

H
i
: The average of A is greater than the average of B.

 t-test

Where N < 25
H

0
: The average of A is less than or equal to the average of B.

H
i
: The average of A is greater than the average of B.

One-way AnOvA

 
H

H
0

1

:

:

Mean of Group 1 Mean of Group 2 Mean of Group 3

Mean 

= =
oof Group 1 Mean of Group 2 Mean of Group 3 ≠ ≠

3. What critical score should a researcher use if he is running a z-test for the 
following null and alternative hypotheses (assuming alpha level = .05)?
Null Hypothesis: The mean difference scores are equal to zero (no difference).
Alternative Hypothesis: The mean difference scores are not equal to zero (signifi-
cantly different).
Assuming alpha level = .05, the critical score would be ±1.96.

4. What critical score should a researcher use if he is running a t-test for the following 
null and alternative hypotheses (assuming alpha level = .05 and df = 30)?
Null Hypothesis: The difference scores are greater than or equal to zero.
Alternative Hypothesis: The difference scores are less than zero.
Assuming alpha level = .05 and df = 30, the critical score would be -1.70.

5. What information is used to determine the critical score for a one-way ANOVA?
The α level, df

between 
, and the df

within
 are used to identify the critical score on the 

F table.
6. A trainer wishes to compare the average test score for his class to the national 

averages. The trainer believes his class scored significantly higher than the aver-
age. The national average is 86% (SD = 10, N = 100), and his class scored 94% 
with a standard deviation of 3.0. Assume an alpha level of .05 and a sample size 
of 50. Provide the hypothesis being tested, the rejection rule, the results, and the 
decision that one should make on the basis of the results.
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1. Hypotheses
H

0
: The average for the class is less than or equal to the national average.

H
i
: The average for the class is greater than the national average.

2. Select Test.
Use the z-test because there is a large number of cases (n > 25).

3. Select the normal distribution.
4. Assuming an α level of .05 and a one-tailed test, the critical score is 1.65.
5. The trainer will reject the null hypothesis and accept the alternative if the 

obtained z-test is greater than 1.65.
6. Calculate z.

z = −

+
=94 86

3
50

10
100

7 36
2 2

.

7. Conclusion
Reject the null hypothesis and accept the alternative because the obtained 
z-test value is greater than the cutoff score. The trainer can conclude the class 
average is significantly higher than the national average.

7. A training manager collected data from a group of 10 subjects. Each subject was 
observed and the number of unsafe acts was recorded. The subjects then partici-
pated in a safety awareness training program. They were again observed, and the 
unsafe acts recorded. How would the manager set up a statistical test to determine 
if there were any changes in the unsafe acts observed?
The training manager can use a paired t-test to determine if there is a significant 
difference in the before and after scores.

8. A safety manager wanted to determine if there was a significant difference in the 
average number of accidents before lunch than after. He compared the average num-
ber of accidents of two groups of employees. The manager recorded the number of 
accidents for 20 employees before lunch and 20 different employees after lunch. 
Each month, one group averaged 2 accidents with a standard deviation of 0.03 
before lunch while the after-lunch group averaged 3 accidents with a standard devia-
tion of 0.15 after lunch. Are there significantly more accidents for the after-lunch 
group? Provide the hypothesis being tested, the rejection rule, the results, and the 
decision that one should make on the basis of the results. Use an alpha level of .05.
1. Hypotheses

H
0
: The average number of errors is less than or equal to the number before.

Hi: The average number of errors is greater after lunch than before.
2. Select Test.

Use the independent samples t-test since there is a small number of cases 
(n < 25).

3. Select the t distribution.
Assuming an α level of .05 and a one-tailed test, the df = 38, and the critical 
score is 1.70. (Because 38 degrees of freedom are not on the table, use 30 
degrees of freedom.)

4. The researcher will reject the null hypothesis and accept the alternative if the 
obtained t-test is greater than 1.70.
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5. Calculate t.

 

Sp

t

= − + −
+ −

=

= −

+
=

[. ( )] [. ( )]
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.
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20 20 2
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11
1
20

1
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2 2

66

Conclusion
Reject the null hypothesis and accept the alternative because the obtained t-test 
value of 28.6 is greater than the cutoff score of 1.70. The safety manager can 
conclude that the average number of accidents reported by the group after lunch 
is significantly greater than the average number of accidents reported by the group 
before lunch.

9. An environmental researcher believed that there were significantly different 
blood lead levels for children living in three different buildings in a housing 
complex. The researcher ran an ANOVA procedure and obtained the following 
results:

Source of Variation DF Sum of Squares Mean Squares F

Between 2 14,230 7,115 1.74
Within 9 36,720 4,080

Total 11 50,950

1. Provide the seven steps for the analysis. What conclusions should be drawn 
from this study?

2. Hypotheses
H

0
: The average levels in all homes are equal.

H
i
: The average levels in all homes are not equal.

3. Select Test.
Choose the ANOVA test because the researcher is testing the means for three 
different locations.

4. Select the F distribution for the ANOVA.
5. Assuming an α level of .05 and that the degrees of freedom are 2 and 11, the 

critical score is 3.98.
6. The researcher will reject the null hypothesis and accept the alternative if the 

obtained F ratio is greater than 3.98.
7. Carry out a one-way ANOVA.

An F ratio of 1.74 was obtained.
8. Conclusion

Do not reject the null hypothesis because the obtained F ratio is not greater 
than the critical score. There is no significant difference in the average blood 
levels for the three locations.

10. What t score would give a researcher 10% of the population at each end of the 
curve and 80% of the cases in the middle section? (Assume df = 24.)

 t = 1.32
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11. A researcher was performing a one-way ANOVA. He identified the df
within

 to be 15 
and the df

between
 to be 4. What is the critical score, assuming α = .05?

 F = 3.06

CHApTEr 7

1. What are the data requirements for using the Pearson correlation procedure?
Two variables, both measured on the interval or ratio scale, normally distributed.

2. What are the data requirements for using the point biserial correlation procedure?
Two variables, with the dependent variable measured on a dichotomous categorical 
level and the independent variable measured on a continuous scale.

3. What is a regression procedure used for?
A regression procedure is used to predict a dependent variable from an independent 
variable.

4. How would one interpret a correlation coefficient of .80 compared to –.80?
Both are equally strong correlations. The positive correlation indicates that as the 
values for the independent variable increase, the values for the dependent variable 
also increase. For the –.80 correlation, as the values for the independent variable 
increase, the values for the dependent variable decrease.

5. An investigator obtained a correlation coefficient of .60. What must be done to 
determine if this is significant?
A follow-up t-test must be performed on the correlation coefficient to determine if 
it is significant.

6. Describe the relation between correlation coefficients, significance tests, and 
the coefficient of determination and why all three are important when making 
decisions concerning correlation coefficients.
A strong correlation coefficient can account for a great proportion of variability 
in the dependent variable by the independent variable. However, it may not be 
significant. On the other hand, a correlation coefficient may be significant but be 
considered too weak and account for very little variability in the dependent variable 
by the independent variable.

7. Subjects were asked to complete a Cumulative Trauma Disorder (CTD) scale (high 
score represents many CTD symptoms, low score represents few CTD symptoms) 
and to disclose how many times they missed work each month. The following 
descriptive statistics were obtained:

Variance of x = 155
Variance of y= .40
Mean of x = 65
Mean of y = 2.7
r = .62

If there were 200 subjects in this study, would the correlation coefficient be 
significant?
1. Hypotheses.

Null Hypothesis: The correlation coefficient equals 0.
Alternative Hypothesis: The correlation coefficient is not equal to 0.
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2. Select Test
Choose the t-test for correlations.

3. Select the t distribution.
4. Assuming an α level of .05 and degrees of freedom of 198, the critical score is 

1.96.
5. The researcher will reject the null hypothesis and accept the alternative if the 

obtained t score is greater than 1.96.
6. Calculate t.

t

df

= −
−

=

= =

.62 11.12

200 2 198

200 2

1 622.
−

7. Conclusion
Reject the null hypothesis because the obtained t score is greater than the 
critical score. The correlation coefficient is significant.

8. A regression equation was calculated on safety training scores and the number of 
safety infractions in one year. The equation derived was as follows:

 y = 1.02 + .09x

What is the expected number of safety infractions of someone with a safety training 
score of 27?

 y = 1.02 + .09x

 y = 1.02 + .09(27)

 y = .09(27) + 1.02 = 3.45 safety infractions

9. A safety manager wished to determine whether there was a relation between the 
department employees belonged to and their subjective rating for wrist pain using 
a ten-point scale: 1 (little or no pain) to 10 (severe pain). The following data was 
collected:

Case Department A Department B

1 2 7
2 4 6
3 5 8
4 3 9
5 2 10
6 5 7
7 4 5
8 6 6
9 3 6

10 2 4
11 4 7
12 1 4
13 3 3
14 5 7
15 3 8
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Is there a relationship between department membership and subjective pain levels?
Because the dependent variable is continuous and the independent variable is 
dichotomous, a point biserial correlation procedure is appropriate. The following 
averages were obtained and the standard deviation of the distribution was found 
to be 2.21:

Case Department A Department B

1 2 7
2 4 6
3 5 8
4 3 9
5 2 10
6 5 7
7 4 5
8 6 6
9 3 6

10 2 4
11 4 7
12 1 4
13 3 3
14 5 7
15 3 8
Average 3.47 6.47

 
rpb =

−
= −

( . . ) (. )(. )

.
.

3 47 6 47 50 50

2 21
68

The results indicate a moderate negative relation between the department 
membership and pin levels reported.

CHApTEr 8

1. Define nonparametric statistics.
Nonparametric statistics are statistics used when the data cannot be assumed to 
follow a particular distribution.

2. Describe the data requirements for nonparametric statistics.
Nonparametric statistics are typically used with ordinal and categorical data. They 
are also referred to as distribution-free tests.

3. Describe the process one would follow when using the chi-χ2 square test of 
independence.
The observed frequencies in each cell are compared to the frequencies that were 
expected. If there are significant differences between the obtained versus expected 
results, then the test would be significant.

4. Describe the process one would follow when using the χ2 goodness of fit test.
χ2 tests are used with categorical data and assume a χ2 distribution.
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χ2 test for goodness of fit tests to see if obtained proportions in a sample are 
significantly different from what could be expected due to chance.

5. What are the data requirements for the χ2 goodness of fit test?
The data must be measured on the frequency level and grouped.

6. What is the critical score for a χ2 test with 15 degrees of freedom and an α level 
of .05?

	 χ2 = 25.00

7. How would one calculate the degrees of freedom for a χ2 test that uses a 4 × 3 
table?
The degrees of freedom are equal to the number of rows minus one multiplied by 
the number of columns minus one.

 df = (4 – 1)(3 – 1) = 6

8. A safety manager collected data from 50 employees that used hard hats as a regular 
part of their job. She asked them if they felt the hard hats fit properly, which they 
responded to as yes or no. She then broke the sample down into three departments. 
The data collected were as follows:

Hard Hats Fit Properly Department A Department B Department C

Yes 12 8 14
No 8 11 16

Is there a relationship between Department and whether the employees felt their 
hard hats fit properly?
1. Hypotheses

Null Hypothesis: Observed frequency of cases in the cells equals the expected 
frequency of cases in the cells.
Alternative Hypothesis: Observed frequency of cases in the cells does not equal 
the expected frequency of cases in the cells.

2. Select Test.
Choose the χ2 test of independence

3. Select the χ2 distribution.
4. Assuming an alpha level of .05 and degrees of freedom of 2, the critical score 

is 5.99.
5. The researcher will reject the null hypothesis and accept the alternative if the 

obtained χ2 is greater than 5.99.
6. Calculate χ2.

Observed Cases

Hard Hats Fit 
Properly Department A Department B Department C Total

Yes 12 8 14 34
No 8 11 16 35

Total 20 19 30 69
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Expected Cases

Hard Hats Fit 
Properly Department A Department B Department C Total

Yes 9.9 9.4 14.7 34
No 10.1 9.6 15.3 35

Total 20 19 30 69

 

χ2 12 9 9 2

9 9

8 9 4 2

9 4

14 14 7 2
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7. Conclusion
Do not reject the null hypothesis since the obtained χ2 score of 1.39 is not greater 
than the critical score of 5.99.

9. A company had five different types of safety glasses for employees to choose from. 
Assuming there is an equal chance for an employee to choose any of the five types, 
what conclusions can the safety manager reach on the basis of 50 employees’ 
selection of glasses as shown in the table below?

Glasses Selected

Type 1 13
Type 2 8
Type 3 7
Type 4 15
Type 5 7

1. Hypotheses
Null Hypothesis: Observed frequency of cases in the cells equals the expected 
frequency of cases in the cells.
Alternative Hypothesis: Observed frequency of cases in the cells does not equal 
the expected frequency of cases in the cells.

2. Select Test
Choose the χ2 goodness of fit test.

3. Select the χ2 Distribution.
4. Assuming an alpha level of .05 and the degrees of freedom are 4, the critical 

score is 9.49.
5. The researcher will reject the null hypothesis and accept the alternative if the 

obtained c2 is greater than 9.49.
6. Calculate χ2.

Glasses Observed Expected

Type 1 13 10
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Type 2 8 10
Type 3 7 10
Type 4 15 10
Type 5 7 10

Total 50

 χ2 13 10 2

10

8 10 2

10

7 10 2

10
= −











+ −











+ −











+( ) ( ) ( ) (( ) ( )
.

15 10 2

10

7 10 2

10
5 6

−











+ −











=

7. Conclusion
Do not reject the null hypothesis because the obtained χ2 score of 5.6 is not 
greater than the critical score of 9.49.

CHApTEr 9

A safety manager put together a survey instrument for a training program. For the 
following survey items, describe the potential problems and formatting errors that 
should be addressed before they are used in an instrument.

1. What is your age? _____ 15–20 _____ 20–25 ____ 25–30
Overlapping categories

2. Did you complete the training program or must you still enroll? ____ yes _____ no
Asks two questions in one item.

3. What is your overall impression of the program? ____ Good _____ Bad
Not all possible answers are available. Better asked as a Likert scale item.

4. On a scale of 1 to 5, how would you rate the content? 1 2 3 4 5
No definition for the rating scale.

5. Using the scale below, please rate your overall satisfaction with the training 
program.

1 2 3 4 5
Disagree 
Strongly

Disagree 
Moderately

Neutral 
Agree 

Moderately
Agree Strongly

The scale does not match the item
6. Using the scale below, please rate your agreement with the following statement:

This training program was useful.

1 2 3 4 5
Disagree Disagree 

Slightly
Agree 

Moderately
Agree Strongly Agree Very 

Strongly

Scale is not balanced.
7. Using the scale below, please rate your agreement with the following statement:

I will recommend this course to others.

Bad Good
1 2 3 4 5 6 7
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BODs in the 1980s are not as high as in the past. This reduction is what has improved the fishery, because
the highest BODs were occurring in the summer when stream flow was minimal and water temperature
was high. Several kinds of plots were needed to extract useful information from these data. This is often
the case with environmental data.

 

Showing Statistical Variation and Precision

 

Measurements vary and one important function of graphs is to show the variation. There are three very
different ways of showing variation: a 

 

histogram

 

, a 

 

box plot

 

 (or 

 

box-and-whisker plot

 

), and with 

 

error
bars

 

 that represent statistics such as standard deviations, standard errors, or confidence intervals.
A histogram shows the shape of the frequency distribution and the range of values; it also gives an

impression of central tendency and shows symmetry or lack of it. A box plot is a designed to convey a
few primary features of a set of data. One form of box plot, the so-called box-and-whisker plot, is used
in Figure 3.7 to compare the effluent quality of 12 identical trickling filter pilot plants that received the
same influent and were operated in parallel for 35 weeks (Gameson, 1961). It shows the median (50th
percentile) as a center bar, and the quartiles (25th and 75th percentiles) as a box. The box covers the
middle 50% of the data; this 50% is called the 

 

interquartile range

 

. Plotting the median instead of the
average has this advantage: the median is not affected by the extreme values. The “whiskers” cover all
but the most extreme values in the data set (the whiskers are explained in Cleveland, 1990, 1994). Extreme
values beyond the whiskers are plotted as individual points. If the data come from a normal distribution,
the fraction of observations expected to lie beyond the whiskers is slightly more than 1%. The simplicity
of the plot makes a convenient comparison of the performance of the 12 replicate filters. 

Figure 3.8 summarizes and compares the trickling filter data of Figure 3.7 by showing the average
with error bars that are plus and minus two standard errors (the standard error is an estimate of the
standard deviation of the average). This has some weaknesses. The standard error bars are symmetrical
about the average, which may lead the viewer to assume that the data are also distributed symmetrically
about the mean. Figure 3.7 showed that this is not the case. Also, Figure 3.8 makes the 12 trickling
filters appear more different than Figure 3.7 does. This happens because in a few cases the averages are

 

FIGURE 3.7

 

Box-and-whisker plots to compare the performance of 12 identical trickling filters operating in parallel. Each
panel summarizes 35 measurements.
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strongly influenced by the few extreme values. If the purpose of using error bars is to show the empirical
distributions of the data, consider using box plots. That is, Figure 3.8 is better for showing the precision
with which the mean is estimated, but Figure 3.7 reveals more about the data.

Often, repeated observations of the dependent variable are made at the settings of the independent
variable. In this case it is desirable that the plot show the average value of the replicate measured values
and some indication of their precision or variation. This is done by plotting a symbol to locate the sample
average and adding to it error bars to show statistical variation. 

Authors often fail to tell the reader what the error bars represent. Error bars can convey several possi-
bilities: (1) sample standard deviation, (2) an estimate of the standard deviation (standard error) of the
statistical quantity, or (3) a confidence interval. Whichever is used, the meaning of the error bars must
be clear or the author will introduce confusion when the intent is to clarify. The text and the label of
the graph should state clearly what the error bars mean; for example,

• The error bars show plus and minus one sample standard deviation.

• The error bars show plus and minus an estimate of the standard deviation (or one standard
error) of the statistic that is graphed.

• The error bars show a confidence interval for the parameter that is graphed.

If the error bars are intended to show the precision of the average of replicate values, one can plot the
standard error or a confidence interval. This has weaknesses as well. Bars marking the sample standard
deviation are symmetrical above and below the average, which tends to imply that the data are also distri-
buted symmetrically about the mean. This is somewhat less a problem if the errors bars represent standard
errors because averages of replicates do tend to be normally distributed (and symmetrical). Nevertheless,
it is better to show confidence intervals. If all plotted averages were based on the same number of
observations, one-standard-error bars would convey an approximate 68% confidence interval. This is not
a particularly interesting interval. If the averages are calculated from different numbers of values, the
confidence intervals would be different multiples of the standard error bars (according to the appropriate
degrees of freedom of the 

 

t

 

-distribution). Cleveland (1994) suggests two-tiered error bars. The inner error
bars would show the 50% confidence interval, a middle range analogous to the box of a box plot. The
outer of the two-tiered error bars would reflect the 95% confidence interval.

Plotting data on a log scale or transforming data by taking logarithms is often a useful procedure (see
Chapters 4 and 7), but this is usually done when the process creates symmetry. Figure 3.9 shows how
error bars that are constant and symmetrical on an arithmetic scale become variable and asymmetric
when transformed to a logarithmic scale. 

 

FIGURE 3.8

 

The trickling filter data of Figure 3.7 plotted
to show the average, and plus and minus two standard errors. Average ± 2 Standard Errors
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Figure 3.10 shows a graph with error bars. The graph in the left-hand panel copies a style of graph
that appears often in print.

 

1

 

 The plot conveys little information and distorts part of what it does display.
The 

 

T

 

 on top of the column shows the upper standard error of the mean. The lower standard-error-bar
is hidden by the column. Because the data are plotted on a log scale, the lower bar (hidden) is not sym-
metrical. A small table would convey the essential information more clearly and in less space.

 

Plots of Residuals

 

Graphing residuals is an important method that has applications in all areas of data analysis and model
building. Residuals are the difference between the observed values and the smooth curve constructed
from a model of the data. If the model fits the data, the residuals represent the measurement error.
Measurement error is usually assumed to be random. A lack of randomness in the residuals therefore
indicates some weakness in the fitted model.

The visual impression in the top panel in Figure 3.11 is that the curve fits the data fairly well but the
vertical deviations of points from the fitted curve are smaller for low values of time than for longer
times. The graph of residuals in the bottom plot shows the opposite is true. The curve does not fit well

 

FIGURE 3.9

 

Illustration of how error bars that are symmetrical on the arithmetic scale become unsymmetrical on the log scale.

 

FIGURE 3.10

 

This often-used chart format hides and obscures information. The 

 

T

 

-bar on top of the column shows the
upper standard error of the mean. The plot hides the lower standard error bar. Plotting the data on a log scale is convenient
for comparing the stream data with the lake data, but it obscures the important comparison, which is between sample preservation
methods. Also, error bars on a log scale are not symmetrical.

 

1 

 

A recent issue of 

 

Water Research

 

 contained 12 graphs with error bars. Only three of the twelve graphs had error bars that
were fully informative. Six did not say what the error bars represented, six were column graphs with error bars half hidden
by the columns, and four of these were on a log scale. One article had five pages of graphs in this style.
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at the shorter times and in this region the residuals are large and predominantly positive. Tukey (1977)
calls this process of plotting residuals 

 

flattening the data

 

. He emphasizes its power to shift our attention
from the fitted line to the discrepancies between prediction and observation. It is these discrepancies
that contain the information needed to improve the model. 

Make it a habit to examine the residuals of a fitted model, including deviations from a simple mean.
Check for normality by making a dot diagram or histogram. Plot the residuals against the predicted
values, against the predictor variables, and as a function of the time order in which the measurements
were made. Residuals that appear to be random and to have uniform variance are persuasive evidence
that the model has no serious deficiencies. If the residuals show a trend, it is evidence that the model is
inadequate. If the residuals spread out, it suggests that a data transformation is probably needed. 

Figure 3.12 is a calibration curve for measuring chloride using an ion chromatograph. There are three repli-
cate measures at each concentration level. The hidden variation of the replicates is revealed in Figure 3.13,

 

FIGURE 3.11

 

Graphing residuals. The visual impression from the top plot is that the vertical deviations are greater for
large values of time, but the residual plot (bottom) shows that the curve does not fit the points at low times.

 

FIGURE 3.12

 

Calibration curve for measuring chloride with an ion chromatograph. There are three replicate measure-
ments at each of the 13 levels of chloride.
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which has flattened the data by looking at deviations from the average of the three values at each level.
An important fact is revealed: the measurement error (variation) tends to increase as the concentration
increases. This must be taken into account when fitting the calibration curve to the data.

 

A Note on Clarity and Style

 

Here are the words of some people who have devoted their talent and energy to improving the quality
of graphical presentations of statistical data. 

 

“

 

Excellence in statistical graphics consists of complex ideas communicated with clarity, precision,
and efficiency

 

.” Edward Tufte (1983)
“

 

The greatest possibilities of visual display lie in vividness and inescapability of the intended
message

 

.” John Tukey (1990)
“

 

Graphing data should be an iterative experiment process

 

.” Cleveland (1994)

 

Tufte (1983) emphasizes clarity and simplicity in graphics. Wainer (1997) uses elegance, grace, and
impact to describe good graphics. Cleveland (1994) emphasizes clarity, precision, and efficiency. William
Playfair (1786), a pioneer and innovator in the use of statistical graphics, desires to tell a story graphically
as well as dramatically. 

Vividness, drama, elegance, grace, clarity, and impact are not technical terms and the ideas they convey
are not easy to capture in technical rules, but Cleveland (1994) and Tufte (1983) have suggested basic
principles that will produce better graphics. Tufte (1983) says that graphical excellence: 

• is the well-designed presentation of interesting data: a matter of 

 

substance

 

, of 

 

statistics

 

, and
of 

 

design

 

• consists of complex ideas communicated with clarity, precision, and efficiency

• is that which gives the viewer the greatest number of ideas in the shortest time with the least
ink in the smallest space

• is almost always multivariate

• requires telling the truth about the data

These guidelines discourage fancified graphs with multiple fonts, cross hatching, and 3-D effects.
They do not say that color is necessary or helpful. A poor graph does not become better because color
is added. 

Style is to a large extent personal. Let us look at five graphical versions of the same data in Figure 3.14.
The graphs show how the downward trend in the average number of bald eagle hatchlings in northwestern
Ontario reversed after DDT was banned in 1973. The top graphic (so easily produced by computer
graphics) does not facilitate understanding the data. It is loaded with what Tufte (1983) calls 

 

chartjunk

 

—
three-dimensional boxes and shading. “Every bit of ink on a graphic requires a reason. And nearly always
that reason should be that the ink presents new information (Tufte, 1983).” The two bar charts in the

 

FIGURE 3.13

 

Residuals of the chloride data with respect to the average peak value at each concentration level.
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middle row are clear. The version on the right is cleaner and clearer (the box frame is not needed). The
white lines through the bars serve as the vertical scale. The two graphs in the bottom row are better yet.
The bars become dots with a line added to emphasize the trend. The version on the right smoothes the
trend with a curve and adds a note to show when DDT was banned. 

Most data sets, like this simple one, can be plotted in a variety of ways. The viewer will appreciate the
effort required to explore variations and present one that is clear, precise, and efficient in the presentation
of the essential information.

 

Should We Always Plot the Data?

 

According to Farquhar and Farquhar (1891), two 19th century economists, “Getting information from
a table is like extracting sunlight from a cucumber.” A virtually perfect rule of statistics is “Plot the
data.” There are times, however, when a plot is unnecessary. Figure 3.15 is an example. This is a simplified
reproduction (shading removed) of a published graph that showed five values.

pH 

 

=

 

 5 COD 

 

=

 

 2300 mg/L BOD 

 

=

 

 1500 mg/L TSS 

 

=

 

 875 mg/L TDS 

 

=

 

 5700 mg/L

 

FIGURE 3.14

 

Several versions of plots that show how banning DDT helped the recovery of the bald eagle population in
northwestern Ontario.
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These five values say it all, and better than the graph. Do not use an axe to hack your way through an
open door. Aside from being unnecessary, this chart has three major faults. It confuses units — pH is not
measured in mg/L. Three-dimensional effects make it more difficult to read the numerical values. Using
a log scale makes the values seem nearly the same when they are much different. The 875 mg/L TSS
and the 1500 mg/L COD have bars that are nearly the same height. 

 

Summary

 

Graphical methods are obviously useful for both initial and exploratory data analyses, but they also serve
us well in the final analysis. “A picture is worth a thousand words” is a cliché, but still powerfully true.
The right graph may reveal all that is important. If it only tells part of the story, that is the part that is
most likely to be remembered. 

Tables of numbers camouflage the interesting features of data. The human mind, which is remarkably
well adapted to so many and varied tasks, is simply not capable of extracting useful information from
tabulated figures. Putting these same numbers in appropriate graphical form completely changes the
situation. The informed human mind can then operate efficiently with these graphs as inputs. In short,
suitable graphs of data and the human mind are an effective combination; endless tables of data and the
mind are not. 

It is extremely important that plots be kept current because the first purpose of keeping these plots
is to help monitor and, if necessary, to troubleshoot difficulties as they arise. The plots do not have to
be beautiful, or computer drafted, to be useful. Make simple plots by hand as the data become available. If
the plots are made at some future date to provide a record of what happened in the distant past, it will
be too late to take appropriate action to improve performance. The second purpose is to have an accurate
record of what has happened in the past, especially if the salient information is in such a form that it is
easily communicated and readily understood. If they are kept up-to-date and used for the first purpose,
they can also be used for the second. On the other hand, if they are not kept up-to-date, they may be
useful for the second purpose only. In the interest of efficiency, they ought to serve double duty.

Intelligent data analysis begins with plotting the data. Be imaginative. Use a collection of different
graphs to see different aspects of the data. Plotting graphs in a notebook is not as useful as making plots
large and visible. Plots should be displayed in a prominent place so that those concerned with the environ-
mental system can review them readily.

We close with Tukey’s (1977) declaration: “

 

The greatest value of a picture

 

 is when it 

 

forces

 

 us to

 

notice what we never expected to see

 

.” (Emphasis and italics in the original.)
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FIGURE 3.15 

 

This unnecessary graph, which shows just
five values, should be replaced by a table.
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4

 

Smoothing Data

 

KEY WORDS 

 

moving average, exponentially weighted moving average, weighting factors, smooth-
ing, and median smoothing.

 

Smoothing is drawing a smooth curve through data in order to eliminate the roughness (scatter) that blurs
the fundamental underlying pattern. It sharpens our focus by unhooking our eye from the irregularities.

Smoothing can be thought of as a decomposition of the data. In curve fitting, this decomposition has
the general relation: 

 

data

 

 

 

=

 

 

 

fit

 

 

 

+

 

 

 

residuals

 

. In smoothing, the analogous expression is: 

 

data

 

 

 

=

 

 

 

smooth 

 

+

 

rough

 

. Because the 

 

smooth

 

 is intended to be smooth (as the “fit” is smooth in curve fitting), we usually
show its points connected. Similarly, we show the 

 

rough

 

 (or residuals) as separated points, if we show
them at all. We may choose to show only those rough (residual) points that stand out markedly from
the smooth (Tukey, 1977).

We will discuss several methods of smoothing to produce graphs that are especially useful with time
series data from treatment plants and complicated environmental systems. The methods are well estab-
lished and have a long history of successful use in industry and econometrics. The methods are effective
and economical in terms of time and money. They are simple; they are useful to everyone, regardless
of statistical expertise. Only elementary arithmetic is needed. A computer may be helpful, but is not
needed, especially if one keeps the plot up-to-date by adding points daily or weekly as they become
available. 

In statistics and quality control literature, one finds mathematics and theory that can embellish these
graphs. A formal statistical analysis, such as adding control limits, can become quite complex because
often the assumptions on which such tests are usually based are violated rather badly by environmental
data. These embellishments are discussed in another chapter.

 

Smoothing Methods

 

One method of smoothing would be to fit a straight line or polynomial curve to the data. Aside from
the computational bother, this is not a useful general procedure because the very fact that smoothing is
needed means that we cannot see the underlying pattern clearly enough to know what particular polynomial
would be useful. 

The simplest smoothing method is to plot the data on a logarithmic scale (or plot the logarithm of 

 

y

 

instead of 

 

y 

 

itself). Smoothing by plotting the moving averages (MA) or exponentially weighted moving
averages (EWMA) requires only arithmetic.

A moving average (MA) gives equal weight to a sequence of past values; the weight depends on how
many past values are to be remembered. The EWMA gives more weight to recent events and progressively
forgets the past. How quickly the past is forgotten is determined by one parameter. The EWMA will
follow the current observations more closely than the MA. Often this is desirable but this responsiveness
is purchased by a loss in smoothing.

The choice of a smoothing method might be influenced by the application. Because the EWMA forgets
the past, it may give a more realistic representation of the actual threat of the pollutant to the environment.
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For example, the BOD discharged into a freely flowing stream is important the day it is discharged. A
2- or 3-day average might also be important because a few days of dissolved oxygen depression could
be disastrous while one day might be tolerable to aquatic organisms. A 30-day average of BOD could
be a less informative statistic about the threat to fish than a short-term average, but it may be needed to
assess the long-term trend in treatment plant performance.

For suspended solids that settle on a stream bed and form sludge banks, a long-term average might
be related to depth of the sludge bed and therefore be an informative statistic. If the solids do not settle,
the daily values may be more descriptive of potential damage. For a pollutant that could be ingested by
an organism and later excreted or metabolized, the exponentially weighted moving average might be a
good statistic.

Conversely, some pollutants may not exhibit their effect for years. Carcinogens are an example where
the long-term average could be important. Long-term in this context is years, so the 30-day average would
not be a particularly useful statistic. The first ingested (or inhaled) irritants may have more importance
than recently ingested material. If so, perhaps past events should be weighted more heavily than recent
events if a statistic is to relate source of pollution to present effect. Choosing a statistic with the
appropriate weighting could increase the value of the data to biologists, epidemiologists, and others who
seek to relate pollutant discharges to effects on organisms.

 

Plotting on a Logarithmic Scale

 

The top panel of Figure 4.1 is a plot of influent copper concentration at a wastewater treatment plant.
This plot emphasizes the few high values, expecially those at days 225, 250, and 340. The bottom panel
shows the same data on a logarithmic scale. Now the process behavior appears more consistent. The
low values are more evident, and the high values do not seem so extreme. The episode around day 250
still looks unusual, but the day 225 and 340 values are above the average (on the log scale) by about
the same amount that the lowest values are below average. 

Are the high values so extraordinary as to deserve special attention? Or are they rogue values (outliers)
that can be disregarded? This question cannot be answered without knowing the underlying distribution
of the data. If the underlying process naturally generates data with a lognormal distribution, the high
values fit the general pattern of the data record.

 

FIGURE 4.1

 

Copper data plotted on arithmetic and logarithmic scales give a different impression about the high values.
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The Moving Average

 

Many standards for environmental quality have been written for an average of 30 consecutive days. The
language is something like the following: “Average daily values for 30 consecutive days shall not
exceed….” This is commonly interpreted to mean a monthly average, probably because dischargers
submit monthly reports to the regulatory agencies, but one should note the great difference between the
moving 30-day average and the monthly average as an effluent standard. There are only 12 monthly
averages in a year of the kind that start on the first day of a month, but there are a total of 365 moving
30-day averages that can be computed. One very bad day could make a monthly average exceed the
limit. This same single value is used to calculate 30 other moving averages and several of these might
exceed the limit. These two statistics — the strict monthly average and the 30-day moving average — have
different properties and imply different effects on the environment, although the effluent and the envi-
ronment are the same. 

The length of time over which a moving average is calculated can be adjusted to represent the memory
of the environmental system as it responds to pollutants. This is done in ambient air pollution monitoring,
for example, where a short averaging time (one hour) is used for ozone. 

The moving average is the simple average of the most recent 

 

k

 

 data points, that is, the sum of the
most recent 

 

k

 

 data divided by 

 

k

 

: 

Thus, a seven-day moving average (MA7) uses the latest seven daily values, a ten-day average (MA10)
uses 10 points, and so on. Each data point is given equal weight in computing the average.

As each new observation is made, the summation will drop one term and add another term, giving
the simple updating formula:

 

By smoothing random fluctuations, the moving average sharpens the focus on recent performance levels.
Figure 4.2 shows the MA7 and MA30 moving averages for some PCB data. Both moving averages help
general trends in performance show up more clearly because random variations are averaged and smoothed. 

 

FIGURE 4.2

 

Seven-day and thirty-day moving averages of PCB data.

yi k( ) 1
k
--- y j i

j=i−k+1

i

∑ k , k 1,…, n+= =

yi k( ) yi −1 k( ) 1
k
---yi

1
k
---yi−k–+ yi −1 k( ) 1

k
--- yi yi−k–( )+= =

400350300250200

0

50

100

0

50

100

7-day moving average

30-day moving average

Observation

P
C

B
 (

µg
/L

)
P

C
B

 (
µg

/L
)

 

L1592_Frame_C04  Page 43  Tuesday, December 18, 2001  1:41 PM

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight



© 2002 By CRC Press LLC

   

The MA7, which is more reflective of short-term variations, has special appeal in being a weekly
average. Notice how the moving average lags behind the daily variation. The peak day is at 260, but the
MA7 peaks three to four days later (about 

 

k

 

/2 days later). This does not diminish its value as a smoother,
but it does limit its value as a predictor. The longer the smoothing period (the larger 

 

k

 

), the more the
average will lag behind the daily values.

The MA30 highlights long-term changes in performance. Notice the lack of response in the MA30
at day 255 when several high PCB concentrations occurred. The MA30 did not increase by very
much — only from 25 

 

µ

 

g/L to about 40 

 

µ

 

g/L — but it stayed at the 40 

 

µ

 

g/L level for almost 30 days after
the elevated levels had disappeared. High concentrations of PCBs are not immediately harmful, but the
chemical does bioaccumulate in fish and other organisms and the long-term average is probably more
reflective of the environmental danger than the more responsive MA7.

 

Exponentially Weighted Moving Average

 

In the simple moving average, recent values and long-past values are weighted equally. For example,
the performance four weeks ago is reflected in an MA30 to the same degree as yesterday’s, although
the receiving environment may have “forgotten” the event of 4 weeks ago. The exponentially weighted
moving average (EWMA) weights the most recent event heavily, and each event going into the past
proportionately less.

The EWMA is calculated as:

where 

 

φ

 

 is a suitably chosen constant between 0 and 1 that determines the length of the EWMA’s memory
and how much smoothing is done.

Why do we call the EWMA an average? Because it has the property that if all the observations are
increased by some fixed amount, then the EWMA is also increased by that same amount. The weights
must add up to one (unity) for this to happen. Obviously this is true for the weights of the equally
weighted average, as well as the EWMA. 

Figure 4.3 shows how the weight given to past times depends on the selected value of 

 

φ

 

. The parameter

 

φ

 

 indicates how much smoothing is done. As 

 

φ

 

 increases from 0 to 1, the smoothing increases and long-
term cycles and trends stand out more clearly. When 

 

φ

 

 is small, the “memory” of the EWMA is short

 

FIGURE 4.3 

 

Weights for exponentially weighted moving average (EWMA).
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and the weights a few days past rapidly shrink toward zero. A value of 

 

φ

 

 

 

=

 

 0.5 to 0.3 often gives a useful
balance between smoothing and responsiveness. Values in this range will roughly approximate a sim-
ple seven-day moving average, as shown in Figure 4.4, which shows a portion of the PCB data from
Figure 4.2. Note that the EWMA (

 

φ

 

 

 

=

 

 0.3) increases faster and recovers to normal levels faster than the
MA7. This is characteristic of EWMAs. 

Mathematically, the EMWA has an infinite number of terms, but in practice only five to ten are needed
because the weight (1 

 

−

 

 

 

φ

 

)

 

φ

 

j

 

 rapidly approaches 0 as 

 

j

 

 increases. For example, if 

 

φ

 

 

 

=

 

 0.3: 

The small coefficient of 

 

y

 

i

 

−

 

3

 

 shows that values more than three days into the past are essentially forgotten
because the weighting factor is small.

The EWMA can be easily updated using:

where  is the EWMA at the previous sampling time and  is the updated average that is computed
when the new observation of 

 

y

 

i

 

 becomes available.

 

Comments

 

Suitable graphs of data and the human mind are an effective combination. A suitable graph will often
show the smooth along with the rough. This prevents the eye from being distracted by unimportant
details. The smoothing methods illustrated here are ideal for initial data analysis (Chatfield, 1988, 1991)
and exploratory data analysis (Tukey, 1977). Their application is straightforward, fast, and easy. 

The simple moving averages (7-day, 30-day, etc.) effectively smooth out random and other high-
frequency variation. The longer the averaging period, the smoother the moving average becomes and
the more slowly it reacts to changes in the underlying pattern. That is, to gain smoothness, response to
short-term change is sacrificed.

Exponentially weighted moving averages can smooth effectively while also being responsive. This is
because they give more relative weight (influence) to recent events and dilute or forget the past. The
rate of forgetting is determined by the value of the smoothing factor, 

 

φ

 

. We have not tried to identify
the best value of 

 

φ

 

 in the EWMA. It is possible to do this by fitting time series models (Box et al., 1994;
Cryer, 1986). This becomes important if the smoothing function is used to predict future values, but it
is not necessary if we just want to clarify the general underlying pattern of variation.

An alternate to the moving average smoothers is the nonparametric median smooth (Tukey, 1977). A
median-of-3 smooth is constructed by plotting the middle value of three consecutive observations. It
can be constructed without computations and it is entirely resistant to occasional extreme values. The
computational simplicity is an insignificant advantage, however, because the moving averages are so
easy to compute.

 

FIGURE 4.4 

 

Comparison of 7-day moving average and an exponentially weighted moving average with 

 

φ

 

 

 

=

 

 0.3.
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Missing values in the data series might seem to be a barrier to smoothing, but for practical purposes
they usually can be filled in using some simple ad hoc method. For purposes of smoothing to clarify
the general trend, several methods of filling in missing values can be used. The simplest is linear
interpolation between adjacent points. Other alternatives are to fill in the most recent moving average
value, or to replicate the most recent observation. The general trend will be nearly the same regardless
of the choice of method, and the user should not be unduly worried about this so long as missing values
occur only occasionally.
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Exercises

4.1 Cadmium. The data below are influent and effluent cadmium at a wastewater treatment plant.
Use graphical and smoothing methods to interpret the data. Time runs from left to right.

4.2 PCBs. Use smoothing methods to interpret the series of 26 PCB concentrations below. Time
runs from left to right.

4.3 EWMA. Show that the exponentially weighted moving average really is an average in the
sense that if a constant, say α = 2.5, is added to each value, the EWMA increases by 2.5.

Inf. Cd (µµµµg/L) 2.5 2.3 2.5 2.8 2.8 2.5 2.0 1.8 1.8 2.5 3.0 2.5
Eff. Cd (µµµµg/L) 0.8 1.0 0.0 1.0 1.0 0.3 0.0 1.3 0.0 0.5 0.0 0.0

Inf. Cd (µµµµg/L) 2.0 2.0 2.0 2.5 4.5 2.0 10.0 9.0 10.0 12.5 8.5 8.0
Eff. Cd (µµµµg/L) 0.3 0.5 0.3 0.3 1.3 1.5 8.8 8.8 0.8 10.5 6.8 7.8

29 62 33 189 289 135 54 120 209 176 100 137 112
120 66 90 65 139 28 201 49 22 27 104 56 35
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7

 

Using Transformations

 

KEY WORDS

 

antilog, arcsin, bacterial counts, Box-Cox transformation, cadmium, confidence inter-
val, geometric mean, transformations, linearization, logarithm, nonconstant variance, plankton counts,
power function, reciprocal, square root, variance stabilization.

 

There is usually no scientific reason why we should insist on analyzing data in their original scale of
measurement. Instead of doing our analysis on 

 

y

 

 it may be more appropriate to look at log(

 

y

 

),  1

 

/

 

y

 

,
or some other function of 

 

y

 

. These re-expressions of 

 

y

 

 are called transformations. Properly used trans-
formations eliminate distortions and give each observation equal power to inform.

Making a transformation is not cheating. It is a common scientific practice for presenting and inter-
preting data. A pH meter reads in logarithmic units,  and not in hydrogen ion concen-
tration units. The instrument makes a data transformation that we accept as natural. Light absorbency
is measured on a logarithmic scale by a spectrophotometer and converted to a concentration with the
aid of a calibration curve. The calibration curve makes a transformation that is accepted without
hesitation. If we are dealing with bacterial counts, 

 

N

 

, we think just as well in terms of log(

 

N

 

) as 

 

N

 

 itself. 
There are three technical reasons for sometimes doing the calculations on a transformed scale: (1) to

make the spread equal in different data sets (to make the variances uniform); (2) to make the distribution
of the residuals normal; and (3) to make the effects of treatments additive (Box et al., 1978).

 

1

 

 Equal
variance means having equal spread at the different settings of the independent variables or in the different
data sets that are compared. The requirement for a normal distribution applies to the measurement errors
and not to the entire sample of data. Transforming the data makes it possible to satisfy these requirements
when they are not satisfied by the original measurements.

 

Transformations for Linearization

 

Transformations are sometimes used to obtain a straight-line relationship between two variables. This
may involve, for example, using reciprocals, ratios, or logarithms. The left-hand panel of Figure 7.1 shows
the exponential growth of bacteria. Notice that the variance (spread) of the counts increases as the population
density increases. The right-hand panel shows that the data can be described by a straight line when plotted
on a log scale. Plotting on a log scale is equivalent to making a log transformation of the data.

The important characteristic of the original data is the nonconstant variance, not nonlinearity. This is
a problem when the curve or line is fitted to the data using regression. Regression tries to minimize the
distance between the data points and the line described by the model. Points that are far from the line
exert a strong effect because the regression mathematics wants to reduce the square of this distance. The result
is that the precisely measured points at time 

 

t

 

 

 

=

 

 1 will have less influence on the position of the regression
line than the poorly measured data at 

 

t

 

 

 

=

 

 3. This gives too much influence to the least reliable data. We
would prefer for each data point to have about the same amount of influence on the location of the line.
In this example, the log-transformed data have constant variance at the different population levels. Each data

 

1 

 

For example, if 

 

y

 

 

 

=

 

 

 

x

 

a

 

z

 

b

 

, a log transformation gives log 

 

y

 

 

 

=

 

 

 

a 

 

log

 

 x 

 

+

 

 b 

 

log 

 

z

 

. Now the effects of factors 

 

x

 

 and 

 

z

 

 are additive.
See Box et al. (1978) for an example of how this can be useful.

y,

pH log10 H+[ ]–=
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value has roughly equal weight in determining the position of the line. The log transformation is used to
achieve this equal weighting and not because it gives a straight line.

A word of warning is in order about using transformations to obtain linearity. A transformation can
turn a good situation into a bad one by distorting the variances and making them unequal (see Chapter 45).
Figure 7.2 shows a case where the constant variance of the original data is destroyed by an inappropriate
logarithmic transformation.

In the examples above it was easy to check the variances at the different levels of the independent variables
because the measurements had been replicated. If there is no replication, this check cannot be made. This
is only one reason why replication is always helpful and why it is recommended in experimental and moni-
toring work.

Lacking replication, should one assume that the variances are originally equal or unequal?  Sometimes
the nature of the measurement process gives a hint as to what might be the case. If dilutions or concentrations
are part of the measurement process, or if the final result is computed from the raw measurements, or
if the concentration levels are widely different, it is not unusual for the variances to be unequal and to
be larger at high levels of the independent variable. Biological counts frequently have nonconstant
variance. These are not justifications to make transformations indiscriminately. Do not avoid making
transformations, but use them wisely and with care.

 

Transformations to Obtain Constant Variance

 

When the variance changes over the range of experimental observations, the variance is said to be non-
constant, or unstable. Common situations that tend to create this pattern are (1) measurements that involve
making dilutions or other steps that introduce multiplicative errors, (2) using instruments that read out on
a log scale which results in low values being recorded more precisely than high values, and (3) biological
counts. One of the transformations given in Table 7.1 should be suitable to obtain constant variance.

 

FIGURE 7.1

 

An example of how a transformation can create constant variance. Constant variance at all levels is important
so each data point will carry equal weight in locating the position of the fitted curve.

 

FIGURE 7.2

 

An example of how a transformation could create nonconstant variance.
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The effect of square root and logarithmic transformations is to make the larger values less important
relative to the small ones. For example, the square root converts the values (0, 1, 4) to (0, 1, 2). The 4,
which tends to dominate on the original scale, is made relatively less important by the transformation.

The log transformation is a stronger transformation than the square root transformation. “Stronger” means
that the range of the transformed variables is relatively smaller for a log transformation that for the square
root. When the sample contains some zero values, the log transformation is 

 

x

 

 

 

=

 

 log(

 

y

 

 

 

+

 

 

 

c

 

), where 

 

c

 

 is a
constant. Usually the value of 

 

c

 

 is arbitrarily chosen to be 1 or 0.5. The larger the value of 

 

c

 

, the less severe
the transformation. Similarly, for square root transformations,  is less severe than 

The arcsin transformation is used for decimal fractions and is most useful when the sample includes values
near 0.00 and 1.00. One application is in bioassys where the data are fractions of organisms showing an effect.

 

Example 7.1

 

Twenty replicate samples from five stations were counted for plankton, with the results given in
Table 7.2. The computed averages and variances are in Table 7.3. The computed means and variance
on the original data show that variance is not uniform; it is ten times larger at station 5 than at
station 1. Also, the variance increases as the average increases and  seems to be proportional to

 This indicates that a square root transformation may be suitable. Because most of the counts

 

TABLE 7.1

 

Transformations that are Useful to Obtain Uniform Variance

 

Condition Replace 

 

y 

 

by 

 

σ

 

  uniform over range of 

 

y

 

no transformation needed 
 

 

x

 

 

 

=

 

 1

 

/

 

y

 

 
all 

 

y

 

 

 

>

 

 0

 

x

 

 

 

=

 

 log(

 

y

 

)

some 

 

y

 

 

 

=

 

 0

 

x

 

 

 

=

 

 log(

 

y

 

 

 

+

 

 

 

c

 

)

all 

 

y

 

 

 

>

 

 0

some 

 

y

 

 

 

<

 

 0

 

p

 

 

 

=

 

 ratio or percentage

 

x

 

 

 

=

 

 arcsin 

 

Source:

 

 Box, G. E. P., W. G. Hunter, and J. S. Hunter (1978). 

 

Statistics for Experimenters:
An Introduction to Design, Data Analysis, and Model Building,

 

 New York, Wiley Interscience.

 

TABLE 7.2

 

Plankton Counts on 20 Replicate Water Samples from Five Stations in a Reservoir 

 

Station 1 0 2 1 0 0 1 1 0 1 1 0 2 1 0 0 2 3 0 1 1
Station 2 3 1 1 1 4 0 1 4 3 3 5 3 2 2 1 1 2 2 2 0
Station 3 6 1 5 7 4 1 6 5 3 3 5 3 4 3 8 4 2 2 4 2
Station 4 7 2 6 9 5 2 7 6 4 3 5 3 6 4 8 5 2 3 4 1
Station 5 12 7 10 15 9 6 13 11 8 7 10 8 11 8 14 9 6 7 9 5

 

Source:

 

 Elliot, J. (1977). 

 

Some Methods for the Statistical Analysis of Samples of Benthic Invertebrates,

 

 2nd ed.,
Ambleside, England, Freshwater Biological Association.

 

TABLE 7.3

 

Statistics Computed from the Data in Table 7.2

 

Station 1 2 4 5 6

 

Untransformed data
 
Transformed 

= 0.85 2.05 3.90 4.60 9.25
= 0.77 1.84 3.67 4.78 7.57

= 1.10 1.54 2.05 2.20 3.09
           = 0.14 0.20 0.22 0.22 0.19

σ y2∝

σ y3/2∝ x 1/ y=
σ y  σ2 y>( )∝

σ y1/2∝ x y=

x y c+=

σ 2 y> p

x y c+=

y
sy

2

x
sx

2

y c+ y.

sy
2

y.
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are small, the transform used was  Figure 7.3 shows the distribution of the original and
the transformed data. The transformed distributions are more symmetrical and normal-like than the
originals. The variances computed from the transformed data are uniform.

 

Example 7.2

 

Table 7.4 shows eight replicate measurements of bacterial density that were made at three
locations to study the spatial pattern of contamination in an estuary. The data show that  and
that 

 

s

 

 increases in proportion to  Table 7.1 suggests a logarithmic transformation. The improvement
due to the log transformation is shown in Table 7.4. Note that the transformation could be done
using either log

 

e

 

 or log

 

10 

 

because they differ by only a constant (log

 

e

 

 

 

=

 

 2.303 log

 

10

 

).

 

FIGURE 7.3

 

Original and transformed plankton counts.

 

TABLE 7.4

 

Eight Replicate Measurements on Bacteria at Three Sampling Stations

 

y

 

 

  

====

 

 Bacteria/100 mL

 

x

 

 

  

====

 

 log

 

10

 

(Bacteria/100 mL)
1 2 3 1 2 3

 

27 225 1020 1.431 2.352 3.009
11 99 136 1.041 1.996 2.134
48 41 317 1.681 1.613 2.501
36 60 161 1.556 1.778 2.207

120 190 130 2.079 2.279 2.114
85 240 601 1.929 2.380 2.779
18 90 760 1.255 1.954 2.889

130 112 240 2.144 2.049 2.380

 

 

 

=

 

 59.4 132 420.6  

 

=

 

 1.636 2.050 2.502
 

 

=

 

 2156 5771 111,886  

 

= 

 

0.151 0.076 0.124

0

10

0

10

0

10

0

10

0

10

161284 432100
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Plankton Count Count + 0.5
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y x
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2 sx
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Confidence Intervals and Transformations

 

After summary statistics (means, standard deviations, etc.) have been calculated on the transformed
scale, it is often desirable to translate the results back to the original scale of measurement. This can
create some confusion. For example, if the average 

 

 

 

has been estimated using 

 

x

 

 

 

=

 

 log(

 

y), the simple
back-transformation of antilog( ) does not give an unbiased estimate of  The antilogarithm of  is
the geometric mean of the original data (y); that is, antilog( ) =  The correct estimate of the arithmetic
mean on the original y scale is  = antilog(  + 0.5 s2) (Gilbert, 1987).

If the transformation produced a near-normal distribution, the standard deviations and standard errors
computed from the transformed data will be symmetric about the mean on the transformed scale. But
they will be asymmetric on the original scale. The options are to:

1. Quote symmetric confidence limits on the transformed scale.

2. Quote asymmetric confidence limits on the original scale (recognizing that in the case of a
log transformation they apply to the geometric mean and not to the arithmetic average).

3. Give two sets of results, one with standard errors and symmetric confidence limits on the
transformed scale and a corresponding set of means (arithmetic and geometric) on the original
scale. The reader can judge the statistical significance on the transformed scale and the
practical importance on the original scale.

Two examples illustrate the use of log-transformed data to construct confidence limits for the geometric
mean.

Example 7.3

A sample of n = 5 observations [95, 20, 74, 195, 71] gives  = 91 and  = 4,140. Clearly,
 and a log transformation should be tried. The x = log10(y) values are 1.97772, 1.30103,

1.86923, 2.29003, and 1.85126. This gives  = 1.85786 and  = 0.12784. The value of t for
ν = n − 1 = 4 degrees of freedom and α/2 = 0.025 is 2.776. Therefore, the 95% confidence interval
for the mean on the log-transformed scale, ηx, is:

and

Transforming ηx back to the original scale gives an estimate of the geometric mean of the y’s:

The asymmetric 95% confidence limits for the true value of the geometric mean, ηx, are obtained
by taking antilogarithms of the upper and lower confidence limits of ηx, which gives:

Note that the upper and lower confidence limits in the log metric are  and  where
 The upper confidence limit on the original scale is antilog  = antilog ⋅

antilog(β ), which becomes  where β′ = antilog(β). Likewise, the lower confidence limit is
 For this example, β = 0.44381, antilog (0.44381) = 2.778, and the 95% confidence limits

for the geometric mean on the original scale are 72.09(2.7785) = 200.29 and 72.09/2.7785 = 25.94.

x
x y. x

x yg.
y x

y sy
2

sy
2 y>

x sx
2

x  t
sx

2

n
----± 1.85786  2.776 0.1278

5
----------------± 1.85786  0.44381±= =

1.4140 ηx 2.3017< <

yg antilog= x( ) antilog 1.85786( ) 72.09= =

25.94 ηg 200.29≤ ≤

x β+ x β– ,
β tα/2= s2/n. x β+( ) x( )

yg β′⋅
yg/β ′.
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Example 7.4

A log transformation is needed on a sample of n = 6 that includes some zeros: y = [0, 2, 1, 0,
3, 9]. Because of the zeros, use the transformation x = log(y + 1) to find the transformed values:
x = [0, 0.47712, 0.30103, 0.60206, 1.0]. This gives  with standard deviation

 For ν = n − 1 = 5 and α/2 = 0.025, t5,0.025 = 2.571 and the 95% confidence limits
on the transformed scale are:

and

Transforming back to the original metric gives the geometric mean:

The −1 is due to using x = log(y + 1). The similar inverse of the confidence limits gives:

Confidence Intervals on the Original Scale

Notice that the above examples are for the geometric mean ηg and not the arithmetic mean η. The work
becomes more difficult if we want the asymmetric confidence intervals of the arithmetic mean on the
original scale. This will be shown for the lognormal distribution.

A simple method of estimating the mean η and variance σ 2 of the two-parameter lognormal distribution
is to use:

where  and  are the estimated mean and variance.  and  are calculated in the usual way shown
in Chapter 2 (Gilbert, 1987).

These estimates are slightly biased upward by about 5% for n = 20 and 1% for n = 100. The importance
of this when using  to judge compliance with environmental standards, or when comparing estimates
based on unequal n, is discussed by Gilbert (1987) and Landwehr (1978).

Computing confidence limits involves more than simply adding a multiple of the standard deviation
(as we do for the normal distribution). Confidence limits for the mean, η, are estimated using the
following equations (Land, 1971):

The quantities H1–α and Hα depend on sx, n, and the confidence level α. Land (1975) provides the
necessary tables; a subset of these may be found in Gilbert (1987).

x 0.39670=
sx

2 0.14730= .

LCL x( ) 0.39670 2.571 0.14730/6– 0.006 (say zero)–= =

UCL x( ) 0.39670 2.571 0.14730/6+ 0.79954= =

yg antilog10 0.39670( ) 1– 2.5 1– 1.5= = =

LCL y( ) 0 and UCL y( ) 5.3= =

η̂ exp x sx
2

2
----+ 

 = and σ̂ 2 η̂2 sx
2( ) 1–exp[ ]=

η̂ σ̂2 x sx
2

η̂

UCL1 α– x 0.5sx
2 syH1 α–

n 1–
-----------------+ + 

 exp=

LCLα x 0.5sx
2 syHα

n 1–
----------------+ + 

 exp=
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The Box-Cox Power Transformations

A power transformation model developed by Box and Cox (1964) can, so far as possible, satisfy the
conditions of normality and constant variance simultaneously. The method is applicable for almost any
kind of statistical model and any kind of transformation. The transformed value  of the original vari-
able yi is:

where  is the geometric mean of the original data series, and λ expresses the power of the transfor-
mation. The geometric mean is obtained by averaging ln(y) and taking the exponential (antilog) of the
result. The special case when λ = 0 is the log transformation:  λ = −1 is a reciprocal
transformation, λ = 1/2 is a square root transformation, and λ = 1 is no transformation. Example
applications of this transformation are given in Box et al. (1978).

Example 7.5

Table 7.5 lists 36 measurements on cadmium (Cd) in soil, and their logarithms. The Cd concen-
trations range from 0.005 to 0.094 mg/kg. The limit of detection was 0.01. Values below this
were arbitrarily replaced with 0.005. Comparisons must be made with other sets of similar data
and some transformation is needed before this can be done. Experience with environmental data
suggests that a log transformation may be useful, but something better might be discovered if
we make the Box-Cox transformation for several values of λ and compare the variances of the
transformed data.

The variance of the log-transformed values in Table 7.5 is  This cannot be
compared directly with the variance from, for instance, a square root transformation unless the
calculations are normalized to keep them on the same relative scale. The denominator of the Box-
Cox transformation,  is a normalizing factor to make the variances comparable across different

TABLE 7.5

Cadmium Concentrations in Soil

Cadmium
(mg/kg)

ln
[Cadmium]

0.023 0.005 0.005 −3.7723 −5.2983 −5.2983
0.020 0.005 0.032 −3.9120 −5.2983 −3.4420
0.010 0.005 0.031 −4.6052 −5.2983 −3.4738
0.020 0.013 0.005 −3.9120 −4.3428 −4.2687
0.020 0.005 0.014 −3.9120 −5.2983 −3.9120
0.020 0.094 0.020 −3.9120 −2.3645 −5.2983
0.010 0.011 0.005 −4.6052 −4.5099 −3.6119
0.010 0.005 0.027 −4.6052 −5.2983 −4.1997
0.010 0.005 0.015 −4.6052 −5.2983 −3.3814
0.010 0.028 0.034 −4.6052 −3.5756 −5.2983
0.010 0.010 0.005 −4.6052 −4.6052 −5.2983
0.005 0.018 0.013 −5.2983 −4.0174 −4.3428

Average = 0.0161 Average of ln[Cd] = −4.42723
Variance = 0.000255 Variance = 0.549

Geo. mean = 0.01195

Note: Concentrations in mg/kg.

Yi
λ( )

Yi
λ( ) yi

λ 1–

λyg
λ 1–

--------------=

yg

Yi
0( ) yg yi( ).ln=

σ y( )ln
2 0.549.=

λyg
λ 1– ,
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values of λ. The geometric mean of the untransformed data is 
The denominator for λ = 0.5, for example, is 0.5(0.01195)0.5−1 = 4.5744; the denominator for
λ = −0.5 is −765.747.

Table 7.6 gives some of the power-transformed data for λ = −1, −0.5, 0, 0.5, and 1. λ = 1 is
no transformation  except for scaling to be comparable to the other transforma-
tions. λ = 0 is the log transformation, calculated from  which is again scaled
so the variance can be compared directly with variances of other power-transformed values.

The two bottom rows of Table 7.6 give the mean and the variance of the power-transformed
values. The suitable transformations give small variances. Rather than pick the smallest value
from the table, make a plot (Figure 7.4) that shows how the variance changes with λ. The smooth
curve is drawn as a reminder that these variances are estimates and that small differences between
them should not be taken seriously. Do not seek an optimal value of λ that minimizes the variance.
Such a value is likely to be awkward, like λ = 0.23. The data do not justify such detail, especially
because the censored values (y < 0.01) were arbitrarily replaced with 0.005. (This inflates the variance
from whatever it would be if the censored values were known.) Values of λ = −0.5, λ = 0, or λ = 0.5
are almost equally effective transformations. Any of these will be better than no transformation
(λ = 1). The log transformation (λ = 0) is very satisfactory and is our choice as a matter of
convenience.

Figure 7.5 shows dot diagrams for the original data, the square root (λ = 0.5), the logarithms
(λ = 0), and reciprocal square root (λ = −0.5). The log transformation is most symmetric, but
it is not normal because of the  11 non-detect data that were replaced with 0.005 (i.e., 1/2 the
MDL).

TABLE 7.6

Transformed Values, Means, and Variances as a Function of λ

λλλλ ==== −−−−1 λλλλ ==== −−−−    0.5 λλλλ ==== 0 λλλλ ==== 0.5 λλλλ ==== 1

−0.0061 −0.0146 −0.0451 −0.1855 −0.9770
−0.0070 −0.0159 −0.0467 −0.1877 −0.9800
−0.0141 −0.0235 −0.0550 −0.1967 −0.9900

… … … … …
… … … … …

−0.0284 −0.0343 −0.0633 −0.2032 −0.9950
−0.0108 −0.0203 −0.0519 −0.1937 −0.9870

= −0.01496 −0.0228 −0.0529 −0.1930 −0.9839
= 0.000093 0.000076 0.000078 0.000113 0.000255

FIGURE 7.4 Variance of the transformed cadmium data as a function of λ.
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Comments

Transformations are not tricks to reduce variation or to convert a complicated nonlinear model into a
simple linear form. There are often statistical justifications for making transformations and then analyzing
the transformed data. They may be needed to stabilize the variance or to make the distribution of the
errors normal. The most common and important use is to stabilize (make uniform) the variance.

It can be tempting to use a transformation to make a nonlinear function linear so that it can be fitted
using simple linear regression methods. Sometimes the transformation that gives a linear model will
coincidentally produce uniform variance. Beware, however, because linearization can also produce the
opposite effect of making constant variance become nonconstant (see Chapter 45).

When the analysis has been done on transformed data, the analyst must consider carefully whether
to report the final results on the transformed or the original scale of measurement. Confidence intervals
that are symmetrical on the transformed scale will not be symmetric when transformed back to the
original scale. Care must also be taken when converting the mean on the transformed scale back to the
original scale. A simple back-transformation typically does not give an unbiased estimate, as was
demonstrated in the case of the logarithmic transformation.
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FIGURE 7.5 Dot diagrams of the data and the square root, log, and reciprocal square root transformed values. The eye-
catching spike of 11 points are “non-detects” that were arbitrarily assigned values of 0.005 mg/kg.
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24

 

Analysis of Variance to Compare 

 

k

 

 Averages 

 

KEY WORDS

 

ANOVA, ANOVA table, analysis of variance, average, between treatment variance, grand
average

 

,

 

 

 

F

 

 test

 

,

 

 

 

F

 

 distribution, one-way ANOVA, sum of squares, within-treatment variance.

 

Analysis of variance (ANOVA) is a method for testing two or more treatments to determine whether
their sample means could have been obtained from populations with the same true mean. This is done
by estimating the amount of variation within treatments and comparing it to the variance between
treatments. If the treatments are alike (from populations with the same mean), the variation within each
treatment will be about the same as the variation between treatments. If the treatments come from
populations with different means, the variance between treatments will be inflated. The “within vari-
ance” and the “between variance” are compared using the 

 

F

 

 statistic, which is a measure of the variability
in estimated variances in the same way that the 

 

t

 

 statistic is a measure of the variability in estimated
means.

Analysis of variance is a rich and widely used field of statistics. “

 

…

 

the analysis of variance is more
than a technique for statistical analysis. Once understood, analysis of variance provides an insight into
the nature of variation of natural events, into Nature in short, which is possibly of even greater value
than the knowledge of the method as such. If one can speak of beauty in a statistical method, analysis
of variance possesses it more than any other” (Sokal and Rohlf, 1969).

Naturally, full treatment of such a powerful subject has been the subject of entire books and only a
brief introduction will be attempted here. We seek to illustrate the key ideas of the method and to show
it as an alternative to the multiple paired comparisons that were discussed in Chapter 20.

 

Case Study: Comparison of Five Laboratories

 

The data shown in Table 24.1 (and in Table 20.1) were obtained by dividing a large quantity of prepared
material into 50 identical aliquots and having five different laboratories each analyze 10 randomly
selected specimens. By design of the experiment there is no real difference in specimen concentrations,
but the laboratories have produced different mean values and different variances. In Chapter 20 these
data were analyzed using a multiple 

 

t

 

-test to compare the mean levels. Here we will use a 

 

one-way
ANOVA

 

, which focuses on comparing the variation within laboratories with the variation between
laboratories. The analysis is one-way because there is one factor (laboratories) to be assessed.

 

One-Way Analysis of Variance

 

Consider an experiment that has 

 

k

 

 treatments (techniques, methods, etc.) with 

 

n

 

t

 

 replicate observations
made under each treatment, giving a total of 

 

N

 

 

 

=

 

 

 

∑

 

kn

 

t

 

 observations, where 

 

t

 

 

 

=

 

 1, 2,

 

…

 

,

 

k

 

. If the variation
within each treatment is due only to random measurement error, this 

 

within-treatment variance

 

 is a good
estimate of the pure random experimental error. If the 

 

k

 

 treatments are different, the variation 

 

between

 

the 

 

k

 

 treatments will be greater than might be expected in light of the variation that occurs within the
treatment.
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The within-treatment sum of squares is calculated from the residuals of the observations within a
treatment and the average for that treatment. The variance within each treatment is:

 

where 

 

y

 

ti

 

 are the 

 

n

 

t

 

 observations under each treatment. 
Assuming that all treatments have the same population variance, we can pool the 

 

k

 

 sample variances
to estimate the within-treatment variance 

The between-treatment variance  is calculated using the treatment averages  and the grand average, 

If there are an equal number of observations in each treatment the equations for  and  simplify to:

and

The logic of the comparison between for  and  goes like this:

 

1.

 

The pooled variance within treatments  is based on 

 

N

 

 

 

−

 

 

 

k

 

 degrees of freedom. It will be
unaffected by real differences between the means of the 

 

k

 

 treatments. Assuming no hidden
factors are affecting the results,  estimates the pure measurement error variance 

 

.

 

2. If there are no real differences between the treatment averages other than what would be
expected to occur by chance, the variance between treatments  also reflects only random
measurement error. As such, it would be nearly the same magnitude as 

 

 

 

and would give a
second estimate of .

 

TABLE 24.1

 

Ten Measurements of Lead Concentration (

 

µ

 

g

 

/

 

L) 

 

on Identical Specimens from Five Laboratories

 

Lab 1 Lab 2 Lab 3 Lab 4 Lab 5

 

3.4 4.5 5.3 3.2 3.3
3.0 3.7 4.7 3.4 2.4
3.4 3.8 3.6 3.1 2.7
5.0 3.9 5.0 3.0 3.2
5.1 4.3 3.6 3.9 3.3
5.5 3.9 4.5 2.0 2.9
5.4 4.1 4.6 1.9 4.4
4.2 4.0 5.3 2.7 3.4
3.8 3.0 3.9 3.8 4.8
4.2 4.5 4.1 4.2 3.0

 

 

=

 

 4.30 3.97 4.46 3.12 3.34
 

 

=

 

 0.82 0.19 0.41 0.58 0.54
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si
2

st
2 yti yt–( )

nt 1–
--------------------

i=1

nt

∑=

(sw
2 ):

sw
2 ∑t=1

k nt 1–( )st
2

∑t=1
k nt 1–( )

---------------------------------=

sb
2( ) yt y:

sb
2 ∑t=1

k nt yt y–( )
2

k 1–
----------------------------------=

sw
2 sb

2

sw
2 nt 1–( )∑t=1

k st
2

N k–
---------------------------------=

sb
2 nt∑t=1

k yt y–( )
2

k 1–
----------------------------------=

sw
2 sb

2

(sw
2 )

sw
2 σ 2

(sb
2)

sw
2

σ 2

 

L1592_frame_C24.fm  Page 216  Tuesday, December 18, 2001  2:45 PM

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight

ATRIAN FAR
Highlight



© 2002 By CRC Press LLC

    

3. If the true means do vary from treatment to treatment,  will be inflated and it will tend to
be larger than .

4. The null hypothesis is that no difference exists between the 

 

k

 

 means. It is tested by checking
to see whether the two estimates of  and  are the same. Strict equality  

 

=

 

 
of these two variances is not expected because of random variation; but if the null hypothesis
is true, they will be of the same magnitude. Roughly speaking, the same magnitude means
that the ratio  will be no larger than about 2.5 to 5.0. More precisely, this ratio is
compared with the 

 

F

 

 statistic having 

 

k

 

 

 

−

 

 1 degrees of freedom in the numerator and 

 

N

 

 

 

−

 

 

 

k

 

degrees of freedom in the denominator (i.e., the degree of freedom are the same as  and 
If  and  are of the same magnitude, there is no strong evidence to support a conclusion
that the means are different. On the other hand, an indication that  is inflated (large 
supports a conclusion that there is a difference between treatments. 

The sample variances have a 

 

χ

 

2

 

 distribution. Ratios of sample variances are distributed according to
the 

 

F

 

 distribution. The 

 

χ

 

2

 

 and 

 

F

 

 are skewed distributions whose exact shape depends on the degrees of
freedom involved. The distributions are related to each other in much the same way that the normal and

 

t

 

 distributions are related in the t-test. The two estimates of  are compared using the analysis of
variance (ANOVA) table and the F test. 

An Example Calculation

The computations for the one-way ANOVA are simpler than the above equations may suggest. Suppose
that an experiment comparing treatments A, B, and C yields the data shown below.

The order of the experimental runs was randomized within and between treatments. The grand average
of all 12 observed values is  = 15. The averages for each treatment are  = 11,  = 16, and  = 18.
The within-treatment variances are:

The pooled within-treatment variance is:

The between-treatment variance is computed from the mean for each treatment and the grand mean, as
follows:

 

A B C

12 13 18
10 17 16
13 20 21
9 14 17

Treatment average  = 11.0  = 16.0  = 18.0
Treatment variance  = 3.33  = 10.0  = 4.67
Grand average  = 15
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2 12 11–( )2 10 11–( )2 13 11–( )2 9 11–( )2+ + +
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sB
2 13 16–( )2 17 16–( )2 20 16–( )2 14 16–( )2+ + +

4 1–
---------------------------------------------------------------------------------------------------------------------- 30

3
------ 10.00= = =

sC
2 18 18–( )2 16 18–( )2 21 18–( )2 17 18–( )2+ + +

4 1–
---------------------------------------------------------------------------------------------------------------------- 14

3
------ 4.67= = =
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12 3–
------------------------------------------------------------- 6.0= =
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------------------------------------------------------------------------------------------------- 52= =
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Is the between-treatment variance larger than the within-treatment variance? This is judged by com-
paring the ratio of the between variance and the within variance. The ratios of sample variances are
distributed according to the F distribution. The tabulation of F values is arranged according to the degrees
of freedom in the variances used to compute the ratio. The numerator is the mean square of the “between-
treatments” variance, which has ν1 degrees of freedom. The denominator is always the estimate of the
pure random error variance, in this case the “within-treatments” variance, which has ν2 degrees of
freedom. An F value with these degrees of freedom is denoted by  where α is the upper percentage
point at which the test is being made. Usually α = 0.05 (5%) or α = 0.01 (1%). Geometrically, α is the
area under the  distribution that lies on the upper tail beyond the value 

The test will be made at the 5% level with degrees of freedom ν1 = k − 1 = 3 − 1 = 2 and ν2 = N −
k = 12 − 3 = 9. The relevant value is F2,9,0.05 = 4.26. The ratio computed for our experiment, F = 52/6 =
8.67 is greater than F2,9,α =0.05 = 4.26, so we conclude that  This provides sufficient evidence to
conclude at the 95% confidence level that the means of the three treatments are not equal. We are entitled
only to conclude that ηA ≠ ηB ≠ ηC. This analysis does not tell us whether one treatment is different
from the other two (i.e., ηA ≠ ηB but ηB = ηC), or whether all three are different. To determine which
are different requires the kind of analysis described in Chapter 20.

When ANOVA is done by a commercial computer program, the results are presented in a special ANOVA
table that needs some explanation. For the example problem just presented, this table would be as given
in Table 24.2. The “sum of squares” in Table 24.2 is the sum of the squared deviations in the numerator
of each variance estimate. The “mean square” in Table 24.2 is the sum of squares divided by the degrees
of freedom of that sum of squares. The mean square values estimate the within-treatment variance 
and the between-treatment variance  Note that the mean square for variation between treatments is
52, which is the between-treatment variance computed above. Also, note that the within treatment mean
square of 6 is the within-treatment variance computed above. The F ratio is the ratio of these two mean
squares and is the same as the F ratio of the two estimated variances computed above.

Case Study Solution

Figure 24.1 is a dot diagram showing the location and spread of the data from each laboratory. It appears
that the variability in the results is about the same in each lab, but laboratories 4 and 5 may be giving
low readings. The data are replotted in Figure 24.2 as deviations about their respective means. An analysis
of variance will tell us if the means of these laboratories are statistically different.

TABLE 24.2

Analysis of Variance Table for Comparing Treatments A, B, and C

Source of
Variation

Sum of 
Squares

Degrees of 
Freedom

Mean 
Square

F
Ratio

Between treatments 104 2 52 8.7
Within treatments 54 9 6

Total 158 11

FIGURE 24.1 Dot plots comparing the results from five laboratories.

Fν1,ν2,α,

Fν1,ν2
Fν1,ν2,α.
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Lead Concentration (µg/L)

Lab 5
Lab 4
Lab 3
Lab 2
Lab 1

1.0               2.0              3.0              4.0               5.0              6.0
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The variance within a single laboratory should be due to random errors arising in handling and
analyzing the specimens. The variation between laboratories might be due to a real difference in
performance, or it might also be due to random variation. If the variation between laboratories is random,
the five observed laboratory means will vary randomly about the grand mean of all 50 measured
concentrations ( = 3.84 µg/L) and, furthermore, the variance of the five laboratories’ means with respect
to the grand mean will be the same as the variance within laboratories. 

The ANOVA table for the laboratory data is given in Table 24.3. The F ratio is compared with the
critical value F4,45,0.05 = 2.59. The value of F = 6.81 found for this experiment is much larger than F4,45,0.05 =
2.59 so we conclude that the variation between laboratories has been inflated by real differences in the
mean level of performance of the labs.

Knowing this result of the analysis of variance, a plausible conclusion would be that laboratory 4,
having the lowest average, is different from the others. But laboratories 4 and 5 may both be different
from the other three. Or laboratory 3 may also be different, but on the high side. Unfortunately, ANOVA
does not tell us how many or which laboratories are different; we only know that they are not giving
the same results.

Comments

When the ANOVA indicates differences between laboratories, additional questions arise. 

1. Which laboratories are different and which are the same? Making multiple pair-wise compari-
sons to answer this was discussed in Chapter 20. 

2. Which laboratories, if any, are giving correct results? Without knowing the true concentration
of the samples analyzed, there is no answer to this question. We remind ourselves, however,
that the performer who is different may be the champion!

TABLE 24.3

ANOVA Table for the Comparison of Five Laboratories

Source of
Variation

Sum of 
Squares

Degrees of 
Freedom

Mean 
Square

F
Ratio

Between laboratories 13.88 4 3.47 6.81
Within laboratories 22.94 45 0.51

Total 36.82 49

FIGURE 24.2 Plot of the data from the five laboratories and the distributions of within-laboratory and between-laboratory
variation.
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3. Is a special program needed to bring all laboratories into conformance? Maybe the only needed
step is to show the participating laboratories the results. Simply knowing there is a possible
problem usually will stimulate improvement. Quality improvement depends more on collecting
data and communicating the results than on fixing blame or identifying poor performers. This
means that we do not always need to find out which laboratories are different. (Recall point 2.)

A common question is: “Are the differences between labs large enough to have important consequences
in practice?” Importance and statistical significance are different concepts. Importance depends on the
actual use to which the measurements are put. Statistically significant differences are not always impor-
tant. We can change significance to nonsignificance by changing the probability level of the test (or by
using a different statistical procedure altogether). This obviously would not change the practical impor-
tance of a real difference in performance. Furthermore, the importance of a difference will exist whether
we have data to detect it or not.

Analysis of variance can be applied to problems having many factors. One such example, a four-way
ANOVA, is discussed in Chapter 26. Chapter 25 discusses the use of ANOVA to discover the relative
magnitude of several sources of variability in a sampling and measurement procedure. Box et al. (1978)
provide an interesting geometric interpretation of the analysis of variance.
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Exercises

24.1 Chromium Measurements. A large portion of chromium contaminated water was divided into
32 identical aliquots. Eight aliquots were sent to each of four laboratories and the following
data were produced. Are the laboratories making consistent measurements?

24.2 Aerated Lagoon. Conductivity measurements (µmho/cm) were taken at four different locations
in the aerated lagoon of a pulp and paper mill. The lagoon is supposed to be mixed by aerators
so the contents are homogeneous. Is the lagoon homogeneously mixed?

Lab 1 26.1 21.5 22.0 22.6 24.9 22.6 23.8 23.2
Lab 2 18.3 19.7 18.0 17.4 22.6 11.6 11.0 15.7
Lab 3 19.1 13.9 15.7 18.6 19.1 16.8 25.5 19.7
Lab 4 30.7 27.3 20.9 29.0 20.9 26.1 26.7 30.7

Location A Location B Location C Location D

620 630 680 560
600 670 660 620
630 710 710 600
590 640 670 610

650 680 630
660 680 640

630
590
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26

 

Multiple Factor Analysis of Variance

 

KEY WORDS

 

air pollution, dioxin, furan, incineration, samplers, ANOVA, analysis of variance, factorial
experiment, sampling error.

 

Environmental monitoring is expensive and complicated. Many factors may contribute variation to measured
values. An obvious source of variation is the sampling method. An important question is: “Do two samplers
give the same result?” This question may arise because a new sampler has come on the market, or because
a monitoring program needs to be expanded and there are not enough samplers of one kind available. 

It might seem natural to compare the two (or more) available sampling methods under a fixed set of
conditions. This kind of experiment would estimate random error under only that specific combination
of conditions. The samplers, however, will be used under a variety of conditions. A sampler that is
effective under one condition may be weak under others. The error of one or both samplers might depend
on plant operation, weather, concentration level being measured, or other factors. The variance due to
laboratory measurements may be a significant part of the total variance. Interactions between sampling
methods and other possible sources of variation should be checked. The experimental design should take
into account all these factors.

Comparing two samplers under fixed conditions pursues the wrong goal. A better plan would be to
assess performance under a variety of conditions. It is important to learn whether variation between
samplers is large or small in comparison with variation due to laboratory analysis, operating conditions,
etc. A good experiment would provide an analysis of variance of all factors that might be important in
planning a sampling program. 

It is incorrect to imagine that one data point provides one piece of information and therefore the informa-
tion content of a data set is determined entirely by the number of measurements. The amount of information
available from a fixed number of measurements increases dramatically if each observation contributes
to estimating more than one parameter (mean, factor effect, variance, etc.). An exciting application of
statistical experimental design is to make each observation do double duty or even triple or heavier duty.
However, any valid statistical analysis can only extract the information existing in the data at hand. This
content is largely determined by the experimental design and cannot be altered by the statistical analysis. 

This chapter discusses an experimental design that was used to efficiently evaluate four factors that
were expected to be important in an air quality monitoring program. The experiment is based on a factorial
design (but not the two-level design discussed in Chapter 27). The method of computing the results is
not discussed because this can be done by commercial computer programs. Instead, discussion focuses
on how the 

 

four-factor analysis of variance

 

 is interpreted. References are given for the reader who wishes
to know how such experiments are designed and how the calculations are done (Scheffe, 1959). 

 

Case Study: Sampling Dioxin and Furan Emissions from an Incinerator

 

Emission of dioxins and furans from waste incinerators has been under investigation in many countries.
It is important to learn whether different samplers (perhaps used at different incinerators or in different
cities or countries) affect the amount of dioxin or furan measured. It is also important to assess whether
differences, if any, are independent of other factors (such as incinerator loading rate and feed materials
which change from one sampling period to another).
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The data in Table 26.1 were collected at a municipal incinerator by the Danish Environmental Agency
(Pallesen, 1987). Two different kinds of samplers were used to take simultaneous samples during four
3.5-hour sampling periods, spread over a three-day period. Operating load, temperature, pressure, etc.
were variable. Each sample was analyzed for five dioxin groups (TetraCDD, PentaCDD, HexaCDD,
HeptaCDD, and OctoCDD) and five furan groups (TetraCDF, PentaCDF, HexaCDF, HeptaCDF, and
OctoCDF). The species within each group are chlorinated to different degrees (4, 5, 6, 7, and 8 chlorine
atoms per molecule). All analyses were done in one laboratory.

There are four factors being evaluated in this experiment: two kinds of samplers (S), four sampling
periods (P), two dioxin and furan groups (DF), five levels of chlorination within each group (CL). This
gives a total of 

 

n

 

 

 

=

 

 2 

 

×

 

 4 

 

×

 

 2 

 

×

 

 5 

 

=

 

 80 measurements. The data set is completely balanced; all conditions
were measured once with no repeats. If there are any missing values in an experiment of this kind, or if
some conditions are measured more often than others, the analysis becomes more difficult (Milliken and
Johnson, 1992).

When the experiment was designed, the two samplers were expected to perform similarly but that
variation over sampling periods would be large. It was also expected that the levels of dioxins and furans,
and the amounts of each chlorinated species, would be different. There was no prior expectation regarding
interactions. A four-factor analysis of variance (ANOVA) was done to assess the importance of each
factor and their interactions.

 

Method: Analysis of Variance

 

Analysis of variance addresses the problem of identifying which factors contribute significant amounts
of variance to measurements. The general idea is to partition the total variation in the data and assign
portions to each of the four factors studied in the experiment and to their interactions. 

Total variance is measured by the total residual sum of squares:

where the residuals are the deviations of each observation from the grand mean

 

TABLE 26.1

 

Dioxin and Furan Data from a Designed Factorial Experiment

 

Sample Period

 

 1

 

2

 

3

 

4
Sampler A  B A B A B A B

 

Dioxins
Sum TetraCDD 0.4 1.9 0.5 1.7 0.3 0.7 1.0 2.0
Sum PentaCDD 1.8 28 3.0 7.3 2.7 5.5 7.0 11
Sum HexaCDD 2.5 24 2.6 7.3 3.8 5.1 4.7 6.0
Sum HeptaCDD 17 155 16 62 29 45 30 40
OctoCDD 7.4 55 7.3 28 14 21 12 17

Furans
Sum TetraCDF 4.9 26 7.8 18 5.8 9.0 13 13
Sum PentaCDF 4.2 31 11 22 7.0 12 17 24
Sum HexaCDF 3.5 31 11 28 8.0 14 18 19
Sum HeptaCDF 9.1 103 32 80 32 41 47 62
OctoCDF 3.8 19 6.4 18 6.6 7.0 6.7 6.7

 

Note:

 

Values shown are concentrations in ng

 

/

 

m

 

3

 

 normal dry gas at actual CO

 

2

 

 percentage.

Total SS yobs y–( )
2

all obs

n

∑=

y
1
n
--- yi

all obs

n

∑=
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of the 

 

n

 

 

 

=

 

 80 observations. This is also called the total adjusted sum of squares (corrected for the mean).
Each of the 

 

n

 

 observations provides one degree of freedom. One of them is consumed in computing the
grand average, leaving 

 

n

 

 

 

− 

 

1 degrees of freedom available to assign to each of the factors that contribute
variability. The Total SS and its 

 

n

 

 

 

−

 

 1 degrees of freedom are separated into contributions from the factors
controlled in the experimental design. For the dioxin/furan emissions experiment, these sums of squares
(SS) are:

Another approach is to specify a general model to describe the data. It might be simple, such as:

where the Greek letters indicate the true response due to the four factors and 

 

e

 

i

 

 is the random residual
error of the 

 

i

 

th observation. The residual errors are assumed to be independent and normally distributed
with mean zero and constant variance 

 

σ

 

2

 

 (Rao, 1965; Box et al., 1978). 
The assumptions of independence, normality, and constant variance are not equally important to the

ANOVA. Scheffe (1959) states, “In practice, the statistical inferences based on the above model are not
seriously invalidated by violation of the normality assumption, nor,…by violation of the assumption of
equality of cell variances. However, there is no such comforting consideration concerning violation of the
assumption of statistical independence, except for experiments in which randomization has been incor-
porated into the experimental procedure.”

If measurements had been replicated, it would be possible to make a direct estimate of the error sum
of squares (

 

σ

 

2

 

). In the absence of replication, the usual practice is to use the higher-order interactions
as estimates of 

 

σ

 

2

 

. This is justified by assuming, for example, that the fourth-order interaction has no
meaningful physical interpretation. It is also common that third-order interactions have no physical
significance. If sums of squares of third-order interactions are of the same magnitude as the fourth-order
interaction, they can be pooled to obtain an estimate of 

 

σ

 

2

 

 that has more degrees of freedom.
Because no one is likely to manually do the computations for a four-factor analysis of variance, we

assume that results are available from some commercial statistical software package. The analysis that
follows emphasizes variance decomposition and interpretation rather than model specification. 

The first requirement for using available statistical software is recognizing whether the problem to be
solved is one-way ANOVA, two-way ANOVA, etc. This is determined by the number of factors that are
considered. In the example problem there are four factors: S, P, DF, and CL. It is therefore a four-way
ANOVA.

In practice, such a complex experiment would be designed in consultation with a statistician, in which
case the method of data analysis is determined by the experimental design. The investigator will have
no need to guess which method of analysis, or which computer program, will suit the data. As a corollary,
we also recommend that happenstance data (data from unplanned experiments) should not be subjected
to analysis of variance because, in such data sets, randomization will almost certainly have not been
incorporated.

 

Dioxin Case Study Results

 

The ANOVA calculations were done on the natural logarithm of the concentrations because this trans-
formation tended to strengthen the assumption of constant variance. 

The results shown in Table 26.2 are the complete variance decomposition, specifying all sum of squares
(SS) and degrees of freedom (df) for the main effects of the four factors and all interactions between
the four factors. These are produced by any computer program capable of handling a four-way ANOVA

Total SS Periods SS Samplers SS Dioxin/Furan SS Chlorination SS+ + +=
Interaction(s) SS Error SS+ +

yijkl y αi β j γ k λl interaction terms( ) ei+ + + + + +=
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(e.g., SAS, 1982). The main effects and interactions are listed in descending order with respect to the
mean sums of squares (MS 

 

=

 

 SS/df).
The individual terms in the sums of squares column measure the variability due to each factor plus

some random measurement error. The expected contribution of variance due to random error is the
random error variance (

 

σ

 

2

 

) multiplied by the degrees of freedom of the individual factor. If the true
effect of the factor is small, its variance will be of the same magnitude as the random error variance.
Whether this is the case is determined by comparing the individual variance contributions with 

 

σ

 

2

 

, which
is estimated below. 

There was no replication in the experiment so no independent estimate of 

 

σ

 

2

 

 can be computed.
Assuming that the high-order interactions reflect only random measurement error, we can take the fourth-
order interaction, DF 

 

×

 

 S 

 

×

 

 P 

 

×

 

 CL, as an estimate of the error sum of squares, giving  

 

=

 

 0.2305

 

/

 

12 

 

=

 

0.0192. We note that several other interactions have mean squares of about the same magnitude as the
DF 

 

×

 

 S 

 

×

 

 P 

 

×

 

 CL interaction and it is tempting to pool these. There are, however, no hard and fast rules
about which terms may be pooled. It depends on the data analyst’s concept of a model for the data. Pooling
more and more degrees of freedom into the random error term will tend to make  smaller. This carries
risks of distorting the decision regarding significance and we will follow Pallesen (1987) who pooled
only the fourth-order and two third-order interactions (S 

 

×

 

 P 

 

×

 

 CL and of S 

 

×

 

 P 

 

×

 

 DF) to estimate 

 

=

 

 (0.2305 

 

+

 

 0.6229 

 

+

 

 0.0112)

 

/

 

(12 

 

+

 

 12 

 

+

 

 3) 

 

=

 

 0.8646

 

/

 

27 

 

=

 

 0.032.
The estimated error variance ( 

 

=

 

 0.032 

 

=

 

 0.18

 

2

 

) on the logarithmic scale can be interpreted as a
measurement error with a standard deviation of about 18% in terms of the original concentration scale.

The main effects of all four factors are all significant at the 0.05% level. The largest source of variation
is due to differences between the two samplers. Clearly, it is not acceptable to consider the samplers as
equivalent. Presumably sampler B gives higher concentrations (Table 26.1), implying greater efficiency
of contaminant recovery. The differences between samplers is much greater than differences between
sampling periods, although “periods” represents a variety of operating conditions. 

The interaction of the sampler with dioxin/furan groups (S 

 

×

 

 DF) was small, but statistically significant.
The interpretation is that the difference between the samplers changes, depending on whether the
contaminant is dioxin or furan. The S 

 

×

 

 P interaction is also significant, indicating that the difference
between samplers was not constant over the four sampling periods. 

The 

 

a priori

 

 expectation was that the dioxin and furan groups (DF) would have different levels and
that the amounts of the various chlorinated species (CL) with chemical groups would not be equal. The
large mean squares for DF and CL supports this.

 

TABLE 26.2

 

Variance Decomposition of the Dioxin/Furan Incinerator 

 

Emission Data

 

Source of Variation SS df MS F 

 

S 18.3423 1 18.3423 573
CL 54.5564 4 13.6391 426
DF 11.1309 1 11.1305 348
DF 

 

×

 

 CL 22.7618 4 5.6905 178
S 

 

×

 

 P 9.7071 3 3.2357 101
P 1.9847 3 0.6616 21
DF 

 

×

 

 P 1.1749 3 0.3916 12.2
DF 

 

×

 

 S 0.2408 1 0.2408 7.5
P 

 

×

 

 CL 1.4142 12 0.1179 3.7
DF 

 

×

 

 P 

 

×

 

 CL 0.8545 12 0.0712  2.2
S 

 

×

 

 P 

 

×

 

 CL 0.6229 12 0.0519

 

a

 

S 

 

×

 

 CL 0.0895 4 0.0224 0.7
DF 

 

×

 

 S 

 

×

 

 CL 0.0826 4 0.0206 0.6
DF 

 

×

 

 S 

 

×

 

 P 

 

×

 

 CL 0.2305 12 0.0192

 

a

 

DF 

 

×

 

 S 

 

×

 

 P 0.0112 3 0.0037

 

a

 

a

 

 F calculated using 

 

σ

 

2

 

 

 

=

 

 0.032, which is estimated with 27 degrees 
of freedom.

σ̂ 2

σ̂ 2

σ̂ 2

σ̂ 2
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Comments

 

When the experiment was planned, variation between sampling periods was expected to be large and
differences between samplers were expected to be small. The data showed both expectations to be wrong.
The major source of variation was between the two samplers. Variation between periods was small,
although statistically significant. 

Several interactions were statistically significant. These, however, have no particular practical importance
until the matter of which sampler to use is settled. Presumably, after further research, one of the samplers
will be accepted and the other rejected, or one will be modified. If one of the samplers were modified to
make it perform more like the other, this analysis of variance would not represent the performance of the
modified equipment.

Analysis of variance is a useful tool for breaking down the total variability of designed experiments into
interpretable components. For well-designed (complete and fully balanced) experiments, this partitioning
is unique and allows clear conclusions to be drawn from the data. If the design contains missing data, the
partition of the variation is not unique and the interpretation depends on the number of missing values,
their location in the table, and the relative magnitude of the variance components (Cohen and Cohen, 1983).
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Exercises

26.1 Dioxin and Furan Sampling. Reinterpret the Pallesen example in the text after pooling the
higher-order interactions to estimate the error variance according to your own judgment.

26.2 Ammonia Analysis. The data below are the percent recovery of 2 mg/L of ammonia (as NH3-
N) added to wastewater final effluent and tap water. Is there any effect of pH before distillation
or water type?

pH Before 
Distillation

Final Effluent
(initial conc. ==== 13.8 mg/L)

Tap Water
(initial conc. ≤≤≤≤ 0.1 mg/L)

9.5a 98 98 100 96 97 95
6.0 100 88 101 98 96 96
6.5 102 99 98 98 93 94
7.0 98 99 99 95 95 97
7.5 105 103 101 97 94 98
8.0 102 101 99 95 98 94 

a Buffered.

Source: Dhaliwal, B. S., J. WPCF, 57, 1036–1039.
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Chapter 1

Sample Size, Mean, Standard Deviation,
and Standard Error of the Mean

There are many forces in our environment on this earth that place our environment

and people at risk. Problems such as acid rain, climate change, deforestation,

greenhouse gases, pollution of streams and rivers, emissions from diesel fuel,

disposal of nuclear waste, carbon emissions, and so forth, are just some of the

serious challenges faced by people on earth.

Statistics is one way of studying these types of problems in order to understand

better how our attempts to reduce the harmful effects of these problems can

improve our environment. Environmental sciences is a multidisciplinary field of

study that includes biology, ecology, chemistry, physics, mineralogy, soil science,

geology, engineering, natural resource management, air and noise pollution control,

climate change, and geography. As such, the study of environmental sciences cuts

across many disciplines and fields of study.

This chapter deals with how you can use Excel to find the average (i.e., “mean”)

of a set of scores, the standard deviation of these scores (STDEV), and the standard

error of the mean (s.e.) of these scores. All three of these statistics are used

frequently and form the basis for additional statistical tests.

1.1 Mean

The mean is the “arithmetic average” of a set of scores. When my daughter was in

the fifth grade, she came home from school with a sad face and said that she didn’t
get “averages.” The book she was using described how to find the mean of a set of

scores, and so I said to her:

“Jennifer, you add up all the scores and divide by the number of numbers that you have.”

She gave me “that look,” and said: “Dad, this is serious!” She thought I was teasing her.

So I said:

“See these numbers in your book; add them up. What is the answer?” (She did that.)

“Now, how many numbers do you have?” (She answered that question.)
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“Then, take the number you got when you added up the numbers, and divide that

number by the number of numbers that you have.”

She did that, and found the correct answer. You will use that same reasoning

now, but it will be much easier for you because Excel will do all of the steps for you.

We will call this average of the scores the “mean” which we will symbolize as:

X, and we will pronounce it as: “Xbar.”

The formula for finding the mean with your calculator looks like this:

X ¼ ΣX

n
ð1:1Þ

The symbol Σ is the Greek letter sigma, which stands for “sum.” It tells you to

add up all the scores that are indicated by the letter X, and then to divide your

answer by n (the number of numbers that you have).

Let’s give a simple example:

Suppose that you had these six environmental science test scores on an 7-item

true-false quiz:

6

4

5

3

2

5

To find the mean of these scores, you add them up, and then divide by the

number of scores. So, the mean is: 25/6¼ 4.17

1.2 Standard Deviation

The standard deviation tells you “how close the scores are to the mean.” If the

standard deviation is a small number, this tells you that the scores are “bunched

together” close to the mean. If the standard deviation is a large number, this tells

you that the scores are “spread out” a greater distance from the mean. The formula

for the standard deviation (which we will call STDEV) and use the letter, S, to

symbolize is:

STDEV ¼ S ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

Σ X � X
� �2

n� 1

s

ð1:2Þ

The formula look complicated, but what it asks you to do is this:

1. Subtract the mean from each score X � X
� �

.
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2. Then, square the resulting number to make it a positive number.

3. Then, add up these squared numbers to get a total score.

4. Then, take this total score and divide it by n� 1 (where n stands for the number

of numbers that you have).

5. The final step is to take the square root of the number you found in step 4.

You will not be asked to compute the standard deviation using your calculator in

this book, but you could see examples of how it is computed in any basic statistics

book (e.g. Schuenemeyer and Drew 2011). Instead, we will use Excel to find the

standard deviation of a set of scores. When we use Excel on the six numbers we

gave in the description of the mean above, you will find that the STDEV of these

numbers, S, is 1.47.

1.3 Standard Error of the Mean

The formula for the standard error of the mean (s.e., which we will use SX to

symbolize) is:

s:e: ¼ SX ¼ S
ffiffiffi

n
p ð1:3Þ

To find s.e., all you need to do is to take the standard deviation, STDEV, and

divide it by the square root of n, where n stands for the “number of numbers” that

you have in your data set. In the example under the standard deviation description

above, the s.e.¼ 0.60. (You can check this on your calculator.)

If you want to learn more about the standard deviation and the standard error of

the mean, see McKillup and Dyar (2010) and Schuenemeyer and Drew (2011).

Now, let’s learn how to use Excel to find the sample size, the mean, the standard

deviation, and the standard error of the mean using the level of sulphur dioxide in

rainfall measured in milligrams (mg) of sulphur per liter (L) of rainfall. (Note that

one milligram (mg) equals one thousandth of one gram and is a metric measure of

weight, while one liter is a metric unit of the volume of one kilogram of pure water

under standard conditions.) Suppose that eight samples of rainfall were taken. The

hypothetical data appear in Fig. 1.1.
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1.4 Sample Size, Mean, Standard Deviation, and Standard
Error of the Mean

Objective: To find the sample size (n), mean, standard deviation (STDEV), and

standard error of the mean (s.e.) for these data

Start your computer, and click on the Excel 2016 icon to open a blank Excel

spreadsheet.

Click on: Blank Workbook

Enter the data in this way:

B3: Sample

C3: milligrams per liter (mg/L)

B4: 1

1.4.1 Using the Fill/Series/Columns Commands

Objective: To add the sample numbers 2–8 in a column underneath Sample #1

Put pointer in B4

Home (top left of screen)

Fig. 1.1 Worksheet Data

for Sulphur Dioxide Levels

(Practical Example)
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Important note: The “Paste” command should be on the top of your screen on the
far left of the screen.

Important note: Notice the Excel commands at the top of your computer screen:
File Home Insert Page Layout Formulas etc.

If these commands ever “disappear” when you are using Excel,
you need to click on “Home” at the top left of your screen to make
them reappear!

Fill (top right of screen: click on the down arrow; see Fig. 1.2)

Series

Columns

Step value: 1

Stop value: 8 (see Fig. 1.3)

Fig. 1.2 Home/Fill/Series commands

Fig. 1.3 Example of Dialogue Box for Fill/Series/Columns/Step Value/Stop Value commands
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OK

The sample numbers should be identified as 1–8, with 8 in cell B11.

Now, enter the milligrams per liter in cells C4:C11. (Note: Be sure to double-
check your figures to make sure that they are correct or you will not get the correct
answer!)

Since your computer screen shows the information in a format that does not look

professional, you need to learn how to “widen the column width” and how to

“center the information” in a group of cells. Here is how you can do those two steps:

1.4.2 Changing the Width of a Column

Objective: To make a column width wider so that all of the information fits

inside that column

If you look at your computer screen, you can see that Column C is not wide

enough so that all of the information fits inside this column. To make Column C

wider:

Click on the letter, C, at the top of your computer screen

Place your mouse pointer on your computer at the far right corner of C until you

create a “cross sign” on that corner

Left-click on your mouse, hold it down, and move this corner to the right until it

is “wide enough to fit all of the data”

Take your finger off your mouse to set the new column width (see Fig. 1.4)

Fig. 1.4 Example of How to Widen the Column Width

6 1 Sample Size, Mean, Standard Deviation, and Standard Error of the Mean



Then, click on any empty cell (i.e., any blank cell) to “deselect” column C so that

it is no longer a darker color on your screen.

When you widen a column, you will make all of the cells in all of the rows of this
column that same width.

Now, let’s go through the steps to center the information in both Column B and

Column C.

1.4.3 Centering Information in a Range of Cells

Objective: To center the information in a group of cells

In order to make the information in the cells look “more professional,” you can

center the information using the following steps:

Left-click your mouse pointer on B3 and drag it to the right and down to highlight

cells B3:C11 so that these cells appear in a darker color

Home

At the top of your computer screen, you will see a set of “lines” in which all of

the lines are “centered” to the same width under “Alignment” (it is the second icon

at the bottom left of the Alignment box; see Fig. 1.5)

Fig. 1.5 Example of How to Center Information Within Cells
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Click on this icon to center the information in the selected cells (see Fig. 1.6)

Since you will need to refer to the milligrams per liter in your formulas, it will be

much easier to do this if you “name the range of data” with a name instead of having

to remember the exact cells (C4:C11) in which these figures are located. Let’s call
that group of cells: Weight, but we could give them any name that you want to use.

1.4.4 Naming a Range of Cells

Objective: To name the range of data for the milligrams per liter with the name:

Weight

Highlight cells C4:C11 by left-clicking your mouse pointer on C4 and dragging it

down to C11

Formulas (top left of your screen)

Define Name (top center of your screen)

Weight (type this name in the top box; see Fig. 1.7)

Fig. 1.6 Final Result of

Centering Information in

the Cells
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OK

Then, click on any cell of your spreadsheet that does not have any information in it

(i.e., it is an “empty cell”) to deselect cells C4:C11

Now, add the following terms to your spreadsheet:

E6: n

E9: Mean

E12: STDEV

E15: s.e. (see Fig. 1.8)

Fig. 1.7 Dialogue box for “naming a range of cells” with the name: Weight

Fig. 1.8 Example of Entering the Sample Size, Mean, STDEV, and s.e. Labels
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Note: Whenever you use a formula, you must add an equal sign (¼) at the beginning
of the name of the function so that Excel knows that you intend to use a
formula.

1.4.5 Finding the Sample Size Using the¼COUNT Function

Objective: To find the sample size (n) for these data using the¼COUNT function

F6: ¼COUNT(Weight)

This command should insert the number 8 into cell F6 since there are eight

samples of rainfall in your sample.

1.4.6 Finding the Mean Score Using the¼AVERAGE
Function

Objective: To find the mean weight figure using the¼AVERAGE function

F9: ¼AVERAGE(Weight)

This command should insert the number 0.8125 into cell F9.

1.4.7 Finding the Standard Deviation Using the¼ STDEV
Function

Objective: To find the standard deviation (STDEV) using the¼ STDEV function

F12: ¼STDEV(Weight)

This command should insert the number 0.352288 into cell F12.
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1.4.8 Finding the Standard Error of the Mean

Objective: To find the standard error of the mean using a formula for these eight

data points

F15: ¼F12/SQRT(8)

This command should insert the number 0.124553 into cell F15 (see Fig. 1.9).

Important note: Throughout this book, be sure to double-check all of the figures in
your spreadsheet to make sure that they are in the correct cells, or
the formulas will not work correctly!

1.4.8.1 Formatting Numbers in Number Format (Two Decimal Places)

Objective: To convert the mean, STDEV, and s.e. to two decimal places

Highlight cells F9:F15

Home (top left of screen)

Look under “Number” at the top center of your screen. In the bottom right corner,

gently place your mouse pointer on you screen at the bottom of the .00.0 until it

says: “Decrease Decimal” (see Fig. 1.10)

Fig. 1.9 Example of Using Excel Formulas for Sample Size, Mean, STDEV, and s.e.
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Click on this icon twice and notice that the cells F9:F15 are now all in just two

decimal places (see Fig. 1.11)

Now, click on any “empty cell” on your spreadsheet to deselect cells F9:F15.

1.5 Saving a Spreadsheet

Objective: To save this spreadsheet with the name: sulphur3

In order to save your spreadsheet so that you can retrieve it sometime in the future,

your first decision is to decide “where” you want to save it. That is your decision and

Fig. 1.10 Using the “Decrease Decimal Icon” to convert Numbers to Fewer Decimal Places

Fig. 1.11 Example of Converting Numbers to Two Decimal Places
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you have several choices. If it is your own computer, you can save it onto your hard

drive (you need to ask someone how to do that on your computer). Or, you can save it

onto a “CD” or onto a “flash drive.” You then need to complete these steps:

File

Save as

(select the place where you want to save the file by scrolling either down or up
the bar on the left, and click on the place where you want to save the file; for
example: This PC: My Documents location)

File name: sulphur3 (enter this name to the right of File name; see Fig. 1.12)

Save

Important note: Be very careful to save your Excel file spreadsheet every few
minutes so that you do not lose your information!

1.6 Printing a Spreadsheet

Objective: To print the spreadsheet

Use the following procedure when printing any spreadsheet.

File

Print

Print Active Sheets (see Fig. 1.13)

Fig. 1.12 Dialogue Box of Saving an Excel Workbook File as “sulphur3” in My Documents

location
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Fig. 1.13 Example of How to Print an Excel Worksheet Using the File/Print/Print Active Sheets

Commands
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Print (top of your screen)

The final spreadsheet is given in Fig. 1.14

Before you leave this chapter, let’s practice changing the format of the figures on

a spreadsheet with two examples: (1) using two decimal places for figures that are

dollar amounts, and (2) using three decimal places for figures.

Save the final spreadsheet by: File/Save, then close your spreadsheet by: File/
Close, and open a blank Excel spreadsheet by using File/New/Blank Workbook
(on the top left of your screen).

1.7 Formatting Numbers in Currency Format
(Two Decimal Places)

Objective: To change the format of figures to dollar format with two decimal

places

A3: Price

A4: 1.25

A5: 3.45

A6: 12.95

Fig. 1.14 Final Result of Printing an Excel Spreadsheet
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Highlight cells A4:A6 by left-clicking your mouse on A4 and dragging it down so

that these three cells are highlighted in a darker color

Home

Number (top center of screen: click on the down arrow on the right; see Fig. 1.15)

Category: Currency

Decimal places: 2 (then see Fig. 1.16)

Fig. 1.15 Dialogue Box for Number Format Choices
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OK

The three cells should have a dollar sign in them and be in two decimal places.

Next, let’s practice formatting figures in number format, three decimal places.

1.8 Formatting Numbers in Number Format (Three
Decimal Places)

Objective: To format figures in number format, three decimal places

Home

Highlight cells A4:A6 on your computer screen

Number (click on the down arrow on the right)

Category: number

At the right of the box, change two decimal places to three decimal places by

clicking on the “up arrow” once

OK

Fig. 1.16 Dialogue Box for Currency (two decimal places) Format for Numbers
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The three figures should now be in number format, each with three decimals.

Now, click on any blank cell to deselect cells A4:A6. Then, close this file by File/
Close/Don’t Save (since there is no need to save this practice problem).

You can use these same commands to format a range of cells in percentage

format (and many other formats) to whatever number of decimal places you want to

specify.

1.9 End-of-Chapter Practice Problems

1. Suppose that you wanted to find the mean, standard deviation, and standard error

of the mean for the number of weed (Potentilla) seeds in a sample of grass seeds

(Phleum pratense) as measured by the total number of seeds in a quarter-ounce

sample of grass seeds. The hypothetical data appear in Fig. 1.17.

Fig. 1.17 Worksheet Data

for Chap. 1: Practice

Problem #1
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(a) Use Excel to the right of the table to find the sample size, mean, standard

deviation, and standard error of the mean for these data. Label your answers,

and round off the mean, standard deviation, and standard error of the mean to

two decimal places; use number format for these three figures.

(b) Print the result on a separate page.

(c) Save the file as: seed3

2. Suppose that you have been hired as a research assistant and that you have been

asked to determine the average micrograms of lead concentration per cubic

meter (μg/m3) for air samples taken near Route 101 near San Francisco in

weekday afternoons between 4 p.m. and 7 p.m. The hypothetical data are

given in Fig. 1.18.

(a) Use Excel to create a table of these data, and at the right of the table use

Excel to find the sample size, mean, standard deviation, and standard error of

the mean for these data. Label your answers, and round off the mean,

standard deviation, and standard error of the mean to two decimal places

using number format.

(b) Print the result on a separate page.

(c) Save the file as: air3

3. Measurements taken on environmental variables vary with each measurement

attempt. Suppose that you wanted to establish measurements for tetrachlo-

robenzene (TcCB) in an uncontaminated site so that you could use the measure-

ments taken from different locations in this site as a reference for testing future

sites in terms of their possible contamination. The hypothetical data measured in

parts per billion (ppb) from a site are given in Fig. 1.19:

Fig. 1.18 Worksheet Data

for Chap. 1: Practice

Problem #2
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(a) Use Excel to create a table for these data, and at the right of the table, use

Excel to find the sample size, mean, standard deviation, and standard error of

the mean for these data. Label your answers, and round off the mean,

standard deviation, and standard error of the mean to three decimal places

using number format.

(b) Print the result on a separate page.

(c) Save the file as: SITE3
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Fig. 1.19 Worksheet Data

for Chap. 1: Practice

Problem #3
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Chapter 2

Random Number Generator

Salt marshes are coastal wetlands found on protected shorelines along the eastern

seaboard of the USA where fresh water mixes with seawater. When ocean tides

flood salt marshes, the plants living there must cope with the salt water. The

“salinity” (i.e., the salt content of the water) depends on how close the marsh is

to the ocean. Suppose that a biogeographer is studying the effects of salinity on

vegetation in a salt marsh in Maine and that she has mapped the salt marsh into

32 separate geographic areas. Suppose, further, that she has asked you to take a

random sample of 5 of these 32 areas within the salt marsh so that she can measure

the percent of salinity level in each of these areas. Using your Excel skills to take

this random sample, you will need to define a “sampling frame.”

A sampling frame is a list of objects, events, or people from which you want to

select a random sample. In this case, it is the group of 32 areas of the salt marsh. The

frame starts with the identification code (ID) of the number 1 that is assigned to the

first area in the group of 32 areas. The second area has a code number of 2, the third

a code number of 3, and so forth until the last area has a code number of 32.

Since the salt marsh has 32 areas, your sampling frame would go from 1 to

32 with each area having a unique ID number.

We will first create the frame numbers as follows in a new Excel worksheet:

2.1 Creating Frame Numbers for Generating
Random Numbers

Objective: To create the frame numbers for generating random numbers

A3: FRAME NO.

A4: 1
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Now, create the frame numbers in column A with the Home/Fill commands that

were explained in the first chapter of this book (see Sect. 1.4.1) so that the frame

numbers go from 1 to 32, with the number 32 in cell A35. If you need to be

reminded about how to do that, here are the steps:

Click on cell A4 to select this cell

Home

Fill (then click on the “down arrow” next to this command and select)

Series (see Fig. 2.1)

Columns

Step value: 1

Stop value: 32 (see Fig. 2.2)

OK

Then, save this file as: Random29. You should obtain the result in Fig. 2.3.

Fig. 2.1 Dialogue Box for Fill/Series Commands

Fig. 2.2 Dialogue Box for Fill/Series/Columns/Step value/Stop value Commands
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Now, create a column next to these frame numbers in this manner:

B3: DUPLICATE FRAME NO.

B4: 1

Next, use the Home/Fill command again, so that the 32 frame numbers begin in

cell B4 and end in cell B35. Be sure to widen the columns A and B so that all of the

information in these columns fits inside the column width. Then, center the infor-

mation inside both Column A and Column B on your spreadsheet. You should

obtain the information given in Fig. 2.4.

Fig. 2.3 Frame Numbers

from 1 to 32
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Save this file as: Random30

You are probably wondering why you created the same information in both

Column A and Column B of your spreadsheet. This is to make sure that before you

sort the frame numbers that you have exactly 32 of them when you finish sorting

them into a random sequence of 32 numbers.

Now, let’s add a random number to each of the duplicate frame numbers as

follows:

2.2 Creating Random Numbers in an Excel Worksheet

C3: RANDOM NO. (then widen columns A, B, C so that their labels fit inside the

columns; then center the information in A3:C35)

C4: ¼RAND()

Next, hit the Enter key to add a random number to cell C4.

Note that you need both an open parenthesis and a closed parenthesis

after¼RAND(). The RAND command “looks to the left of the cell with the

RAND() COMMAND in it” and assigns a random number to that cell.

Fig. 2.4 Duplicate Frame

Numbers from 1 to 32
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Now, put the pointer using your mouse in cell C4 and then move the pointer to

the bottom right corner of that cell until you see a “plus sign” in that cell. Then,

click and drag the pointer down to cell C35 to add a random number to all 32 ID

frame numbers (see Fig. 2.5).

Then, click on any empty cell to deselect C4:C35 to remove the dark color

highlighting these cells.

Fig. 2.5 Example of

Random Numbers Assigned

to the Duplicate Frame

Numbers
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Save this file as: Random31

Now, let’s sort these duplicate frame numbers into a random sequence:

2.3 Sorting Frame Numbers into a Random Sequence

Objective: To sort the duplicate frame numbers into a random sequence

Highlight cells B3:C35 (include the labels at the top of columns B and C)

Data (top of screen)

Sort (click on this word at the top center of your screen; see Fig. 2.6)

Sort by: RANDOM NO. (click on the down arrow)

Smallest to Largest (see Fig. 2.7)

Fig. 2.6 Dialogue Box for Data/Sort Commands
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OK

Click on any empty cell to deselect B3:C35.

Save this file as: Random32

Print this file now.

These steps will produce Fig. 2.8 with the DUPLICATE FRAME NUMBERS

sorted into a random order:

Important note: Because Excel randomly assigns these random numbers, your
Excel commands will produce a different sequence of random
numbers from everyone else who reads this book!

Fig. 2.7 Dialogue Box for Data/Sort/RANDOM NO./Smallest to Largest Commands
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Because your objective at the beginning of this chapter was to select randomly

5 of the 32 areas of the salt marsh, you now can do that by selecting the first five ID
numbers in DUPLICATE FRAME NO. column after the sort.

Although your first five random numbers will be different from those we have

selected in the random sort that we did in this chapter, we would select these five

IDs of areas using Fig. 2.9.

Fig. 2.8 Duplicate Frame

Numbers Sorted by Random

Number
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5, 6, 15, 16, 32

Save this file as: Random33

Remember, your five ID numbers selected after your random sort will be

different from the five ID numbers in Fig. 2.9 because Excel assigns a different

random number each time the¼RAND() command is given.
Before we leave this chapter, you need to learn how to print a file so that all of

the information on that file fits onto a single page without “dribbling over” onto a

second or third page.

Fig. 2.9 First Five Areas

Selected Randomly
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2.4 Printing an Excel File So That All of the Information
Fits onto One Page

Objective: To print a file so that all of the information fits onto one page

Note that the three practice problems at the end of this chapter require you to sort

random numbers when the files contain 42 water samples, 86 field mice, and

75 toxic waste sites, respectively. These files will be “too big” to fit onto one

page when you print them unless you format these files so that they fit onto a single

page when you print them.

Let’s create a situation where the file does not fit onto one printed page unless

you format it first to do that.

Go back to the file you just created, Random 33, and enter the name: Jennifer
into cell: A50.

If you printed this file now, the name, Jennifer, would be printed onto a second

page because it “dribbles over” outside of the page rage for this file in its current

format.

So, you would need to change the page format so that all of the information,

including the name, Jennifer, fits onto just one page when you print this file by using

the following steps:

Page Layout (top left of the computer screen)

(Notice the “Scale to Fit” section in the center of your screen; see Fig. 2.10)

Hit the down arrow to the right of 100% once to reduce the size of the page to

95%

Now, note that the name, Jennifer, is still on a second page on your screen

because her name is below the horizontal dotted line on your screen in Fig. 2.11 (the

dotted lines tell you outline dimensions of the file if you printed it now).

Fig. 2.10 Dialogue Box for Page Layout/Scale to Fit Commands
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So, you need to repeat the “scale change steps” by hitting the down arrow on the
right once more to reduce the size of the worksheet to 90% of its normal size.

Notice that the “dotted lines” on your computer screen in Fig. 2.12 are now

below Jennifer’s name to indicate that all of the information, including her name, is

now formatted to fit onto just one page when you print this file.

Save the file as: Random34

Print the file. Does it all fit onto one page? It should (see Fig. 2.13).

Fig. 2.12 Example of Scale Reduced to 90% with “Jennifer” to be printed on the first page (note

the dotted line below Jennifer on your screen)

Fig. 2.11 Example of Scale Reduced to 95% with “Jennifer” to be Printed on a Second Page
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Fig. 2.13 Final

Spreadsheet of 90% Scale

to Fit
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2.5 End-of-Chapter Practice Problems

1. Suppose that you were hired to test the fluoride levels in drinking water in

Jefferson County, Colorado. Historically, there are a total of 42 water sample

collection sites. Because of budget constraints, you need to choose a random

sample of 12 of these 42 water sample collection sites.

(a) Set up a spreadsheet of frame numbers for these water samples with the

heading: FRAME NUMBERS

(b) Then, create a separate column to the right of these frame numbers which

duplicates these frame numbers with the title: Duplicate frame numbers.

(c) Then, create a separate column to the right of these duplicate frame numbers

called RAND NO. and use the¼RAND() function to assign random numbers

to all of the frame numbers in the duplicate frame numbers column, and

change this column format so that three decimal places appear for each

random number.

(d) Sort the duplicate frame numbers and random numbers into a random order.

(e) Print the result so that the spreadsheet fits onto one page.

(f) Circle on your printout the I.D. number of the first 12 water sample locations

that you would use in your test.

(g) Save the file as: RAND13

Important note: Note that everyone who does this problem will generate a
different random order of water sample sites ID numbers
since Excel assign a different random number each time the
RAND() command is used. For this reason, the answer
to this problem given in this Excel Guide will have a
completely different sequence of random numbers from
the random sequence that you generate. This is normal
and what is to be expected.

2. Suppose that a biology field researcher wants to take a random sample of 25 of

86 wild field mice that have been collected from the prairie grass that grows

above the bluffs along the Mississippi River in Elsah, Illinois for a field research

study.

(a) Set up a spreadsheet of frame numbers for these mice with the heading:

FRAME NUMBERS.

(b) Then, create a separate column to the right of these frame numbers which

duplicates these frame numbers with the title: Duplicate frame numbers

(c) Then, create a separate column to the right of these duplicate frame numbers

entitled “Random number” and use the¼RAND() function to assign random

numbers to all of the frame numbers in the duplicate frame numbers column.

Then, change this column format so that three decimal places appear for

each random number

(d) Sort the duplicate frame numbers and random numbers into a random order
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(e) Print the result so that the spreadsheet fits onto one page

(f) Circle on your printout the I.D. number of the first 25 mice that the field

biologist should select for her study.

(g) Save the file as: RAND14

3. Suppose that a chemical field researcher wants to take a random sample of 20 of

75 toxic waste sites that have been mapped surrounding a commercial house

paint plant that has been closed and abandoned. The researcher wants to test the

amount of lead in the soil around this plant as part of a field research study.

(a) Set up a spreadsheet of frame numbers for these sites with the heading:

FRAME NUMBERS.

(b) Then, create a separate column to the right of these frame numbers which

duplicates these frame numbers with the title: Duplicate frame numbers

(c) Then, create a separate column to the right of these duplicate frame numbers

entitled “Random number” and use the¼RAND() function to assign random

numbers to all of the frame numbers in the duplicate frame numbers column.

Then, change this column format so that three decimal places appear for

each random number

(d) Sort the duplicate frame numbers and random numbers into a random order

(e) Print the result so that the spreadsheet fits onto one page

(f) Circle on your printout the I.D. number of the first 20 sites that the field

chemist should select for her study.

(g) Save the file as: RAND5
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Chapter 3

Confidence Interval About the Mean Using
the TINV Function and Hypothesis Testing

This chapter focuses on two ideas: (1) finding the 95% confidence interval about

the mean, and (2) hypothesis testing.

Let’s talk about the confidence interval first.

3.1 Confidence Interval About the Mean

In statistics, we are always interested in estimating the population mean. How do

we do that?

3.1.1 How to Estimate the Population Mean

Objective: To estimate the population mean, μ

Remember that the population mean is the average of all of the people in the

target population. For example, if we were interested in how well adults ages 25–44

liked a new flavor of Ben & Jerry’s ice cream, we could never ask this question of

all of the people in the U.S. who were in that age group. Such a research study

would take way too much time to complete and the cost of doing that study would

be prohibitive.

So, instead of testing everyone in the population, we take a sample of people in

the population and use the results of this sample to estimate the mean of the entire

population. This saves both time and money. When we use the results of a sample to

estimate the population mean, this is called “inferential statistics” because we are

inferring the population mean from the sample mean.
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When we study a sample of people in science research, we know the size of our

sample (n), the mean of our sample X
� �

, and the standard deviation of our sample

(STDEV). We use these figures to estimate the population mean with a test called

the “confidence interval about the mean.”

3.1.2 Estimating the Lower Limit and the Upper Limit
of the 95% Confidence Interval About the Mean

The theoretical background of this test is beyond the scope of this book, and you can

learn more about this test from studying any good statistics textbook (e.g. Levine

(2011) or Bremer and Doerge (2010)), but the basic ideas are as follows.

We assume that the population mean is somewhere in an interval which has a

“lower limit” and an “upper limit” to it. We also assume in this book that we want to

be “95% confident” that the population mean is inside this interval somewhere. So,

we intend to make the following type of statement:

“We are 95% confident that the population mean in miles per gallon (mpg) for the Chevy

Impala automobile is between 26.92 miles per gallon and 29.42 miles per gallon.”

If we want to create a billboard emphasing the perceived lower environmental

impact of the Chevy Impala by claiming that this car gets 28 miles per gallon (mpg),

we can do this because 28 is inside the 95% confidence interval in our research

study in the above example. We do not know exactly what the population mean is,

only that it is somewhere between 26.92 mpg and 29.42 mpg, and 28 is inside this

interval.

But we are only 95% confident that the population mean is inside this interval,

and 5% of the time we will be wrong in assuming that the population mean is

28 mpg.

But, for our purposes in science research, we are happy to be 95% confident that

our assumption is accurate. We should also point out that 95% is an arbitrary level

of confidence for our results. We could choose to be 80% confident, or 90%

confident, or even 99% confident in our results if we wanted to do that. But, in

this book, we will always assume that we want to be 95% confident of our results.
That way, you will not have to guess on how confident you want to be in any of the

problems in this book. We will always want to be 95% confident of our results in

this book.

So how do we find the 95% confidence interval about the mean for our data?

In words, we will find this interval this way:

“Take the sample mean X
� �

, and add to it 1.96 times the standard error of the mean (s.e.) to

get the upper limit of the confidence interval. Then, take the sample mean, and subtract
from it 1.96 times the standard error of the mean to get the lower limit of the confidence

interval.”
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You will remember (See Sect. 1.3) that the standard error of the mean (s.e.) is

found by dividing the standard deviation of our sample (STDEV) by the square root

of our sample size, n.

In mathematical terms, the formula for the 95% confidence interval about the

mean is:

X � 1:96 s:e: ð3:1Þ

Note that the “� sign” stands for “plus or minus,” and this means that you first

add 1.96 times the s.e. to the mean to get the upper limit of the confidence interval,

and then subtract 1.96 times the s.e. from the mean to get the lower limit of the

confidence interval. Also, the symbol 1.96 s.e. means that you multiply 1.96 times

the standard error of the mean to get this part of the formula for the confidence

interval.

Note: We will explain shortly where the number 1.96 came from.

Let’s try a simple example to illustrate this formula.

3.1.3 Estimating the Confidence Interval for the Chevy
Impala in Miles Per Gallon

Let’s suppose that you have been asked to be a part of a larger study looking at the

carbon footprint of Chevy Impala drivers. You are interested in the average miles

per gallon (mpg) of a Chevy Impala. You asked owners of the Chevy Impala to keep

track of their mileage and the number of gallons used for two tanks of gas. Let’s
suppose that 49 owners did this, and that they average 27.83 miles per gallon (mpg)

with a standard deviation of 3.01 mpg. The standard error (s.e.) would be 3.01

divided by the square root of 49 (i.e., 7) which gives a s.e. equal to 0.43.

The 95% confidence interval for these data would be:

27:83� 1:96 0:43ð Þ

The upper limit of this confidence interval uses the plus sign of the� sign in the

formula. Therefore, the upper limit would be:

27:83þ 1:96 0:43ð Þ ¼ 27:83þ 0:84 ¼ 28:67mpg

Similarly, the lower limit of this confidence interval uses the minus sign of

the� sign in the formula. Therefore, the lower limit would be:

27:83� 1:96 0:43ð Þ ¼ 27:83� 0:84 ¼ 26:99mpg
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The result of our part of the ongoing research study would, therefore, be the

following:

“We are 95% confident that the population mean for the Chevy Impala is somewhere

between 26.99 mpg and 28.67 mpg.”

Based upon the 28 mpg of the Chevy Impala we could create a billboard

emphasizing the higher miles per gallon and highlight a perceived lower environ-

mental impact. Our data supports this claim because the 28 mpg is inside of this

95% confidence interval for the population mean.

You are probably asking yourself: “Where did that 1.96 in the formula come

from?”

3.1.4 Where Did the Number “1.96” Come From?

A detailed mathematical answer to that question is beyond the scope of this book,

but here is the basic idea.

We make an assumption that the data in the population are “normally distrib-

uted” in the sense that the population data would take the shape of a “normal curve”

if we could test all of the people in the population. The normal curve looks like the

outline of the Liberty Bell that sits in front of Independence Hall in Philadelphia,

Pennsylvania. The normal curve is “symmetric” in the sense that if we cut it down

the middle, and folded it over to one side, the half that we folded over would fit

perfectly onto the half on the other side (see Webster and Oliver 2007).

A discussion of integral calculus is beyond the scope of this book, but essentially

we want to find the lower limit and the upper limit of the population data in the

normal curve so that 95% of the area under this curve is between these two limits. If
we have more than 40 people in our research study, the value of these limits is plus

or minus 1.96 times the standard error of the mean (s.e.) of our sample. The number

1.96 times the s.e. of our sample gives us the upper limit and the lower limit of our

confidence interval. If you want to learn more about this idea, you can consult a

good statistics book (e.g. Schuenemeyer and Drew 2011).

The number 1.96 would change if we wanted to be confident of our results at a

different level from 95% as long as we have more than 40 people in our research

study.

For example:

1. If we wanted to be 80% confident of our results, this number would be 1.282.

2. If we wanted to be 90% confident of our results, this number would be 1.645.

3. If we wanted to be 99% confident of our results, this number would be 2.576.

But since we always want to be 95% confident of our results in this book, we will
always use 1.96 in this book whenever we have more than 40 people in our research
study.

By now, you are probably asking yourself: “Is this number in the confidence

interval about the mean always 1.96?” The answer is: “No!”, and we will explain

why this is true now.
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3.1.5 Finding the Value for t in the Confidence
Interval Formula

Objective: To find the value for t in the confidence interval formula

The correct formula for the confidence interval about the mean for different

sample sizes is the following:

X � t s:e: ð3:2Þ
To use this formula, you find the sample mean, X, and add to it the value of t

times the s.e. to get the upper limit of this 95% confidence interval. Also, you take

the sample mean X, and subtract from it the value of t times the s.e. to get the lower
limit of this 95% confidence interval. And, you find the value of t in the table given

in Appendix E of this book in the following way:

Objective: To find the value of t in the t-table in Appendix E

Before we get into an explanation of what is meant by “the value of t,” let’s give
you practice in finding the value of t by using the t-table in Appendix E.

Keep your finger on Appendix E as we explain how you need to “read” that

table.

Since the test in this chapter is called the “confidence interval about the mean

test,” you will use the first column on the left in Appendix E to find the critical value

oft for your research study (note that this column is headed: “ sample size n”).

To find the value of t, you go down this first column until you find the sample

size in your research study, and then you go to the right and read the value of t for
that sample size in the “critical t column” of the table (note that this column is the

column that you would use for the 95% confidence interval about the mean).

For example, if you have 14 people in your research study, the value of t is 2.160.

If you have 26 people in your research study, the value of t is 2.060.

If you havemore than 40people in your research study, the value of t is always 1.96.

Note that the “critical t column” in Appendix E represents the value of t that you

need to use to obtain to be 95% confident of your results as “significant” results.

Throughout this book, we are assuming that you want to be 95% confident in the
results of your statistical tests. Therefore, the value for t in the t-table in Appendix E
tells you which value you should use for t when you use the formula for the 95%

confidence interval about the mean.

Now that you know how to find the value of t in the formula for the confidence

interval about the mean, let’s explore how you find this confidence interval using

Excel.
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3.1.6 Using Excel’s TINV Function to Find the Confidence
Interval About the Mean

Objective: To use the TINV function in Excel to find the confidence interval

about the mean

When you use Excel, the formulas for finding the confidence interval are:

Lower limit :¼X� TINV 1� 0:95,n� 1ð Þ*s:e: no spaces between these symbolsð Þ
ð3:3Þ

Upper limit :¼ Xþ TINV 1� 0:95,n� 1ð Þ*s:e: no spaces between these symbolsð Þ
ð3:4Þ

Note that the “*symbol” in this formula tells Excel to use the multiplication step

in the formula, and it stands for “times” in the way we talk about multiplication.

You will recall from Chap. 1 that n stands for the sample size, and so n� 1 stands
for the sample size minus one.

You will also recall from Chap. 1 that the standard error of the mean, s.e., equals

the STDEV divided by the square root of the sample size, n (See Sect. 1.3).

Let’s try a sample problem using Excel to find the 95% confidence interval

about the mean for a problem.

Let’s suppose that General Motors wanted to claim that its Chevy Impala

achieves 28 miles per gallon (mpg). Let’s call 28 mpg the “reference value” for

this car.

Suppose that you work for Ford Motor Co. and that you want to check this claim

to see is it holds up based on some research evidence. You decide to collect some

data and to use a two-side 95% confidence interval about the mean to test your

results:

3.1.7 Using Excel to Find the 95% Confidence Interval
for a Car’s mpg Claim

Objective: To analyze the data using a two-side 95% confidence interval about

the mean

You select a sample of new car owners for this car and they agree to keep track

of their mileage for two tanks of gas and to record the average miles per gallon they

achieve on these two tanks of gas. Your research study produces the results given in

Fig. 3.1:
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Create a spreadsheet with these data and use Excel to find the sample size (n), the

mean, the standard deviation (STDEV), and the standard error of the mean (s.e.) for

these data using the following cell references.

A3: Chevy Impala

A5: Miles per gallon

A6: 30.9

Enter the other mpg data in cells A7:A30

Now, highlight cells A6:A30 and format these numbers in number format (one

decimal place). Center these numbers in Column A. Then, widen columns A and B

by making both of them twice as wide as the original width of column A. Then,

widen column C so that it is three times as wide as the original width of column A

so that your table looks more professional.

Fig. 3.1 Worksheet Data for Chevy Impala (Practical Example)
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C7: n

C10: Mean

C13: STDEV

C16: s.e.

C19: 95% confidence interval

D21: Lower limit:

D23: Upper limit: (see Fig. 3.2)

B26: Draw a picture below this confidence interval

B28: 26.92

B29: lower (right-align this word)

B30: limit (right-align this word)

C28: ‘-------- 28 ------–28.17 ---------– (note that you need to begin cell C28 with a
single quotation mark (‘) to tell Excel that this is a label, and not a number)

Fig. 3.2 Example of Chevy Impala Format for the Confidence Interval About the Mean Labels
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D28: ‘ ---------– (note the single quotation mark)

E28: ‘29.42 (note the single quotation mark)

C29: ref. Mean

C30: value

E29: upper

E30: limit

B33: Conclusion:

Now, align the labels underneath the picture of the confidence interval so that

they look like Fig. 3.3.

Next, name the range of data from A6:A30 as: miles

D7: Use Excel to find the sample size

D10: Use Excel to find the mean

Fig. 3.3 Example of Drawing a Picture of a Confidence Interval About the Mean Result
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D13: Use Excel to find the STDEV

D16: Use Excel to find the s.e.

Now, you need to find the lower limit and the upper limit of the 95% confidence

interval for this study.

We will use Excel’s TINV function to do this. We will assume that you want to

be 95% confident of your results.

F21 : ¼ D10� TINV 1� :95, 24ð Þ*D16 ðno spaces between symbolsÞ

Note that this TINV formula uses 24 since 24 is one less than the sample size of

25 (i.e., 24 is n� 1). Note that D10 is the mean, while D16 is the standard error of

the mean. The above formula gives the lower limit of the confidence interval, 26.92.

F23 : ¼ D10þ TINV 1� :95, 24ð Þ*D16 ðno spaces between symbolsÞ

The above formula gives the upper limit of the confidence interval, 29.42.
Now, use number format (two decimal places) in your Excel spreadsheet for the

mean, standard deviation, standard error of the mean, and for both the lower limit

and the upper limit of your confidence interval. If you printed this spreadsheet now,

the lower limit of the confidence interval (26.92) and the upper limit of the

confidence interval (29.42) would “dribble over” onto a second printed page

because the information on the spreadsheet is too large to fit onto one page in its

present format.

So, you need to use Excel’s “Scale to Fit” commands that we discussed in

Chap. 2 (see Sect. 2.4) to reduce the size of the spreadsheet to 95% of its current

size using the Page Layout/Scale to Fit function. Do that now, and notice that the

dotted line to the right of 26.92 and 29.42 indicates that these numbers would now

fit onto one page when the spreadsheet is printed out (see Fig. 3.4)
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Note that you have drawn a picture of the 95% confidence interval beneath cell

B26, including the lower limit, the upper limit, the mean, and the reference value of

28 mpg given in the claim that the company wants to make about the car’s miles per

gallon performance.

Now, let’s write the conclusion to your research study on your spreadsheet:

C33: Since the reference value of 28 is inside

C34: the confidence interval, we accept that

C35: the Chevy Impala does get 28 mpg.

Important note: You are probably wondering why we wrote the conclusion on three
separate lines of the spreadsheet instead of writing it on one long
line. This is because if you wrote it on one line, two things would
happen that you would not like: (1) If you printed the conclusion by

Fig. 3.4 Result of Using the TINV Function to Find the Confidence Interval About the Mean
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reducing the size of the layout of the page so that the entire
spreadsheet would fit onto one page, the print font size for the
entire spreadsheet would be so small that you could not read it
without a magnifying glass, and (2) If you printed the spreadsheet
without reducing the page size layout, it would “dribble over” part
of the conclusion to a separate page all by itself, and your spread-
sheet would not look professional.

Your research study accepted the claim that the Chevy Impala did get 28 miles

per gallon. The average miles per gallon in your study was 28.17 (See Fig. 3.5).

Save your resulting spreadsheet as: CHEVY7

Fig. 3.5 Final Spreadsheet for the Chevy Impala Confidence Interval About the Mean
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3.2 Hypothesis Testing

One of the important activities of research scientists is that they attempt to “check”

their assumptions about the world by testing these assumptions in the form of

hypotheses.

A typical hypothesis is in the form: “If x, then y.”
Some examples would be:

1. “If we use this new method fertilizing the soil, the corn yield of the plot will

increase by 3 percent.”

2. “If we use this new method of teaching science to ninth graders, then our science

achievement scores will go up by 5 percent.”

3. “If we change the format for teaching Introductory Biology to our undergradu-

ates, then their final exam scores will increase by 8 percent.”

A hypothesis, then, to a research scientist is a “guess” about what we think is true

in the real world. We can test these guesses using statistical formulas to see if our

predictions come true in the real world.

So, in order to perform these statistical tests, we must first state our hypotheses

so that we can test our results against our hypotheses to see if our hypotheses match

reality.

So, how do we generate hypotheses in science research?

3.2.1 Hypotheses Always Refer to the Population of People,
Plants, or Animals That You Are Studying

The first step is to understand that our hypotheses always refer to the population of

people, plants, or animals under study.

For example, if we are interested in studying a species of noxious weed found

along highways of southern South Dakota, we would select various sections of

highways and estimate the number of weeds found in these sections, these sections

would be used as our sample. This sample would be used in generalizing our

findings for all of the highways in southern South Dakota.

All of the highways in southern south Dakota would be the population that we

are interested in studying, while the particular sections of highways in our study are

called the sample from this population.

Since our sample sizes typically contain only a portion of the highways, we are

interested in the results of our sample only insofar as the results of our sample can
be “generalized” to the population in which we are really interested.

That is why our hypotheses always refer to the population, and never to the
sample of people, plants, animals, or events in our study.

You will recall from Chap. 1 that we used the symbol: X to refer to the mean of

the sample we use in our research study (See Sect. 1.1).
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We will use the symbol: μ (the Greek letter “mu”) to refer to the population
mean.

In testing our hypotheses, we are trying to decide which one of two competing

hypotheses about the population mean we should accept given our data set.

3.2.2 The Null Hypothesis and the Research (Alternative)
Hypothesis

These two hypotheses are called the null hypothesis and the research hypothesis.
Statistics textbooks typically refer to the null hypothesis with the notation: H0.

The research hypothesis is typically referred to with the notation: H1, and it is

sometimes called the alternative hypothesis.
Let’s explain first what is meant by the null hypothesis and the research

hypothesis:

(1) The null hypothesis is what we accept as true unless we have compelling
evidence that it is not true.

(2) The research hypothesis is what we accept as true whenever we reject the null
hypothesis as true.

This is similar to our legal system in America where we assume that a supposed

criminal is innocent until he or she is proven guilty in the eyes of a jury. Our null

hypothesis is that this defendant is innocent, while the research hypothesis is that he

or she is guilty.

In the great state of Missouri, every license plate has the state slogan: “Show

me.” This means that people in Missouri think of themselves as not gullible enough

to accept everything that someone says as true unless that person’s actions indicate
the truth of his or her claim. In other words, people in Missouri believe strongly that

a person’s actions speak much louder than that person’s words.
Since both the null hypothesis and the research hypothesis cannot both be true,

the task of hypothesis testing using statistical formulas is to decide which one you

will accept as true, and which one you will reject as true (Schuenemeyer and Drew

2011).

Sometimes in science research a series of rating scales is used to measure

people’s attitudes toward a company, toward one of its products, or toward their

intention-to-buy that company’s products. These rating scales are typically 5-point,
7-point, or 10-point scales, although other scale values are often used as well.
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3.2.2.1 Determining the Null Hypothesis and the Research Hypothesis

When Rating Scales Are Used

Here is a typical example of a 7-point scale in science education for parents of 8th

grade pupils at the end of a school year (see Fig. 3.6):

So, how do we decide what to use as the null hypothesis and the research

hypothesis whenever rating scales are used?

Objective: To decide on the null hypothesis and the research hypothesis when-

ever rating scales are used.

In order to make this determination, we will use a simple rule:

Rule: Whenever rating scales are used, we will use the “middle” of the scale as the
null hypothesis and the research hypothesis.

In the above example, since 4 is the number in the middle of the scale (i.e., three

numbers are below it, and three numbers are above it), our hypotheses become:

Nullhypothesis : μ ¼ 4

Researchhypothesis : μ 6¼ 4

In the above rating scale example, if the result of our statistical test for this one

attitude scale item indicates that our population mean is “close to 4,” we say that we

accept the null hypothesis that the parents of 8th grade pupils were neither satisfied

nor dissatisfied with the quality of the science program offered by their son’s or
daughter’s school.

In the above example, if the result of our statistical test indicates that the
population mean is significantly different from 4, we reject the null hypothesis

and accept the research hypothesis by stating either that:

“Parents of 8th grade pupils were significantly satisfied with the quality of the
science program offered by their son’s or daughter’s school” (this is true whenever
our sample mean is significantly greater than our expected population mean of 4).

Fig. 3.6 Example of a Rating Scale Item for Parents of 8th Graders (Practical Example)
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or

“Parents of 8th grade pupils were significantly dissatisfied with the quality of the
science program offered by their son’s or daughter’s school” (this is accepted as

true whenever our sample mean is significantly less than our expected population

mean of 4).

Both of these conclusions cannot be true. We accept one of the hypotheses as

“true” based on the data set in our research study, and the other one as “not true”

based on our data set.

The job of the research scientist, then, is to decide which of these two hypoth-

eses, the null hypothesis or the research hypothesis, he or she will accept as true

given the data set in the research study.

Let’s try some examples of rating scales so that you can practice figuring out

what the null hypothesis and the research hypothesis are for each rating scale.

In the spaces in Fig. 3.7, write in the null hypothesis and the research hypothesis

for the rating scales:

Fig. 3.7 Examples of Rating Scales for Determining the Null Hypothesis and the Research

Hypothesis
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How did you do?

Here are the answers to these three questions:

1. The null hypothesis is μ ¼ 3, and the research hypothesis is μ 6¼ 3 on this 5-point

scale (i.e. the “middle” of the scale is 3).

2. The null hypothesis is μ ¼ 4, and the research hypothesis is μ 6¼ 4 on this 7-point

scale (i.e., the “middle” of the scale is 4).

3. The null hypothesis is μ ¼ 5:5, and the research hypothesis is μ 6¼ 5:5 on this

10-point scale (i.e., the “middle” of the scale is 5.5 since there are 5 numbers

below 5.5 and 5 numbers above 5.5).

As another example, suppose Texas Parks and Wildlife uses a 4-point scale in its

post-hunting satisfaction survey. The results of this survey are used to determine the

number of licenses issued for wildlife management the following hunting season.

The scale is as follows:

1¼Not So Good

2¼Average

3¼Very Good

4¼Great

On this scale, the null hypothesis is: μ ¼ 2:5 and the research hypothesis is:

μ 6¼ 2:5, because there are two numbers below 2.5, and two numbers above 2.5 on

that rating scale.

Now, let’s discuss the 7 STEPS of hypothesis testing for using the confidence

interval about the mean.

3.2.3 The 7 Steps for Hypothesis-Testing Using
the Confidence Interval About the Mean

Objective: To learn the 7 steps of hypothesis-testing using the confidence

interval about the mean

There are seven basic steps of hypothesis-testing for this statistical test.

3.2.3.1 STEP 1: State the Null Hypothesis and the Research Hypothesis

If you are using numerical scales in your survey, you need to remember that these

hypotheses refer to the “middle” of the numerical scale. For example, if you are

using 7-point scales with 1¼ poor and 7¼ excellent, these hypotheses would refer

to the middle of these scales and would be:
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Null hypothesis H0 : μ ¼ 4

Research hypothesis H1 : μ 6¼ 4

3.2.3.2 STEP 2: Select the Appropriate Statistical Test

In this chapter we are studying the confidence interval about the mean, and so we

will select that test.

3.2.3.3 STEP 3: Calculate the Formula for the Statistical Test

You will recall (see Sect. 3.1.5) that the formula for the confidence interval about

the mean is:

X � t s:e: ð3:2Þ

We discussed the procedure for computing this formula for the confidence

interval about the mean using Excel earlier in this chapter, and the steps involved

in using that formula are:

1. Use Excel’s ¼COUNT function to find the sample size.

2. Use Excel’s ¼AVERAGE function to find the sample mean, X.
3. Use Excel’s ¼STDEV function to find the standard deviation, STDEV.

4. Find the standard error of the mean (s.e.) by dividing the standard deviation

(STDEV) by the square root of the sample size, n.

5. Use Excel’s TINV function to find the lower limit of the confidence interval.

6. Use Excel’s TINV function to find the upper limit of the confidence interval.

3.2.3.4 STEP 4: Draw a Picture of the Confidence Interval About
the Mean, Including the Mean, the Lower Limit of the Interval,
the Upper Limit of the Interval, and the Reference Value Given
in the Null Hypothesis, H0 (We Will Explain Step 4 Later

in the Chapter.)

3.2.3.5 STEP 5: Decide on a Decision Rule

(a) If the reference value is inside the confidence interval, accept the null hypoth-
esis, H0

(b) If the reference value is outside the confidence interval, reject the null hypoth-
esis, H0, and accept the research hypothesis, H1
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3.2.3.6 STEP 6: State the Result of Your Statistical Test

There are two possible results when you use the confidence interval about the mean,

and only one of them can be accepted as “true.” So your result would be one of the

following:

Either: Since the reference value is inside the confidence interval, we accept the
null hypothesis, H0

Or: Since the reference value is outside the confidence interval, we reject the
null hypothesis, H0, and accept the research hypothesis, H1

3.2.3.7 STEP 7: State the Conclusion of Your Statistical Test
in Plain English!

In practice, this is more difficult than it sounds because you are trying to summarize

the result of your statistical test in simple English that is both concise and accurate

so that someone who has never had a statistics course (such as your boss, perhaps)

can understand the conclusion of your test. This is a difficult task, and we will give

you lots of practice doing this last and most important step throughout this book.

Objective: To write the conclusion of the confidence interval about the mean test

Let’s set some basic rules for stating the conclusion of a hypothesis test.

Rule #1: Whenever you reject H0 and accept H1, you must use the word “signifi-
cantly” in the conclusion to alert the reader that this test found an
important result.

Rule #2: Create an outline in words of the “key terms” you want to include in your
conclusion so that you do not forget to include some of them.

Rule #3: Write the conclusion in plain English so that the reader can understand it
even if that reader has never taken a statistics course.

Let’s practice these rules using the Chevy Impala Excel spreadsheet that you

created earlier in this chapter, but first we need to state the hypotheses for that car.

If General Motors wants to claim that the Chevy Impala gets 28 miles per gallon

on a billboard ad, the hypotheses would be:

H0 : μ ¼ 28mpg

H1 : μ 6¼ 28mpg

You will remember that the reference value of 28 mpg was inside the 95%

confidence interval about the mean for your data, so we would accept H0 for the

Chevy Impala that the car does get 28 mpg.
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Objective: To state the result when you accept H0

Result: Since the reference value of 28 mpg is inside the confidence interval,

we accept the null hypothesis, H0

Let’s try our three rules now:

Objective: To write the conclusion when you accept H0

Rule #1: Since the reference value was inside the confidence interval, we cannot use
the word “significantly” in the conclusion. This is a basic rule we are
using in this chapter for every problem.

Rule #2: The key terms in the conclusion would be:

– Chevy Impala

– reference value of 28 mpg

Rule #3: The Chevy Impala did get 28 mpg.

The process of writing the conclusion when you accept H0 is relatively straight-

forward since you put into words what you said when you wrote the null hypothesis.

However, the process of stating the conclusion when you reject H0 and accept H1

is more difficult, so let’s practice writing that type of conclusion with three practice
case examples:

Objective: To write the result and conclusion when you reject H0

CASE #1: Suppose that an ad in The Wall Street Journal claimed that the Honda

Accord Sedan gets 34 miles per gallon. The hypotheses would be:

H0 : μ ¼ 34mpg

H1 : μ 6¼ 34mpg

Suppose that your research yields the following confidence interval:

30__________31__________32__________34
lower Mean upper Ref.
limit limit Value

Result: Since the reference value is outside the confidence interval, we reject the

null hypothesis and accept the research hypothesis

The three rules for stating the conclusion would be:
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Rule #1: We must include the word “significantly” since the reference value of 34 is

outside the confidence interval.

Rule #2: The key terms would be:

– Honda Accord Sedan

– significantly

– either “more than” or “less than”

– and probably closer to

Rule #3: The Honda Accord Sedan got significantly less than 34 mpg, and it was

probably closer to 31 mpg.

Note that this conclusion says that the mpg was less than 34 mpg because the

sample mean was only 31 mpg. Note, also, that when you find a significant result by

rejecting the null hypothesis, it is not sufficient to say only: “significantly less than
34 mpg,” because that does not tell the reader “how much less than 34 mpg” the

sample mean was from 34 mpg. To make the conclusion clear, you need to add:

“probably closer to 31 mpg” since the sample mean was only 31 mpg.

CASE #2: The National Association of Environmental Professionals (NAEP) is a

scholarly environmental society dedicated to the maintenance and pro-

tection of the natural and human environment. The NAEP hosts an

annual five-day Conference. Suppose that the NAEP wanted to use an

Internet Survey to evaluate the annual conference based on responses

from the participants. Let’s suppose that you have been asked to

perform the data analyses for the returned surveys, and that you want

to practice your data analysis skills on the hypothetical Item #15 given

in Fig. 3.8:

The hypotheses for this one item would be:

H0 : μ ¼ 4

H1 : μ 6¼ 4

Fig. 3.8 Example of Item #15 of the NAEP Survey
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Essentially, the null hypothesis equal to 4 states that if the obtained mean score

for this question is not significantly different from 4 on the rating scale, then

attendees, overall, were neither likely nor unlikely to recommend to colleagues

that they attend next year’s annual conference.
Suppose that your analysis produced the following confidence interval for this

item on the survey.

1.8 2.8 3.8 4
lower Mean upper Ref.
limit limit Value

Result: Since the reference value is outside the confidence interval, we reject the
null hypothesis and accept the research hypothesis.

Rule #1: You must include the word “significantly” since the reference value is

outside the confidence interval

Rule #2: The key terms would be:

– attendees

– Internet survey

– significantly

– NAEP annual meeting this year

– either likely or unlikely (since the result is significant)

– recommend to colleagues

– attend next year’s annual meeting of the NAEP

Rule #3: Attendees at this year’s annual meeting of the NAEP were significantly

unlikely to recommend to colleagues that they attend next year’s annual
meeting of the NAEP.

Note that you need to use the word “unlikely” since the sample mean of 2.8 was

on the unlikely side of the middle of the rating scale.

CASE #3: The National Association of Environmental Professionals (NAEP)

publishes a journal Environmental Practice which includes articles

dealing with Ecology/Environment, This journal is peer-reviewed and

published by the Cambridge University Press. Suppose that the NAEP

wanted to evaluate the quality of articles in this journal and has sent out

an Internet Survey to its members. Suppose, further, that you have been

asked to do the data analysis for the returned surveys, and that you have

decided to test your Excel skills on a hypothetical Item #8 of the survey

(see Fig. 3.9)
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This item would have the following hypotheses:

H0 : μ ¼ 5:5

H1 : μ 6¼ 5:5

Suppose that your research produced the following confidence interval for this

item on the survey:

5.5__________5.7_________5.8__________5.9
Ref. lower Mean upper
Value limit limit

Result: Since the reference value is outside the confidence interval, we reject the

null hypothesis and accept the research hypothesis

The three rules for stating the conclusion would be:

Rule #1: You must include the word “significantly” since the reference value is

outside the confidence interval

Rule #2: The key terms would be:

– Members of the NAEP

– Environmental Practice

– significantly

– rated the quality of articles

– Internet survey

– dealing with Ecology/Environment

– either “positive” or “negative” (we will explain this)

Rule #3: Members of the NAEP rated the quality of articles in Environmental
Practice dealing with Ecology/Environment in an Internet survey as

significantly positive

Note two important things about this conclusion above: (1) people when speak-

ing English do not normally say “significantly excellent” since something is either

excellent or is not excellent without any modifier, and (2) since the mean rating of

the quality of the articles dealing with Ecology/Environment (5.8) was significantly

Fig. 3.9 Hypothetical Example of Item #8 of the NAEP Internet Survey
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greater than 5.5 on the positive side of the scale, we would say “significantly

positive” to indicate this fact.

If you want a more detailed explanation of the confidence interval about the

mean, see Hoshmand (1998).

The three practice problems at the end of this chapter will give you additional

practice in stating the conclusion of your result, and this book will include many

more examples that will help you to write a clear and accurate conclusion to your

research findings.

3.3 Alternative Ways to Summarize the Result
of a Hypothesis Test

It is important for you to understand that in this book we are summarizing an

hypothesis test in one of two ways: (1) We accept the null hypothesis, or (2) We

reject the null hypothesis and accept the research hypothesis. We are consistent in

the use of these words so that you can understand the concept underlying hypothesis

testing.

However, there are many other ways to summarize the result of an hypothesis

test, and all of them are correct theoretically, even though the terminology differs. If

you are taking a course with a professor who wants you to summarize the results of

a statistical test of hypotheses in language which is different from the language we

are using in this book, do not panic! If you understand the concept of hypothesis

testing as described in this book, you can then translate your understanding to use

the terms that your professor wants you to use to reach the same conclusion to the

hypothesis test.

Statisticians and professors of science statistics all have their own language that

they like to use to summarize the results of an hypothesis test. There is no one set of

words that these statisticians and professors will ever agree on, and so we have

chosen the one that we believe to be easier to understand in terms of the concept of

hypothesis testing.

To convince you that there are many ways to summarize the results of an

hypothesis test, we present the following quotes from prominent statistics and

research books to give you an idea of the different ways that are possible.

3.3.1 Different Ways to Accept the Null Hypothesis

The following quotes are typical of the language used in statistics and research

books when the null hypothesis is accepted:

“The null hypothesis is not rejected.” (Black 2010, p. 310)

“The null hypothesis cannot be rejected.” (McDaniel and Gates 2010, p. 545)

58 3 Confidence Interval About the Mean Using the TINV Function and Hypothesis. . .



“The null hypothesis . . . claims that there is no difference between groups.” (Salkind 2010,

p. 193)

“The difference is not statistically significant.” (McDaniel and Gates 2010, p. 545)

“. . . the obtained value is not extreme enough for us to say that the difference between

Groups 1 and 2 occurred by anything other than chance.” (Salkind 2010, p. 225)

“If we do not reject the null hypothesis, we conclude that there is not enough statistical

evidence to infer that the alternative (hypothesis) is true.” (Keller 2009, p. 358)

“The research hypothesis is not supported.” (Zikmund and Babin 2010, p. 552)

3.3.2 Different Ways to Reject the Null Hypothesis

The following quotes are typical of the quotes used in statistics and research books

when the null hypothesis is rejected:

“The null hypothesis is rejected.” (McDaniel and Gates 2010, p. 546)

“If we reject the null hypothesis, we conclude that there is enough statistical evidence to

infer that the alternative hypothesis is true.” (Keller 2009, p. 358)

“If the test statistic’s value is inconsistent with the null hypothesis, we reject the null

hypothesis and infer that the alternative hypothesis is true.” (Keller 2009, p. 348)

“Because the observed value . . . is greater than the critical value . . ., the decision is to reject
the null hypothesis.” (Black 2010, p. 359)

“If the obtained value is more extreme than the critical value, the null hypothesis cannot be

accepted.” (Salkind 2010, p. 243)

“The critical t-value . . . must be surpassed by the observed t-value if the hypothesis test is

to be statistically significant . . ..” (Zikmund and Babin 2010, p. 567)

“The calculated test statistic . . . exceeds the upper boundary and falls into this rejection

region. The null hypothesis is rejected.” (Weiers 2011, p. 330)

You should note that all of the above quotes are used by statisticians and

professors when discussing the results of an hypothesis test, and so you should

not be surprised if someone asks you to summarize the results of a statistical test

using a different language than the one we are using in this book.

3.4 End-of-Chapter Practice Problems

1. The state of Michigan in the USA is known for its great fishing spots in its inland

lakes. Suppose that you are working on a research project that identified 230 of

these lakes five years ago and took a sample of these lakes to determine the

average sulfate level (SO4 in mg/L) in those lakes at that time. Five years ago,

the sulfate level averaged 4.65 mg/L in that sample of lakes. The research project

wants to determine if the sulfate level in these lakes has changed since then, and

you have taken a random sample of these lakes to produce the following

hypothetical data in Fig. 3.10.
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(a) To the right of this table, use Excel to find the sample size, mean, standard

deviation, and standard error of the mean for the figures. Label your answers.

Use number format (two decimal places) for the mean, standard deviation,

and standard error of the mean.

(b) Enter the null hypothesis and the research hypothesis onto your spreadsheet.

(c) Use Excel’s TINV function to find the 95% confidence interval about the

mean for these figures. Label your answers. Use number format (two deci-

mal places).

(d) Enter your result onto your spreadsheet.

(e) Enter your conclusion in plain English onto your spreadsheet.

(f) Print the final spreadsheet to fit onto one page (if you need help remembering

how to do this, see the objectives at the end of Chap. 2 in Sect. 2.4)

(g) On your printout, draw a diagram of this 95% confidence interval by hand

(h) Save the file as: LAKES3

2. Suppose that a fish hatchery in the state of Colorado has asked you to determine

the average weight of the trout they are releasing into streams and lakes in

Colorado. If the fish are too small, licensed fishermen complain about the

Fig. 3.10 Worksheet Data

for Chap. 3: Practice

Problem #1
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undersized fish being caught. If the fish are too large, the rate of feeding the fish

is too high (i.e., fish size increases with the amount of feed), it costs the state

more to feed the fish than was built into the hatchery budget.

Let’s suppose that the state wants the average weight of the trout released into
streams and lakes from a fish hatchery to be 308 grams (g) or 11 ounces (oz.).

(Note: There are 28 grams in one ounce.) Suppose you have been asked to

analyze the hypothetical data in Fig. 3.11 which gives the weight of a random

sample of trout released during the past week from a Colorado hatchery. The

hypothetical data are given in Fig. 3.11.

Create an Excel spreadsheet with these data.

(a) Use Excel to the right of the table to find the sample size, mean, standard

deviation, and standard error of the mean for these data. Label your answers,

and use two decimal places for the mean, standard deviation, and standard

error of the mean

(b) Enter the null hypothesis and the research hypothesis for these data on your

spreadsheet.

(c) Use Excel’s TINV function to find the 95% confidence interval about the

mean for these data. Label your answers on your spreadsheet. Use two decimal

places for the lower limit and the upper limit of the confidence interval.

(d) Enter the result of the test on your spreadsheet.

(e) Enter the conclusion of the test in plain English on your spreadsheet.

Fig. 3.11 Worksheet Data for Chap. 3: Practice Problem #2
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(f) Print your final spreadsheet so that it fits onto one page (if you need

help remembering how to do this, see the objectives at the end of Chap. 2

in Sect. 2.4).

(g) Draw a picture of the confidence interval, including the reference value, onto

your spreadsheet.

(h) Save the final spreadsheet as: TROUT10

3. Suppose that you have been asked to analyze some environmental impact data from

the state of Texas in terms of the amount of SO2 concentration in the atmosphere in

different sites of Texas compared to three years ago to see if this concentration (and

the air the people who live there breathe) has changed. SO2 is measured in parts per

billion (ppb). Three years ago, when this research was last done, the average

concentration of SO2 in these sites was 120 ppb. Since then, the state has undertaken

a comprehensive program to improve the air that people in these sites breathe, and

you have been asked to “run the data” to see if any change has occurred.

Is the air that people breathe in these sites now different from the air that people

breathed three years ago? You have decided to test your Excel skills on a small

sample of hypothetical data, and the hypothetical data are given in Fig. 3.12:

Fig. 3.12 Worksheet Data for Chap. 3: Practice Problem #3
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Create an Excel spreadsheet with these data.

(a) Use Excel to the right of the table to find the sample size, mean, standard

deviation, and standard error of the mean for these data. Label your answers,

and use two decimal places for the mean, standard deviation, and standard

error of the mean

(b) Enter the null hypothesis and the research hypothesis for these data onto

your spreadsheet.

(c) Use Excel’s TINV function to find the 95% confidence interval about the

mean for these data. Label your answers on your spreadsheet. Use two

decimal places for the lower limit and the upper limit of the confidence

interval.

(d) Enter the result of the test on your spreadsheet.

(e) Enter the conclusion of the test in plain English on your spreadsheet.

(f) Print your final spreadsheet so that it fits onto one page (if you need

help remembering how to do this, see the objectives at the end of Chap. 2

in Sect. 2.4).

(g) Draw a picture of the confidence interval, including the reference value, onto

your spreadsheet.

(h) Save the final spreadsheet as: PARTS3
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Chapter 4

One-Group t-Test for the Mean

In this chapter, you will learn how to use one of the most popular and most helpful

statistical tests in science research: the one-group t-test for the mean.

The formula for the one-group t-test is as follows:

t ¼ X � μ

SX
where ð4:1Þ

s:e: ¼ SX ¼ S
ffiffiffi

n
p ð4:2Þ

This formula asks you to take the mean (X) and subtract the population mean (μ)
from it, and then divide the answer by the standard error of the mean (s.e.). The

standard error of the mean equals the standard deviation divided by the square root

of n (the sample size). If you want to learn more about this test, see Townend (2002)

and Hoshmand (1998).

Let’s discuss the 7 STEPS of hypothesis testing using the one-group t-test so that

you can understand how this test is used.

4.1 The 7 STEPS for Hypothesis-Testing Using
the One-Group t-Test

Objective: To learn the 7 steps of hypothesis-testing using the one-group t-test
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Before you can try out your Excel skills on the one-group t-test, you need to

learn the basic steps of hypothesis-testing for this statistical test. There are 7 steps in

this process:

4.1.1 STEP 1: State the Null Hypothesis and the Research
Hypothesis

If you are using numerical scales in your survey, you need to remember that these

hypotheses refer to the “middle” of the numerical scale. For example, if you are

using 7-point scales with 1¼ poor and 7¼ excellent, these hypotheses would refer

to the middle of these scales and would be:

Null hypothesis H0 : μ ¼ 4

Research hypothesis H1 : μ 6¼ 4

As a second example, suppose that you worked for Honda Motor Company and

that you wanted to place a magazine ad that claimed that the new Honda Fit got

35 miles per gallon (mpg). The hypotheses for testing this claim on actual data

would be:

H0 : μ ¼ 35 mpg

H1 : μ 6¼ 35 mpg

4.1.2 STEP 2: Select the Appropriate Statistical Test

In this chapter we will be studying the one-group t-test, and so we will select

that test.

4.1.3 STEP 3: Decide on a Decision Rule
for the One-Group t-Test

(a) If the absolute value of t is less than the critical value of t, accept the null

hypothesis.

(b) If the absolute value of t is greater than the critical value of t, reject the null

hypothesis and accept the research hypothesis.

You are probably saying to yourself: “That sounds fine, but how do I find the

absolute value of t?”
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4.1.3.1 Finding the Absolute Value of a Number

To do that, we need another objective:

Objective: To find the absolute value of a number

If you took a basic algebra course in high school, you may remember the concept

of “absolute value.” In mathematical terms, the absolute value of any number is

always that number expressed as a positive number.

For example, the absolute value of 2.35 is +2.35.

And the absolute value of minus 2.35 (i.e. �2.35) is also +2.35.

This becomes important when you are using the t-table in Appendix E of this

book. We will discuss this table later when we get to Step 5 of the one-group t-test

where we explain how to find the critical value of t using Appendix E.

4.1.4 STEP 4: Calculate the Formula for the One-Group
t-Test

Objective: To learn how to use the formula for the one-group t-test

The formula for the one-group t-test is as follows:

t ¼ X � μ

SX
where ð4:1Þ

s:e: ¼ SX ¼ S
ffiffiffi

n
p ð4:2Þ

This formula makes the following assumptions about the data (Foster, Stine, and

Waterman 1998): (1) The data are independent of each other (i.e., each person

receives only one score), (2) the population of the data is normally distributed, and

(3) the data have a constant variance (note that the standard deviation is the square

root of the variance).

To use this formula, you need to follow these steps:

1. Take the sample mean in your research study and subtract the population mean μ
from it (remember that the population mean for a study involving numerical

rating scales is the “middle” number in the scale).

2. Then take your answer from the above step, and divide your answer by the

standard error of the mean for your research study (you will remember that you

learned how to find the standard error of the mean in Chap. 1; to find the standard

error of the mean, just take the standard deviation of your research study and
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divide it by the square root of n, where n is the number of people, plants, or

animals used in your research study).

3. The number you get after you complete the above step is the value for t that
results when you use the formula stated above.

4.1.5 STEP 5: Find the Critical Value of t
in the t-Table in Appendix E

Objective: To find the critical value of t in the t-table in Appendix E

Before we get into an explanation of what is meant by “the critical value of t,”

let’s give you practice in finding the critical value of t by using the t-table in

Appendix E.

Keep your finger on Appendix E as we explain how you need to “read” that

table.

Since the test in this chapter is called the “one-group t-test,” you will use the first

column on the left in Appendix E to find the critical value of t for your research

study (note that this column is headed: “sample size n”).

To find the critical value of t, you go down this first column until you find the

sample size in your research study, and then you go to the right and read the critical

value of t for that sample size in the critical t column in the table (note that this is the
column that you would use for both the one-group t-test and the 95% confidence
interval about the mean).

For example, if you have 27 people in your research study, the critical value of t

is 2.056.

If you have 38 people in your research study, the critical value of t is 2.026.

If you have more than 40 people in your research study, the critical value of t is

always 1.96.

Note that the “critical t column” in Appendix E represents the value of t that you

need to obtain to be 95% confident of your results as “significant” results.

The critical value of t is the value that tells you whether or not you have found a

“significant result” in your statistical test.

The t-table in Appendix E represents a series of “bell-shaped normal curves”

(they are called bell-shaped because they look like the outline of the Liberty Bell

that you can see in Philadelphia outside of Independence Hall).

The “middle” of these normal curves is treated as if it were zero point on the

x-axis (the technical explanation of this fact is beyond the scope of this book, but

any good statistics book (e.g. Zikmund and Babin 2010) will explain this concept to

you if you are interested in learning more about it).

Thus, values of t that are to the right of this zero point are positive values that use

a plus sign before them, and values of t that are to the left of this zero point are
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negative values that use a minus sign before them. Thus, some values of t are

positive, and some are negative.

However, every statistics book that includes a t-table only reprints the positive
side of the t-curves because the negative side is the mirror image of the positive

side; this means that the negative side contains the exact same numbers as the

positive side, but the negative numbers all have a minus sign in front of them.

Therefore, to use the t-table in Appendix E, you need to take the absolute value
of the t-value you found when you use the t-test formula since the t-table in

Appendix E only has the values of t that are the positive values for t.

Throughout this book, we are assuming that you want to be 95% confident in the

results of your statistical tests. Therefore, the value for t in the t-table in Appendix E

tells you whether or not the t-value you obtained when you used the formula for the

one-group t-test is within the 95% interval of the t-curve range that that t-value

would be expected to occur with 95% confidence.

If the t-value you obtained when you used the formula for the one-group t-test is

inside of the 95% confidence range, we say that the result you found is not
significant (note that this is equivalent to accepting the null hypothesis!).

If the t-value you found when you used the formula for the one-group t-test is

outside of this 95% confidence range, we say that you have found a significant
result that would be expected to occur less than 5% of the time (note that this is

equivalent to rejecting the null hypothesis and accepting the research hypothesis).

4.1.6 STEP 6: State the Result of Your Statistical Test

There are two possible results when you use the one-group t-test, and only one of

them can be accepted as “true.”

Either: Since the absolute value of t that you found in the t-test formula is less than
the critical value of t in Appendix E, you accept the null hypothesis.

Or: Since the absolute value of t that you found in the t-test formula is greater
than the critical value of t in Appendix E, you reject the null hypothesis, and
accept the research hypothesis.

4.1.7 STEP 7: State the Conclusion of Your Statistical Test
in Plain English!

In practice, this is more difficult than it sounds because you are trying to summarize

the result of your statistical test in simple English that is both concise and accurate

so that someone who has never had a statistics course (such as your boss, perhaps)

can understand the result of your test. This is a difficult task, and we will give you

lots of practice doing this last and most important step throughout this book.
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If you have read this far, you are ready to sit down at your computer and perform

the one-group t-test using Excel on some hypothetical data.

Let’s give this a try.

4.2 One-Group t-Test for the Mean

Let’s suppose that a local open space park near you had recently created new

displays along a nature trail to educate people about the importance of riparian

areas for maintaining healthy aquatic ecosystems. Suppose, further, that the orga-

nization that manages the park conducted a survey to see how effective their new

education messages were with visitors.

The survey contains a number of items, but suppose a hypothetical Item #7 is the

one in Fig. 4.1:

Suppose further, that you have decided to analyze the data from visitors using

the one-group t-test.

Important note: You would need to use this test for each of the survey items
separately.

Suppose that the hypothetical data for Item #7 of the Riparian Survey were based

on a sample size of 124 visitors who had a mean score on this item of 6.58 and a

standard deviation on this item of 2.44.

Objective: To analyze the data for each question separately using the one-group

t-test for each survey item.

Fig. 4.1 Sample Survey Item for Item #7 of the Riparian Survey (Practical Example)
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Create an Excel spreadsheet with the following information:

B11: Null hypothesis:

B14: Research hypothesis:

Note: Remember that when you are using a rating scale item, both the null
hypothesis and the research hypothesis refer to the “middle of the scale.”
In the 10-point scale in this example, the middle of the scale is 5.5 since five
numbers are below 5.5 (i.e., 1–5) and five numbers are above 5.5 (i.e. 6–10).
Therefore, the hypotheses for this rating scale item are:

H0 : μ ¼ 5.5

H1 : μ 6¼ 5:5

B17: n

B20: mean

B23: STDEV

B26: s.e.

B29: critical t

B32: t-test

B36: Result:

B41: Conclusion:

Now, use Excel:

D17: enter the sample size

D20: enter the mean

D23: enter the STDEV (see Fig. 4.2)
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D26 compute the standard error using the formula in Chap. 1

D29: find the critical t value of t in the t-table in Appendix E

Now, enter the following formula in cell D32 to find the t-test result:

¼ D20� 5:5ð Þ=D26 ðno spaces between symbolsÞ

Fig. 4.2 Basic Data

Table for Item #7 of the

Riparian Survey
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This formula takes the sample mean (D20) and subtracts the population hypoth-

esized mean of 5.5 from the sample mean, and THEN divides the answer by the

standard error of the mean (D26). Note that you need to enter D20� 5.5 with an

open-parenthesis beforeD20 and a closed-parenthesis after 5.5 so that the answer of
1.08 is THEN divided by the standard error of 0.22 to get the t-test result of 4.93.

Now, use two decimal places for both the s.e. and the t-test result (see Fig. 4.3).

Fig. 4.3 t-test Formula Result for Item #7 of the Riparian Survey
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Now, write the following sentence in D36–D39 to summarize the result of the

t-test:

D36: Since the absolute value of t of 4.93 is

D37: greater than the critical t of 1.96, we

D38: reject the null hypothesis and accept

D39: the research hypothesis.

Lastly, write the following sentence in D41–D43 to summarize the conclusion of

the result for Item #7 of the Riparian Survey:

D41: Visitors rated the quality of the new riparian

D42: educational information provided in the displays

D43: along the nature trail as significantly positive.

Save your file as: Riparian4

Important note: We have used the term “significantly positive” because the mean
rating of 6.58 is on the positive side of the rating scale. We
purposely have not used the term “significantly excellent” because
people who speak English do not use that term because something
is either excellent or it is not excellent. Therefore, “significantly
positive” is a more correct use of the English language in this type
of rating scale item.

Important note: You are probably wondering why we entered both the result and the
conclusion in separate cells instead of in just one cell. This is
because if you enter them in one cell, you will be very disappointed
when you print out your final spreadsheet, because one of two
things will happen that you will not like: (1) if you print the
spreadsheet to fit onto only one page, the result and the conclusion
will force the entire spreadsheet to be printed in such small font
size that you will be unable to read it, or (2) if you do not print the
final spreadsheet to fit onto one page, both the result and the
conclusion will “dribble over” onto a second page instead of fitting
the entire spread-sheet onto one page. In either case, your spread-
sheet will not have a “professional look.”

Print the final spreadsheet so that it fits onto one page as given in Fig. 4.4. Enter

the null hypothesis and the research hypothesis by hand on your spreadsheet
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Important note: It is important for you to understand that “technically” the above
conclusion in statistical terms should state:

“Visitors rated the quality of the new riparian educational infor-
mation provided in the displays along the nature trail as positive,
and this result was probably not obtained by chance.”

Fig. 4.4 Final Spreadsheet for Item #7 of the Riparian Survey
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However, throughout this book, we are using the term “signifi-
cantly” in writing the conclusion of statistical tests to alert the
reader that the result of the statistical test was probably not a
chance finding, but instead of writing all of those words each time,
we use the word “significantly” as a shorthand to the longer
explanation. This makes it much easier for the reader to under-
stand the conclusion when it is written “in plain English,” instead
of technical, statistical language.

4.3 Can You Use Either the 95% Confidence Interval
About the Mean OR the One-Group t-Test When
Testing Hypotheses?

You are probably asking yourself:

“It sounds like you could use either the 95% confidence interval about the mean

or the one-group t-test to analyze the results of the types of problems described so

far in this book? Is this a correct statement?”

The answer is a resounding: “Yes!”
Both the confidence interval about the mean and the one-group t-test are used

often in science research on the types of problems described so far in this book.

Both of these tests produce the same result and the same conclusion from the data
set!

Both of these tests are explained in this book because some researchers prefer the

confidence interval about the mean test, others prefer the one-group t-test, and still

others prefer to use both tests on the same data to make their results and conclusions

clearer to the reader of their research reports. Since we do not know which of these

tests your researcher prefers, we have explained both of them so that you are

competent in the use of both tests in the analysis of statistical data.

Now, let’s try your Excel skills on the one-group t-test on these three problems at

the end of this chapter.

4.4 End-of-Chapter Practice Problems

1. Suppose that the U.S. Environmental Protection Agency (EPA) has set a max-

imum total phosphorus concentration (mg/L) for waste water effluent produced

by chemical plants to be 0.015 mg/L. Suppose, further, that over a 90-day period,

a random sample of waste water effluent was taken from a specific chemical

plant and tested for phosphorus concentration. You have been asked to test your

Excel skills on the hypothetical data given in Fig. 4.5.
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(a) Write the null hypothesis and the research hypothesis on your spreadsheet

(b) Use Excel to find the sample size, mean, standard deviation, and standard

error of the mean to the right of the data set. Use number format (four

decimal places) for the mean, standard deviation, and standard error of

the mean.

(c) Enter the critical t from the t-table in Appendix E onto your spreadsheet, and

label it.

(d) Use Excel to compute the t-value for these data (use two decimal places) and

label it on your spreadsheet

(e) Type the result on your spreadsheet, and then type the conclusion in plain

English on your spreadsheet

(f) Save the file as: WASTE31

2. Suppose that you wanted to study the mass (in grams) of rainbow trout

(Oncorhynchus mykiss) in a river in southern Colorado in the U.S. 5 years ago,

the average mass was 112 grams (g). You would like to know if the average mass

has changed since then. You have collected data on a sample of rainbow trout

from the same river, and you want to test your Excel skills on a small sample

before you try to do the larger data analysis. The hypothetical data for a random

sample of rainbow trout is presented in Fig. 4.6:

Fig. 4.5 Worksheet Data for Chap. 4: Practice Problem #1
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(a) On your Excel spreadsheet, write the null hypothesis and the research

hypothesis for these data.

(b) Use Excel to find the sample size, mean, standard deviation, and standard
error of the mean for these data (two decimal places for the mean, standard

deviation, and standard error of the mean).

(c) Use Excel to perform a one-group t-test on these data (two decimal places).

(d) On your printout, type the critical value of t given in your t-table in

Appendix E.

(e) On your spreadsheet, type the result of the t-test.
(f) On your spreadsheet, type the conclusion of your study in plain English.

(g) save the file as: TROUT33

3. The state of Maine in the United States (USA) is famous for its lakes. There are

more than 2,000 named lakes in Maine which is located in the northeastern

seaboard of the USA. In addition, there are more than 4,000 other lakes in the

state that are greater than one acre in size but have not been named. Dissolved

oxygen (DO) is a measure of the quality of the water in a lake. The amount of

Fig. 4.6 Worksheet Data for Chap. 4: Practice Problem #2
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DO declines as waste is entered into the lakes. Oxygen helps to break down the

nutrients in the water, and Burt et al. (2009) state that the DO content of lakes

should be 5 milligrams (mg) per liter (L). Suppose that you have collected data

on a random sample of named lakes in Maine, and that you want to test your

Excel skills on a small sample of these lakes before you try to analyze the data

from a much larger sample. The hypothetical data appear in Fig. 4.7.

(a) Write the null hypothesis and the research hypothesis on your spreadsheet

(b) Use Excel to find the sample size, mean, standard deviation, and standard

error of the mean to the right of the data set. Use number format (two

decimal places) for the mean, standard deviation, and standard error of

the mean.

(c) Enter the critical t from the t-table in Appendix E onto your spreadsheet, and

label it.

Fig. 4.7 Worksheet Data for Chap. 4: Practice problem #3
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(d) Use Excel to compute the t-value for these data (use two decimal places) and

label it on your spreadsheet

(e) Type the result on your spreadsheet, and then type the conclusion in plain

English on your spreadsheet

(f) Save the file as: MElakes3
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Chapter 5

Two-Group t-Test of the Difference
of the Means for Independent Groups

Up until now in this book, you have been dealing with the situation in which you

have had only one group of people, plants, or animals in your research study and

only one measurement “number” on each of these people, plants, or animals. We

will now change gears and deal with the situation in which you are measuring two

groups instead of only one group.

Whenever you have two completely different groups of people (i.e., no one

person is in both groups, but every person is measured on only one variable to

produce one “number” for each person), we say that the two groups are “indepen-

dent of one another.” This chapter deals with just that situation and that is why it is

called the two-group t-test for independent groups.

The two assumptions underlying the two-group t-test are the following

(Zikmund and Babin 2010): (1) both groups are sampled from a normal population,

and (2) the variances of the two populations are approximately equal. Note that the

standard deviation is merely the square root of the variance. (There are different

formulas to use when each person is measured twice to create two groups of data,

and this situation is called “dependent,” but those formulas are beyond the scope of

this book.) This book only deals with two groups that are independent of one

another so that no person is in both groups of data.

When you are testing for the difference between the means for two groups, it is

important to remember that there are two different formulas that you need to use

depending on the sample sizes of the two groups:

(1) Use Formula #1 in this chapter when both of the groups have a sample size

greater than 30, and

(2) Use Formula #2 in this chapter when either one group, or both groups, have a

sample size less than 30.

We will illustrate both of these situations in this chapter.

But, first, we need to understand the steps involved in hypothesis-testing when

two groups are involved before we dive into the formulas for this test.
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5.1 The 9 STEPS for Hypothesis-Testing
Using the Two-Group t-Test

Objective: To learn the 9 steps of hypothesis-testing using two groups of people,

plants, or animals and the two-group t-test

You will see that these steps parallel the steps used in the previous chapter that

dealt with the one-group t-test, but there are some important differences between

the steps that you need to understand clearly before we dive into the formulas for

the two-group t-test.

5.1.1 STEP 1: Name One Group, Group 1,
and the Other Group, Group 2

The formulas used in this chapter will use the numbers 1 and 2 to distinguish

between the two groups. If you define which group is Group 1 and which group is

Group 2, you can use these numbers in your computations without having to write

out the names of the groups.

For example, if you are testing college freshmen males and college freshmen

females, you could call the groups: “College Freshmen Males” and “College

Freshmen Females,” but this would require your writing out the words “College

Freshmen Males” and “College Freshmen Females” whenever you wanted to refer

to one of these groups. If you call the College Freshmen Males group, Group 1, and

the College Freshmen Females group, Group 2, this makes it much easier to refer to

the groups because it saves you writing time.

As a second example, you could be comparing flower preference for one type of

hummingbird. Two types of flowers, fuschias and mandevillas, have a vibrant red

color that is a typical attractant found in hummingbird gardens. If you had to write

out the names of the two flowers whenever you wanted to refer to them, it would

take you more time than it would if, instead, you named one flower, Group 1, and

the other flower, Group 2.

Note, also, that it is completely arbitrary which group you call Group 1, and

which Group you call Group 2. You will achieve the same result and the same

conclusion from the formulas however you decide to define these two groups.
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5.1.2 STEP 2: Create a Table That Summarizes
the Sample Size, Mean Score, and Standard
Deviation of Each Group

This step makes it easier for you to make sure that you are using the correct numbers

in the formulas for the two-group t-test. If you get the numbers “mixed-up,” your

entire formula work will be incorrect and you will botch the problem terribly.

For example, the use of fracking in drilling wells is a very contentious topic

currently in many parts of the United States. Suppose that you were testing the

perceived approval of fracking by college freshman males based on two types of

commercials: one with scientists giving the message, and a second commercial with

families giving the same message. You could call the groups: “Scientist Message”

and “Family Message,” but this would require you to write out the words: “Scientist

Message” and “Family Message” whenever you wanted to refer to one or both of

these groups. If you call the Scientist Message group, Group 1, and the Family

Message group, Group 2, this makes it much easier to refer to the groups because it

saves you writing time.

Suppose you randomly assigned college freshman males to these two types of

commercials such that each group saw only one of the commercials, and then asked

these freshmen to rate their perceived approval of fracking on a 100-point scale

from 0¼ poor to 100¼ excellent. After the research study was completed, suppose

that the Scientist Message group had 52 males in it, their mean approval rating was

55 with a standard deviation of 7, while the Family Message group had 57 males in

it and their average approval rating was 64 with a standard deviation of 13.

The formulas for analyzing these data to determine if there was a significant

difference in the approval rating for freshmen males for these two types of com-

mercials would require you to use six numbers correctly in the formulas: the sample

size, the mean, and the standard deviation of each of the two groups. All six of these

numbers must be used correctly in the formulas if you are to analyze the data

correctly.

If you create a table to summarize these data, a good example of the table, using

both Step 1 and Step 2, would be the data presented in Fig. 5.1:

Fig. 5.1 Basic Table Format for the Two-group t-test
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For example, if you decide to call Group 1 the Scientist Message group and

Group 2 the Family Message group, the following table would place the six

numbers from your research study into the proper calls of the table as in Fig. 5.2:

You can now use the formulas for the two-group t-test with more confidence that

the six numbers will be placed in the proper place in the formulas.

Note that you could just as easily call Group 1 the Family Message group, and

Group 2 the Scientist Message group. It makes no difference how you decide to

name the two groups; this decision is up to you.

5.1.3 STEP 3: State the Null Hypothesis and the Research
Hypothesis for the Two-Group t-Test

If you have completed Step 1 above, this step is very easy because the null

hypothesis and the research hypothesis will always be stated in the same way for

the two-group t-test. The null hypothesis states that the population means of the two

groups (μ) are equal, while the research hypothesis states that the population means

of the two groups are not equal. In notation format, this becomes:

H0 : μ1 ¼ μ2
H1 : μ1 6¼ μ2

You can now see that this notation is much simpler than having to write out the

names of the two groups in all of your formulas.

5.1.4 STEP 4: Select the Appropriate Statistical Test

Since this chapter deals with the situation in which you have two groups but only

one measurement on each person, plant, or animal in each group, we will use the

two-group t-test throughout this chapter.

Fig. 5.2 Results of Entering the Data Needed for the Two-group t-test
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5.1.5 STEP 5: Decide on a Decision Rule
for the Two-Group t-Test

The decision rule is exactly what it was in the previous chapter (see Sect. 4.1.3)

when we dealt with the one-group t-test.

(a) If the absolute value of t is less than the critical value of t, accept the null

hypothesis.

(b) If the absolute value of t is greater than the critical value of t, reject the null

hypothesis and accept the research hypothesis.

Since you learned how to find the absolute value of t in the previous chapter (see

Sect. 4.1.3.1), you can use that knowledge in this chapter.

5.1.6 STEP 6: Calculate the Formula
for the Two-Group t-Test

Since we are using two different formulas in this chapter for the two-group t-test

depending on the sample size in the two groups, we will explain how to use those

formulas later in this chapter.

5.1.7 STEP 7: Find the Critical Value of t
in the t-Table in Appendix E

In the previous chapter where we were dealing with the one-group t-test, you found
the critical value of t in the t-table in Appendix E by finding the sample size for the

one group in the first column of the table, and then reading the critical value of t

across from it on the right in the “critical t column” in the table (see Sect. 4.1.5).

This process was fairly simple once you have had some practice in doing this step.

However, for the two-group t-test, the procedure for finding the critical value of t

is more complicated because you have two different groups in your study, and they

often have different sample sizes in each group.

To use Appendix E correctly in this chapter, you need to learn how to find the

“degrees of freedom” for your study. We will discuss that process now.
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5.1.7.1 Finding the Degrees of Freedom (df) for the Two-Group t-Test

Objective: To find the degrees of freedom for the two-group t-test and to use it to

find the critical value of t in the t-table in Appendix E

The mathematical explanation of the concept of the “degrees of freedom” is

beyond the scope of this book, but you can find out more about this concept by

reading any good statistics book (e.g. Keller 2009). For our purposes, you can easily

understand how to find the degrees of freedom and to use it to find the critical value

of t in Appendix E. The formula for the degrees of freedom (df) is:

degrees of freedom ¼ df ¼ n1 þ n2 � 2 ð5:1Þ

In other words, you add the sample size for Group 1 to the sample size for Group

2 and then subtract 2 from this total to get the number of degrees of freedom to use

in Appendix E.

Take a look at Appendix E.

Instead of using the first column as we did in the one-group t-test that is based on

the sample size, n , of one group, we need to use the second-column of this table

(df) to find the critical value of t for the two-group t-test.

For example, if you had 13 people in Group 1 and 17 people in Group 2, the

degrees of freedom would be: 13 + 17� 2¼ 28, and the critical value of t would be

2.048 since you look down the second column which contains the degrees of
freedom until you come to the number 28, and then read 2.048 in the “critical t

column” in the table to find the critical value of t when df¼ 28.

As a second example, if you had 52 people in Group 1 and 57 people in Group 2,

the degrees of freedom would be: 52+ 57� 2¼ 107 When you go down the second

column inAppendixE for the degrees of freedom, youfind that once you gobeyond the
degrees of freedom equal to 39, the critical value of t is always 1.96, and that is the

value you would use for the critical t with this example.

5.1.8 STEP 8: State the Result of Your Statistical Test

The result follows the exact same result format that you found for the one-group

t-test in the previous chapter (see Sect. 4.1.6):

Either: Since the absolute value of t that you found in the t-test formula is less than
the critical value of t in Appendix E, you accept the null hypothesis.

Or: Since the absolute value of t that you found in the t-test formula is greater
than the critical value of t in Appendix E, you reject the null hypothesis and
accept the research hypothesis.
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5.1.9 STEP 9: State the Conclusion of Your Statistical
Test in Plain English!

Writing the conclusion for the two-group t-test is more difficult than writing the

conclusion for the one-group t-test because you have to decide what the difference

was between the two groups.

When you accept the null hypothesis, the conclusion is simple to write: “There is

no difference between the two groups in the variable that was measured.”

But when you reject the null hypothesis and accept the research hypothesis, you

need to be careful about writing the conclusion so that it is both accurate and

concise.

Let’s give you some practice in writing the conclusion of a two-group t-test.

5.1.9.1 Writing the Conclusion of the Two-Group t-Test

When You Accept the Null Hypothesis

Objective: To write the conclusion of the two-group t- test when you have

accepted the null hypothesis.

Suppose that college students experienced a one-day environmental education

program about the importance of hunting in wildlife management. You have

developed a survey and administered it to these students at the end of the day.

Item #10 of this survey is given in Fig. 5.3.

Suppose further, that you have decided to analyze the data by comparing Males

and Females using the two-group t-test, and that you have decided to call the Males,

Group 1, and the Females, Group 2.

Important note: You would need to use this test for each of the survey items
separately.

Fig. 5.3 Environmental Education Survey Item #10
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Suppose that the hypothetical data for Item #10 was based on a sample size of

124 males who had a mean score on this item of 6.58 and a standard deviation on

this item of 2.44. Suppose that you also had data from 86 females who had a mean

score of 6.45 with a standard deviation of 1.86.

We will explain later in this chapter how to produce the results of the two-group

t-test using its formulas, but, for now, let’s “cut to the chase” and tell you that those
formulas would produce the following in Fig. 5.4:

degrees of freedom: 208

critical t: 1.96 (in Appendix E)

t-test formula: 0.44 (when you use your calculator!)

Result: Since the absolute value of 0.44 is less than the critical t of

1.96, we accept the null hypothesis.

Conclusion: There was no difference between male and female students

in their satisfaction with their understanding of hunting as an

important part of wildlife management.

Now, let’s see what happens when you reject the null hypothesis (H0) and accept

the research hypothesis (H1).

5.1.9.2 Writing the Conclusion of the Two-Group t-Test When You

Reject the Null Hypothesis and Accept the Research Hypothesis

Objective: To write the conclusion of the two-group t-test when you have

rejected the null hypothesis and accepted the research hypothesis

Let’s continue with this same example, but with the result that we reject the null
hypothesis and accept the research hypothesis.

Let’s assume that this time you have data on 85 males and their mean score on

this question was 7.26 with a standard deviation of 2.35. Let’s further suppose that
you also have data on 48 females and their mean score on this question was 4.37

with a standard deviation of 3.26.

Fig. 5.4 Worksheet Data for Males vs. Females for Item #10 for Accepting the Null Hypothesis
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Without going into the details of the formulas for the two-group t-test, these data

would produce the following result and conclusion based on Fig. 5.5:

Null Hypothesis: μ1¼ μ2
Research Hypothesis: μ1 6¼ μ2
degrees of freedom: 131

critical t: 1.96 (in Appendix E)

t-test formula: 5.40 (when you use your calculator!)

Result: Since the absolute value of 5.40 is greater than the critical t

of 1.96, we reject the null hypothesis and accept the

research hypothesis.

Now, you need to compare the ratings of the Males and Females to find out

which group had the more positive rating of their environmental education experi-

ence using the following rule:

Rule: To summarize the conclusion of the two-group t-test, just compare the means
of the two groups, and be sure to use the word “significantly” in your
conclusion if you rejected the null hypothesis and accepted the research
hypothesis.

A good way to prepare to write the conclusion of the two-group t-test when you

are using a rating scale is to place the mean scores of the two groups on a drawing of

the scale so that you can visualize the difference of the mean scores. For example,

for our environmental education example above, you would draw this “picture” of

the scale in Fig. 5.6:

Fig. 5.5 Worksheet Data for Item #10 for Obtaining a Significant Difference between Males and

Females
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This drawing tells you visually that Males had a higher positive rating than

Females on this item (7.26 vs. 4.37). And, since you rejected the null hypothesis and
accepted the research hypothesis, you know that you have found a significant
difference between the two mean scores.

So, our conclusion needs to contain the following key words:

– Males

– Females

– understanding of hunting

– important part of wildlife management

– significantly

– more satisfied or less satisfied
– either (7.26 vs. 4.37) or (4.37 vs. 7.26)

We can use these key words to write the either of two conclusions which are

logically identical:

Either: Males were significantly more satisfied with their understanding of hunting

as an important part of wildlife management than Females (7.26 vs. 4.37).

Or: Females were significantly less satisfied with their understanding of hunting

as an important part of wildlife management than Males (4.37 vs. 7.26).

Both of these conclusions are accurate, so you can decide which one you want to

write. It is your choice.

Also, note that the mean scores in parentheses at the end of these conclusions

must match the sequence of the two groups in your conclusion. For example, if you

say that: “Males were significantly more satisfied than Females,” the end of this

conclusion should be: (7.26 vs. 4.37) since you mentioned Males first, and Females

second.

Alternately, if you wrote that: “Females were significantly less satisfied than

Males,” the end of this conclusion should be: (4.37 vs. 7.26) since you mentioned

Females first, and Males second.

Putting the two mean scores at the end of your conclusion saves the reader from

having to turn back to the table in your research report to find these mean scores to

see how far apart the mean scores were.

Fig. 5.6 Example of Drawing a “Picture” of the Means of the Two Groups on the Rating Scale

90 5 Two-Group t-Test of the Difference of the Means for Independent Groups



Now, let’s discuss FORMULA #1 that deals with the situation in which both

groups have a sample size greater than 30.

Objective: To use FORMULA #1 for the two-group t-test when both groups

have a sample size greater than 30

5.2 Formula #1: Both Groups Have a Sample Size
Greater Than 30

The first formula we will discuss will be used when you have two groups with a

sample size greater than 30 in each group and one measurement on each member in

each group. This formula for the two-group t-test is:

t ¼ X1 � X2

SX1�X2

ð5:2Þ

where SX1�X2
¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
S1

2

n1
þ S2

2

n2

s
ð5:3Þ

and where degrees of freedom ¼ df ¼ n1 þ n2 � 2 ð5:1Þ

This formula looks daunting when you first see it, but let’s explain some of the parts

of this formula:

We have explained the concept of “degrees of freedom” earlier in this chapter,

and so you should be able to find the degrees of freedom needed for this formula in

order to find the critical value of t in Appendix E.

In the previous chapter, the formula for the one-group t-test was the following:

t ¼ X � μ

SX
ð4:1Þ

where s:e: ¼ SX ¼ Sffiffiffi
n

p ð4:2Þ

For the one-group t-test, you found the mean score and subtracted the population

mean from it, and then divided the result by the standard error of the mean (s.e.) to

get the result of the t-test. You then compared the t-test result to the critical value of

t to see if you either accepted the null hypothesis, or rejected the null hypothesis and

accepted the research hypothesis.

The two-group t-test requires a different formula because you have two groups,

each with a mean score on some variable. You are trying to determine whether to

accept the null hypothesis that the population means of the two groups are equal
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(in other words, there is no difference statistically between these two means), or

whether the difference between the means of the two groups is “sufficiently large”

that you would accept that there is a significant difference in the mean scores of the

two groups.

The numerator of the two-group t-test asks you to find the difference of the

means of the two groups:

X1 � X2 ð5:4Þ

The next step in the formula for the two-group t-test is to divide the answer you

get when you subtract the two means by the standard error of the difference of the

two means, and this is a different standard error of the mean that you found for the
one-group t-test because there are two means in the two-group t-test.

The standard error of the mean when you have two groups is called the “standard

error of the difference of the means” between the means of the two groups. This

formula looks less scary when you break it down into four steps:

1. Square the standard deviation of Group 1, and divide this result by the sample

size for Group 1 (n1).

2. Square the standard deviation of Group 2, and divide this result by the sample

size for Group 2 (n2).

3. Add the results of the above two steps to get a total score.

4. Take the square root of this total score to find the standard error of the difference

of the means between the two groups, SX1�X2
¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
S1

2

n1
þ S2

2

n2

q

This last step is the one that gives students the most difficulty when they are

finding this standard error using their calculator, because they are in such a hurry to

get to the answer that they forget to carry the square root sign down to the last step,

and thus get a larger number than they should for the standard error.

5.2.1 An Example of Formula #1 for the Two-Group t-Test

Now, let’s use Formula #1 in a situation in which both groups have a sample size

greater than 30.

Suppose that a large university offered several sections of Introductory Biology

101 to undergraduates last semester and that it wanted to compare the results of the

student evaluation form at the end of the course to see if there were gender

differences between Males and Females. Suppose, further, that Item #12 of the

student evaluation form is the item given in Fig. 5.7.
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Suppose you collect these ratings and determine (using your new Excel skills)

that the 52 Males in this course had a mean rating of 55 with a standard deviation of

7, while the 57 Females in this course had a mean rating of 64 with a standard

deviation of 13.

Note that the two-group t-test does not require that both groups have the same
sample size. This is another way of saying that the two-group t-test is “robust”

(a fancy term that statisticians like to use).

Your data then produce the following table in Fig. 5.8:

Create an Excel spreadsheet, and enter the following information:

B3: Group

B4: 1 Males

B5: 2 Females

C3: n

D3: Mean

E3: STDEV

C4: 52

D4: 55

E4: 7

C5: 57

D5: 64

E5: 13

Now, widen column B so that it is twice as wide as column A, and center the six

numbers and their labels in your table (see Fig. 5.9)

Fig. 5.7 Example of a Rating Scale for Item #12 for Introductory Biology 101 (Practical

Example)

Fig. 5.8 Worksheet Data for Item #12 for Introductory Biology 101
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B8: Null hypothesis:

B10: Research hypothesis:

Since both groups have a sample size greater than 30, you need to use Formula

#1 for the t-test for the difference of the means of the two groups.

Let’s “break this formula down into pieces” to reduce the chance of making a

mistake.

B13: STDEV1 squared/n1 (note that you square the standard deviation of Group

1, and then divide the result by the sample size of Group 1)

B16: STDEV2 squared / n2

B19: D13 +D16

B22: s.e.

B25: critical t

B28: t-test

B31: Result:

B36: Conclusion: (see Fig. 5.10)

You now need to compute the values of the above formulas in the following cells:

Fig. 5.9 Results of Widening Column B and Centering the Numbers in the Cells
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D13: the result of the formula needed to compute cell B13 (use two decimals)

D16: the result of the formula needed to compute cell B16 (use two decimals)

D19: the result of the formula needed to compute cell B19 (use two decimals)

D22: ¼ SQRT D19ð Þ use twodecimalsð Þ
This formula should give you a standard error (s.e.) of 1.98.

D25: 1.96

(Since df¼ n1 + n2� 2, this gives df¼ 109� 2¼ 107, and the critical t is,

therefore, 1.96 in Appendix E.)

D28: ¼ D4� D5ð Þ=D22 use twodecimalsð Þ ðno spaces between symbolsÞ
This formula should give you a value for the t-test of: �4.55.

Fig. 5.10 Formula Labels

for the Two-group t-test
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Next, check to see if you have rounded off all figures in D13: D28 to two decimal

places (see Fig. 5.11).

Now, write the following sentence in D31 to D34 to summarize the result of the

study:

D31: Since the absolute value of �4.55

D32: is greater than the critical t of

D33: 1.96, we reject the null hypothesis

D34: and accept the research hypothesis.

Fig. 5.11 Results of the

t-test Formula for Item #12

for Introductory

Biology 101
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Finally, write the following sentence in D36 to D38 to summarize the conclusion

of the study in plain English:

D36: Overall, females rated the quality of Biology 101

D37: this past semester as significantly better than

D38: males (64 vs. 55).

Save your file as: BIOL12

Important note: You are probably wondering why we entered both the result and the
conclusion in separate cells instead of in just one cell. This is
because if you enter them in one cell, you will be very disappointed
when you print out your final spreadsheet, because one of two
things will happen that you will not like: (1) if you print the
spreadsheet to fit onto only one page, the result and the conclusion
will force the entire spreadsheet to be printed in such small font
size that you will be unable to read it, or (2) if you do not print the
final spreadsheet to fit onto one page, both the result and the
conclusion will “dribble over” onto a second page instead of fitting
the entire spreadsheet onto one page. In either case, your spread-
sheet will not have a “professional look.”

Print this file so that it fits onto one page, and write by hand the null hypothesis

and the research hypothesis on your printout.

The final spreadsheet appears in Fig. 5.12.
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Fig. 5.12 Final Worksheet for Item #12 for Biology 101
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If you would like more information about the two-group t-test, see Wheater and

Cook (2000).

Now, let’s use the second formula for the two-group t-test which we use

whenever either one group, or both groups, have a sample size less than 30.

Objective: To use Formula #2 for the two-group t-test when one or both groups

have a sample size less than 30

Now, let’s look at the case when one or both groups have a sample size less

than 30.

5.3 Formula #2: One or Both Groups Have a Sample Size
Less Than 30

Suppose that you wanted to see if there was a geographic variation in body length

(in mm) of queen honeybees in two different regions of the world (REGION A and

REGION B). Suppose, further, that you have been asked to analyze the data from

this study and to compare the body lengths of the two regions using the two-group

t-test for independent samples. You decide to try out your new Excel skills on a

small sample of queen honeybees from each region on the hypothetical data given

in Fig. 5.13:

Fig. 5.13 Worksheet Data for Body Length of Queen Honeybees (Practical Example)

5.3 Formula #2: One or Both Groups Have a Sample Size Less Than 30 99



Let’s call REGION A as Group 1, and REGION B as Group 2.

Null hypothesis : μ1 ¼ μ2
Research hypothesis : μ1 6¼ μ2

Note: Since both groups have a sample size less than 30, you need to use Formula
#2 in the following steps:

Create an Excel spreadsheet, and enter the following information:

A3: BODY LENGTH (in mm) OF QUEEN HONEYBEES IN TWO REGIONS

B5: REGION A

C5: REGION B

B6: 22.56

B15: 20.23

C6: 18.22

C17: 18.05

Now, enter the other figures into this table. Be sure to double-check all of your

figures. If you have only one incorrect figure, you will not be able to obtain the

correct answer to this problem.

Now, widen columns B and C so that all of the information fits inside the cells.

To do this, click on both letters B and C at the top of these columns on your

spreadsheet to highlight all of the cells in columns B and C. Then, move the mouse

pointer to the right end of the B cell until you get a “cross” sign; then, click on this

cross sign and drag the sign to the right until you can read all of the words on your

screen. Then, stop clicking! Both Column B and Column C should now be the same

width.

Then, center all information in the table except the top title by using the

following steps:

Left-click your mouse and highlight cells B5:C17. Then, click on the bottom

line, second from the left icon, under “Alignment” at the top-center of Home. All of

the information in the table should now be in the center of each cell.

E6: Null hypothesis:

E8: Research hypothesis:

E11: Group

E12: 1 Region A

E13: 2 Region B

F11: n

G11: Mean

H11: STDEV

Your spreadsheet should now look like Fig. 5.14.
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Now you need to use your Excel skills from Chap. 1 to fill in the sample sizes (n),

the Means, and the Standard Deviations (STDEV) in the Table in cells F12:H13. Be

sure to double-check your work or you will not be able to obtain the correct answer

to this problem if you have only one incorrect figure!

Since both groups have a sample size less than 30, you need to use Formula #2

for the t-test for the difference of the means of two independent samples.

Formula #2 for the two-group t-test is the following:

t ¼ X1 � X2

SX1�X2

ð5:1Þ

where SX1�X2
¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
n1 � 1ð ÞS 2

1 þ n2 � 1ð ÞS 2
2

n1 þ n2 � 2

1

n1
þ 1

n2

� �s
ð5:5Þ

and where degrees of freedom ¼ df ¼ n1 þ n2 � 2 ð5:6Þ

This formula is complicated, and so it will reduce your chance of making a

mistake in writing it if you “break it down into pieces” instead of trying to write the

formula as one cell entry.

Now, enter these words on your spreadsheet:

E16: (n1� 1)� STDEV1 squared

E19: (n2� 1)� STDEV2 squared

E22: n1 + n2� 2

E25: 1/n1 + 1/n2
E28: s.e.

Fig. 5.14 Queen Honeybees Body Length Worksheet Data for Hypothesis Testing
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E31: critical t

E34: t-test

B37: Result:

B40: Conclusion: (see Fig. 5.15)

Fig. 5.15 Queen Honeybees Body Length Formula Labels for the Two-group t-test
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You now need to use your Excel skills to compute the values of the above

formulas in the following cells:

H16: the result of the formula needed to compute cell E16 (use two decimals)

H19: the result of the formula needed to compute cell E19 (use two decimals)

H22: the result of the formula needed to compute cell E22

H25: the result of the formula needed to compute cell E25 (use two decimals)

H28: ¼SQRT(((H16 +H19)/H22)*H25) (no spaces between symbols)

Note the three open-parentheses after SQRT, and the three closed parentheses
on the right side of this formula. You need three open parentheses and three closed

parentheses in this formula or the formula will not work correctly.

The above formula gives a standard error of the difference of the means equal to

0.51 (two decimals) in cell H28.

H31: Enter the critical t value from the t-table in Appendix E in this cell using

df¼ n1 + n2� 2 to find the critical t value

H34: ¼(G12�G13)/H28 (no spaces between symbols)

Note that you need an open-parenthesis before G12 and a closed-parenthesis

after G13 so that this answer of 1.94 is THEN divided by the standard error of the

difference of the means of 0.51, to give a t-test value of 3.77. Use two decimal

places for the t-test result (see Fig. 5.16).
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Now write the following sentence in C37 to C38 to summarize the result of the
study:

C37: Since the absolute value of 3.77 is greater than 2.086, we reject the null

C38: hypothesis and accept the research hypothesis.

Finally, write the following sentence in C40 to C41 to summarize the conclusion
of the study:

Fig. 5.16 Queen Honeybees Body Length Two-group t-test Formula Results
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C40: The body length of queen honeybees in RegionAwas significantly longer than

C41: the body length of queen honeybees in Region B (20.84 vs. 18.90).

Save your file as: Honey14

Print the final spreadsheet so that it fits onto one page.

Write the null hypothesis and the research hypothesis by hand on your printout.

The final spreadsheet appears in Fig. 5.17.

Fig. 5.17 Queen Honeybees Body Length Final Spreadsheet

5.3 Formula #2: One or Both Groups Have a Sample Size Less Than 30 105



If you would like more information about the two-group t-test, see

Hoshmand (1998).

5.4 End-of-Chapter Practice Problems

1. Suppose that you wanted to compare the wing length (in mm) of a species of

adult mosquitoes in the northeast region and the southeast region of the United

States. You have obtained the cooperation of other biologists in Vermont and

New Hampshire in the northeast region, and Kentucky and South Carolina in the

southeast region who have shared their data with you from a previous study. In

the North, 124 mosquitoes had wings with a mean length 3.2 mm and a standard

deviation of 1.2 mm. In the South, 135 mosquitoes had wings with a mean length

of 3.4 mm with a standard deviation of 1.3 mm.

(a) State the null hypothesis and the research hypothesis on an Excel

spreadsheet.

(b) Find the standard error of the difference between the means using Excel

(c) Find the critical t value using Appendix E, and enter it on your spreadsheet.

(d) Perform a t-test on these data using Excel. What is the value of t that you

obtain?

Use three decimal places for all figures in the formula section of your
spreadsheet.

(e) State your result on your spreadsheet.

(f) State your conclusion in plain English on your spreadsheet.

(g) Save the file as: Mosquito3

2. Wheater and Cook (2000) discussed an interesting study comparing the amount

of sediment in rivers when construction sites are nearby the river (Urban)

vs. agricultural land that is nearby the river (Rural). They measured the amount

of suspended sediment loads in a section of the river in these two types of sites in

milligrams per liter (mg/L). Each river was only used once in the study (i.e., the

data are independent samples). The sections of the rivers were similar in size,

flow rate, and altitude.

Suppose that you have been hired as a research assistant in a similar study and

that you have been asked to analyze the hypothetical data given in Fig. 5.18:
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(a) On your Excel spreadsheet, write the null hypothesis and the research

hypothesis.

(b) Create a table that summarizes these data on your spreadsheet and use Excel

to find the sample sizes, the means, and the standard deviations of the two

groups in this table. Use two decimal places for the means and standard

deviations,

(c) Use Excel to find the standard error of the difference of the means (two

decimal places).

(d) Use Excel to perform a two-group t-test. What is the value of t that you
obtain (use two decimal places)?

(e) On your spreadsheet, type the critical value of t using the t-table in

Appendix E.

(f) Type your result on the test on your spreadsheet.

(g) Type your conclusion in plain English on your spreadsheet.

(h) save the file as: SEDIMENT3

3. Polychlorinated Biphenyls (PCBs) are yellow, oily liquids that do not smell

and are made out of the fat of people and animals. They can be carried long

distances in rivers, lakes, and oceans, and fish can have levels of PCB in their

fatty tissues that are much higher than the surrounding water. In 1977, the

U.S. Environmental Protection Agency (EPA) banned the use of PCBs in

man-made materials (Wisconsin Department of Health Services 2014).

Fig. 5.18 Worksheet Data

for Chap. 5: Practice

Problem #2
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Ofungwu (2014) discusses an interesting question about the buildup of PCBs in

polluted rivers by asking this question: “Does the flow of a river across a dam in

a polluted river result in different levels of PCB above the dam and below the

dam?”

Suppose that you were hired as a research assistant in charge of data analysis

and that you were given data over a 22-day period in which the level of PCB

loads (in kilograms per day, kg/day) were measured upstream from the dam and

downstream from the dam. You have been asked to determine using Excel if this

difference in PCB loads was large enough to be considered a significant differ-

ence in PCB levels. You want to test your computer skills, and you have created

the following table for these data in Fig. 5.19:

Fig. 5.19 Worksheet Data for Chap. 5: Practice Problem #3
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(a) State the null hypothesis and the research hypothesis on an Excel

spreadsheet.

(b) Find the standard error of the difference between the means using Excel (two

decimals).

(c) Find the critical t value using Appendix E, and enter it on your spreadsheet.

(d) Perform a t-test on these data using Excel. What is the value of t that you

obtain (two decimals)?

(e) State your result on your spreadsheet.

(f) State your conclusion in plain English on your spreadsheet.

(g) Save the file as: STREAM3
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Chapter 6

Correlation and Simple Linear Regression

There are many different types of “correlation coefficients,” but the one we will use

in this book is the Pearson product-moment correlation which we will call: r.

6.1 What Is a “Correlation?”

Basically, a correlation is a number between �1 and +1 that summarizes the

relationship between two variables, which we will call X and Y.

A correlation can be either positive or negative. A positive correlation means
that as X increases, Y increases. A negative correlation means that as X increases, Y
decreases. In statistics books, this part of the relationship is called the direction of

the relationship (i.e., it is either positive or negative).

The correlation also tells us the magnitude of the relationship between X and

Y. As the correlation approaches closer to +1, we say that the relationship is strong
and positive.

As the correlation approaches closer to�1, we say that the relationship is strong
and negative.

A zero correlation means that there is no relationship between X and Y. This

means that neither X nor Y can be used as a predictor of the other.

A good way to understand what a correlation means is to see a “picture” of the

scatterplot of points produced in a chart by the data points. Let’s suppose that you
want to know if variable X can be used to predict variable Y. We will place the
predictor variable X on the x-axis (the horizontal axis of a chart) and the criterion
variable Y on the y-axis (the vertical axis of a chart). Suppose, further, that you have
collected data given in the scatterplots below (see Fig. 6.1 through Fig. 6.6).

Figure 6.1 shows the scatterplot for a perfect positive correlation of r¼+1.0.
This means that you can perfectly predict each y-value from each x-value because

the data points move “upward-and-to-the-right” along a perfectly-fitting straight

line (see Fig. 6.1)
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Figure 6.2 shows the scatterplot for a moderately positive correlation of r¼
+.54. This means that each x-value can predict each y-value moderately well

because you can draw a picture of a “football” around the outside of the data points

that move upward-and-to-the-right, but not along a straight line (see Fig. 6.2).

Figure 6.3 shows the scatterplot for a low, positive correlation of r¼+.09. This
means that each x-value is a poor predictor of each y-value because the “picture”

you could draw around the outside of the data points approaches a circle in shape

(see Fig. 6.3)

Fig. 6.1 Example of a Scatterplot for a Perfect, Positive Correlation (r¼+1.0)

Fig. 6.2 Example of a Scatterplot for a Moderate, Positive Correlation (r¼+.54)
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We have not shown a Figure of a zero correlation because it is easy to imagine

what it looks like as a scatterplot. A zero correlation of r¼ .00means that there is no

relationship between X and Y and the “picture” drawn around the data points would

be a perfect circle in shape, indicating that you cannot use X to predict Y because

these two variables are not correlated with one another.

Figure 6.4 shows the scatterplot for a low, negative correlation of r¼�.09
which means that each X is a poor predictor of Y in an inverse relationship,

meaning that as X increases, Y decreases (see Fig. 6.4). In this case, it is a negative

correlation because the “football” you could draw around the data points slopes

down and to the right.

Figure 6.5 shows the scatterplot for a moderate, negative correlation of r¼�.54
which means that X is a moderately good predictor of Y, although there is an

inverse relationship between X and Y (i.e., as X increases, Y decreases; see

Fig. 6.5). In this case, it is a negative correlation because the “football” you could

draw around the data points slopes down and to the right.

Fig. 6.3 Example of a Scatterplot for a Low, Positive Correlation (r¼ +.09)

Fig. 6.4 Example of a Scatterplot for a Low, Negative Correlation (r¼�.09)
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Figure 6.6 shows a perfect negative correlation of r¼�1.0 which means that X

is a perfect predictor of Y, although in an inverse relationship such that as X

increases, Y decreases. The data points fit perfectly along a downward-sloping

straight line (see Fig. 6.6)

Let’s explain the formula for computing the correlation r so that you can

understand where the number summarizing the correlation came from.

In order to help you to understand where the correlation number that ranges from

�1.0 to +1.0 comes from, we will walk you through the steps involved to use the

Fig. 6.5 Example of a Scatterplot for a Moderate, Negative Correlation (r¼�.54)

Fig. 6.6 Example of a Scatterplot for a Perfect, Negative Correlation (r¼�1.0)
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formula as if you were using a pocket calculator. This is the one time in this book

that we will ask you to use your pocket calculator to find a correlation, but knowing

how the correlation is computed step-by-step will give you the opportunity to

understand how the formula works in practice.

To do that, let’s create a situation in which you need to find the correlation

between two variables.

Suppose that you work for a state of the art hydroponic laboratory. You have

been asked to conduct a study on the effect of nitrogen on plant growth. You decide

to use a pre-determined nitrogen solution and to give varying amounts, in milliliters

(ml), of the solution to plants in a laboratory greenhouse. In this example, the

x-variable (i.e., the predictor variable) is the amount of nitrogen solution (ml). The

y-variable (i.e., the criterion variable) is the amount of plant growth in centimeters

(cm). To test your Excel skills, you take a random sample of plants from the

laboratory greenhouse. The hypothetical data for eight plants appear in Fig. 6.7.

(Note: We are using only one decimal place for these measurements in this example
to simplify the mathematical computations.)

Notice also that we have used Excel to find the sample size for both variables, X

and Y, and the MEAN and STDEV of both variables. (You can practice your Excel

skills by seeing if you get this same result when you create an Excel spreadsheet

for these data.)

Now, let’s use the above table to compute the correlation r between nitrogen

solution and plant growth using your pocket calculator.

Fig. 6.7 Worksheet Data

for Nitrogen Solution and

Plant Growth (Practical

Example)
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6.1.1 Understanding the Formula for Computing
a Correlation

Objective: To understand the formula for computing the correlation r

The formula for computing the correlation r is as follows:

r ¼
1

n�1
Σ X � X
� �

Y � Y
� �

SxSy
ð6:1Þ

This formula looks daunting at first glance, but let’s “break it down into its steps” to
understand how to compute the correlation r.

6.1.2 Understanding the Nine Steps for Computing
a Correlation, r

Objective: To understand the nine steps of computing a correlation r

The nine steps are as follows:

Step Computation Result

1 Find the sample size n by noting the number of plants 8

2 Divide the number 1 by the sample size minus 1 (i.e., 1/7) 0.14286

3 For each Plant, take its nitrogen solution and subtract the mean

nitrogen solution for the 8 plants, and call this X � X (For example,

for Plant # 6, this would be: 2.6� 2.86)

�0.26

Note: With your calculator, this difference is �0.26, but when
Excel uses 16 decimal places for every computation, this
result could be slightly different for each plant

4 For each Plant, take its growth and subtract the mean Plant growth

for the 8 plants, and call this Y � Y (For example, for Plant # 6, this

would be: 2.3� 2.74)

�0.44

5 Then, for each Plant, multiply X � X
� �

times Y � Y
� �

(For exam-

ple, for Plant # 6 this would be: (�0.26)� (�0.44))

+0.1144

6 Add the results of X � X
� �

times Y � Y
� �

for the 8 plants +1.09

Steps 1–6 would produce the Excel table given in Fig. 6.8.
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Notice that when Excel multiplies a minus number by a minus number, the result

is a plus number (for example for Plant #7: (�0.46)� (�0.64)¼ +0.29). And when

Excel multiplies a minus number by a plus number, the result is a negative number

(for example for Plant #1: (�0.06)� (+0.16)¼�0.01).

Note: Excel computes all computation to 16 decimal places. So, when you check
your work with a calculator, you frequently get a slightly different answer
than Excel’s answer.

For example, when you compute above:

X � X
� �� Y � Y

� �
for Plant #2, your calculator gives :

�0:36ð Þ � þ0:06ð Þ ¼ �0:0216
ð6:2Þ

As you can see from the table, Excel’s answer is �0.02 which is really more
accurate because Excel uses 16 decimal places for every number, even though only

two decimal places are shown in Fig. 6.8.

You should also note that when you do Step 6, you have to be careful to add all of

the positive numbers first to get +1.10 and then add all of the negative numbers

second to get�0.03 , so that when you subtract these two numbers you get +1.07 as
your answer to Step 6. When you do these computations using Excel, this total

figure will be +1.09 because Excel carries every number and computation out to

16 decimal places which is much more accurate than your calculator.

Step

7 Multiply the answer for step 2 above by the answer for step 6 0.1557

(0.14286� 1.09)

8 Multiply the STDEV of X times the STDEV of Y 0.1872

(0.48� 0.39)

9 Finally, divide the answer from step 7 by the answer from step 8 +0.83

(0.1557 divided by 0.1872)

Fig. 6.8 Worksheet for Computing the Correlation, r
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This number of 0.83 is the correlation between Nitrogen Solution (X) and Plant

Growth (Y) for these 8 plants. The number +0.83 means that there is a strong,

positive correlation between these two variables. That is, as the amount of nitrogen

solution increases, plant growth increases. For a more detailed discussion of

correlation, see McCleery et al. (2007).

You could also use the results of the above table in the formula for computing the

correlation r in the following way:

correlation r ¼ 1= n� 1ð Þð Þ �P
X � X
� �

Y � Y
� �� �

= STDEVx � STDEVy

� �

correlation r ¼ 1=7ð Þ � 1:09½ �= :48ð Þ � :39ð Þ½ �
correlation ¼ r ¼ 0:83

When you use Excel for these computations, you obtain a slightly different corre-

lation of +0.82 because Excel uses 16 decimal places for all numbers and compu-

tations and is, therefore, more accurate than your calculator.

Now, let’s discuss how you can use Excel to find the correlation between two

variables in a much simpler, and much faster, fashion than using your calculator.

6.2 Using Excel to Compute a Correlation
Between Two Variables

Objective: To use Excel to find the correlation between two variables

Suppose that you worked for a car manufacturing company and that you were

asked to study the relationship between the weight of 4-door sedans and the fuel

consumption they used to drive 150 miles. Suppose, further, that you have obtained

12 sedans, all new models, and have hired drivers to drive 150 miles from Forest

Park in St. Louis, Missouri, toward Kansas City, Missouri, on a specified route and

at a specified set of speeds. The drivers were all about the same weight.

To test your Excel skills, you have organized the resulting data into a table in

which the weight of the cars was measured in thousands of pounds, and the number

of gallons of gasoline used in the drive by each car was recorded The hypothetical

data appear in Fig. 6.9.
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Important note: Note that the weight of the cars is recorded in thousands of pounds,
so that a car that weighed 3,500 pounds would be recorded as 3.5
in this table.

You want to determine if there is a relationship between the weight of the cars

and their fuel consumption, and you decide to use a correlation to determine this

relationship. Let’s call the weight of the cars the predictor, X, and the number of

gallons used, the criterion, Y.

Create an Excel spreadsheet with the following information:

A3: WEIGHT OF 4-DOOR SEDANSVS. NO. OF GALLONS USED TODRIVE

150 MILES

B5: Is there a relationship between the weight of a 4-door sedan

B6: and the number of gallons used to drive 150 miles?

B8: WEIGHT (thousands of pounds)

C8: NO. OF GALLONS USED

B9: 2.1

C9: 5.1

Next, change the width of Columns B and C so that the information fits inside the

cells.

Now, complete the remaining figures in the table given above so that B20 is 4.1

and C20 is 6.9. (Be sure to double-check your figures to make sure that they are

correct!) Then, center the information in all of these cells.

Fig. 6.9 Worksheet Data for Weight and Number of Gallons Used (Practical Example)
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A22: n

A23: mean

A24: stdev

Next, define the “name” to the range of data from B9:B20 as: weight

We discussed earlier in this book (see Sect. 1.4.4) how to “name a range of data,”

but here is a reminder of how to do that:

To give a “name” to a range of data:

Click on the top number in the range of data and drag the mouse down to the bottom

number of the range.

For example, to give the name: “weight” to the cells: B9:B20, click on B9, and

drag the pointer down to B20 so that the cells B9:B20 are highlighted on your

computer screen. Then, click on:

Formulas

Define name (top center of your screen)

weight (enter this in the Name box; see Fig. 6.10)

Fig. 6.10 Dialogue Box for Naming a Range of Data as: “weight”
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OK

Now, repeat these steps to give the name: gallons to C9:C20

Finally, click on any blank cell on your spreadsheet to “deselect” cells C9:C20

on your computer screen.

Now, complete the data for these sample sizes, means, and standard deviations in

columns B and C so that B23 is 3.08, and C24 is 0.75 (use two decimals for the

means and standard deviations; see Fig. 6.11)

Objective: Find the correlation between weight and gallons used

B26: correlation

C26: ¼correl(weight,gallons) ; see Fig. 6.12

Fig. 6.11 Example of Using Excel to Find the Sample Size, Mean, and STDEV
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Hit the Enter key to compute the correlation

C26: format this cell to two decimals

Note that the equal sign in ¼correl(weight,gallons) in C26 tells Excel that you
are going to use a formula in this cell.

The correlation between weight (X) and the number of gallons used (Y) is +.91,
a very strong positive correlation. This means that you have evidence that there is a

strong relationship between these two variables. In effect, the higher the weight, the

more gallons needed to drive 150 miles.

Save this file as: GALLONS3

The final spreadsheet appears in Fig. 6.13.

Fig. 6.12 Example of Using Excel’s ¼correl Function to Compute the Correlation Coefficient
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6.3 Creating a Chart and Drawing the Regression Line
onto the Chart

This section deals with the concept of “linear regression.” Technically, the use of a

simple linear regression model (i.e., the word “simple” means that only one

predictor, X, is used to predict the criterion, Y) requires that the data meet the

following four assumptions if that statistical model is to be used:

1. The underlying relationship between the two variables under study (X and Y) is

linear in the sense that a straight line, and not a curved line, can fit among the

data points on the chart.

2. The errors of measurement are independent of each other (e.g. the errors from a

specific time period are sometimes correlated with the errors in a previous time

period).

3. The errors fit a normal distribution of Y-values at each of the X-values.

4. The variance of the errors is the same for all X-values (i.e., the variability of the

Y-values is the same for both low and high values of X).

Fig. 6.13 Final Result of Using the ¼correl Function to Compute the Correlation Coefficient
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A detailed explanation of these assumptions is beyond the scope of this book, but

the interested reader can find a detailed discussion of these assumptions in Levine

et al. (2011, pp. 529–530).

Now, let’s create a chart summarizing these data.

Important note: Whenever you draw a chart, it is ESSENTIAL that you put the
predictor variable (X) on the left, and the criterion variable (Y) on
the right in your Excel spreadsheet, so that you know which
variable is the predictor variable and which variable is the crite-
rion variable. If you do this, you will save yourself a lot of grief
whenever you do a problem involving correlation and simple
linear regression using Excel!

You need to understand that in any chart that has one predictor
and a criterion that there are really TWO LINES that can be drawn
between the data points:

(1) One line uses X as the predictor, and Y as the criterion.
(2) A second line uses Y as the predictor, and X as the criterion.

This means that you have to be very careful to note in your input
data the cells that contain X as the predictor, and Y as the
criterion. If you get these cells mixed up and reverse them, you
will create the wrong line for your data and you will have botched
the problem terribly.

This is why we STRONGLY RECOMMEND IN THIS BOOK that
you always put the X data (i.e., the predictor variable) on the
LEFT of your table, and the Y data (i.e., the criterion variable) on
the RIGHT of your table on your spreadsheet so that you don’t get
these variables mixed up.

Also note that the correlation, r, will be exactly the same correlation no matter
which variable you call the predictor variable and which variable you call the
criterion variable. The correlation coefficient just summarizes the relationship
between two variables, and doesn’t care which one is the predictor and which
one is the criterion.

Let’s suppose that you would like to use weight of the car as the predictor

variable, and that you would like to use it to predict the number of gallons needed to

drive 150 miles. Since the correlation between these two variables is +.91, this
shows that there is a strong, positive relationship and that weight is a good predictor

of the number of gallons needed to drive 150 miles.

1. Open the file that you saved earlier in this chapter: GALLONS3
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6.3.1 Using Excel to Create a Chart and the Regression Line
Through the Data Points

Objective: To create a chart and the regression line summarizing the relationship

between weight and gallons used

2. Click and drag the mouse to highlight both columns of numbers (B9:C20), but do
not highlight the labels above the data points.

Highlight the data set: B9:C20

Insert (top left of screen)

Highlight: Scatter chart icon (immediately above the word: “Charts” at the top

center of your screen)

Click on the down arrow on the right of the chart icon

Highlight the top left scatter chart icon (see Fig. 6.14)

Click on the top left chart to select it

Click on the “+ icon” to the right of the chart (CHART ELEMENTS)

Click on the check mark next to “Chart Title” and also next to “Gridlines” to

remove these check marks (see Fig. 6.15)

Fig. 6.14 Example of Selecting a Scatter Chart
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Click on the box next to “Chart Title” and then click on the arrow to its right. Then,

click on: “Above Chart”.

Note that the words: “Chart Title” are now in a box at the top of the chart (see

Fig. 6.16).

Enter this Chart Title to the right of “Chart fx” at the top of your screen):
RELATIONSHIP BETWEEN WEIGHT AND NO. OF GALLONS USED (see

Fig. 6.17)

Fig. 6.15 Example of Chart Elements Selected

Fig. 6.16 Example of Chart Title Selected
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Hit the enter key to place this title above the chart
Click on any white space outside of the top title but inside the chart to “deselect”

this chart title (see Fig. 6.18).

Fig. 6.18 Example of a Chart Title Inserted Into the Chart

Fig. 6.17 Example of Creating a Chart Title
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Click on the “+ box” to the right of the chart

Add a check mark to the left of “Axis Titles” (This will create an “Axis Title” box

on the y-axis of the chart).

Click on the right arrow for: “Axis titles” and then click on: “Primary Horizontal”

to remove the check mark in its box (this will create the y-axis title).

Enter the following y-axis title to the right of fx at the top of your screen:

NO. OF GALLONS USED

Then, hit the Enter Key to enter this y-axis title to the chart

Click inside the chart at the top right corner of the chart to “deselect” the box
around the y-axis title (see Fig. 6.19)

Click on the “+ box” to the right of the chart

Highlight: “Axis Titles” and click on its right arrow

Click on the words: “Primary Horizontal” to add a check mark to its box (this

creates an “Axis Title” box on the x-axis of the chart).

Enter the following x-axis title to the right of fx at the top of your screen:

WEIGHT (thousands of pounds)

Then, hit the Enter Key to add this x-axis title to the chart.

Click inside the chart at the top right corner of the chart to “deselect” the box

around the x-axis title (see Fig. 6.20).

Fig. 6.19 Example of Adding a y-axis Title to the Chart
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Now, let’s draw the regression line onto the chart. This regression line is called

the “least-squares regression line” and it is the “best-fitting” straight line through

the data points.

6.3.1.1 Drawing the Regression Line Through the Data Points

on the Chart

Objective: To draw the regression line through the data points on the chart

Right-click on any one of the data points inside the chart

Highlight: Add Trendline (see Fig. 6.21)

Fig. 6.20 Example of a Chart Title, an x-axis Title, and a y-axis Title
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Click on: Add Trendline

Linear (be sure the “Linear” button near the top is selected on the “Format

Trendline” dialog box (see Fig. 6.22).

Fig. 6.21 Dialogue Box for Adding a Trendline to the Chart

Fig. 6.22 Dialogue Box for a Linear Trendline
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Click on the X at the top right of the “Format Trendline” dialog box to close this

dialog box.

Now, click on any blank cell outside the chart to “deselect” the chart

Save this file as: GALLONS4

Your spreadsheet should look like the spreadsheet in Fig. 6.23.

6.3.1.2 Moving the Chart Below the Table in the Spreadsheet

Objective: To move the chart below the table

Left-click your mouse on any white space to the right of the top title inside the
chart, keep the left-click down, and drag the chart down and to the left so that the

top left corner of the chart is in cell A29, then take your finger off the left-click of

the mouse (see Fig. 6.24).

Fig. 6.23 Final Chart with the Trendline Fitted Through the Data Points of the Scatterplot
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6.3.1.3 Making the Chart “Longer” So That It Is “Taller”

Objective: To make the chart “longer” so that it is taller

Left-click your mouse on the bottom-center of the chart to create an “up-and-

down-arrow” sign, hold the left-click of the mouse down and drag the bottom of the

chart down to row 48 to make the chart longer, and then take your finger off the

mouse.

6.3.1.4 Making the Chart “Wider”

Objective: To make the chart “wider”

Put the pointer at the middle of the right-border of the chart to create a “left-to-

right arrow” sign, and then left-click your mouse and hold the left-click down while

you drag the right border of the chart to the middle of Column H to make the chart

wider.

Now, click on any blank cell outside he chart to “deselect” the chart (see

Fig. 6.25).

Fig. 6.24 Example of Moving the Chart Below the Table
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Now, click on any blank cell outside the chart to “deselect” the chart

Save this file as: GALLONS4A

Note: If you printed this spreadsheet now, it is “too big” to fit onto one page, and
would “dribble over” onto four pages of printout because the scale needs to
be reduced below 100 percent in order for this worksheet to fit onto only one
page. You need to complete these next steps below to print out some, or all, of
this spreadsheet.

6.4 Printing a Spreadsheet So That
the Table and Chart Fit onto One Page

Objective: To print the spreadsheet so that the table and the chart fit onto one

page

Fig. 6.25 Example of a Chart that is Enlarged to Fit the Cells: A29:H48
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Page Layout (top of screen)

Change the scale at the middle icon near the top of the screen “Scale to Fit” by

clicking on the down-arrow until it reads “80%” so that the table and the chart

will fit onto one page on your printout (see Fig. 6.26):

File

Print

Print (see Fig. 6.27)

Fig. 6.26 Example of the Page Layout for Reducing the Scale of the Chart to 80% of Normal Size
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Save your file as: GALLONS5

6.5 Finding the Regression Equation

The main reason for charting the relationship between X and Y (i.e., weight as X

and the number of gallons used as Y in our example) is to see if there is a strong

enough relationship between X and Y so that the regression equation that summa-

rizes this relationship can be used to predict Y for a given value of X.

Since we know that the correlation between the weight of the cars and the

number of gallons used is +.91, this tells us that it makes sense to use weight to

predict the number of gallons used based on past data.

We now need to find that regression equation that is the equation of the “best-

fitting straight line” through the data points.

Fig. 6.27 Final Spreadsheet of a Table and a Chart (80% Scale to Fit Size)
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Objective: To find the regression equation summarizing the relationship

between X and Y.

In order to find this equation, we need to check to see if your version of Excel

contains the “Data Analysis ToolPak” necessary to run a regression analysis.

6.5.1 Installing the Data Analysis ToolPak into Excel

Objective: To install the Data Analysis ToolPak into Excel

Since there are currently four versions of Excel in the marketplace (2007, 2010,

2013, 2016), we will give a brief explanation of how to install the Data Analysis

ToolPak into each of these versions of Excel.

6.5.1.1 Installing the Data Analysis ToolPak into Excel 2016

Open a new Excel spreadsheet

Click on: Data (at the top of your screen)

Look at the top of your monitor screen. Do you see the words: “Data Analysis” at

the far right of the screen? If you do, the Data Analysis ToolPak for Excel 2016 was

correctly installed when you installed Office 2016, and you should skip ahead to

Sect. 6.5.2.

If the words: “Data Analysis” are not at the top right of your monitor screen, then

the ToolPak component of Excel 2016 was not installed when you installed Office

2016 onto your computer. If this happens, you need to follow these steps:

File

Options (bottom left of screen)

Note: This creates a dialog box with “Excel Options” at the top left of the box

Add-Ins (on left of screen)

Manage: Excel Add-Ins (at the bottom of the dialog box)

Go (at bottom center of dialog box)

Highlight: Analysis ToolPak (in the Add-Ins dialog box)

Put a check mark to the left of Analysis Toolpak

OK (at the right of this dialog box)

Data

You now should have the words: “Data Analysis” at the top right of your screen

to show that this feature has been installed correctly
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Note: If these steps do not work, you should try these steps instead:
File/Options (bottom left)/Add-ins/Analysis ToolPak/Go/
click to the left of Analysis ToolPak to add a check mark/OK

If you need help doing this, ask your favorite “computer techie” for help.

You are now ready to skip ahead to Sect. 6.5.2

6.5.1.2 Installing the Data Analysis ToolPak into Excel 2013

Open a new Excel spreadsheet

Click on: Data (at the top of your screen)

Look at the top of your monitor screen. Do you see the words: “Data Analysis” at

the far right of the screen? If you do, the Data Analysis ToolPak for Excel 2013 was

correctly installed when you installed Office 2013, and you should skip ahead to

Sect. 6.5.2.

If the words: “Data Analysis” are not at the top right of your monitor screen, then

the ToolPak component of Excel 2013 was not installed when you installed Office

2013 onto your computer. If this happens, you need to follow these steps:

File

Options (bottom left of screen)

Note: This creates a dialog box with “Excel Options” at the top left of the box

Add-Ins (on left of screen)

Manage: Excel Add-Ins (at the bottom of the dialog box)

Go (at bottom center of dialog box)

Highlight: Analysis ToolPak (in the Add-Ins dialog box)

Put a check mark to the left of Analysis Toolpak

OK (at the right of this dialog box)

Data

You now should have the words: “Data Analysis” at the top right of your screen

to show that this feature has been installed correctly

If you get a prompt asking you for the “installation CD,” put this CD in the CD

drive and click on: OK

Note: If these steps do not work, you should try these steps instead:
File/Options (bottom left)/Add-ins/Analysis ToolPak/Go/
click to the left of Analysis ToolPak to add a check mark/OK

If you need help doing this, ask your favorite “computer techie” for help.

You are now ready to skip ahead to Sect. 6.5.2
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6.5.1.3 Installing the Data Analysis ToolPak into Excel 2010

Open a new Excel spreadsheet
Click on: Data (at the top of your screen)

Look at the top of your monitor screen. Do you see the words: “Data Analysis” at

the far right of the screen? If you do, the Data Analysis ToolPak for Excel 2010 was

correctly installed when you installed Office 2010, and you should skip ahead to

Sect. 6.5.2.

If the words: “Data Analysis” are not at the top right of your monitor screen, then

the ToolPak component of Excel 2010 was not installed when you installed Office

2010 onto your computer. If this happens, you need to follow these steps:

File

Options

Excel options ( creates a dialog box)

Add-Ins

Manage: Excel Add-Ins (at the bottom of the dialog box)

Go

Highlight: Analysis ToolPak (in the Add-Ins dialog box)

OK

Data (You now should have the words: “Data Analysis” at the top right of your

screen)

If you get a prompt asking you for the “installation CD,” put this CD in the CD

drive and click on: OK

Note: If these steps do not work, you should try these steps instead:
File/Options (bottom left)/Add-ins/Analysis ToolPak/Go/
click to the left of Analysis ToolPak to add a check mark/OK

If you need help doing this, ask your favorite “computer techie” for help.

You are now ready to skip ahead to Sect. 6.5.2.

6.5.1.4 Installing the Data Analysis ToolPak into Excel 2007

Open a new Excel spreadsheet
Click on: Data (at the top of your screen)

If the words “Data Analysis” do not appear at the top right of your screen, you

need to install the Data Analysis ToolPak using the following steps:

Microsoft Office button (top left of your screen)

Excel options (bottom of dialog box)

Add-ins (far left of dialog box)

Go (to create a dialog box for Add-Ins)

Highlight: Analysis ToolPak
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OK (If Excel asks you for permission to proceed, click on: Yes)

Data (You should now have the words: “Data Analysis” at the top right of your

screen)

If you need help doing this, ask your favorite “computer techie” for help.

You are now ready to skip ahead to Sect. 6.5.2.

6.5.2 Using Excel to Find the SUMMARY OUTPUT
of Regression

You have now installed ToolPak, and you are ready to find the regression equation

for the “best-fitting straight line” through the data points by using the following

steps:

Open the Excel file: GALLONS5 (if it is not already open on your screen)

Note: If this file is already open, and there is a border around the chart, you need to
click on any empty cell outside of the chart to deselect the chart..

Now that you have installed Toolpak, you are ready to find the regression

equation summarizing the relationship between weight and number of gallons

used in your data set.

Remember that you gave the name: weight to the X data (the predictor), and the

name: gallons to the Y data (the criterion) in a previous section of this chapter (see

Sect. 6.2)

Data (top of screen)

Data analysis (far right at top of screen; see Fig. 6.28)
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Scroll down the dialog box using the down arrow and click on: Regression (see

Fig. 6.29)

OK

Input Y Range: gallons

Input X Range: weight

Fig. 6.28 Example of Using the Data/Data Analysis Function of Excel

Fig. 6.29 Dialog Box for Creating the Regression Function in Excel
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Click on the “button” to the left of Output Range to select this, and enter

A50 in the box as the place on your spreadsheet to insert the

Regression analysis in cell A50

OK

The SUMMARY OUTPUT should now be in cells: A50: I67

Now, make the columns in the Regression Summary Output section of your

spreadsheet wider so that you can read all of the column headings clearly.

Now, change the data in the following two cells to Number format (two decimal

places):

B53

B66

Next, change this cell to four decimal places: B67

Now, change the format for all other numbers that are in decimal format to

number format, three decimal places, and center all numbers within their cells.

Print the file so that it fits onto one page. (Hint: Change the scale under “Page
Layout” to 60% to make it fit.) Your file should be like the file in Fig. 6.30.
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Save the resulting file as: GALLONS6

Note the following problem with the summary output.

Whoever wrote the computer program for this version of Excel made a mistake
and gave the name: “Multiple R” to cell A53.

This is not correct. Instead, cell A53 should say: “correlation r” since this is the
notation that we are using for the correlation between X and Y.

You can now use your printout of the regression analysis to find the regression

equation that is the best-fitting straight line through the data points.

But first, let’s review some basic terms.

Fig. 6.30 Final Spreadsheet of Correlation and Simple Linear Regression including the SUM-

MARY OUTPUT for the Data
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6.5.2.1 Finding the y-Intercept, a, of the Regression Line

The point on the y-axis that the regression line would intersect the y-axis if it were

extended to reach the y-axis is called the “y-intercept” and we will use the letter “a”
to stand for the y-intercept of the regression line. The y-intercept on the SUM-

MARY OUTPUT of Fig. 6.30 is 2.75 and appears in cell B66. This means that if

you were to draw an imaginary line continuing down the regression line toward the

y-axis that this imaginary line would cross the y-axis at 2.75. This is why it is called

the “y-intercept.”

6.5.2.2 Finding the Slope, b, of the Regression Line

The “tilt” of the regression line is called the “slope” of the regression line. It

summarizes to what degree the regression line is either above or below a horizontal

line through the data points. If the correlation between X and Y were zero, the

regression line would be exactly horizontal to the X-axis and would have a zero

slope.

If the correlation between X and Y is positive, the regression line would “slope
upward to the right” above the X-axis. Since the regression line in Fig. 6.30 slopes

upward to the right, the slope of the regression line is +1.0762 as given in cell B67.
We will use the notation “b” to stand for the slope of the regression line. (Note that
Excel calls the slope of the line: “X Variable 1” in the Excel printout.)

Since the correlation between weight and gallons used was +.91, you can see

that the regression line for these data “slopes upward to the right” through the data.

Note that the SUMMARY OUTPUT of the regression line in Fig. 6.30 gives a

correlation, r, of +.91 in cell B53.
If the correlation between X and Y were negative, the regression line would

“slope down to the right” above the X-axis. This would happen whenever the

correlation between X and Y is a negative correlation that is between zero and

minus one (0 and �1).

6.5.3 Finding the Equation for the Regression Line

To find the regression equation for the straight line that can be used to predict the

number of gallons used from the car’s weight, we only need two numbers in the

SUMMARY OUTPUT in Fig. 6.30: B66 and B67.

The format for the regression line is : Y ¼ aþ bX ð6:3Þ

where a¼ the y-intercept (2.75 in our example in cell B66)

and b¼ the slope of the line (+1.0762 in our example in cell B67)

Therefore, the equation for the best-fitting regression line for our example is:
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Y ¼ aþ bX

Y ¼ 2:75þ 1:0762X

Remember that Y is the number of gallons used that we are trying to predict,

using the weight of the car as the predictor, X.

Let’s try an example using this formula to predict the number of gallons used for

a car.

6.5.4 Using the Regression Line to Predict the y-Value
for a Given x-Value

Objective: To find the number of gallons predicted for a car that weighed 3,000

pounds (Note: 3,000 pounds, when measured in thousands of pounds,

is recorded as 3.0)

Important note: Remember that the weight of the car is in thousands of pounds.

Since the weight is 3,000 pounds (i.e., X¼ 3.0 in thousands of pounds),

substituting this number into our regression equation gives:

Y¼ 2.75 + 1.0762 (3.0)

Y¼ 2.75 + 3.23

Y¼ 5.98 gallons of gas needed to drive 150 miles

Important note: If you look at your chart, if you go directly upwards for a weight of
3.0 until you hit the regression line, you see that you hit this line
just below 6 on the y-axis to the left when you draw a line
horizontal to the x-axis (actually, it is 5.98), the result above for
predicting the number of gallons needed for a car weighing 3,000
pounds.

Now, let’s do a second example and predict what the number of gallons needed if

we used a weight of 3,500 pounds. (Remember: 3,500 pounds becomes 3.5 when it

is measured in thousands of pounds.)

Y¼ 2.75 + 1.0762 X

Y¼ 2.75 + 1.0762 (3.5)

Y¼ 2.75 + 3.77

Y¼ 6.52 gallons of gas needed to drive 150 miles

Important note: If you look at your chart, if you go directly upwards for a weight of
3.5 until you hit the regression line, you see that you hit this line

144 6 Correlation and Simple Linear Regression



between 6 and 7 on the y-axis to the left (actually it is 6.52), the
result above for predicting the number of gallons of gas needed for
a car that weighed 3,500 pounds to drive 150 miles.

For a more detailed discussion of regression, see Black (2010) and McKillup and

Dyar (2010).

6.6 Adding the Regression Equation to the Chart

Objective: To Add the Regression Equation to the Chart

If you want to include the regression equation within the chart next to the

regression line, you can do that, but a word of caution first.

Throughout this book, we are using the regression equation for one predictor and

one criterion to be the following:

Y ¼ aþ bX ð6:3Þ

where a¼ y-intercept and

b¼ slope of the line

See, for example, the regression equation in Sect. 6.5.3 where the y-intercept

was a¼ 2.75 and the slope of the line was b¼+1.0762 to generate the following

regression equation:

Y ¼ 2:75þ 1:0762X

However, Excel 2016 uses a slightly different regression equation (which is

logically identical to the one used in this book) when you add a regression equation

to a chart:

Y ¼ bXþ a ð6:4Þ

where a¼ y-intercept and b¼ slope of the line

Note that this equation is identical to the one we are using in this book with the

terms arranged in a different sequence.

For the example we used in Sect. 6.5.3, Excel 2016 would write the regression

equation on the chart as:

Y ¼ 1:0762Xþ 2:75

This is the format that will result when you add the regression equation to the

chart using Excel 2016 using the following steps:
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Open the file: GALLONS6 (that you saved in Sect. 6.5.2)

Click just inside the outer border of the chart in the top right corner to add the

“border” around the chart in order to “select the chart” for changes you are about

to make

Right-click on any of the data-points in the chart

Highlight: Add Trendline, and click on it to select this command

The “Linear button” near the top of the dialog box will be selected (on its left)

Scroll down this dialog box and click on: Display Equation on chart (near the

bottom of the dialog box; see Fig. 6.31)

Click on the X at the top right of the Format Trendline dialogue box to remove

this box.

Click on any empty cell outside of the chart to deselect the chart.

Note that the regression equation on the chart is in the following form next to the

regression line on the chart (see Fig. 6.32).

Y ¼ 1:0762Xþ 2:75

Fig. 6.31 Dialogue Box for Adding the Regression Equation to the Chart Next to the Regression

Line on the Chart
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Click on any empty cell outside of the chart to deselect the chart.

Now, save this file as: GALLONS7, and print it out so that it fits onto one page

Fig. 6.32 Example of a Chart with the Regression Equation Displayed Next to the

Regression Line
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6.7 How to Recognize Negative Correlations
in the SUMMARY OUTPUT Table

Important note: Since Excel does not recognize negative correlations in the SUM-
MARY OUTPUT results, but treats all correlations as if they were
positive correlations (this was a mistake made by the program-
mer), you need to be careful to note that there may be a negative
correlation between X and Y even if the printout says that the
correlation is a positive correlation.

You will know that the correlation between X and Y is a negative
correlation when these two things occur:

(1) THE SLOPE, b, IS A NEGATIVE NUMBER. This can only
occur when there is a negative correlation..

(2) THE CHART CLEARLY SHOWS A DOWNWARD SLOPE IN
THE REGRESSION LINE, which can only occur when the
correlation between X and Y is negative..

6.8 Printing Only Part of a Spreadsheet Instead
of the Entire Spreadsheet

Objective: To print part of a spreadsheet separately instead of printing the entire

spreadsheet

There will be many occasions when your spreadsheet is so large in the number of

cells used for your data and charts that you only want to print part of the spreadsheet

separately so that the print will not be so small that you cannot read it easily.

We will now explain how to print only part of a spreadsheet onto a separate page

by using three examples of how to do that using the file, GALLONS7, that you

created in Sect. 6.6: (1) printing only the table and the chart on a separate page,

(2) printing only the chart on a separate page, and (3) printing only the SUMMARY

OUTPUT of the regression analysis on a separate page.

Note: If the file: GALLONS7 is not open on your screen, you need to open it now.

If the “border” is around the outside of the chart, click on any white space

outside of the chart to deselect the chart.

Let’s describe how to do these three goals with three separate objectives:
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6.8.1 Printing Only the Table and the Chart
on a Separate Page

Objective: To print only the table and the chart on a separate page

1. Left-click your mouse starting at the top left of the table in cell A3 and drag the

mouse down and to the right so that all of the table and all of the chart are
highlighted in light blue on your computer screen from cell A3 to cell H48 (the

light blue cells are called the “selection” cells).

2. File

Print

Print Active Sheet (hit the down arrow on the right)

Print selection

Print

The resulting printout should contain only the table of the data and the chart

resulting from the data.

Then, click on any empty cell in your spreadsheet to deselect the table and chart.

6.8.2 Printing Only the Chart on a Separate Page

Objective: To print only the chart on a separate page

1. Click on any “white space” just inside the outside border of the chart in the top
right corner of the chart to create the border around all of the borders of the chart
in order to “select” the chart.

2. File

Print

Print selected chart

Print selected chart (again)

Print

The resulting printout should contain only the chart resulting from the data.

Important note: After each time you print a chart by itself on a separate page, you
should immediately click on any white space OUTSIDE the chart
to remove the border from the chart. When the border is on the
borders of the chart, this tells Excel that you want to print only the
chart by itself. Do this now!
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6.8.3 Printing Only the SUMMARY OUTPUT
of the Regression Analysis on a Separate Page

Objective: To print only the SUMMARYOUTPUT of the regression analysis on

a separate page

1. Left-click your mouse at the cell just above SUMMARY OUTPUT in cell A50
on the left of your spreadsheet and drag the mouse down and to the right until all
of the regression output is highlighted in dark blue on your screen from A50 to

I67.

Change the “Scale to Fit” to 60% so that the SUMMARY OUTPUT will fit onto

one page when you print it out.

2. File

Print

Print active sheets (hit the down arrow on the right)

Print selection

Print

The resulting printout should contain only the summary output of the regression

analysis on a separate page.

Finally, click on any empty cell on the spreadsheet to “deselect” the regression

table.

6.9 End-of-Chapter Practice Problems

1. What is the relationship between the weight of the car (measured in thousands of

pounds) and its city miles per gallon (mpg) in 4-door passenger sedans? Suppose

that you wanted to study this question using different models of cars. Analyze

the hypothetical data that are given in Fig. 6.33.
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Create an Excel spreadsheet, and enter the data.

(a) create an XY scatterplot of these two sets of data such that:

• top title: RELATIONSHIP BETWEEN WEIGHT AND CITY mpg IN

4-DOOR SEDANS

• x-axis title: WEIGHT (1000 lbs)

• y-axis title: CITY MILES PER GALLON (mpg)

• move the chart below the table

• re-size the chart so that it is 7 columns wide and 25 rows long

• delete the legend

• delete the gridlines

(b) Create the least-squares regression line for these data on the scatterplot.

(c) Use Excel to run the regression statistics to find the equation for the least-
squares regression line for these data and display the results below the chart

on your spreadsheet. Add the regression equation to the chart. Use number

format (three decimal places) for the correlation and for the coefficients

Print just the input data and the chart so that this information fits onto one

page in portrait format.

Then, print just the regression output table on a separate page so that it fits

onto that separate page in portrait format.

By hand:
(d) Circle and label the value of the y-intercept and the slope of the regression

line on your printout.

(e) Write the regression equation by hand on your printout for these data (use

three decimal places for the y-intercept and the slope).

(f) Circle and label the correlation between the two sets of scores in the

regression analysis summary output table on your printout.

Fig. 6.33 Worksheet Data for Chap. 6: Practice Problem #1
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(g) Underneath the regression equation you wrote by hand on your printout, use

the regression equation to predict the average city mpg of a 4-door sedan that

weighted 2,500 pounds.

(h) Read from the graph, the average city mpg you would predict for a 4-door

sedan that weighed 3,600 pounds, and write your answer in the space

immediately below:

________________________

save the file as: sedan3

2. Permafrost is soil, sediment, or rock that is frozen based on its temperature. The

ground must remain at or below zero degrees centigrade for 2 years or more to be

called permafrost. It is found at high altitudes, including the Rocky Mountains in

the state of Colorado. Permafrost is measured by down-hole depth created by a

drill hole in a formation that is used as part of geophysical studies. Suppose that

you wanted to study the relationship between down-hole depth (X) and temper-

ature. Suppose that down-hole depth was measured in meters (m) while temper-

ature was measured in degrees centigrade (�C).
Create an Excel spreadsheet and enter the data using DEPTH as the independent

(predictor) variable, and TEMPERATURE as the dependent (criterion) variable.

You decide to test your Excel skills on a small sample of drill holes using the

hypothetical data presented in Fig. 6.34.

Create an Excel spreadsheet and enter the data using DEPTH (meters) as the

independent variable (predictor) and TEMPERATURE (degrees centigrade) as

the dependent variable (criterion).

Fig. 6.34 Worksheet Data for Chap. 6: Practice Problem #2
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(a) create an XY scatterplot of these two sets of data such that:

• top title: RELATIONSHIP BETWEEN DOWN-HOLE DEPTH AND

TEMPERATURE

• x-axis title: DEPTH (meters)

• y-axis title: TEMPERATURE (degrees centigrade)

• re-size the chart so that it is 7 columns wide and 25 rows long

• delete the legend

• delete the gridlines

• move the chart below the table

(b) Create the least-squares regression line for these data on the scatterplot.

(c) Use Excel to run the regression statistics to find the equation for the least-
squares regression line for these data and display the results below the chart

on your spreadsheet. Use number format (two decimal places) for the

correlation, r, and for both the y-intercept and the slope of the line. Change

all other decimal figures to four decimal places.

(d) Print the input data and the chart so that this information fits onto one page.

(e) Then, print out the regression output table so that this information fits onto a

separate page.

By hand:

(1a) Circle and label the value of the y-intercept and the slope of the

regression line onto that separate page.

(2b) Read from the graph the temperature you would predict for a depth of
three meters and write your answer in the space immediately below:

_____________________

(f) save the file as: DEPTH3

Answer the following questions using your Excel printout:

1. What is the correlation?

2. What is the y-intercept?

3. What is the slope of the line?

4. What is the regression equation for these data (use two decimal places for the

y-intercept and the slope)?

5. Use that regression equation to predict the temperature you would expect for

a down-hole depth of two meters.

(Note that this correlation is not the multiple correlation as the Excel table

indicates, but is merely the correlation r instead.)

Note that you found a positive correlation of +.94 between depth and tempera-

ture. You know that the correlation is a positive correlation for two reasons:

(1) the regression line slopes upward and to the right on the chart, signaling a

positive correlation, and (2) the slope is +0.53 which also tells you that the

correlation is a positive correlation.

But how does Excel treat negative correlations?
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Important note: Since Excel does not recognize negative correlations in the
SUMMARY OUTPUT but treats all correlations as if they were
positive correlations, you need to be careful to note when there
is a negative correlation between the two variables under
study.

You know that the correlation is negative when:

(1) The slope, b, is a negative number which can only occur
when there is a negative correlation.

(2) The chart clearly shows a downward slope in the regression
line, which can only happen when the correlation is
negative.

3. In a greenhouse setting, how does temperature effect overall plant height?

Suppose that you wanted to study this question using the height of vegetable

plants. The plants were germinated from seeds collected from 15 random com-

mercial agricultural sites around the United States. The plants were reared in a

greenhouse to control for the effect of temperature on plant height. The hypo-

thetical data are given in Fig. 6.35.

Fig. 6.35 Worksheet Data for Chap. 6: Practice Problem #3
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Create an Excel spreadsheet, and enter the data.

(a) create an XY scatterplot of these two sets of data such that:

• top title: RELATIONSHIP BETWEEN TEMPERATURE AND HEIGHT

OF VEGETABLE PLANTS

• x-axis title: TEMPERATURE (degrees Centigrade)

• y-axis title: HEIGHT (cm)

• move the chart below the table

• re-size the chart so that it is 7 columns wide and 25 rows long

• delete the legend

• delete the gridlines

(b) Create the least-squares regression line for these data on the scatterplot.

(c) Use Excel to run the regression statistics to find the equation for the least-
squares regression line for these data and display the results below the chart

on your spreadsheet. Add the regression equation to the chart. Use number

format (three decimal places) for the correlation and for the coefficients

Print just the input data and the chart so that this information fits onto one

page in portrait format.

Then, print just the regression output table on a separate page so that it fits

onto that separate page in portrait format.

By hand:
(d) Circle and label the value of the y-intercept and the slope of the regression

line on your printout.

(e) Write the regression equation by hand on your printout for these data (use

three decimal places for the y-intercept and the slope).

(f) Circle and label the correlation between the two sets of scores in the

regression analysis summary output table on your printout.

(g) Underneath the regression equation you wrote by hand on your printout, use

the regression equation to predict the average height of vegetable plants you

would predict for a temperature of 20�.
(h) Read from the graph, the average height of vegetable plants you would

predict for a temperature of 15�, and write your answer in the space imme-

diately below:

________________________

Save the file as: Vegetable3
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Chapter 7

Multiple Correlation and Multiple
Regression

There are many times in science when you want to predict a criterion, Y, but you

want to find out if you can develop a better prediction model by using several
predictors in combination (e.g. X1, X2, X3, etc.) instead of a single predictor, X.

The resulting statistical procedure is called “multiple correlation” because it uses

two or more predictors in combination to predict Y, instead of a single predictor,

X. Each predictor is “weighted” differently based on its separate correlation with Y

and its correlation with the other predictors. The job of multiple correlation is to

produce a regression equation that will weight each predictor differently and in such

a way that the combination of predictors does a better job of predicting Y than any

single predictor by itself. We will call the multiple correlation: Rxy.
You will recall (see Sect. 6.5.3) that the regression equation that predicts Y when

only one predictor, X, is used is:

Y ¼ aþ b X ð7:1Þ

7.1 Multiple Regression Equation

The multiple regression equation follows a similar format and is:

Y ¼ aþ b1X1 þ b2X2 þ b3X3 þ etc: depending on the number of predictors used

ð7:2Þ

The “weight” given to each predictor in the equation is represented by the letter

“b” with a subscript to correspond to the same subscript on the predictors.

You will remember from Chap. 6 that the correlation, r, ranges from �1 to +1.

However, the multiple correlation, Rxy, only ranges from 0 to +1. Rxy is never a

negative number!
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Important note: In order to do multiple regression, you need to have installed the
“Data Analysis ToolPak” that was described in Chap. 6 (see Sect.
6.5.1). If you did not install this, you need to do so now.

Let’s try a practice problem.

Suppose that you have been asked to analyze some data on fruit production from

a mid-size fruit farm in Colorado. The farm operates a laboratory greenhouse where

it tests new fruit growth under controlled conditions. The farm is able to control the

amount of water (milliliters, ml), the amount of light received (minutes, min), and

the amount of fertilizer (microliters, μl) a fruit plant receives. Suppose that the farm
wants you to determine the relationship between water, light, and fertilizer in their

ability to predict the mass of fruit (grams, g) produced. The farm manager has also

asked you to look at the amount of fruit produced in relation to growing conditions.

You have decided to use the three measured growing conditions as the predictors

(X1, X2, and X3) and the mass of fruit produced as the criterion, Y. To test your

Excel skills, you have randomly selected 11 plants and recorded their growing

conditions.

Let’s use the following notation:

Y FRUIT PRODUCED

X1 WATER

X2 LIGHT RECEIVED

X3 FERTILIZER

Suppose, further, that you have collected the following hypothetical data sum-

marizing these scores (see Fig. 7.1):

Create an Excel spreadsheet for these data using the following cell reference:
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A2: FRUIT PRODUCED IN RELATION TO GROWING CONDITIONS

A4: Is there a relationship between fruit produced and growing conditions?

A6: FRUIT PRODUCED (g)

A7: 2.55

B6: WATER (ml)

C6: LIGHT RECEIVED (min)

D6: FERTILIZER (μl)
D17: 660

Next, change the column width to match the above table, and change all FRUIT

PRODUCED figures to number format (two decimal places).

Now, fill in the additional data in the chart such that:

A17: 3.65

B17: 440

C17: 570

Then, center all numbers in your table

Important note: Be sure to double-check all of your numbers in your table to be sure
that they are correct, or your spreadsheets will be incorrect.

Save this file as: FRUIT3

Fig. 7.1 Worksheet Data for Growing Conditions versus Fruit Produced (Practical Example)
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Before we do the multiple regression analysis, we need to try to make one

important point very clear:

Important: When we used one predictor, X, to predict one criterion, Y, we said that
you need to make sure that the X variable is ON THE LEFT in your
table, and the Y variable is ON THE RIGHT in your table so that you
don’t get these variables mixed up (see Sect. 6.3).

However, in multiple regression, you need to follow this rule which is
exactly the opposite:

When you use several predictors in multiple regression, it is essential
that the criterion you are trying to predict, Y, be ON THE FAR LEFT,
and all of the predictors are TO THE RIGHT of the criterion, Y, in your
table so that you know which variable is the criterion, Y, and which
variables are the predictors. If you make this a habit, you will save
yourself a lot of grief.

Notice in the table above, that the criterion Y (FRUIT PRODUCED) is on the far

left of the table, and the three predictors (WATER, LIGHT RECEIVED, and

FERTILIZER) are to the right of the criterion variable. If you follow this rule,

you will be less likely to make a mistake in this type of analysis.

7.2 Finding the Multiple Correlation and the Multiple
Regression Equation

Objective: To find the multiple correlation and multiple regression equation

using Excel.

You do this by the following commands:

Data

Click on: Data Analysis (far right top of screen)

Regression (scroll down to this in the box; see Fig. 7.2)
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OK

Input Y Range: A6:A17

Input X Range: B6:D17

Note that both the input Y Range and the Input X Range above both include the

label at the top of the columns.

Click on the Labels box to add a check mark to it (because you have included the
column labels in row 6)

Output Range (click on the button to its left, and enter): A20 (see Fig. 7.3)

Important note: Excel automatically assigns a dollar sign $ in front of each column
letter and each row number so that you can keep these ranges of
data constant for the regression analysis.

Fig. 7.2 Dialogue Box for Regression Function
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OK (see Fig. 7.4 to see the resulting SUMMARY OUTPUT)

Fig. 7.3 Dialogue Box for Growing Conditions vs. Fruit Produced Data
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Next, format cell B23 in number format (two decimal places)

Next, format the following four cells in Number format (four decimal places):

B36

B37

B38

B39

Change all other decimal figures to two decimal places, and center all figures

within their cells.

Save the file as: FRUIT4

Now, print the file so that it fits onto one page by changing the scale to 55% size.
The resulting regression analysis is given in Fig. 7.5.

Fig. 7.4 Regression SUMMARY OUTPUT of Growing Conditions vs. Fruit Produced Data
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Once you have the SUMMARY OUTPUT, you can determine the multiple

correlation and the regression equation that is the best-fit line through the data

points using WATER, LIGHT RECEIVED, and FERTILIZER as the three pre-

dictors, and FRUIT PRODUCED as the criterion.

Note on the SUMMARY OUTPUT where it says: “Multiple R.” This term is

correct since this is the term Excel uses for the multiple correlation, which is +0.80.

This means, that from these data, that the combination of WATER, LIGHT

RECEIVED, and FERTILIZER together form a very strong positive relationship

in predicting FRUIT PRODUCED.

To find the regression equation, notice the coefficients at the bottom of the
SUMMARY OUTPUT:

Intercept: a (this is the y-intercept) 1.5363

WATER: b1 0.0006

LIGHT RECEIVED: b2 0.0003

FERTILIZER: b3 0.0021

Fig. 7.5 Final Spreadsheet for Growing Conditions vs. Fruit Produced Regression Analysis
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Since the general form of the multiple regression equation is:

Y ¼ aþ b1X1 þ b2X2 þ b3X3 ð7:2Þ

we can now write the multiple regression equation for these data:

Y ¼ 1:5363þ 0:0006X1 þ 0:0003 X2 þ 0:0021X3

7.3 Using the Regression Equation to Predict
FRUIT PRODUCED

Objective: To find the predicted FRUIT PRODUCED using a WATER Score of

600, a LIGHT RECEIVED Score of 500, and a FERTILIZER Score

of 550

Plugging these three numbers into our regression equation gives us:

Y ¼ 1:5363þ 0:0006 600ð Þ þ 0:0003 500ð Þ þ 0:0021 550ð Þ
Y ¼ 1:5363þ 0:36þ 0:15þ 1:155
Y ¼ 3:20 grams of fruit produced

If you want to learn more about the theory behind multiple regression, see Keller

(2009) and Hoshmand (1998).

7.4 Using Excel to Create a Correlation Matrix
in Multiple Regression

The final step in multiple regression is to find the correlation between all of the

variables that appear in the regression equation.

In our example, this means that we need to find the correlation between each of

the six pairs of variables:

To do this, we need to use Excel to create a “correlation matrix.” This matrix

summarizes the correlations between all of the variables in the problem.

Objective: To use Excel to create a correlation matrix between the four variables

in this example.

To use Excel to do this, use these steps:

Data (top of screen under “Home” at the top left of screen)
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Data Analysis

Correlation (scroll up to highlight this formula; see Fig. 7.6)

OK

Input range: A6:D17

(Note that this input range includes the labels at the top of the FOUR variables

(FRUIT PRODUCED, WATER, LIGHT RECEIVED, and FERTILIZER) as

well as all of the figures in the original data set.)

Grouped by: Columns

Put a check in the box for:

Labels in the First Row (since you included the labels at the top of the columns in

your input range of data above)

Output range (click on the button to its left, and enter): A42 (see Fig. 7.7)

Fig. 7.6 Dialogue Box for Growing Conditions vs. Fruit Produced Correlations
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OK

The resulting correlation matrix appears in A42:E46 (See Fig. 7.8).

Next, format all of the numbers in the correlation matrix that are in decimals to

two decimals places. And, also, make the columns wider so that all of the labels fit

inside their cells. Then, center all the correlations in their cells.

Save this Excel file as: FRUIT5

The final spreadsheet for these scores appears in Fig. 7.9.

Fig. 7.7 Dialogue Box for Input/Output Range for Correlation Matrix

Fig. 7.8 Resulting Correlation Matrix for Growing Conditions vs. Fruit Produced Data
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Note that the number “1” along the diagonal of the correlation matrix means that

the correlation of each variable with itself is a perfect, positive correlation of 1.0.

Correlation coefficients are always expressed in just two decimal places.
You are now ready to read the correlation between the six pairs of variables:

The correlation between WATER and FRUIT PRODUCED is : þ:51
The correlation between LIGHT RECEIVED and FRUIT PRODUCED is : þ:45
The correlation between FERTILIZER and FRUIT PRODUCED is : þ:77
The correlation between LIGHT RECEIVED and WATER is : þ:47
The correlation between FERTILIZER and WATER is : þ:44
The correlation between FERTILIZER and LIGHT RECEIVED is : þ:43

This means that the best predictor of FRUIT PRODUCED is FERTILIZER with

a correlation of +.77. Adding the other two predictor variables, WATER and

LIGHT RECEIVED, improved the prediction by only 0.03 to 0.80, and was,

therefore, only slightly better in prediction. FERTILIZER is an excellent predictor

of FRUIT PRODUCED by itself.

If you want to learn more about the correlation matrix, see Levine et al. (2011).

Fig. 7.9 Final Spreadsheet for Growing Conditions vs. Fruit Produced Regression and the

Correlation Matrix
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7.5 End-of-Chapter Practice Problems

1. Agriculture around the world depends on viable seed production. Crops that

originated in various parts of the world are now grown in a wide range of

climates. For example, corn (maize) originated in present day Mexico and is

now grown throughout the world. The amount of seeds produced in different

growing conditions, especially in marginal climates, affect how successful a

plant will be for agricultural purposes. The main conditions that can affect plant

growth are water, light, and fertilizer. Additionally, “plant crowding” in terms of

how close the plants are to each other generally causes negative changes in

productivity (i.e., the closer the plants are to one another, the fewer the seeds

produced). As a result, agricultural companies have started studying the impact

that space between plants has on overall plant production.

Suppose that you have been asked by a large agricultural seed supplier to

analyze some data from their experimental greenhouse. They have asked you to

look at how growing conditions predict the amount of seed production for a new

type of agricultural plant. You have been asked to use the following growing

variables: water (milliliters, ml), light received (in minutes, min), and fertilizer

(microliters, μl), and, in addition, to use space (centimeters, cm) between plants

as an additional predictor of seed production. The seed supplier has asked you

for your recommendation as to whether or not space should be included with the

main growing conditions.

You have decided to use a multiple correlation and multiple regression

analysis, and to test your Excel skills, you have collected the data from a random

sample of seed pods from 12 crop plants that have been grown under controlled

conditions during one full growing season. These hypothetical data appear in

Fig. 7.10:

Fig. 7.10 Worksheet Data for Chap. 7: Practice Problem #1
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(a) Create an Excel spreadsheet using AVERAGE SEEDS PER POD as the

criterion (Y),andWATER (X1), LIGHT RECEIVED (X2), SPACE (X3), and

FERTILIZER (X4) as the predictors.

(b) Use Excel’s multiple regression function to find the relationship between

these five variables and place it below the table.

(c) Use number format (two decimal places) for the multiple correlation on the

SUMMARY OUTPUT, and use four decimal places for the coefficients in

the SUMMARY OUTPUT).

(d) Print the table and regression results below the table so that they fit onto

one page.

(e) Save this file as: seed14

Answer the following questions using your Excel printout:

1. What is the multiple correlation Rxy?

2. What is they-intercept a?
3. What is the coefficient for WATER b1?
4. What is the coefficient for LIGHT RECEIVED b2?
5. What is the coefficient for SPACE b3?
6. What is the coefficient for FERTILIZER b4?

7. What is the multiple regression equation?

8. Predict the AVERAGE SEEDS PER POD you would expect for a

WATER score of 610, a LIGHT RECEIVED score of 550, a SPACE

score of 3, and a FERTILIZER score of 610.

(f) Now, go back to your Excel file and create a correlation matrix for these five
variables, and place it underneath the SUMMARY OUTPUT.

(g) Save this file as: seed15

(h) Now, print out just this correlation matrix on a separate sheet of paper.

Answer the following questions using your Excel printout. Be sure to

include the plus or minus sign for each correlation:

9. What is the correlation between WATER and AVERAGE SEEDS PER

POD?

10. What is the correlation between LIGHT RECEIVED and AVERAGE

SEEDS PER POD?

11. What is the correlation between SPACE and AVERAGE SEEDS PER

POD?

12. What is the correlation between FERTILIZER and AVERAGE SEEDS

PER POD?

13. What is the correlation between SPACE and WATER?

14. What is the correlation between LIGHT RECEIVED and

FERTILIZER?

15. Discuss which of the four predictors is the best predictor of AVERAGE

SEEDS PER POD.
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16. Explain in words how much better the four predictor variables together

predict AVERAGE SEEDS PER POD than the best single predictor by

itself.

2. In order to grow properly, most plants need water, warmth, carbon dioxide gas,

light, and minerals. Suppose you wanted to study the relationship between

temperature and precipitation and their effect on plant productivity. In ecolog-

ical terms, “productivity” refers to the amount of plant growth and it is measured

in grams per meter squared per year (g/m2/year) at the site. Precipitation

(rainfall) is measured as the annual mean precipitation (cm/year) at the site.

Temperature is measured as the average annual temperature in degrees Centi-

grade (�C) at the site. Let productivity be the dependent variable (criterion), and
precipitation and temperature be the independent variables (predictors) at each

site. Hypothetical data for 14 sites are presented in Fig. 7.11.

(a) create an Excel spreadsheet using PRODUCTIVITY as the criterion (Y), and

the other variables as the two predictors of this criterion.

(b) Use Excel’s multiple regression function to find the relationship between

these variables and place it below the table.

(c) Use number format (two decimal places) for the multiple correlation on the

Summary Output, and use number format (three decimal places) for the

coefficients in the Summary Output.

(d) Print the table and regression results below the table so that they fit onto

one page.

(e) By hand on this printout, circle and label:

(1a) multiple correlation Rxy

(2b) coefficients for the y-intercept, precipitation, and temperature.

(f) Save this file as: PLANT3A

Fig. 7.11 Worksheet Data for Chap. 7: Practice Problem #2
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(g) Now, go back to your Excel file and create a correlation matrix for these

three variables, and place it underneath the Summary Table. Change each
correlation to just two decimals. Save this file again as: PLANT3A

(h) Now, print out just this correlation matrix in portrait mode on a separate

sheet of paper.

Answer the following questions using your Excel printout:

1. What is the multiple correlation Rxy?

2. What is the y-intercept a?
3. What is the coefficient for precipitation b1?
4. What is the coefficient for temperature b2?
5. What is the multiple regression equation?

6. Underneath this regression equation by hand, predict the productivity you

would expect for an annual precipitation of 300 cm/year and an annual

temperature of +2 �C.

Answer the following questions using your Excel printout. Be sure to

include the plus or minus sign for each correlation:

7. What is the correlation between precipitation and productivity?

8. What is the correlation between temperature and productivity?

9. What is the correlation between temperature and precipitation?

10. Discuss which of the two predictors is the better predictor of

productivity.

11. Explain in words how much better the two predictor variables combined

predict productivity than the better single predictor by itself.

3. Suppose that you have been hired by the United States Department of Agricul-

ture (USDA) to analyze corn yields from Iowa farms over one year (a single

growing season). Suppose, further, that these data will represent a pilot study

that will be included in a larger ongoing analysis of corn yield in the Midwest.

You want to determine if you can predict the amount of corn produced in bushels

per acre (bu/acre) based on three predictors: (1) water measured in inches of

rainfall per year (in./year), (2) fertilizer measured in the amount of nitrogen

applied to the soil in pounds per acre (lbs/acre), and (3) average temperature

during the growing season measured in degrees Fahrenheit (�F).
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To check your skills in Excel, you have selected a random sample of corn from

each of eleven farms selected randomly and recorded the hypothetical data given

in Fig. 7.12.

(a) create an Excel spreadsheet using YIELD as the criterion (Y), and the other

variables as the three predictors of this criterion (X1¼RAINFALL,

X2¼NITROGEN, and X3¼TEMPERATURE).

(b) Use Excel’s multiple regression function to find the relationship between

these four variables and place the SUMMARY OUTPUT below the table.

(c) Use number format (two decimal places) for the multiple correlation on the

Summary Output, and use two decimal places for the coefficients in the

SUMMARY OUTPUT.

(d) Save the file as:

yield15

(e) Print the table and regression results below the table so that they fit onto

one page.

Answer the following questions using your Excel printout:

1. What is the multiple correlation Rxy?

2. What is the y-intercept a?
3. What is the coefficient for RAINFALL b1?
4. What is the coefficient for NITROGEN b2?
5. What is the coefficient for TEMPERATURE b3?
6. What is the multiple regression equation?

7. Predict the corn yield you would expect for rainfall of 28 inches per year,

nitrogen at 205 pounds/acre, and temperature of 83 degrees Fahrenheit.

(f) Now, go back to your Excel file and create a correlation matrix for these four

variables, and place it underneath the SUMMARY OUTPUT.

Fig. 7.12 Worksheet Data for Chap. 7: Practice Problem #3
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(g) Re-save this file as: yield15

(h) Now, print out just this correlation matrix on a separate sheet of paper.

Answer to the following questions using your Excel printout. (Be sure to

include the plus or minus sign for each correlation):

8. What is the correlation between RAINFALL and YIELD?

9. What is the correlation between NITROGEN and YIELD?

10. What is the correlation between TEMPERATURE and YIELD?

11. What is the correlation between NITROGEN and RAINFALL?

12. What is the correlation between TEMPERATURE and RAINFALL?

13. What is the correlation between TEMPERATURE and NITROGEN?

14. Discuss which of the three predictors is the best predictor of corn yield.

15. Explain in words how much better the three predictor variables com-

bined predict corn yield than the best single predictor by itself.
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Chapter 8

One-Way Analysis of Variance (ANOVA)

So far in this 2016 Excel Guide, you have learned how to use a one-group t-test to

compare the sample mean to the population mean, and a two-group t-test to test for

the difference between two sample means. But what should you do when you have
more than two groups and you want to determine if there is a significant difference
between the means of these groups?

The answer to this question is: Analysis of Variance (ANOVA).
The ANOVA test allows you to test for the difference between the means when

you have three or more groups in your research study.

Important note: In order to do One-way Analysis of Variance, you need to have
installed the “Data Analysis Toolpak” that was described in
Chap. 6 (see Sect. 6.5.1). If you did not install this, you need to
do that now.

Suppose that you were working as a research scientist and that you wanted to do

a research study comparing the highway miles per gallon (mpg) for five types of

vehicles: (1) SUBCOMPACTS, (2) COMPACTS, (3) MID-SIZE, (4) LARGE, and

(5) SUVs. You want to answer the research question: Is the size of the vehicle

related to gasoline usage? You have obtained the cooperation of the owners of each

type of vehicle who agree to keep track of their highway mileage over a

pre-determined route for three tanks of gasoline. The hypothetical data for this

study are given in Fig. 8.1.
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Note that each type of car can have a different number of vehicles in it in order

for ANOVA to be used on the data. Statisticians delight in this fact by referring to

this characteristic by stating that: “ANOVA is a very robust test.” (Statisticians love

that term!)

Create an Excel spreadsheet for these data in this way:

A4: HIGHWAY MILES PER GALLON (mpg) COMPARISON OF FIVE

TYPES OF CARS

B7: SUBCOMPACTS (mpg)

B8: 28.1

B15: 35.0

C7: COMPACTS (mpg)

D7: MID-SIZE (mpg)

E7: LARGE (mpg)

E17: 21.3

F7: SUVs (mpg)

F8: 18.1

F15: 19.1

Enter the other information into your spreadsheet table. When you have finished

entering these data, the last cell on the left should have 35.0 in cell B15, and the last

cell on the right should have 19.1 in cell F15. Center the numbers in each of the

columns. Use number format (one decimal) for all numbers.

Important note: Be sure to double-check all of your figures in the table to make sure
that they are exactly correct or you will not be able to obtain the
correct answer for this problem!

Save this file as: CARS2

Fig. 8.1 Worksheet Data for Highway mpg Test
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8.1 Using Excel to Perform a One-Way Analysis
of Variance (ANOVA)

Objective: To use Excel to perform a one-way ANOVA test.

You are now ready to perform an ANOVA test on these data using the following

steps:

Data (at top of screen)

Data Analysis (far right at top of screen)

ANOVA: Single Factor (scroll up to this formula and highlight it; see Fig. 8.2)

OK

Input range: B7:F17 (note that you have included in this range the column titles that

are in row 7)

Important note: Whenever the data set has a different sample size in the groups
being compared, the INPUT RANGE that you define must start at
the column title of the first group on the left and go to the last
column on the right to the lowest row that has a figure in it in the

Fig. 8.2 Dialog Box for Data Analysis: ANOVA Single Factor

8.1 Using Excel to Perform a One-Way Analysis of Variance (ANOVA) 177



entire data matrix so that the INPUT RANGE has the “shape” of a
rectangle when you highlight it. Since LARGE has 21.3 in cell
E17, your “rectangle” must include row 17!

Grouped by: Columns

Put a check mark in: Labels in First Row

Output range (click on the button to its left): A19 (see Fig. 8.3)

OK

Center all of the numbers in the ANOVA table, and round off all numbers that are

decimals to two decimal places.

Save this file as: CARS2A

You should have generated the table given in Fig. 8.4.

Fig. 8.3 Dialog Box for ANOVA: Single Factor Input/Output Range
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Print out both the data table and the ANOVA summary table so that all of this

information fits onto one page. (Hint: Set the Page Layout/Fit to Scale to 75% size).
As a check on your analysis, you should have the following in these cells:

A19: ANOVA: Single Factor

D24: 29.41

E32: 44.80

G32: 2.63

C35: 41

Now, let’s discuss how you should interpret this table:

Fig. 8.4 ANOVA Results for Highway mpg Test
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8.2 How to Interpret the ANOVA Table Correctly

Objective: To interpret the ANOVA table correctly

ANOVA allows you to test for the differences between means when you have

three or more groups of data. This ANOVA test is called the F-test statistic, and is

typically identified with the letter: F.

The formula for the F-test is this:

F¼Mean Square between groups (MSb) divided by Mean Square within groups

(MSw)

F ¼ MSb=MSw ð8:1Þ

The derivation and explanation of this formula is beyond the scope of this Excel
Guide. In this Excel Guide, we are attempting to teach you how to use Excel, and we
are not attempting to teach you the statistical theory that is behind the ANOVA

formulas. For a detailed explanation of ANOVA, see Hibbert and Gooding (2006)

and Hochmand (1998).

Note that cell D32 contains MSb¼ 179.56, while cell D33 contains MSw¼ 4.01.

When you divide these two figures using their cell references in Excel, you get

the answer for the F-test of 44.80 which is in cell E32. (Remember, Excel is more

accurate than your calculator!) Let’s discuss now the meaning of the figure:

F¼ 44.80.

In order to determine whether this figure for F of 44.80 indicates a significant

difference between the means of the groups, the first step is to write the null

hypothesis and the research hypothesis for the five types of cars.

In our statistics highway mpg comparisons, the null hypothesis states that the

population means of the five groups are equal, while the research hypothesis states

that the population means of the five groups are not equal and that there is,

therefore, a significant difference between the population means of the five groups.

Which of these two hypotheses should you accept based on the ANOVA results?

8.3 Using the Decision Rule for the ANOVA F-Test

To state the hypotheses, let’s call SUBCOMPACTS as Group 1, COMPACTS as

Group 2, MID-SIZE as Group 3, LARGE as Group 4, and SUVs as Group 5. The

hypotheses would then be:

H0 : μ1 ¼ μ2 ¼ μ3 ¼ μ4 ¼ μ5
H1 : μ1 6¼ μ2 6¼ μ3 6¼ μ4 6¼ μ5
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The answer to this question is analogous to the decision rule used in this book for
both the one-group t-test and the two-group t-test. You will recall that this rule (See
Sect. 4.1.6 and Sect. 5.1.8) was:

If the absolute value of t is less than the critical t, you accept the null hypothesis.

or

If the absolute value of t is greater than the critical t, you reject the null
hypothesis, and accept the research hypothesis.

Now, here is the decision rule for ANOVA:

Objective: To learn the decision rule for the ANOVA F-test

The decision rule for the ANOVA F-test is the following:

If the value for F is less than the critical F-value, accept the null hypothesis.

or

If the value of F is greater than the critical F-value, reject the null hypothesis,
and accept the research hypothesis.

Note that Excel tells you the critical F-value in cell G32: 2.63

Therefore, our decision rule for the types of cars AVOVA test is this:

Since the value of F of 44.80 is greater than the critical F-value of 2.63, we
reject the null hypothesis and accept the research hypothesis.

Therefore, our conclusion, in plain English, is:

There is a significant difference between the highway mpg between the five types
of cars.

Note that it is not necessary to take the absolute value of F of 44.80. The F-value

can never be less than one, and so it can never be a negative value which requires us

to take its absolute value in order to treat it as a positive value.

It is important to note that ANOVA tells us that there was a significant difference

between the population means of the groups, but it does not tell us which pairs of
groups were significantly different from each other.

8.4 Testing the Difference Between Two Groups
Using the ANOVA t-Test

To answer that question, we need to do a different test called the ANOVA t-test.

Objective: To test the difference between the means of two groups using an

ANOVA t-test when the ANOVA F-test results indicate a significant

difference between the population means.
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Since we have five groups of data (one group for each of five types of cars), we

would have to perform ten separate ANOVA t-tests to determine which of the ten

pairs of groups were significantly different. This requires that we would have to

perform a separate ANOVA t-test for the following ten pairs of groups:

1. SUBCOMPACTS vs. COMPACTS

2. SUBCOMPACTS vs. MID-SIZE

3. SUBCOMPACTS vs. LARGE

4. SUBCOMPACTS vs. SUVs

5. COMPACTS vs. MID-SIZE

6. COMPACTS vs. LARGE

7. COMPACTS vs. SUVs

8. MID-SIZE vs. LARGE

9. MID-SIZE vs. SUVs

10. LARGE vs. SUVs

We will do just one of these pairs of tests, COMPACTS vs. LARGE, to illustrate

the way to perform an ANOVA t-test comparing these two types of cars. The

ANOVA t-test for the other nine pairs of groups would be done in the same way.

8.4.1 Comparing COMPACTS vs. LARGE in Highway mpg
Using the ANOVA t-Test

Objective: To compare COMPACTS vs. LARGE in highway mpg using the

ANOVA t-test.

The first step is to write the null hypothesis and the research hypothesis for these

two types of cars.

For the ANOVA t-test, the null hypothesis is that the population means of the

two groups are equal, while the research hypothesis is that the population means of

the two groups are not equal (i.e., there is a significant difference between these two

means). Since we are comparing COMPACTS (Group 2) vs. LARGE (Group 4),

these hypotheses would be:

H0 : μ2 ¼ μ4
H1 : μ2 6¼ μ4

For Group 2 vs. Group 4, the formula for the ANOVA t-test is:
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ANOVA t ¼ X1 � X2

s:e:ANOVA
ð8:2Þ

where

s:e:ANOVA ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

MSw
1

n1
þ 1

n2

� �

s

ð8:3Þ

The steps involved in computing this ANOVA t-test are:

1. Find the difference of the samplemeans for the two groups (29.41� 23.73¼ 5.68).

2. Find 1/n2 + 1/n4 (since both groups have a different number of cars in them, this

becomes: 1/9 + 1/10¼ 0.11 + 0.10¼ 0.21.

3. Multiply MSw times the answer for step 2 (4.01� 0.21¼ 0.84)

4. Take the square root of step 3 (SQRT(0.84)¼ 0.92)

5. Divide Step 1 by Step 4 to find ANOVA t(5.68/0.92¼ 6.17)

Note: Since Excel computes all calculations to 16 decimal places, when you use
Excel for the above computations, your answer will be 6.18 in 2 decimal
places, but Excel’s answer will be much more accurate because it is always
in 16 decimal places in its computations.

Now, what do we do with this ANOVA t-test result of 6.18? In order to interpret

this value of 6.18 correctly, we need to determine the critical value of t for the

ANOVA t-test. To do that, we need to find the degrees of freedom for the ANOVA

t-test as follows:

8.4.1.1 Finding the Degrees of Freedom for the ANOVA t-Test

Objective: To find the degrees of freedom for the ANOVA t-test.

The degrees of freedom (df) for the ANOVA t-test is found as follows:

df¼ take the total sample size of all of the groups and subtract the number of groups

in your study (nTOTAL� k where k¼ the number of groups)

In our example, the total sample size of the five groups is 42 since there are 8 cars

in Group 1, 9 cars in Group 2, 7 cars in Group 3, 10 cars in Group 4, and 8 cars in

Group 5, and since there are five groups, 42� 5 gives a degrees of freedom for the

ANOVA t-test of 37.

If you look up df¼ 37 in the t-table in Appendix E in the degrees of freedom

column (df), which is the second column on the left of this table, you will find that

the critical t-value is 2.026.

Important note: Be sure to use the degrees of freedom column (df) in Appendix E
for the ANOVA t-test critical t value
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8.4.1.2 Stating the Decision Rule for the ANOVA t-Test

Objective: To learn the decision rule for the ANOVA t-test

Interpreting the result of the ANOVA t-test follows the same decision rule that

we used for both the one-group t-test (see Sect. 4.1.6) and the two-group t-test (see

Sect. 5.1.8):

If the absolute value of t is less than the critical value of t, we accept the null
hypothesis.

or

If the absolute value of t is greater than the critical value of t, we reject the null
hypothesis and accept the research hypothesis.

Since we are using a type of t-test, we need to take the absolute value of t. Since

the absolute value of 6.18 is greater than the critical t-value of 2.026, we reject the

null hypothesis (that the population means of the two groups are equal) and accept

the research hypothesis (that the population means of the two groups are signifi-

cantly different from one another).

This means that our conclusion, in plain English, is as follows:

The average highway mpg for COMPACTS was significantly higher than the

average for LARGE (29 vs. 24).

8.4.1.3 Performing an ANOVA t-Test Using Excel Commands

Now, let’s do these calculations for the ANOVA t-test using Excel with the file you

created earlier in this chapter: CARS2A

A37: COMPACTS vs. LARGE

A39: 1/9 + 1/10

A41: s.e. ANOVA

A43: ANOVA t-test

B39: ¼(1/9 + 1/10)

B41: ¼SQRT(D33*B39)

B43: ¼(D24�D26)/B41 (no spaces between symbols)

You should now have the following results in these cells when you round off all

these figures in the ANOVA t-test to two decimal points.:

B39: 0.21

B41: 0.92

B43: 6.18

Save this final result under the file name: CARS3
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Print out the resulting spreadsheet so that it fits onto one page like Fig. 8.5 (Hint:

Reduce the Page Layout/Scale to Fit to 75%).

For a more detailed explanation of the ANOVA t-test, see Townend (2002).

Important note: You are only allowed to perform an ANOVA t-test comparing the
means of two groups when the F-test produces a significant differ-
ence between the means of all of the groups in your study.

It is improper to do any ANOVA t-test when the value of F is less
than the critical value of F.Whenever F is less than the critical F, this

Fig. 8.5 Final Spreadsheet of Highway mpg for COMPACTS vs. LARGE
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means that there was no difference between the means of the groups,
and, therefore, that you cannot test to see if there is a difference
between the means of any two groups since this would capitalize on
chance differences between these two groups. For more information
on this important point, see Gould and Gould (2002).

8.5 End-of-Chapter Practice Problems

1. Let’s suppose that you have been asked to study the yield (grams of product

produced) of a chemical reaction conducted under three different temperature

conditions: (1) BELOW ROOM TEMPERATURE (15 degrees Celsius (�C)),
(2) ROOM TEMPERATURE (25 degrees Celsius (�C)), and (3) ABOVE

ROOM TEMPERATURE (30 degrees Celsius (�C)).
You have been asked to analyze the data from the reactions to determine if there

was a significant difference in yield (grams of product produced) between the

three different temperatures. To test your Excel skills, you have selected a

random sample of results from each of the three chemical reactions performed

at different temperatures (see Fig. 8.6). Note that each group reactions can be of

a different number of results in order for ANOVA to be used on the data.

Statisticians delight in this fact by referring to this characteristic by stating

that: “ANOVA is a very robust test.” (Statisticians love that term!)

Fig. 8.6 Worksheet Data for Chap. 8: Practice Problem #1
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(a) Enter these data on an Excel spreadsheet.

(b) Perform a one-way ANOVA test on these data, and show the resulting

ANOVA table underneath the input data for the three temperatures.

(c) If the F-value in the ANOVA table is significant, create an Excel formula to

compute the ANOVA t-test comparing the average for ROOM TEMPERA-

TURE against ABOVE ROOM TEMPERATURE and show the results

below the ANOVA table on the spreadsheet (put the standard error and the

ANOVA t-test value on separate lines of your spreadsheet, and use two

decimal places for each value)

(d) Print out the resulting spreadsheet so that all of the informationfits onto one page

(e) Save the spreadsheet as: REACTION3

Now, write the answers to the following questions using your Excel printout:

1. What are the null hypothesis and the research hypothesis for the ANOVA

F-test?

2. What is MSb on your Excel printout?

3. What is MSw on your Excel printout?

4. Compute F¼MSb/MSw using your calculator.

5. What is the critical value of F on your Excel printout?

6. What is the result of the ANOVA F-test?

7. What is the conclusion of the ANOVA F-test in plain English?

8. If the ANOVA F-test produced a significant difference between the three

types of temperatures, what is the null hypothesis and the research hypoth-

esis for the ANOVA t-test comparing ROOM TEMPERATURE versus

ABOVE ROOM TEMPERATURE?

9. What is the mean (average) for ROOM TEMPERATURE on your Excel

printout?

10. What is the mean (average) for ABOVE ROOM TEMPERATURE on your

Excel printout?

11. What are the degrees of freedom (df) for the ANOVA t-test comparing

ROOM TEMPERATURE versus ABOVE ROOM TEMPERATURE?

12. What is the critical t value for this ANOVA t-test in Appendix E for these

degrees of freedom?

13. Compute the s.e.ANOVA using your calculator.

14. Compute the ANOVA t-test value comparing ROOM TEMPERATURE

versus ABOVE ROOM TEMPERATURE using your calculator.

15. What is the result of the ANOVA t-test comparing ROOM TEMPERA-

TURE versus ABOVE ROOM TEMPERATURE?

16. What is the conclusion of the ANOVA t-test comparing ROOM TEMPER-

ATURE versus ABOVE ROOM TEMPERATURE in plain English?

Note that since there are three types of temperatures, you need to do three

ANOVA t-tests to determine what the significant differences are between the

three types of temperatures. Since you have just completed the ANOVA t-test
comparing ROOM TEMPERATURE versus ABOVE ROOM TEMPERATURE,
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you would also need to do the ANOVA t-test comparing ROOM TEMPERATURE
versus BELOW ROOM TEMPERATURE, and also the ANOVA t-test comparing
ABOVE ROOM TEMPERATURE versus BELOW ROOM TEMPERATURE in
order to write a conclusion summarizing these three types of ANOVA t-tests.

2. In a controlled greenhouse experiment, what type of soil conditions are favor-

able for the growth of a common flowering species such as Daisy Fleabane

(Erigeron annuus) often found along roadsides? Suppose that you wanted to

conduct a controlled research study to compare the growth of this flower in three

types of soil treatments, specifically the effects of Nitrogen. Nitrogen is an

essential macro-nutrient necessary for plant development and is commonly

found in fertilizers: (1) Group 1: No nitrogen added to the soil, (2) Group 2:

Low amounts of Nitrogen added to the soil, and (3) Group 3: High amounts of

Nitrogen added to the soil. Your measured variable will be milligrams (mg) of

dry biomass of Erigeron annuus. To do this study, you have obtained soil from

one location of land in the state of Colorado and seeds from a distributor. You

have sterilized the soil so that you could place it in 12 containers for each type of

treatment (i.e., 36 containers in all). Suppose, further, that you planted the same

number of seeds of Erigeron annuus in each container and maintained the

containers in a controlled greenhouse under constant conditions for a growing

season. You then clipped and dried all the Erigeron annuus from each treatment

to obtain dry biomass. You then weighed the dry biomass of each treatment and

generated the hypothetical data given in Fig. 8.7. Note that there are a different

number of containers in each of the three treatments because some of the plants

did not survive the growing season. To test your Excel skills, you have decided

to run an ANOVA test of the data to determine the growing characteristics of this

plant with respect to varying amounts of Nitrogen.

Fig. 8.7 Worksheet Data for Chap. 8: Practice Problem #2
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(a) Enter these data on an Excel spreadsheet.

(b) Perform a one-way ANOVA test on these data, and show the resulting

ANOVA table underneath the input data for the three levels of Nitrogen.

(c) If the F-value in the ANOVA table is significant, create an Excel formula to

compute the ANOVA t-test comparing the average for Low Nitrogen against

High Nitrogen and show the results below the ANOVA table on the spread-

sheet (put the standard error and the ANOVA t-test value on separate lines of

your spreadsheet, and use two decimal places for each value)

(d) Print out the resulting spreadsheet so that all of the information fits onto one

page

(e) Save the spreadsheet as: Weed5

Now, write the answers to the following questions using your Excel printout:

1. What are the null hypothesis and the research hypothesis for the ANOVA

F-test?

2. What is MSb on your Excel printout?

3. What is MSw on your Excel printout?

4. Compute F¼MSb/MSw using your calculator.

5. What is the critical value of F on your Excel printout?

6. What is the result of the ANOVA F-test?

7. What is the conclusion of the ANOVA F-test in plain English?

8. If the ANOVA F-test produced a significant difference between the three

amounts of Nitrogen in the weight of the flowers grown in the greenhouse

during a growing season, what is the null hypothesis and the research

hypothesis for the ANOVA t-test comparing Low Nitrogen versus High

Nitrogen?

9. What is the mean (average) for Low Nitrogen on your Excel printout?

10. What is the mean (average) for High Nitrogen on your Excel printout?

11. What are the degrees of freedom (df) for the ANOVA t-test comparing Low

Nitrogen versus High Nitrogen?

12. What is the critical t value for this ANOVA t-test in Appendix E for these

degrees of freedom?

13. Compute the s.e.ANOVA using your calculator.

14. Compute the ANOVA t-test value comparing Low Nitrogen versus High

Nitrogen using your calculator.

15. What is the result of the ANOVA t-test comparing Low Nitrogen versus

High Nitrogen?

16. What is the conclusion of the ANOVA t-test comparing Low Nitrogen

versus High Nitrogen in plain English?

Note that since there are three treatments, you need to do three ANOVA t-tests to

determine what the significant differences are between the three treatments.

Since you have just completed the ANOVA t-test comparing Low Nitrogen versus
High Nitrogen, you would also need to do the ANOVA t-test comparing Low
Nitrogen versus No Nitrogen, and also the ANOVA t-test comparing No Nitrogen
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versus High Nitrogen in order to write a conclusion summarizing all three of
these three types of ANOVA t-tests.

3. Suppose that you wanted to study the effect of “crowding” on the weight of

brown trout (Salmo trutta) raised in a fish hatchery in the state of Colorado in the
U.S.A. Crowding is measured in terms of the number of trout raised in a

container (i.e., the density of the fish in the container) and the weight of the

fish is measured in grams. The trout have been raised in four containers

(200, 350, 500, and 700 fish per container) for 9 months. You decide to take a

random sample of trout from each of the four containers. The hypothetical data

for this study are given in Fig. 8.8.

(a) Enter these data on an Excel spreadsheet.

(b) Perform a one-way ANOVA test on these data, and show the resulting

ANOVA table underneath the input data for the four types of crowding.

(c) If the F-value in the ANOVA table is significant, create an Excel formula to

compute the ANOVA t-test comparing the average weight for 350 fish per

container against the average weight for 500 fish per container, and show the

results below the ANOVA table on the spreadsheet (put the standard error

and the ANOVA t-test value on separate lines of your spreadsheet, and use

two decimal places for each value)

Fig. 8.8 Worksheet Data for Chap. 8: Practice Problem #3
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(d) Print out the resulting spreadsheet so that all of the information fits onto one

page

(e) Save the spreadsheet as: TROUT3

Now, write the answers to the following questions using your Excel printout:

1. What are the null hypothesis and the research hypothesis for the ANOVA

F-test?

2. What is MSb on your Excel printout?

3. What is MSw on your Excel printout?

4. Compute F¼MSb/MSw using your calculator.

5. What is the critical value of F on your Excel printout?

6. What is the result of the ANOVA F-test?

7. What is the conclusion of the ANOVA F-test in plain English?

8. If the ANOVA F-test produced a significant difference in the average

weight of the fish between the four types of crowding, what is the null

hypothesis and the research hypothesis for the ANOVA t-test comparing

350 fish per container versus 500 fish per container?

9. What is the mean (average) weight for 350 fish on your Excel printout?

10. What is the mean (average) weight for 500 fish on your Excel printout?

11. What are the degrees of freedom (df) for the ANOVA t-test comparing

350 fish versus 500 fish?

12. What is the critical t value for this ANOVA t-test in Appendix E for these

degrees of freedom?

13. Compute the s.e.ANOVA using your calculator for 350 fish versus 500 fish.

14. Compute the ANOVA t-test value comparing 350 fish versus 500 fish using

your calculator.

15. What is the result of the ANOVA t-test comparing 350 fish versus 500 fish?

16. What is the conclusion of the ANOVA t-test comparing 350 fish versus

500 fish in plain English?
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Chapter 1: Practice Problem #1 Answer (see Fig. A.1)

Fig. A.1 Answer to Chap. 1: Practice Problem #1
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Chapter 1: Practice Problem #2 Answer (see Fig. A.2)

Fig. A.2 Answer to Chap. 1: Practice Problem #2
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Chapter 1: Practice Problem #3 Answer (see Fig. A.3)

Fig. A.3 Answer to Chap. 1: Practice Problem #3
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Chapter 2: Practice Problem #1 Answer (see Fig. A.4)

Fig. A.4 Answer to Chap. 2: Practice Problem #1
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Chapter 2: Practice Problem #2 Answer (see Fig. A.5)

Fig. A.5 Answer

to Chap. 2: Practice

Problem #2
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Chapter 2: Practice Problem #3 Answer (see Fig. A.6)

Fig. A.6 Answer

to Chap. 2: Practice

Problem #3
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Chapter 3: Practice Problem #1 Answer (see Fig. A.7)

Fig. A.7 Answer to Chap. 3: Practice Problem #1
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Chapter 3: Practice Problem #2 Answer (see Fig. A.8)

Fig. A.8 Answer to Chap. 3: Practice Problem #2
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Chapter 3: Practice Problem #3 Answer (see Fig. A.9)

Fig. A.9 Answer to Chap. 3: Practice Problem #3
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Chapter 4: Practice Problem #1 Answer (see Fig. A.10)

Fig. A.10 Answer to Chap. 4: Practice Problem #1
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Chapter 4: Practice Problem #2 Answer (see Fig. A.11)

Fig. A.11 Answer to Chap. 4: Practice Problem #2
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Chapter 4: Practice Problem #3 Answer (see Fig. A.12)

Fig. A.12 Answer to Chap. 4: Practice Problem #3
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Chapter 5: Practice Problem #1 Answer (see Fig. A.13)

Fig. A.13 Answer to Chap. 5: Practice Problem #1
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Chapter 5: Practice Problem #2 Answer (see Fig. A.14)

Fig. A.14 Answer to Chap. 5: Practice Problem #2

Appendices 207

http://dx.doi.org/10.1007/978-3-319-40057-0_5
http://dx.doi.org/10.1007/978-3-319-40057-0_5


Chapter 5: Practice Problem #3 Answer (see Fig. A.15)

Fig. A.15 Answer to Chap. 5: Practice Problem #3
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Chapter 6: Practice Problem #1 Answer (see Fig. A.16)

Fig. A.16 Answer to Chap. 6: Practice Problem #1
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Chapter 6: Practice Problem #1 (continued)

(d) a ¼ y-intercept ¼ þ45:197
b ¼ slope ¼ �6:394

(e) Y ¼ aþ bX

Y ¼ 45:197� 6:394X
(f) r ¼ �:900
(g) Y ¼ 45:197� 6:394 2:5ð Þ

Y ¼ 45:197� 15:985
Y ¼ 29:212 mpg

(h) About 22 mpg
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Chapter 6: Practice Problem #2 Answer (see Fig. A.17)

Fig. A.17 Answer to Chap. 6: Practice Problem #2
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Chapter 6: Practice Problem #2 (continued)
(2b) about �1.9 degrees centigrade

1. r ¼ þ:94
2. a ¼ y-intercept ¼ �3:43
3. b ¼ slope ¼ þ0:53
4. Y ¼ a þ bX

Y ¼ �3:43þ 0:53X
5. Y ¼ �3:43þ 0:53 2ð Þ

Y ¼ �3:43þ 1:06
Y ¼ �2:37 degrees centigrade
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Chapter 6: Practice Problem #3 Answer (see Fig. A.18)

Fig. A.18 Answer to Chap. 6: Practice Problem #3
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Chapter 6: Practice Problem #3 (continued)

(d) a ¼ y-intercept ¼ �68:580
b ¼ slope ¼ þ6:110

(e) Y ¼ a þ bX

Y ¼ �68:580þ 6:110X
(f) r ¼ :929
(g) Y ¼ �68:580þ 6:110X

Y ¼ �68:580þ 6:110 20ð Þ
Y ¼ �68:580þ 122:2
Y ¼ 53:62 cm

(h) About 22–23 cm

Chapter 7: Practice Problem #1 Answer (see Fig. A.19)

Fig. A.19 Answer to Chap. 7: Practice Problem #1
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Chapter 7: Practice Problem #1 (continued)

1. Multiple correlation ¼ :93
2. y-intercept ¼ 0:5682
3. b1 ¼ �0:0004
4. b2 ¼ 0:0022
5. b3 ¼ 0:0200
6. b4 ¼ 0:0024
7. Y ¼ aþ b1X1 þ b2X2 þ b3X3 þ b4X4

Y ¼ 0:5682� 0:0004X1 þ 0:0022X2 þ 0:0200X3 þ 0:0024X4

8.Y ¼ 0:5682� 0:0004 610ð Þ þ 0:0022 550ð Þ þ 0:0200 3ð Þ þ 0:0024 610ð Þ
Y ¼ 0:5682� 0:244þ 1:21 þ 0:06þ 1:464
Y ¼ 3:302� 0:244
Y ¼ 3:06 seeds per pod

9. 0.79

10. 0.87

11. 0.83

12. 0.89

13. 0.74

14. 0.83

15. The best predictor ofAVERAGESEEDSPERPODwas FERTILIZER (r ¼ :89).
16. The four predictors combined predict AVERAGE SEEDS PER POD at

Rxy ¼ :93, and this is much better than the best single predictor by itself.
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Chapter 7: Practice Problem #2 Answer (see Fig. A.20)

Fig. A.20 Answer to Chap. 7: Practice Problem #2
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Chapter 7: Practice Problem #2 (continued)

1. Rxy ¼ :65

2. a ¼ y-intercept ¼ 322:246
3. b1 ¼ 1:04
4. b2 ¼ 9:005
5. Y ¼ aþ b1X1 þ b2X2

Y ¼ 322:246þ 1:04X1 þ 9:005X2

6. Y ¼ 322:246þ 1:04 300ð Þ þ 9:005 2ð Þ
Y ¼ 322:246þ 312þ 18:01
Y ¼ 652 g=m2=year

7. þ0:62
8. þ0:28
9. þ0:14

10. Mean annual precipitation is the better predictor of productivity (r ¼ þ:62)
11. The two predictors combined predict productivity slightly better (Rxy ¼ :65)

than the better single predictor by itself
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Chapter 7: Practice Problem #3 Answer (see Fig. A.21)

Fig. A.21 Answer to Chap. 7: Practice Problem #3
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Chapter 7: Practice Problem #3 (continued)

1. Multiple correlation ¼ :78
2. a ¼ y-intercept ¼ 744:95
3. b1 ¼ 6:33
4. b2 ¼ 0:51
5. b3 ¼ �9:84
6. Y ¼ aþ b1X1 þ b2X2 þ b3X3

Y ¼ 744:95þ 6:33X1 þ 0:51X2 � 9:84X3

7. Y ¼ 744:95þ 6:33 28ð Þ þ 0:51 205ð Þ � 9:84 83ð Þ
Y ¼ 744:95þ 177:24þ 104:55� 816:72
Y ¼ 1, 026:74� 816:72 ¼ 210 bu=acre

8. þ 0:19
9. þ 0:31

10. –0.70

11. þ0:03
12. þ0:00
13. –0.05

14. The best single predictor of corn yield was TEMPERATURE (r ¼ �:70).
(Note: Remember to ignore the negative sign and just use 0.70).

15. The three predictors combined predict corn yield much better at Rxy ¼ :78, and

this is much better than the best single predictor by itself.

Appendices 219

http://dx.doi.org/10.1007/978-3-319-40057-0_7


Chapter 8: Practice Problem #1 Answer (see Fig. A.22)

Fig. A.22 Answer to Chap. 8: Practice Problem #1
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Chapter 8: Practice Problem #1 (continued)

Let Group 1¼BELOW ROOM TEMP, Group 2¼ROOM TEMP, and Group 3

¼ABOVE ROOM TEMP

1. H0: μ1 ¼ μ2 ¼ μ3
H1: μ1 6¼ μ2 6¼ μ3

2. MSb ¼ 433:56
3. MSw ¼ 125:44
4. F ¼ 433:56=125:44 ¼ 3:46
5. critical F ¼ 3:32
6. Result: Since 3.46 is greater than 3.32, we reject the null hypothesis and accept

the research hypothesis

7. There was a significant difference between the three temperatures in the grams

of product produced.

ROOM TEMP vs. ABOVE ROOM TEMP
8. H0: μ2 ¼ μ3

H1: μ2 6¼ μ3
9. 83.20

10. 70.64

11. df ¼ 33� 3 ¼ 30

12. critical t ¼ 2:042
13. 1=10þ 1=11 ¼ 0:10þ 0:09 ¼ 0:19

s:e: ¼ SQRT 125:44*0:19ð Þ ¼ SQRT 23:83ð Þ ¼ 4:88
14. ANOVAt ¼ 83:20� 70:64ð Þ=4:88 ¼ 2:57
15. Result: Since the absolute value of 2.57 is greater than 2.042, we reject the null

hypothesis and accept the research hypothesis

16. Conclusion: ROOM TEMP produced significantly more grams of product than

ABOVE ROOM TEMP (83.2 vs. 70.6).
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Chapter 8: Practice Problem #2 Answer (see Fig. A.23)

Fig. A.23 Answer to Chap. 8: Practice Problem #2
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Chapter 8: Practice Problem #2 (continued)

Let Group 1¼No Nitrogen, Group 2¼Low Nitrogen, and Group 3¼High

Nitrogen

1. Null hypothesis : μ1 ¼ μ2 ¼ μ3
Researchhypothesis : μ1 6¼ μ2 6¼ μ3

2. MSb ¼ 2, 322, 790:77
3. MSw ¼ 61, 350:20
4. F ¼ 2, 322, 790=61, 350 ¼ 37:86
5. critical F ¼ 3:34
6. Since the F-value of 37.86 is greater than the critical F value of 3.34, we reject

the null hypothesis and accept the research hypothesis.

7. There was a significant difference between the weight of Daisy Fleabane

between the three treatments.

Treatment 2 vs. Treatment 3

8. H0 : μ2 ¼ μ3
H1 : μ2 6¼ μ3

9. 655

10. 1,416.67

11. df ¼ 31� 3 ¼ 28

12. critical t ¼ 2:048
13. 1=10þ 1=12 ¼ 0:10þ 0:08 ¼ 0:18

s:e: ¼ SQRT 61, 350:20*0:18ð Þ ¼ SQRT 11; 043:04ð Þ ¼ 105:086
14. ANOVA t ¼ 655� 1416:67ð Þ=105:086 ¼ �761:67=105:086 ¼ �7:25
15. Result: Since the absolute value of �7.25 is greater than 2.048, we reject the

null hypothesis and accept the research hypothesis.

16. Conclusion: Daisy Fleabane flowers weighed significantly more when the soil

contained High Nitrogen than when the soil contained Low Nitrogen (1,417 mg

vs. 655 mg).
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Chapter 8: Practice Problem #3 Answer (see Fig. A.24)

Fig. A.24 Answer to Chap. 8: Practice Problem #3
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Chapter 8: Practice Problem #3 (continued)

Let 200 fish¼Group 1, 350 fish¼Group 2, 500 fish¼Group 3, 700

fish¼Group 4

1. Null hypothesis : μ1 ¼ μ2 ¼ μ3 ¼ μ4
Research hypothesis : μ1 6¼ μ2 6¼ μ3 6¼ μ4

2. MSb ¼ 4:30
3. MSw ¼ 0:04
4. F ¼ 4:30=0:04 ¼ 107:50
5. critical F ¼ 2:81
6. Result: Since the F-value of 107.50 is greater than the critical F value of 2.81,

we reject the null hypothesis and accept the research hypothesis.

7. Conclusion: There was a significant difference between the four types of

crowding in the weight of brown trout.

8. Null hypothesis : μ2 ¼ μ3
Research hypothesis : μ2 6¼ μ3

9. 3.77 g

10. 2.74 g

11. degrees of freedom ¼ 50� 4 ¼ 46

12. critical t ¼ 1:96
13. s:e:ANOVA ¼ SQRT MSw � 1=12þ 1=14f gð Þ ¼ SQRT 0:04� 0:15ð Þ

¼ SQRT 0:006ð Þ ¼ 0:08
14. ANOVA t ¼ 3:77� 2:74ð Þ= 0:08 ¼ 12:88
15. Since the absolute value of 12.88 is greater than the critical t of 1.96, we reject

the null hypothesis and accept the research hypothesis.

16. Brown trout raised in a container with 350 fish weighed significantly more than

brown trout raised in a container with 500 fish (3.77 g vs. 2.74 g).
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Appendix B: Practice Test

Chapter 1: Practice Test
Air pollution is a serious health problem in major cities of the world. As the

Ozone level of the air increases, it makes it more difficult for people to breathe

normally, and this can have long-term effects on their health and welfare. A

geographical area with “ambient” levels of Ozone has a low level of air pollution.

Suppose that you measured the Ozone level in various parts of San Francisco, and

that you wanted to determine the city’s average Ozone concentration in its air. The

hypothetical data measured in parts per billion (ppb) are given in Fig. B.1:

(a) Create an Excel table for these data, and then use Excel to the right of the table

to find the sample size, mean, standard deviation, and standard error of the

mean for these data. Label your answers, and round off the mean, standard

deviation, and standard error of the mean to two decimal places.

(b) Save the file as: OZONE3

Fig. B.1 Worksheet Data

for Chap. 1 Practice Test

(Practical Example)
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Chapter 2: Practice Test

Suppose that you have been asked to select a random sample of 22 plots in a farm

field to test the soil for its nutrient levels. The field has been mapped out carefully

into 215 separate plots, all of which have the same area in square feet.

(a) Set up a spreadsheet of frame numbers for these plots with the heading:

FRAME NUMBERS

(b) Then, create a separate column to the right of these frame numbers which

duplicates these frame numbers with the title: Duplicate frame numbers.

(c) Then, create a separate column to the right of these duplicate frame numbers

called RAND NO. and use the¼RAND() function to assign random numbers to

all of the frame numbers in the duplicate frame numbers column, and change

this column format so that three decimal places appear for each random

number.

(d) Sort the duplicate frame numbers and random numbers into a random order.

(e) Print the result so that the spreadsheet fits onto one page.

(f) Circle on your printout the I.D. number of the first 22 plots that you would use

in your soil test.

Save the file as: RAND18

Important note: Note that everyone who does this problem will generate a different
random order of plots ID numbers since Excel assigns a different
random number each time the RAND() command is used. For this
reason, the answer to this problem given in this Excel Guide will
have a completely different sequence of random numbers from the
random sequence that you generate. This is normal and what is to
be expected.

Chapter 3: Practice Test

Suppose that an environmental scientist wants to determine if the percent of sand

content in the soil of a particular field averages 57%. Suppose, further, that this

scientist has given you the sand content data from a random sample of grids of the

same length and width in this field (1� 1-meter, m). You have been asked to “run

the data” to see if the average sand content of this field is 57%, and you have

decided to test your Excel skills on the hypothetical data given in Fig. B.2
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(a) Create an Excel table for these data, and use Excel to the right of the table to

find the sample size, mean, standard deviation, and standard error of the mean

for these data. Label your answers, and round off the mean, standard deviation,

and standard error of the mean to two decimal places in number format.

(b) By hand, write the null hypothesis and the research hypothesis on your printout.

(c) Use Excel’s TINV function to find the 95% confidence interval about the mean

for these data. Label your answers. Use two decimal places for the confidence

interval figures in number format.

(d) On your printout, draw a diagram of this 95% confidence interval by hand,

including the reference value.

(e) On your spreadsheet, enter the result.
(f) On your spreadsheet, enter the conclusion in plain English.
(g) Print the data and the results so that your spreadsheet fits onto one page.

(h) Save the file as: SAND3

Chapter 4: Practice Test

Suppose that you work for a company that manufactures small submersible pumps.

Submersible pumps are pumps that can be submerged under water and they are used

to pump water out of an area. For example, submersible pumps can be used to pump

flood water out of basements. Suppose, further, that your company has developed a

new style of pump and has decided to test it on some recently flooded homes near

Grafton, Illinois, in the USA. The old style pumps pumped an average of 46 gallons

per minute (gal/min). You want to test your Excel skills on a small sample of data

using your company’s new submersible pumps using the hypothetical data given in

Fig. B.3.

Fig. B.2 Worksheet Data for Chap. 3 Practice Test (Practical Example)
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(a) Write the null hypothesis and the research hypothesis on your spreadsheet.

(b) Create a spreadsheet for these data, and then use Excel to find the sample size,

mean, standard deviation, and standard error of the mean to the right of the data

set. Use number format (two decimal places) for the mean, standard deviation,

and standard error of the mean.

(c) Type the critical t from the t-table in Appendix E onto your spreadsheet, and

label it.

(d) Use Excel to compute the t-test value for these data (use two decimal places)

and label it on your spreadsheet.

(e) Type the result on your spreadsheet, and then type the conclusion in plain
English on your spreadsheet.

(f) Save the file as: PUMP8

Chapter 5: Practice Test

Suppose that you wanted to study the duration of hibernation of a species of

hedgehogs (Erinaceus europaeus) in two regions of the United States (NORTH

vs. SOUTH). Suppose, further, that researchers have captured hedgehogs in these

Fig. B.3 Worksheet Data

for Chap. 4 Practice Test

(Practical Example)
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regions, attached radio tags to their bodies, and then released them back into the site

where they were captured. The researchers monitored the movements of the

hedgehogs during the winter months to determine the number of days that they

did not leave their nests. The researchers have selected a random sample of

hedgehogs from each region, and you want to test your Excel skills on the

hypothetical data given in Fig. B.4.

(a) Write the null hypothesis and the research hypothesis.

(b) Create an Excel table that summarizes these data.

(c) Use Excel to find the standard error of the difference of the means.

(d) Use Excel to perform a two-group t-test. What is the value of t that you obtain

(use two decimal places)?

(e) On your spreadsheet, type the critical value of t using the t-table in Appendix E.
(f) Type the result of the test on your spreadsheet.

(g) Type your conclusion in plain English on your spreadsheet.

(h) Save the file as: HEDGE3

(i) Print the final spreadsheet so that it fits onto one page.

Fig. B.4 Worksheet Data

for Chap. 5 Practice Test

(Practical Example)
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Chapter 6: Practice Test

Suppose that you worked as a manager in a large county government office and that

you wanted to encourage small cities and municipalities within your county to

create new recycling centers in their localities to make it easier for people who lived

there to recycle their paper and plastic waste by not having to drive a long distance

to the nearest recycling center in the county. Your hypothesis is that the farther the

recycling center is from the homes of the residents, the less likely they will be to use

these centers in a typical year. You have decided to interview people at the various

recycling centers in the county that already exist, and to ask them how far they lived

from that recycling center so that you could check the distance on Google maps.

Before conducting these interviews, you want to check to make sure that you can do

the data analysis correctly resulting from these interviews, and so you have created

the hypothetical data that appear in Fig. B.5 below:

Create an Excel spreadsheet, and enter the data.

(a) create an XY scatterplot of these two sets of data such that:

• top title: RELATIONSHIP BETWEENDISTANCE AND FREQUENCY OF

RECYCLING

• x-axis title: DISTANCE (km)

• y-axis title: FREQUENCY (days/year)

Fig. B.5 Worksheet Data for Chap. 6 Practice Test (Practical Example)
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• move the chart below the table

• re-size the chart so that it is 7 columns wide and 25 rows long

• delete the legend

• delete the gridlines

(b) Create the least-squares regression line for these data on the scatter plot.

(c) Use Excel to run the regression statistics to find the equation for the least-
squares regression line for these data and display the results below the chart on

your spreadsheet. Add the regression equation to the chart. Use number format

(two decimal places) for the correlation and for the coefficients

Print just the input data and the chart so that this information fits onto one page

in portrait format.

Then, print just the regression output table on a separate page so that it fits onto

that separate page in portrait format.

By hand:

(d) Circle and label the value of the y-intercept and the slope of the regression line

on your printout.

(e) Write the regression equation by hand on your printout for these data (use two

decimal places for the y-intercept and the slope).

(f) Circle and label the correlation between the two sets of scores in the regression
analysis summary output table on your printout.

(g) Underneath the regression equation you wrote by hand on your printout, use the

regression equation to predict the average frequency of visits to a recycling

center for residents who lived 4 kilometers (km) from that center.

(h) Read from the graph, the average frequency you would predict for a resident

who lived 6 kilometers (km) from the recycling center, and write your answer in

the space immediately below:

________________________

(i) save the file as: DISTANCE3

Chapter 7: Practice Test

Suppose that you wanted to estimate the total number of gallons required for the

latest model 4-door sedans when they were driven on a specific route of 200 miles

between St. Louis, Missouri, and Indianapolis, Indiana, at specified speeds using

drivers that were about the same weight. You have decided to use two predictors:

(1) weight of the car (measured in thousands of pounds), and (2) the car’s engine
horsepower. To check your skills in Excel, you have created the hypothetical data

given in Fig. B.6.
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(a) create an Excel spreadsheet using TOTAL GALLONS USED as the criterion

(Y), and the other variables as the two predictors of this criterion

(X1¼WEIGHT (1,000 lbs), and X2¼HORSEPOWER).

(b) Use Excel’s multiple regression function to find the relationship between these

three variables and place the SUMMARY OUTPUT below the table.

(c) Use number format (two decimal places) for the multiple correlation on the

Summary Output, and use two decimal places for the coefficients in the

SUMMARY OUTPUT.

(d) Save the file as: GALLONS9

(e) Print the table and regression results below the table so that they fit onto

one page.

Answer the following questions using your Excel printout:

1. What is the multiple correlation Rxy?

2. What is the y-intercept a?
3. What is the coefficient for WEIGHT b1?
4. What is the coefficient for HORSEPOWER b2?
5. What is the multiple regression equation?

6. Predict the TOTAL GALLONS USED you would expect for a WEIGHT of

3,800 pounds and a car that had 126 HORSEPOWER.

(f) Now, go back to your Excel file and create a correlation matrix for these three

variables, and place it underneath the SUMMARY OUTPUT.

(g) Re-save this file as: GALLONS9

(h) Now, print out just this correlation matrix on a separate sheet of paper.

Fig. B.6 Worksheet Data for Chap. 7 Practice Test (Practical Example)
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Answer to the following questions using your Excel printout. (Be sure to

include the plus or minus sign for each correlation):

7. What is the correlation between WEIGHT and TOTAL GALLONS USED?

8. What is the correlation between HORSEPOWER and TOTAL GALLONS

USED?

9. What is the correlation between WEIGHT and HORSEPOWER?

10. Discuss which of the two predictors is the better predictor of total

gallons used.

11. Explain in words how much better the two predictor variables combined

predict total gallons used than the better single predictor by itself.

Chapter 8: Practice Test

Nitrogen dioxide (NO2) is a reddish-brown toxic gas that has a sharp odor and is a

prominent source of air pollution in the exhaust fumes of motor vehicles that have

internal combustion engines. It is typically created by the oxidation of nitric oxide

by oxygen in the air.

Suppose that London, England, has been running a pilot test of two types of

vehicles that could be used in its public transit systems: (1) a special type of minibus

that can carry 9–16 seated passengers, and (2) a large-scale bus that has been

adapted to have a special engine that emits less NO2 into the atmosphere than its

current double-decker red buses, and that you have been hired to compare the NO2

emissions of passenger cars, these types of minibuses, and these types of buses. You

have collected data from a sample of these types of vehicles in which NO2 was

measured in parts per billion (ppb), and you want to test your Excel skills on the

hypothetical data given in Fig. B.7:
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(a) Enter these data on an Excel spreadsheet.

Let CAR¼Group 1, MINIBUS¼Group 2, and BUS¼Group 3.

(b) On your spreadsheet, write the null hypothesis and the research hypothesis for

these data

(c) Perform a one-way ANOVA test on these data, and show the resulting ANOVA

table underneath the input data for the three types of vehicles.

(d) If the F-value in the ANOVA table is significant, create an Excel formula to

compute the ANOVA t-test comparing CARS versus BUSES, and show the

results below the ANOVA table on the spreadsheet (put the standard error and

the ANOVA t-test value on separate lines of your spreadsheet, and use two

decimal places for each value)

(e) Print out the resulting spreadsheet so that all of the information fits onto one

page

(f) On your printout, label by hand the MS (between groups) and the MS (within

groups)

(g) Circle and label the value for F on your printout for the ANOVA of the input

data

(h) Label by hand on the printout the mean for CARS and the mean for BUSES that

were produced by your ANOVA formulas

Fig. B.7 Worksheet Data for Chap. 8 Practice Test (Practical Example)
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(i) Save the spreadsheet as: FUMES3

On a separate sheet of paper, now do the following by hand:

(j) find the critical value of F in the ANOVA Single Factor results table

(k) write a summary of the result of the ANOVA test for the input data

(l) write a summary of the conclusion of the ANOVA test in plain English for the

input data

(m) write the null hypothesis and the research hypothesis comparing CARS versus

BUSES.

(n) compute the degrees of freedom for the ANOVA t-test by hand for three types

of vehicles.

(o) use your calculator and Excel to compute the standard error (s.e.) of the

ANOVA t-test

(p) Use your calculator and Excel to compute the ANOVA t-test value

(q) write the critical value of t for the ANOVA t-test using the table in

Appendix E.

(r) write a summary of the result of the ANOVA t-test

(s) write a summary of the conclusion of the ANOVA t-test in plain English
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Appendix C: Answers to Practice Test

Practice Test Answer: Chap. 1 (see Fig. C.1)

Fig. C.1 Practice Test Answer to Chap. 1 Problem
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Practice Test Answer: Chap. 2 (see Fig. C.2)

Fig. C.2 Practice Test Answer to Chap. 2 Problem
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Practice Test Answer: Chap. 3 (see Fig. C.3)

Fig. C.3 Practice Test Answer to Chap. 3 Problem
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Practice Test Answer: Chap. 4 (see Fig. C.4)

Fig. C.4 Practice Test Answer to Chap. 4 Problem
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Practice Test Answer: Chap. 5 (see Fig. C.5)

Fig. C.5 Practice Test Answer to Chap. 5 Problem
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Practice Test Answer: Chap. 6 (see Fig. C.6)

Fig. C.6 Practice Test Answer to Chap. 6 Problem
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Practice Test Answer: Chap. 6: (continued)

(d) a ¼ y-intercept ¼ 47:09
b ¼ slope ¼ � 4:71 note the negative sign!ð Þ

(e) Y ¼ aþ bX

Y ¼ 47:09� 4:71X
(f) r ¼ correlation ¼ �:85 note the negative sign!ð Þ
(g) Y ¼ 47:09� 4:71 4ð Þ

Y ¼ 47:09� 18:84
Y ¼ 28:25 days=year

(h) About 19–21 days/year
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Practice Test Answer: Chap. 7 (see Fig. C.7)

Fig. C.7 Practice Test Answer to Chap. 7 Problem
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Practice Test Answer: Chap. 7 (continued)

1. Rxy ¼ :77

2. a ¼ y-intercept ¼ 0:29
3. b1 ¼ 1:01
4. b2 ¼ 0:01
5. Y ¼ aþ b1X1 þ b2X2

Y ¼ 0:29þ 1:01X1 þ 0:01X2

6. Y ¼ 0:29þ 1:01 3:8ð Þ þ 0:01 126ð Þ
Y ¼ 0:29þ 3:84þ 1:26
Y ¼ 5:39 gallons

7. þ:76
8. þ:60
9. þ:65

10. The better predictor of TOTAL GALLONS USED was WEIGHT with a

correlation of þ:76.
11. The two predictors combined predict TOTAL GALLONS USED only slightly

better (Rxy ¼ :77) than the better single predictor by itself
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Practice Test Answer: Chap. 8 (see Fig. C.8)

Fig. C.8 Practice Test Answer to Chap. 8 Problem
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Practice Test Answer: Chap. 8 (continued)

(b) H0 : μ1 ¼ μ2 ¼ μ3
H1 : μ1 6¼ μ2 6¼ μ3

(f) MSb ¼ 2, 218:02 and MSw ¼ 13:76
(g) F ¼ 161:19
(h) Mean of CARS ¼ 67:50 and Mean of BUSES ¼ 41:36
(j) critical F ¼ 3:28
(k) Result: Since 161.19 is greater than 3.28, we reject the null hypothesis and

accept the research hypothesis

(l) Conclusion: There was a significant difference in NO2 concentration between

the three types of vehicles.

(m) H0 : μ1 ¼ μ3
H1 : μ1 6¼ μ3

(n) df ¼ nTOTAL � k ¼ 37� 3 ¼ 34
(o) 1=12þ 1=14 ¼ 0:08þ 0:07 ¼ 0:15

s:e ¼ SQRT 13:76*0:154ð Þ
s:e: ¼ SQRT 2:12ð Þ
s:e: ¼ 1:46

(p) ANOVA t ¼ 67:50� 41:36ð Þ= 1:46 ¼ 17:90
(q) critical t ¼ 2:032
(r) Result: Since the absolute value of 17.90 is greater than the critical t of 2.032,

we reject the null hypothesis and accept the research hypothesis

(s) Conclusion: CARS had a significantly higher level of NO2 than BUSES

(67.50 ppb vs. 41.36 ppb).
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